Palimpsest Working Memory

Loïc Matthey-de-l’Endroit

Dissertation submitted for the degree of

Doctor of Philosophy
of

University College London

Gatsby Computational Neuroscience Unit
University College London

2019

Declaration

I, Loic Matthey, declare that this thesis was composed by myself,
that the work contained herein is my own except where explicitly
stated otherwise in the text, and that this work has not been
submitted for any other degree or professional qualification except
as specified.

Loic Matthey
August 4, 2019

Abstract
Despite its key role in cognition, the mechanisms underlying working memory
remain much debated. It has often been observed that human performance on
memory tasks is severely limited, but the two main classes of theories examining
these limits leave open many key issues into their underlying sources. More
specifically, the question of how multiple stimuli are represented and distinguished
in visual working memory is still not well understood.
As a first attempt at tackling these issues, we introduce a probabilistic palimpsest
model which uses the activity of a single population of neurons to encode several
multi-featured items. This population is used in a probabilistic framework to store
and recall visual stimuli on a trial-by-trial basis, making it possible to account
for many qualitative aspects of existing experimental data. In our setting, the
underlying nature of a memory item, and the interference between concurrent
stimuli, depend entirely on the characteristics of the population representation.
We explore how much can be explained about the patterns of errors observed
in human reports purely from the representations being used, without explicitly
addressing how recall mechanisms could affect it. We provide analytical and
numerical insights into critical issues such as multiplicity and binding.
We consider different types of population codes, where information about individual
feature values is partially separate from the information about binding that creates
single items out of multiple features. We find that a tight balance between these
two types of information is required to capture the different types of error seen
in human experimental data fully. Our model can also be readily extended to
sequentially presented data, making full use of our palimpsest construction. This
allows us to study and account for experimental data that have not previously
been explored extensively.
We argue that our work constitutes an important step towards mechanistic models
of visual working memory that provide a more holistic account of human responses
based on computational principles.
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1.15 Reproduced from Gorgoraptis et al. [99], Figure 11. Effect of precueing items during presentation on mixture model fits. Model
parameters are estimated for either cued or non-cued items. There
is a benefit in both memory fidelity and probability of recalling
on-target when cueing. . . . . . . . . . . . . . . . . . . . . . . . .
1.16 Reproduced from van den Berg et al. [239], Figure 5. Residuals of
fitting mixture of a Uniform and Von Mises distribution on human
errors (right, C), or samples from trained models (left, B). One
can see a difference of Gaussians pattern in the human data on the
right, which the “variable precision” model (VP) is the only one to
reproduce on the left. . . . . . . . . . . . . . . . . . . . . . . . . .
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1.17 Reproduced from Swan and Wyble [223], Figure 2. Binding pool
model architecture. Different items get assigned to distinct “object
files” / tokens (top). Stimulus features are encoded by “separate
feature layers”, in a continuous fashion (bottom). The connection
between an item identity and its features is stored in the activity
of the binding pool (middle), following random connectivities. . . 76
1.18 Van Essen functional hierarchy of visual processings. Reproduced
from Van Essen and Deyoe [240]. . . . . . . . . . . . . . . . . . . . 81
1.19 Example of an illusory conjunction. Subjects, when presented with
the two coloured letter at the top, incorrectly report a letter with
the wrong colour. The bottom plots show intrusion errors, that can
be introduced to correct for guessing. Those two types of intrusion
errors rarely occur, even for patients with damages to parietal lobes. 83
2.1

Typical response and tuning curve of a neuron in the primary visual
cortex. (A) A bar of light was moved across the receptive field of
a neuron of a monkey, eliciting different amount of firing activity.
(B) Average firing rate of a cat V1 neuron plotted as a function of
the orientation angle of the light bar stimulus. Reproduced from
Dayan and Abbott [69], Figure 1.5. . . . . . . . . . . . . . . . . . . 87
2.2 A. Example of Gaussian tuning curves, for 5 neurons with preferred stimuli between −4 and 4. B Demonstration of 10 random
responses from this population to a stimulus s = 0. The X-axis
shows the preferred stimuli of each neuron. The values on this axis
are jiggled slightly for visual convenience. . . . . . . . . . . . . . . 89
2.3 Fisher Information (in green) for a neuron with Gaussian tuning
(dotted blue curve, similar to Figure 2.2) under unit Normal noise.
Both curves have been normalised independently for clarity. . . . . 94
3.1

The experimental paradigm of Gorgoraptis et al. [99].
First, an array of items was shown for 1000ms, followed by a
1000ms blank screen. Next, a probe with the colour of one of the
items in the array was presented, but at a random orientation.
Subjects had to adjust the orientation of the probe item to match
that of the relevant item in the original array. . . . . . . . . . . . . 100
3.2 Example page of Archimedes’ Palimpsest. This palimpsest
was overwritten by monks in the 13th century that used it for Christian religious text. After digital processing, the original content by
Archimedes could be recovered and uncovered unknown theoretical
works, including “The Method of Mechanical Theorems”, the first
explicit use of infinitesimals in computing an integral. . . . . . . . 102
3.3 Example of population codes. Top: Receptive fields of units
(one standard deviation), shown for the three different types of
population codes: conjunctive (τ1,m = τ2,m = τ ∀m), feature ((3.4))
and mixed. They tile a 2D space of angles. Bottom: Activity
profile over the entire stimulus space (represented as a torus due to
its 2D angular nature) for the two shaded units selected on the top
row. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 105
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3.4

3.5

3.6

3.7

3.8
3.9

3.10

Hierarchical population code. The hierarchical code comprises
two layers: the lower layer receiving the input; and randomly connected to the higher one, providing additional binding information.
Bottom: layer one consisting of either a feature population code or
a conjunctive population code. Receptive fields of units of a feature
population code shown (one standard deviation). Top: effective
receptive fields of 3 layer two units are shown. Layer two units
randomly sample a subset of the activity of layer one units, and
compute a weighted sum passing through a nonlinearity. . . . . .
Graphical model of instantaneous storage process. Several
items i, each composed of two features (here, orientation φi and
colour ψi ), eliciting individual responses xi in a neuronal population
code, are combined together additively to form a final memory state
yF . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
Example of memory states for different population codes.
Memory states for the three different population codes shown
in Figure 3.3, when three items are stored. Left: Conjunctive
population code, involving little interaction even between nearby
items (M = 625, βr = 1). Middle: Feature population code
(M = 150, βr = 1). Right: Mixed population code, where
a few conjunctive units provide just enough binding information to recall the features associated with the appropriate items
(M = 100, rconj = 0.5, βr = 1). The two rows use different amount
of encoding noise: first row uses σx2 = 0.25, σb2 = 0, the second
σx2 = 0.01, σb2 = 0. Coloured circles indicate the veridical feature
values. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
Graphical model of temporal storage process. Items i, composed of two features, generate individual response xi , combined
through time into memory states yi , leading to final memory state
yF . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
Graphical model representation of the process of recall.
The final memory state yF and colour ψ are observed; the orientation φ must be inferred. . . . . . . . . . . . . . . . . . . . . . . . .
Recall posterior for different population codes. Cued recall
probability (3.19) for the memory states and networks shown in
Figure 3.6. The three curves correspond to cueing the three possible
colours; the vertical bars indicate the true stored orientations. Left:
Conjunctive population code; Middle: Feature population code;
Right: Mixed population code. First row (respectively second) uses
medium (respectively low) encoding noise. . . . . . . . . . . . . .
Graphical model of the temporal recall process approximation Similar to Figure 3.8, but now with for a temporal instantiation. Two noise processes capture the effect of items before and
after the item of interest r. We will combine these two processes
into one, but separating them makes more pedagogical sense. . . .
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4.1
4.2

4.3

4.4

4.5

Function f (τ1 , τ2 ). Demonstrates the relationship of τ1 , τ2 on the
Large N limit Fisher Information equation (4.13). . . . . . . . . .
Fisher Information fit for one object. Top: Comparison
between similar metrics: the memory fidelity (fitted κ) of single
samples collected for different memory states associated with a
single memory state (double the value is shown in dashed blue to
take account of the doubly stochastic nature of single sampling); the
theoretical Fisher Information derived in (4.5); the large M limit
for the Fisher Information (4.11); and the average curvature of the
log-posterior at its maximum. Bottom: Similar plots transforming
the metrics into units of circular standard deviation (radians). The
deviations between metrics are all marginal and accurately capture
the precision that this population empirically achieves. We used a
Conjunctive population code with M = 196, σx = 0.25, σb = 0. . .
Ratio between Fisher Information and twice the converted
memory fidelity. In a perfectly Gaussian posterior setting, a
factor of 2 is expected to connect the two. We show the deviation
to this theoretical ratio, for varying population size M and rconj of
a mixed population code with fixed noises σx = 0.25, σb = 0. Values
in black correspond to networks consistent with the theoretical ratio
of 2. The memory fidelity κ comes from fitting the mixture model
of [99] on samples from the models. The red star indicates the
network parameters used in Figure 4.2. . . . . . . . . . . . . . . .
Effect of varying the population size on memory fidelity.
Each dot is a different replica of a network with different parameters
and randomly sampled items to store and recall. The line shows a
linear regression fit. We use a Conjunctive population code, with
fixed noise σx = 0.25, σb = 0. . . . . . . . . . . . . . . . . . . . . .
Optimisation of the unit size for a single item. We vary
the receptive field narrowness τ , for a conjunctive population code
with M = 196, σx = 0.25, σb = 0. We show the memory fidelity
(κ parameter) in blue, the circular precision in green and the
Fisher Information prediction in red. The heuristic receptive field
narrowness we use is shown by the dotted black line. . . . . . . . .
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4.6
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Effect of tiling properties on precision of recall per angle.
Show the effect of receptive field narrowness on the population
coverage and the precision per angle (measured as circular variance
of recall). Using a conjunctive population with M = 36 units, σx2 =
0.25, we vary the receptive field narrowness κ. The first column
shows the tiling of the populations, represented as one standard
deviation of each unit’s activity, around their preferred stimuli. The
second column shows the precision obtained for recalling different
orientations, while marginalising over the possible colours. This
is done over a large number of random stimuli. The first row
corresponds to a population code using our heuristic to set its
narrowness. The second row uses half of our heuristic, which makes
the units overlap drastically more. The third and fourth rows use
2 times (respectively 4 times) our heuristic, leading to very narrow
receptive fields, which do not cover the space fully. Our heuristic
narrowness provides the highest precision with a minimum loss of
precision as a function of angle. Using too narrow units (last row),
we can see that the population has large variations in the precision
of recall given which orientation is stored. . . . . . . . . . . . . . 142
4.7 Effect of encoding noise on memory fidelity and Fisher
information. Log-log plot for memory fidelity, Fisher information
(divided by 2) and circular precision, varying σx2 . Conjunctive
network with M = 36 units. Overlaid is σ12 , confirming the Fisher
x
Information functional relationship expressed in the approximation
of (4.13). Uses 30 conjunctive networks replica, with M = 36. . . 143
4.8 Effect of population size and conjunctivity ration on memory fidelity. We generate multiple networks, varying the population size M and ratio of conjunctivity, and observe the memory
fidelity obtained by each network (using κ of a mixture model fit for
the memory fidelity). We show here the ratio between the obtained
κ to a specific target fidelity (κ̂ = 100) for illustration. Black
corresponds to a ratio κ/100 of 1, we clamped the ratios between
0.5 and 1.5 for visualisation purposes. We see that it indeed scales
with M, larger M requires more conjunctivity. For some population
sizes, multiple values of conjunctivity give rise to the same precision
(e.g. M = 366). Increasing the population size further generate
precisions that are too high, even when increasing the conjunctivity
to its maximum value (e.g. M = 600). . . . . . . . . . . . . . . . 145
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4.9

Comparison of sparse vs dense hierarchical network connectivity. We show two types of connectivity, and how this affects
the weights distribution. The first row shows a sparse connectivity
with p = 0.05, whereas the second row uses a full density connectivity with p = 1. Panels A and D show histograms of the weights
obtained Wij , after normalisation. Panels B and E present the
weight matrix directly, but where we sorted the rows to allow for
a better visual interpretation. The rows are sorted according to
the (lower layer) index of its highest weight. The color coding
corresponds to weight magnitude. Panels C and F finally, shows
the number of higher-layer units classified as “active” for all stimuli pairs of (orientation, colour). A neuron is considered active if
its response to a given stimulus pair is above the mean marginal
response plus one standard deviation. . . . . . . . . . . . . . . . . 147
4.10 Effect of threshold/sparsity parameters on memory recall.
We vary the threshold Θ and sparsity p, for 10 random hierarchical
network with Mlower = 48, Mhigher = 100, σx2 = 01. We store
and recall random items, and compute the circular precision (as
defined in [31]), the Fisher Information (from the curvature of
the logposterior), as well as fitting the usual mixture model to
extract memory fidelity and mixture proportions. A. Circular
precision, with higher values shown in shades of white. Two regions
offer parameters with high precision, shown with the two coloured
stars. B. Marginalisation of the thresholds Θ < 1.1 from Panel
A, in the green region indicated. This shows how the sparsity
controls the precision, with two optimal choices for p highlighted
with the red and blue stars. C. Fisher Information for the same
populations. Corresponds qualitatively (we expect it to be an upper
bound), yet fails to account for low precision for p < 0.01, where
random responses tend to occur. D. Mixture proportion of random
responses. High thresholds Θ > 1.7, combined with high sparsity,
lead to higher layer units that fail to activate. . . . . . . . . . . . 148
4.11 Binding properties of higher layer neurons as a function
of sparsity. We show how sparsity affects the inputs to the higher
layer units. For every higher layer unit, we check if the significant
weights (defined as the weights with a magnitude larger than the
average plus one standard deviation of the weight strengths) tend
to come from one of the feature sub-population (blue curve) or
from both (green curve). Higher layers neurons which sample
from both feature sub-populations offer some binding information,
which would be required in the multi-item setting. Low sparsity
drastically reduce the proportion of higher layer units which bind
both features together, where sparsity p > 0.2 are required for 80%
of binding higher layer units. This uses 100 weights connectivities
with Mhigher = 100, Mlower = 40, θ = 1. . . . . . . . . . . . . . . . 149
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4.12 Effect of varying population size and ratio of higher to
lower layers in a Hierarchical network on the memory fidelity. We instantiate multiple hierarchical networks with different
total number of units M , and vary the ratio between higher and
lower number of units in each layer (a high ratio means most
units are in the higher layer). We show the ratio of the memory
fidelity κ to a target value of κ̂ = 500, for illustrative purposes.
The black values correspond to a ratio of 1, where that target
value is attained. Compare to Figure 4.8 for a Mixed population
code. Performed over multiple random networks with parameters
Mlower = 49, Mhigher = 50, σx = 0.1, p = 1, Θ = 1. . . . . . . . . . 151
4.13 Effect of encoding noise on hierarchical network. Log-log
plot for memory fidelity, Fisher information (divided by 2) and circular precision, while varying σx2 . Similar to Figure 4.7, the parametric
dependence on 1/σx2 is correctly captured, but here hierarchical
networks with high level of encoding noise tend to catastrophically
fail to store and recall information. Uses 10 hierarchical network
replica with Mlower = 49, Mhigher = 100, p = 1, Θ = 1. . . . . . . . 152
5.1

5.2

Comparison of Memory fidelity and different Fisher Information metrics for multiple items. Similar rationale as
Figure 4.2, but for N = 1, . . . 5 items. The Memory fidelity is estimated by fitting a mixture model on responses of our model when
presented with randomly generated data. The Fisher Information
corresponds to (5.2), naively extending to the Multiple items situation without assuming co-interactions. The Circulant covariance
uses the equation (5.7). Theoretical covariance uses (5.5) instead
of using samples to estimate it. Finally the last metric uses the
average curvature of the log posterior at its maximum (2.3) . . . . 162
Error types for different population codes. Types of recall
error as quantified by the weights in a mixture model in which
errors can arise from item recall variability, misbinding errors or
random choices [31]. Conjunctive population code: M = 225 units,
σx = 0.3;Feature population code: M = 100 units, σx = 0.08;
Mixed population code: M = 144 units, rconj = 0.85, σx = 0.1 . . 163
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5.3

Misbinding errors when varying the proportion of conjunctive units. These plots are based on recalling the orientation of one
of two stored items from a mixed population code (the correct value
is indicated by the red vertical bar). There is a fixed total number
of 200 units; the ratio of feature to conjunctive units increases for
the graphs going from top to bottom. Left: Average (and standard
deviation, shown by the penumbra) of the log-posterior distributions over orientation, given the stored memory states averaged
over 1000 instantiations of the noise. If the population code only
consists of feature units (top), the posterior comprises two equal
modes; the incorrect mode disappears as the fraction of conjunctive
units increases. However, feature units improve the localization;
as their number decreases, the widths of the posterior modes increase. Right: Distribution of 1000 sampled responses, showing
how misbinding errors tend to disappear when sufficient conjunctive
information is available. The green (respectively red) vertical lines
indicate the target (respectively non-target) item orientation. The
red Gaussian curve shows the probability distribution of a Gaussian
distribution centred at the correct target value and with a standard
deviation derived from the Fisher Information of the associated
population code. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 165
5.4 Memory fidelity and mixture proportions as a function of
the ratio of conjunctive units. A. Memory fidelity (in blue,
converted to units of circular standard deviation) of a mixture
model fitted on samples from the model shown in Figure 5.3 as a
function of the fraction of conjunctive units. Fisher Information
shown in green for the associated population codes. B. Mixture
proportions of the mixture model fitted on the model samples. We
see that when 50% of the units are conjunctive, 75% of responses
will be correctly associated with the appropriate target angle. C.
P-value for a bootstrap estimation of the probability of the nontarget mixture proportion being different from zero. We see that
the null hypothesis of the non-target mixture proportion being zero
can be rejected for populations using less than 70% of conjunctive
units. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 166
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5.5

Memory fidelity and misbinding errors as function of conjunctivity in hierarchical population code. Left: Memory
fidelity based on model samples, while varying the ratio of lower to
upper layer units in a hierarchical population code with a constant
number of 200 units. Increasing number of items (randomly placed)
from top to bottom. The memory fidelity decays with increasing
item number and conjunctivity. Right: Mixture proportions based
on model samples. For a single item, the correct target angle is
always retrieved (blue curve). The drop for high ratio of upper
to lower layer is expected, as no unit is left in the lower layer to
represent the item appropriately. For increasing numbers of items,
nontarget responses are prevalent (green curve), but an appropriate
proportion of upper layer units does allow retrieving the appropriate
angle. Random responses are marginal with the parameters used
here. M = 200, σx = 0.2. . . . . . . . . . . . . . . . . . . . . . . .
5.6 Effect of R > 2 on recall accuracy. We simulated the model for
1, 2 and 3 items, and for various numbers of features R and ratios of
conjunctivity, for a fixed size of network (M = 356; for illustration).
Top row: Ratio of the obtained memory precision/fidelity κ to an
arbitrary target precision of κ̂ = 580. As the overall precision κ
decreases with R, the ratio required to achieve a give precision also
decreases with R. Bottom row: Mixture proportion associated
with responses to the target. This decreases dramatically as the
number of items or features increases. . . . . . . . . . . . . . . . .
5.7 Comparison of BIC scores for new collapsed power law
model versus old model for all subjects. Each dot corresponds
to a subject, with the BIC score of the model summed across other
conditions if necessary. The model with lowest BIC score is to be
preferred. As we can see, all points lie below the diagonal, which
favours the collapsed model. . . . . . . . . . . . . . . . . . . . . .
5.8 Collapsed power law model fit to Gorgoraptis et al. [99].
Shows memory fidelity and mixture probabilities obtained while
fitting the collapsed model to the experimental data. The penumbra
shows one standard deviation around the mean, when combining
different subjects parameters together (same as originally done in
Figure 1.14). The subplots are arranged in a similar fashion to
Figure 1.14, although with a different x axis and an extra item.
The x-axis shows the reverse serial order: 1 corresponds to the
last item shown, whereas higher values go backwards in items seen.
Memory fidelity and proportion of responses are as before. The
condition with 6 items was not shown in the original data, for
unknown reasons. . . . . . . . . . . . . . . . . . . . . . . . . . . .
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6.1

6.2

6.3

6.4

6.5

6.6

Scatter plots of responses as function of targets for Bays
et al. [31]. Scatter plots show all responses of all subjects, given
the target. A perfect recall distribution would be a perfect diagonal.
Additionally, we show the empirical marginal distributions of the
targets (below the x-axis) and responses (left of the y-axis). This
is performed for all possible number of items in the array. This
dataset recalls colour, based on position. . . . . . . . . . . . . . .
Scatter plots of responses as function of targets for Gorgoraptis et al. [99]. Scatter plots show all responses of all subjects,
given the target. A perfect recall distribution would be a perfect
diagonal. Additionally, we show the empirical marginal distributions of the targets (below the x-axis) and responses (left of the
y-axis). This is performed for all possible number of items in the
array. This dataset recalls orientation, based on colour. . . . . . .
Histograms of deviations from targets or non-target stimuli for simultaneous datasets. This reproduces plots from
[31, 99], showing deviations from the target or the nontarget stimuli,
in simultaneous presentation paradigms. The columns correspond
to different numbers of stimuli presented. The first row shows
errors to the target, centered around 0 as expected. The second
row shows deviations to the nontarget items, which also show a
bias towards 0 which is stronger in [31] than [99]. . . . . . . . . .
Scatter plots of responses as function of targets for Gorgoraptis et al. [99] (sequential). Scatter plots show all responses
of all subjects, given the target. This is shown for all possible
number of items in the array, collapsing multiple times of recall
together. A perfect recall distribution would be a perfect diagonal.
Additionally, we show the empirical marginal distributions of the
targets (below the x-axis) and responses (left of the y-axis). . . .
Histograms of deviations from targets or non-target stimuli for sequential dataset. This shows data from Gorgoraptis
et al. [99], showing deviations from the target or the nontarget
stimuli, for the sequential dataset. Histograms are arranged in a
triangle, with number of items on rows and serial order position on
the columns. The top triangle shows target responses, the bottom
one nontarget responses. . . . . . . . . . . . . . . . . . . . . . . .
Metrics landscape comparison Landscapes for the 4 different
metrics we consider: the Mean square error to the memory fidelity
shown by humans (top-left), the KL divergence to their mixture
proportions (top-right), model log-likelihood (bottom-left) and
scaled distance to mixture model parameters (bottom-right). Red
corresponds to high error, blue to low errors (logarithmic scales,
arbitrary units). The regions with optimal values for each metrics
are circled in purple. Fitted on [31], with a mixed population using
M = 100, σb = 0.1. . . . . . . . . . . . . . . . . . . . . . . . . . . .
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6.7

6.8

6.9

6.10

6.11

Cartoon illustration of CMA-ES optimisation process The
dots represent the population of candidate parameters, trying to find
the global optimal shown in the white-gray background. The population distribution, in the orange ellipse, is updated as a function
of candidates’ performance, overall making it extend towards the
optima. As it comes closer to its goal, the population concentrates,
thus exploring more precise parameter settings till convergence.
(Reproduced from Wikipedia) . . . . . . . . . . . . . . . . . . . .
Example of a CMA-ES optimisation trajectory. This is an
actual CMA-ES trajectory of optimisation, applied to our model fitting the Bays et al. [31] data. A, 3D scatter plot of the trajectory of
three of the parameters, showing all samples from every generation,
with the color coding indicating the optimisation step (blue: start of
optimisation, yellow: end of optimisation). As can be seen, random
values covering the full space are tested early on, before homing
into the location of a global minimum. B: We minimize scaled
distance to mixture model fits using our model, shown in top-left.
The parameters and the evolution of their optimal values are shown
in the other panels. This used 50 candidates per generation. . . .
Mixed population model fits to Bays et al. [31] A-B. Fits of
the mixture model (1.3), presenting the same stimuli as the human
subjects and sampling from our model, using the metric of (6.1).
Both memory fidelities and mixture proportions are accurately
captured by our model. C. Replication of Figure 6.3 by sampling
from our model using the cases applied to the human subjects. D.
Analysis of the histograms, by computing the empirical cumulative
distributions. We perform K-S and Kuiper tests, reporting their
p-values. The model samples are indistinguishable from human
responses for N ∈ {1, 2, 6} and non-target errors. . . . . . . . . .
Receptive fields of the best mixed population, for both simultaneous datasets. Representation of the optimal population
sizes obtained while fitting Bays et al. [31] (A) and Gorgoraptis
et al. [99] (B). The conjunctive neurons are shown in blue, the
feature neurons in red. Ellipses show one standard deviation of
their receptive field. A: Bays et al. [31]: 144 conjunctive neurons
and 42 feature neurons. B: Gorgoraptis et al. [99]: 49 conjunctive
neurons and 8 feature neurons. . . . . . . . . . . . . . . . . . . . .
Hierarchical population model fits to Bays et al. [31] See
Figure 6.9 for details. A-B. Memory fidelity is not captured as
well as with a “mixed” population code, but all mixture model
parameters are within experimental variability. C-D. The model
samples for the targets are indistinguishable from human responses
for N = 1, 2, 4 items. However, the nontarget samples have too
strong a nontarget central component to them, especially in the
N = 2 items condition. . . . . . . . . . . . . . . . . . . . . . . . .
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6.12 Mixed population model fits to Gorgoraptis et al. [99] with
MSE to scaled mixture model See Figure 6.9 for details. AB. The memory fidelity accurately captures low number of items
but start to fail for larger arrays. The mixture proportions are
comparable to the human data, but there is more “nontarget”
errors generated by our model. C-D. Histograms of our model are
indistinguishable from the data for the target errors, but has too
strong a bias towards nontarget errors. . . . . . . . . . . . . . . .
6.13 Hierarchical population model fits to Gorgoraptis et al.
[99] See Figure 6.9 for details. A-B. The model only approximately
captures the memory fidelity, lying at the boundary of the human
estimates. On the other hand, the mixture proportions are not close
to the human responses at all. C-D. Histograms of the hierarchical
population fail to capture the human behaviour. . . . . . . . . . .
6.14 Individual subjects fits, Bays et al. [31] Individual fits per
subjects of Bays et al. [31], ordered by the scaled MSE distance
to mixture model fits (column-major order). The model follows
the data qualitatively well, either fitting the memory fidelity or the
mixture proportions accurately. Some subjects display unconventional memory fidelity and mixture proportions behaviours. The
model in these cases performs more conservatively and does not
overfit these extreme behaviours. . . . . . . . . . . . . . . . . . .
6.15 Optimal parameter fits per subject The distribution of parameters obtained for the 12 subjects, while fitting our mixed
population code model on Bays et al. [31]. . . . . . . . . . . . . .
6.16 Average of the mixture model fits across subjects The average over the different subject fits to Bays et al. [31], akin to their
experimental reports (penumbra shows one standard deviation).
The memory fidelity underestimates the data, but follows their general trend. The mixture proportions fit qualitatively well; however
there is a decrease in the “random” mixture proportion that the
model attributed instead to “nontargets”. . . . . . . . . . . . . . .
6.17 Individual subjects cumulative histograms, Bays et al. [31]
(1/2) Individual fits per subjects of Bays et al. [31], ordered by the
scaled MSE distance to mixture model fits (column-major order).
Shows cumulative density function for both responses taken from
the data (green) and our fitted model (blue). Insets: statistic tests
for hypothesis that densities are different. . . . . . . . . . . . . . .
6.18 Individual subjects cumulative histograms, Bays et al. [31]
(2/2) Same as Figure 6.17. . . . . . . . . . . . . . . . . . . . . . .
6.19 Individual mixture model fits for all subjects for Gorgoraptis et al. [99] Individual fits per subjects of Gorgoraptis et al.
[99], ordered by the scaled MSE distance to mixture model fits
(column-major order). The model reproduces the memory fidelity
qualitatively well, at the cost of the mixture proportions. . . . . .
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6.20 Optimal parameter fits per subject The distribution of parameters obtained for the 12 subjects, while fitting our mixed
population code model on Gorgoraptis et al. [99]. . . . . . . . . .
6.21 Average of the mixture model fits across subjects The average over the different subject fits to Gorgoraptis et al. [99], akin
to their experimental reports (penumbra shows one standard deviation). The memory fidelity underestimates the data, but follows
their general trend. The mixture proportions fit qualitatively well;
however there is a decrease in the “random” mixture proportion
that the model attributed instead to “nontargets”. . . . . . . . . .
6.22 Individual subject cumulative histograms, Gorgoraptis
et al. [99] (1/2) Individual fits per subjects of Gorgoraptis et al.
[99], ordered by the scaled MSE distance to mixture model fits
(column-major order). Shows cumulative density function for both
responses taken from the data (green) and our fitted model (blue).
Insets: statistic tests for hypothesis that densities are different. .
6.23 Individual subject cumulative histograms, Gorgoraptis
et al. [99] (2/2) Same as Figure 6.22. . . . . . . . . . . . . . . .
6.24 Sequential dataset model fits using Mixed and Hierarchical population: all serial orders and number of items. Memory fidelity and mixture proportions for the data (left column), the
optimal “mixed” population code model (middle column) and the
optimal “hierarchical” population code (right column), while fitting
a collapsed mixture model onto the whole data. Our memory model
with either representations is able to capture the memory fidelity
well (although it is overly precise for the single item case). The
mixture proportions are followed qualitatively, but the model does
not predict the flattening of the “target” mixture proportion for
N > 3 items. Instead it decreases smoothly and allocates more
datapoints to the “nontarget” and “random” components. The
human data are as shown in Figure 7 in Gorgoraptis et al. [99]. .
6.25 Mixed and Hierarchical population model fits to sequential dataset: last item in sequence only Follows Figure 6 from
Gorgoraptis et al. [99]. Memory fidelity and mixture proportions
(for the collapsed mixture model), when cued the last timestep, as
a function of the number of items. The model does a good job of
quantitatively fitting both the memory fidelity and the mixture
proportions, particularly with a “mixed” population code. The
“hierarchical” population code overestimates the nontarget mixture
proportion significantly. . . . . . . . . . . . . . . . . . . . . . . . .
6.26 Loglikelihood of human responses as a function of number
of items in the array Example of the loglikelihoods assigned by
our model on on [31]. Higher is better, which seems to indicate
N = 1 dominates the overall summed loglikelihood. This uses
a model optimized on the median loglikelihood score, a mixed
population using M = 101, rconj = 0.802, σx = 0.025, σb = 0.286. .
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6.27 Canary stimulus pattern to induce misbinding. Featurespace representation of three stimuli used to study misbinding
errors and characteristics of the population codes. Three items
are separated by a distance ∆x. This set of items will generate
interference patterns as shown by the dotted lines. The circles
represent one standard deviation of the receptive field response
levels. The green circles represent a population code where the
three stimuli are well separated. On the other hand, the blue circle
represents a code for which all the stimuli lie inside a receptive field
and would generate misbinding errors. A random one of the three
items would be chosen as the target on a trial. . . . . . . . . . . . 226
6.28 Recall of canary stimuli pattern by a mixed population
code. 100 individual samples from the model are generated for
a mixed population code with parameters M = 200, σx = 0.25
and inter-stimulus distances ∆x = {0.22, 1} rad, when presented
with the stimulus shown in Figure 6.27. Shaded regions correspond
to one standard deviation around the mean over 10 repetitions.
Top row: Fitted mixture proportions from a mixture model (with
one Von Mises component per target/non-target and a random
uniform component, similar to [31]). For small ∆x, no amount of
conjunctivity can improve the results, indicating intra-receptive
field misbinding. For large ∆x, there is a change from non-target
to target responses as the proportion of conjunctive units increases.
The target is randomly chosen for each trial. Second row: Memory
error (i.e. inverse of memory fidelity) as a function of the proportion
of conjunctive units. This is the width of the Von Mises component
of the mixture model, in units of standard deviations. The dotted
black line corresponds to the distance ∆x between items in the
stimuli pattern. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 228
6.29 Error pattern analysis of conjunctive information for
mixed population code. We show the data of Figure 6.28 while
varying the distance between stimuli in the diagonal pattern, for
two mixed populations with 50% and 98% conjunctivity. We compute the ratio between the target mixture proportion and the sum
of the target and non-target mixture proportions (in blue). We do
the same for a non-target mixture proportion (in green). The black
vertical bars show half the size of a conjunctive receptive for each
population. We see that for separations smaller than the size of a
receptive field, misbinding errors are prevalent. This changes as
soon as the pattern of stimuli covers more than one receptive field.
The vertical red dashed bar shows twice the size of a receptive field.
In this situation, each stimulus occupies one receptive field, and
misbinding should rarely occur. . . . . . . . . . . . . . . . . . . . 229
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6.30 Recall of canary stimuli by a hierarchical population code.
Same as Figure 6.28, but for a hierarchical population code. With
little separation between the stimuli, the model cannot discriminate
between targets and nontargets well. In addition, increasing the
level of conjunctivity past a certain amount leads to a sharp drop,
as the size of the input layer decreases. With large separation, the
performance of the model increases monotonically with conjunctivity (again till hitting the maximum allowed level of conjunctivity).
. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
6.31 Error pattern analysis of conjunctive information of hierarchical code. Same as Figure 6.29, but for a hierarchical
population code. The minimum discriminable distance is consistent
across levels of conjunctivity to about 0.3rad. The level of conjunctivity controls the maximum recall level, which reaches a plateau
instead of increasing further (contrary to a mixed population code).
6.32 Analysis of distance effects in human data and model for
the case of two items. The five rows show: (A) the data from
Bays et al (2009), (B) data from Gorgoraptis et al (2011), (C)
random samples, (D) our model with a conjunctive code and, (E)
our model with a mixed code. Each panel shows the error to the
nontarget, plotted with respect to: i. distance of target to nontarget
in full feature space; ii. distance of target to nontarget for the
cued feature; iii. distance of target to nontarget for the recalled
feature. iv. shows a normalized version of iii. (error to nontarget
divided by distance of target to nontarget). (F) Diagram showing
the definitions for the normalization used in iv.. . . . . . . . . . .
6.33 Effect of distance in cued features to nontarget errors (A)
Shows the absolute deviation between the response and the nontarget item, as a function of the distance in the cued recall dimension.
Akin to Figure 6.32 column 2, but averaged across the y-axis. Bold
line is median and penumbra indicates standard error of the mean.
The dotted line indicates the change level of deviation to a nontarget. (B) Reproduction of Figure 4C in Schneegans and Bays [199]
for comparison. . . . . . . . . . . . . . . . . . . . . . . . . . . . .
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B.1 Mixed population model fits to Bays et al. [31] with Median loglikelihood A-B. Fits of the mixture model (1.3), presenting the same stimuli as the human subjects and sampling from our
model. The memory fidelity is captured accurately, while the mixture proportions indicate a lack of random responses, allocated to
“target” responses. C. Replication of Figure 6.3 by sampling from
our model, using the same trials presented to human subjects. D.
Analysis of the histograms, by computing the empirical cumulative
distributions. We perform K-S and Kuiper tests, reporting their
p-values. The model samples are indistinguishable from human
responses for N = 1 and non-target errors N > 1. However, as
observed in the mixture model fit, there is a lack of seemingly
random samples away from the target for N > 1. . . . . . . . . .
B.2 Hierarchical population model fits to Bays et al. [31] with
Median loglikelihood See Figure B.1 for details. A-B. Memory
fidelity is captured very accurately, but there are too many “nontarget” responses. C-D. The model samples for the targets are
indistinguishable from human responses for N = 1, 2, 4, 6. However, the nontarget samples have too strong a nontarget central
component to them, confirming the observations from above. . . .
B.3 Mixed population model fits to Gorgoraptis et al. [99] with
Median loglikelihood See Figure B.1 for details. A-B. The memory fidelity is overestimated by the model. The “target” proportion
is underestimated, while at the same time the nontarget proportion
is too high. C-D. The histograms for nontarget errors have too
strong of a central tendency, compared to human reports. . . . . .
B.4 Hierarchical population model fits to Gorgoraptis et al.
[99] with Median loglikelihood See Figure B.1 for details. AB. The memory fidelity is too high for the single item case, but
follows the human data well enough for N > 1. On the other hand,
the mixture proportions are not close to the human responses at
all. C-D. Histograms of the hierarchical population fail to capture
the human behaviour. . . . . . . . . . . . . . . . . . . . . . . . . .
B.5 Individual mixture model fits for all subjects for Bays et al.
[31] Individual fits per subjects of Bays et al. [31], using the 92%
loglikelihood metric. The model follows the data qualitatively
well, either fitting the memory fidelity or the mixture proportions
accurately. Some subjects display unconventional memory fidelity
and mixture proportions behaviours. As discussed in Section 5.3.1,
this is unlikely to be only due to lack of datapoints and is a
characteristic of the data. The model in these cases performs more
conservatively and does not overfit these extreme behaviours. . .
B.6 Optimal parameter fits per subject The distribution of parameters obtained for the 12 subjects, while fitting a mixed population
code on Bays et al. [31]. . . . . . . . . . . . . . . . . . . . . . . . .
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B.7 Average of the mixture model fits across subjects The average over the different subject fits to Bays et al. [31]. The memory
fidelity underestimates the data, but follows their general trend.
The mixture proportions fit qualitatively well; however there is
a decrease in the “random” mixture proportion that the model
attributed instead to “nontargets”. . . . . . . . . . . . . . . . . . . 266
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Outline
This thesis proceeds as follows:
Chapter 1 introduces the state of the research around human visual short term
memory, reviewing recent literature with experiments and model classes describing
their characteristics.
Chapter 2 provides a brief coverage of the theoretical work of population coding,
which forms the basis of our model.
Chapter 3 presents the main three components of our model: a shared palimpsest
storage process, an approximate recall model that assumes that a single item is
recalled amidst noise and finally how the choice of representations for the shared
population code allowed for a large variety of behaviours.
Chapter 4 introduces a Fisher Information analysis to assess theoretically the
capabilities of our model to encode and recall the feature of a single item. This
follows by an empirical assessment of the effect of several of our model / population
codes parameters on the precision of recall and overall behaviour of the model.
Chapter 5 extends this empirical analysis to the multiple item case. Parameters
of the models were assessed, and finally a new collapsed power law mixture model
was introduced, which improves in situations of low sample size.
Chapter 6 consists of the main results of our thesis, where we fit our model to
human experimental data. We show new aspects of the datasets we discovered in
the process, fits of our model for different datasets and conditions, and finish by
introducing a new stimuli aimed at uncovering characteristics of the representations
used by human subjects.
Some of these results have been published in:
• Matthey L, Bays PM, Dayan P (2015) A Probabilistic Palimpsest
Model of Visual Short-term Memory. PLOS Computational Biology
11(1): e1004003. https://doi.org/10.1371/journal.pcbi.1004003
Chapter 7 concludes our thesis.

I

Visual working memory

Memories can be distorted. They’re just
an interpretation, they’re not a record,
and they’re irrelevant if you have the
facts
Memento

Outline

This chapter starts by briefly presenting an account of memory
systems, spending more time on visual working memory which
we are most concerned about.
We present the different experiments that form the evidence
base for our investigations. Then, we introduce the two
main competing classes of models: slot and resource models,
together with newer accounts that exploit aspects of both.
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1.1

Memory

When one considers the many different capabilities of the human brain, few can
be as defining to human nature and behaviour than memory. Memory is the
ability by which we store information and facts, putting them to use at later times.
This simple function has huge consequences, allowing significant advances in the
behaviour and the fitness of individuals. For example, it allows learning from
experience: once an individual can remember the consequences of its actions, it
can modify its behaviour at a later time to improve the outcome. It also enables
a better understanding of the environment, by remembering its layout, its parts
and its causal dependencies. When solving problems, we can remember the initial
description of the problem, but we can also remember intermediate solutions and
combine them later. From this compendium of bits of information, global rules
and statistics can be derived; one can start to construct predictions about the
world, and model how it changes. As humans grow and age, one can argue that
their memory becomes their defining feature, the characteristic which, apart from
physical differences, really determines who one "is". Hence we would argue that it
is critical to understand memory.
Yet, as might be expected, it has proven hard to study and understand memory.
Years of research have been devoted to defining its components, critical aspects
and specificities. The breath of research about memory makes it unreasonably
large to be covered in this introductory chapter, as books have been written on this
topic [76, 124]. Of particular note is the variety of different memory components,
typically categorized according to their psychological characteristics.
Five major systems have been identified [198]:
1. Episodic
contains autobiographic records of events, storing both information and the
context in which it occurred (storing “what”, “where”, “who” and “why”).
This memory can be explicitly and consciously accessed, in a process akin
to “time travel”, allowing one to re-experience specific events [234, 235].
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It perhaps corresponds best to the vernacular meaning of “a memory of
something”. Interestingly, it has been shown that memories are not as clearly
stored as imagined [27]. A large part of prior knowledge, completion of
information and even pure imagination and invention come into play when
recalling a memory.
2. Semantic
refers to the memory of facts and overall knowledge about the world. These
are not bound to experiences or context [234].
3. Procedural
concerns the acquisition of skills and habits, such as riding a bike. Procedural
memory is typically considered to be unconscious [197, 218].
4. Perceptual representation, Sensory memory
stores sensory information for around a second after it is perceived. This is
independent of semantic, unconscious and is specific to a modality (e.g. iconic
memory for visual information, echoic memory for auditory information)
[215, 216].
5. Working memory
allows information to be stored and recalled for a period of a few seconds to
a minute, without conscious or explicit rehearsal. It has a limited capacity,
but can be manipulated and modified consciously [21, 22].
Episodic and semantic memory are often grouped together as “declarative” memory.
In this thesis, we are interested in the last type of memory: working memory.

1.2

Working memory

Working memory is an invaluable characteristic of cognition, used in most complex
behaviour and throughout our life. As it allows for conscious manipulation, it
provides invaluable benefits for solving complex problems and handling complex
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concepts. It consists of more than just purely sensory representations, as processed
information is also involved [76]. The term “Working memory”, coined by Miller
et al. [157], includes the processes used to manipulate the contents stored. This
separation between storage and cognitive processes was proposed by Baddeley [21,
22], as a multiple component system that we present in the next section. The shortterm storage of information is performed by the “short term memory” component,
used by the working memory system. This distinction is important, as working
memory also requires considering several cognitive processes, most importantly
the concept of “attention”.
To give an example of a task involving working memory, consider the problem
of counting backwards from 100 by 7. At each step, several numbers need to be
remembered and manipulated: first 100 and 7; then 93, 7 is required again to
compute the new subtraction, and so forth. Working memory is used in this case
to store and manipulate all the intermediate results required throughout the task
[76]. We perform tasks that require working memory all the time, for example
when preparing to get to work (arranging and performing actions in order), reading
books and papers (remembering words in the sentence, concepts you just read),
solving problems, cooking or even when talking with people. Understanding its
limitations and characteristics has been the subject of many studies and still
generates a huge wealth of research.
Far from trying to propose another model explaining working memory as a whole,
we concentrate on a specific component of working memory, visual short-term
memory, and consider one of its characteristic: its limited storage capacity.

1.2.1

Baddeley’s model of working memory

Perhaps the most influential model of working memory was proposed by Baddeley
and Hitch [22]. This is shown in Figure 1.1 and consists of three components:
1. The Phonological loop: used to store acoustic/verbal information. This
was introduced to encompass the results of experiments in which subjects
were required to hold a series of digits in memory. This store assumes a short-
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Figure 1.1: Original working memory model proposed by Baddeley and
Hitch [22]. It comprises of a cognitive control system, the central executive
and two storage systems: the visuospatial sketch (for visual information) and
the phonological loop (for sound and language information kept by rehearsal)

lived memory pad that can be refreshed by a subvocal articulatory rehearsal
process. The rehearsal requirement limits the amount of information that can
be stored, and has several other implications, making word-length, phoneme
similarity and serial effects important in what and how many items can be
remembered. See Burgess and Hitch [58, 59] for computational models to
this effect.
2. The Visuospatial sketchpad: This is the visual equivalent of the phonological loop. It is used to store visual information, but via mechanisms that
are not well understood. It usually does not involve rehearsal, but stores
information about multiple features for each object. Della Sala et al. [70]
and Smith et al. [210] have proposed a separation between visual and spatial
information stores as performance decays independently for the two features.
3. The central executive: combines all the cognitive process logic required to
access and manipulate the information stored in the two other components.
In its original incarnation, the central executive consisted of a set of undefined
processes needed to manage this information. However, it has since then
been recast as a conscious and limited attentional controller [20, 21], driven
by environmental cues.
More recently, an updated model of working memory has been proposed by
Baddeley and Burgess [19, 21, 57], reproduced in Figure 1.2. The main difference
is the inclusion of long-term knowledge into the model, which has been found to
have a drastic effect on memory performance. A particularly interesting process by
which this occurs is the concept of “chunking”, where training and learning are used
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Figure 1.2: Updated working memory model from Baddeley [21]. This adds
long-term knowledge into the picture, which working memory can access. It
adds also an episodic buffer, which provides an interface between working
memory and long-term memory. The fluid systems and the central executive
would form working memory, while the crystallized systems refer to fixed
information that can be referred freely.

to refine the representation of objects and thus apparently fit more information into
the same, presumably limited, memory. Subjects group items together (based on
some underlying rules or similarity measure), creating chunks of informations that
can be manipulated and stored. To accommodate for interactions with long-term
memory, another component was introduced, the episodic buffer [19]. This creates
an interface with a limited capacity, allowing information from different memory
sources to be bound together.
In this thesis, we proposes a mechanism for storage and recall in visual short-term
memory, which can be associated with the visuospatial sketchpad of Baddeley’s
model.

1.2.2

Working memory capacity

In 1956, Miller published a seminal paper that still has deep consequences today,
and even made its way into the public consciousness: “The magical number seven,
plus or minus two: some limits on our capacity for processing information” [156].
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It inserted the idea of a discrete limit to the capacity of memory in the field.
This was developed originally in the context of a number memory task, where
subjects had to remember a list of digits. Using information theoretic arguments,
Miller arrived at the estimate of 7 digits that humans could accurately store and
recall. When testing subjects on other types of information, this estimate varies
greatly, depending on the complexity of the task. For example, we saw that words
can be grouped together in “chunks”, which affect the memory capacity estimates.
The number of chunks of information that most researchers agree can reliably be
stored and recalled is around 4 [65].
As we will see in later sections, the idea that memory is limited to a discrete
number of items is not the only available explanation of the experimental data.
Often, the decay in performance is smooth and appears better explained by a
steady decay in storage precision [31], which we will cover in detail in Section 1.3.

1.2.3

Visual working memory

In this thesis, we are interested in a specific sub-type of working memory: visual
short-term memory. As its name entails, “visual short term memory” is concerned
with actively retaining visual information over a short-term delay, to serve the
needs of an ongoing task [139]. Authors in the field also use the term “visual
working memory”; sometimes to address the same concept, sometimes with the
slight distinction that “visual working memory” encompasses more cognitive
processes, including attention and executive control.
It is important to distinguish “visual working memory” from “iconic memory”:
Iconic memory is a highly precise and high capacity memory store for visual
information lasting less than a second. It allows one to sustain a coherent
representation of the entire visual percept for a brief period of time, and is stable
across visual saccades (it seems to be nonretinotopic, but rather frame-centered
[137]). However, it is disrupted by masking, i.e. when a mask of a visually similar
texture is shown briefly after the stimuli. Hence most experiments in visual short
term memory either introduce such a mask between the visual stimuli and the
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recall of information, ensuring that iconic memory is not directly involved [242],
or use long presentation times ( 500-1000ms) which also alleviate this confound.
Research in visual working memory aims to answer the following questions:
1. What are the limits in the capacities of visual working memory, and how do
they come about?
2. What kinds of representations are used when storing and manipulating
visual memories?
3. How is this stored information manipulated, modified and used in further
decisions? What do these processes involve and what do they depend on?
4. How is the system implemented in the brain, and what regions are involved?
In this thesis, we concern ourselves with providing a computational model which
touches upon the first three points. Specifically, we will emphasize how the second
point can be particularly informative about the first. Our model is still neurally
plausible, but we will not provide a low-level neuronal implementation of it.

1.3

Psychology of Visual working memory

Looking into the research questions stated in the last section, visual working
memory psychophysics research first started to investigate the limits in the capacity
of visual working memory. We will cover the evolution of this research and the
challenges it poses over the following sections. However, for the most part this
literature put little emphasis on the low-level specifics of the representations
used by this memory, or how it is implemented in the brain. Our work will
propose a specific take on how to relate these issues to patterns of errors most
commonly available in psychophysics experiments. As this project started through
a collaboration with Paul Bays, we will particularly focus on modeling data
published in Bays et al. [31] and Gorgoraptis et al. [99].
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Experimental considerations

Throughout the breadth of research performed to uncover the principles and
limitations of visual working memory, we can extract several design decisions and
critical experimental considerations to help us distinguish studies.

Number of items Perhaps the most important, and indeed the first [138, 180],
type of experimental manipulation performed in the field, was to quantify how
visual working memory capacity is influenced by the number of presented items.
In their seminal work, Luck and Vogel [138] showed that visual memory was
mostly constrained by the number of items, finding a sharp decrease in the ability
to remember item features as a function of set size. They put forward the idea that
a finite discrete number of items could be remembered correctly before guessing.
Hence visual working memory, in this interpretation, is constrained in such a way
that there is a limited capacity on the discrete number of bound items that can
be remembered. As we will see later, this observation is the origin of the class of
“slots models”.
This particular sharp drop in memory performance as a function of item number
has since been put into question, with multiple studies instead showing a smoother
decay in performance [32, 248]. This type of performance profile lends itself better
to another type of interpretation for the type of capacity limit imposed on visual
working memory: Instead of imposing some discrete limit in memorized bound
items, they hypothesize the presence of a continuous and fluid “finite resource”,
which can be allocated differentially depending on the task requirements. We will
in this thesis show a particular instantiation of this “finite resource”, in the form
of a finite population of neurons.

Number/complexity of features per item Luck and Vogel [138] originally
found that multiple features could be stored and recalled with similar performances,
even while varying feature complexity; only the number of items was limited
in capacity. Their experiments used simple stimuli, such as coloured squares
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or coloured bars, using variations of their colours, width and in some cases
combinations of two colours to increase the number of features per items. However
the colours and stimuli used were still highly distinguishable and selected from a
discrete set of possible values (e.g. 7 colours values, 4 orientations, 16 combinations
of colours).
This seemingly independence of memory capacity on feature complexity was
contradicted by evidence from Alvarez and Cavanagh [8] and Olson and Jiang
[171]: When varying items along different feature dimensions, they found a clear
effect of complexity on memory capacity. They used more complex types of stimuli,
such as shaded cubes, random polygons or Chinese characters, This issue of item
complexity was further addressed by Awh et al. [18]. They found that the reduced
precision shown by Alvarez and Cavanagh [8] could be explained by the difficulty
of comparing complex items at test time, leading to increased errors and seemingly
poorer memory capacity. In a further study, Barton et al. [28] saw no reduction
in an item precision when other items’ complexity was increased.
Brady et al. [49] interpreted these contradicting results by noting that for complex
objects, only large differences could be detected when a large number of items
were stored. Hence this still seems to indicate a reduced precision in each items’
representation. This is confirmed by another study of Fougnie et al. [89], which
showed how multiple features had an effect on precision only when considering
continuous recall paradigms (see below for a description of the main experimental
paradigms). Finally, a study by Brady et al. [50] sheds light on the importance of
stimuli used when assessing how multi-featured objects are stored. They found
that when using real-world objects (not just coloured shapes as most studies
before), features could fail independently. Hence real-world items are not stored as
single units, some of their feature could be forgotten more quickly and differently.
Therefore, there is a distinct effect of object complexity, as well as number of
items on the capacity of visual working memory. But there is no clear consensus
on their relative importance yet. Our work will use simple items and features,
yet we will allow for features to be stored independently, in a way compatible with
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the real-world object work of Brady et al. [50].

Similarity and ensemble effects Another aspect to consider, aside from
each individual item’s complexity, is the statistics of the complete array of items
presented in a given trial. Indeed, the performance could depend on variations in
the types of features to be remembered (e.g. if a feature is particularly salient),
or due to the set of presented stimuli, which may share features or present group
patterns with consistent statistics.
Brady et al. [48] considered how to relate statistics of the items’ distribution to
aspects of chunking. Indeed, as subjects get accustomed and trained on a specific
task, they get better and learn the possible combination of features and items. This
in turn allows them to form chunks, compressing information about the features
into more efficient representations, supporting higher capacity and performance.
Brady et al. [49] showed how the statistics of the items could have an effect on
performance. “Spatial context” is extremely important, as was shown in illusory
conjunctions: it seems to be a crucial aspect of binding features into integrated
objects. Hence, designing experiments where spatial context is helpful or not has
drastic consequences on memory performance. But this is also complicated by
principles like “crowding”, where a scene with many parts at specific distance from
one another will have a strongly nonlinear effect on discrimination and recognition
processes [246]. The other important context is “feature context”, which controls
how similar different items are in their feature values. As can be expected, similar
items will be harder to discriminate than having a very different one to recognise.
Again, complications arise, mostly due to attention and “pop-out” effects, which
are mostly bottom-up processes of visual processing, unrelated to pure visual
memory aspects. A clear effect that has been observed is a tendency to be biased
towards the mean feature values of ensembles (regression to the mean), shown for
example in Alvarez [7]. But more complex interactions, for example correlations
of errors with other items’ features, have not been thoroughly explored to this
day.
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Change detection vs delayed estimation paradigms The way that subjects have to indicate their decisions has been subject to much discussion in the
field. Early work by Phillips [180] introduced the “change detection” paradigm,
as an alternative to more commonly used “free recall” paradigms used in working
memory tasks involving words [156]. In free recall, participants would try to
reproduce the words they had to remember, in any given order (sometimes even
introducing spurious recalls of semantically related words). But in the context of
visual working memory, these were not well adapted to the precise evaluation of
the limit on visual memory only. Indeed, as noted by Vogel et al. [241], free recall
experiments consisted of a combination of visual and verbal tasks, as subjects
were asked to recall letters, or the colours they saw by name. Instead, in “change
detection” tasks, a subject is presented with a stimulus (usually while fixating) for
a controlled duration. Then after a blank or a mask shown for another controlled
duration, another stimulus is shown to the subject. The subject should then
decide whether the two stimuli were the same or different [180]. This allowed for
a precise understanding of storage time, inter-stimuli intervals and recall delay
effects. The post-stimuli mask was found to be particularly important to avoid
interactions between iconic memory and visual working-memory.
However, change detection tasks do not allow for more precise accounts of visual
working memory performance. Instead, a “delayed estimation” paradigm is a
better alternative, as they allowed to query subjects for very precise and fine grain
information about the memorized items [32, 44, 185, 248, 258]. It differs in the
way subjects are being queried:
1. First a set of items is shown to the subject.
2. Then a delay follows, with a mask to eliminate iconic memory contributions.
3. Finally, a single item is shown back at test time, with one of the features
as a cue. For example, if the task required subjects to store and remember
coloured squares at various locations, at test time one square in a specific
location will be highlighted. Subjects then need to indicate the colour of the
cued square as precisely as possible. Multiple input methods exist to provide
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an answer, the simplest being to click on a specific colour on a colour wheel.
As subjects need to recall a feature as precisely as possible, a continuous measure
of error and discrepancies can be obtained. This allows for a very fine grained
control and discovery of the precision with which each item can be stored and
recalled [248]. They also lead to finding a propensity for subjects to perform
“misbinding errors”, where they would wrongly recall the feature of another item
in cued recalls [31].
However, delayed estimation tasks also come with peculiarities one should be
aware of. The type of devices used to let users report their choices can have
an effect on the errors. Historically, many papers were looking at the encoding
and storage of either colour or orientation, as they allowed for the simplest set
of stimuli possible. To report orientations, groups have either let subjects use a
mouse (rotating a cue by click and drag, or clicking on a wheel to indicate an
orientation), or used a physical wheel to modify the orientation of a cue. To
report colours, some groups made subjects click on a colour wheel, or use the
mouse wheel to scroll the colour of the cue around. Finally, others have used a
physical wheel to “rotate” the colour of a cue as in a constrained colour wheel
setting. It does seem though that using a physical wheel or a colour wheel might
have an effect on the propensity for users to make misbinding errors (Wei Ji Ma,
private communication), which would explain some discrepancies in how prevalent
misbinding errors are across experimental studies. Finally, it is important to note
that, even though colour space can be represented as a colour wheel, this is not
in any sense how users usually perceive or represent colours. Hence biases and
differences in precision depending on colour can exist [23].

Presentation method Finally, a perhaps underappreciated experimental design decision is exactly how the stimuli are presented to a subject. Indeed, early
working memory tasks[156] used sequences of digits or words, presented in “sequential” order. Depending on when a given item appeared in the sequence (i.e.
its serial position), the probability of its correct recall would vary. Murdock [161]
studied this effect extensively and addressed several serial position effects, for
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Figure 1.3: Serial position effect on recall performance. Shows primacy
and recency, with recency being the most proeminent effect. Reproduced
from Murdock [161].

example the “primacy” and “recency” effects (reproduced in Figure 1.3):
Primacy corresponds to the fact that the first items shown to the subjects are
better recalled than other ones. Murdock [161] showed that the first 4 items
are usually stored more precisely due to primacy effects.
Recency corresponds to the converse effect, where the last items seen are better
recalled. Recency effects are quite strong and show up in many temporal
memory paradigms. It corresponds also to common recall strategies used
by subjects during free recall, whereas they start by citing the latest items
heard first, before turning to other ones. In his study, Murdock [161] found
that the recency effect affects the last 8 items shown.
Most of the literature on visual working memory uses a “simultaneous” paradigm,
where a subject would see an array of items, all shown for a given amount of time,
before disappearing [138]. More recent experiments reintroduced a “sequential”
paradigm for visual working memory [99]. They observed serial order effects
consistent with the free recall work.
This difference in presentation can be interpreted as switching between items
consisting of an additional feature of either “time” or “space”. Sequential paradigm
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tasks usually show all items in the same location [99], hence “time” or “serial
order” is an effective feature one could use to recall the appropriate item (in
addition to the other features on which items differ). Simultaneous tasks instead
include a spatial location feature. This can be an important difference, as some
visual binding processes do seem to use location as a signal when forming bound
objects representations, see Section 1.5.1 for a discussion.

Misbinding errors and comparison to episodic memory The propensity
of observing “misbinding errors”, where subjects seemingly recall the stimuli
value of the wrong object in the set, seems to vary across experiments and is still
debated[144].
As we will see in Section 1.4.2.3, 6.1 and 6.8, the proportion of misbinding errors
in the datasets we consider are significant but small (i.e. between 5-25%), and
seemingly occur with a probability that depends on the features being considered
(e.g. recall of orientation or colour). This probability of misbinding is also affected
by the other items presented in the array (e.g. color distance to another item in
the array). This has since been observed and explored more extensively in the
literature [199, 224], and is likely to be indicative of the mechanisms underlying
the binding of several features into an unique item (e.g. using location, according
to Schneegans and Bays [199]).
These types of misbinding errors are related to the “swap errors” observed in
object-location tasks, often studied with patients with hippocampal damage. One
important difference is their propensity, where such swap errors are extremely
rare in healthy controls, but quite prevalent in patients with amnesia (i.e. 40 to 1
ratio) [244]. These have been observed in spatial location memory tasks (such as
navigation) [212, 217, 233], where objects seen at different locations would have
to be recalled. In these situations, hippocampal patients had more propensities to
wrongly associate objects with their spatial context, regardless of their position.
These impairments also extend to other tasks, such as spatial reconstruction tasks
[244] or short-term memory tasks [82, 260].
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However as we will see later, misbinding errors in visual short-term memory can
prove more elusive, and their propensities and origins are still actively argued in
the field. [200]

1.3.2

Experimental data used in this thesis

Throughout this thesis, we will make extensive use of two particular datasets,
published in Bays et al. [31] and Gorgoraptis et al. [99]. They will cover two
different presentation paradigms: “simultaneous” in both [31, 99] and “sequential”
for Gorgoraptis et al. [99]. They differ in exactly which stimuli are shown to
subjects, but they both concern simple objects with varying colours [31] and
orientations [99].
We will first show model-free raw data presented in these studies, showcasing
how subject responses were influenced by different experimental variables. We
will extend this presentation with a mixture model analysis in a later section. A
crucial observation is to consider how errors made by subjects can be attributed
to different types of behaviours:
Recalling from the correct target item. If on any given trial, a subject
ended up recalling, to its best ability, the appropriate feature of interest, one can expect a small error distributed around the presented feature.
We should not expect the error to be zero however, as several sources of noise
are likely to lead to corruption of the original feature even in the best of case.
For example, any of colour/orientation discrimination accuracy, precision of
encoding, memory maintenance, attentional load, motor response precision
could contribute to variability in the report.
Recalling from a non-target item. These correspond to “misbinding errors”,
and as mentioned earlier vary in their report in the literature. But in this
case as well, one can imagine that the error would be small when compared
to the feature value of the appropriate non-target item.
No recall / producing a random response. Subjects could have either for-
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Figure 1.4: Reproduced from Bays et al. [31]. a) Experimental paradigm.
A set of coloured squares, distributed around a circle is shown to the subjects.
After a delay, subjects are cued with a location and should produce the
colour back. b) Decrease in precision obtained as a function of set size.

gotten the cued target, in which case we would expect them to guess; or they
could have failed to paid attention. Failures in report happen through most
studies, even in simple conditions, and are usually captured by assuming a
“lapse rate” for subjects. This models “lapses” of judgement/attention, which
may not be directly linked to failures of visual working memory processes.

Bays et al. 2009 In this paper, the task is to recall the colours of squares
distributed at specific locations around a circle. The paradigm is reproduced in
Figure 1.4, reproduced from [31]. Subjects fixate on the central cross and are
presented with an array of coloured squares. The positions of the squares along
the circle are randomly sampled. Then after a delay, subjects are cued with one
of the squares (with the bold outline) and should choose the colour that matched
the remembered square. They reported their choice by clicking on a colour wheel
that appears at cue time.
The first result of importance is shown in Figure 1.4B. When computing the
circular precision of the errors as a function of set size (see Appendix A.1 for the
definition of circular precision and other directional statistics concepts), one can
see a smooth decay as the number of items increases. This decay has been found
to be well fitted by a power law [32]. It is worth noting that we found the circular
precision to be overly sensitive to outliers, hence it is not the best tool to assess
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Figure 1.5: Reproduced from Bays et al. [31]. Histogram of errors made on
a colour recall task. First row: error with respect to target colour. Second
row: error with respect to all other non-targets. The central tendency is an
indication for misbinding errors.

memory fidelity.
The next set of results is shown in Figure 1.5. On the first row, the errors with
respect to the correct target colour are plotted for increasing set size. As can
be seen, they follow a gaussian-shape error distribution, but we see also a slight
baseline shift for N = 4 and N = 6 items. This shift has been attributed to
random guesses by previous groups [138, 258, 259].
However, in this paper, Bays et al. [31] make the observation that this shift could
be due to subjects missreporting the colour of another item altogether, instead
of the cued one. This can be seen in Figure 1.5B, on the second row. In this set
of plots, the errors with respect to all other items is computed and shown in a
histogram. The important observation is the presence of a central bump for higher
number of items. This means that the responses are biased towards nontarget
items on average, for high set size.
Other groups however reported not observing such biased histograms to nontargets
[12]. These differences are not fully understood, but might come from different
item presentation delays or reporting methods. As subjects make errors biased
towards nontarget items, this is a clear indication for “misbinding errors”: instead
of reporting the feature associated with the cued item, they reported the feature of
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Figure 1.6: Reproduced from Gorgoraptis et al. [99], Figure 1. Experimental paradigm used, either in its sequential instantiation or simultaneous.
In sequential presentation, oriented coloured bars are shown in the same
location after some delay. Subjects are cued by colour and should adapt the
bar back to its original orientation. In the simultaneous presentation, the
experiment is similar to Bays et al. [31], but using oriented colour bar and
cueing by colour instead of location.

another item instead. These types of errors are particularly interesting as they shed
light on the kind of representations used in the brain. Indeed, if representations
were of entire integrated items, such errors in feature bindings would be unlikely.
The presence of such errors hints at a separate store for feature values and item
binding information.

Gorgoraptis et al. 2011 The other paper we concentrate on while testing
our model will be Gorgoraptis et al. [99]. In this work, they study how visual
working memory is modulated in the context of a sequential presentation paradigm.
The paradigm is shown in Figure 1.6, reproduced from the paper.
They use coloured oriented bars, which are shown sequentially at a center location.
A small delay between bars is observed. At recall time, a bar with a specific
colour is shown with a random orientation. Subjects have to rotate the bar back
to its previously shown orientation, using a mechanical input wheel. Hence in this
condition, location is not informative, and only colour is used as a cue. Subjects
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Figure 1.7: Reproduced from Gorgoraptis et al. [99], Figure 2 and 3. Effect
of item size, as well as serial order in the sequential case, on the recall
precision. Recall precision is computed on the spread of the errors (with
chance level removed). In the sequential case, precision is plotted against
order in the sequence, i.e. with the last shown item on the right of the plot.
See how both item size and serial order have an effect on the precision of
recall. On the right, the comparison between the simultaneous version of the
task and the sequential version can be seen. When taking an average over
all serial orders, the sequential version of the task shows an overall reduced
precision compared to the simultaneous case. But when considering only the
last presented item, the shape of the decay follows the simultaneous data
nicely.

should also remember the “time”, or more precisely the “serial order” of the item
to be recalled.
As a comparison, they designed a simultaneous version of the task, much akin to
Bays et al. [31]. It is shown in Figure 1.6, in panel B. Orientated bars of colour
are shown along a circle, while subjects are fixating at a central location. Cueing
is now done by colour only, not by location as was done in Bays et al. [31].
Several new observations could be obtained from this study. First, the recall
precision (computed again on the errors, as the inverse circular standard deviation
presented in Appendix A.1) has a complex dependence on the number of items
shown in the sequence, but also on the serial order of the item in the sequence.
This is shown in Figure 1.7, left panel. The precision is shown here with respect
to serial order, with the last item in a sequence shown on the right of the figure.
What we see is that subjects are more precise when cued on the last item they
saw in the sequence. This is not surprising, and corresponds to a strong “recency”
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Figure 1.8: Reproduced from Gorgoraptis et al. [99], Figure 10. Effect of
pre-cueing items during presentation time. In this experiment, depending on
a cue, the precision of recall is highly improved for cued items, at the cost of
reduced precision for other uncued items. This effect is also present through
serial order, it seems to counter-act previously shown serial order costs.

effect (compare this to Figure 1.3). On the other hand, no “primacy” effect can be
seen (i.e. the leftmost point of each coloured curve does not have a higher precision
then the second one). Overall, adding more items seems to shift downward the
whole precision curve, indicating a global cost at recalling more items, even for a
fixed serial position.
Secondly, comparing the sequential and simultaneous version of the task yields
a surprising result (Figure 1.7, right panel). When taking the average precision
for the sequential task, given set size, one obtains an overall lower precision
than in the simultaneous case. However, only considering trials where the last
item in the sequence had to be recalled, the sequential and simultaneous curves
seemingly lie on top of each other. This was interpreted as indicating that newer
items were stored with more precision, at the cost of older items. This is a clear
sign of prioritised allocation of storage resources. The fact that a sequential
and simultaneous presentation scheme led to similar precision when considering
the last item indicates that, in a sequential task, the last item is stored given
a precision that depends solely on the number of items stored before. Previous
items, on the other hand, are stored with a lesser precision, in a mechanism which
is not understood.
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Finally, the last manipulation performed in this study is to cue certain items
during presentation time, to see if they are stored with a higher precision. This
was done by biasing the recall probability of a certain colour and telling the
subjects so. What was found is reproduced in Figure 1.8. The cued item is stored
with an increased precision, higher than in the classical sequential paradigm. This
improved storage precision comes at the cost of precision for the other uncued
items. This effect was also visible in the case of serial order: the cued item
had an improved precision when stored, while all other items saw reduction in
their storage precision. This reduction was dependent on the serial order of the
uncued items and to the “closeness” of the cued item. This is a clear sign for a
highly flexible allocation of storage precision depending on task relevance and
presentation time.
Our work will show how an unique model can accommodate both types of
experimental paradigms (sequential or simultaneous) and provide a parsimonious
description of all of these experimental observations we just presented.

1.4

Computational models of Visual working memory

The visual working memory literature has been ripe with a variety of computational
models, accounting for experimental data in different ways.
One can distinguish these models by the level of analysis they operate on, following
the well known Marr’s levels of analysis [153]:
Computational The top level is concerned with specifying what the problems
are and why different computations are performed. In the context of visual
working memory, we will put models in this category when they operate on
the level of stimuli directly. For example, models that account for how item
features are corrupted by noise, or all models providing an account of the
overall “error distribution” of human subjects.
Algorithmic This level aims to account for the types of representations used
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to solve the problem, and the processes involved in manipulating them. In
our case, we will assume that models belong to this class when they start
providing mechanisms for how given features of stimuli are being represented,
processed and manipulated.
Implementation Finally, models lie in this category when they explicitly incorporate mechanisms which are constrained to be biologically plausible for
how to perform the computation on a neural substrate. The exact level of
fidelity assumed by the neural substrate can make the boundary between
implementation and algorithmic models fuzzy (e.g. spiking vs rate-based
neural networks).
As we will see below, models in the field have usually been targeting the “computational” level, with some forays into the other two levels. The model we introduce
in this thesis lies at the boundary of algorithmic and implementation, given that
we use population coding methods but do not consider spiking networks directly.

1.4.1

Ideal observer models

At the highest level of Marr’s analysis, one can take a fully computational approach
to modeling the process of visual working memory. This was first done by Wilken
and Ma [248], using an signal detection theory framework. This is defined in terms
of a noise process around observed data (a “signal detection theory” account),
on which a decision process can then be instantiated (ideas of “ideal observer”).
Using concepts from channel theory, one can think of memory as being a limited
medium (a “channel”) through which information about the stimuli must “flow”.
The output of the channel is the final decision, which has been constrained by
the limited capacity of the channel. Strong results can emerge from information
theoretic ideas, mostly revolving around the fact that any computation can only
reduce information about the external stimulus, and that an optimal decision
process can be derived based on the characteristics of a channel. Looking at several
papers by Ma et al [140, 248], this can be seen as modeling how disturbances
around the true unknown stimuli values affect observed decisions.
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Wilken and Ma [248] considered the problem of change detection tasks, and showed
how to frame it into a detection theory framework. This allows to characterise the
errors in a complex manner, looking at false alarms rates and construct full ROC
curves (Receiver operating characteristics curves) to summarise the reliability of
the decision process. They compared two types of information accumulation and
framed the original slot model into an information theoretic framework [138]. In
this paper, each item corresponds to a noisy channel and the decision process is to
infer if a change occurred in one of the channels or not. There is no fixed number of
items that can be attended to, hence the finite resource is only apparent because
all items are equally attended to and could give rise to errors independently.
They found that models that assume finite resources provide a better account for
experimental results than fixed slots models.
Another framework that has similarities to signal detection is rate-distortion
theory, a branch of information theory that provides bounds on the accuracy of
information transmission under a capacity constrain. Sims et al. [208] showed
in a very elegant study how to recast most of the existing models of visual
working memory in a ideal observer framework. For example, we reproduced their
framework in Figure 1.9.
In this case, information about the stimulus goes through a series of processes,
which modify the statistics of the input distribution. At the end, a decision process
is run in order to recover the signal from a noisy version stored in memory.
Although this approach provides principled strategy to representing memory
processes, it has limitations. As the original stimulus considered is nearly always
the variable of interest, it mostly concerns sensory processing type processes only.
As soon as more complex effects arise, it is unlikely that this type of account will
be enough. Finally, it is quite clear that this kind of model is only useful to make
sense of memory on a highly abstracted manner; one cannot expect to be able to
easily link it to a more plausible neural architecture.
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Figure 1.9: Reproduced from Sims et al. [208], Figure 2. Ideal Observer
framework for visual short-term memory tasks. The original stimulus x goes
through a series of processes, which model how memory reduces information
about the stimulus through its limited capacity. Finally, a distribution over
the recovered signal x̂ can be defined and used to make decisions.

1.4.2

Descriptive models of errors

Another class of models, with a long history in visual working memory literature,
is to directly model the distribution of errors collected in human psychophysics
experiments. These models can all be classified as “computational”, as they will
work on the stimuli features directly, providing a purely “descriptive” account of
error patterns.

1.4.2.1

Original Slot model

One of the earliest and most seminal models was based on experiments by Luck
and Vogel [138], Pashler [179]. They put forward the idea that visual workingmemory consists of a finite set of “slots” that can each hold one item in memory.
Hence visual working memory is capacity-limited in the sense that only a finite
number, K, of items can be stored. Extraneous items are not stored, and if queried
upon subjects will have to resort to guessing strategies. This introduced the type
of models known as “slot-model”. They can be formalized in the following way,
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following Pashler [179] and Wilken and Ma [248]:

P (correct answer) =




1

for N < K






K + 1 − K F
N
N

(1.1)

for N ≥ K

Where N is the number of items shown, K the limited capacity in number of slots
and F the false-alarm rate.
This model, cited as the “high-threshold” model by Wilken and Ma [248], is only
precise for change detection tasks with easy difficulty levels. However, it fails to
capture error variability, but also the possibility for other items or distractors to
cause false positive errors [248].

1.4.2.2

Slots + averaging model

In order to capture these effects (and respond to critics stemming from recall
experiments by Bays and Husain [32], Wilken and Ma [248]), a revised model for
slots has been proposed by Zhang and Luck [258]: the “slot+averaging” model.
The modification allows for items to be allocated multiple slots, increasing their
precision. It also put forward for the first time a mixture model view of the
distribution of errors. Namely, subject responses arise either from a stored item,
or from a random guess. In the case of a stored item, some Gaussian variability
around the target item’s value is assumed. In the case of a guess, its value is
simply sampled uniformly.
This is shown graphically in Figure 1.10, reproduced from Zhang and Luck [258].
This translate to the following mathematical model, where for simplicity we assume
an angle was stored and recalled:
p(θ̂) = (1 − γ)φσ (θ̂ − θ) + γ
γ ∈ [0, 1]

1
2π

(1.2)
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Figure 1.10: Slots+Averaging Mixture model of Zhang and Luck [258].
It can be seen that the distribution of errors consists of a sum of two mixture
components: Gaussian variability around the target and a random uniform
guessing process. Adapted from Zhang and Luck [258]

Here θ̂ is the recalled feature value, assuming θ was the true target input. γ is the
mixture proportion associated with random guesses. φσ is the Gaussian variability,
with mean θ and standard deviation σ. It is possible to use a Gaussian variability,
but when considering angular variables, it is more appropriate to assume a Von
Mises distribution (see Section A.2.2). The values of γ and σ can be learnt using
an Expectation-Maximisation procedure [72].

1.4.2.3

Non-targets mixture model

Following experiments using precise recall of item’s feature instead of change
detection tasks, Bays and Husain [32] proposed another mixture model, which
rejects the concept of a finite slot limit.
Arguing against the concept of a finite set of slots, they showed that, by assuming
that all items are stored but that subjects sometimes confuse which object they
should be recalling, one can also account for the experimental data considered
thus far [31, 32]. Interestingly, this introduced back the concepts of binding and
feature integration. They introduced the idea that some errors were effectively
“misbinding errors”: subjects failed to associate the features of items properly and
could report another item’s value, not only random guesses.
They modified the mixture model (1.2) by adding another mixture component:
non-target responses. When subject respond, they can with some probability recall
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Figure 1.11: Comparison of mixture models of Zhang and Luck [258] and
Bays et al. [31], which introduces components for non-target items.
The top figure corresponds to a situation where only the target error is
reported, with some error. The second figure corresponds to the model of
Zhang and Luck [258], with a Gaussian variability around the target item
and some random uniform guessing. Finally, the last panel correspond to
the extended model with components for non-target items. Each can be
the generating source of the responses, although with a different mixture
probability than the target responses. Adapted from Figure 1C, Bays et al.
[31]

from a completely different item (also with some storage noise). The differences
between those two mixture models can be seen nicely in Figure 1.11, with the
addition of a mixture component for non-target items.
The modification done to the mathematical model are quite simple:

p(θ̂) = pt φσ (θt ) + pnt

−1
1 NX
1
φσ (θk ) + pr
N −1 k
2π

pt + pr + pnt = 1

(1.3)
(1.4)

where pt is the mixture proportion associated with the target, pr the random
mixture proportion and pnt the non-target mixture proportion. θt and θk are the
true locations of the target and non-targets. Again, the values of pt , pr , pnt and
σ are fit using an EM procedure; θt and the θk ’s are assumed to be known. In
later work, they use a concentration parameter κ instead of a σ to characterise
the variability around a mode.
Hence they introduced a new component per non-target item shown to the subject,
and assumed that subjects stored all items presented to them; there is no concept
of a finite number K of items stored here. Then they further assumed that subjects
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Figure 1.12: Reproduced from Bays et al. [31], Figure 3.
Results obtained from fitting a mixture model consisting of three components
to the errors shown in Figure 1.5. First row: indication of the three components: target responses, non-target responses, random guessing. Second row:
Left: Evolution of the width of the error variability as a function of increasing
item number. Middle: Probability of making a non-target responses. These
misbinding errors increase with item number, up to a maximum of 30%
of errors encompassed in this component. Right: Probability of random
guesses. Does not follow the number of items. Third row: Same effects for
different sample duration. Hence the limit really comes from visual short
term memory processes.

had an equiprobable chance of choosing either of the non-target item when a
misbinding error was made. They also assumed that all items had the same
Gaussian variability when recalling them. This would correspond to a situation
where this variability is intrinsic to the storage or encoding process and does not
vary per item.
As we presented above, our work will heavily rely on the experimental data of
Bays et al. [31] and Gorgoraptis et al. [99], hence let us cover their observations
when applying this mixture model.
The results of applying this model to the data of Bays et al. [31] are reproduced
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in Figure 1.12, with the following observations:
1. The memory error, characterised by the standard deviation of the gaussianlike variability, increases smoothly with the number of items. This hints at
an increase in the noise associated with remembering items, either because
of higher cognitive load, reduced availability of a finite resource, or because
of interactions between items stored in memory.
2. The probability of misbinding errors increases with set size, and in this
particular dataset accounts for 30% of errors for a set size of N = 6.
3. The random component account for 10 − 15% of the errors. It increases
with set size, but saturates for N = 4 and N = 6 items.
4. Varying the duration of presentation of the items does not have a drastic
effect on the results. Increasing the presentation time does not reduce the
memory error (Figure 1.12g); the proportion of nontarget errors is the same
and only the probability of guessing is affected by it. Indeed, reducing the
presentation time to 100ms cause a large increases in the probability of
an error being associated with the random component (from around 10%
to 20%). However, this effect is more complicated than addressed in this
current study, one should refer to [29] for a more thorough exploration of
the temporal dynamics of encoding, storage and recall.
Similarly, applying a similar model to the data of Gorgoraptis et al. [99] is
reproduced in Figures 1.13 and 1.14 and led to the following observations:
1. Memory fidelity (i.e. the concentration parameter κ, inverse of memory
error σ), is similar for a simultaneous or a sequential task.
2. Sequential tasks show a greatly improved rate of misbinding errors for
increasing set size. Up to 30% of errors are linked to misbinding errors in a
sequential task for 5 items, compared to less than 10% for the simultaneous
case.
3. These results are similar when taking serial order into account. Most of the
decay in memory fidelity is due to serial position, and not merely to item
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Figure 1.13: Reproduced from Gorgoraptis et al. [99], Figure 6.
Dependence of mixture model parameters on item set size, for the sequential
(disregarding serial order) and the simultaneous case. We see that the
memory fidelity (shown as the concentration parameter κ) is similar for both
conditions. The difference arises in the probability of error: they are more
attributed to misbinding errors in the sequential case for increasing set size,
compared to the simultaneous case. Misbinding errors account for up to 30%
for 5 items in the sequential case. It is worth noting a very small amount
of errors and misbinding errors in the simultaneous case, compared to Bays
et al. [31].

load. The errors, in high set size conditions, are mostly due to misbinding
errors. This seemed to be especially true for a set size of 5 items, where
nearly 50% of responses were misbinding errors. Although, it is important
to note that a large variability in parameter estimation is present. This,
combined with previously discussed limitations in the precision of parameter
estimation given limited trial numbers [13, 90, 237, 239] should impose to
be cautious in interpreting these results. Indeed, we will propose a modified
Mixture model to re-analyse these effects and counter the low trial number
issue, see Section 5.3.
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Figure 1.14: Reproduced from Gorgoraptis et al. [99], Figure 7.
Dependence of mixture model parameters for the sequential case for different serial order. Results are more noisy, the memory fidelity decays in a
comparable manner depending on serial order. Misbinding errors are more
probable as serial order increases, and seemingly constitute nearly 50% of
responses in a set size of 5. As they are based on a small number of trials,
these model fitting should be interpreted with caution.

This model can be extended by assuming that this variability depends on the
stimulus identity, for example when considering attention or cueing. This was
explored in Gorgoraptis et al. [99] by considering how pre-cueing during the presentation time affected the model fits. Their results are reproduced in Figure 1.15.
As can be seen, the cued items benefit from higher memory fidelity and are more
likely to be recalled. Interestingly, the gain from cued objects mostly seemed to
come from a reduction in non-target errors.
One aspect of mixture models, which has recently been put into question, is their
reliance on a specific parametric form for the errors. However, this constrain
may or may not be appropriate, which can lead to model misfits that are hard
to attribute. It has also been argued that large number of trials are required
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Figure 1.15: Reproduced from Gorgoraptis et al. [99], Figure 11.
Effect of pre-cueing items during presentation on mixture model fits. Model
parameters are estimated for either cued or non-cued items. There is a
benefit in both memory fidelity and probability of recalling on-target when
cueing.

in order to appropriately identify the model parameters [13, 90, 239]. Moreover,
recent work by van den Berg and Ma [237] argued that using mixture models and
summary statistics altogether is a bad strategy and leads to a gross underuse of
the available data (see also [142]). But as these mixture models are still standard
across the field, we will make use of them in our analysis and quantification.

1.4.2.4

Variable precision model

More recently, a new class of models obtained great success in fitting human
behaviour extremely well: “variable precision” [90, 144, 239]. These models
assume a doubly stochastic process, where items are assumed to be stored with
different precision on every trial, even for fixed set sizes. The level of precision to
sample from for every stimuli does decrease with set size, but with this simple
assumption this model has been shown to outperform most other error-based
models.
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Figure 1.16: Reproduced from van den Berg et al. [239], Figure 5.
Residuals of fitting mixture of a Uniform and Von Mises distribution on
human errors (right, C), or samples from trained models (left, B). One can
see a difference of Gaussians pattern in the human data on the right, which
the “variable precision” model (VP) is the only one to reproduce on the left.

The model amounts to introduce a per-trial precision, and to marginalise over it
when computing the posterior probability of the recalled stimulus. Using a similar
notation as for the mixture models presented above, this would correspond to:
p(θ̂) =

Z
σ

p(σ)φσ (θ̂)dσ

Where σ would be the circular standard deviation (i.e. the precision) for the given
trial.
van den Berg et al. [239] instead parametrises the precision using the Fisher
Information J of a Von Mises. The Fisher Information for a Von Mises of
concentration κ is J = κ II01 (κ)
(κ) . The prior distribution over J is then assumed to
be a Gamma with mean J¯ = J¯1 N −α and scale τ , where N is the set size and J¯1 ,
α and τ are hyperparameters. This power-law dependency on set-size allows to
model the main observation of decreasing precision for increasing number of items
to be remembered.
The “variable precision” model was found to fit human behaviour best, and when
doing Bayesian model comparisons was consistently the best descriptive model
available.
An interesting assessment of model quality introduced in [239] is to generate fake
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data from a trained “variable precision” model, and show the residuals of fitting a
simple mixture model with a uniform and a Von Mises distribution on it. This
is reproduced in Figure 1.16 (corresponding to their Figure 5B and 5C). When
performing this on real data, one can see a “difference of Gaussians” profile. This
pattern can also be reproduced by “variable precision” models, but not other
types of descriptive models.
This model also allows to account for differences between trials, where some stimuli
arrays might be harder to remember. Indeed, the measures of variable precisions
were found to correlate well with subjective reports of subjects certainty [90].
This comparison between models was extended in a dramatic fashion in van den
Berg et al. [236], where they performed a large scale Factorial comparison of most
model classes we presented above.
More precisely, they compared how different combinations of several aspects of
each model affect the fits on a large collection of 10 datasets, collected from 6
different laboratories (more than 150 subjects and 130000 trials). Their factorial
design allowed a descriptive model to use fixed/continuous or variable precision,
assume different number of remembered items, or finally to account for non-target
responses or not. This covers a total of 32 models, which they compare using
Bayesian model comparison (in this specific study, the Akaike information criterion
was found to be the most reliable).
They found strong evidence against fixed capacity models, with variable precision
providing the best account for the data. Similarly, the number of items remembered
was likely to be variable (a Poisson distribution provided the best fit) and nontarget binding errors did seem to be present, although they only accounted for a
small percentage of the trials. Interestingly, the optimal model in their factorial
analysis does not correspond to any previously published model, but to new
combinations that were only possible thanks to this fully parametrisable model
space.
Finally, a really recent preprint by van den Berg and Ma [238] extends the
formulation of variable precision models to a fully normative account. They
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model a resource constraint explicitly, and can derive components of the variable
precision model (such as amount of precision allocated per trial, or number of
items to remember), under an optimal cost minimization scheme. They also find
evidence for a non-monotonic total amount of resource allocated, when varying
the set size. This is interesting as models usually assume a fixed total resource
budget instead of having this varying.
This line of work pushed the level of strict analysis and model comparison in
the field, and they show strong evidence against trying to perform comparisons
between models using small scale datasets only. One limitation of this class of
model is in their computational complexity, as they often rely on performing
integrals over precisions per trial, which may be prohibitive in situations where a
faster way to evaluate model likelihood is desirable (or if one would want access to
a closed-form formula). Additionally, these models do not support representations
over stimulus values, which our model will attempt to do.
We will not use variable precision models in this work, as we were building off of
previous work relying on more standard (at the time) mixture models. However
we will perform similar analysis of per-trial responses and residuals, following
advice and recommendations seen in Ma [142].
Another class of models by Orhan and Jacobs [173, 174, 175] proposes a related
type of model to variable precision: Instead of allocating all items with a random
amount of precision, it uses a non-parametric Bayesian model to store a random
subset of the items on any trial with a fixed precision. To be precise, using such a
nonparametric model allows them to assume a weighted combination of all possible
subsets of stored items on a given trial. This approach helps model ensemble
effects: When a group of items are stored together, only their mean statistics are
stored and recalled (generating effects like regression to the mean or correlations
among item values). This technique relies on a rather complex Bayesian model
(but well studied, it uses a Dirichlet process mixture model [166]), inference and
learning of its parameters is more difficult and will require more trials. This
parametrisation of variability has merits, but some evidence by [236] seems to
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indicate that the model fits obtained do not compare that favorably compared to
the “variable precision” models.

1.4.3

Representational models

Finally, the last type of approach targets the “computational” and “algorithmic”
levels of analysis, attempting to make a less abstract model of recall errors
using neural implementations of visual working memory processes. This can
be performed at different levels of neurological plausibility and many different
approaches exists to represent neurons retaining information through time (it is a
sub-field of its own), as we will see below.
Orhan and Jacobs [173] considered a population coding scheme in trying to account
for dependences among stimuli. Their model is quite related to our work, but
we model item representations more thoroughly and explicitly. We will discuss
more how their contribution differs from ours in later chapters. More recent
work by Orhan and Ma [176] extends this account to multiple stimuli, exploring
what happens when a single population is encoding them in a linear or nonlinear
combination of their individual responses (a phenomenon they call “stimulus
mixing”, which is very much akin to our “palimpsest” setting). They explore the
theoretical consequences of such a coding scheme, accounting for these effects in
a different yet related manner to the work by Amari and Nakahara [11] which
used Information Geometry. They find that stimulus mixing can have very strong
cost in the memory performance of such a system, yet specific forms of neural
correlation or heterogeneity in stimulus mixing can alleviate such problems. We
will explore heterogeneity of representations rather more explicitly in our work,
which do not lend themselves well to a theoretical treatment, but a closer analysis
of our work in view of these results would be interesting.
Swan and Wyble [223] presented a model which has large parallels with our
work. They assume that objects are represented through a “binding link”, which
explicitly represents how feature values are connected to given “object files”. Their
model consists of 3 components, see Figure 1.17 (replicated from their Figure 2):
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Figure 1.17: Reproduced from Swan and Wyble [223], Figure 2.
Binding pool model architecture. Different items get assigned to distinct
“object files” / tokens (top). Stimulus features are encoded by “separate
feature layers”, in a continuous fashion (bottom). The connection between
an item identity and its features is stored in the activity of the binding pool
(middle), following random connectivities.

1. Item features are represented by independent sub-populations (“types” in
Figure 1.17).
2. Different items automatically get assigned distinct “object file” (“tokens” in
Figure 1.17), basically just a one-hot encoding of object identity.
3. The link between features for a given item is encoded in another population,
which they call the “binding pool”.
The connectivity between the feature layers, the binding pool and the object files is
randomly sampled and follows some heuristics. Items are encoded by sequentially
clamping the appropriate object file and feature neurons to the input values, and
adding the contributions of the feed forward random connections to the binding
pool to update its activity. The binding pool activity is then kept fixed, and can
be used to recall features given a object file or vice-versa.
Overall, this model has a large number of free parameters and assumptions built-in,
which seem to follow unclear heuristics and do not seem to have been learnt or
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fitted to human data. For example, feature layers consist of only 10 units each,
and use some interpolation of their activations to represent intermediate values. It
is unclear how any of their conclusions are affected by modifications of parameters
of the binding pool, feature layers or either storage or recall processes. It also
relies on object slots being accurately extracted by some other process (i.e. the
object files are assumed as clamped inputs). Hence it proposes an hybrid between
slot and resource models, but is severely lacking in rigour for its derivation and
modus operandi. In our work, we will propose another way to parametrise how
multiple items can be encoded in a shared memory structure, but we will consider
more strictly the effect of sub-population sizes, connectivity and use storage and
recall paradigms that rely on Bayesian inference instead of mechanistic heuristics.
A recent piece of work by Oberauer and Lin [170] shares many similarities with
our model, to a surprising degree. Their work was performed independently, a
few years after our original publication, hence it is valuable to contrast it to our
model. Oberauer presents how one could extend a family of working memory
theories called “interference models” [163, 169], which were originally introduced
to account for more traditional verbal working memory tasks, to handle visual
short term memory. At its core, they assume an underlying feature space, and
represent how items encoded interfere with one-another before being recalled. This
is very much a similar image to the one we had in mind when using our palimpsest
metaphor. The authors go to great lengths to thoroughly assess their model and
possible modifications of it. They extensively compare it to the existing literature,
and demonstrates its strength in fitting existing and novel experimental data,
surpassing even the Variable Precision models. However, many design decisions
appear unclear to us and several heuristic choices in parametrisation abound,
which would need to be assessed more thoroughly. Many observations that they
attribute to their model would readily be available in our work as well, to the
exception of the attentional focus cited above. As we will see throughout the rest
of this thesis, our model proposes an alternative parametrisation and specification,
which can support more complex representational schemes.
Wei et al. [245] proposed a spiking network model capable of replicating several
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aspects of visual working memory tasks. By using normalization and recurrent
connections, they show how to use a single population of spiking neurons to store
multiple items in memory. Their population of neurons stores a single angle per
item in the form of a bump. Bumps can then disappear due to noise, or combine
with each other if they are too close, creating effects resembling regression to the
mean. They only tested a very simple type of population and representation. Such
models require quite a fine tuning of their parameters to allow for bumps to stay
stable for plausible timescales, but it is a good indication that classical models of
memory can be used to account for visual short-term memory experiments.
Following our collaboration on Matthey et al. [154], Paul Bays has explored several
types of models to account for behavioural data. In Bays [30], he introduced a
spiking network model, inspired by [183], which is used to encode information about
the stimuli features in a population suffering from Poisson noise. The population
is split in sub-populations, one per item, and divisive normalisation is enforced
over the entire population. Decoding was performed by maximum likelihood by
observing spikes over a finite time window. This model successfully accounted for
precision decay due to item number (leveraging a divisive normalisation effect),
particularly capturing the long-tail characteristics of error distributions seen in
human data. This work really proposes a hybrid between slot and resource models
(as the population of neurons is assumed to be split in the appropriate number
of sub-populations), whereas our model will not require any slot assumption
to account for most behavioural statistics. We do not consider a Poisson noise
model, however this work shows it allows to capture long-tail effects in a rather
parsimonious fashion, which we could leverage.
In more recent work, Schneegans and Bays [199] propose an extension to this
model which brings it even closer to our work. They keep the concept of having
different sub-populations, but extend their representation to allow for several
features to be encoded simultaneously in a multi-dimensional fashion. They
compare several types of multi-dimensional encodings, to assess how feature
binding is most likely to be implemented. Contrary to our work, they consider
the case of having “location” as an extra dimension (in addition to, say, colour
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and orientation of coloured bars stimuli). They show that a model which binds
object features through location only explains the data the best. Their model
depends on, again, slot-like assumptions and maximum likelihood decoding given
population activity (although they do not use Poisson noise in this work, due to
computational reasons). In our work, we consider feature-only sub-populations
in addition to conjunctive sub-populations, which we will show can also account
for experimental data well. It would be interesting to compare our two approaches
more closely on the latest experimental data presented in their study in the future.
Finally, in a very recent work, Taylor and Bays [224], they show how to incorporate
ideas from the Efficient coding literature[25, 93], to let neural representation
depend on the statistics of the stimuli directly. They show that by assuming that
representations of, say, orientations, reflect the statistics of orientations in the
world in the precision of their encoding (i.e. given the overabundance of vertical
and horizontal lines, these orientations are represented more accurately / with
more neurons), this explains some phenomenons seen in human error patterns.
Particularly, they can reproduce the oblique effect, where discrimination of bars
with orientations of ±45 degrees lead to more error than horizontal/vertical bars.
Similar modifications of the representations used could be readily incorporated in
our model, but this will not be explored in this current work.
Nassar et al. [165] recently released a very complete paper, showing how “chunking”
as a rational strategy can successfully account for many behavioural observations.
In their context, “chunking” corresponds to the encoding of multiple stimuli value
by the same “code”. Alternatively, this can be implemented by a neural network
mapping different inputs to the same activity pattern. This can be done in many
different ways, and their work proposes effectively three different models:
1. A high-level error distribution model, akin to the ideal observer model of
Sims [207], but where the “code words” used by the channel are learnt. This
provides “generic” observations about the change in precision for larger
numbers of items covering a finite stimulus space.
2. A per-trial stimulus array model. This is similar to the error distribution
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model, but can model trial-dependent errors, as they introduce a timedependent chunking strategy.
3. An algorithmic-level model, where encoded stimuli are modified by centersurround dynamics (akin to receptive fields in the recurrent neural network of
Wei et al. [245]). This reproduces “chunking” effects, by merging/repulsing
stored stimuli together based on their values. They also extend this model
to be subject-dependent.
These models successfully accounted for several experimental observations, and in
their meta-analysis indicated that chunking offers an alternative to the variable
precision models (which currently provide the best account of the data). It would
be interesting to relate the work from van den Berg and Ma [238] with this model,
as one could imagine combining the two together to get both a normative account
of set size effects and stimulus-based chunking effects.
Our work effectively aims to fill a gap in the existing models: we model a
population of neurons, yet still in a rather abstract level, and show how stimuli
can be stored and recalled to account for experimentally observed error patterns.
Hence we propose a model which is not purely implementative (we do not try
to use biologically plausible spiking neuron models), neither computational (only
considering errors and how to make sense of them), it is more algorithmic: we
show representations that could be used for the information, and several processes
to manipulate them.

1.5

Visual neuroscience

Vision has been the most intensively studied modality since the early days of
neuroscience. The first major discoveries about the functions and characteristics of
cortical neurons came from studies in early visual system [116, 117]. Starting from
this evolving understanding of early visual cortex, researchers have long continued
their investigations as to how visual information is processed and further refined
by the brain. Van Essen and Deyoe [240] show the divergence and convergence of
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Figure 1.18: Van Essen functional hierarchy of visual processings. Reproduced from Van Essen and Deyoe [240].

information along the visual system, reproduced in Figure 1.18. We can see that
multiple features are extracted in a parallel fashion before being combined at a
later stage in a unified representation. Working memory, and visual short-term
memory, can fruitfully be seen as lying at the end of this pathway, as they use the
final representations of visual information that are available in higher visual areas.

1.5.1

Visual binding, illusory conjunctions

These accounts of visual processing explain how different features about the stimuli
are extracted and represented, but they fail to show where a unified representation
of a complete stimuli might be stored. This is the problem of “binding”, where
from a list of separated features, one must associate features together, so that
they can be assigned to the appropriate item during later processing. Binding
has been an ongoing topic of discussion in the field for decades. From its actual
relevance and importance, to its characteristics and neural realisation, it has seen
extensive research for quite some time[41, 83, 229–231, 233].
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Most of this research has looked at binding in the context of episodic memory.
However, the binding problem arises even when considering pure visual processing
of information. We saw that the visual system extracts several features from items
when processing them. The question is then how each feature can be bound to
the appropriate item in later stages. This parallel processing of visual input and
subsequent issues for binding has been put forward by Treisman and Gelade [231],
in a model for attention called “Feature integration theory”. With this model,
features are extracted in parallel and automatically, as an unconscious process. It
is only in a second stage that features are bound together into an object, when
focused attention is drawn to features/objects.
Failures in feature binding have been addressed by Treisman et al., in the specific
context of “illusory conjunctions” [41, 91, 97, 229, 232]. Figure 1.19 shows an
example of such an illusory conjunction. Subjects in this case incorrectly associate
features together and can recall an object that was not actually presented. Illusory
conjunctions appear in memory tasks, when the memory load of the cognitive
load is high. The effect seems to depend on the spatial proximity of the items
considered, but also on the crowding of the visual scene.
Illusory conjunctions seem to be linked to spatial attention [91, 190]. The rate of
illusory conjunctions increases when attention is diverted, either via experimental
manipulations or in presence of disease. Illusory conjunctions are more frequent in
parts of the visual space that are not actively attended. This hints at the importance of space as a feature that can bind other features together appropriately[15].
Yet it seems that illusory conjunctions also depend on feature similarity[119].
This effect was also present even when the identification of the relevant feature
was nearly perfect (hence the subjects really did store the appropriate features
successfully). Hence the binding process is not only driven by space, but is also
affected by features statistics and similarities.
Groups interested in visual short-term memory also considered the binding problem
[71, 121]. Our work specifically tries to address this issue, by showing how binding
and failure of binding can arise from specific memory representations and processes.

1 Visual neuroscience

Figure 1.19: Example of an illusory conjunction. Subjects, when presented
with the two coloured letter at the top, incorrectly report a letter with
the wrong colour. The bottom plots show intrusion errors, that can be
introduced to correct for guessing. Those two types of intrusion errors rarely
occur, even for patients with damages to parietal lobes.
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II

Population coding

To understand a message is to decode it.
Language is a code. But every decoding
is another encoding. If you say
something to me I check that I have
understood your message by saying it
back to you in my own words.
David Lodge

Outline

This chapter covers some of the theory developed to capture how a
population of neurons could represent information in their activity,
and how to analyse it.
We start by reviewing classical rate-coding methods, moving
towards more recent probabilistic extensions.
Then we cover the theory of Fisher information, which we will
use to assess some characteristics of our model in latter chapters.
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2.1

Population coding theory

A crucial goal of neuroscience, indeed from its infancy [3], has been to study
how neurons transmit, represent and transform information about the outside
world. This is still an active question, even though much is now known about the
types of stimulus representation that can be found in the brain, as well as how to
appropriately model them [69, 220].
We will follow the following precepts throughout this work:
1. Neurons responds differently to inputs, and their collective activities allow
later stages to perform subsequent computations. The connectivity patterns
of neurons govern a lot of their activities (we will not consider synaptic
processing or complex nonlinear effects).
2. Neurons are intrinsically variable in their output, albeit to a degree that
differs according to type (e.g. periphery somatosensory neurons versus
cortical pyramidal neurons). This variability has many sources including
randomness in spike generation processes and highly complex, chaotic, interactions within neuronal subpopulations, but also experimental limitations
on the control of stimulus and action, recording methodology and the like.
3. Neurons use spikes to transmit information, but one can usually approximate
their behaviour by taking a temporal average of their activities in a time
window. This is defined as the “firing rate” of a neuron (a continuous value
instead of discrete spike numbers). We will not use models outputting
discrete spike numbers (the simplest model of which would be a Poisson
point process) in this thesis, instead considering continuous firing rates
throughout. However, most of our models could be easily adapted to
using Poisson processes if necessary. This reduction is still being argued
in the field, and perhaps precise temporal patterns are used in certain
modalities or conditions [189], but it is usually a good starting point for
simple computational models.
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Figure 2.1: Typical response and tuning curve of a neuron in the primary
visual cortex. (A) A bar of light was moved across the receptive field of a
neuron of a monkey, eliciting different amount of firing activity. (B) Average
firing rate of a cat V1 neuron plotted as a function of the orientation angle
of the light bar stimulus. Reproduced from Dayan and Abbott [69], Figure
1.5.

2.1.1

Neural encoding

Now, consider we could record the response r of a neuron to a particular stimulus
s. As we assume that the neuron’s response is variable, a good assumption would
be to represent it using a probability distribution with density p(r|s).
First, computing the mean of this response gives us the neuron’s “tuning curve”,
which we will denote f (s). As we know from the seminal work of Hubel and
Wiesel [116], neurons are sensitive to particular aspects of their inputs. I.e. in
the case of neurons of the visual cortex, certain neuron respond preferably to
certain orientations (see See Figure 2.1). In theoretical work, one usually models
the tuning curve using a parametric form that is fit to data. Gaussian tuning
curves provide good experimental fits to neurons representing continuous stimuli
(e.g. M1 motor neurons [95], V1 neurons [125, 136, 195]) and so were used in
many early theoretical works about information transfer and decoding from neural
populations. They are also easy to fit – with the peak activity arising at what is
called the preferred stimulus value of the neuron.
Second, one can look at the noise/variability of a response given a fixed stimuli.
As discussed before, neurons are intrinsically variable, depending on their cell
types, connectivity patterns or input conditions. This variability can be modeled
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at different levels of complexity, from fixed variances, through time-dependent
point processes and stimulus-dependent formulations.
One general experimental observation is that the variance of the spike count
is usually proportional to its mean [61, 213]. This can be measured using the
Fano factor: the ratio of the variance and mean. Neuronal activity tend to have
Fano factors above one, especially in cortical areas, but this can change due to
attentional effects [61]. However, we will not try to enforce this constraint in the
rest of this work, for simplicity’s sake. We typically consider constant variance
Gaussian or normally distributed noise over the activation of our neurons.
It remains for us to specify how different neurons jointly code for a stimulus. We
will generally assume that they have the same form of tuning curve, but with
different parameters - for instance different preferred values. In terms of noise –
each has marginal statistics like those described above. There is an active debate
about the correlations between different neurons for a given stimulus value. We
will again make the simplifying assumption that the noise corrupting each neuron
is independent and not stimulus-dependent (although extensions to handle more
complex situations have been proposed, e.g. [123]).
A synthetic example is shown in Figure 2.2, for a small population of 5 neurons,
which we distributed along the real line. We show their tuning curve, which
peak at different preferred stimuli. In Figure 2.2B. we show 10 samples of this
population in response to being shown a stimuli s = 0, overlaid over each other.
We have so far covered homogeneous population coding schemes, for which the
tuning curves are similar across neurons, and only the preferred stimulus differs.
However, it is quite easy instead to use heterogeneous coding schemes. We will
actually do exactly this during this thesis, looking at various types of population
coding schemes and how they differ and map to human behaviour.
Another direction is to consider encoding objects with multiple features, instead
of single stimuli as expressed here. Some work has been done to tackle this issue
theoretically, trying to uncover optimal tuning widths [80, 81]. Eurich et al. [81]
successfully extended the analysis from [257] to non-radially symmetric receptive

2 Population coding theory

f(s)/rmax

A.

Responses
for s =0

B.

1.0
0.8
0.6
0.4
0.2
0.0
1.2
1.0
0.8
0.6
0.4
0.2
0.0
0.2
0.4

89

neuron 1
neuron 2
neuron 3
neuron 4
neuron 5
6

4

-4

2

-2

0
s

0

2

Preferred stimuli

4

2

6

4

Figure 2.2: A. Example of Gaussian tuning curves, for 5 neurons with
preferred stimuli between −4 and 4. B Demonstration of 10 random
responses from this population to a stimulus s = 0. The X-axis shows the
preferred stimuli of each neuron. The values on this axis are jiggled slightly
for visual convenience.

fields and sub-populations of neurons with different tuning properties. Among
their results, one interesting outcome is that even when a single feature is to be
encoded accurately, one should not use overly narrow receptive fields in that unique
dimension. Indeed, this leads to fewer neurons participating in the encoding, which
overall has a deleterious effect on the accuracy of the target dimension. Using
sub-populations also led to surprising results where having non-homogeneous
receptive field sizes led to improved Fisher Information and were better than
having uniform populations. This was true even when “increasing” the receptive
field size for a given dimension, as the other populations were able to provide
precision, whilst the overall number of neurons participating in the responses
increased and led to the improvement. This was particularly pronounced when
the number of features was high.
This result is interesting in our context as well, as having more neurons participating in the response means more binding information, when we will consider
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the case of encoding multiple stimuli simultaneously. Indeed, we will make use
of the fact that a subpopulation made sensitive to a single dimension will not
provide any binding information for the later decoding task. Hence this provides
a mechanism to generate misbinding errors purely from simple population coding
principles. We will also consider non-homogeneous populations too, however with
more complex parametrisations and different spatial tiling schemes.
Overall, looking at different forms of encoding for our population activity (which
we will assume to be our memory state) will be a strong focus of this thesis, as
we will compare their effects on the types of errors obtained, compared to human
reports.

2.1.2

Neural decoding

As we have noted, there is variability in the neuronal responses. However, given
a vector of the population’s activity at any time, one might see what can be
extracted from it about the value of the underlying stimulus. This is referred to
as “decoding” the value of the stimulus from the neuronal population.
Early attempts showed that, in some simple neuronal representational systems,
like the cercal system of the cricket (which senses the direction of incoming air
current), a simple population vector average lead to an accurate stimulus estimate
[158].
However, one can derive an optimal decoding method, simply by making use
of Bayes’ Rule [88, 172]. As before, let p(r|s) be the conditional density of the
response of a given neuron when shown stimulus s. We now consider a population
of N neurons, represented as a vector r = [r1 , . . . , rN ]. Hence we have p(r|s), the
conditional density of evoking response r when shown stimulus s.
The probability of interest to us when decoding is simply the posterior density
over s, given the population vector observed. This is easy to express thanks to
Bayes’ Rule:
p(s|r) =

p(r|s)p(s)
p(r)

(2.1)
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Where p(s) and p(r) are the prior probabilities of the stimulus and response,
respectively.
We can now, when assuming a certain encoding model p(r|s), solve for the
maximum of this distribution, which will provide us with the Maximum a posteriori
estimate of the stimuli given our observed population response. This can be done
analytically for simple forms of encoding (e.g. Poisson noise with Gaussian tuning
curves) or more generally under mild assumptions [17, 96, 159, 202].
We will use this formulation in our model to represent how to “recall” information
previously stored in a given memory state.

2.2

Information theory

The types of simple responses curves as a function of stimuli that we described
so far are easily found in primary sensory areas [95, 116, 155]. There are many
other possible ways to encode information about a stimulus. What we described
so far could be called a “positional” code, where we could “position” the neurons
in stimulus space, as a function of their preferred direction, and obtain a good
encoding of information.
However, neuronal responses can be much more complicated, and such simple
relationship between stimuli and responses harder to identify. This is particularly
evident in areas of the brain performing more complex abstract computations;
see for example the mixed responses observed in prefrontal cortex [148, 222, 243].
Hence finding simple tuning curves will be unlikely, but “information” about the
stimulus being represented could still be present, and extractable by other brain
areas.
A large body of theoretical work has tried to quantify the amount of “information”
one random variable provides about another. The most influential approach has
been the seminal work by Claude Shannon on Information Theory [204]. The
Mutual information I[X; Y ] characterises how much a random variable X can tell
us about Y (or vice-versa, the Mutual information being symmetric). Applied to
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population coding, one would now consider how much information a representation
r provides about a stimuli s [69]:
I[r; s] = H[r] − H[r|s]
The second entropy term is referred to as the “noise entropy”. Assuming a
small noise entropy, we can see that maximising the entropy of the responses
would maximize the information available about the stimuli. This corresponds to a
Maximum Entropy formulation, and has been applied successfully to characterising
early processing systems [37, 132] and to answer questions about the optimality
of neuronal systems [133, 225].
However, it is usually intractable to compute the Mutual information in general,
as one needs to integrate over all possible stimuli and neuronal states [146].

2.3

Fisher Information

In the context of neuronal representations, another measure of information has
usually been favoured: the Fisher Information [66].
The Fisher Information can help characterise the local encoding accuracy of a
representation. It is defined as follows, for a random variable X encoding an
unknown parameter θ, using L as the likelihood function:
IF (θ) = E

"

∂
log L(X; θ)
∂θ

2

#

"

∂2
θ = −E
log L(X; θ) θ
∂θ2

#

(2.2)

which, for us with a neuronal population response r to stimulus s becomes:

IF (s) =

*

∂ log p[r|s]
∂s

2 +

∂ 2 log p[r|s]
−
∂s2

*

=

+

(2.3)

The usefulness of the Fisher Information is mostly due to its relationship with
Cramér-Rao bound, which limits the optimal decoding accuracy that could ever
be achieved when estimating the encoded stimulus s, providing a floor to the
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variance of any estimator based on r. For unbiased estimator ŝ of s, it is expressed
as follows:
V ar(ŝ) ≥

1
IF (s)

(2.4)

It is also defined for biased estimators ŝ:
V ar(ŝ) ≥

(1 + b0est (s))2
IF (s)

Where best (s) = E[ŝ] − s is the bias of the estimator and b0est (s) its derivative.
Any estimator that achieves this bound (i.e. equal to the inverse of the Fisher
Information) is said to be “efficient”. Using the maximum likelihood estimate is
asymptotically efficient and hence will saturate the bound.
An useful property is that the Fisher Information of a collection of independent
random variables is the sum of the individual Fisher Informations. For example,
in the case of a response of an independent population of neurons, we have:

*

Ir (s) =

+

∂2
− 2 log P (r|s)
∂s

*

=
=

+

∂2 X
− 2
log P (ri |s)
∂s i

X

Iri (s)

i

Additionally, the Fisher Information can be extended to vectors of parameters, in
which situation we will refer to it as the Fisher Information matrix, IF (θ).
In the case that the population activity is corrupted by Gaussian noise, the Fisher
Information has a convenient simplified form [126], which we will use at various
points in the sequel: Let
x ∼ N (µ(θ), C(θ))
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Figure 2.3: Fisher Information (in green) for a neuron with Gaussian
tuning (dotted blue curve, similar to Figure 2.2) under unit Normal noise.
Both curves have been normalised independently for clarity.

Then we have:
∂µ(θ) T −1
∂µ(θ)
∂C−1 (θ) −1
∂C−1 (θ)
[IF (θ)]ij =
+ Tr C−1 (θ)
C (θ)
C (θ)
∂θi
∂θj
∂θi
∂θj
(2.5)
"

#

The second term of that equation is sometimes called the “trace term”, and
vanishes for covariances that do not depend on the parameters of interest θ. Most
of theoretical work considered regimes where the trace term was 0 or negligible[1,
80, 159, 253], but it is possible to study populations that use correlations to encode
information about the stimulus as well [75, 123, 203, 251].
In Figure 2.3, we show the Fisher Information for a neuron with a Gaussian tuning
curve like that in Figure 2.2. As we can see, the Fisher Information is maximum
when the slope of the tuning curve is highest, as any variation caries the most
information about changes in the stimulus. Some work has been done trying
to reconcile how a population code could use both its highest sloping part and
maximum response area to maximize information transfer [60], as a function of
the noise level.
In some, but not all limits, the Fisher Information and Mutual Information for a
population can actually be related to each other [55, 251].
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Use in population coding

Similar to the Mutual Information, the Fisher Information has been extensively
used to assess the properties of neuronal coding schemes. More precisely, the
relationship with the Cramér-Rao bound allowed the optimality of tuning curves
to be discussed under quite broad assumptions [17, 53, 55, 80, 186, 194, 202, 257].
Zhang and Sejnowski [257] used the Fisher information to study how to constrain
the width of the units of a population code, depending on the dimensionality of
the input space. Using an elegant minimal characterisation of tuned units, they
found that the answer depends crucially on the dimensionality K of the space:
Units should be sharp for unidimensional stimuli (while still covering the full
input space) and infinitely broad for high dimensions. This surprising result was
refined later by Brown and Bäcker [53], who found that for finite stimulus space
(or symmetrically finite dynamic range for a unit), there is an optimal width for
high dimensions. We will reproduce similar analysis later in this thesis, extending
it to angular representations with directional statistics, see Section 4.1.1.
Fisher Information analyses were also quite successfully applied to study the effect
of pairwise correlations observed in real neurons [1, 214, 253], and generated quite
a lot of research in understanding whenever they would be helpful of hurtful [17].
Interestingly, disregarding the issue completely can be less deleterious than one
might think [249].
However, despite its many nice properties, the Fisher Information also suffers
limitations. A critical one is that the Cramér-Rao bound may not always be
saturated, as constructing an estimator that does so may be hard or impossible
given biological constraints. Hence in this case, using the Fisher Information to
assess optimality is misdirected.
[39, 42, 55] assessed a situation where a finite population of neurons could only
use a limited number of spikes in the decoding phase (or similarly, decoding time
available). This violates most asymptotic optimality decoding proofs for the Fisher
Information, as they usually rely on infinite populations and even coverage of the
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space of stimuli. This led to issues when relying on the Fisher Information to
optimize parameters, where optimizing the Cramer-Rao bound would not recover
the parameters optimizing the mean-squared error.
Bethge et al. [42] found that this discrepancy in finite population cases was
particularly exacerbated by non-gaussian coding schemes, with situations where
the Fisher Information could be made arbitrarily small without changes to the
effective mean-squared error of a code. They also found that using the Mutual
Information as a metric converges to the mean-squared error solution quicker for
increasing decoding times.
However, Yarrow et al. [251] found that the Fisher Information was still useful
when considering population sizes above 50.
More recent theoretical work has considered going away from assuming independent
Poisson spike counts and trying to compute directly the Fisher Information for
populations of correlated spiking neurons [228].
In our case, we will consider the well-studied Gaussian posterior case with finite
and infinite populations, hence we will stay clear of most of these difficulties.

2.3.2

Information Geometry

A rather advanced branch of mathematics has applied techniques of differential
geometry to probability distributions. This is known as Information Geometry,
and has mostly been developed by Amari and Nagaoka [9]. The Fisher Information
matrix appears in that body of work in the form of the underlying metric for a
Riemannian manifold.
The intricacies of this field are beyond the scope of this thesis, but it is worth
noting that it has been used to tackle situations in which the Fisher Information
for neuronal populations is impossible to compute by conventional techniques
[10, 164].
A particularly relevant paper for our work is Amari and Nakahara [11]. They
consider how the Fisher Information degenerates when two stimuli are stored in
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single population of neurons and interact with each other. Assuming Gaussian
tuning curves and Normal noise, they successfully characterise the Fisher Information in this degenerate regime, whilst also obtaining insights in the singularity
that occurs and how it could affect decoding.

2.4

Probabilistic extensions to population codes

A more recent body of work on population codes has argued that instead of
representing the stimulus directly, one could make them represent full probability
distributions over the possible values of the stimulus. In our case, as we will deal
with a noisy and uncertain memory state, this is a good model to have in mind, as
the memory itself represents a distribution over the stimuli stored in it. However
we will not directly use such probabilistic extensions in our current work.
The original work came from Zemel et al. [256], with what they call “Distributional
population codes” (DPC). The main idea is to consider another step between
the mapping from stimulus s to neuronal responses r. Let’s assume one wants
to encode the angle s0 of a bar. In the deterministic formulation we used above,
we assumed the firing rates to come from a distribution p(r|s0 ), with s0 being a
point estimate of the stimulus value. Lets instead assume that the population will
represent a belief over the distribution p(s0 ) of the stimulus. This can be done if
the neuronal population r performs a kernel mean embedding. With a classical
population code, one would decode the stimulus value s0 by taking the MAP of
p(s|r); in a DPC however, this is now done by finding the MAP over the belief
distribution Q(s|y):
QM AP (s|y) = argmax p(Q(s|y) | r)
Q

For Poisson noise, this takes the form of a fixed point equation [192]. Some work
has also been done to assess how these models account for behavioural results
[182, 183].
A slightly different approach called “Probabilistic Population Codes” (PPC) was
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introduced by Ma et al. [143] (well reviewed in Pouget et al. 181) has become
notably popular. PPCs assume an implicit representation of the posterior distribution Q(s|y), modelling the encoding distribution by exploiting the uncertainty that
comes directly from the assumption of noise corrupting the population (i.e. the
variability of p(r|s)). That is, they treat the formula of equation (2.1) as turning
a set of arbitrary activities r into a density p(s|r), without necessary regard to
how r actually comes about. It turns out that simple (e.g., linear) operations on
the firing rates that enter such equations can be treated as performing meaningful
Bayesian computations [34, 35, 143]. This line of research has been supported by
experimental data in visual perception [36, 160] but it remains an active area of
research [181]; how to address it appropriately in an experimental setting is still
debated [40, 87, 115, 141].
An alternative hypothesis as to how the brain represents uncertainty is the
“sampling hypothesis” [40, 87] (or to be precise more like a still controversial
competition between these two hypotheses). In this work, there is no explicit
representation of the uncertainty over p(s0 ) in any given population activity.
Instead, the uncertainty comes about by a direct sampling process out of the
population r. The variability of spike counts provides an implicit measure of the
uncertainty of p(s|r). This hypothesis also makes interesting predictions about
spontaneous activity in the brain representing the marginal distribution p(s) [40].
In this thesis, we will not directly extend our population codes to these probabilistic
formulations. However, the way we extract information from activities owes much
to lessons learnt in this literature. Particularly, we will represent memory recall
as sampling out of our population codes, akin to Fiser et al. [87].

III

Model Description

All history was a palimpsest, scraped
clean and reinscribed exactly as often as
was necessary.
George Orwell

Outline

This chapter formally introduces the model.
We present all its components: first the concept of a palimpsest;
second the representations of items; third the probabilistic storage
process; and finally the recall process.
Additionally, we cover different variants and modifications to this
simple model, which we found improved its behaviour.
We do not present model fits on human data in this Chapter, this
is covered in Chapter 6 instead.
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A
Sample array

Blank
1000 ms

Cued recall
test
1000 ms

Figure 3.1: The experimental paradigm of Gorgoraptis et al. [99].
First, an array of items was shown for 1000ms, followed by a 1000ms blank
screen. Next, a probe with the colour of one of the items in the array
was presented, but at a random orientation. Subjects had to adjust the
orientation of the probe item to match that of the relevant item in the
original array.

3.1

Model Introduction

Our main contribution is a simple probabilistic model that explains human recall
performance when items with several features are stored, such as the array of
coloured bars shown in Figure 3.1.
Although resource models have been successful in explaining psychophysical data,
there is as yet no canonical implementation, or agreement about what exactly is
the limited resource. Various suggestions connect it to the total number of spikes
available in a population of neurons [30, 140], normalization requirements [30, 245]
or other limits on the number of bits available to store the items [208]. However,
current works do not directly tackle the issue of how to separate a continuous
resource between items, as they usually employ distinct and separable storage for
each possible item. In effect the issue of “multiplicity” is still open, i.e., when
multiple items need to be represented simultaneously.
Instead, we make a clear statement about how using a single population of neurons
to encode multiple items provides us with an implementation-level basis for the
error patterns and characteristics that have been observed experimentally in the
human visual short-term memory literature. In effect we are exploring how much
the representational schemes affect and explain existing data, by simplifying
the storage and recall processes as much as possible.
Our model consists of three components:
1. A single population of units. We consider several different potential representations of the items that will be stored.
2. A storage process that combines items’ representations together additively,
forming what is called a palimpsest memory. We consider various sources of
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noise that corrupt the memory.
3. A simple cued readout process, performed by sampling from an approximate
posterior distribution.
Interactions between items in the memory, and therefore recall performance is
most sensitive to the representations used to store different items in memory. We
therefore consider several different possible population coding schemes. These are
intended to cover a wide range of possibilities, rather than be fully comprehensive.
This chapter presents our model, but the examination of its behaviour on generated
or human experimental data is left to Chapters 4-6.

3.2

Palimpsest

Our first main assumption is to consider a model in which a single population
of neurons, i.e., a single set of storage units, is employed to store multiple items.
The critical question that arises is how those neurons share the representational
burden.
One could imagine dividing the neurons up, making some responsible for representing a specific item. This effectively implements distinct pools, which is very similar
to ideas that have previously been used to account for visual working memory
data. But this would also correspond more to a “slot model” view of memory, as
each item is stored and “lives” in distinct memory stores that do not explicitly
interact. Another possibility is to allow for some “sharing” of responsibility in
the representation of an item by different neurons. There are many different ways
in which neurons could be assigned to items – this assignment could even be
dynamically modulated, with respect to attention for example.
Here, we examine one such extreme end of this spectrum in which the population
of neurons is fully shared across all items, with no change in characteristics as a
function of the number of items stored. To be more concrete, items are first encoded
and the memory state is obtained simply by summing up the representations of
all items.
This corresponds to the idea of a palimpsest memory, perhaps one of the older
theoretical concept for a memory [92, 114, 162, 196].
A conventional palimpsest is a manuscript which has been partly scraped-off or
cleaned before being written upon again. This practice was common in times when
writing medium (say, paper) was a rare and precious resource such that economics
dictated reuse. As erasure is never complete (indeed, modern techniques such as
X-rays allow details invisible to the normal eye to be recovered), some amount
of information about the previous inscriptions is always present. Hence, past
inscriptions (i.e., older stored items) can be recovered along with the most recent
content.
An example of a famous palimpsest is shown in Figure 3.2, Archimedes’ Palimpsest.
It contained unknown works by Archimedes of Syracuse from the 10th century,
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Figure 3.2: Example page of Archimedes’ Palimpsest.
This palimpsest was overwritten by monks in the 13th century that used it
for Christian religious text. After digital processing, the original content by
Archimedes could be recovered and uncovered unknown theoretical works,
including “The Method of Mechanical Theorems”, the first explicit use of
infinitesimals in computing an integral.

overwritten by Christian religious text from the 13th century. After digital
processing of multiple types of scans between 1998 to 2008, the original content
was successfully recovered.
In our model, we consider the case in which multiple items are written on top of
each other in the same neuronal population, with decay acting as partial erasure.
Depending on the representations used, and how patterns decay and combine, the
final memory state of our neuronal population will still contain a trace of all items
that have been written onto it, allowing us to decode them at will.
We originally developed our model to account for the sequential paradigm of Gorgoraptis et al. [99]. The concept of a palimpsest is well suited to this particular
paradigm, as items get written on top of each other in order after each temporal
presentation. However, the model can be cast similarly to account for simultaneous
tasks, like Bays et al. [31] (or the simultaneous task of Gorgoraptis et al. [99]).
This makes our model rather flexible in accounting for these two types of tasks
in a single framework. We will assess how well our model accounts for human
performance in Chapter 6.
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We consider the storage of coloured squares arranged at specific orientations [31] or
coloured oriented bars [99] (see Figure 3.1). In both cases, each item is determined
by two features: angle and colour, both of which are taken as being angular.
Indeed, colour can be encoded as an angle on a colour wheel. Some experiments
present multiple items simultaneously at different spatial locations, but in this
current work we decided to discard this information and frame them as a two
feature memory condition.
We consider the case of a population of M units representing the memory of all
items seen in a trial. The limited “resource” associated with the memory comes
from:
1. The finiteness of the population.
2. The nature of the representation employed. Indeed for a given population
size we will vary parameters of the representation to create sub-populations
encoding different features/combinations of features with varying precision.
3. The influence of noise. We will inject various amount of noise in the process
of obtaining a final memory state. A population with more overall injected
noise can be implicitly seen as having less “precision” to work with (i.e. a
channel capacity argument).
Each unit in our population code has a preferred angle and colour, with separate
tuning widths for each feature. The mean activity of an unit follows a Bivariate
Von Mises tuning curve [150, 209], which provides a convenient parametrisation of
the sensitivity to a pair of angular features (see Appendix A for more informations).
The mean activity response of a given unit m is therefore:
µm (φ, ψ) =

1
4π 2 I

0 (τ1,m )I0 (τ2,m )

exp (τ1,m cos(φ − θm ) + τ2,m cos(ψ − γm )) ,
(3.1)

where φ and ψ are respectively the orientation and colour of the item to be
represented. θm and γm are the preferred angle and colour of unit m. τ1,m and
τ2,m control the narrowness of the receptive field, as well as the sensitivity of each
unit to the individual features (larger τ leads to narrower tuning curves).
The normalisation in equation (3.1) constrains the unit activity to be constant on
average when varying the receptive field narrowness. This can be thought of as
the continuous equivalent of constraining the total maximum number of spikes
a neuron can emit in a given time window. Note that this is not the same as
constraining the representation across units for a given memory (i.e. some kind of
divisive normalisation across a population), this is purely to be able to modify
the receptive fields without having to control for the dynamic range of an unit
changing.
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We derived the normalising constant as follows:
Z(τ1,m , τ2,m ) =
=

Z Z
φ ψ

Z
φ

exp [τ1,m cos(φ) + τ2,m cos(ψ)]

exp(τ1,m cos(φ))

Z
ψ

exp(τ2,m cos(ψ))

= 2πI0 (τ1,m ) · 2πI0 (τ2,m )
= 4π 2 I0 (τ1,m )I0 (τ2,m )

(3.2)

The mean activity profile of an example neuron is shown in Figure 3.3D (bottom
left). This plot corresponds to a population with equal τ1,m = τ2,m = τ . We can
see how the highest neuronal activity is caused by a specific setting of both colour
and orientation (here represented on a 3D torus).
Further, units are taken as suffering from independent Gaussian noise about these
mean activities. Thus, writing xm as the firing rate of unit m, the population
activity x = [x1 , . . . , xM ]T is
x | φ, ψ ∼ N (µ(φ, ψ), σx2 I)

(3.3)

This parameterization leaves various degrees of freedom:
1. One must decide on the preferred stimuli for all neurons. This amounts to
deciding on a tiling or coverage of the space of all possible stimuli by the
finite population of neurons.
2. One must also set the value of τ1,m and τ2,m for all neurons. We will see
that several types of population code can be generated depending on the
distribution of τ1,m and τ2,m . Obviously there is a link between the preferred
stimuli across the units and the τ1,m , τ2,m that give rise to good solutions,
we will present some empirical characterisation in Section 4.2.3.
In the following chapters, we will study the effects of different types of representation on the nature and quality of recall, as well as look for optimal parameters to
account for human experimental data.

3.3.1

Types of population codes

We can create several types of population code by choosing different setting of
the receptive field width throughout the population. We consider various broad
types of representation, without trying to test all possibilities comprehensively.
An overview of the representations we consider can be seen in Figures 3.3 and 3.4.

3.3.2

Conjunctive code

The first type we consider is a “conjunctive” population code [84]. We set
τ1,m = τ2,m = τ ∀m. Hence each unit is sensitive to a combination of the two
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Figure 3.3: Example of population codes.
Top: Receptive fields of units (one standard deviation), shown for the three
different types of population codes: conjunctive (τ1,m = τ2,m = τ ∀m),
feature ((3.4)) and mixed. They tile a 2D space of angles. Bottom: Activity
profile over the entire stimulus space (represented as a torus due to its 2D
angular nature) for the two shaded units selected on the top row.

features. This is shown in Figure 3.3A, giving rise to a code where units are able
to bind features of a given item together: a given unit will respond to a specific
combination of features, and little else. This type of code will be important when
we assess how misbinding errors can arise in our model, as if we were to use a
fully conjunctive population code, misbinding errors would be very unlikely (see
Section 5.2.2 for a complete assessment).
Taken to the extreme, with a high dimensional feature-space, these units would
correspond to an abstracted version of grandmother cells [100].
It is important to note that such a code is highly inefficient in its use of units.
Indeed, it requires an exponential number of units (N R , with R being the number
of dimensions) to cover a feature-space completely. If one considers the number of
units to be limited or constrained, such a code would face problems.

3.3.3

Feature code

The second type of code we consider is called a “feature” population code. Here, the
population is split into equal sub-populations, one covering each feature dimension.
For example, given two features (colour and orientation, for consistency’s sake),
half of the units will be allocated to colour (i.e. population P1 ), while the other
half will be concerned with orientation (population P2 ). Then the units of each
subpopulation are arranged to cover this dimension uniformly and evenly, while
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being insensitive to the second dimension. In other words, this corresponds to a
“factorised” code.
We can represent this using the following parameters:
(

τ1,m = τ, τ2,m ≈ 0
τ1,m ≈ 0, τ2,m = τ

∀m ∈ P1
∀m ∈ P2

(3.4)

This is shown in Figure 3.3B. The activation profile of a orientation sensitive unit
(i.e. m2 ∈ P2 ) is shown in Figure 3.3E. As can be seen, changes in colour have no
effect on the response of this unit, and only a specific orientation leads to a high
activity. The single parameter τ controls the narrowness of the response along
the single feature dimension.
This code is highly efficient in its use of units: only a linear number is required to
cover a feature-space completely. Hence it can be highly precise at storing and
representing an item. This is a very classical type of population code, and possibly
the most studied considered in the population coding literature [79, 84]. However,
it fails completely when multiple items must be represented simultaneously, as no
binding information between feature dimensions is stored by this type of code.

3.3.4

Mixed code

The first two simple types of population codes can be thought of as two ends
of a spectrum: encoding information about the feature values either purely
independently (feature code) or purely dependently (conjunctive code). It is
possible that the brain employs codes that live at other points on this spectrum –
we will cover two possible approaches in the next sections (see Section 7.2.2 for
more alternatives).
The simplest way to create a code with aspects from both types is to combine them
independently. We call this a “mixed population code”. It is defined by splitting
the whole population in sub-populations once again, but with one sub-population
arranged as a feature population code, and the other as a conjunctive code. This
is hypothesised to combine a precise encoding of feature values with binding
information.
The critical parameter determining performance is the size of the second subpopulation compared with the first. Write Pc as the sub-population of conjunctive
units and Pf the sub-population of feature units, out of a complete population of
M units. We define the “ratio of conjunctivity” of a mixed population code as:
rconj ≡

|Pc |
M

(3.5)

where |Pc | is the cardinality (i.e. the number of units) of the conjunctive population
Pc .
An example of such a “mixed” population code is shown in Figure 3.3C.
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Hierarchical code

colour

Layer two

orientation

Layer one

Figure 3.4: Hierarchical population code.
The hierarchical code comprises two layers: the lower layer receiving the
input; and randomly connected to the higher one, providing additional
binding information. Bottom: layer one consisting of either a feature
population code or a conjunctive population code. Receptive fields of units
of a feature population code shown (one standard deviation). Top: effective
receptive fields of 3 layer two units are shown. Layer two units randomly
sample a subset of the activity of layer one units, and compute a weighted
sum passing through a nonlinearity.

3.3.5

Hierarchical

In addition to the “mixed” population code that we have so far described, one
might imagine an “hierarchical” population code, of the form shown in Figure 3.4.
We construct it by stacking multiple subpopulations as layer-wise transformations;
the output of one layer being the input of the next. Such an hierarchical code can
be considered an abstract representation of a layered neural architecture [191].
For simplicity’s sake, we only consider the case of two layers, defined as follows:
1. A lower layer with mean activity µ(1) (φ, ψ) parametrised as described above
in (3.1), containing Mlower units. It could be either a conjunctive or feature
population.
2. A higher layer of size Mhigher , consisting of units randomly connected to a
subset of the lower layer units, with activities that are a nonlinear function
of the weighted sum of the sampled units’ activities.
The mean activity of the higher layer units are obtained as follows, with gΘ the
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rectified linear function with threshold Θ:


µ(2) (φ, ψ) = gΘ W · µ(1) (φ, ψ)



(3.6)

gΘ (x) = max(0, x − Θ)

(3.7)

We sample the weights once per population, for i = 1, . . . , Mlower , j =
1, . . . , Mhigher as follows:
1



W̃ij ∼ Bernoulli(p) · Exp



(3.8)

Mlower

W̃ij
Wij = P
i W̃ij

(3.9)

This parametrisation implies that weights be distributed with the following mean:
E[W̃ij ] =

p

Mlower
"
#
W̃ij
E[Wij ] = E P
i W̃ij
=


MX
lower

E



W̃ij  =

E[W̃ij ]
P
E[ i W̃ij ]
MX
lower

E[W̃ij ] = Mlower

i

i

⇒ E[Wij ] =

p
Mlower

=p

p
1
=
pMlower
Mlower

This parametrisation creates sparser activations at the higher level, with each
unit relying on a hand-full of lower-layer units only. The Exponential distribution
will tend to generate weights which on average will lead to the same pre-synaptic
input range. The explicit normalisation enforces this more, so that each higher
layer units receives the same amount of input from the lower layer. This avoids
unrealistic situations where the higher level units have a really high fan-in factor,
while allowing to study if random binding information might be sufficient to solve
our cued recall memory tasks.
We sometimes refer to the ratio of hierarchical units, defined as:
M = Mlower + Mhigher
Mhigher
rhier =
M
We will show how these parameters affect the population code in Section 4.2.6.
“Mixed” and “hierarchical” population codes were specifically introduced to
parametrise subtly different forms of binding, controlled by the ratio of binding
to non-binding units (respectively through rconj and rhier ). In the “mixed” popu-
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lation code, conjunctive units introduce binding information independently from
the rest of the feature units. By contrast, in the “hierarchical” population code,
the random layer two units bind together the activity of layer one units, generating seemingly arbitrary combinations of feature values, yet providing sufficient
conjunctive information.

3.3.6

Coverage of space

Given these possible types of population codes, how should we arrange the units
to represent a whole K-dimensional feature space appropriately? Alternatively,
how should we distribute the “preferred stimuli” of the units in this K dimensional
space and what should their sensitivities be, in order to represent multiple items
with high fidelity? We constructed our population code by adopting some common
minimal constraints:
Distribution of units The units were distributed uniformly and equidistantly
over the whole K-dimensional feature space.
In the feature case, given a population of M units to cover K dimensions, we
distributed M
K units uniformly along each feature dimension. This is shown in
Figure 3.3, top centre.
In the fully conjunctive case, a population of M units must be arranged along a
hypercube lattice. Consider the case of K = 2, shown in √
Figure 3.3 top left. Given
M units, they are arranged along a square grid, with M units per dimension.
Another way to look at this would be to consider how many units would be used
per dimension: Given Md units per dimension, then a total of MdK neurons is
required to cover the whole input space uniformly.
Note that we chose this arrangement because it is the simplest starting point,
but other non-uniform arrangements are possible and might be more efficient, see
Eurich et al. [81].
Width of the units As we discussed in Section 2.3.1, the width of the units
can be optimized for a given input stimulus space and population size. As we
could already vary the population size freely, we decided to constrain the receptive
field size such that coverage would be as uniform as possible. This is akin to
enforcing a constant size for the subpopulation of active neurons participating in
a response, following nomenclature from Eurich et al. [81]. But we also want to
use widths that provide good reconstruction accuracy.
We take a heuristic approach, explored in Section 4.2.3, where we approximate
this problem by assuming the units will be “active” (i.e. responding significantly
to stimuli) for stimuli located up to one “width” (i.e. one standard deviation)
away from their preferred stimulus. We then select these width such that the
whole stimulus space is covered as uniformly as possible.
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More precisely, this heuristic can be formalised as follows for the different population codes:
Conjunctive code For a population of M units with 2 features, arranged uniformly on a squared grid, this corresponds to abstracting each unit as a ball
with a radius of one receptive field width. The goal is now to fully cover
the space with these uniformly distributed balls. This can be thought of
in the context of optimal sphere packing [77, 129, 226]. However, this is
easier as we constrain the preferred stimuli on a lattice: we just optimize
the receptive fields such that these “balls” touch each other.
This corresponds to a population code with limited redundancy, as units
do respond to stimuli outside of one standard deviation (if one consider
Gaussian-like responses, then the unit does not respond further than three
standard deviations away). See Figure 4.6 for an exploration of this effect.
Practically, with M units covering a 2-dimensional torus, we want the width
of the receptive field to be:
2π
σ=√
M
We can then convert the standard deviation σ of a Wrapped Gaussian
into the narrowness κ parameter of Von Mises distributions used by our
population code, using equation (3.10) (see Appendix A.2.3 for details):
σ2
gσ→κ (σ) = argmin exp −
2
κ
Obtaining:

!

I1 (κ)
−
I0 (κ)

!2

(3.10)

2π
(3.11)
τc = gσ→τ √
M
where gσ→κ converts the standard deviation of a Wrapped Gaussian into
the narrowness κ of a Von Mises, see Appendix A.2.3 and equation (A.13).




Feature code The situation is similar, we will again heuristically compute the
width σ, but we will treat the feature dimensions differently depending on
which feature the subpopulation is sensitive to.
Assuming a population of M units and 2 features:
2π
τ1 = gσ→τ
M/2
τ2 = gσ→τ (2π)




(3.12)
(3.13)

Where τ1 and τ2 correspond to the two receptive field precisions of one of
the two subpopulations (here assumed to be the one that is sensitive along
the τ1 direction).
Mixed code We treat each subpopulation depending on their type (conjunctive
or feature), finding their respective heuristic parameters τ as above.
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Figure 3.5: Graphical model of instantaneous storage process.
Several items i, each composed of two features (here, orientation φi and
colour ψi ), eliciting individual responses xi in a neuronal population code,
are combined together additively to form a final memory state yF .

Hierarchical code The lower layer (of type conjunctive or feature) will again
use the heuristic parameters above to set τ . The higher layer did not use a
similar heuristic, as its parametrisation is rather different. Instead, refer to
Section 4.2.6 for an assessment of the parameters we use and the type of
coverage they imply.
We show the validity of this heuristic in Section 4.2.3.
This concludes our presentation of the representation used in our model. We will
cover how this representation affects performance and recall precision in Chapter 4
and 5.

3.4

Storage process

We now focus on how multiple representations are combined together into a single
final memory state.
Our model can be framed in two different ways, depending if we want to account
for tasks with a “sequential” structure (i.e. when stimuli are shown one at a time),
or “simultaneous” (i.e. all stimuli shown together). We start by presenting the
simultaneous version, as it happens to be a simplification of the sequential model.
The sequential setting will be covered later, in Section 3.4.2.

3.4.1

Simultaneous instantiation of the storage process

In the simultaneous case, following our palimpsest memory assumption, the noisy
population activities associated with all the items are simply summed together to
produce the final memory.
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Orientation units
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Figure 3.6: Example of memory states for different population
codes.
Memory states for the three different population codes shown in Figure 3.3,
when three items are stored.
Left: Conjunctive population code, involving little interaction even between
nearby items (M = 625, βr = 1).
Middle: Feature population code (M = 150, βr = 1).
Right: Mixed population code, where a few conjunctive units provide just
enough binding information to recall the features associated with the appropriate items (M = 100, rconj = 0.5, βr = 1).
The two rows use different amount of encoding noise: first row uses
σx2 = 0.25, σb2 = 0, the second σx2 = 0.01, σb2 = 0. Coloured circles indicate the veridical feature values.

The storage process is depicted in Figure 3.5, in which N items are stored.
Assuming that the final memory suffers from spherical Gaussian noise, we derive:




xi | φi , ψi ∼ N µ(φi , ψi ), σx2 I
yF | x1 , . . . , xN ∼ N

N
X

(3.14)

!

βi xi , σb2 I

(3.15)

i=1

Here, φi and ψi represent the feature values of item i. xi is the population
representation of item i. All xi are then summed to produce the final memory
state yF . The extraction of stored information will based on the memory state
yF only.
We consider two sources of encoding noise in our storage process:
1. σx is noise added for every item. It corresponds to assuming an error-prone
representation encoding the features of the stimuli.
2. σb is a “baseline” noise associated with any final memory state. It corresponds
to background noise for the memory state, irrespective of how many items
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xN

...

yi
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Figure 3.7: Graphical model of temporal storage process.
Items i, composed of two features, generate individual response xi , combined
through time into memory states yi , leading to final memory state yF .

are being stored.
We will see how these two noise sources behave and can account for different error
profiles in Section 4.2.4 and Chapter 6.
Additionally, the terms βi allow different items to be stored with different strengths
in the memory (to accommodate tasks involving explicit attentional instructions);
however, for all experiments in this thesis, we set βi = 1 ∀i.
Examples of memory states for a chosen set of stimuli (identified by blue, green
and red) and population codes are shown in Figure 3.6. The two rows present
different levels of noise, with low noise on the bottom, where the stimuli can be
easily read off the population activities; and medium noise above, where the visual
identification of the stimuli proves harder. The conjunctive code is shown as a 2D
grid, where the units are arranged according to their receptive field, whereas the
feature codes are split into separate 1D populations.

3.4.2

Temporal instantiation of the storage process

As noted, the model can equally account for sequential paradigms such as that
of Gorgoraptis et al. [99] which is presented in section 1.3.2. Our modified storage
process for sequential tasks is shown in Figure 3.7 and corresponds to equations
(3.16):




xi | φi , ψi ∼ N µ(φi , ψi ), σx2 I


yi | yi−1 , xi ∼ N αi yi + βi xi , σy2 I




yF | yN ∼ N yN , σb2 I



(3.16)

φi and ψi represent the feature values of item i. xi is the representation of item i
by the population code. Multiple items are then added together, in the temporary
memory states yi . Extra isotropic noise σy is added when storing an additional
memory. αi and βi allow for differential storage between items. The final memory
state yF is the only output from which items can be extracted; it is also perturbed
by baseline noise σb .
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The first difference between sequential and simultaneous storage is the presence of
the αi factor. By setting it to a value smaller than one, the model closely resemble
a palimpsest, where additional items get stored on top of decaying memorised
items. The second crucial difference is the effect of the sequential isotropic noise
σy , which is added for every new item stored into the memory. This means that
early items are corrupted by more noise than later ones.
Please note that even though we only consider simple scalar forgetting rate αi
and integration rate βi , it is trivial to extend them to full rank matrices, see
Equation (3.17).


yi | yi−1 , xi ∼ N Ai yi + Bi xi , σy2 I
(3.17)
This would allow more complex temporal transformations to be captured. For
example, one could use this strategy to partition the memory vector yi across
time, reduce the interactions of items or even modify the statistics of encoding
based on other factors. Finally, nonlinear extensions are also possible, but would
entail an even more complex set of dependencies on previously encoded items.
However, we will not cover these complex extensions in this work.

3.5

Recall model

Having produced this final memory state through this storage process, the next
step is to recall the correct feature based on the recall cue. We do not tackle in this
work the exact process with which the cueing information is being processed and
used to recall from the memory. Instead we consider a simpler recall procedure
where we are interested in how to extract information from the memory, simply
by “reading off” possible stimuli values. More complex recall processes could be
considered, but we leave this to future work.
Hence, we consider the following: given the final memory state yF , and a cued
feature value (e.g. a colour ψr ), how would one compute the posterior distribution
over the value of the “target” feature φr of the correct item r.
Bayes-optimal recall would involve marginalising over the non-target items that
were simultaneously presented, taking into account the probability of every item
being the one cued for recall. This can be implemented with a finite mixture model,
where we would estimate the posterior by inferring all feature values using an
Expectation Maximisation procedure [72], before marginalising over the identity
r of the target item.
An approach along these lines (although for a nonparametric mixture model) was
studied recently in Orhan and Jacobs [175], considering both the encoding and
recall to be implemented with a Dirichlet process mixture model. These authors
show how this provides a natural account of ensemble statistics effects that can be
seen in some experiments, such as regression to the mean of the presented samples.
Recent work by Nassar et al. [165] also explores this regime, with different classes
of models.
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Figure 3.8: Graphical model representation of the process of recall.
The final memory state yF and colour ψ are observed; the orientation φ
must be inferred.

However, performing this full recall of all items would be cognitively challenging. It
would also be computationally penal, since it would require explicitly representing
and marginalising over all the non-cued items. Indeed, in the experimental
paradigm that we consider, there is no evidence that subjects recall all features of
all items when asked to recall a single unique item.

3.5.1

Recall posterior approximation

Instead, we make the simplifying assumption that a single item is being recalled,
with the others being collapsed together and treated as background noise. Conceptually, this corresponds to extracting a specific item of interest out of irrelevant
noise, see Figure 3.8 for a graphical model representation. There is substantial
precedence for the approximation of focusing on a single item, ignoring some
or all of the statistical structure associated with other actual or potential items
[62, 63, 68, 135, 145, 196, 254].
The full derivation of this approximation is shown in the next Section 3.5.2; we
obtain the following:


yF | φr , ψr , r ∼ N mN −1 + βr µ(φr , ψr ),
φr | yF , ψr ∝ p(φr )

N
X





σx2 + σb2 I + ΣN −1

p(r) p (yF | φr , ψr , r)



(3.18)
(3.19)

r=1

Where we write mN −1 as the contribution of the noise process to the mean of the
final memory state and ΣN −1 as the contribution of the noise to the full memory
covariance. r is the index of the item to be recalled, which we integrate over, as it
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Figure 3.9: Recall posterior for different population codes.
Cued recall probability (3.19) for the memory states and networks shown in
Figure 3.6.
The three curves correspond to cueing the three possible colours; the vertical
bars indicate the true stored orientations.
Left: Conjunctive population code; Middle: Feature population code; Right:
Mixed population code.
First row (respectively second) uses medium (respectively low) encoding
noise.

is unknown during recall. In general, we use βr = 1 and assume that the prior
over angles p(φr ) is flat, hence we can discard it from the posterior.
No closed-form solution exists for this approximate recall posterior in general,
because of the non-linear transform associated with the population code µ(·).
Therefore we sample from it, as described in Section 3.5.3. We treat a single
sample as the recall of a feature from our model for this trial.
Examples of recall posterior distributions for different population codes and
memory states are shown in Figure 3.9.
It is apparent that the posterior is usually peaked around the appropriate orientation; however, depending on the population code used and the number of stored
memories, additional modes can appear (e.g. for the Feature code and Mixed code
in Figure 3.9B). These correspond to the effects of noise and other items on the
recall of the item of interest; the latter allows us to study the question of binding.
Additionally, when using conjunctive populations to store stimuli that are close
together, one can see that the recall posterior of the close-by items tend to be
biased towards one-another. This is a consequence of the merging of the items’
activity bumps, effectively producing a “mean item” which will be recalled. This
could actually be considered a positive failure case, as this produces “regression
to the mean” effects, which are seen in experimental data. This has already been
proposed in the literature, for example by Wei et al. [245] in a spiking model with
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normalization.

3.5.2

Derivation of recall posterior approximation

We now show how to derive the approximate posterior for recall. The key step is
to approximate the true mixture distribution by a unimodal Gaussian distribution.
In doing so, all non-target items are replaced by a single Gaussian noise process.
Let yF be the final memory state, obtained following Equations (3.14)-(3.15). We
can derive the recall posterior starting from (3.15):
N
X

yF | x1 , . . . , xN ∼ N

i=1
N
X

yF | φ1 , ψ1 , . . . , φN , ψN ∼ N

!

βi xi ,

(3.20)

σb2 I

βi µ(φi , ψi ),

σb2

+

σx2

i=1

For simplicity’s
sake, we set βi = 1

2
2
to N σx + σb I.

N
X

! !

βi2

I

(3.21)

i=1

∀i, which simplifies the covariance of (3.21)

Let Θ = φ1 , ψ1 , . . . , φN , ψN , and assume that the cued feature is ψ̂. In addition,
let Θ−r = Θ \ {φr , ψr }.
We would need to evaluate the posterior distribution over the recalled feature φ̂,
which involves marginalising over N integrals:
p(φr | yF , ψr , r) ∝

Z

···

Z
Θ−r

p(φ̂ | yF , ψ̂) ∝

N
X

p (yF | Θ) p(Θ−r )p(φr )dΘ−r

p(r = i)p(φr | yF , ψr = ψ̂, r = i)

(3.22)

i=1

Instead, we replace (3.21) by the following mean-field approximation:
nN −1 ∼ N (mN −1 , ΣN −1 )

(3.23)





x | φr , ψr , r ∼ N βr µ(φr , ψr ), σx2 I




yF | x, nN −1 , r ∼ N x + nN −1 , σb2 I

(3.24)
(3.25)

Which just amounts to considering that the r’s item (consisting of features φr and
ψr ) is to be recalled, with all other items being replaced by a noise process, nN −1 .
The summary statistics of nN −1 can be estimated empirically by instantiating
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multiple combinations of N − 1 items and collecting their statistics:
yN −1 ∼

Z

···

Z

p(yN −1 |φ1 , ψ1 , . . . φN −1 , ψN −1 )dφ1 dψ1 . . . dφN −1 ψN −1

φ1 ,ψ1 ...φN −1 ,ψN −1

(3.26)
mN −1 = E[yN −1 ]

(3.27)

We show in Section 5.1.2 how to obtain a theoretical approximation of mN −1 and
ΣN −1 , which obviates estimating them through sampling. This approximation
will be worst when N is small, as the statistics of the other items will be further
away from the “noise background” we assume here.
As all noise variables are assumed to be normally distributed, we can reduce everything to the following expression, using known identities for the marginalisation
of multivariate Normal distributions (see Bishop [43], Equations 2.113-2.117):


yF | φr , ψr , r ∼ N mN −1 + βr µ(φr , ψr ) ,





σx2 + σb2 I + ΣN −1



(3.28)

Finally, we compute the posterior over the recalled feature φr while integrating
over the recalled item index r:
φr | yF , ψr ∝ p(φr )

N
X

p(r) p (yF | φr , ψr , r)

(3.29)

r=1

Which gives us Equation (3.19).

3.5.3

Sampling scheme

Once we have access to our approximate recall posterior distribution, we still need
to make our model report a stimuli. We consider a process of recall involving
sampling from the posterior distribution. One could instead report the maximum
a-posteriori value (MAP) of the posterior distribution, as this would already
capture some uncertainty due to the memory encoding process being stochastic.
However, using sampling allows use to capture the added variability around
the mode itself, which is a direct function of the representational scheme used.
Sampling also allows for multimodal posteriors associated with misbinding to
generate reports that might be rather far from the MAP, and which will be directly
effected in observable patterns of error. In effect, we find that sampling offers a
simple all-encompassing solution to cover all 3 of these sources of uncertainty in
the reported values.
Unfortunately, there is also little information about the appropriate way to perform
sampling from distributions such as those in equation (3.19). We will consider
two possible implementations:
1. Slice sampling [167], which works well for low dimensional posteriors, and is
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able to cope with distributions that are not normalized.
2. Inverse transform sampling [94] (also known as the Inverse CDF method),
which requires a normalized distribution, but can then generate samples
much faster.
The idea that the brain uses samples in this way has been the subject of much
recent research [40, 87, 115, 160]. We would hesitate to suggest that the brain
performs either slice sampling or inverse transform sampling directly. Instead we
use a sampling scheme simply to provide a mechanism for reporting on the ultimate
posterior distribution that humans may use to make decisions. A more limited
output, such as the MAP value, would likely lack the appropriate characteristics by
reflecting too little of this distribution. This would restrict our ability to capture
finer aspects of the human behaviour. However, note that several suggestions
have been made for the neural realization of posterior sampling [46, 87, 193]. The
methods closest to the one we have assumed would be those implementing MCMC
sampling [111, 160]; slice sampling is one example of this method.
Slice sampling [167] takes as input an unormalized posterior (i.e. Equation (3.19))
(s)
a memory state yF and a cued feature ψr , and returns S samples φr from it.
In order to cope with multiple modes, we added Metropolis-Hastings jumps: at
each step of the slice sampler, a jump to a random position would be proposed,
with a small probability. This jump will be accepted according to the classical
Metropolis-Hasting acceptance rate. We set this jump probability to 10%. We
discard the first 500 samples as burn-in steps for the slice sampler. We perform
π
step-out and shrinkage to determine the slice width (initially set to w = 40
)
[167]. We constrain the sampler to the [−π, π] interval. This allows us to sample
appropriately from the full posterior.
As an alternative to slice sampling, we used Inverse transform sampling [94] (or
inverse CDF method). This requires having access to the cumulative distribution
function (CDF) of our recall posterior. This can be obtained by numerically
integrating Equation (3.19) for a given parametrisation, and for every set of
stimuli used. This additional computational load was worth it due to the relative
slowness of slice sampling. The high cost of sampling inspired us numerically to
integrate and store the cumulative distribution function, for every set of stimuli
used. Once these CDFs are computed, we can store them to speed up further
sampling processes, or use them to obtain exact normalised likelihood. We
subsequently used these likelihood functions as part of an optimization process
when estimating model fits to human experimental data. Such a numerical
procedure is often difficult or impossible. For instance, it is only practically
feasible for single dimension posteriors: when all but one feature is changing
and need to be sampled. Hence if it is ever necessary to sampling multiple joint
features, this would not be a feasible solution. Equally, it is not possible in the case
that random sets of items must be stored and recalled (a situation we encounter
in the empirical characterisations of Sections 4.2 and 5.2.
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3.5.4

Recall process for sequential paradigm

Just as we presented how to frame our storage process for a sequential presentation
paradigm in Section 3.4.2, it is easy to modify the recall process to report samples
with this constraint in mind.
The approximate recall model now explicitly singles out the sequential position of
the item to be recalled:


yN | φ, ψ, r ∼ N mN \r + αN −r βµ(φ, ψ) ,




α2(N −r) β 2 σx2 + σy2 I + σb2 I + ΣN \r
φ | yN , ψ ∼ p(φ)

Z



(3.30)
(3.31)

dr p(r) p(yN | φ, ψ, r)

Where we assumed αi = α and βi = β. mN \r represents the combined contributions of the noise processes before and after the item of interest to the mean of
the final memory state. The covariance ΣN \r has the same semantics.
We start the derivation from (3.16), with αi = α and βi = β. We repeatedly apply
the Normal marginalisation identities [43], and get:
yF | φ1 , ψ1 , . . . , φN , ψN ∼ N

N
X

αN −i βµ(φi , ψi ) ,

i=1

σb2 I

+

N
X

α

2(N −i)



β 2 σx2

+

σy2



!

(3.32)

I

i=1

Note that this simplifies to (3.21) for α = 1, as should be expected.
We then combine items before and after the item r of interest and marginalise
over their stimuli values, introducing two noise processes. The two noise processes
represent the combined effect of all items before (respectively after) item r, see
Figure 3.10:



n1:(r−1) ∼ N m1:(r−1) , Σ1:(r−1)




n(r+1):N ∼ N m(r+1):N , Σ(r+1):N





yN | n1:(r−1) , n(r+1):N , φr , ψr , r ∼ N n1:(r−1) + αN −r βµ(φr , ψr ) + n(r+1):N ,


σb2

+α

2(N −r)



β 2 σx2

+

σy2

 

I

Finally, we marginalise all these quantities to form a new approximate temporal
recall posterior. Further, we combine the two noise processes into a single one,
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Figure 3.10: Graphical model of the temporal recall process approximation
Similar to Figure 3.8, but now with for a temporal instantiation. Two noise
processes capture the effect of items before and after the item of interest r.
We will combine these two processes into one, but separating them makes
more pedagogical sense.

obtaining (3.30):


yN | φr , ψr , r ∼ N mN \r + αN −r βµ(φr , ψr ) ,




σb2 + α2(N −r) β 2 σx2 + σy2



I + ΣN \r



(3.33)

Again, as can be expected, (3.33) is similar to (3.28), with the addition of weightings
to account for the temporal discounting.
Issues to do with the strength of the relevant item (i.e. αN −r for us) in the
sequential case for episodic memory were key to the analyses of Savin et al. [196],
leading to a model of a separation between a region involved in assessing recency
or familiarity, versus one being involved in the storage itself. We will not need to
model the sequential recall process as deeply in our case, as we restrict ourselves
to a palimpsest model (simple linear interactions) under Gaussian noise.

3.6

Extensions of model

In implementing and fitting our model to human experimental data (see Chapter 6),
we found that some extensions were required to improve the quality of the fits.
These extensions are intended to address a common issue: our model can easily
surpass measured human precision, even with a few dozen neurons. Hence it has
trouble fitting some of the seemingly inaccurate recalled angles present in the
data.
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We tried to account for that by changing the model minimally – by adding a
probabilistic “lapse rate”, or increasing the uncertainty of the recall posterior, in
an effort to decouple memory encoding noise and recall precision.

3.6.1

Lapse rate

The first modification is to include a “lapse rate”. This is a classical hallmark of
psychometric function fitting in psychology [131, 184, 247], and allows capturing
“lapses” of judgement by subjects (also known in Economics as a ’trembling hand’).
Lapses are stimulus independent, representing potential non-task driven responses
by some subjects (e.g. due to inattention or finger error). “Lapse” responses
correspond to a random guess, uniformly distributed over [0, 2π]. Their existence
allows for more robust parameter estimation in most models, as capturing this
extra variability outside of the realm of task-driven model can be complicated.
In our case, the lapse corresponds to having a small probability that any response
was actually uniformly distributed, regardless of the cued recall. This creates a
new recall posterior distribution with a mixture of two probability distributions
(using p(φ | yF , ψ) from (3.19)):
p(φ | yF , ψ, πl ) =

πl
+ (1 − πl )p(φ | yF , ψ)
2π

(3.34)

Equation (3.34) becomes our new likelihood function when lapse rates are used,
and is straightforward to implement in our sampling scheme:
1. For every response, sample u ∼ U [0, 1] number.
2. if u ≤ πl , return a random sample θ ∼ U [0, 2π].
3. Otherwise, proceed as before to recall an angle from the approximate recall
posterior.
The impact of the πl term on the fits of the mixture model (1.3) is to increase the
random mixture proportion pr , as expected. Some of the added randomness is
also wrongly attributed to pt and pnt , but only to a modest extent.
While optimizing parameters, we found that letting this additional πl parameter
be unbounded resulted in pathological fits. The model reached high likelihoods
by using a large πl , even though this resulted in unsatisfactory assessments of
subjects’ responses. These corresponded to highly specific parameter settings
where the precision for single item arrays were precisely matched, but where the
rest of the situations did not correspond to typical human patterns at all. To
counter that, we limited its range to [0, 0.3], which captures the effective range of
random choices observed in human data (using fits from (1.3), [31, 99]), whilst
avoiding pathological model fits. Alternatively, this problem may be alleviated by
moving to a fully Bayesian setting, i.e. by integrating over the lapse rate itself.
However we did not try this type of extension in the current thesis.
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Recall posterior uncertainty

An alternative way to introduce variability in the responses is to perturb the recall
process itself.
As explained in Section 3.5, we assume that responses are generated by sampling
from p(φ | yF , ψ). However, our only source of variability comes from p(yF | φ, ψ),
which is linked to the memory encoding itself, and characteristics of the population.
It is also possible that there is a separate source of variability, given the same
memory encoding fidelity, affecting the recall process itself. This would correspond
to misreporting information that was accurately memorised.
We introduce this by modifying the recall process, adding an additional random
perturbation from a Von Mises distribution with a narrowness hyperparameter
τout :
φ̂ | φr ∼



1
exp τout cos(φ̂ − φr )
2πI0 (τout )

(3.35)

where φr comes from (3.19) as before.
In our implementation, instead of optimizing the narrowness τout , we optimise the
standard deviation σout of the corresponding Wrapped Gaussian. As explained
in Section 3.3.6, they are related through the function gσ→τ (·) (see (A.13) in
Appendix A.2.3 for details), with σout = gσ→τ (τout ). We found that optimising
the standard deviation σout was more stable.
This modification is again easy to introduce in our sampling scheme as it simply
amounts to adding a random perturbation around the recalled angle φr from our
recall posterior (3.19). Similarly, we can also compute the effect of this change on
the effective posterior of our model:
p(φ̂ | yF , ψ) =

Z

p(φ̂ | φ) p(φ | yF , ψ) dφ
| {z } |
f (φ̂−φ)

{z

g(φ)

(3.36)

}

= p(φ̂ | φ) ∗ p(φ | yF , ψ)

(3.37)

This amounts to convolving our posterior with a Von Mises kernel. This can be
performed efficiently in Fourier space, using the convolution theorem [51]. We
discretise both distributions to a high precision, before computing the convolved
posterior using Fast Fourier Transform (and Inverse Fast Fourier Transform to
obtain the posterior back). In order to normalise this convolved posterior, we
finish by fitting a 1D interpolating spline, compute the normalisation and use the
resulting spline functional as our normalised convolved posterior distribution.
The effect of that additional recall noise is to “broaden” our posterior. It has
a rather different effect to that of the lapse rate πl , as it does not add support
in parts of the space that are unlikely. Hence it is unlikely to show itself in the
mixture model random proportion pr . Instead we expect it to change pt directly
(and pnt to some extent).
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As for the πl parameter, we also find pathologies associated with letting σout be
unconstrained. Therefore, we constrain it to σout ∈ [0, 0.4]. Using σout = 0.4
means convolving with a Von Mises where two standard deviations would cover
[−0.8, 0.8] rad (a quarter of the full angular recall space), hence using larger values
would lead to largely nonsensical random responses.
There is a connection between the posterior uncertainty noise σout and the storage
baseline noise σb , which we explore in more details in Section 4.1.5. They act
similarly on the width of the recall posterior, but σout is fully independent of
the population code characteristics, which is not the case of σb . This difference
will prove useful when fitting parameters to the human experimental data in
Chapter 6.

3.7

Discussion

We introduced a probabilistic and mechanistic implementation of visual working
memory for multiple items with multiple features. Our model considers the
situation of a single shared population of neurons representing a multitude of
items, in a palimpsest fashion. Storage and recall are both probabilistic processes,
with recall being assumed to only be concerned with recalling the target cued item
among a random background. The structure and parameters of the population
codes involved encompass different levels of performances and different error
types. In effect our model explores how much the “representational schemes” used
contribute to the possible patterns of errors observed in visual working memory
tasks. We compare these with human performance in Chapter 6.
These choices affect our much would qualify our model as being “normative”. On
the one hand, we tried to limit the number of assumptions made in our storage
process, simplifying it to explore how a palimpsest representational process would
fare. But on the other hand, we perform an approximate recall process, where
only a single item is recalled and where we leverage samples from the posterior
to capture more multimodal diversity. It is possible to perform a different recall
process where all items are considered, but we found this to be computationally
penal and this fared badly in early experimental fitting assessments. Hence we
stray away from a fully normative account, but we believe we can still shed light
on some interesting processes of working memory.
One particularity of our model is our reliance on a single population for the
memory, which we took to the extreme in disallowing any split of some subpopulation to handle single items. This may be too extreme of a position, but
we felt it is an important regime to explore, as this was not well covered in the
current literature. Alternatively, one could introduce different sub-population and
assume that the allocation of an item to a sub-population is performed based
on the item’s location (e.g. retinotopically). This is related to recent work by
Schneegans and Bays [199] which extended our work to account for different ways
to bind and recall information from a memory. We will discuss some of these
aspects further in Section 7.2.5.
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However, we made a number of simplifying assumptions, notably to do with the
noise model and the recall process, mostly for computational convenience.
For the former, we only considered additive isotropic Gaussian noise corrupting
the encoding. This could be readily extended to more complex noise models, for
example to a more neurally plausible Poisson noise model. The key difference
associated with Poisson noise would be its signal-dependence – storing larger
numbers of items would lead to greater activities and thus a higher variance. Signaldependent Gaussian noise would have been a related modelling choice [1, 55, 202].
Additionally, we do not have a simple way to model recall posteriors with high
kurtosis. These have been found to provide better fits to human reports [236].
Currently, the exact shape of our recall posteriors is a complex function of the
representations we used, but due to the noise we used, they tend to have low
kurtosis. Fixing this might prove useful to better account for human experimental
data.
In terms of the recall process, our approach of considering a single item against a
background of undifferentiated noise does not account well for non-linear stimulusdependent interactions between items when performing recall, such as those
explored in [165]. We used a rather simple and direct recall process, rather far
from being related to biologically plausible implementations. In effect, our recall
process is merely a “direct read-off” of the information stored in the memory,
when fixing one feature stimuli to a cued value. Using samples from our posterior
(instead of the MAP) provided more variability in these reports, but these do not
address exactly how the cueing would be implemented.
Instead, we would need to explicitly model how the cueing stimulus, e.g. a coloured
bar, would be processed and related back to the memory state in a learnt way.
The simplest step in that direction can be seen in the model by Oberauer and
Lin [170], where they integrate over memory in a local kernel “around” the cued
stimuli. Another way would be to model the recall process as a dynamic process
which would iterate between “imagining” the item to report all features from, and
comparing it to the state of the memory. This could be implemented in a Gibbs
Sampling manner in our model, by introducing an extra “report item” which we
would generative all features for, yet allow for more complex interactions and
modulation of the memory state in doing so.
One could imagine different ways to implement a recall process, which would not
directly be framed as a generative model. For example, models of the phronological
loop have been proposed [58, 59] which model this process more explicitly using
Hebbian plasticity and recurrent dynamics. This introduces the idea that the state
of the memory is not frozen at recall time, but instead through its interactions
with the cue is able to generate a report.
We can now come back to the work from Oberauer and Lin [170], and contrast
their contribution to our model. As mentioned in Section 1.4.3,
In their model, they directly model the level of activation A(x) of any given
candidate item feature x, which we can directly map onto our final memory state
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yF . This activation is the result of the sum of independent encoding of feature
values of all items to be remembered, along with their binding information (as
another bump of activity). This actually corresponds rather directly to our “mixed”
population code, with a few differences:
1. Populations use Von Mises activations in feature-space, this can be considered
as using infinitely large populations.
2. All items are being encoded with the same precision and are perturbed by
the same amount of noise.
3. A background noise level that depend on the set size is added. In our model,
this is done implicitly through the encoding noise.
4. Retrieval is performed by activating a region around the cued feature (an
exponential window of a given size), and summing the contributions of
nearby items in the memory state.
5. A single item (the “focus of attention”) is being encoded a second time, with
higher precision.
The latter two differences are most interesting, as they go beyond our model
characteristics.
Their recall process does not leverage samples as ours, but implements a slight
hint of a full recall process, by assuming that the cued recall is being transformed
in a local window to access the memory. The decision of using an exponential
window in their case is not explained however, and we could imagine that other
kernels would work. Singling out a single item as the focus of attention for a more
precise encoding is an interesting extension. However in our model, one could
modulate the weight βi or noise σx applied for this special item, and achieve the
same effect in, perhaps, a simpler and less handcrafted fashion.
We leave a more direct comparison of our work to Oberauer and Lin [170] to
further work, but combining their strengths would be an interesting pursuit.

IV

Characterisation and
analysis for a single item

Information is not knowledge
Knowledge is not wisdom
Wisdom is not truth
Truth is not beauty
Beauty is not love
Love is not music
Music is the best...
Frank Zappa

Outline

This chapter analyses how our model behaves in the single item
case.
We first use the Fisher information to assess its precision.
We then perform additional empirical assays, mostly to understand
the effect of different parameters on recall precision.
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4.1.1

Theoretical characterisation

Theoretical characterisation
Fisher Information

As we covered in Section 2.3, the Fisher Information is a common theoretical
technique to study the representational capacities of a population code.
We will use it to understand how different types of population affect the recall
performance. Additionally, in the single item case we could even optimise parameters directly by maximising the Fisher Information. In particular, the FI should
readily be able to characterise the spread of the errors around the correct target
value when a single item is stored (when there is sufficient signal [39, 55]). We
devote this chapter to studying this situation.
However, as we will see in Section 4.1.3 and in the next chapter, complexities
prevent us from relying entirely on the Fisher Information to characterise our
model’s performance fully. The Fisher Information is only a local measure of
variability, and hence can not account for more complex types of errors, such as
misbinding errors or random guesses. As our model supports both of these, this
Fisher analysis will only be useful to get a general understanding of population
characteristics on the variability around accurately encoded stimuli.
For all the analyses that follow, we compute the Fisher Information of the final
memory state produced by our storage model. Hence we start from the memory
state distribution shown in Equation (3.21), and consider the case where the
memory only contains a single item, with β = 1 and σ 2 = σx2 + σb2 .
In this case, the memory state distribution simplifies to:




y | φ, ψ ∼ N µ(φ, ψ) , σ 2 I

(4.1)

This corresponds to a simple situation using a population code with Gaussian
noise and signal-independent noise. However, these derivations could also be
extended to more complex scenarios if desired, as presented in Section 2.3.1.
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The Fisher Information can be written as (see Section 2.3, Equation (2.5)):
∂µ(θ) T −1 ∂µ(θ)
[IF (θ)]ij =
C
∂θi
∂θj

(4.2)

where µ is the population tuning curve, and C the covariance of the recall
posterior. This excludes the trace term of the Fisher Information, which is 0
since the covariance does not depend on θ. In our case, θ = [φ ψ]T , so the Fisher
Information is a 2-by-2 matrix. However, as we will see below, the off-diagonal
elements tend to 0 for large populations.
Let us first derive the finite population expression for the Fisher Information,
assuming even coverage of the stimulus space.
As defined in (3.1), let us use the population response µ(φ, ψ):
µ(φ, ψ) = [µ1 (φ, ψ), . . . , µM (φ, ψ)]T
with:
µm (φ, ψ) =

4π 2 I

1
exp (τ1 cos(φ − θm ) + τ2 cos(ψ − γm ))
0 (τ1 )I0 (τ2 )

The FI about the angle φ is given by
∂µ T 1 ∂µ
I
∂φ σ 2 ∂φ


∂µ
τ1 sin(φ − θi )
=− 2
exp [τ1 cos(φ − θi ) + τ2 cos(ψ − γi )]
∂φ i
4π I0 (τ1 )I0 (τ2 )

[IF (θ)]φφ =

⇒ [IF ]φφ =

(4.3)
(4.4)

M
X
τ12
sin2 (φ − θi ) exp [2τ1 cos(φ − θi )
σ 2 16π 4 I0 (τ1 )2 I0 (τ2 )2 i=1

+ 2τ2 cos(ψ − γi )]

(4.5)

The other components of the Fisher Information matrix can be derived similarly:
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∂µ
∂ψ



=−

i

⇒ [IF ]ψψ =

τ2 sin(ψ − γi )
exp [τ1 cos(φ − θi ) + τ2 cos(ψ − γi )]
4π 2 I0 (τ1 )I0 (τ2 )

M
X
τ22
sin2 (ψ − γi ) exp [2τ1 cos(φ − θi )
σ 2 16π 4 I0 (τ1 )2 I0 (τ2 )2 i=1

+ 2τ2 cos(ψ − γi )]
⇒ [IF ]φψ =

(4.6)

(4.7)

M
X
τ1 τ2
sin(φ − θi ) sin(ψ − γi ) exp [2τ1 cos(φ − θi )
σ 2 16π 4 I0 (τ1 )2 I0 (τ2 )2 i=1

+ 2τ2 cos(ψ − γi )]

(4.8)

We can directly compute the Fisher Information for any population size and fixed
preferred stimuli. We will observe the effect of parameters in more details in
Section 4.2.

4.1.2

Large population size M limit

In the large population size limit, it is possible to obtain an analytical closed-form
solution for equation (4.5) which is easier to interpret.
We follow a derivation inspired by Zhang and Sejnowski [257]. We will assume that
our population code has uniform coverage with density ρ, and let the population
size go to infinity, converting sums to integrals.
lim [IF ]φφ

M →∞

τ12 ρ
≈ 2
σ 16π 4 I0 (τ1 )2 I0 (τ2 )2

Z 2π Z 2π
0

0

dγdθ sin2 (φ − γ) exp [2τ1 cos(φ − γ)

+ 2τ2 cos(ψ − θ)]
=

τ12 ρ
σ 2 16π 4 I0 (τ1 )2 I0 (τ2 )2
·

Z 2π
0

=

Z 2π
0

dγ sin2 (φ − γ) exp (2τ1 cos(φ − γ))

exp (2τ2 cos(ψ − θ)) dθ

τ12 ρI0 (2τ2 )
2πI0 (2τ1 )−
σ 2 8π 3 I0 (τ1 )2 I0 (τ2 )2
Z 2π
0

!

dγ cos (φ − γ) exp (2τ1 cos(φ − γ))
2

(4.9)
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Using the centred integral:
Z 2π
0

dγ cos (φ − γ) exp (2τ1 cos(φ − γ)) =
2

Z 2π
0

cos2 (v) exp(2τ1 cos v)dv

Introduce γ, to use a differentiating under the integral trick, and let:
d2
exp(2γτ1 cos v) = 4τ12 cos2 v exp(2γτ1 cos v)
dγ 2
⇒

Z 2π
0

=
=
=

1
cos (v) exp(2τ1 cos v)dv =
4τ12
2

1
4τ12 dγ 2
d2

Z 2π
0

Z 2π 2
d
0

dγ 2

exp(2γτ1 cos v)dv
γ=1

exp(2γτ1 cos v)dv
γ=1

d2

π
I0 (2γτ1 )
2τ12 dγ 2

γ=1

4τ12

π
(I0 (2γτ1 ) + I2 (2γτ1 ))
2τ12 2

γ=1

= π(I0 (2τ1 ) + I2 (2τ1 ))

(4.10)

Therefore
lim [IF ]φφ ≈

M →∞

τ12 ρ
I0 (2τ2 ) (I0 (2τ1 ) − I2 (2τ1 ))
σ 2 8π 2 I0 (τ1 )2 I0 (τ2 )2

(4.11)

We will assess the quality of this approximation in Section 4.2.1.
We can also derive large population limits for the other components of the Fisher
Information.
The derivation of [IF ]ψψ follows the same steps, and simplifies to the following
(observe the symmetry between τ1 and τ2 ):
lim [IF ]ψψ ≈

M →∞

τ22 ρ
I0 (2τ1 ) (I0 (2τ2 ) − I2 (2τ2 ))
σ 2 8π 2 I0 (τ1 )2 I0 (τ2 )2
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Figure 4.1: Function f (τ1 , τ2 ).
Demonstrates the relationship of τ1 , τ2 on the Large N limit Fisher Information equation (4.13).

As for [IF ]φψ , it simplifies dramatically:
lim [IF ]φψ ≈

M →∞

τ1 τ2 ρ
2
4
σ 16π I0 (τ1 )2 I0 (τ2 )2

Z 2π Z 2π
0

0

dγdθ sin(φ − γ) sin(ψ − θ) exp [

2τ1 cos(φ − γ) + 2τ2 cos(ψ − θ)]
τ1 τ2 ρ
= 2
4
σ 16π I0 (τ1 )2 I0 (τ2 )2
·

Z 2π
|0

Z 2π
0

sin(φ − γ) exp [2τ1 cos(φ − γ)]dγ

sin(ψ − θ) exp [2τ2 cos(ψ − θ)]dθ
{z

Integral of even function ⇒ 0

}

=0

(4.12)

Hence in our situation, with axis-aligned receptive fields, the Fisher Information
for the off-diagonal elements cancels out.
We will only study the Fisher Information of the first component for the remainder
of this work, as this will correspond to recalling the feature of interest, conditioned
on the other cued features.
Looking at (4.11) in more general terms, it functionally corresponds to:
lim [IF ]φφ ≈

M →∞

f (τ1 , τ2 )ρ
σ2

(4.13)

where f (τ1 , τ2 ) is an increasing, approximately power-law, function of τ1 and τ2
(see Figure 4.1). These values depend on the parameters of the code just as one
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would expect from classical results for non-circular, uni-dimensional, receptive
fields [55, 257]: Increasing the concentration τ increases the Fisher Information.
This is easy to interpret, as narrower receptive fields will be more precise in their
encoding of the features. But this also is accompanied by a reduction in the
number of neurons representing a stimuli, a tradeoff which has long been discussed
in the literature [80, 81, 257]. Finally, the item encoding noise σ decreases the
Fisher Information, as the final memory get more corrupted.

4.1.3

Region of applicability

We found that the Fisher Information analysis expression above (and its associated
lower bound on the variance of an estimator), provided accurate estimates of the
precision of recall from our model in situations where the population code was
conjunctive, and where our recall posterior approximation (e.g. see Figure 3.9)
seemed close to a Gaussian distribution. This is usually the case when the population size is large enough, but can become disrupted for very small conjunctive
populations. We also found that this does not hold when using more heterogeneous
populations, as we will see in Section 4.2.1.
Additionally, it’s worth noting that our large population size limit was easy to
compute thanks to the fact that our recall posterior covariance was diagonal. This
would not be as simple were we to modify the storage process (3.14) to introduce
more complex encoding noise processes or change the recall posterior covariance.
In general, as we will cover in Chapter 5, one should not expect the Fisher
Information analysis to extend to situations where the errors are due to non-local
interactions (e.g. misbinding or heavy-tailed effects).

4.1.4

Relation between memory fidelity and Fisher Information

In Chapter 6, we will assess how our model can reproduce human experimental
behaviour. One of the comparison we will heavily rely on uses the mixture model
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from Bays et al. [31] (see Section 1.4.2.3).
We will often compare how the memory fidelity (concentration parameter κ)
changes given different parameters of our population codes, and see if its parameter
dependence with the number of items stored matches that of human data.
There is a direct link between the memory fidelity and the Fisher Information, as
they can be both related to the width of the distribution around the target angle
to be recalled.
Indeed, after converting the memory fidelity into units of inverse variance (through
the relation (A.12)), we found them to be approximately related by a factor of 2.
This proportional relationship is actually exact for a Gaussian distribution, as we
will show now. It arises since estimating the memory fidelity from samples taken
given a memory state amounts to a doubly-stochastic process, which increases
the variance we observe. The variance of the doubly-stochastic process is then
directly linked to the Fisher Information of the memory state:
Assume that we store an item with a single feature θ in a memory comprising M
units whose activities are denoted collectively by y. Storage is noisy, following
p(y|θ), with associated Fisher Information IF (θ).
We now perform recall by constructing and then sampling from the posterior
distribution p(θ | y). The mode of this distribution, t (y) is a function of y, and
let us further assume that it provides an unbiased estimator of θ which saturates
the Cramer-Rao bound, such that:
E [t (y) | θ] = θ
Var [t (y) | θ] ≈

1
IF (θ)

In our case, we do not directly report the mode when recalling from our distribution
(i.e. we do not perform MAP, which would recall t(y) directly), but instead we
take a sample from the distribution θ̂ ∼ p(θ | y).
If the prior over θ is flat, then let us assume that the posterior distribution p(θ | y),
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will, in these circumstances, be well approximated by a Gaussian distribution,
with a mean t(y) and a variance

1
IF (θ) .

If we take a sample θ̂ from this, then we

h

i

will have
h

i

h

i

E θ̂|θ = E E θ̂|y |θ = E [t(y)|θ] = θ
Since θ̂ is sampled independently of y:
h

i

h

E (θ̂ − θ)2 |θ = E (θ̂ − t(y))2 + (t(y) − θ)2 |θ
h

h

i

i

i

= E V ar θ̂|y |θ + V ar [t(y)|θ]
=

1
2
1
+
=
IF (θ) IF (θ)
IF (θ)

as claimed.
We observed empirically that this relationship starts breaking down when the
Cramer-Rao bound is not saturated, or when the posterior distribution p(θ | y)
does not have the assumed variance of

4.1.5

1
IF (θ)

around the stored target angle θ.

Relation between posterior uncertainty and storage
baseline noise

We can perform a similar analysis to show the relation between the noise implied
by the σout posterior uncertainty and the storage baseline noise σb , which we use
during our memory process (3.15), in Section 3.4.1.
Following the same logic as in Section 4.1.4 above, we can approximate the recall
posterior (3.37) around its mode t(yF ), and use the Wrapped Gaussian form for
the posterior uncertainty perturbation of Equation (3.35):

1
≈ N t(yF ),
IF (φr )


φr | yF



2
φ̂ | φr ≈ N φr , σout





(4.14)
(4.15)

We can marginalise φr out, computing the convolution in closed-form (as Gaussian
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distributions are closed under convolution)[51]:


φ̂ | yF = N t(yF ),

2
σout

1
+
IF (φ)



Finally, using (4.13) to approximate IF (φ), we get:
2
Var[φ̂] ≈ (σx2 + σb2 )g(τ1 , τ2 , ρ) + σout

(4.16)

We introduced σb2 to get a noise parameter which does not scale directly with
the number of items stored. However, it does still depend on parameters of
the population code (such as the receptive field size induced by the number of
neurons used). In comparison, σout is fully independent from any parameter of
the population code: it only “broadens” the full recall posterior, without biasing
t(yF ).

4.2

Empirical characterisation

We now cover how different parameters and design choices of our model affect
the recall performance and error characteristics. We start by the conjunctive and
mixed population code parametrisations, leaving the hierarchical code for later
sections.
Throughout this section, we will instantiate our model in a given parametric
setting and check its performance at storing and recalling random stimuli. These
stimuli consist of 2 features each, sampled uniformly in [−π, π]. We will denote
these features as orientation and colour, for consistency with the rest of our work.
We will cue the colour, and sample an orientation from our model, following the
approximate recall posterior. We will then fit the mixture model of Gorgoraptis
et al. [99] on the obtained samples of our model recall, to report how the “memory
fidelity” (or its reciprocal, the “error deviation”, which measures the standard
deviation of a Wrapped Normal) changes as we vary our model parameters.
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Comparison of model samples, posterior and Fisher Information

We first check how well our Fisher Information expression can approximate the
variance of our full recall process.
As we covered in Section 2.3, the Cramer-Rao lower bound transforms the Fisher
Information into an estimate of performance in the task. Hence we can compare
the Fisher Information to the variance of samples of our model (measured through
the memory fidelity κ).
We convert the memory fidelity of sampled orientations from its units of κ into an
inverse variance, by converting κ to the σ of the approximated Wrapped Normal
(see Appendix A.2.3 for details). There should be a factor of 2 between this metric
and the Fisher Information, as explained in Section 4.1.4.
Figure 4.2 (top) compares the Fisher Information for the finite and large population
limit with the curvature of the log-posterior at its maximum value (as in the
definition of the Fisher information); and to the variance of samples given a
memory state.
We see that they are all similar on average, with the Fisher Information overestimating the precision of our population code by around 10%. However, if we convert
back to units of circular standard deviation (i.e. error in radians) (Figure 4.2,
bottom), we see that all metrics are accurately predicting the deviations within
0.02 radians of one-another.
We can further show how the Fisher Information relates to the memory fidelity in
a “mixed” population code, for varying population size and ration of conjunctivity.
We compute the ratio of the memory fidelity and Fisher Information, and show
its absolute deviation from 2 (which is the theoretical prediction in the perfect
gaussian case as shown in Section 4.1.4). This analysis is shown in Figure 4.3. We
can see that the Fisher Information does overestimate the memory fidelity slightly,
and this effect seems to be amplified for large mixed populations with 75% of
conjunctive units (white region). A fully conjunctive code (ratio of conjunctivity
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Figure 4.2: Fisher Information fit for one object.
Top: Comparison between similar metrics: the memory fidelity (fitted κ) of
single samples collected for different memory states associated with a single
memory state (double the value is shown in dashed blue to take account
of the doubly stochastic nature of single sampling); the theoretical Fisher
Information derived in (4.5); the large M limit for the Fisher Information
(4.11); and the average curvature of the log-posterior at its maximum.
Bottom: Similar plots transforming the metrics into units of circular standard deviation (radians). The deviations between metrics are all marginal
and accurately capture the precision that this population empirically achieves.
We used a Conjunctive population code with M = 196, σx = 0.25, σb = 0.

of 1) on the other end tends to follow the theory more closely (black dark region).
We attribute this to a departure from a purely Gaussian posterior when using
more varied mixed population codes.

4.2.2

Population size

We found that memory fidelity increased quite linearly with the population size
M for a conjunctive population: see Figure 4.4. As the Fisher Information, in
similar units, is additive across units, this result is not unexpected.
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Figure 4.3: Ratio between Fisher Information and twice the converted memory fidelity.
In a perfectly Gaussian posterior setting, a factor of 2 is expected to connect the two. We show the deviation to this theoretical ratio, for varying
population size M and rconj of a mixed population code with fixed noises
σx = 0.25, σb = 0. Values in black correspond to networks consistent with
the theoretical ratio of 2. The memory fidelity κ comes from fitting the
mixture model of [99] on samples from the models. The red star indicates
the network parameters used in Figure 4.2.

We can expect this trend to deviate from a linear relationship when the population
size drops below the minimum number needed to cover the space suitably evenly.
Additionally, this simple relationship could be different when more features must
be stored and recalled from memory (we are currently only storing two and
recalling one), as was shown in [257]. We will cover this situation in Section 5.2.3.

4.2.3

Receptive field size and effect on coverage

We covered in Section 3.3.6 how we heuristically decided on the tiling of the space
used by our population codes and the size of the receptive field of each unit.
In order to check that our heuristic behaves appropriately, we will instantiate
networks with different receptive field sizes and observe the resulting effects on
unit coverage and recall precision.
The effect on recall precision is shown in Figure 4.5. We vary the parameter τ ,
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Figure 4.4: Effect of varying the population size on memory fidelity.
Each dot is a different replica of a network with different parameters and randomly sampled items to store and recall. The line shows a linear regression fit.
We use a Conjunctive population code, with fixed noise σx = 0.25, σb = 0.

which controls how narrow receptive fields are. We instantiate 10 networks of
M = 196 units and simulate storage and recall of random items, we then compute
the memory fidelity (from fitting a mixture model), the circular precision and the
Fisher Information (converted to be in the appropriate units). The penumbra
show one standard deviation over networks instantations.
We show our heuristic unit width with the dotted black line. As we can see, for
very small narrowness, the population is badly exploited, as wide units overlap a
lot in their responses and do not carry as much information. Narrower units then
seem to capture the most information for the particular size of population and
noise parameters selected. We can see that our heuristic lies well in this plateau
of high precision, although it seems possible to use slightly narrower tuning curves
still. Decreasing the unit sizes further, we start seeing the circular precision and
memory fidelity decrease sharply. This is due to the coverage becoming highly
incomplete, resulting in drastic loss of performance. As can be expected, the
Fisher Information fails to capture this drop, as it does not model lack of coverage
due to limited population size effects. The memory fidelity tends to overestimates
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Inverse variance [rad−2 ]

Memory fidelity
Circular precision
Fisher Information
(converted)

Figure 4.5: Optimisation of the unit size for a single item.
We vary the receptive field narrowness τ , for a conjunctive population code
with M = 196, σx = 0.25, σb = 0. We show the memory fidelity (κ parameter)
in blue, the circular precision in green and the Fisher Information prediction
in red. The heuristic receptive field narrowness we use is shown by the dotted
black line.

the circular precision of recall, due to some responses being classified as “random”,
as discussed in [142].
We can also show the effect of using the wrong receptive field size on the precision
of recall obtained for different orientations. We use a small population of M = 36
units, and use 4 different receptive field narrowness κ: our heuristic, half of it, 2
times its value and 4 times its value.
See Figure 4.6 for the effect. The first column shows the population code coverage
of the space, similar to Figure 3.3, where each unit is shown as a disc with a
radius equal to one standard deviation of its response. On the second column, we
show the precision of recall, as a function of the orientation to be recalled. The
precision is measured as the circular variance of 100 model samples taken after
having memorised a single stimuli, marginalising over all possible colours. As we
can see, our heuristic provides a good coverage for the population code, combined
with a high precision, approximately stable across all orientations. Using wider
units (i.e. half our heuristic narrowness κ, second row), the population overlaps
more, which makes the precision more stable but also lower overall. Row 3 and 4
show that using narrower receptive fields come at a cost: the peak precision is
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Figure 4.6: Effect of tiling properties on precision of recall per
angle.
Show the effect of receptive field narrowness on the population coverage and
the precision per angle (measured as circular variance of recall). Using a
conjunctive population with M = 36 units, σx2 = 0.25, we vary the receptive
field narrowness κ. The first column shows the tiling of the populations,
represented as one standard deviation of each unit’s activity, around their
preferred stimuli. The second column shows the precision obtained for
recalling different orientations, while marginalising over the possible colours.
This is done over a large number of random stimuli. The first row corresponds
to a population code using our heuristic to set its narrowness. The second
row uses half of our heuristic, which makes the units overlap drastically more.
The third and fourth rows use 2 times (respectively 4 times) our heuristic,
leading to very narrow receptive fields, which do not cover the space fully.
Our heuristic narrowness provides the highest precision with a minimum
loss of precision as a function of angle. Using too narrow units (last row),
we can see that the population has large variations in the precision of recall
given which orientation is stored.
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Figure 4.7: Effect of encoding noise on memory fidelity and Fisher
information.
Log-log plot for memory fidelity, Fisher information (divided by 2) and
circular precision, varying σx2 . Conjunctive network with M = 36 units.
Overlaid is σ12 , confirming the Fisher Information functional relationship
x
expressed in the approximation of (4.13). Uses 30 conjunctive networks
replica, with M = 36.

higher for orientations covered by each individual units (observe the periodicity,
aligned to the preferred stimuli of the units), yet the minimum precision obtained
decreases compared to our heuristic. For 4 times our heuristic (row 4), there is a
large variance in precision obtained, due to loss of information for all stimuli not
directly covered by a unit.
As we sought to avoid having the precision depending on the precise stimuli, this
is a situation we particularly want to avoid. Hence our heuristic provides a good
trade-off between high precision yet smooth precision across the whole space. Using
more complex non-uniform coverage would be an interesting research direction,
particularly given the work of Eurich and Wilke [80] about using heterogeneous
populations, but this should be fitted to data appropriately, perhaps in future
work.

4.2.4

Encoding noise effect

We now turn to the σx2 parameter, which controls the amount of noise added to
each memory at encoding time.
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Figure 4.7 shows the effect of changing σx2 for a network with M = 36 conjunctive
units (we do not average across multiple networks, so some noise in evaluating the
memory fidelity can be seen). The Fisher Information analysis of Section 4.1.1
indicated that σx2 should have an inverse effect on the precision, which is exactly
what we see. As can be seen by the choice of log-log plot, the effect of setting
σx2 to low values is quite strong, and can make the attainable memory fidelity
extremely large. Indeed, as we will see in later chapters, σx2 is one of our more
sensitive and important parameter to tune in order to capture different levels of
memory recall precisions. Using large σx2 starts to makes our estimates depart
from a pure 1/σx2 relationship (see bottom right of the plot), as the population
code becomes too corrupted by noise for information to be accurately encoded
and recalled out of it.

4.2.5

Relation between conjunctivity ratio and population
size

A reviewer of Matthey et al. [154] noted that our parametrisation of the mixed
population code creates a dependence between the population size M and the
ratio of conjunctivity required to achieve a particular performance level (precision
measured by the memory fidelity κ as in the main text).
Indeed, the fidelity of feature-selective neurons scales as M , while the precision
of conjunctive neurons scales as M 2 (for two features). Hence from a purely
theoretical point of view, the ratio of conjunctivity should scale with M . In other
words, in order to achieve the same memory fidelity, a large network would require
a larger ratio of conjunctivity.
We tested this hypothesis by instantiating our model in the single item case,
modifying the population size and the ratio of conjunctivity for a mixed population
code.
The results are shown in Figure 4.8, where we varied the total population size
M and the ratio, and checked what value of the latter was required to achieve a
particular memory fidelity (here of κ̂ = 100). Tracking the points where

κ
100

= 1,
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κ
100

Figure 4.8: Effect of population size and conjunctivity ration on
memory fidelity.
We generate multiple networks, varying the population size M and ratio of
conjunctivity, and observe the memory fidelity obtained by each network
(using κ of a mixture model fit for the memory fidelity). We show here
the ratio between the obtained κ to a specific target fidelity (κ̂ = 100)
for illustration. Black corresponds to a ratio κ/100 of 1, we clamped the
ratios between 0.5 and 1.5 for visualisation purposes. We see that it indeed
scales with M, larger M requires more conjunctivity. For some population
sizes, multiple values of conjunctivity give rise to the same precision (e.g.
M = 366). Increasing the population size further generate precisions that
are too high, even when increasing the conjunctivity to its maximum value
(e.g. M = 600).

shown in black, we can indeed see that this ratio does scale with M , as predicted
by the reviewer. In addition, it highlights the fact that for some population sizes,
multiple values of conjunctivity give rise to the same precision (e.g. M = 366).
Similarly, increasing the population size further leads to memory fidelities that are
too high, even for the maximum ratio of conjunctivity (e.g. at M = 600). Hence
our target κ̂ = 100 is not reachable.

4.2.6

Hierarchical network parameters assessment

Let’s now change focus, and assess how our hierarchical population code behaves
depending on its parametrisation. Throughout this section and for the rest of this
work, we will assume that the hierarchical network uses a feature population code
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as its lower layer. We use our heuristic to set the receptive field narrowness of each
feature sub-population as presented before, hence we will not cover this further
here. However, the higher layer units have a rather different parametrisation, and
provide binding information in a different way than the Mixed population code
did.
We first look at the effect of the connectivity between the lower and higher layer.
The hierarchical network architecture shown in Section 3.3.5, has 2 free parameters
controlling the connectivity between the lower and higher layers:
• Θ: Threshold of the non-linearity of second layer:




µ(2) (φ, ψ) = gΘ W · µ(1) (φ, ψ) ,

gΘ (x) = max(0, x − Θ)

• Sparsity p: Controls the distribution used to sample weights connecting the
first to the second layer:
W̃ij ∼ Bernoulli(p) · Exp



1
Mlower



,

W̃ij
Wij = PMlower
i

W̃ij

As we usually normalise the output of the lower layer, this ensures the second
layer has an overall input with a consistent dynamic range, even when we vary
the relative sizes of both layers. Additionally, the exponential distribution will
make higher layer units depends on a small set of lower layer units, which added
to the nonlinearity gave a good variety of responses.
In Figure 4.9, we present two extremes in the choice of the sparsity parameter
p, for a hierarchical network with Mhigher = 100, Mlower = 48, Θ = 1, σx2 = 0.1.
The first row, with panels A, B and C, shows a network with sparsity p = 0.05.
This enforces an extremely sparse parametrisation of the weights, which can be
easily seen in panel A, where we show the histograms of the weights Wij . Our
normalisation also tends to produce a spike of weights close to 1, due to this
highly sparse connectivity. Panel B shows this clearly in the weight matrix, where
we sorted the rows by the index of the largest weight (indexing the lower layer
units). The strong presence of a diagonal tendency indicates that most lower-layer
neurons are sampled, but that higher order neurons do not seem to receive inputs
from many different neurons. The second row shows similar plots for a dense
connectivity, with sparsity parameter p = 1. This reduces our weight distribution
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Figure 4.9: Comparison of sparse vs dense hierarchical network
connectivity.
We show two types of connectivity, and how this affects the weights distribution. The first row shows a sparse connectivity with p = 0.05, whereas
the second row uses a full density connectivity with p = 1. Panels A and D
show histograms of the weights obtained Wij , after normalisation. Panels B
and E present the weight matrix directly, but where we sorted the rows to
allow for a better visual interpretation. The rows are sorted according to the
(lower layer) index of its highest weight. The color coding corresponds to
weight magnitude. Panels C and F finally, shows the number of higher-layer
units classified as “active” for all stimuli pairs of (orientation, colour). A
neuron is considered active if its response to a given stimulus pair is above
the mean marginal response plus one standard deviation.

to an Exponential distribution, as can be clearly seen in Panel D. The weights
themselves do still tend to sample a few inputs neurons more strongly (i.e. the
diagonal tendency in Panel E is still present), but there is a much denser coverage
of the lower layer units.
We now assess how the sparsity p interacts with the threshold Θ when we try
to store and recall an item in the hierarchical population. We allow the final
memory to use both layers, as we expect the higher layer to provide binding
information, whereas the lower layer, with its feature population code, provides
precise single-feature information. In Figure 4.10, we instantiate 10 networks
randomly for varying thresholds and sparsity, for a hierarchical code with Mlower =
48, Mhigher = 100, σx2 = 0.1. We store and recall random stimuli and compute the
circular precision of the recalled samples (defined as the inverse of the squared
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Figure 4.10: Effect of threshold/sparsity parameters on memory
recall.
We vary the threshold Θ and sparsity p, for 10 random hierarchical network
with Mlower = 48, Mhigher = 100, σx2 = 01. We store and recall random
items, and compute the circular precision (as defined in [31]), the Fisher
Information (from the curvature of the logposterior), as well as fitting the
usual mixture model to extract memory fidelity and mixture proportions.
A. Circular precision, with higher values shown in shades of white. Two
regions offer parameters with high precision, shown with the two coloured
stars. B. Marginalisation of the thresholds Θ < 1.1 from Panel A, in the
green region indicated. This shows how the sparsity controls the precision,
with two optimal choices for p highlighted with the red and blue stars. C.
Fisher Information for the same populations. Corresponds qualitatively (we
expect it to be an upper bound), yet fails to account for low precision for
p < 0.01, where random responses tend to occur. D. Mixture proportion of
random responses. High thresholds Θ > 1.7, combined with high sparsity,
lead to higher layer units that fail to activate.

circular standard deviation, following [31]), along with the Fisher Information
(estimated from the curvature of the log-posterior distribution). We also fit a
mixture model to obtain the memory fidelity and the proportion of responses
assigned to a random component.
Panel A shows the circular precision, where we see that a large region of the
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Figure 4.11: Binding properties of higher layer neurons as a function of sparsity.
We show how sparsity affects the inputs to the higher layer units. For every
higher layer unit, we check if the significant weights (defined as the weights
with a magnitude larger than the average plus one standard deviation of the
weight strengths) tend to come from one of the feature sub-population (blue
curve) or from both (green curve). Higher layers neurons which sample from
both feature sub-populations offer some binding information, which would
be required in the multi-item setting. Low sparsity drastically reduce the
proportion of higher layer units which bind both features together, where
sparsity p > 0.2 are required for 80% of binding higher layer units. This uses
100 weights connectivities with Mhigher = 100, Mlower = 40, θ = 1.

parameters give equally high performance. Any threshold Θ < 1.1 seems to be
appropriate, and the sparsity p also allows for a variety of choices. In Panel B, we
show a marginalisation of the performance over the interval shown in green, for
Θ < 1.1. We can see two possible optimal choices for the sparsity, shown with the
two coloured stars.
The blue star corresponds to a highly sparse setting of the connectivity, with
p = 0.04. We found that this corresponds to a situation where the higher layer
units are sensitive to 1 or 2 lower layer units, in effects providing additional
high-level information about single features. However, this fails to provide binding
information, which would be hurtful when storing multiple items simultaneously.
This lack of binding information is shown explicitly in Figure 4.11. We look at
the proportion of higher layer units that have weights with significant strength
(i.e. above the mean plus one standard deviation) from either a single feature
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sub-population (blue line) or from both features sub-populations (green line). As
can be seen, even at very low sparsity, our connectivity ensures that higher layers
units do receive inputs from lower layers (p = 0.05 would correspond to 80% of
single-feature sensitive neurons). However this isn’t the case for the sensitivity
to two features, where we need a sparsity p ≥ 0.1 to have > 50% of higher layers
neurons provide binding information. Hence if we want our higher layer units to
provide binding information, low sparsity will be sub-optimal.
The alternative parametrisation shown in Figure 4.10A and B is to choose a denser
connectivity, shown by the red star, with p ≈ 0.8. This provides a high precision
of storage and recall, also confirmed by looking at the Fisher Information in Panel
C, and does not generate random spurious responses, as can be seen in panel D.
Using too high thresholds Θ > 1.7, combined with high sparsity, seems to lead
to higher layer units that fail to activate given the inputs received, hence the
population fails to store items accurately.
Figure 4.9C and F show the number of high-layer neurons that respond for any
given (orientation, colour) stimulus tuple, for either a sparse or dense connectivity
parametrisation. We consider a high layer neuron to be "active" when its activity
exceeds its average activity (marginalised over the full input space) plus one
standard deviation of its marginal activity. As one can see, we obtain a dense
coverage of the space by the higher level population, with an average of 15 neurons
available over most of the space, for both a dense connectivity and a highly sparse
one. Hence despite the highly heterogeneous connectivity and random sampling of
the space, one can expect the hierarchical population code to still provide enough
information about the whole space.
We can also assess how the total population size and the relative sizes of the higher
to lower layers affect the memory fidelity that can be achieved by a hierarchical
population. This is shown in Figure 4.12, similar to what we did for a Mixed
population in Section 4.2.5. We show the ratio of the obtained memory fidelity
to a target value of κ̂ = 500, for varying total population sizes M and ratio of
higher to lower layers rhier (a ratio rhier = 1 would correspond to a population
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Figure 4.12: Effect of varying population size and ratio of higher
to lower layers in a Hierarchical network on the memory fidelity.
We instantiate multiple hierarchical networks with different total number
of units M , and vary the ratio between higher and lower number of units
in each layer (a high ratio means most units are in the higher layer). We
show the ratio of the memory fidelity κ to a target value of κ̂ = 500, for
illustrative purposes. The black values correspond to a ratio of 1, where
that target value is attained. Compare to Figure 4.8 for a Mixed population
code. Performed over multiple random networks with parameters Mlower =
49, Mhigher = 50, σx = 0.1, p = 1, Θ = 1.

with no lower layer units). Again, the black points correspond to achieving our
target value, and we can see that it is a changing function of both M and rhier .
Finally, the effect of the encoding noise σx is similar to what was shown in
Section 4.2.4. However, as we can see in Figure 4.13, the hierarchical network is
more affected by high levels of noise. The precision obtained drastically decays
for σx2 > 0.05, when spurious random responses start being recalled instead of
the target. This is not reflected in the memory fidelity due to these errors being
assigned to the random component.
Overall, our hierarchical population code seem to allow for an equally capable way
to store and recall multiple items effectively. The higher layer units can provide
binding information when the sparsity is kept large enough.
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Figure 4.13: Effect of encoding noise on hierarchical network.
Log-log plot for memory fidelity, Fisher information (divided by 2) and
circular precision, while varying σx2 . Similar to Figure 4.7, the parametric
dependence on 1/σx2 is correctly captured, but here hierarchical networks
with high level of encoding noise tend to catastrophically fail to store and
recall information. Uses 10 hierarchical network replica with Mlower =
49, Mhigher = 100, p = 1, Θ = 1.

4.3

Discussion

In this chapter, we showed how our model behaved while storing and recalling a
single item.
We derived a Fisher Information analysis for the precision of recall that one can
expect when using our “mixed” population code. We derived the limit for large
population sizes, corresponding to an extension of known derivations [257] to
angular inputs, which provided us with a simple formula to assess the effect of
different parameters on the precision of recall.
We showed the validity of the Fisher Information in estimating the memory
fidelity, when varying different parameters and particularly when moving to nonconjunctive population codes (for which this analysis would usually be performed).
We found that the Fisher Information could still provide a good assessment of the
memory fidelity, but was more accurate when our recall posterior was closer to a
unimodal gaussian distribution, which can become violated when using different
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“mixed” population codes. Overall the effect of the population size and ratio of
conjunctivity on the precision of our model (be it through the Fisher Information
or through samples) was nonlinear and did not follow any clear parametric form,
forcing us to consider both parameters directly when fitting them to human
data. This Fisher Information analysis could not be extended to our “hierarchical”
population code, due to our use of ReLu activations. In general, our more complex
representational schemes do not lend themselves well to theoretical analysis, which
is a limitation of our current work.
We also assessed the sensitivity of our “mixed” population code to several other
parameters, from the size of the population, to the effect of encoding noise, and
finally the size of the receptive fields used. We provided empirical support for
the heuristic method we proposed in Section 3.3.6 to specify the width of the
receptive fields. We found that our heuristic was able to provide a large precision
of recall, while minimizing any stimuli-dependent bias in accuracy.
Second, we turned our attention to the “hierarchical” population code. Our
parametrisation of the connectivity between the first and second layer allowed
to modify the response profile of second layer neurons quite drastically. More
precisely, using sparse connectivity meant that only some particular input patterns
would lead to any activity, which can be interpreted as introducing more lower
layer units with limited binding information. More dense connectivity effectively
combine information across stimuli space more broadly, in a nonlinear fashion.
We found that the region of parameters for the parameters controlling the sparsity
and the threshold at which the unit nonlinearity would trigger was rather broad:
a large memory fidelity could be achieved for varied combinations of parameters
(as long as units didn’t require unfeasible levels of inputs to activate). However,
using particularly low sparsity levels proved detrimental to providing binding
information, a situation which would make extension to storing more than N = 1
item impossible. This will be confirmed in Chapter 6 when we fit these parameters
to human data: we find that low sparsity are not viable parameter regimes.
The other parameters of our “hierarchical” code behaved as we expected, although
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differently enough to our “mixed” code to make it an attractive alternative model
to consider.
It would be interesting to extend our hierarchical connectivity patterns to allow
for more flexible dependencies, as our implementation is a rather simple one for
now. One attractive approach would be to let the connectivity change through
time, either under learning pressure (e.g. through Hebbian learning), or driven
by attentional or competitive effects. We think our hierarchical code is a rather
fruitful and unexplored parametric space to implement binding information in
visual working memory, with many research avenues possible.

V

Characterisation for
multiple items
I’ve seen things you people wouldn’t
believe. Attack ships on fire off the
shoulder of Orion. I watched C-beams
glitter in the dark near the Tannhauser
Gate.
All those moments will be lost in time,
like tears in rain.
Roy Batty

Outline

This chapter analyses our model in the multiple item case.
We first show how some of the Fisher Analysis derived in the
previous chapter can still be used.
Second, we perform several parameter explorations for different
population codes, try to assess how misbinding errors arise and
test the limits of our model.
Finally, we propose a new descriptive model for sequential data,
which we found to provide robust parameter estimates in low-data
regimes.
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Theoretical characterisation and limitations

Extending our analysis to the multiple item case would improve our understanding
of our model, and also speed up parameter searches and optimisation. However,
as we touched upon in Section 4.1.3, this is unfortunately not an easy extension.
In particular, one of the main motivations for our model was for it to capture
the rather complex patterns of errors seen in human behaviours (Section 1.3.2).
With these come several complexities, e.g. misbinding errors, heavy-tails error
distributions, items correlations and multiple features interactions. These hint
that the simple Fisher information analysis will be insufficiently powerful.
One of the most important experimental observations that we might seek to
capture is the presence of misbinding errors. These appear in our model as
multiple modes in the recall posterior, when there are many highly probable
values. Unfortunately, the Fisher Information is unable to provide any insights
about these, as it is a local estimate of variability. However, it appears that the
Fisher Information is still a good estimate of the variance around any “given”
recall mode, especially when the modes are sufficiently well separated. We will
cover this situation in Section 5.1.1.
As misbinding errors appears through a complex function of the multi-modality
of our recall posterior, emerging out of the population codes when specific sets of
stimuli are stored, we leave a theoretical account of it to future work. Instead we
will study these dependencies empirically, focusing on simple situations whenever
possible, see Section 5.2.2.
As an additional note: storing multi-featured stimuli in population codes for later
recall has not been studied as extensively as one might have thought [24]. Doing
so is associated with complex issues about the goals that such populations should
try to achieve, and pitfalls abound. We cover some of these issues in Section 5.2.3.
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Fisher Information with single item recall assumption

Leaving misbinding errors or more complex characteristics aside, we can actually
reuse most of the analysis we performed in the single item case, for a multiple
items set up, and still obtain an useful approximation of the performance of recall
of our model in certain cases.
More precisely, let us consider using the approximation of the final memory state
shown in (3.28):


p(yF | φr , ψr , r) = N µ(φr , ψr ) + mN −1 ,





σx2 + σb2 I + ΣN −1



(5.1)

Let’s then further assume that both mN −1 and ΣN −1 are independent from φr , ψr .
This independence constraint means that we consider situations where there is no
structured interaction between items in the memory. Hence recalling any given
item from the memory can be simplified as a form of single item recall, albeit with
different mean and covariances, which will depend on the number of other items
in the memory. In this situation, the covariance ΣN −1 will clearly be independent
of φr , so the trace term of the Fisher Information can be ignored. Hence in this
case, one can still use (4.2) for the Fisher Information.
The expression for the Fisher Information for multiple items is then as follows:
[IF (θ)]φφ =
with ΣF =

∂µ T −1 ∂µ
ΣF
∂φ
∂φ




σx2 + σb2 I + ΣN −1

(5.2)


Or, written using sums:
[IF ]φφ


M X
M
X
τ12
−1
sin(φ − θj ) sin(φ − θk )[ΣF ]jk exp
=
16π 4 I0 (τ1 )2 I0 (τ2 )2 j=1 k=1


τ1 cos(φ − θj ) + τ1 cos(φ − θk ) + τ2 cos(ψ − γj ) + τ2 cos(ψ − γk )

(5.3)

When using a conjunctive population code, and when the objects are sufficiently
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different from each another, we found that our model conforms well to this
approximation. More precisely, this Fisher Information expression appropriately
captures the memory fidelity around each mode. We show the quality of this
characterisation in Section 5.2.1.
However, restricting ourself to this regime also means that misbinding errors can
not exist, as they are exactly the symptom of interactions between items. Trying
to use this expression for feature population codes or mixed codes with a significant
proportion of feature units showed the limits of the approximation, as interactions
between items became important. Hence this Fisher Information analysis is only
marginally useful, as it captures situations where interesting characteristics of our
model do not happen.

5.1.2

Noise process Gaussian approximation derivation

To gather more insight into the Fisher Information for multiple items, we present
a second-order approximation to the covariance term ΣF used in (5.2).
This derivation still assumes that objects are independent of one another, but
allows us to estimate the statistics of the noise process without resorting to
samples, as we originally presented in Section 3.5.2.
We start from the definition of the background noise model nN −1 from (3.23).
This background noise model is derived as a Gaussian approximation to the
marginalised memory state yN−1 , defined in (3.26):

ΨN −1 = {φ1 , ψ1 , . . . , φN −1 , ψN −1 }
yN−1 | ΨN −1 ∼ N

N
−1
X

!

µ(φi , ψi ), (N − 1)σx2 I

i=1

p (yN−1 ) =

Z

p(yN−1 | ΨN −1 )p(ΨN −1 )dΨN −1

ΨN −1

We approximate the noise as nN −1 (3.23) by minimizing the Kullback-Leibler
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(KL) Divergence between yN−1 and a Gaussian distribution:
i

h

q̃(yN−1 )

q(y) = argmin KL p(yN−1 )
q̃

This is easily done in this case, by doing moment matching.
Hence we need to compute E[yN−1 ] and Cov(yN−1 ). Using the bracket notation
to refer to expectations, we have:

E[yN−1 ] =

Z

Z

yN−1 p(yN−1 |ΨN −1 )dyN−1 dΨN −1

ΨN −1

=

Z

hyN−1 |ΨN −1 i dΨN −1

ΨN −1

=

=

Z

N
−1
X

ΨN −1

i=1

N
−1 Z
X
i=1

φi

µ(φi , ψi )dΨN −1

Z
ψi

µ(φi , ψi )dφi dψi

= (N − 1)µ̄

(5.4)

Where we assumed that items were independent of each other, and where we write
µ̄ as the average population response while integrating out the stimulus values.
D

Cov(yN−1 ) = yN−1 yN−1 T
D

= yN−1 yN−1 T

E
p(yN−1 )

E
p(yN−1 )

− E[yN−1 ]E[yN−1 ]T
− (N − 1)2 µ̄µ̄T
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T

E

=

Z

D

E

yN−1 yN−1 T

p(yN−1 |ΨN −1 )

dΨN −1

ΨN −1

=

Z

Cov(yN−1 |ΨN −1 ) + hyN−1 |ΨN −1 i hyN−1 |ΨN −1 iT dΨN −1

ΨN −1

Z

N
−1
X

ΨN −1

i=1

Z

N
−1 N
−1
X
X

= (N − 1)σx2 I +
= (N − 1)σx2 I +

µ(φi , ψi )

! N −1
X

!T

µ(φi , ψi )

dΨN −1

i=1

µ(φi , ψi )µ(φj , ψj )T dΨN −1

ΨN −1 i=1 j=1

= (N − 1)σx2 I +

XXZ

= (N − 1)σx2 I +

XZ

i

i

+

φi ,ψi

XXZ
i

j6=i ΨN −1

= (N − 1)σx2 I +

ΨN −1

j

X

µ(φi , ψi )µ(φj , ψj )T dΨN −1

µ(φi , ψi )µ(φi , ψi )T dφi dψi

µ(φi , ψi )µ(φj , ψj )T dΨN −1


Cov(µ) + µ̄µ̄T +

i

XX
i

µ̄µ̄T

j6=i

= (N − 1)σx2 I + (N − 1)Cov(µ) + (N − 1)µ̄µ̄T
+ (N − 1)(N − 2)µ̄µ̄T
= (N − 1)σx2 I + (N − 1)Cov(µ) + (N − 1)2 µ̄µ̄T
Hence we have:
Cov(yN−1 ) = (N − 1)σx2 I + (N − 1)Cov(µ)

(5.5)

So the covariance of the noise depends on the covariance of the population code.
Using this during memory storage and recall will result in an approximation as
we only use 2nd order terms for the noise structure, instead of all moments. We
will see in Section 5.2.1 that this does not seem to be particularly penal.
One interesting observation we found during this derivation is that the covariance
for a conjunctive population code is approximately circulant (when marginalising
over all N −1 stimuli values). This implies that we can use a properties of circulant
matrices to diagonalise it, and express our Fisher Information differently.
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For a circulant matrix C ∈ RN ×N , we have:
C = F∗N diag (FN c) FN
Where c is the first column of the circulant matrix C and FN ∈ R(N −1)×N is the
unitary Discrete Fourier Transform matrix:
1
[F]n,k = √ e−i2knπ/N
N
In this form, we can easily write the inverse of C:




C −1 = F∗N diag (FN c)−1 FN

We can now express the Fisher Information (5.2) as follows:
∂µ T −1 ∂µ
ΣF
∂φ
∂φ
T


∂µ ∗
∂µ
=
FN diag (FN sf )−1 FN
∂φ
∂φ

∗




∂µ
∂µ
= FN
diag (FN sf )−1 FN
∂φ
∂φ

[IF (θ)]φφ =

(5.6)
(5.7)

Where sf is the first column of the covariance matrix ΣF .
So the Fisher Information can be expressed in terms of a DFT that depends on
the receptive fields, with a number of components depending on the size N of the
population code. We will show the accuracy of this approximation in Section 5.2.1.

5.2
5.2.1

Empirical characterisation
Fisher Information fit to memory fidelity for multiple
items

Figure 5.1 compares the memory fidelity and the Fisher Information for 2, 3 and
4 items, similar to the demonstration in the single item case of Figure 4.2.

Empirical characterisation

Inverse variance [rad−2 ]

Inverse variance [rad−2 ]

Inverse variance [rad−2 ]

Inverse variance [rad−2 ]

162

N=2

N=3

N=4

N=5

Figure 5.1: Comparison of Memory fidelity and different Fisher
Information metrics for multiple items.
Similar rationale as Figure 4.2, but for N = 1, . . . 5 items. The Memory
fidelity is estimated by fitting a mixture model on responses of our model
when presented with randomly generated data. The Fisher Information
corresponds to (5.2), naively extending to the Multiple items situation
without assuming co-interactions. The Circulant covariance uses the equation
(5.7). Theoretical covariance uses (5.5) instead of using samples to estimate
it. Finally the last metric uses the average curvature of the log posterior at
its maximum (2.3)

As we can see, our naive Fisher Information extension to multiple items still
accounts well for the memory fidelity, i.e. capturing the variability around a
single mode. This is true of our other approximations as well, either using the
circulant structure of the covariance, or when only taking the second-order terms
into account (Theoretical covariance bar, shown in purple). This is even more
apparent when converting to units of circular standard deviation, where all metrics
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Figure 5.2: Error types for different population codes.
Types of recall error as quantified by the weights in a mixture model in which
errors can arise from item recall variability, misbinding errors or random
choices [31]. Conjunctive population code: M = 225 units, σx = 0.3;Feature
population code: M = 100 units, σx = 0.08; Mixed population code:
M = 144 units, rconj = 0.85, σx = 0.1

fall within 0.05rad of each other. Hence when using conjunctive populations, our
simple Fisher analysis can still lead to appropriate characterisation of the recall
performance.
Using the same metrics on “mixed” or “hierarchical” code yields similar results,
although we found that the Fisher Information tended to overestimate the memory
fidelity, most likely due to the difference in finite precision gain provided by
“feature” population code (which theoretically support a very large amount of
Fisher Information).

5.2.2

Analysis of misbinding errors

We now turn our attention to characterising the effect of our model’s parameters
on the amount of misbinding errors produced by our network. Throughout this
section, we will sample from our model and look at the kinds of errors it produces.
We will rely on mixture models (see Section 1.4.2.3) to assess the proportion of
misbinding errors for a given parameter setting and population code.
For our “mixed” code, the rconj parameter exerts the strongest control over the
propensity of misbinding errors. Indeed, as can be seen in Figure 5.2, our two
original subpopulation types, “conjunctive” or “feature”, are at the opposite end
of the spectrum of generating misbinding errors. A “conjunctive” code will have
an extremely low propensity to show signs of misbinding errors, as the only time
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this would arise would be when two items are so close together they would share
a receptive field. We consider this situation in more detail in Section 6.7. On the
other hand, a “feature” code cannot store any binding information, as the features
are fully independent, hence the probability of recalling from the correct item will
directly be proportional to

1
N.

The “mixed” code will interpolate between these

two extremes, as can be seen in Figure 5.2.
We verify this conclusion more directly in Figure 5.3 by manipulating the rconj ratio
of conjunctivity to show its effect on misbinding errors and posterior multimodality.
Here, there are two possible angles: ± 3π
5 , of which

3π
5

should be recalled. In

this setup, the multimodality of our posterior can be a good indication of the
propensity to generate misbinding errors.
We observe a similar pattern here, where low conjunctivity ratio lead to no binding
information and a random recall of the items stored. Increasing it to around
40% of conjunctive units dramatically reduces the number of misbinding errors
produced by the model, as can be seen both in the posterior or sampled. This
proportion will depend on the number of items to be stored, as more items will
require more precise binding information.
Another observation is that the widths of the posterior modes depend directly on
the amount of information provided by feature and conjunctive units. The feature
units are more efficient than conjunctive units at representing single features, and
so the cost of reducing misbinding by increasing the proportion of conjunctive
units is to increase the width of the posterior over the recalled feature. This
can be seen in Figure 5.4, where we fitted the mixture model (1.3) to the recall
samples. We report the width of the Von Mises component in panel A, and the
mixture proportions in panel B.
Figure 5.4A confirms the relationships of the width of the posterior mode with the
proportion of conjunctive units. The width of the Von Mises component (in blue),
closely follows the theoretical Fisher Information (in green), albeit overestimating
it. The Fisher Information provides a good local estimate of the variability around
a mode, as can be seen in Figure 5.3 on the right, where we overlap in red a Von
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Figure 5.3: Misbinding errors when varying the proportion of
conjunctive units.
These plots are based on recalling the orientation of one of two stored items
from a mixed population code (the correct value is indicated by the red
vertical bar). There is a fixed total number of 200 units; the ratio of feature
to conjunctive units increases for the graphs going from top to bottom.
Left: Average (and standard deviation, shown by the penumbra) of the
log-posterior distributions over orientation, given the stored memory states
averaged over 1000 instantiations of the noise. If the population code only
consists of feature units (top), the posterior comprises two equal modes;
the incorrect mode disappears as the fraction of conjunctive units increases.
However, feature units improve the localization; as their number decreases,
the widths of the posterior modes increase. Right: Distribution of 1000
sampled responses, showing how misbinding errors tend to disappear when
sufficient conjunctive information is available. The green (respectively red)
vertical lines indicate the target (respectively non-target) item orientation.
The red Gaussian curve shows the probability distribution of a Gaussian
distribution centred at the correct target value and with a standard deviation
derived from the Fisher Information of the associated population code.

Mises PDF with a width predicted from the Fisher Information (with a height set
to be consistent with the histogram of the right mode).
The mixture proportions corresponding to the target, non-target and random
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Figure 5.4: Memory fidelity and mixture proportions as a function
of the ratio of conjunctive units.
A. Memory fidelity (in blue, converted to units of circular standard deviation)
of a mixture model fitted on samples from the model shown in Figure 5.3 as
a function of the fraction of conjunctive units. Fisher Information shown in
green for the associated population codes. B. Mixture proportions of the
mixture model fitted on the model samples. We see that when 50% of the
units are conjunctive, 75% of responses will be correctly associated with
the appropriate target angle. C. P-value for a bootstrap estimation of the
probability of the non-target mixture proportion being different from zero.
We see that the null hypothesis of the non-target mixture proportion being
zero can be rejected for populations using less than 70% of conjunctive units.

responses are shown in Figure 5.4B as a function of the fraction of conjunctive units.
They show that from around 50% of conjunctive units, more than 75% of responses
are on target. The mixture proportion associated with the random component
appears to be overestimated, compared visually to the distribution of the samples
of Figure 5.3. However, the mixture model offers a good characterisation for the
proportion of misbinding errors.
Finally, as a last check, we verified that the mixture model estimates of non-target
proportions were reliable. To this extent, we performed a bootstrap analysis of the
mixture of non-target responses, by randomizing the locations of non-target angles
and re-fitting the mixture model. Using the empirical cumulative distribution
over those samples, we could then compute a p-value for the null hypothesis that
the mixture probability for non-target would be zero. The results are shown in
Figure 5.4C, where the p-values as a function of the proportion of conjunctive
units in the mixed population code are reported. For proportions of conjunctive
units below 70%, the null hypothesis can be rejected significantly (at a 5% level),
hence this is consistent with the presence of misbinding errors.
In the case of the “hierarchical” population code, the amount of binding information
is controlled through the rhier parameter, which trades-off the number of units in
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Ratio layer two to layer one

Ratio layer two to layer one

Figure 5.5: Memory fidelity and misbinding errors as function of
conjunctivity in hierarchical population code.
Left: Memory fidelity based on model samples, while varying the ratio of
lower to upper layer units in a hierarchical population code with a constant
number of 200 units. Increasing number of items (randomly placed) from
top to bottom. The memory fidelity decays with increasing item number and
conjunctivity. Right: Mixture proportions based on model samples. For a
single item, the correct target angle is always retrieved (blue curve). The
drop for high ratio of upper to lower layer is expected, as no unit is left in
the lower layer to represent the item appropriately. For increasing numbers
of items, nontarget responses are prevalent (green curve), but an appropriate
proportion of upper layer units does allow retrieving the appropriate angle.
Random responses are marginal with the parameters used here. M = 200,
σx = 0.2.

the first layer of the population code (usually a “feature” subpopulation) with the
second layer of the population, comprised of random nonlinear units reading out
of the first layer. The second layer provides the binding information, hence we
expect bigger rhier to show fewer misbinding errors.
Figure 5.5 shows the behaviour of recall for a hierarchical population code based
on a feature population code at the lower layer. We fix the total number of units
to M = 200 units, while varying the ratio of upper to lower units. The optimal
arrangement changes markedly when multiple items must be stored. Having few
random binding units is very efficient in the single item case, but this breaks
down completely when multiple items are stored and interfere with each other.
The memory fidelity dependence on the ratio of upper to lower units is similar
for increasing number of items, with the exception of overall scale of the memory
fidelity. Unsurprisingly, the memory fidelity is higher for fewer items, and decreases
as the memory load increases. On the other hand, the “target” mixture proportion
changes completely in the single versus multiple items case. Moreover, as shown
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in Figure 5.5B, there is an optimal ratio of upper to lower units when storing
multiple units, if one tries to optimise the proportion of correct target angle
recall. This is due to the feedforward connectivity of our population code: given
a fixed population size, increasing the rhier past a certain point will completely
deplete the first layer of units, meaning that the second layer will not have enough
information available to bind in any way.
Hence we will usually employ a regime for “hierarchical” in which there are large,
but not fully conjunctive, populations.

5.2.3

Extension of model to higher number of features

Although we do not explore this possibility explicitly, our model is able to cope
with arbitrarily large number of features to be stored simultaneously (R; we have
so far kept to R = 2).
A reviewer of Matthey et al. [154] suggested that storing a higher number of
features will necessitate more conjunctive units than feature units to cover the full
space accurately. Indeed, N R conjunctive units are required to cover the space
evenly, while a the same time, N · R feature units will be sufficient. Hence one can
expect that the ratio of conjunctive units in a “mixed” population will decrease
as a function of R, in order to achieve the same memory fidelity and proportion
of “target” responses.
We verify this in Figure 5.6, varying R while keeping the population size M fixed
(to M = 356 in this experiment), and adjusting the ratio of conjunctivity. We
tried cueing all the features apart from the one to be recalled (hence simplifying
the problem to be trivially similar to the situation with R = 2) and also tried to
cue a single feature (doing Gibbs sampling on all the remaining ones). As no clear
qualitative difference was found, except that the single cued feature case was (as
expected) less efficient, we only report our results for the fully cued case.
We found that the overall memory fidelity achievable by the network decreases
with R. Hence to achieve a given fidelity level, it makes it appear as a smaller
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Figure 5.6: Effect of R > 2 on recall accuracy.
We simulated the model for 1, 2 and 3 items, and for various numbers of
features R and ratios of conjunctivity, for a fixed size of network (M = 356;
for illustration). Top row: Ratio of the obtained memory precision/fidelity
κ to an arbitrary target precision of κ̂ = 580. As the overall precision κ
decreases with R, the ratio required to achieve a give precision also decreases
with R. Bottom row: Mixture proportion associated with responses to
the target. This decreases dramatically as the number of items or features
increases.

rconj is required. However, this does not take misbinding errors into account.
To assess how misbinding occurs, we also checked how the mixture proportion associated with on-target response changed. This is shown in Figure 5.6 (bottom row),
where we can see that responses were on-target for highly conjunctive populations,
decreasing as the ratio of conjunctivity decreased (similar to Figure 5.4). It can
also be seen that increasing the number of features R has the predicted effect,
requiring a greater degree of conjunctivity as the number of features increases.
The exact relationship between number of features, conjunctivity ratio and the
probability of correctly binding information together remains unclear, it did not
follow any direct pattern we could discern.

5.3

Collapsed power law mixture model

The type of mixture model we use to characterise the types of errors requires a
large number of samples to be accurate [12, 142]. Unfortunately, the sequential
dataset from Gorgoraptis et al. [99] that we will use contain very few samples
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per subject, set size and serial order: only around 30. This proved insufficient to
obtain accurate estimates of the mixture proportions.
Hence this motivated the creation of a novel variant of the mixture model from [31]
to circumvents the issues with the low number of samples per condition. This is a
new type of parametric model that connects different conditions, and so increases
the effective sample size.
In the new model, we characterize the decrease in memory fidelity parametrically
(i.e., trading potential bias for variance reduction), using a power law in both
number of items stored and time of recall. This can be adapted to non-sequential
data as well, by using a memory fidelity that depends on a power law in the
number of items stored.
We fit one such model per individual, gathering all samples from different number
of items and times of recall. This brings the total number of sample per model fit
to around 300 datapoints for our sequential dataset [99], which proved sufficient
to obtain more better parameter estimate.
We now give the formal definition of our Collapsed power law model and the
updated E and M steps.
According to the new model, the memory fidelity κ (controlling the concentration
of a Von Mises distribution) varies as:
κ = αtβ rγ

t ∈ 1 . . . T,

r ∈ 1...t

(5.8)

where T is the total number of items and r the time of recall.
This then determines the parametric mixture model, similar to Equation (1.3)
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(except we use κ instead of its inverse σ):
p(θ̂ |t, r) = m1,t,r φκ(α,β,γ) (θtarget )
+

t−1

m2,t,r X
φκ(α,β,γ) θnontarget t0
t − 1 t0

+ m3,t,r

1
2π

m1,t,r + m2,t,r + m3,t,r = 1,

(5.9)

∀t, r

Where m1,t,r , m2,t,r and m3,t,r are the mixture probability of target responses, nontarget responses and random responses, respectively. Hence for a given number of
items t and time of recall r, we have a mixture model similar to (1.3), except that
the κ are tied together through a single parametric model.
The total number of parameters ends up being lower with this new collapsed
model:
1. The number of mixture probabilities is still the same:

T (T +1)
2

· 3 − 1. This

accounts for 3 mixture probabilities for all possible (t, r) condition, minus
m2,1,1 which isn’t possible.
2. The number of parameters for κ is now fixed to 3. Before it gave another
T (T +1)
2

parameters. Our scheme is more efficient as soon as T > 2.

When considering T = 5, the number of parameters drops from 59 to 47, and for
T = 6 it becomes 65 instead of 83. When counting the number of parameter “per
sample”, the previous model used 4, while we use 3 +

3
N

(where N is the total

number of samples).
We solve for the values of α, β and γ using a modified EM algorithm, which
employs a numerical M step.
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E-step Collapsed powerlaw mixture model Let the extended responsibilities be:
rntrk , with n ∈ 1 . . . N,

t ∈ 1 . . . T,

r ∈ 1 . . . t,

k ∈ 1...t

for being on target (for k = 1) and off target (non targets k = 2 . . . t). Additionally,
define rntr0 for the responsibility of random responses.
The responsibilities are computed as before, given the values of m1,t,r , m2,t,r ,
m3,t,r , α, β and γ at the last M-iteration:


target
rntr1 = m1,t,r · φκ(α,β,γ) θ̂ntr − θntr





nontarget
rntrk = m2,t,r · φκ(α,β,γ) θ̂ntr − θntr

rntr0 = m3,t,r

k



,

∀k ∈ 2 . . . t

1
2π

M-step collapsed powerlaw mixture model For the M-step, the mixture
proportions can be estimated as before, but the parameters for κ do not have a
closed-form solution. But we can directly optimise numerically for the optimal
value of those parameters with respect to the log-likelihood of the data.
In our case, this corresponds to a bounded 3D optimisation, which we found to
be pretty well behaved (i.e., the log-likelihood surface is a smooth function of
the 3 parameters). This is performed using scipy.optimize.minimize, which uses
L-BFGS-B internally.
The M-step for the mixture proportions is as follows:
m1,t,r =

N
1 X
rntr1
N n

m2,t,r =

N X
t
X
1
rntrk
(t − 1)N n k=2

m3,t,r =

N
1 X
rntr0
N n
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#parameters

BIC

Data loglikelihood

59
47

14226.74
10348.41

-5916.56
-4278.38

Gorgoraptis et al. [99]
Collapsed power law model

Table 5.1: Model comparison between the new, collapsed, power law model and
the previous model from Gorgoraptis et al. [99].
For the power law parameters, we maximise the following log-likelihood:
L=

XXX
n

t









target
rntr1 αtβ rγ cos θ̂ntr − θntr
− log I0 αtβ rγ



r

+

t
X





rntrk αtβ rγ cos θ̂ntr −

nontarget k
θntr





− log I0 αtβ rγ



!

k=2

We heuristically limit the support of the parameters to ensure that the memory
fidelity is a suitably decreasing function of t and r:
α ∈ [0, 100],

β ∈ [−2, 0],

γ ∈ [−2, 0]

The range for α allows for memory fidelities ranging from 0 to 100, well above
the usual values observed empirically ( 10 to 30). Similarly, β and γ allows the
memory fidelities to either stay (β = γ = 0) or follow power-laws up to maximum
exponents of −2, which is again much larger than the exponents usually observed
experimentally, which range from −0.5 to −0.7 [32, 236].

5.3.1

Likelihood and BIC score comparison

We can compare this new collapsed model to the original mixture model from
[99]. While comparing models that involve different numbers of parameters, it is
conventional to find the one that minimizes the Bayesian Information Criterion
(BIC) score [201] or the Akaike Information Criterion (AIC) score [4]. These
take the number of parameters of a model into account, as well as the likelihood
of the data under the model. As the BIC and AIC score were correlated (on a
per-subject basis, data not shown), we will restrict our analysis to the BIC score
for the rest of this work.
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Figure 5.7: Comparison of BIC scores for new collapsed power
law model versus old model for all subjects.
Each dot corresponds to a subject, with the BIC score of the model summed
across other conditions if necessary. The model with lowest BIC score is to
be preferred. As we can see, all points lie below the diagonal, which favours
the collapsed model.

We found that our new collapsed model has a much improved BIC score, even
taking into account the increased number of parameters, see Table 5.1 for a
comparison. Note that a difference of ≈ 30 is considered significant; hence a
change of nearly 4000 is highly significant.
Furthermore, a direct comparison of the BIC score per subject using either the
old model of the new collapsed power law model is shown in Figure 5.7. We can
see that this the new model is better for all subjects, providing more reliable
parameter estimates.
We confirmed the validity of our collapsed model by applying it to the simultaneous
datasets of Bays et al. [31] and Gorgoraptis et al. [99]. This implies simplifying the
collapsed memory fidelity parametric model, to depend in a structurally simple
manner on the number of items in the array. Doing this, and fitting per subject
as above, led to very modest improvements in the BIC scores compared with the
original mixture model in Table 6.2:
1. Bays et al. [31]: BIC = 11568.58 for the collapsed model, compared to
BIC = 11605.84 for the classical model.
2. Gorgoraptis et al. [99]: BIC = 6984.93 for collapsed model, compared to
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Probability target response

Probability random response

Figure 5.8: Collapsed power law model fit to Gorgoraptis et al.
[99]. Shows memory fidelity and mixture probabilities obtained while fitting
the collapsed model to the experimental data. The penumbra shows one
standard deviation around the mean, when combining different subjects
parameters together (same as originally done in Figure 1.14). The subplots
are arranged in a similar fashion to Figure 1.14, although with a different
x axis and an extra item. The x-axis shows the reverse serial order: 1
corresponds to the last item shown, whereas higher values go backwards
in items seen. Memory fidelity and proportion of responses are as before.
The condition with 6 items was not shown in the original data, for unknown
reasons.

BIC = 7046.77 for the classical model.
We took this as confirming our observation that the low sample size of the
sequential dataset was really the main cause in the difference of fits.

5.3.2

Collapsed Power law fits to human data

We now show how this collapsed power law model fits human data, see Figure 5.8.
Comparing them with Figure 1.14, we see that they follow roughly similar trends,
but that the large standard deviations and biases for recall times 4 and 5 disappear.
We therefore argue that these were artefacts of the limited data.
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Note that the condition with 6 items was not shown in the original paper but was
made available in the data. One reason for this might be extra variability that
this new account suppresses.
The improvements in model fit suggest that the power law parametric form
captures the data well. We can see that the overall decay as a function of time of
recall and number of items is still consistent with the original fits, but the large
errors and non-monotonicity visible in Figure 1.14A have been eliminated.

5.4

Discussion

In this chapter, we showed how our model behaved when presented with multiple
items.
We saw that our Fisher Information analysis, first derived in the single item case,
could actually be used still to account for the variability of recall around a given
target. Indeed, depending on the population code, we found that not explicitly
modelling the effect of other items proved sufficient to capture some aspect of the
responses. However it was limited as it overlooks exactly the situations where
interactions between items drive interesting error patterns.
There would be two possible extensions of this theoretical analysis to take interactions into account more explicitly.
The first would consider the Fisher Information for all items together, and observe
how the precision of recall of one is affected by the others. One such example of a
full theoretical derivation addressing this was done by Amari and Nakahara [11].
They considered the case of a single population code, with Gaussian receptive
fields, representing two objects simultaneously (each consisting of a single feature).
Using techniques from Information Geometry, they obtained a closed-form solution
for the Fisher Information as a function of the distance between these two features.
Equally, Eurich [78] performed the derivations differently from Amari and Nakahara [11], using a different parametrisation, and obtained similar observations
for the behaviour of the Fisher Information near the singularity (when the two
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stored objects are the same). This circumstance corresponds to our conjunctive
population coding situation, where two items are stored which have very similar
features. Crudely, the activation peaks associated with the two items would merge,
in effect merging two modes into a single one. In our model, this would lead to a
bias in recalling either of these items, where instead, to a very first approximation,
the average of the two would be recalled (although, in fact, the features of the
items, the behaviour of the population code and noise characteristics could all
exert a complicating effect).
Unfortunately, extending this analysis to our full model proved too complex:
• We are storing more than 2 items. This increases the possible number of
singularities.
• Each item has 2 features and we are working in angular space. This would
make all derivations more complex, the Fisher Information taking a matrix
form. Note, though, that some other work from Eurich and Wilke [80] looked
at this situation as well, for a conjunctive population code.
• We use more complex population codes which can generate interactions
differentially per feature dimension (e.g. mixed populations with enough
feature neurons). Indeed, the singularities are complex non-local functions
of the population codes and stimuli stored.
Note that this analysis would still be bound by the same limitations than other
Fisher Information analyses, in that it would only provide a local estimate of the
variance of recall, and does not handle global effects.
A second extension would be to try to analyse the multimodality of the posterior
more directly, and to detect when multimodal situations arise. This would cover
situations which the local Fisher Information analysis cannot capture. Instead,
one would consider modelling the recall posterior as a mixture of components, and
look at the probability of each component being selected as a function of stimuli
or parameters used. This has been explored before by Xu and Jordan [250] and
Durbin et al. [74], but extending it to our situation proved too complex for this
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current work.
We explored the effect of our parameters on the patterns of responses and errors
produced by our model. We saw that the ratio of conjunctivity, for our “mixed”
population, and the ratio of second to first layer units, for our “hierarchical”
codes, were the strongest in controlling how much binding information would be
available for a given population. As we automatically adapt the receptive field
sizes given population sizes, these parameters do still have strong effect on the
precision of recall of any given item. It would be interesting to modify our model
to have a more explicit parameter independently controlling the amount of binding
information available, independently of the precision of storage or recall of any
given item.
We only use our model for R = 2 features in this current work, but we showed
how to extend it to arbitrary numbers of features. This could be leveraged in the
future to encode more features, like position, or even assess if other task-relevant
information are encoded in working memory. But this begs the question of how
to introduce binding information in a more efficient manner. Using a conjunctive
population requires an exponential number of neurons to cover the space, which for
high number of feature dimensions R would be untenable. Our “hierarchical” code,
with its random binding information neurons partially alleviates this problem, but
we think there may be better ways to discover this automatically, perhaps using
methods from machine learning and deep neural networks.

VI

Experimental data fitting

The advantage of a bad memory is that
one enjoys several times the same good
things for the first time.
Friedrich Nietzsche

Outline

This chapter applies our model to existing human psychophysics
data, finding parameter values that best explain characteristics
of human decisions.
First, we review the experimental data and performing additional
analysis.
Second, we present our parameter fitting procedure, and comment
on the best fitting parameters of our model for several datasets.
Finally, in the light of this analysis, we propose a new type of
stimulus structure that is intended to unravel directly critical
properties of the population code used.
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6.1

Dataset exploration

In this chapter, we use data from two papers; we are very grateful to Paul Bays
for sharing them with us.
We organize our analyses as follows:
1. Bays et al. [31] Recall of color given position, simultaneous presentation
paradigm. See Section 1.3.2 for more details.
2. Gorgoraptis et al. [99] Recall of orientation given color, simultaneous
presentation paradigm. See Section 1.3.2 for more details.
3. Gorgoraptis et al. [99] Recall of orientation given color, sequential presentation paradigm. See Section 1.3.2 for more details.
We first consider the two simultaneous presentation paradigms. We then cover
the sequential paradigm in different sections, as this required modifying some of
the descriptive models.

6.1.1

Simultaneous presentation datasets exploration

Section 1.3.2 detailed the properties of these datasets and the analyses that were
performed in the original publications. We reproduce some of these here, and
present new assessments of this data.

6.1.1.1

Distribution of responses as function of targets

We start by looking at scatter plots and histograms to examine the responses in a
direct, model-agnostic manner. Of particular interest is a joint histogram of the
distributions of responses that human subjects gave, as a function of the target.
In Figure 6.1, we can see how target colors were recalled in the Bays et al. [31]
data, for varying number of objects in the array.
We see that the responses are clearly well correlated with the target, especially
for fewer items. As the number of items increases, two phenomena appear:
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1 item

2 items

4 items

6 items

Figure 6.1: Scatter plots of responses as function of targets for
Bays et al. [31].
Scatter plots show all responses of all subjects, given the target. A perfect
recall distribution would be a perfect diagonal. Additionally, we show
the empirical marginal distributions of the targets (below the x-axis) and
responses (left of the y-axis). This is performed for all possible number of
items in the array. This dataset recalls colour, based on position.

1. The width of the diagonal bump increases. This would show up as a reduced
memory fidelity using our mixture model fits, and corresponds to a decreased
precision of recall for the correct object.
2. Responses away from the diagonal appear. These are signatures of the
misbinding errors or random responses. In our mixture model fits, these
would be covered by the non-target and random mixture proportions.
There is no strong bias in the marginal distributions of responses. However, one
can observe a mild tendency to “cluster” responses around certain angles. This
is most visible for 4 items, where there seems to be around 6 “clusters” along
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1 item

2 items

4 items

3 items

5 items

Figure 6.2: Scatter plots of responses as function of targets for
Gorgoraptis et al. [99].
Scatter plots show all responses of all subjects, given the target. A perfect
recall distribution would be a perfect diagonal. Additionally, we show
the empirical marginal distributions of the targets (below the x-axis) and
responses (left of the y-axis). This is performed for all possible number of
items in the array. This dataset recalls orientation, based on colour.

the diagonal of typical responses. As this dataset was requesting people to recall
colors, this could be a mild effect of “canonical colors” being recalled, instead of
the exact hues, as described in [52, 109].
A similar analysis for Gorgoraptis et al. [99] is shown in Figure 6.2. These show
some similar features, but indicate several deviations from Bays et al. [31]:
1. There is a clear aliasing of responses along the y-axis. This is due to
the Logitech response dial used by subjects to enter their response. This
discretised the possible orientations in the raw data to the closest multiple
of 5 degrees.
2. There seems to be a strong quenching of variability for vertical (target angle
0) and horizontal (target angle ±π). This is consistent with a signature of
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the oblique effect [136], a well-known phenomenon.
3. Related to that, there seems to be a disproportionally low rate of responses
associated with a response of angle 0. These seems to shift away towards
more diagonal values. We do not have a good explanation for this effect. This
is clearly visible in the marginal distribution of responses, which approaches
a bimodal distribution instead of being uniform.
4. The pattern of errors for increasing number of items is rather different
from Bays et al. [31]. There are very few errors that may be attributed to
misbinding or random responses.
In the next sections, we will see that our model has a harder time fitting data
from Gorgoraptis et al. [99], because of these unusual characteristics.

6.1.1.2

Histograms of errors

Our next step was to re-analyse and plot the data to look at histograms of errors
with respect to the targets or nontarget stimuli. This is shown in Figure 6.3 for
both datasets.
We assessed the statistical significance of this bias towards nontargets, by running
a V-test (see Appendix A.4 for details). This checks if the distribution has a mean
direction of 0. A high p-value would reject the hypothesis of being biased towards
nontargets. The p-values for the datasets in their different conditions are shown
as insets in Figure 6.3.
We found that while Bays et al. [31] shows clear sign of misbinding errors, this
was less clear in Gorgoraptis et al. [99]. Indeed, the V-test does not seem to be
significant for 2 and 5 items, and is barely significant for 4 items. However, the
V-test is a between-trial measure, and so might miss the sort of within-trial effects
that the mixture model attempts to capture. Nevertheless, it remains to be shown
that the the misbinding probabilities from the mixture model are accurate and
reliable. To examine this, we performed a bootstrap analysis of this non-target
probability, by resampling the non-target angles (breaking per-trial correlations
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Figure 6.3: Histograms of deviations from targets or non-target
stimuli for simultaneous datasets.
This reproduces plots from [31, 99], showing deviations from the target or
the nontarget stimuli, in simultaneous presentation paradigms. The columns
correspond to different numbers of stimuli presented. The first row shows
errors to the target, centered around 0 as expected. The second row shows
deviations to the nontarget items, which also show a bias towards 0 which is
stronger in [31] than [99].

and possible misbinding errors).
In detail, we:
1. Take the original dataset and resample the non-target stimuli for all trials.
This means that no misbinding error should be possible, as the response
cannot be correlated with the non-target stimuli.
2. Fit the mixture model on this shuffled data, check the value obtained for
the non-target mixture probability.
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Number of items
Dataset

Condition

Bays et al. [31]

full
12 subjects

Gorgoraptis et al. [99]

full
8 subjects

2
3∗∗∗
/ 4∗∗

8∗

7
0∗

3
7
1∗

4
3∗∗∗
/ 5∗∗

6∗

3∗∗
2∗

5

6

-

3∗∗∗
10∗ / 9∗∗

3∗∗
2∗

-

Table 6.1: Significance of misbinding probability estimation.
Shows the significance of misbinding error proportions evaluated with the mixture
model. This is done either using the full data for different number of items shown,
or by additionally breaking it up per subject. For the per-subject condition, shows
the number of subjects having significant misbinding probability, for different
levels. This is performed by a bootstrap evaluation of the null distribution of
misbinding probability obtained with a mixture model fitted with randomised
non-targets. Significance levels: ∗ : p ≤ 0.05, ∗∗ : p ≤ 0.01, ∗ ∗ ∗ : p ≤ 0.001
3. Repeat the process (we did it 1000 times), building a full empirical distribution of the non-target mixture probabilities obtained. This will be our null
hypothesis distribution for the absence of any misbinding errors.
4. Estimate the empirical cumulative distribution function (ECDF ).
5. Use this empirical cumulative distribution to compute the p-value of the
original non-target mixture being significantly different a null hypothesis
with no misbinding errors: pvalue = 1 − ECDF (pN T )
We performed this analysis both for the full dataset (which is akin to a nonparametric version of the V-test analysis), or per subject (to verify the sensitivity
of the misbinding probabilities reported in the literature). We report the conditions
that are significantly showing non-zero misbinding probabilities for the full dataset,
and the number of subjects showing significant misbinding in the per-subject case.
This is shown in Table 6.1. This analysis seems to confirm that Bays et al. [31]
shows clear sign of misbinding errors, whereas Gorgoraptis et al. [99] does not
seem to follow that trend. More particularly, very few subjects in Gorgoraptis
et al. [99] seem to show misbinding errors.
This corroborates our model-agnostic observations and scatter plots from Section 6.1.1.1: the two datasets have characteristically different patterns of errors.

186

Dataset exploration

Model
Bays et al. [31]
Gorgoraptis et al. [99]

BIC

AIC

Data log-likelihood

11605.84
7046.77

11062.67
6648.97

-5351.33
-3172.47

Table 6.2: BIC, AIC and Data log-likelihoods of mixture model. Obtained
while fitting the original mixture model [31] on all datasets, per subject and
conditions. All metrics are then summed across subjects and conditions (e.g.
number of items)
This difference could be due to the type of stimulus stored: in Bays et al. [31],
subjects need to store and recall colours, whereas Gorgoraptis et al. [99] is
concerned with orientations. Alternatively, this could be due to a difference in the
number of samples available between datasets. The mixture model used can be
quite sensitive to the number of samples, as discussed and addressed in Section 5.3.

6.1.1.3

Likelihood, BIC and AIC scores

We assessed the model fits obtained with the mixture model [31] to the datasets.
Table 6.2 shows he BIC, AIC and Log-likelihoods we obtained. For the BIC
and AIC scores, we assessed a 4 parameter penalty (memory fidelity κ, mixture
proportions for target pt , nontarget pnt and random pr responses).
These can be compared to the loglikelihoods and BIC obtained when using our
new Collapsed mixture model, which in this situation proved slightly better than
the original one presented here. Refer to Section 5.3 for details.

6.1.2

Sequential presentation dataset

The second dataset we consider comes from the sequential paradigm of Gorgoraptis
et al. [99]. See Section 1.3.2 for details. In this paradigm, the item that is targeted
to recall can come from any serial position amongst each given number of items.
We first perform a similar scatter plot analysis as in Section 6.1.1.1. As having
a scatter plot for every possible condition of number of items or serial recall
position would be unwieldy, we just show the responses for different number of
items, see Figure 6.4. This means we collapse all subjects and serial recall position
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1 item

2 items

3 items

4 items

5 items

6 items

Figure 6.4: Scatter plots of responses as function of targets for
Gorgoraptis et al. [99] (sequential).
Scatter plots show all responses of all subjects, given the target. This is
shown for all possible number of items in the array, collapsing multiple times
of recall together. A perfect recall distribution would be a perfect diagonal.
Additionally, we show the empirical marginal distributions of the targets
(below the x-axis) and responses (left of the y-axis).

together in a given plot. We can see that, contrary to the simultaneous dataset,
the responses now seem accurately reported (we found no minimum resolution
for the human responses), however the targets are only varied in multiples of 10
degrees, instead of uniformly sampled. We can still observe the diagonal trend
with a width that depends on the number of items to be remembered. But now
there are many more responses off the diagonal, corresponding to either random
or nontarget errors. The quenching of variability around 0 and π is still present,
as is the lack of responses distributed around these values.
Another way to look at this data would be to show one histogram per serial recall
position (collapsing across subjects and number of items). However, we do not
reproduce this here, as we found them to be extremely similar to Figure 6.4,
consistent with the analysis shown in the original publication [99].
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Figure 6.5: Histograms of deviations from targets or non-target
stimuli for sequential dataset.
This shows data from Gorgoraptis et al. [99], showing deviations from the
target or the nontarget stimuli, for the sequential dataset. Histograms are
arranged in a triangle, with number of items on rows and serial order position
on the columns. The top triangle shows target responses, the bottom one
nontarget responses.

Second, we reproduced the histograms of target and nontarget responses, depending on number of items and recall serial position, see Figure 6.5. In this case, both
the total number of items presented and the serial position of the target could
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2
3
4
5
6
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Serial recall position
Last

-2

-3

-4

-5

-6

<0.001
0.032
0.065
0.126
0.073

0.055
0.001
<0.001
0.038
0.017

0.421
0.073
<0.001
0.014

0.606
0.016
0.236

0.707
0.187

0.857

Table 6.3: V-Test p-values for Sequential dataset.
The results of a V-Test on the errors to the non-targets, to assess the presence of
a bias towards 0. Significant conditions are shown in bold, indicating plausible
presence of misbinding errors. As can be seen, this is rather dependent on the
serial recall position and number of items; no clear trend emerges. These results
should be taken with care, given the low number of samples available to fit the
model, our updated Collapsed Mixture Model in Section 5.3 fares better.
affect the memory performance. The original publication indicated that they both
contributed to a drop in performance, with approximately similar profiles, which
these histograms do seem to confirm.
We then reproduced the V-test analysis, looking for signs of misbinding errors
for different conditions (number of items or serial recall position). The results
are shown in Table 6.3. We see that many situations do confirm the presence of
misbinding errors. However this is not the case for several conditions, which again
could be due to the between-trials nature of the V-test.
This problem does seem to be alleviated when performing our within-trial bootstrap
analysis, see Table 6.4. In this case, when looking at the combined “full” data,
all conditions are significantly showing evidence of misbinding errors (although
to weaker significance levels for some). Looking at the per-subject bootstrap
analysis, we find that only a limited number of subjects do seem to consistently
indicate evidence of misbinding errors. This could also be due to the very few
samples available per subject and condition: only around 30. This is drastically
less than available in [31], and proved insufficient to obtain accurate estimates of
the mixture proportions. Work by Anderson and Awh [12] argued that mixture
models required a large number of samples to capture the data fully.
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Serial recall position

full
2
3
4
5
6
9 subjects
2
3
4
5
6

Last

-2

-3

-4

-5

-6

3∗∗∗
3∗∗∗
3∗∗∗
3∗∗∗
3∗∗∗

3∗∗∗
3∗∗∗
3∗∗∗
3∗∗∗
3∗∗∗

3∗∗∗
3∗
3∗∗∗
3∗∗∗

3∗∗
3∗∗
3∗

3∗∗
3∗

3∗∗∗

4∗ / 2∗∗
3∗ / 1∗∗
3∗
1∗∗
2∗ / 1∗∗

9∗ / 8∗∗
7∗ / 4∗∗
5∗ / 4∗∗
2∗
4∗

7∗∗
4∗ / 2∗∗
5∗ / 2∗∗
3∗ / 1∗∗

∗
6 / 5∗∗
7∗ / 4∗∗
1∗

∗
6 / 4∗∗
3∗ / 2∗∗

∗
6 / 3∗∗

Table 6.4: Significance of misbinding probability estimation for Sequential data.
The significance of misbinding error proportions evaluated with the mixture model
on Gorgoraptis et al. [99], sequential dataset. This is calculated either using the
full data for the different numbers of items shown, or by additionally breaking it
up per subject. Conditions vary in their number of items, and the serial recall
position. The per-subject fit entries show the numbers of subjects having significant misbinding probability. This is calculated using a bootstrap evaluation of
the null distribution of misbinding probability obtained with a mixture model
fitted with randomised non-targets. Significance levels: ∗ : p ≤ 0.05, ∗∗ : p ≤ 0.01,
∗ ∗ ∗ : p ≤ 0.001 These results should be taken with care, given the low number
of samples available to fit the model, our updated Collapsed Mixture Model in
Section 5.3 fares better.
This is why we introduced our new Collapsed mixture model, shown in Section 5.3.
By combining data across conditions, we found that it provided more stable
parameter estimates and better likelihoods. Hence in later sections using the
sequential dataset, we will use this Collapsed mixture model instead of the original.

6.2

Parameter Optimisation

We now present how we optimise the parameter of our model to fit experimental
data. Our aim is to find the optimal parameters, over all the trials n = 1 . . . D
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of a given experimental dataset (we expect different datasets to require different
parameters).

6.2.1

Metrics and losses

Since the model is probabilistic and trial-based, its likelihood function can be used
to maximize the probability of the human responses given the items present on a
given trial n. Leveraging this model likelihood loss (see Section 6.6 for details), we
obtained qualitative fits to the human experimental data, however they were not
as accurate as we desired. We discuss details of why that could be in Section 6.6,
and present the obtained fits in Appendix B.
Instead, we had more success using the mixture model [31] as a proxy for obtaining
descriptive statistics to optimise. More precisely:
1. For a given set of hyperparameters, and given the memory samples {yF (n) },
(n)

we obtain samples of responses φmodel , using our model.
2. We fit the mixture model, based on the model responses.
3. The fitted parameters of the mixture model can be seen as summary statistics
for the samples generated by our model.
4. We want to make the summary statistics generated by our model to be the
same as the original ones obtained by fitting the human responses.
5. We can then quantify the mis-match between these fits by comparing the
misfit between summary statistics.
We build a loss from the mixture model parameters as follows:
Lossscaled mixture model =

N
X
i=1

!2

(i)

λ1

κmodel
(i)

κhuman


(i)



(i)



(i)

−1
(i)

+ λ2 pt,model − pt,human

2

(i)

+ λ3 pnt,model − pnt,human
(i)

+ λ4 pr,model − pr,human

2

2

(6.1)
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We had to renormalize the memory fidelity, as having a sum of squared errors of
different dynamic ranges proved problematic. This metric has the nice property of
being of sums of mean squared errors of variables between 0 and 1. Note that we
could be using different metrics (e.g. not a mean-squared loss for probabilities),
but we found it to work well and be well-behaved. If our model exactly reproduced
the mixture model fits, all components would tend to zero.
We could use any set of weightings λi , to try to balance how much different
summary statistics should contribute to the solution, and how much we value
deviations from them. In practice, we found that setting them all to 1 worked
well:
λ1 = λ2 = λ3 = λ4 = 1
This reflects the fact that we care about all of them equally. Being able to specify
this explicitly was also helpful and more useful in practice than what could be
achieved with the direct likelihood optimisation.
Additionally, we could consider having more summary statistics, computed differently and added to this loss. We did not explore this direction, but one could
imagine leveraging many other descriptive models of human responses (e.g. variable precision models, empirical estimates of the response distribution, etc) to
find a better loss. This can be related to Approximate Bayesian Computation
techniques [33, 67].
It is worth noting that using such a mixture model based loss makes optimisation
much slower, as it is necessary to sample from the model to compute it, compared
to simply estimating the loglikelihood of the data.
Given the loss of (6.1), we will optimize the following parameters of our model
(refer to (3.19) for more details):
1. M : Number of units in the population.
2. σx : Encoding noise added for every item.
3. σb : Baseline level noise added to the final memory state.
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4. When using mixed codes:
(a) rconj modifies the proportion of conjunctive to feature units.
5. When using hierarchical codes:
(a) rhier : Modifies the proportion of feature versus higher order units.
(b) Sparsity p: controls sparsity of lower to higher connectivity.
(c) Threshold Θ: controls non-linearity of higher order population activations.
6. Additionally, as presented in Section 3.6, we also introduce 2 new parameters
to introduce variability in the responses that isn’t directly tied to the memory
encoding noise.
(a) πl : Lapse rate, as shown in (3.34).
(b) σout : recall posterior variance, shown in (3.35)
Overall, this implies varying 5-6 parameters; this is orders of magnitude smaller
than the total number of fitted responses in any of our datasets.

6.2.2

Random sweeps and optimisation landscape

We first started by randomly covering the hyperparameter space, to get an idea
of the sensitivity of our different metrics to the parameters.
We found useful to keep track of two additional metrics that use the fitted mixture
model parameters:
Distancef idelity =
Distanceproportions =

N 
X
(i)

(i)

κmodel − κhuman

i=1
N
X

h

2

(i)

KL (pt ; pnt ; pr )model

(6.2)
(i)

(pt ; pnt ; pr )human

i

(6.3)

i=1

The first metric only accounts for the memory fidelity distance between our model
and human fits, whereas the second tries to match the different types of errors
made.
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Figure 6.6: Metrics landscape comparison
Landscapes for the 4 different metrics we consider: the Mean square error
to the memory fidelity shown by humans (top-left), the KL divergence to
their mixture proportions (top-right), model log-likelihood (bottom-left)
and scaled distance to mixture model parameters (bottom-right). Red
corresponds to high error, blue to low errors (logarithmic scales, arbitrary
units). The regions with optimal values for each metrics are circled in purple.
Fitted on [31], with a mixed population using M = 100, σb = 0.1.

We randomly sampled values for all the hyperparameters, covering a plausible
hypercube, and computed our loss, the model likelihood and the two mixture
model fitting metrics. We observed that the two separate mixture model metrics
seem to be in slight contradiction, and that only a narrow region of parameters
would allow both to be similar to human fits. This is shown in Figure 6.6, where
we vary two parameters (ratio of conjunctivity of a mixed population code and
encoding noise σx ). The two mixture model metrics are shown on the top-left and
top-right, with the regions where their optimal values would be circled in purple.
The model likelihood accurately seem to capture a compromise between these
two differing metrics, as shown in the bottom-left. However, it does not directly
correspond to the parameters found while optimising our combined metric (6.1),
which will fall in a better region for the memory fidelity.
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Figure 6.7: Cartoon illustration of CMA-ES optimisation process
The dots represent the population of candidate parameters, trying to find
the global optimal shown in the white-gray background. The population
distribution, in the orange ellipse, is updated as a function of candidates’
performance, overall making it extend towards the optima. As it comes
closer to its goal, the population concentrates, thus exploring more precise
parameter settings till convergence. (Reproduced from Wikipedia)

In essence, our model, by making it so that the memory encoding noise has a
strong effect on the recall variability itself, lacks the flexibility to capture both
the low memory fidelity in the single item situation at the same time as the small
number of misbinding errors in the multiple items case (indeed, our model can
easily reach hundreds of times the memory fidelity of humans subjects, with just
a few hundred units).
The lapse rate and baseline noise parameters alleviated this problem somewhat,
but came with another cost: an increase in the baseline probability of random
responses. Nevertheless, along with suitable parameter values, the model with
these two parameters worked as a good compromise. We present the overall results
of our model fits and their characteristics in Section 6.3.

6.2.3

CMA-ES

As random sweeps do not allow the parameters to be fine-tuned, a better optimisation technique is required.
We used on Covariance Matrix Adaptation Evolution Strategy (CMA-ES) for
this purpose. CMA-ES was introduced by Hansen and Ostermeier [108]. It is a
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product of the evolutionary optimisation community, and has been shown to be
an effective method for solving non-linear, non-convex, black-box optimisation
problems, without the need for any gradient information. It is extensively covered
in [103, 104], and has been extended in various ways over the years to increase its
speed [106, 118] and robustness [107].
CMA-ES works by adjusting the parameters of a distribution of candidates
(in our case, these candidates are themselves parameters for the fit); typically
a Multivariate Normal distribution. On any iteration, a modest number of
candidates is drawn from the population, and evaluated. Then, the parameters
of the distribution are adjusted in the direction of lower loss. An example of its
behaviour is shown in Figure 6.7.
This process is akin to a Natural gradient descent method, as the distribution of
the population will warp its covariance structure to follow the landscape’s gradient.
Hence it can be viewed as an instantiation of a Natural evolution strategy (NES)
[5, 98].
Alternatives would be available, such as more efficient Bayesian optimisation
techniques[2], but CMA-ES has the great advantage of being nearly parameterfree, requiring only an initial starting point in its most recent implementations
[103].
We used a publicly available Python library released by its main author Nikolaus
Hansen [105], providing an extremely fast and efficient implementation.
We used CMA-ES extensively to optimise all our parameters, found it to be robust
to noise in the metric estimations, and to find near-global optimal parameters
consistently, regardless of the initial conditions. We limited the support of the
parameters whenever required (using the library’s capabilities). A representative
example of a optimisation trajectory for the various parameters of the model is
shown in Figure 6.8.
We run the optimisation till convergence (automatically characterised by our CMAES library by looking at the evolution of the population diversity, or stopped early
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Figure 6.8: Example of a CMA-ES optimisation trajectory.
This is an actual CMA-ES trajectory of optimisation, applied to our model
fitting the Bays et al. [31] data.
A, 3D scatter plot of the trajectory of three of the parameters, showing
all samples from every generation, with the color coding indicating the
optimisation step (blue: start of optimisation, yellow: end of optimisation).
As can be seen, random values covering the full space are tested early on,
before homing into the location of a global minimum.
B: We minimize scaled distance to mixture model fits using our model,
shown in top-left. The parameters and the evolution of their optimal values
are shown in the other panels. This used 50 candidates per generation.

due to computational resources constraints). We will use the median particle of
the last generation of the population as “optimal” parameters for the reminder of
this chapter. We found that, similarly to Figure 6.8, the variability over parameter
values at the end of training was rather small, hence we will not report them
unless necessary. We will report confidence intervals over parameter estimates for
subject-specific fits in Section 6.4, as their uncertainty was more significant.
Early in our explorations, we experienced issues with noise in the loss estimate
for a given hyperparameter setting. But we overcome that by averaging across 5
repetitions of our model instantiation and fitting, i.e. we used 5 random networks,
independently sampled memory patterns and associated recall responses. This
dramatically improved the smoothness of our loss function in our early random
sweeps, and combined with the population based optimisation of CMA-ES, helped
remove unreliable parameter settings. There is still some variability in the loss
values obtained (as evidenced by Figure 6.8B), hence in future sections we will
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report the mean and standard deviation of our loss and distance metrics over 5
instantiations of our optimized model.

6.3

Model fits for the simultaneous datasets

Throughout this section, we will use the simultaneous datasets of [31, 99], and first
try to fit the responses of all subjects taken together. We will consider per-subject
fits in Section 6.4; however we found them to behave similarly. We cover the
sequential dataset of [99] in Section 6.5.
As explained in the previous sections, we used CMA-ES to fit our model parameters,
minimizing the scaled distance to mixture models of Equation (6.1).

6.3.1

Fits for Bayes et al.

Mixed population code Results of our parameter optimisation on reproducing
characteristics of this datasets are shown in Figure 6.9.
Figure 6.9A shows that the memory fidelity trend is closely captured by our model.
The model’s performance falls amidst the empirical distribution from the human
subjects.
A direct comparison of the distribution of samples from the model (which was presented with the same stimuli as were the human subjects) is shown in Figure 6.9C.
These should be compared to Figure 6.3 (top), presenting the human responses.
These histogram do seem to capture the trends shown in human errors, including
a departure from Gaussianity with large proportion of seemingly random samples
for large item arrays.
We compared the model and the human subjects more precisely by computing
the empirical cumulative distributions for the histograms, and performing the
Kolmogorov-Smirnov and Kuiper’s tests. The results of this are shown in Figure 6.9D. The model captures the target errors as well as the errors to nontargets,
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Figure 6.9: Mixed population model fits to Bays et al. [31]
A-B. Fits of the mixture model (1.3), presenting the same stimuli as the
human subjects and sampling from our model, using the metric of (6.1). Both
memory fidelities and mixture proportions are accurately captured by our
model. C. Replication of Figure 6.3 by sampling from our model using the
cases applied to the human subjects. D. Analysis of the histograms, by computing the empirical cumulative distributions. We perform K-S and Kuiper
tests, reporting their p-values. The model samples are indistinguishable from
human responses for N ∈ {1, 2, 6} and non-target errors.

although with a tendency to generate more nontarget errors for low item load
regime.
The optimal parameters are shown in Table 6.5. These parameters generates
a large population, which will lead to highly precise recall. Indeed, the values
of M and rconj correspond to a population of 144 conjunctive neurons, and 42
feature neurons (21 per stimuli feature). The conjunctive neurons form a tight
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Bays et al. [31]

Gorgoraptis et al. [99]

M

186

57

rconj

0.7742

0.8596

σb

0.3069

0.2848

σx

0.24

0.005

πl

0

0

Distancef idelity

3.756 ± 1.033

4.161 ± 1.61

Distanceproportions

0.019 ± 0.005

0.432 ± 0.092

MSE scaled
mixture model

0.015 ± 0.002

0.186 ± 0.036

Table 6.5: Optimal parameters for a mixed population code.
Optimal parameters for the mixed population on both datasets. The final value
of the mean squared error to scaled mixture model parameters (6.1) we optimized
is shown in the last row. We also show the distance to human memory fidelity
(6.2) and distance to mixture proportions (6.3).
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Figure 6.10: Receptive fields of the best mixed population, for
both simultaneous datasets.
Representation of the optimal population sizes obtained while fitting Bays
et al. [31] (A) and Gorgoraptis et al. [99] (B). The conjunctive neurons
are shown in blue, the feature neurons in red. Ellipses show one standard
deviation of their receptive field. A: Bays et al. [31]: 144 conjunctive neurons
and 42 feature neurons. B: Gorgoraptis et al. [99]: 49 conjunctive neurons
and 8 feature neurons.

12 by 12 grid, with each neuron covering 30 degrees of angular space in each
dimension. The feature neurons provide a tight coverage with 17 degrees per unit.
A representation of the receptive fields of the network is shown in Figure 6.10A.
This large population is affected by a large amount of encoding noise σx , added
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to every item. On top of that, a significant baseline noise σb is added, which has
a similar effect as adding noise to the recall process only (see the discussion in
Section (3.35)). These two combine to generate large number of random recalls,
despite the highly precise population code used.
It is interesting to see that σb is preferred to the πl parameter, which adds a
baseline level of uniform recalls. As explained in Section 3.6.1, we did have
to constrain the range of possible πl values to avoid pathological fits, but we
consistently found the optimisation to turn it off entirely still. We also found that
between using σb or σout , σb was selected by our CMA-ES optimisation scheme.

Hierarchical population code We also reproduce similar fits using a hierarchical population code, as shown in Figure 6.11.
The mixture model fits obtained by a hierarchical model are broadly consistent
with the human data, although to a lesser degree than our “mixed” population
above. This seems to hold both for the memory fidelity (Figure 6.11A), where
the single item case leads to lower than expected memory fidelity from our model
samples; and mixture proportions (Figure 6.11B), where nontarget errors seem to
be over represented.
This later observation is confirmed by looking at histograms of samples of this
model in Figure 6.11C, with nontarget errors that seem off compared to the human
data (see Figure 6.3). There is a strong central component in the histograms
for N = 2 items, which is not present in the human data, indicating that the
model relies too much on non-target errors as a mechanism to increase response
variability.
Our ECDF tests confirm these observations, and indicate that the distributions of
target errors seem to correspond more to human reports, see Figure 6.11.
The optimal parameters for a “hierarchical” population are shown in Table 6.6.
The population uses ony 10 feature neurons in its lower layer, corresponding to 5
units per dimension only. This model seems to accommodate itself with very few
feature neurons, as they tend to provide a higher accuracy than is present in the

202

Model fits for the simultaneous datasets

A

N=1

N=2

N=4

N=6

Nontarget errors

Target errors

C

Mixture proportions

Memory fidelity [rad−2 ]

B

D

Figure 6.11: Hierarchical population model fits to Bays et al. [31]
See Figure 6.9 for details. A-B. Memory fidelity is not captured as well
as with a “mixed” population code, but all mixture model parameters are
within experimental variability. C-D. The model samples for the targets are
indistinguishable from human responses for N = 1, 2, 4 items. However, the
nontarget samples have too strong a nontarget central component to them,
especially in the N = 2 items condition.

human data. But these are also accompanied by a large number of neurons in the
higher layer, providing binding information and additional stimuli representation.
Looking at the parameters controlling the connectivity between the two layers
(sparsity and threshold), we find them to fall in the regions of high recall precisions
we identified in Section 4.2.6. Compared to Figure 4.10, the threshold Θ used is
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Bays et al. [31]

Gorgoraptis et al. [99]

Mlower
Mhigher
Sparsity p
Threshold Θ
σb
σx
πl

10
173 ± 25
0.692 ± 0.124
1.224 ± 0.05
0.245 ± 0.03
0.005
0.01

8
146 ± 5
1.0
1.098
0.284 ± 0.006
0.02 ± 0.01
0.001

Distancef idelity
Distanceproportions

24.53 ± 16.6
0.299 ± 0.03

23.41 ± 8.18
0.706 ± 0.08

MSE scaled
mixture model

0.123 ± 0.04

0.59 ± 0.07

Table 6.6: Optimal parameters for a hierarchical population code.
Optimal parameters for the hierarchical population on both datasets, along with
the final median loglikelihood obtained.
higher than what we found to be effective for N = 1 items. Combined with an
increased sparsity of connectivity between the lower and higher layer, this likely
reduced the responsivity of higher layer neurons, while increasing the nonlinearity
and diversity of their response profiles.
Contrary to the “mixed” population code, we find that little overall noise is used:
very low encoding noise σx is injected, and the only source of noise is through
the baseline noise σb , albeit to a lesser degree than for the “mixed” population.
This difference could be due to the low number of feature neurons used in the
“hierarchical” population, as they dramatically increase the possible precision of
recall well above what human reports indicate and require an equivalently high
noise source to counteract. Hence we find that our model can reproduce human
reports purely from interferences in its representation, without resorting to noise
in its encoding or recall process.

6.3.2

Fits for Gorgoraptis et al. (simultaneous)

We next repeated the procedures for the simultaneous dataset of Gorgoraptis et al.
[99]. Overall, this dataset proved harder to fit well, as it combines low memory
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Figure 6.12: Mixed population model fits to Gorgoraptis et al.
[99] with MSE to scaled mixture model
See Figure 6.9 for details. A-B. The memory fidelity accurately captures low
number of items but start to fail for larger arrays. The mixture proportions
are comparable to the human data, but there is more “nontarget” errors
generated by our model. C-D. Histograms of our model are indistinguishable
from the data for the target errors, but has too strong a bias towards nontarget
errors.

fidelity with nearly no nontarget error. We found that our model cannot readily
reproduce this combination. It is also possible that the apparent quantization
present in the data might introduce irreducible errors which the model has a hard
time accounting for.

Mixed population code The fits for the mixed population code are shown in
Figure 6.12.
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For this dataset, the model cannot reproduce the pattern of mixture proportions
as exactly. The memory fidelity, shown in Figure 6.12A is correct for a low number
of items, but overestimates the accuracy for N > 3 items. The fit for the “target”
mixture proportion (Figure 6.12B) is lower for our model, as generating nearly no
nontarget error proves hard with this dataset.
Samples from the model are indistinguishable from the data for “target” errors
(according to statistical tests), but fail to capture the “nontarget” errors for N > 3,
as shown in Figure 6.12D. Looking at the histograms, the nontargets errors exhibit
a stronger central tendency than is visible in the human data (cf., Figure 6.3
(bottom)).
Optimal parameters for this dataset are shown in Table 6.5 (Right column). The
population code used is in strong contrast with Bays et al. [31], with a much
smaller population overall: 49 conjunctive neurons and 8 feature neurons. This is
most evident in Figure 6.10B, comparing the two optimal population codes. This
reduced population reduces the memory fidelity attainable dramatically. This
is accompanied with a reduction in the noise injected in the population, with
no encoding noise σx or lapse rate πl , only relying on σb to introduce variability
around modes of recall. The failure to reproduce the mixture proportions is clear
in the Distanceproportions metric, a clear departure from the low KL in the Bays
et al. [31] condition.

Hierarchical population code The fit of the hierarchical population code
is slightly worse, as is apparent in Figure 6.13.
The model only approximately captures the memory fidelity, lying at the boundary
of the human estimates; further, the mixture proportions are not at all consistent
with the human data, see Figure 6.13A-B.
The problems are also quite evident in the histograms (see Figure 6.13C), which
show heavy “nontarget” errors biases, which are absent in the human data. The
statistical tests confirm this poor fitting performance; only the N = 1 target errors
ECDF is similar to the human data (see Figure 6.13D). The model’s ability to
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Figure 6.13: Hierarchical population model fits to Gorgoraptis
et al. [99]
See Figure 6.9 for details. A-B. The model only approximately captures
the memory fidelity, lying at the boundary of the human estimates. On the
other hand, the mixture proportions are not close to the human responses
at all. C-D. Histograms of the hierarchical population fail to capture the
human behaviour.

generate low memory fidelities seem to come at the cost of increasing non-target
errors, which the human report do not seem to reproduce.
The parameters are shown in Table 6.6 (Right column). Akin to the “mixed”
population code, the overall population size is reduced when compared to the Bays
et al. [31] condition. Only 8 lower level feature neurons are used, alongside 148
higher order neurons. The connectivity parameters favour large p parameters for
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the sparsity, effectively using a near fully-connected connectivity. The threshold
Θ is consistent with the optimal values we found in Section 4.2.6.
In sum, the mixed code overall achieves better fits than the hierarchical code, and
also leads to histograms of responses that better match human data.

6.4

Subject-specific fits

As our model is able to provide fits on a per-trial basis, we can also search for
optimal parameters for individual subjects directly.
This drastically reduces the number of datapoints available to fit the models.
However, given that only 5 parameters are being optimised, there may not be
substantial overfitting. We found that the variability across subjects is certainly
high. We follow the same strategy as in Section 6.3 above, optimising the scaled
distance to mixture model fits (6.1).

6.4.1

Mixed population on Bays et al, 2009

Figure 6.14 shows the individual fits, including analyses of the mixture model, all
based on sampling from the model. These panels are shown per subjects, where
we sorted the subjects by the final training loss obtained. Figures 6.17-6.18 show
the same data as cumulative distributions, accompanied with the same statistical
tests we performed on the collapsed datasets.
As a whole, our model is able to cope surprisingly well to the individual subject’s
behaviour and patterns of errors. The behaviour of some subjects is unexpected,
with non-monotonic memory performance as a function of numbers of items (e.g.
Subject 5 and 11). We believe these are signatures of failures of the mixture model,
as they come about when the “target” and “random” mixture proportions are
estimated to be approximately equal. This leads to a low probability of assigning
samples to the “target” mixture, which in turn makes its variability decrease
dramatically. Our model can only get worst when increasing the number of items
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Figure 6.14: Individual subjects fits, Bays et al. [31]
Individual fits per subjects of Bays et al. [31], ordered by the scaled MSE
distance to mixture model fits (column-major order). The model follows
the data qualitatively well, either fitting the memory fidelity or the mixture
proportions accurately. Some subjects display unconventional memory fidelity
and mixture proportions behaviours. The model in these cases performs
more conservatively and does not overfit these extreme behaviours.
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Figure 6.15: Optimal parameter fits per subject
The distribution of parameters obtained for the 12 subjects, while fitting our
mixed population code model on Bays et al. [31].

stored, but is unlikely to show strong non-monotonicity in its behaviour. This
is confirmed in Figure 6.14, where our model is less prone to such reversals of
memory fidelity. Indeed, in general, it underfits the idiosyncracies of the subjects.
The only offender is Subject 11, but its behaviour is quite unlike any other, with
very few “target” responses for N ≥ 4 items.
Looking at the cumulative histograms in Figures 6.17-6.18, we find that some of
them appear more visibly distinct than previously found in the collapsed datasets.
However, due to the smaller sample size, the statistical tests do not indicate
deviations between the model and the human data, for nearly all our subjects.
The parameters obtained vary across subjects, as is shown in Figure 6.15 and
Table 6.7. They are generally consistent with the global parameters obtained
in the previous section shown in Table 6.5. Subjects with worst fits tend to
require larger amount of noise (both σb and σx ), which is one way to make our
recall posterior spread its probability mass to cater for unpredictable datapoints.
Overall, it is hard to find common architectures or parameter settings between
subjects.
Figure 6.16 shows the fits when averaging across subjects, as was performed in
Bays et al. [31]. The memory fidelity is slightly underestimated for N = 6 items,
but still within the variability across the human subjects. In terms of the mixture
proportions, there is a lack of “random” responses, compared to the human data;
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Subject

M

rconj

σb

σx

πl

MSE scaled
mixture model

10
4
6
8
12
9
3
1
7
11
2
5

160
115
113
176
196
162
55
137
95
106
189
179

0.9
0.704
0.717
0.818
0.735
0.889
0.891
0.883
0.853
0.604
0.894
0.676

0.275
0.226
0.254
0.356
0.193
0.385
0.231
0.226
0.306
0.441
0.249
0.382

0.177
0.154
0.088
0.255
0.272
0.288
0.006
0.257
0.142
0.049
0.321
0.319

0.001
0.001
0.033
0.008
0.002
0.004
0
0.026
0
0.011
0
0.001

0.043
0.103
0.117
0.117
0.131
0.154
0.166
0.258
0.285
0.353
0.373
0.811

Table 6.7: Optimal parameter fits per subject, mixed population on
Bays et al. [31].
Optimal parameters for the mixed population on Bays et al. [31], along with the
final loss obtained.
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Figure 6.16: Average of the mixture model fits across subjects
The average over the different subject fits to Bays et al. [31], akin to their
experimental reports (penumbra shows one standard deviation). The memory
fidelity underestimates the data, but follows their general trend. The mixture
proportions fit qualitatively well; however there is a decrease in the “random”
mixture proportion that the model attributed instead to “nontargets”.

and instead, they are attributed instead to “nontarget” responses. These average
fits correspond really well to the global fits of Section 6.3.1, which were collapsed
across subjects similarly in the original publication.
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Target errors

Nontarget errors

Target errors

N=2

N=4
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Figure 6.17: Individual subjects cumulative histograms, Bays et al. [31] (1/2)
Individual fits per subjects of Bays et al. [31], ordered by the scaled MSE distance to mixture model fits (column-major order). Shows
cumulative density function for both responses taken from the data (green) and our fitted model (blue). Insets: statistic tests for
hypothesis that densities are different.
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Figure 6.18: Individual subjects cumulative histograms, Bays et al. [31] (2/2)
Same as Figure 6.17.
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Figure 6.19: Individual mixture model fits for all subjects for
Gorgoraptis et al. [99]
Individual fits per subjects of Gorgoraptis et al. [99], ordered by the scaled
MSE distance to mixture model fits (column-major order). The model
reproduces the memory fidelity qualitatively well, at the cost of the mixture
proportions.

6.4.2

Mixed population on Gorgoraptis et al, 2011

We repeated the same subject-level analysis on the Simultaneous dataset of Gorgoraptis et al. [99], see Figure 6.19 for individual mixture model fits, Figures 6.22-6.23
for the cumulative histograms.
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M

rconj

σb

σx

πl

Figure 6.20: Optimal parameter fits per subject
The distribution of parameters obtained for the 12 subjects, while fitting our
mixed population code model on Gorgoraptis et al. [99].

Looking at the individual fits in Figure 6.19, there are fewer subjects with nonsensical behaviours (with the possible exception of Subject 7 for N = 3 items). Overall,
it seems that our model can reproduce the memory fidelity decays qualitatively
well, across all subjects. However this is not the case for the mixture proportions,
where the “target” proportion is quite consistently underestimated compared to
the human reports.
The cumulative histograms offer similar observations as for the mixed population:
some discrepancies are readily visible in the cumulative distributions, but most are
not deemed significant by either of our statistical tests. However, more conditions
do appear significantly different, especially for N = 4 and N = 5 items, hence our
model does not perform as well on this dataset.
Final parameters values are shown in Figure 6.20 and Table 6.8 (to be compared
to Table 6.5). Parameter values appear more consistent between subjects, in
contrast to Bays et al. [31]. For example, most subjects seem to use rconj ≈ 0.8
and σb ≈ 0.3. Population sizes are the only significantly varying parameter across
subjects. This is most likely due to the low memory fidelity combined with
high “target” proportion requirements, which constrain our model to use small
populations, but can not use larger noise sources without introducing too many
random responses.
Finally, we also present the fits averaged across subjects, as was originally performed in Gorgoraptis et al. [99]. Compared to the fits on the combined dataset

6 Subject-specific fits

215

Subject

M

rconj

σb

σx

πl

MSE scaled
mixture model

8
5
2
7
6
4
3
1

93
72
78
78
61
44
59
46

0.871
0.889
0.821
0.821
0.803
0.818
0.831
0.783

0.353
0.248
0.318
0.296
0.294
0.268
0.347
0.308

0.014
0.118
0.065
0.052
0.119
0.005
0.078
0.128

0.002
0.006
0
0
0
0
0
0.007

0.221
0.323
0.343
0.445
0.499
0.51
0.522
0.682

Table 6.8: Optimal parameter fits per subject, mixed population on
Gorgoraptis et al. [99].
Optimal parameters for the mixed population on Gorgoraptis et al. [99], along
with the final loss obtained.
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Figure 6.21: Average of the mixture model fits across subjects
The average over the different subject fits to Gorgoraptis et al. [99], akin to
their experimental reports (penumbra shows one standard deviation). The
memory fidelity underestimates the data, but follows their general trend.
The mixture proportions fit qualitatively well; however there is a decrease
in the “random” mixture proportion that the model attributed instead to
“nontargets”.

shown in Section 6.3.2, the fits still overestimate the memory fidelity, but the
overall downward trend is rather similar. The mixture proportions still suffer from
the same lack of “target” responses, allocated to “nontarget” errors instead.
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Figure 6.22: Individual subject cumulative histograms, Gorgoraptis et al. [99] (1/2)
Individual fits per subjects of Gorgoraptis et al. [99], ordered by the scaled MSE distance to mixture model fits (column-major order).
Shows cumulative density function for both responses taken from the data (green) and our fitted model (blue). Insets: statistic tests for
hypothesis that densities are different.
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Figure 6.23: Individual subject cumulative histograms, Gorgoraptis et al. [99] (2/2)
Same as Figure 6.22.
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6.5

Model fits for the sequential dataset

Model fits for the sequential dataset

We now turn to modelling the sequential dataset from Gorgoraptis et al. [99]. As
presented in Section 3.4.2, the model treats this paradigm as a modest modification
in the creation of memory states, involving a new parameter α. This parameter
constrains how much “forgetting” happens between timesteps.
As discussed in Section 5.3.2, we use our new collapsed mixture model to counteract
the small sample size of this dataset. We directly optimised the deviation to the
collapsed mixture model fits, extending the scaled MSE to mixture model from
(6.1):
Losscollapsed model =

r
κmodel

i=1 tr =1

r
κhuman

(i,t )



(i,t )

!2

(i,t )

N X
i
X

(i,t )

r
r
+ pnt,model
− pnt,data



(i,t )



(i,t )

(i,t )

r
r
+ pt,model
− pt,data

−1
2

(i,t )

2

r
r
+ pr,model
− pr,data

2

This integrates across the number of items N and possible times of recall (i.e.
serial order) for each tr .
In Figure 6.24, we show fits to all serial orders and numbers of items for both
our “mixed” (middle column) and “hierarchical” (right) populations, by comparison with the human data in Figure 7 of Gorgoraptis et al. [99] (reproduced in
Figure 6.24, left).
The model quantitatively captures the memory fidelity, with only few deviations.
The mixture proportions are captured well as well, following the overall trends
closely. There is little difference between either population coding scheme in this
dataset.
However, the data have a different plateau in terms of the “target” mixture
proportion for N ≥ 3 and times of recall tr ≥ 3. This can be interpreted as
showing hints of primacy, albeit within the envelope of variability in parameter
estimation. Our model does not capture these characteristics, as there is no
mechanism that would allow for a difference in the noise applied per serial order.
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Figure 6.24: Sequential dataset model fits using Mixed and Hierarchical population: all serial orders and number of items.
Memory fidelity and mixture proportions for the data (left column), the
optimal “mixed” population code model (middle column) and the optimal “hierarchical” population code (right column), while fitting a collapsed mixture
model onto the whole data. Our memory model with either representations is
able to capture the memory fidelity well (although it is overly precise for the
single item case). The mixture proportions are followed qualitatively, but the
model does not predict the flattening of the “target” mixture proportion for
N > 3 items. Instead it decreases smoothly and allocates more datapoints to
the “nontarget” and “random” components. The human data are as shown
in Figure 7 in Gorgoraptis et al. [99].

Instead, our model reduces its “target” responses monotonically, generating lower
levels of “random” responses. New parameters would perhaps allow to account for
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Figure 6.25: Mixed and Hierarchical population model fits to sequential dataset: last item in sequence only
Follows Figure 6 from Gorgoraptis et al. [99]. Memory fidelity and mixture
proportions (for the collapsed mixture model), when cued the last timestep,
as a function of the number of items. The model does a good job of quantitatively fitting both the memory fidelity and the mixture proportions,
particularly with a “mixed” population code. The “hierarchical” population
code overestimates the nontarget mixture proportion significantly.

these effects: allowing the encoding noise to differ based on serial order, or using
different schedules of α. Such modifications would also be necessary to account
for experiments which favour particular items differentially based on additional
cues, such as Experiment 4 in Gorgoraptis et al. [99]. We leave these extensions
to further work.
Note that the model does generate a plateau of “nontarget” responses when
considering further serial order; although no explicit mechanism is built in to
achieve this. Instead, it is likely to arise from a switch between “nontarget” and
“random” responses, after tr > 4, when the memory state reaches the floor level of
overall memory noise.
Another interesting cut through this data is to only look at the behaviour for the
last item in the sequence. This was shown in Figure 6 in Gorgoraptis et al. [99],
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α
M
rconj
Mlower
Mhigher
σx
σb
πl
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Mixed

Hierarchical

0.869 ± 0.003
90 ± 1
0.9 ± 0.01
0.128 ± 0.07
0.375 ± 0.01
0.013217 ± 0.001

0.864 ± 0.004
8
140 ± 2
0.005
0.225 ± 0.002
0.034 ± 0.002

0.77 ± 0.06

1.5 ± 0.13

MSE scaled
mixture model

Table 6.9: Optimal parameters for Sequential dataset.
Optimal parameters for both populations on the Sequential data of Gorgoraptis
et al. [99], along with the final loss obtained.
and was found to behave similarly to the simultaneous presentation condition. We
show this in Figure 6.25, showing both the memory fidelity (on the left) and the
mixture proportions of our collapsed mixture model (where only the recall of the
last item in the sequence shown).
Our model fits both the memory fidelity and the mixture proportions well, just
slightly underestimating the “target” proportion and memory fidelity. This is
more pronounced for the “hierarchical” population code, where the “nontarget”
proportion takes over the samples left out of the “target” proportion. We find
that in general, once again, the “hierarchical” code follows the performance of the
“mixed” population code but is slightly inferior (see Table 6.9 last row).
See Table 6.9 for the optimal parameters obtained for both our populations. The
mixed population optimal parameters make use of 81 conjunctive units and 12
feature units. Correspondingly, the hierarchical population code uses 140 higher
layer neurons and 8 feature lower layer neurons. These population configuration
are very close to the optimal numbers from the simultaneous dataset of Gorgoraptis
et al. [99], which should be expected but is still good to confirm. The amount
of noise overall is quite larger than for the simultaneous datasets. σb provides a
rather large overall noise, and the parameter σx is used to inject a small amount
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of additional noise differentially across different number of items and times of
recalls.
The forgetting rate α, controlling how much the previous memory state gets
overwritten by new representations is set to 0.87. This value was quite tightly
estimated, and is shared with the hierarchical population code too, indicating it
may point towards a particular computational regime of our model. One point
of comparison for this number is that for 5 items, the first item would be only
50% of its original magnitude (0.875 = 0.498), hence making it extremely hard
to recall amongst the noise added by other items to the overall memory. One
could imagine relating this number to the canonical “4 slots” arguments made in
working memory literature, but in our case this arises purely from representational
interferences.
Overall, we find that our model, although making limited number of assumptions
in how items through time are stored in a common memory state (i.e. purely
additive with forgetting), is able to reproduce human reports rather well.

6.6

Difficulties of optimising the model likelihood
directly

As discussed in Section 6.2, we can use our model likelihood directly to drive the
optimisation of our hyperparameters, but we found the results to be slightly below
our expectations.
Let us first explain in details how to use our model likelihood as an optimisation
loss:
We use the recall posterior (3.19) conditioned by the cued feature ψ (n) . This
takes a memory state and returns a distribution over potential responses. In more
detail, we first use the stimulus values for a particular trial d, and generate a
memory state distribution following (3.18). We sample a single memory state
yF (n) from it, which summarises the knowledge of our model about all items in
this trial. Note that we do not marginalize out this memory state, but use a single
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sample of it, mimicking the process of a subject seeing the array and forming a
single working memory state of it for the current trial, used during the cued recall
process. We then combine this with the recall cue ψ (n) of this particular trial, into
our approximate recall posterior (3.28), integrating it numerically over the full
support of the responses φ, to get a normalized posterior probability of response.
This is a straightforward 1D integral over the range [−π, π]. Finally, we can take
the human responses φ(n) and quantify the following likelihood metric:
Ldata =

D
X

L(φ(n) | yF (n) , ψ (n) )

(6.4)

n=1

We found two failure modes of the direct use of this summed loglikelihood:
1. it seems easy for a few datapoints to be left out of the model fit (we
conjecture these datapoints correspond to human lapses, as they do not
seem to correspond to the original stimuli much). Hence the model prefers
to use high values for the associated parameters πl or σb .
2. the model tends to overfit to the single item condition N = 1. This seems to
arise because our model likelihoods are higher in the single item case, as can
be seen on Figure 6.26. We believe this to be a simple consequence of the
peakedness of the posterior distribution around a single mode. This can be
compared to the multiple items case, where probability mass is distributed
more sparsely between several modes and between them. Even though one
might think that the model would prefer to fit all datapoints on average, we
found that it preferred to allocate high likelihood for a subset of the data
only. This is arguably unsurprising, since we are simply doing maximum
likelihood and are not regularising our parameters with a prior.
One way to alleviate the first problem would be to consider just the top k-percent
of the datapoints for our metric, akin to a lapse process. For example, we found
that using the top 92% loglikelihood worked well. This can be done by discarding
the lowest quantiles of loglikelihood values obtained over all datapoints before
taking the sum in (6.4). This is related to the trimmed likelihood estimator from
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Figure 6.26: Loglikelihood of human responses as a function of
number of items in the array
Example of the loglikelihoods assigned by our model on on [31]. Higher
is better, which seems to indicate N = 1 dominates the overall summed
loglikelihood. This uses a model optimized on the median loglikelihood score,
a mixed population using M = 101, rconj = 0.802, σx = 0.025, σb = 0.286.

Neykov et al. [168].
The second problem proved slightly harder to control. As explained above, we
could use the trimmed top-k percent of the summed likelihood as a metric,
effectively allowing some datapoints to be better explained than others. However,
if we consider the likelihood of all trials as independent targets to optimise, and
consider that we really care about capturing all the datapoints equally well, we
can combine them differently. One possibility, also mentioned in [168], is to use
the median likelihood estimator. We found this to work best and provide good
fits to most of our datasets. This corresponds to the metric shown in (6.5):
h

Lmedian
= median L(φ(n) | yF (n) , ψ (n) )
data

i

(6.5)

Optimising this metric found parameters that reproduced human reports qualitatively well, but not to a level which we felt comfortable with to draw strong
conclusions. We report these in Appendix B, and these can be compared to the
other model fits obtained in the sections above. For the simultaneous datasets, we
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obtained qualitatively compatible fits to the human data, although never simultaneously capturing all aspects of the data. Overall, we found that optimising this
metric led to smaller populations with less noise applied, instead relying on the
median operation to avoid being hurt by a few outliers (as these would usually
require higher amount of noise to allow for the necessary probability mass in our
recall posteriors). Sampling from these models did not reproduce the mixture
model analysis as closely as we expected. They would often reproduce at best
only one of the memory fidelity or mixture proportion profiles observed in human
reports, but even these results would usually not be fully supported when looking
at histograms or our ECDF analysis.
Moreover, for the sequential dataset, we could not make any of the likelihood metric
work effectively. The best parameters for a mixed population used only M = 20
units, with rconj = 0.4, leading to a very small conjunctive population. This
generated an extremely high amount of nontarget errors, leading to nonsensical
fits for N > 1 items. In effect only the N = 1 situation was captured, looking at
the error distribution histograms, all other conditions consisted of flat uniform
distributions (which is clearly not the case as shown in Figure 6.5).
Overall this seems to indicate that to use the likelihood appropriately, we should
perform fits differently across conditions (e.g. different model parameters between
number of items), and aggregate over the parameters obtained in a second stage.
A Bayesian treatment would be appropriate in this case, where we could imagine
connecting the population coding or noise parameters together and parametrically
specify their dependencies on item numbers. Simulating fake data and discovering
the exact situations where the likelihood tend to under perform might prove
fruitful as a diagnostic.
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Δx

Δx

Figure 6.27: Canary stimulus pattern to induce misbinding.
Feature-space representation of three stimuli used to study misbinding errors
and characteristics of the population codes. Three items are separated by a
distance ∆x. This set of items will generate interference patterns as shown
by the dotted lines. The circles represent one standard deviation of the
receptive field response levels. The green circles represent a population code
where the three stimuli are well separated. On the other hand, the blue
circle represents a code for which all the stimuli lie inside a receptive field
and would generate misbinding errors. A random one of the three items
would be chosen as the target on a trial.

6.7
6.7.1

Canary pattern
Presentation and predictions

The patterns of errors arising from specific choices of population codes can be
used to help discriminate between different representations. Misbinding, which
we quantify via the mixture model approach of [31], is of particular value, since it
is rare for conjunctive codes; but ubiquitous for feature codes.
This suggests that stimuli specifically designed to induce patterns of misbinding
could be useful for understanding representations in population codes. Consider
three stimuli, arranged on a diagonal, separated by a variable distance in featurespace, as shown in Figure 6.27. These create clear interference patterns for feature
codes, with multi-modal posteriors and misbinding errors. These errors will be
expected to change as a function of the characteristics of the population code. We
therefore call this stimuli pattern the “canary” in honour of its capacity to reveal
such characteristics.
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In particular, by making the stimuli close to each other in feature space, this
pattern allows intra-receptive field misbinding to be examined. This happens
when the pattern lies entirely in a single receptive field of a conjunctive unit, and
can thus provide a somewhat crude and indirect measure of the receptive field size
of a mixed conjunctive code. Note, though, that hierarchical conjunctive codes
cannot be expected to have such a simple signature; and indeed even mixed codes
are ultimately likely to be multi-scale in character.

6.7.2

Assessment of population codes

We make use of our “canary” pattern with our model and observe the patterns of
errors that it elicits.
See Figure 6.28 for the recall results for a mixed population codes. We report how
the parameters of the mixture model we considered before vary with conjunctivity
in several conditions, using a population code of 200 units, and allowing the ratio
of conjunctive to feature units to vary from 0 to 1 (corresponding to full-feature
and full-conjunctive, respectively). We set the item noise σx = 0.25 following
our findings from the parameter optimisation above and show two characteristic
distances between stimuli, ∆x = {0.22, 1} rad. The goal is to recall one of the
three items, randomly chosen on different trials. We characterize the errors using
the mixture model presented before and report the mixture proportions and the
memory error (inverse of memory fidelity, reported here as the standard deviation
corresponding to the width of the Von Mises component of the mixture model).
For the large separation ∆x = 1.0, the mixed population code behaves in a regular
manner as the degree of conjunctivity increases. For a feature-based population,
recall suffers from much misbinding; it is only when more than 50% of the units are
conjunctive that correct binding typically occurs (visible by the “target” mixture
proportion going up). The mixed population code increases rapidly at around
70% of conjunctive units and saturates.
The outcome is quite different for the small separation ∆x = 0.2. In this case,
no amount of conjunctivity can help with the task of discriminating between the
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Figure 6.28: Recall of canary stimuli pattern by a mixed population code.
100 individual samples from the model are generated for a mixed population
code with parameters M = 200, σx = 0.25 and inter-stimulus distances
∆x = {0.22, 1} rad, when presented with the stimulus shown in Figure 6.27.
Shaded regions correspond to one standard deviation around the mean over
10 repetitions.
Top row: Fitted mixture proportions from a mixture model (with one Von
Mises component per target/non-target and a random uniform component,
similar to [31]). For small ∆x, no amount of conjunctivity can improve the
results, indicating intra-receptive field misbinding. For large ∆x, there is a
change from non-target to target responses as the proportion of conjunctive
units increases. The target is randomly chosen for each trial.
Second row: Memory error (i.e. inverse of memory fidelity) as a function
of the proportion of conjunctive units. This is the width of the Von Mises
component of the mixture model, in units of standard deviations. The dotted black line corresponds to the distance ∆x between items in the stimuli
pattern.

three stimuli. Hence this corresponds to a situation for which intra-receptive field
misbinding occurs. Even in a fully conjunctive population code, the size of the
receptive field is larger than the distance between two items (M = 200, κ = 5.5 ⇒
width of 0.44 rad for one standard deviation of a receptive field).
For the single-scale receptive fields that we employed to create the mixed population
code, it is possible to recover the scale from the pattern of errors as a function
of separation between the stimuli. This is shown in Figure 6.29 for two mixed
population, with 50% and 98% of conjunctive units. This plots the target (blue)
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Figure 6.29: Error pattern analysis of conjunctive information for
mixed population code.
We show the data of Figure 6.28 while varying the distance between stimuli
in the diagonal pattern, for two mixed populations with 50% and 98%
conjunctivity. We compute the ratio between the target mixture proportion
and the sum of the target and non-target mixture proportions (in blue). We
do the same for a non-target mixture proportion (in green). The black vertical
bars show half the size of a conjunctive receptive for each population. We
see that for separations smaller than the size of a receptive field, misbinding
errors are prevalent. This changes as soon as the pattern of stimuli covers
more than one receptive field. The vertical red dashed bar shows twice
the size of a receptive field. In this situation, each stimulus occupies one
receptive field, and misbinding should rarely occur.

and non-target (green) mixture probabilities (normalized by their joint sum).
These start at the same value, but diverge after the point when conjunctive
information becomes available and hence when intra-receptive field misbinding
become less prevalent. The black vertical dotted line indicates half the size of
the receptive field for the conjunctive subpopulation – misbindings stop being
ubiquitous once the stimuli cross this threshold and cover multiple receptive fields.
The red line for the case of 98% conjunctive units corresponds to two times the
size of the receptive field for the conjunctive subpopulation. Once this point is
reached, each stimulus lies in its own receptive field, so misbinding should not
happen. This is again in agreement with the results, with very few non-target
responses in this regime.
We originally expected a hierarchical population code to perform differently, since it
encodes binding information in a quite different manner. However, to our surprise,
we found striking similarities, despite some differences in core characteristics, see
Figure 6.30. Again, we show two characteristic distances between stimuli in the
canary pattern, ∆x = {0.15, 0.8} rad (we chose different values from the case of
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Figure 6.30: Recall of canary stimuli by a hierarchical population
code.
Same as Figure 6.28, but for a hierarchical population code. With little
separation between the stimuli, the model cannot discriminate between
targets and nontargets well. In addition, increasing the level of conjunctivity
past a certain amount leads to a sharp drop, as the size of the input layer
decreases. With large separation, the performance of the model increases
monotonically with conjunctivity (again till hitting the maximum allowed
level of conjunctivity).

the mixed code, as the behaviour is slightly different).
In the large separation case (∆x = 0.8), the hierarchical code behaves in a similarly
regular manner as the mixed code when the degree of conjunctivity increases.
Lower conjunctivity leads to bad performance, as no binding information is present;
but as conjunctivity increases, performances does as well, before dropping sharply
when the input lower layer population decreases past the required precision needed
to discriminate the stimuli.
The situation is less clear for a small separation between stimuli (∆x = 0.15rad).
Having a large proportion of conjunctive units is actually detrimental in this
case, as the input lower layer decreases in size, and thus the encoding precision
decreases with it. Hence there is an optimal proportion of conjunctive units for a
given required minimum discrimination.
We next repeated the analysis from Figure 6.29 which attempted to extract
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Figure 6.31: Error pattern analysis of conjunctive information of
hierarchical code.
Same as Figure 6.29, but for a hierarchical population code. The minimum
discriminable distance is consistent across levels of conjunctivity to about
0.3rad. The level of conjunctivity controls the maximum recall level, which
reaches a plateau instead of increasing further (contrary to a mixed population
code).

the scale of the receptive fields from the patterns of errors, applying it to our
hierarchical population, see Figure 6.31. It is apparent that the minimum distance
from which non-target responses disappear does not vary with conjunctivity.
Instead, across the range of conjunctivities we assessed, the smallest distance for
which the target and non-target responses can be discriminated is ∆x ≈ 0.25−0.30.
Increasing the distance between stimuli further improves the discrimination up
to a plateau (which depends on the amount of conjunctivity). But after that,
there is no clear improvement in recall when moving the stimuli further apart.
This can be interpreted as being caused by the non-locality of the conjunctive
information from the hierarchical code: the probability of reaching previously
unused conjunctive units while increasing the separation does not increase past
a certain point. This was not the case for a mixed population code, where the
spatial tiling of the receptive fields made this relationship more direct.
This may also hint at the interpretation that the hierarchical conjunctive units
tend to cover the space uniformly (as the relationship is monotonic), and that
they individually contribute to the recall performance. Indeed, the plateau shown
in performance directly correlates with the number of hierarchical units, meaning
that each of them contributes, at least once a certain separation has been reached.
Finally, the hierarchical code seems to discriminate smaller patterns than a mixed
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population code for a given population size, which is surprising for such a crude
instantiation of a hierarchical representation.
Thus we find that even this simple “canary” stimulus pattern can provide something
of a formal window into misbinding and the structure of receptive fields.

6.8

Distance effects in experimental data

One interesting aspect of the data which has not received substantial attention in
the current literature is the effect on responses of the similarity between targets
and nontargets. Indeed, one might expect that the similarity between a cue
and other items in the array might trigger different errors, or indeed that the
similarities within an array of the features to be recalled can bias the responses.
This has recently been assessed by Nassar et al. [165] with a rational observer
model account.
We will try to obtain from insights of our own using the data from Bays et al. [31]
and Gorgoraptis et al. [99], for 2 items only. In particular, we consider whether
the distances between the response, nontarget and responses might affect the
propensity to generate nontarget error.
We show the results of our analysis for both datasets [31, 99] and on samples
from different instantiations of our model in Figure 6.32. Each row corresponds
to a dataset, or a different instantiation of our model. See Figure 6.32.F. for a
schematic of the distances considered; the response is shown with a cross. We
will look at how the distance between the target and nontarget affect the “error
to target” (distance between target T and response indicated by the cross) and
“error to nontarget” (as indicated in schematic). Imagine that a correct response
will move the cross closer to the left target T, whereas a nontarget error will move
it to the right.
Considering first the Bays et al. [31] dataset (Figure 6.32A.), panel i. shows how
the error to the non-target orientation evolves when considering the distance in
the full feature space (hence converting colour as an angle, and using the distance
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Figure 6.32: Analysis of distance effects in human data and model
for the case of two items.
The five rows show: (A) the data from Bays et al (2009), (B) data from
Gorgoraptis et al (2011), (C) random samples, (D) our model with a
conjunctive code and, (E) our model with a mixed code. Each panel shows
the error to the nontarget, plotted with respect to: i. distance of target to
nontarget in full feature space; ii. distance of target to nontarget for the cued
feature; iii. distance of target to nontarget for the recalled feature. iv. shows
a normalized version of iii. (error to nontarget divided by distance of target
to nontarget). (F) Diagram showing the definitions for the normalization
used in iv..
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between 2 pairs of angles in a toroidal space). For the human datasets, the small
number of cued colours produces the chimney-like coverage of the space. Overall,
not much structure can be seen in this figure (the “bend” of the manifold is also
due to the coverage and distance metric used).
Panel ii. looks for an effect of the distance of the cued feature between the target
and nontarget on the errors made. Unfortunately, too few distinct colours were
tested, hence no clear effect of the cue can be seen on the errors to the non-target.
However, we found that if one considers how the feature that is to be recalled (say,
orientation, if the colour is cued) affects the “error to the nontarget”, then we
found an interesting effect (see panel iii.). We show how the bias to the nontarget
item depends on the distance between the target and nontarget recalled feature .
Points falling along the diagonal correspond to correct “target” responses (error
to nontarget = distance of target to nontarget, see diagram in panel F). The
interesting points are the ones hugging the x-axis, with low error to nontarget,
but high distance of target to nontarget. These correspond to misbinding errors
(in our diagram, the response indicated with the cross would hug the nontarget
NT to the right).
To interpret this data better, we show in panel iv. a normalised version of this
plot, where the y-axis has been changed to represent the ratio of the error to the
nontarget over the distance between target and nontarget (corrected for symmetrical situations). Values close to 1 of that ratio correspond to “target” responses,
whereas values closer to 0 show responses biased towards the “nontarget”.
We interpret this as showing that very similar features do seem to repel (lack
of points for very small distance to recalled feature, this is more visible on
the Gorgoraptis et al dataset, Figure 6.32.B.iv., with a lack of samples in the
bottom left of the plot), but that this effect then disappears for mid-distant
features, showing a bias towards the closer feature (hence supporting a model
where conjunctive cells provide binding information). Finally once the target and
nontarget are further away, the bias towards nontarget disappears, except for a
small proportion which really correspond to misbinding errors (these are the same
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as the ones hugging the x-axis on panel iii.).
Looking at Gorgoraptis et al. [99] in Figure 6.32.B, we see a clear lack of “true”
misbinding errors (as discussed throughout in this chapter), with no points in
the bottom right of panel iv.. However there seems to be more of a tendency for
errors biased towards the nontarget when the distance to the target and nontarget
is small (e.g. samples near the lower left of panel iv. near

π
6 ).

We applied the same analysis to our model, using two illustrative population
types and parameters settings. In our case, we can actually generate any type of
stimulus, hence we can cover the space of possible cued feature fully (i.e. we do
not restrict ourselves to 8 colours, removing the “chimney” effect seen in panels i.
and ii.).
If one does the analysis with purely random responses, the structure disappears
entirely, see Figure 6.32.C. This is just to confirm that we are not merely reporting
an intrinsic bias of the metrics reported here on a circular domain.
Using a conjunctive population code shows the bias to nontargets for close-by
features only, see Figure 6.32.D. Our choice of parameters (M = 144, σx = 0.2)
made the pattern of errors appear similar to the Gorgoraptis et al. [99] data shown
in row B.
Using a mixed code with the optimal parameters of Section 6.3 allows capturing
the human responses pattern of Bays et al. [31] surprisingly well, see Figure 6.32.E.
As can be seen, a mixed code reproduces the same overall pattern of errors to
nontargets in panel iv.: a bias to respond towards the nontarget for close-by
recalled features, true misbinding errors irrespective of this distance, and perhaps
even a small amount of repulsion for extremely similar targets and nontargets.
One additional observation is the effect of the distance of the target and nontarget
in their cued feature values, i.e. panel ii.. Panel E.ii. seems to have smaller error
to nontargets for small distances in cued feature space (observe the density of
points for the left-most points). This is shown in more details in Figure 6.33,
which reproduces Figure 4C in Schneegans and Bays [199] (reproduced on the
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Figure 6.33: Effect of distance in cued features to nontarget errors
(A) Shows the absolute deviation between the response and the nontarget
item, as a function of the distance in the cued recall dimension. Akin to
Figure 6.32 column 2, but averaged across the y-axis. Bold line is median and
penumbra indicates standard error of the mean. The dotted line indicates
the change level of deviation to a nontarget. (B) Reproduction of Figure 4C
in Schneegans and Bays [199] for comparison.

right), a recent paper analysing feature binding in visual working memory. Indeed,
our model would predict some kind of averaging of the stored features in this
situation (a regression to the mean effect), given that the recall posterior will
integrate two items given their distance. This observation is not visible in our
current data, but data from Schneegans and Bays [199] does confirm this bias,
which our “mixed” population reproduces.
Hence overall, existing data show a tendency of nontarget errors to be more
prevalent when the target and nontarget have similar (but not extremely so)
feature values.

6.9

Discussion

Overall, we find that our model is successfully able to fit human responses on a
per-trial basis, on both datasets we tried. It also does a good job in fitting the
sequential data of Gorgoraptis et al. [99], even though we only assumed linear
decay and additivity between memories.
This also extended to the patterns of errors dependent on distances between the
target and possible distractors, which our model directly assume to be strongly
related. We obtained these results before any experimental data that would
help understand these effects was available, but this has since been performed
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in Schneegans and Bays [199]. This data does seem to provide support for the
predictions our model makes.
We also proposed a new type of stimuli, nicknamed “the canary”, aimed at
uncovering properties of the population codes without direct access to them.
These confirmed that “misbinding” errors would arise from “within” receptive field
clashes for mixed population codes, allowing us to reverse engineer the properties
of population codes from error patterns. Obviously such analysis is harder to
perform when the population codes are more complex (e.g. our hierarchical
populations), yet they would offer additional statistics of errors that may shed
light on the representations used by humans.
Comparing between the two population code types we assessed, we found the
“mixed” code to capture the patterns of errors better than the “hierarchical” code.
Even though the hierarchical code could reproduce some of the summary statistics
assessed by the mixture model fits, looking at histograms of responses indicated
an over tendency to generate misbinding errors. The optimal parameters found
were populations with very few lower layers feature neurons (between 8 and 12),
a surprisingly broad coverage of the input space. Most neurons were assigned to
the second layer, as randomly binding neurons. This speaks to the importance of
obtaining binding information to solve these short term memory tasks, and how
low the actual precision of recall of given stimuli seem to be for human reports.
Interestingly, such a large higher layer of randomly bound non-linear units is akin
to existing theoretical implementations of Prefontal cortex responses, which are
characterised by mixed selectivity to stimuli features [24, 176, 178, 243]. Studying
further the exact form of representations that best support visual short-term
memory processes would be a great way to take this work forward.
The best model for Bays et al. [31] used a large mixed population code, with
feature units providing a tight and accurate coverage in both dimensions, and
conjunctive units with conjunctive information also tiling the space well (see
Figure 6.10). This would generate a fairly local type of “misbinding” errors, as we
found out with our “canary” pattern analysis. However, this was also combined
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with a high amount of encoding noise per item, which injected enough variability
in the final memory states that “random” recall (and overall variability) matched
the substantial errors visible in the human experimental data. We also found that
we did need to make use of additional noise sources to match the data well (see
Extensions to the model in Section 3.6). The baseline noise σb ended up being the
best type of additional variability, even though we were not sure of its interaction
with the characteristics of the representation (see Section 3.6.2). Both πl and
σout led to worst fits, or nonsensical situations, as a very large proportion of the
reports would become fully random. This speaks to a type of representation for
working memory, when tasked to reproduce colours, which has the potential for
extremely high precision of recall, yet is hindered by sources of noise that corrupt
it and leading to the behavioural response patterns we see in our datasets. We
would argue that some of these parameters appear slightly unlikely when mapped
directly to human reports (e.g. not using any lapse rate). But given our model’s
simplified behaviour this solution proved appropriate enough.
Our “mixed” population code is also surprisingly gaining some experimental
support, in the form of the conclusions found in a recent study by Shin and Ma
[206]. Indeed, while looking for evidence about the type of representation used
for coloured oriented objects, they ended up obtaining support for a model that
would represent individual features separately as well as a “packaged resource”
type of binding information (see their Figure 8). This correspond rather strikingly
to our “mixed” population code, although with a different type of normalisation of
activity/resource than we use. It would be interesting to explore this relationship
further.
Comparing to Gorgoraptis et al. [99], the optimal parameters for “mixed” code
supported a smaller population, with just a few “feature” neurons providing the
accuracy required to report angles, and many conjunctive units for additional
binding information. These were corrupted with less than half the noise used
in the other dataset. This would suggest, if taken literally, a stark difference in
the encoding capacity and the internal noise profiles between the two datasets,
or perhaps between the recall of “colours” and “angles”. However, due to some
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peculiarities in the data of Gorgoraptis et al. [99], especially due to rounding of
responses, we would not take this observation too strongly.
One common theme throughout our attempts to make our model fit the human
data was the tendency of our model to perform highly precise storage and recall
(e.g. during our assessment in Chapter 3), which stood in contrast to the overall
inaccuracies evident in human reports. This led to various failure cases of our
model, where fitting the loglikelihood directly would select to only accurately
describe trials where subjects were quite accurate, and discard everything else to
pure randomness. This was not as prevalent when using our loss derived from
samples of our model, but still proved hard to calibrate, which raises the question
into why our model was prone to such behaviour.
One possible culprit might have been our assumption of additive, gaussian noise.
Perhaps moving to multiplicative types of noise, or noise scaling with the activity
levels (such as Poisson variability) might have constrained our model to ranges
of response precisions closer to humans reports. One recent study has employed
neuronal population codes with Poisson noise [30], albeit with a different encoding
scheme (more akin to sub-populations per items), indicating that such an extension
would be promising.
Using the loglikelihood of our model as a metric proved less successful. We
originally preferred it as a metric, because it is theoretically well-founded, and
does not rely on the sort of parametric assumptions made by the mixture model.
However, it led to many failure cases, that could be summarised as “not handling
random responses well enough”. Hence we instead relied on producing samples
from our model, and matched the parameters of a mixture model fit to them.
We think a more accurate Bayesian treatment of parameters, across datasets,
subjects and trials, would be a fruitful extension. Indeed, one would hope that
the human reports would provide more constraints, only supporting a fairly small
parameter regime indicative of a particular type of representation or storage and
recall strategy. Perhaps additional datasets (such as the one recently released by
van den Berg et al. [236]) might help distinguish between these situations and
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uncover if a common instantiation of our model can explain a large variety of
human reports.
It is worth noting that we could also consider making our model hyperparameters
vary “between trials”, in a manner reminiscent of the “resources models” [238, 239]
used to describe human responses. A model with such flexibility to account for
variability of reports might lead to a new kind of factorial analysis such as
was performed in van den Berg et al. [236], extending it to consider the actual
representation of stimuli that best support visual working memory.

VII

Conclusion

How happy is the blameless vestal’s lot!
The world forgetting, by the world
forgot.
Eternal sunshine of the spotless mind!
Each pray’r accepted, and each wish
resign’d.
Alexander Pope

7.1

Contributions

We presented a novel model based on general coding principles of short-term
working memory, and make it reproduce behavioural data from human subjects.
Unlike other models of this compelling and important phenomenon, we focus on
the representation of items in population codes in the context of palimpsestbased storage, and less so on the storage and recall processes that are associated
with it. This forces attention to the critical issue of the binding of the multiple
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features of single items; something with which other models duly have trouble.
We believe our model provides the first principled account of misbinding errors.
In Chapter 1, we recapitulated the state of the research around human visual short
term memory, its main characteristics and what was still to be understood. We
followed this in Chapter 2 by a brief coverage of the theoretical work of population
coding, which forms the basis of our model.
Chapter 3 presented the main three components of our model: a shared palimpsest
storage process, an approximate simple recall model which assumes that a single
item is recalled amidst noise and finally how the choice of representations for the
shared population code allowed for a large variety of behaviours. We described our
assumptions and showed how our final approximation could be derived from the
more general formulation. Finally, we covered multiple types of population codes
that our model could support, and presented the particular parametrisations that
we used throughout the rest of the work.
In Chapter 4, we started by using a Fisher Information analysis to assess theoretically the capabilities of our model to encode and recall the feature of a single item.
This captured very accurately the distribution of errors in the single item case. We
assessed the conditions of the match, varying parameters of our model that could
break some of its necessary assumptions. This was completed by an empirical
assessment of the effect of several of our model / population codes parameters on
the precision of recall and overall behaviour of the model.
Chapter 5 was similar, but for the multiple item case. We showed that our Fisher
Information analysis could be extended to account for the variability around the
target feature to be recalled, even in the presence of multiple items. Hence this
theory was still valuable to account for variability close to a target or nontarget
item to recall. However, accounting for “misbinding” errors, the probability
to report the wrong item altogether, proved more complex. We obtained a
better understanding of the conditions that led to “misbinding” errors empirically,
depending on several parameters of our population codes. This extended to
storing items with more than two features as well, which our model can easily
accommodate. While analysis the sequential dataset of Gorgoraptis et al. [99], we
found that the mixture model that was used to make sense of the data suffered
from there being too few trials available (this observation was also made by
Anderson and Awh [12], van den Berg and Ma [237]). Hence we proposed a new
mixture model that collapsed conditions together to increase the sample size, and
provided a much better fit to the data.
The final Chapter 6 consisted of two main sections:
First, we presented and re-analysed the datasets that we fit using our model.
We found patterns of errors in the simultaneous datasets that were not reported
before to the best of our knowledge, leading to interesting observations about
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existing biases or aliasing effects in the datasets we used. This paved the way to
the second section in this chapter, in which we considered optimizing the models
to fit the human data. We first discussed how we optimised the parameters of
our model to reproduce the patterns of human behaviour. We presented the
optimisation method (CMA-ES), as well as various different metrics. Finally, we
fitted the model and discussed the quality of the reproduction we obtained and
the parameters that led to them. We found that the model was successful in
reproducing response patterns that could mimic human response patterns, across
different datasets and population code types. Finally, we proposed a new class
of stimuli, nicknamed “the canary”, which was designed to shed light on the
characteristics of the population codes by leading to paradigmatic types of error.
We ended the chapter with a new assessment of the biases coming from distances
between targets and nontargets. We found that our model would also directly
account for them, which again adds support for the basic mechanisms leading to
“misbinding” errors.

7.2

Future work

Our work presents an algorithmic model of visual short-term memory that can
account for misbinding errors and various memory fidelity effects seen in human
reports. However, there remain various directions of pressing inquiry to understand
the problem better. In this section, we present a few example such extensions:

7.2.1

Biological accuracy

We made many simplifying assumptions, mostly for theoretical simplicity, for
example in the biological accuracy of our representations.
We chose a rate-based population code, suffering from isotropic Gaussian noise.
This is clearly not as biologically plausible. Changing to a Poisson noise model
would provide a better model of the type of uncertainty present in the brain. This
has since been explored by Bays [30], who captured the patterns of errors quite
accurately, especially their “heavy tail” / “leptokurtic” profiles. This characteristic
was found to be significant in explaining human responses well [165, 236]. This
would have helped make our model more nonlinear in the amount of deterioration
of memory fidelity, a characteristic which could help our overall fits and lead to
different local minima for the representations.
We did not explicitly constrain the activity of our population code to follow a
“constant firing rate” principle. We assumed that the number of neurons itself
provided a capacity constraint, combined with an increase in the level of noise
during storage of multiple items. However, additionally adding a normalisation
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step, akin to constraining the number of spikes emitted by the memory, would
have been an interesting direction. This was again performed later by Bays [30], by
explicitly adding shared normalisation between neuronal sub-populations. They
did not consider population representations fully, but extended this line of work
in [199], with a model that shares similarity to our own.
We used a rather simple and direct recall process, rather far from being related to
biologically plausible implementations. Large bodies of work have been dedicated
to storage and recall of information in more biologically plausible ways, e.g. using
attractor dynamics [114] and Hebbian learning. For example, models of the
phronological loop have been proposed [58, 59] which model this process more
explicitly, where interactions between the cue and the synaptic plasticity state of
the memory all contribute to generate a memory recall.
We kept our model at a rather high level of abstraction, i.e. we did not use a
population of connected spiking neurons. This type of models have been used to
account for change detection tasks successfully in several recent works [6, 122, 245].
These ring model have nice properties, including accounting for items interactions
(due to local inhibition). However, so far, these have been concerned with single
feature storage and recall, and would not account for “misbinding” errors.

7.2.2

Additional representational schemes for population
codes

There are various other representational possibilities that we did not consider, yet
could provide interesting alternatives:
Multi-scale population code This would correspond to a “wavelet-like” population coding scheme. The idea is to arrange the units and their widths to
generate an exponential tiling of the space. See Figure 7.1A for an example.
In this configuration, the coarsest scale consists of a single unit with a width
covering the entirety of the feature-space. In the next finer scale, the space
is partitioned into four equally quadrants; one unit is assigned to the centre
of each quadrant, with a width set to cover the quadrant. In the next finer
scale, each quadrant gets partitioned in four additional quadrants, again
each with its appropriate unit and width. This is done recursively until a
specific number of units has been employed.
Obviously, this process can be adapted to change from a recursion with a
4-factor (as in the figure) to any K-factor.
This tiling of the space is related to the type of tiling used in gridcells [85, 101]. Grid cells are found in the entorhinal cortex and contribute to
spatial location encoding. They have been found to form an approximately
hexagonal tiling of the space, with centres arranged along an equilateral
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Figure 7.1: Multi-scale and random population codes
Shows two additional types of population codes that can be generated with
our representation. A) A multi-scale population code, where an exponential
tiling of the space, with decreasing width is used. This correspond to a kind
of wavelet-like coverage of the space and is related to grid-cell like neuronal
populations. B) A purely random population code. In this example, the
widths and orientations of the units are randomly sampled. This could
oversample parts of the space, but on average should lead to an appropriate
tiling and efficient encoding of items.

triangle grid (hence a 3-factor tiling in our nomenclature). The widths
of their receptive fields vary along one anatomical axis of the enthorinal
cortex [54]. The scales of grid cells follow a geometric series of discrete values,
with scales changing by a multiplicative factor between 1.3-1.7[26, 54, 221].
The tiling of space provided by grid cells has been shown to be a really
efficient coding scheme with near-optimal properties [56, 219, 227].
The multiscale code presented above would correspond to a scaling factor of
2 with a square tiling. Interestingly, hexagonal tiling could also be used for
non-spatial tasks by humans, as reported by Constantinescu et al. [64].
Random population code Instead of setting the preferred stimuli and widths
of each unit precisely, we could instead randomly sample them. Given a
population with enough units, it is quite likely that the space will still be
covered uniformly, and with some constraints on the widths, with enough
precision. See Figure 7.1B for an example, where both the preferred stimuli
and the width were set randomly.
This would correspond to a minimal design solution, yet it could still provide
enough information to store and recall information from it. Indeed, given
that only a small number of items are considered in the experiments we
consider, using a sub-optimal code could still lead to plausible results.
Learnt representations We could extend our hierarchical populations to fully
learn all the weights and extend how many layers are used. This would
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allow for more complex binding of information across stimuli dimensions,
driven more deeply by the data statistics presented to the model. This
would make our model closer to neural network approaches, which we will
cover in Section 7.2.6

7.2.3

Unidimensional feature dependences and effects

Another interesting extension that our model would readily accommodate would
be non-uniform representations of feature space.
In our work, we assumed so far a uniform grid or coverage along any direction.
The receptive field of our feature neurons for example, was the same across the
whole range of angles to be stored. However, experimental evidence shows that
this may not be how certain dimensions are represented. For example, different
orientations are not represented equally well in human subjects. This is known as
the “oblique effect” and has been the subject of much visual neuroscience research
[14, 136]. Vertical and horizontal orientations are reported more accurately than
oblique angles, which may be due to a difference in their neural representation.
This type of biases might also apply to colours, for example if color recall were
biased towards named colour categories [187]. This is rather controversial, but the
histograms of errors we reported in Section 6.1.1.2 did have a clustered structure
that were not present in the recall of orientations. We could account for these
effects rather easily by introducing non-uniform coverage of neurons across the
feature space and varying the receptive fields as well. This has been explored
rather extensively in the field of neuronal population encoding [16, 93, 132, 211].
A large swath of work in unsupervised learning also provides several mechanisms
to account for the enshrinement of such prior distribution statistics in the form of
the population code [93, 130, 132, 188]. In our case, the simplest would be to allow
for a parametric form controlling the “density” of the neurons as a function of the
value to be encoded [93]. Given the same number of units, we could modulate
where they should cluster, in order to account best for the type of biases and
precision seen in human reports for single items.

7.2.4

Array statistics effects

One prediction made by our model is that storing items with similar features
would make them interact more, and bias them towards each other. This would
happen due to the representational bumps merging together in the final memory
state, effectively implementing a weak “regression to the mean” effect. Similarly,
misbinding errors would be more likely to happen when two items shared similar
cued features. This was hard to verify in our current experimental data, as the
cued features were well separated.
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As pointed out in the Introduction, this is rather different than what has been
observed with hippocampal patients, when considering “swap errors”. These errors
tended to be “long-range” (i.e. there was no strong effect from feature value on
their characteristics), and appeared very differentially in patients compared to
healthy controls [233, 244].
A similar type of feature-based attraction and repulsion has been recently explored
by Nassar et al. [165]. By reproducing similar properties for multiple models (at
different level of description), they were able to successfully account for several
distance effect biases.
Given experimental data in which more features are cued and recalled, one could
imagine assessing more precisely the characteristics of interactions between items
stored and the types of errors performed. Our “canary pattern” is a simple
example of stimuli specifically chosen to look for biases in recall.

7.2.5

Binding more features together

Throughout this work, we only considered situations in which two angular features
were stored (orientation and colours). We assumed that binding would occur
directly between these two for a given object. However, we left aside the issue of the
representation of “location”, which was also present in most of our simultaneous
datasets. Given these three features, the question of how they are bound together
is still open; but could readily be assessed in our framework. Indeed, recent
work by Schneegans and Bays [199] implemented a similar model as ours, but
considered that features would be bound exclusively through “location”. Applied
to the data we considered, this would correspond to having two sub-populations:
one storing “location” and “angle”, the second storing “location” and “orientation”.
They found that this explained the data best, compared to a situation with three
populations encoding two features each. They did not consider the situation where
three features would be represented simultaneously however (single population
storing three dimensional stimuli). Using separate sub-population types for this
three dimension situation, similar to our mixed population code, we could optimise
for the proportion of either types of binding units and confirm these results.
Indeed, encoding of more than two features is poorly constrained, as several
projections could be used to represent the same space [120]. This has, for example,
been studied in the context of three dimensional spatial encoding for rodents like
mice, including the third dimension of “height” (literally) on top of a map of
two dimensional, planar, space. Appealing work on bats [86, 252] suggests that
head-direction cells in bats express a conjunctive code for 3D space, akin to the
type of encoding we used for our population codes.
When multiple features must be bound together, there are rich questions as to
how to cover this space optimally, given discretizing it requires exponentially more
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Future work

units. Our simple conjunctive units would not provide much binding information
in this situation, but variants of the hierarchical model, with randomly connected
units, could still prove useful. Cases in which richer features must be stored, such
as task-relevant information necessary to solve complex problems, might be more
fruitful for this kind of analysis. This could lead to ways of assessing the types
of encoding that prefrontal cortex might use in other situations, while storing
information over short time periods [24].

7.2.6

Deep Learning approaches to visual-short term memory

An alternative to our parametric population code and probabilistic storage and
recall model, would be to learn to perform the task directly from data, using
techniques from Deep Learning. Recent advances (which this thesis predates) led
to a revolution in the types of problems that can be tackled and successfully solved
purely end-to-end with complex neural network architectures [110, 134, 149].
In the context of visual working memory, one would need to learn to represent the
stimuli, store them in a memory and later recall from it. Some of these aspects
have now already started to be explored [177].
The representation aspect would be rather similar to our hierarchical population,
although with fully learnable weights and with more layers. One could try to
leverage the fact that inputs and outputs live in a circular domain to improve on
classical architectures. But we could also directly use the RGB images shown to
the subjects (leveraging convolutional neural networks), and learn to extract the
relevant angles and colours features we provided, fully from data. Multiple types
of neuronal architectures can be used to generate memory processes. The most
common one would be a LSTM (long short term memory) [112], which would
already allow for more complex and nonlinear transformations of the information
kept between stimuli presentations to form a final memory state to recall from.
Finally, recalling from the memory could be implemented in many ways, from
simple deterministic readouts, to probabilistic versions with a notion of uncertainty
about the response [45].
Overall, this approach would be extremely fruitful and would allow to tackle
more advanced questions, like statistical dependencies between stimuli, inter-trial
correlations, and more, in a computationally driven way. However, introducing the
appropriate priors and constraints to make this a useful model of human reports
would be a challenge on its own. We found that our model, even in its rather
under parametrised form, was able to achieve superhuman performance of storage
or recall quite simply, calibrating its accuracy proved difficult for us already.
Perhaps moving towards task-driven end-to-end model learning will free the field
from some long-held computational convictions, and obtain new insights into
mechanisms supporting visual short term memory [110].

Appendix A

Directional Statistics
This appendix covers some results and formula of Directional statistics we rely on.
Most are taken from Mardia and Jupp [152], a good reference book.

A.1

Mean vector, circular precision

Given a set of unit vectors xi , i = 1, . . . , n with corresponding angles θi , i = 1, . . . , n,
the mean direction is given in terms of the resultant vector and its mean length R̄:
C̄ =

n
1X
cos θi
n i=1

(A.1)

S̄ =

n
1X
sin θi
n i=1

(A.2)

R̄ =

q

C̄ 2 + S̄ 2

(A.3)

And, when R̄ > 0, the mean direction θ̄ is given by:

θ̄ =


 


arctan S̄

if C̄ ≥ 0

C̄

 



arctan S̄

C̄

+π

if C̄ < 0

(A.4)
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Circular model distributions

To measure the concentration of a set of angles, the mean resultant length R̄ is
usually a good measure for descriptive statistics. Indeed, as xi are unit vectors,
we have 0 ≤ R̄ ≤ 1.
When the set of angles is highly clustered, R̄ will be very close to 1, whereas for
highly dispersed angles R̄ will be close to 0.
We will however use another measure of dispersion, derived from a Wrapped
Normal distribution around the unit circle: the circular standard deviation σ
(which we may call “circular precision” in the main text as well):
σ=

q

−2 log R̄

(A.5)

All these quantities can also be estimated through complex number using Euler’s
formula (x̃ = eiθ ). The angle or magnitude of the resultant vector can directly be
estimated from the complex average of the complex number representation of the
set of angles considered.

A.2
A.2.1

Circular model distributions
Uniform

The simplest distribution over the circle is the uniform distribution over angles:
p(θ) =

1
2π

It has concentration R̄ = 1.

A.2.2

Von Mises distribution

The Von Mises distribution is the Normal distribution analog over the circle. It
has nice theoretical properties (e.g. it is the maximum entropy distribution on
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Figure A.1: Example Von Mises probability densities for varying concentration parameters κ

the line as is the Normal distribution on the real line), and one can estimate its
summary statistics from data efficiently.
Its probability density is defined as follows:

pV M (θ; µ, κ) =

1
eκ cos(θ−µ)
2πI0 (κ)

(A.6)

Where I0 is the modified Bessel function of the first kind and order 0, defined as
follows:

I0 (κ) =

1
2π

Z 2π

eκ cos θ dθ

0

Alternatively it can be expressed as the following power series expansion:
∞
X

1
I0 (κ) =
2
r=0 (r! )

 2r

κ
2

The parameter µ is the mean direction and the parameter κ is the concentration
parameter of the Von Mises (assumed to be positive to avoid indeterminacy).
The larger κ is, the more mass is concentrated around the mean direction µ. See
Figure A.1 for examples of densities with varying parameters κ.
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Circular model distributions

The mean resultant length R̄ is given by the function A(κ):
A(κ) =

I1 (κ)
I0 (κ)

(A.7)

When κ = 0, the Von Mises distribution approaches the uniform distribution on
the circle.
It’s easy to estimate the parameters µ and κ of a Von Mises distribution by
maximum likelihood, given a set of angles θi , i = 1, . . . n, simply by computing
the resultant vector:

µ̂ = θ̄

(A.8)

κ̂ = A−1 (R̄)

(A.9)

There is no closed-form form for A−1 (x), but the following set of approximation
are appropriate:

A−1 (x) =





2x + x3 + 65 x5





if x ∈ [0, 0.53[

−0.4 + 1.39x + 1−x






1

3
2
0.43

x −4x +3x

if x ∈ [0.53, 0.85[

(A.10)

otherwise

Different estimators have been proposed [73], but this method is wildly used in
common directional statistics packages [38].

A.2.3

Wrapped Normal distribution

One can define another simple distribution on the unit circle by wrapping a
Normal distribution and renormalizing appropriately.
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The resulting probability density is expressed as follows:
∞
X
1
(θ − µ + 2πk)2
pW N (θ; µ, σ) = √
exp −
2σ 2
σ 2π k=−∞

!

(A.11)

It is possible to convert from units of concentration κ to a circular standard
deviation σ by combining (A.7) into (A.5):

gκ→σ (κ) =

q

−2 log(A(κ))

(A.12)

Unfortunately, the inverse mapping has no closed-form solution, but can be
obtained by solving the following equation numerically:
σ2
gσ→κ (σ) = argmin exp −
2
κ

!

I1 (κ)
−
I0 (κ)

!2

(A.13)

There is a good match between a Von Mises distribution and a Wrapped Normal.
For large κ, they tend to the same density:
pV M (µ, κ) ≈ pW N (µ, A(κ)),

κ→∞

This approximation holds even for smaller κ, with the following rate:

pV M (θ) − pW N (θ) = O(κ−1/2 )

κ→∞

Hence when we use the mapping to the circular standard deviation (A.12), it
should be expected to be appropriate for κ large enough (κ > 3 say). But we
will refrain from trying to interpret low κ as standard deviations. Luckily, the
range of κ found in human experimental studies range between [5, 30], where the
Wrapped Normal approximation is valid.
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A.3

Multivariate Distributions

Multivariate Distributions

One can consider multivariate situations, with two circular variables θ1 and θ2 .
These will then cover a torus, which require different distributions than what we
covered such far.
One such extension is the Bivariate Von Mises distribution, proposed by Singh
et al. [209] and extended by Mardia et al. [150] (see [205] for inference details)
[47]. Its density function is proportional to:

n

p(θ1 , θ2 ) ∼ exp κ1 cos(θ1 − µ1 ) + κ2 cos(θ2 − µ2 )
T

+ (cos θ1 , sin θ1 ) A (cos θ2 , sin θ2 )

(A.14)
o

Where A is a 2 × 2 matrix.
For non-zero A, there is no closed-form solution for its normalising constant.
Additionally, the marginal distribution of θ1 and θ2 are Von Mises only when
A = 0 (or when κ1 = κ2 = 0, which isn’t an interesting case for us).
We will use this distribution with A = 0 for most of our neurons receptive fields,
and show how to compute its normalising constant in Section 3.3.
Another type of extension of multivariate scenarios are distributions over sphere
(and hyperspheres). These model unit directions in N-D space.
A family of distributions called the Von Mises-Fisher distributions are the most
studied [113, 127, 147]. They can model any p-dimensional unit direction with
the following density function:

f (x; µ, κ) =

 p/2−1
κ

2

n
o
1
exp κµT x
Γ(p/2)Ip/2−1 (κ)

This distribution can easily be extended to non-linear link function, e.g. quadratic
ones. These generated a large collection of exponential family distributions on the
sphere, such as the Fisher-Watson, Bingham, Kent, up to the Fisher-Bingham
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[127], the most general of them all [152, see Table 9.2 for a good overall view of
their relationships]. See [102, 113, 128, 147] for example applications.
We will not use such distributions in our work, as we usually consider collections
of angles, not directions in N-D space.

A.4

Hypothesis testing

Several tests allow to assess the non-uniformity of a set of samples, or test for two
distributions having similar mean directions.
The simplest one is the Rayleigh test, which tests against a uniform circular
distribution [151]. It assumes an unimodal distribution, but is not robust to
antipodal symmetries.
The approximate p-value is given as follows:

p = exp

q



1 + 4N + 4N 2 (1 − R̄2 ) − (1 + 2N )

(A.15)

This approximation is valid up to three decimal places for N > 10 [38].
A more powerful alternative to the Rayleigh test, when testing for the distribution
having a known mean direction, is the V Test [38, 255].
It’s test statistics is as follows [255]:

V = R̄ cos(θ̄ − θa )
u=V

r

2
N

p = 1 − Φ(u)

Where Φ(x) is the Standard normal cumulative distribution function.

(A.16)
(A.17)
(A.18)
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Hypothesis testing

When rejecting the null hypothesis, one cannot know if the cause was the nonuniformity or the mean direction being different to θa .
As we usually handle errors (i.e. centred around 0), this limitation isn’t really
problematic as we usually only care about comparing to θa = 0.
Several other tests exist to assess equality of mean/median directions and other
extensions [255], but we will not use them in this thesis.

Appendix B

Model fits using likelihood
loss
Instead of optimising the metric (6.1), we can try to directly optimise the loglikelihood of the data under our model, (6.4). However, as explained in Section 6.6,
this was not a trivial matter. We present here some of the better fits obtained
while optimizing a metric derived from our model likelihood.

B.1

Bays et al, 2009 - Simultaneous dataset

Mixed population code We obtained acceptable model fits to the human
data by maximizing the median of the loglikelihood of Equation (6.5). These
results are shown in Figure B.1.
We find that the model is more “on target” than the humans’ responses, with
the missing errors seemingly taken out of the “random” component (see Figure B.1B). The memory fidelity is captured accurately (even though we do not
explicitly optimise for it using this metric). The statistical tests of the cumulative
distributions in Figure B.1D show significant divergence in the target errors for
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Bays et al, 2009 - Simultaneous dataset

A
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Nontarget errors

Target errors

C

Mixture proportions

Memory fidelity [rad−2 ]

B

D

Figure B.1: Mixed population model fits to Bays et al. [31] with
Median loglikelihood
A-B. Fits of the mixture model (1.3), presenting the same stimuli as the
human subjects and sampling from our model. The memory fidelity is
captured accurately, while the mixture proportions indicate a lack of random
responses, allocated to “target” responses. C. Replication of Figure 6.3 by
sampling from our model, using the same trials presented to human subjects.
D. Analysis of the histograms, by computing the empirical cumulative
distributions. We perform K-S and Kuiper tests, reporting their p-values.
The model samples are indistinguishable from human responses for N = 1
and non-target errors N > 1. However, as observed in the mixture model fit,
there is a lack of seemingly random samples away from the target for N > 1.

N > 1. This seems to be due to a lack of samples on both tails of the central
peak, confirming our observations from the lack of random responses compared to
the human subjects.
Optimal parameters in this setting are shown in Table B.1. The population uses

B Bays et al, 2009 - Simultaneous dataset
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Bays et al. [31]

Gorgoraptis et al. [99]

M

97

55

rconj

0.8351

0.8909

σb

0.2718

0.2323

σx

0.005

0.005

πl

0

0

final metric
value

-0.5485

0.7491

Table B.1: Optimal parameters for a mixed population code.
Optimal parameters for the mixed population on both datasets, for different
metrics used. The final value of the median loglikelihood is reported in the last
row.
a rather small number of neurons overall (81 conjunctive neurons and 16 feature
neurons). 81 conjunctive neurons form a 9 by 9 grid, each covering approximately
40 degrees of angular space. The feature neurons similarly cover around 22 degrees
of angular space. No encoding noise σx is used, instead relying on the baseline noise
σb to introduce enough noise in the memory recall process. In both conditions, it
also seems that the baseline noise σb is preferred to the lapse rate πl . As discussed
in Section 6.2.1, this may also be due to our use of the median loglikelihood (this
was also true of the 92% loglikelihood, which gave similar results), which reduces
the need to cover absolutely all datapoints equally well. We found that using the
full loglikelihood metric led to using πl = 0.1 instead (not shown), but here σb is
sufficient to account for the response uncertainty.

Hierarchical population code Using a hierarchical population code, also
optimizing the median loglikelihood, provided responses accurately reproducing
human reports as well, see Figure B.2.
The mixture model fits obtained by the hierarchical model are closer to the
human data, both for the memory fidelity (Figure B.2A) and mixture proportions
(Figure B.2B). By comparison, the nontarget errors are slightly too high.
However, when looking at samples from this model and histograms in Figure B.2C,
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Bays et al, 2009 - Simultaneous dataset
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Figure B.2: Hierarchical population model fits to Bays et al. [31]
with Median loglikelihood
See Figure B.1 for details. A-B. Memory fidelity is captured very accurately,
but there are too many “nontarget” responses. C-D. The model samples
for the targets are indistinguishable from human responses for N = 1, 2, 4, 6.
However, the nontarget samples have too strong a nontarget central component to them, confirming the observations from above.

we can see that the pattern of nontarget errors seems off (compare to Figure 6.3
for the human data). Too many nontarget errors are present in most conditions,
most specifically for N = 2 items, where the human data does not present such a
strong central tendency.
The distributions of “target” errors on the other hand were all well captured by
the model, as assessed by our ECDF tests, see Figure B.2D.

B Gorgoraptis et al, 2011 - Simultaneous dataset
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Bays et al. [31]

Gorgoraptis et al. [99]

Mlower
Mhigher
σb
σx
πl

10
116
0.1786
0.0063
0

8
99
0.2043
0.005
0

final median LL

-0.7509

-0.9266

Table B.2: Optimal parameters for a hierarchical population code.
Optimal parameters for the hierarchical population on both datasets, along with
the final median loglikelihood obtained.
The optimal parameters for the hierarchical population are shown in Table B.2.
The parameter regime obtained is similar to the mixed population code. Once
again no encoding noise σx is used, instead making use of a smaller baseline
noise σb . The population size is larger, but uses a very small number of feature
neurons at the lower layer. The higher layers (consisting of random projection
neurons) provide the required binding information. Overall, this model seems
to accommodate itself with very few feature neurons, as they tend to provide a
higher accuracy than is present in the human data.

B.2

Gorgoraptis et al, 2011 - Simultaneous dataset

Mixed population code Fitting the Gorgoraptis et al. [99] dataset using loglikelihood metrics proved difficult. Using a mixed population code and optimising
the median loglikelihood, we obtained only qualitatively similar reproductions of
the human data, at least when considering the mixture model fits, see Figure B.3.
The memory fidelity is overestimated by our model, although following a trend
comparable to the human decay. The mixture proportions on the other hand
presents less “target” and more “nontarget” responses than the human data. This
discrepancy is especially visible in the nontarget histograms of Figure B.3C, where
the central dependency for N = 2 is overblown compared to the original data.
Looking at the optimal parameters in Table B.1 (Right), we see that the population
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Gorgoraptis et al, 2011 - Simultaneous dataset
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Figure B.3: Mixed population model fits to Gorgoraptis et al. [99]
with Median loglikelihood
See Figure B.1 for details. A-B. The memory fidelity is overestimated by the
model. The “target” proportion is underestimated, while at the same time
the nontarget proportion is too high. C-D. The histograms for nontarget
errors have too strong of a central tendency, compared to human reports.

used is even smaller than for the other dataset. It only uses 6 feature units and 49
conjunctive units, the smallest population found in our parameters optimisation.
This is yet combined with a non-trivial amount of baseline noise σb , meaning the
population is restricted to low precision of recall compared to our other optimized
models.

Hierarchical population code The fit of the hierarchical population code
to Gorgoraptis et al. [99] is even worse, as is apparent in Figure B.4.
The model captures the memory fidelity for N > 2 items, but fails to match it for
N = 1; further, the mixture proportions are not at all consistent with the human
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Figure B.4: Hierarchical population model fits to Gorgoraptis
et al. [99] with Median loglikelihood
See Figure B.1 for details. A-B. The memory fidelity is too high for the
single item case, but follows the human data well enough for N > 1. On the
other hand, the mixture proportions are not close to the human responses
at all. C-D. Histograms of the hierarchical population fail to capture the
human behaviour.

data, see Figure B.4A-B.
The problems are also quite evident in the histograms (see Figure B.4C), which
show heavy nontarget errors biases, which are absent in the human data. The
statistical tests confirm this poor fitting performance; no ECDF is similar to the
human data (see Figure B.4D).
It is unclear what caused this failure, but as can be seen in the optimal parameters
obtained (see Table B.2), the overall median loglikelihood is quite low compared
to a mixed population code or compared to Bays et al. [31].
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Gorgoraptis et al, 2011 - Sequential dataset

In sum, the mixed code overall achieves better loglikelihood values than the
hierarchical code, and also leads to histograms of responses that better match
human data. However, given that the two models have different complexities
and parametrisations, comparing likelihoods directly is perhaps not particularly
appropriate.

B.3

Gorgoraptis et al, 2011 - Sequential dataset

We could not make any of the likelihood metric work effectively on the sequential
dataset. The best parameters for a mixed population used only M = 20 units,
with rconj = 0.4, leading to a very small conjunctive population. This generated
an extremely high amount of nontarget errors, leading to nonsensical fits for
N > 1 items. In effect only the N = 1 situation was captured, looking at the error
distribution histograms, all other conditions consisted of flat uniform distributions
(which is clearly not the case as shown in Figure 6.5).

B.4

Subject-specific fits to Bays et al. 2009

We follow the same strategy as in Section B.1 above, using the 92% loglikelihood
as the target metric, to fit the data from Bays et al. [31].
Figure B.5 shows the individual fits, including analyses of the independent mixture
model (1.3), all based on resampling from the model. As a whole, the model
tends to overestimate the “target” mixture proportion, perhaps due to the Median
loglikelihood approach taken or the small number of samples available.
The behaviour of some subjects is unexpected, with non-monotonic memory
performance as a function of numbers of items (e.g. Subject 5 and 11). These
idiosyncracies are not reproduced by samples from our model.
The parameters obtained vary across subjects, as is shown in Figure B.6. They
are generally consistent with the global parameters obtained in the previous
section shown in Table B.1. The median loglikelihood also correlates well with
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Figure B.5: Individual mixture model fits for all subjects for Bays
et al. [31]
Individual fits per subjects of Bays et al. [31], using the 92% loglikelihood
metric. The model follows the data qualitatively well, either fitting the
memory fidelity or the mixture proportions accurately. Some subjects display
unconventional memory fidelity and mixture proportions behaviours. As
discussed in Section 5.3.1, this is unlikely to be only due to lack of datapoints
and is a characteristic of the data. The model in these cases performs more
conservatively and does not overfit these extreme behaviours.
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Subject-specific fits to Bays et al. 2009
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rconj

σb

σx

πl

Mixture proportions

Memory fidelity [rad−2 ]

Figure B.6: Optimal parameter fits per subject
The distribution of parameters obtained for the 12 subjects, while fitting a
mixed population code on Bays et al. [31].

Number of items

Number of items

Figure B.7: Average of the mixture model fits across subjects
The average over the different subject fits to Bays et al. [31]. The memory
fidelity underestimates the data, but follows their general trend. The mixture
proportions fit qualitatively well; however there is a decrease in the “random”
mixture proportion that the model attributed instead to “nontargets”.

the consistency of the decrease in memory fidelity as a function of numbers of
times. Subjects 5, 9 and 11 have loglikelihoods half as good as other subjects, and
their memory fidelity patterns are the most peculiar among the subjects.
Figure B.7 shows the fits when averaging across subjects, as was performed in
Bays et al. [31]. The memory fidelity is slightly underestimated for N > 1 items,
but still within the variability across the human subjects. In terms of the mixture
proportions, there is a lack of “random” responses, compared to the human data;
and instead, they are attributed instead to “nontarget” responses. Overall, we
find that these average fits correspond well to the global fits of Section B.1, which
were collapsed across subjects.
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