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Abstract
Acoustic Resolution PhotoAcoustic Flowmetry (AR-PAF) is a young and promising
flow speed imaging modality based on the photoacoustic effect. The photoacoustic
effect is the generation of ultrasound upon absorption of light. Utilising this effect for
imaging of vasculature allows for optical contrast while maintaining the deep tissue
imaging capabilities inherent to medical ultrasound. Owing to the excellent optical
contrast of blood, it is thought that AR-PAF can achieve non-invasive imaging of spatially resolved flow maps. In order to characterise the capabilities of AR-PAF with
regards to physiological blood flow phenomena (RBC aggregation, RBC heterogeneity and flow unsteadiness), a dual-mode imaging setup was developed, capable of
acquiring photoacoustic signals concurrently with optical microscopy images. This
involved development of novel microfluidic channels with unique imaging characteristics to allow both acoustic interrogation for photoacoustic imaging as well as
optical microscopy imaging using Particle Image Velocimetry (PIV). This allowed
both blood microstructure and flow velocity to be resolved simultaneously. AR-PAF
and PIV were simultaneously performed under the challenging conditions of fast
data acquisition (10 frames per measurement), highlighting the possibility of realtime measurements. Novel processing methods were developed to extract spatially
resolved velocity information from the measured photoacoustic signals. The effects
of increasing displacement and increasing velocity were analysed independently in
order to identify optimal imaging conditions. Compelling agreement between optical and photoacoustic flow measurements was achieved indicating that AR-PAF
can accurately measure microscale blood flow velocities. AR-PAF was found to
be robust, performing accurately even beyond physiological RBC concentrations.
Furthermore, it was found that physiological RBC aggregation did not significantly
affect the performance of AR-PAF. Lastly, the developed methods were used to
demonstrate successful AR-PAF measurements using a clinical ultrasound scanner
and whole blood. This study highlighted that clinical translation of AR-PAF should
be the next step in development of this promising modality.
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Impact
Photoacoustic imaging is a rapidly growing biomedical imaging modality owing
to its hybrid nature: it combines optical contrast with the deep imaging depths of
biomedical ultrasound. This means that photoacoustic imaging is uniquely suited
to differentiate blood in the vasculature from the surrounding tissue at depths of
centimetres – a characteristic that promises improved blood flow measurements
compared to conventional ultrasound based techniques.
The work presented in this thesis explores to potential of the tracking of flow using
photoacoustic signals in the acoustic resolution regime, a technique called “Acoustic
Resolution PhotoAcoustic Flowmetry” (AR-PAF). Key outcomes of the work are the
development and analysis of AR-PAF processing methods for both single element
detectors and detector arrays as well as the investigation of AR-PAF performance
with respect to different imaging and flow conditions. These results contribute to
building a foundation for translating AR-PAF to the clinic.
Furthermore, a novel dual imaging system has been commissioned, capable of simultaneous photoacoustic and microscopic interrogation of (flow) phantoms. This
system was used to investigate the effect of the absorber distribution on the photoacoustic signal and AR-PAF performance, specifically with respect to red blood
cell aggregation. These dual measurements are the first of their kind and open the
door to exploring a range of photoacoustic effects in the presence of an optical
ground truth.
Lastly, the hitherto little understood signal transduction mechanism of AR-PAF was
analysed theoretically, in silico, as well as in vitro. The investigations point towards
photoacoustic speckle as an important phenomenon in tracking of dense absorber
distributions. A further outcome was a framework in which photoacoustic speckle
can be analysed and investigated in a wide range of imaging arrangements.
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Nomenclature
λ

Wavelength

hfi

Mean frequency of a signal spectrum

µa

Optical absorption coefficient

ω

Angular frequency

φ

Optical fluence

ρSNR Signal to noise ratio
σb

Ultrasound backscatter coefficient of an RBC

σBSC Total ultrasound backscatter coefficient
~r

Vector defining a point in space

γ

Pseudoshear rate

v

Mean velocity

BD

Beam diameter

c

Speed of sound

D

Diameter of the transducer

da

Absorber diameter

dp

Mean particle spacing

F

Focal length

f

Frequency

f#

Focal number of lens

FZ

Length of focal zone

H

Haematocrit

M

Magnification

p0 (~r) Initial photoacoustic pressure at a point~r
r

Distance to the detector

Rp

Autocorrelation function of p(t)

Rs

Autocorrelation function in slow time

S(ω) Power Spectrum
V

Size of a volume containing RBCs
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W

Packing factor

zcorr

Depth of correlation

a.u.

arbitrary units

AR-PAM Acoustic resolution photoacoustic microscopy
EDTA Ethylenediaminetetraacetic Acid
FWHM Full width half maximum
ID

Inner diameter

IW

Interrogation window
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MPE Maximum permissible exposure
NA

Numerical aperture

OD

Outer diameter

OR-PAM Optical resolution photoacoustic microscopy
PAT

Photoacoustic tomography

PBS

Phosphate buffered saline

PDF

Probability density function

PE

Polyethylene

PIV

Particle image velocimetry

PRF

Pulse repetition frequency

PS

Polystyrene

RBC Red blood cell
RF

Radiofrequency

SNR Signal to noise ratio
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Chapter 1

Introduction

1.1 Motivation
Knowledge about blood flow characteristics can be essential for doctors when diagnosing patients and deciding on treatment options. One example is the imaging
of blood perfusion in order to gain knowledge about local metabolic demands. For
this, the blood flow velocity of vessels needs to be monitored on the micrometer
scale. However imaging techniques with very high resolution are often limited to
superficial vasculature, while deep tissue imaging is restricted to imaging the macrovascualture (i.e. vessels with a diameter in the order of magnitude of mm).
There are a number of imaging modalities capable of visualising blood flow. Optical
methods are known for their high resolution and are commonly used for imaging
the retina or superficial skin. For example laser Doppler flowmetry, laser speckle
contrast imaging, and Doppler optical coherence tomography are typically employed
for this purpose [1, 2, 3, 4, 5]. However, all of these techniques are limited by optical
scattering and hence are not able to image deeper than about 1 mm in tissue.
Vasculature in deep tissue (in the range of cm) is most commonly imaged by Doppler
ultrasound. Since its first implementation in the cardiac context in 1957 [6], it has
grown to be a standard technique for diagnosing many forms of cardiovascular

disease. It can image many centimetres deep, because ultrasound is not scattered
strongly in tissue, unlike optical photons.
Ultrasound imaging is limited to larger vessels (most commonly exceeding several
mm in diameter) for a number of reasons. The resolution that can be achieved
increases with decreasing wavelength (λ ) of the ultrasound waves, however, the
attenuation of sound increases exponentially with frequency, limiting high frequency
ultrasound probes to a centre frequency in the range of tens of MHz for applications
deeper than a few mm in tissue. Furthermore, the contrast in ultrasound imaging
is based on acoustic impedance mismatches. The acoustic impedance of blood is
very similar to that of the surrounding tissue. This makes it very challenging to use
Doppler ultrasound for vessels on the micrometer scale in deep tissue, as the blood
flow cannot easily be distinguished from the background motion.
Acoustic Resolution Photoacoustic Flowmetry (AR-PAF) is a young flow imaging
modality based on the photoacoustic effect. The photoacoustic effect is the generation of pressure caused by the absorption of light. This makes photoacoustic imaging
a hybrid modality: the signal generation, i.e. the contrast, is optical; while the signal
propagation is ultrasonic. In the context of blood flow imaging, this duality is a
promising characteristic because blood has outstanding optical contrast against its
surrounding tissue and the ultrasonic signal propagation allows deep imaging depths.
It is therefore thought that AR-PAF has the potential to image blood flow in smaller
vessels in deeper tissue compared with other non-invasive modalities.
Recent work has demonstrated successful AR-PAF measurements in vitro using microsphere suspensions of different concentrations, but found that AR-PAF failed to
yield correct flow measurements at high concentrations [7]. This break-down in ARPAF was attributed to the decrease in perceived heterogeneity by the detector. The
paper concluded that it should not be possible to measure blood flow of homogeneously distributed Red Blood Cells (RBCs) in whole blood as the volume fraction
of RBCs in whole blood is higher than the investigated cases. However, subsequent
work has demonstrated the ability to make accurate AR-PAF measurements with
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whole blood even under conditions where the blood would be expected to appear
homogeneous [8]. One possible explanation for this surprising result was that the
RBCs were forming aggregates and thereby forming “a coarser absorber distribution than otherwise expected” [8]. It was also pointed out that conventional Doppler
ultrasound measurements do not rely on aggregation even though they would appear
to have similar heterogeneity requirements to AR-PAF as similar frequency bands
are used for detection.
Thus, to investigate if aggregation plays a role in the success of AR-PAF performance, there is a need for a visualisation of the RBC distribution while acquiring
AR-PAF data. Optical imaging of the flow performed concurrently with AR-PAF
data acquisition can provide information in two ways: (1) the distribution of absorbers can be visualised and (2) the flow speed be independently verified using
Particle Image Velocimetry (PIV). Hence, it is thought that the addition of optical
interrogation can provide further insight into the performance of AR-PAF and thus
bring the modality closer to clinical application.

1.2

Project Aims

The aim was to elucidate the transduction mechanism with a view to develop ARPAF further for accurate measurements of microscale blood flow. This endeavour
can broadly be split into two categories: (1) the development of a deeper understanding of the AR-PAF transduction mechanism and (2) the development the AR-PAF
method. The first category is about understanding the relevant factors contributing
to AR-PAF measurements and providing an explanation for the observed success of
AR-PAF at high concentrations of RBCs. The second category is concerned with
developing experimental methods and processing steps to improve the performance
of AR-PAF.
To achieve these goals, the following key objectives were pursued:
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1. Development of the processing steps for robust and spatially resolved AR-PAF
measurements in one and two dimensions.
2. Design and commissioning of an experimental setup capable of simultaneous
AR-PAF and PIV measurements.
3. Evaluation of the AR-PAF performance utilising the additional optical information to explore the performance defining factors in AR-PAF.
4. Development of a theoretical understanding of signal formation in AR-PAF in
light of the optically acquired ground truth.
5. Investigation of the effects of RBC aggregation (a physiologically prevalent
phenomenon) on AR-PAF performance, with optical feedback to validate the
nature of aggregation.
6. Demontration of AR-PAF using a clinically relevant scanning sytem.

1.3

Structure of the Thesis

An overview of the pertinent literature is provided in Chapter 2. This includes providing a background in aspects of microvascular blood flow and ultrasonic imaging of
blood as many of these considerations are also relevant to photoacoustic imaging
of blood. Furthermore, different photoacoustic flow measurement techniques are
discussed and the current state of AR-PAF is presented. The thesis is structured
according to the six goals stated above:

Goal 1, Chapter 3
As a first step, advanced processing techniques for AR-PAF were rigorously developed and are detailed in Chapter 3. This includes the description and analysis of
pre-processing steps as well as of the cross-correlation based shift detection method.
The processing methods were implemented as a computational toolbox; the structure
of which is briefly outlined in this chapter.
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Goal 2, Chapter 4
In Chapter 4 the experimental setup used for combined AR-PAF and PIV is explained, detailing the manufacture of reflective microfluidic channels and initial
characterisation of the setup. This setup was used to generate experimental data for
Chapter 5–7.

Goal 3, Chapter 5
The combination of PIV and AR-PAF allowed for pioneering photoacoustic flow
measurement experiments with independent and simultaneous verification through
optical microscopy presented in Chapter 5. This allowed the characterisation of ARPAF with blood with regards to performance affecting factors, such as flow speed and
concentration. Furthermore, the optical microscopy (PIV) could be used to verify
homogeneous seeding in the flow, which is an important factor when considering
the AR-PAF transduction mechanism.

Goal 4, Chapter 6
In order to explain the observed behaviour, the signal transduction for AR-PAF is
analysed in silico in Chapter 6. Simulations were performed to gain a qualitative
understanding of the magnitude and effect of acoustic distortions in the channel.
Additionally, the signal generation from a homogeneously random distribution is
described in the context of speckle formation. This was done analytically and in
silico and resultant predictions were validated experimentally.

Goal 5, Chapter 7
The transition from homogeneous to inhomogeneous seeding was investigated in
vitro and in silico in Chapter 7. Here, aggregation was induced in RBC suspensions,
causing a transition from independent RBCs to large RBC clusters, leading to distinct
changes in the photoacoustic signal. Measurements agreed with predictions based
on simulations as well as the speckle theory developed in Chapter 6.
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Goal 6, Chapter 8
Lastly, the clinical potential of AR-PAF is demonstrated in Chapter 8. To this end, a
clinical ultrasound scanner was used for the detection of photoacoustic signals. The
results presented are the first 2D AR-PAF measurements of whole blood.
The thesis is concluded in Chapter 9, where an outlook on the future of AR-PAF is
provided.
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Chapter 2

Background

2.1 Microvascular Blood Flow
Blood is a complex fluid comprising a liquid and a particulate phase. About 55%*
of it is blood plasma, a liquid phase mostly containing water (about 92%) and dissolved proteins (about 8%) [9]. The remaining 45% is made of blood cells, the
vast majority being RBCs (about 98%), followed by white blood cells (WBCs), and
platelets. Flow dynamics are strongly influenced by RBC interactions due to their
high concentration, which makes it challenging to model flow accurately. WBCs also
have a significant effect on microvascular flow, as they have been observed to block
capillaries under some conditions [10], as well as to increase RBC aggregation [11].
Microvascular blood flow is of special interest to Acoustic Resolution Photoacoustic
Flowmetry (AR-PAF) as blood flow measurements in larger vessels can generally be
performed sufficiently well in deep tissue using Doppler ultrasound. The microvasculature is generally divided into three types of vessels: arterioles, capillaries and
venules. Arterial blood feeds into arterioles, which range in size from about 8 µm to
100 µm and have muscular walls to control perfusion. As they sequentially bifurcate
they decrease in size and lead into capillaries (about 4–8 µm). RBCs are about the
same size as capillaries (about 7.5 µm in diameter [12]), so they flow in single file
* In

this thesis, all percentages indicating a mixing fraction are by fractional volume (not weight).

Table 2.1: Typical circulatory parameters in the human vasculature [13, 15].

Arteries
Arterioles
Capillaries
Venules
Veins

Diameter Mean velocity
/µm
/mm/s

Pseudoshear rate
/s−1

4000
50
8
20
5000
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1000
125
100
20

450
50
1
2
100

and even deform to pass through the smaller vessels. In the capillaries the RBCs
exchange nutrients and oxygen with the surrounding cells. Capillaries sequentially
merge to form the larger venules, which range from about 8 µm to 100 µm.
The blood flow speed varies in time, because of the pulsatile motion of the heart, as
well as in space, as the blood progresses to smaller vessels. Pulsatile blood flow is
mainly relevant in arteries and as the blood flows into the smaller arterioles, pulsatility declines. In addition to the drop in pulsatility, the mean flow speed changes by
orders of magnitude [13] as the majority of the pressure drop across the circulatory
system happens in the microvasculature (50– 60% in the arterioles and 15% in the
capillaries [14]). Representative values for the flow speed in the different vessels are
shown in Table 2.1.
Another fluid mechanical parameter of interest in the study of haemodynamics is the
shear rate γ̇, which, for a cylindrical geometry, is the gradient velocity:
γ̇ =

∂v
,
∂r

(2.1)

where v is the flow velocity and r is the radial direction (this is assuming that the
flow rate is constant in the axial direction). Shear is a directional property and is also
typically location dependent – for example, the flow in the center of a vessel tends
to have lower shear than the flow at the vessel walls. For a simplified description
of shear, the pseudoshear rate (γ ) is often employed, which is defined as the mean
velocity (v ) divided by the diameter in a cylindrical vessel. In the case of flow in rect40

angular channels, γ is obtained by dividing v by a characteristic depth which is the
width or depth, depending on which is the smallest. Physiologically representative
values for γ are provided in Table 2.1.
The shear rate is an important parameter as it affects multiple clinically relevant
biomechanical processes. Some examples are:

1. The process of blood clot formation is mediated by high shear rates, ensuring
the clotting only occurs at the vessel walls (where the shear is highest) [16].
2. Disturbed shear stress (e.g. in the case of flow separation) has been linked to
induction of atherogenic genes, which cause the formation of atheromatous
plaques, the basis for the disease atherosclerosis. [17]
3. In low shear rate environments, RBCs tend to aggregate to form rouleaux [18].

The process and relevance of RBC aggregation will be discussed in more detail in
Section 2.1.3.

2.1.1 Analytical Models for Flow Velocity
Blood flow in all but the largest vessels of the human body is characterised by
Reynolds numbers of less than 2000 [13, 15] and can therefore be considered to be
predominantly laminar, rather than turbulent, in nature. This means that, to a first
approximation, the flow in a cylindrical vessel can be described by Poiseuille flow:


 r 2 

1 ∂p 2
2
v(r) =
r − R = 2v 1 −
,
4µ ∂z
R

(2.2)

where v(r) is the velocity at a radial distance r from the centre, µ is the viscosity,

∂p
∂z

is the axial pressure gradient, R is the tube radius and v is the average velocity (which
is half of the maximum velocity). This can be used to derive the Hagen-Poiseuille
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law, which describes the pressure drop ∆p along a vessel of length L assuming a
constant pressure gradient ( ∂∂zp = − ∆p
L ):

∆p =

8µLQ
,
πR4

(2.3)

where Q is the flow rate in m3 /s. This highlights that for a given flow rate (under
certain assumptions) the pressure drop is inversely proportional to the fourth power
of the vessel diameter, which has a large impact on the flow in the arterioles.
The work presented here models blood flow using rectangular channels, rather than
cylindrical ones. In this case, the flow profile inside the channel can be well described
using [19]

 

cosh(nπ hx )
4h2 ∆p ∞ 1
y
v(x, y) = 3
∑ n3 1 − cosh(nπ w ) sin nπ h ,
π µL n,odd
2h

(2.4)

where the channel width is in the x direction ranging between +
− 0.5w and the channel
depth is in the y direction ranging from 0 to h.
Poiseuille flow is based on the assumption that the fluid is Newtonian, that is, the
fluid’s viscosity is independent of shear. In practice blood flow is non-Newtonian as
it is a shear-thinning fluid due to the presence of RBCs: the RBCs interact with each
other and in addition they will perceive shear of the suspending medium, causing
tumbling and migration to the channel centre [20, 21]. As the viscosity is affected by
the RBC concentration (haematocrit, Hct), an increase in Hct in the channel centre
will cause a local decrease in the flow velocity [22] (“blunter” profiles), which in
turn affects the shear perceived by the RBCs. The blunter velocity profiles can be
empirically accounted for with a modified Poiseuille equation:


 r K 
v(r) = 2v 1 −
,
R
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(2.5)

where K has been observed to be as high as 3.4 in the presence of aggregation in
vivo studies [22]. Aggregation is an important factor as larger structures experience
a stronger migration towards the vessel centre [20, 21].

2.1.2

The Fåhræus Effect

The Fåhræus effect is the reduction of RBC volume fraction (haematocrit, Hct) with
decreasing tube or vessel diameter [23]. It is a result of RBC migration to the centre
of the vessel, which increases their flow velocity. Therefore the average RBC speed
is higher than that of plasma in smaller vessels. Hence, the Hct in the smaller vessels
must decrease as the flux of RBCs is conserved (conservation of mass) [24].
The Fåhræus effect has a strong effect on the haemodynamics in the microvasculature. Literature has reported a drop in Hct to 20–50% of the systemic haematocrit
in the microvasculature; however, it should be recognised that there are a number of
other factors that contribute as well, such as phase separation at bifurcations [25].
A reduction in haematocrit has a strong influence on the generation of a photoacoustic signal. At the optical and near-infrared range of light, haemoglobin is the strongest
absorber in tissue [26]. While this provides excellent blood to tissue contrast, it can
cause unwanted effects, like shadowing. It has been shown that strong optical absorption can be detrimental for AR-PAF, which is why a reduction in Hct yields more
accurate measurements [27]. Therefore, the Fåhræus effect is important in AR-PAF
and is thought to be beneficial for velocity measurements.

2.1.3

Aggregation

RBC aggregation is the process of RBCs clumping together under low shear conditions and in the presence of long molecules such as fibrinogen or high molecular weight dextran (a polysaccharide). The most widely accepted explanation
for the formation of the clumps, termed rouleaux, is the mechanism known as
depletion-mediated aggregation [28]. It is based on the lower concentration of macro43

molecules near the walls of the RBCs due to a “loss of configurational entropy” [29]
(in other words: fewer molecules “fit”). This depletion layer causes an osmotic
pressure gradient near the cell walls, which in turn leads to an attraction between
RBCs [29]. Disaggregation is caused by high shear rates [18]; the exact value at
which it occurs is subject of discussion, but it is likely that rouleaux can be found
throughout a large part of the human vasculature [22].
Enhanced aggregation has been found in many pathophysiological states [28, 30],
such as diabetes [31] or sickle cell disease [32]. However, whether aggregation is
just a symptom, or also a cause of pathology, is still not known. It is affected by many
factors, like age and deformability of RBCs or the fibrinogen concentration [30]. On
the other hand, aggregation could be a cause of pathology as rouleaux have a direct
effect on the blood flow, increasing viscosity, influencing the flow profile [33] and
affecting tissue perfusion [30].
Aggregation also affects the axial accumulation of RBCs, increasing their tendency
to migrate away from the walls [22], which reduces flow resistance [34] and promotes the Fåhræus effect. Another important effect is an increase in sedimentation
rate of the RBCs due to the lower overall surface area to volume ratio. This is a diagnostically important aspect as measuring the sedimentation rate of blood is widely
practised to indicate inflammation (this is known as the “ESR test”).
Aggregation is detectable using photoacoustic imaging, with ultrasound detectors
operating in clinical frequency ranges [35]. Recently, this has been used to demonstrate the potential for photoacoustic imaging to be used as a biomarker for blood
viscosity and oxygen saturation [36]. Aggregation might also be relevant for ARPAF, as it causes an increase in absorber heterogeneity on larger scales. It is thought
that greater heterogeneity enables more accurate AR-PAF measurements [8], but
this needs further investigation.
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2.2

Pulsed Doppler Ultrasound

2.2.1 Doppler Ultrasound with a Single Scatterer
Pulsed Doppler ultrasound is an established technique in clinical practice, first described in 1986 [37]. It is based on sending two short ultrasonic tone bursts into
the tissue with a time delay T and detecting their reflections. Between the arrival of
the two ultrasound pulses, a single RBC giving rise to acoustic reflection will have
moved a distance vT , where v is the velocity of the RBC. This will cause a time
difference in the total travelling time of the pulses (∆t ), which, in the case of the
scatterer moving towards the detector, can be calculated as
∆t =

2vT
,
c

(2.6)

where c is the speed of sound in the medium. The factor of 2 arises from the fact
that the first tone burst traverses the additional distance twice. Given ∆t, T and c, the
particle velocity can be calculated.
In practice it is challenging to measure ∆t, because it imposes high requirements
on the hardware, such as creation of short tone bursts and fast signal processing.
An alternative detection strategy is based on detecting a phase shift in the signal.
This method can be illustrated by considering the detection of the signal at only one
particular point in time, corresponding to the measurement at some fixed distance
to the detector. By repeatedly acquiring measurements (one per pulse), a signal in
“slow time” can be obtained. Slow time refers to the pulse by pulse development
of the signal, in contrast to the “fast time”, which refers to the time development
of a signal trace and corresponds to a distance to the detector. This signal in slow
time would stay constant if nothing moved, because the reflected tone bursts would
be measured at exactly the same phase. On the other hand, movement would be
perceived as a constantly shifting phase of the reflected wave. If the tone bursts are
sinusoids with a frequency f , it can be shown that the detected signal in slow time
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will also be a sinusoid with a frequency
∆f = +
−

2 f v cos(θ )
,
c

(2.7)

where θ is the angle between transducer and the direction of flow. This is exactly
the same frequency as the frequency shift caused by the Doppler effect.
The use of the term “Doppler ultrasound” is not strictly correct because the Doppler
effect is not involved. This is an important distinction to make as pulsed Doppler
ultrasound measurements are in fact based on directly detecting a shift of absorbers
and are therefore comparable to cross-correlation based methods. However, because
the same frequency shift is detected, the term is commonly used in the context of
time-domain displacement using US. This convention is also used in the field of
photoacoustic flow measurements [38, 39, 40].

2.2.2

Ultrasound with Scatterer Ensembles

The discussion above illustrates the mechanism behind motion detection of a single
scatterer. However, in a routine clinical setting ensembles of scatterers are probed
simultaneously; in just 1 mm3 of human blood, there are approximately 5 × 106
RBCs [41, p.312]. In comparison, vascular imaging is routinely performed with
frequencies of 5 MHz, which corresponds to wavelengths of approximately 0.3 mm,
i.e. a “resolution cell” in conventional vascular imaging might contain over 1 × 105
scatterers. It could be expected that such a medium would appear homogenous,
however, it is in fact found that ultrasound images of blood appear not homogenous,
but “grainy”.
A detected signal is the sum of a large number of random contributors. The stochastic
nature of the backscattered sound was first described in a publication from 1970 [42]
which provided experimental evidence that the backscattered amplitudes follow a
Gaussian distribution. In 1974 Atkinson and Berry showed that the fading rate of
the signal, that is, the frequency of mean level crossings of the signal’s magnitude, is
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independent of the underlying absorber distribution [43]. Rather, the structure of the
signal is solely dependent on the size and shape of the detector. In 1979 the granular
appearance of ultrasound images was first explicitly linked to laser speckle [44], and
by now laser speckle and ultrasound speckle are considered two manifestations of the
same phenomenon. Speckle formation will be discussed in more detail in Chapter 6.
It is worth noting that ultrasound speckle tracking has been demonstrated on blood
flow [45, 46], but tracking of speckle is not utilised in conventional pulsed Doppler
ultrasound. Doppler ultrasound does, however, rely on receiving a backscattered
signal and it can be concluded that the speckle phenomenon is what allows the
detection of backscattered sound (at clinically relevant frequencies) from inside the
blood vessels.
The received signal amplitude ( p(t)) at some time t can be analysed further by considering a plane wave incident onto volume containing a uniform distribution of randomly arranged RBCs. The volume can be divided into a regular lattice of Nx smaller
volumes (voxels) with dimensions much smaller than the acoustic wavelength. The
i-th voxel can then be said to contain Ni RBCs. If a plane wave with magnitude pim
and angular frequency ω is backscattered off the i-th voxel, the signal detected from
that voxel can be approximated as [41, p.317]
√
σb
pi (t) = pim
Ni cos(ωt + φi ),
ri

(2.8)

where σb is the backscatter coefficient of a single RBC, ri is the distance to the voxel
from the detector and φi is a phase shift introduced due to the distance ri . The number
of contributors Ni is not constant and will be subject to stochastic fluctuations, so
the signal will be the sum of different numbers of contributors at different times t
and different locations (indexed by i):
Ni (t) = hNi + ni (t),

(2.9)

where ni (t) describes the fluctuating number of absorbers and hNi is the expected
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(a) Absorber distribution

+

(b) Crystallographic term

(c) Fluctuation term

Figure 2.1: Illustration of decomposing a volume of scatterers into multiple smaller volumes
(voxels). (a) The total volume is divided into voxels (illustrated as smaller
squares) which are small in comparison to the wavelength, meaning that the
backscattered signal from each corpuscle in a voxel can be approximated to
have the same phase. Thus the backscattered signal from each voxel can be
approximated arising from a single scatterer, with a backscatter coefficient proportional to the number of corpuscles withing the voxel. This “single scatterer”
is the sum of the mean number of scatterers per voxel in the volume (b, crystallographic term) and a statistical fluctuation around the mean (c, fluctuation
term). Negative contributions are illustrated as empty circles in (c).

value of Ni and is the same for all voxels because a uniform distribution was assumed.
Equation (2.8) and (2.9) can be combined to calculate the pressure due to all voxels
contained in the volume under consideration (Nx ) [41, p.317]:
#
√ "
Nx
Nx
σb
p(t) = pim
hNi ∑ cos(ωt + φi ) + ∑ ni (t − ti )cos(ωt + φi ) ,
r
| i=1 {z
} |i=1
{z
}
Crystallographic term

(2.10)

Fluctuation term

where ti is the time it takes for sound to reach the detector from the i’th voxel and r is
the distance of the volume to the detector. Equation (2.10) is illustrated in Figure 2.1.
Here, the assumption has been made that the volume is small in comparison to its
distance to the detector, which allows r to be reasonably well defined.
It can be seen from Equation (2.10) that the signal formation can be divided into
two terms. The first term is coined the crystallographic term because it is the sum
of contributions from a regular lattice of voxels. As the size of a voxel is small in
comparison to the wavelength, the summation over φi “should be quite uniformly
distributed over [0, 2π]” [47, p.453]. The crystallographic term should therefore
48

approach the average value of the cosine function, which is 0.
The fluctuation term is the sum of independent random variables ni , which means
that the central limit theorem can be invoked to establish that p(t) is a Gaussian
random variable with zero mean (this is one of the characteristics of speckle). In
addition, the statistical independence of ni allows one to derive the autocorrelation
function of p(t), R p . Of particular interest is the autocorrelation function at the origin
which can be shown to be [41, p.319]
R p (0) = p2im

σb Nx
var(N),
2r2

(2.11)

where var(N) is the variance of the number of RBCs in a voxel (the subscript i has
been dropped as the variance is the same for all voxels as the distribution of RBCs
in the volume was assumed to be uniform). The autocorrelation function is related
to the backscatter coefficient of the volume (σBSC ) by σBSC = 2r2 R p (0)/(V p2im ),
where V is the sample volume and thus [41, p.319]
σBSC =

σb Nx
var(N).
V

(2.12)

The variance of the number of RBCs in a voxel can be expressed in terms of the
“packing factor”, which is a function of the haematocrit W (H) [48]:
var(N) = hNiW (H)

(2.13)

and thus
σBSC =

σb
HW (H),
VRBC

(2.14)

where VRBC is the volume of an RBC and H is the haematocrit with H =
Nx hNiVRBC /V , where Nx hNi denotes the total number of RBCs in the volume under consideration as Nx is the number of voxels in the volume and hNi the average
number of RBCs per voxel. Equation (2.14) is an analytical expression for the backscatter coefficient of blood. It can be seen that σBSC depends on the haematocrit as
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well as a variable W , which was labelled the packing factor and will be revisited in
Sections 5.4.1 and 6.1.5.
It can be concluded that the backscattered signal arises from the variance in the
number of RBCs in a given volume. In other words, the ultrasound signal used in
Doppler ultrasound arises from random fluctuations in the RBC distribution. This is
a significant observation as it highlights that blood is perceived as heterogeneous in
ultrasound imaging and this heterogeneity stems from the random nature of the RBC
distribution. Furthermore, this means that the detected signal is a Gaussian random
variable with zero mean.

2.3

Photoacoustic Flow Measurements

2.3.1 The Photoacoustic Effect
The photoacoustic effect involves laser-induced generation of ultrasound. For biomedical imaging, tissue is illuminated with laser light, which is partially absorbed by
chromophores within the tissue. This energy is converted into heat via thermalisation,
which occurs on the order of picoseconds. The heating duration (i.e. the duration of
the laser pulse), is typically of the order of nanoseconds, so the conversion of light
to heat can be approximated to be instantaneous. Since the process of thermalisation
is so fast, the absorber volume can be considered to be constant during the time of
temperature increase. Thus, a local increase in temperature causes a local increase in
pressure, which disperses as a sound wave at the speed of sound c. In 5 ns – the laser
pulse duration used in the present study – sound can travel about 7.5 µm in blood.
These length scales are much smaller than the resolution achievable using ultrasound
imaging of biological tissue, so the heating can be approximated to be instantaneous
across the entire imaging volume. Thus, the initial pressure distribution after laser
excitation is given as [49]
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p0 (~r) = ΓH(~r) = Γµa (~r)φ (~r),

(2.15)

where H(~r) is the absorbed optical energy at a point~r, Γ is the Grüneisen parameter,
µa is the optical absorption coefficient and φ is the optical fluence (the radiation
incident per unit area).
p0 (~r) will propagate outwards as a pressure wave, which can be detected using
a piezoelectric transducer or other pressure sensing methods. The detected sound
waves have frequencies in the range of MHz, which is why the acquired data ( p(t))
is commonly referred to as radio frequency (RF) data.
It can be seen from Equation (2.15) that the signal generation is based on optical
absorption. This results in excellent blood contrast, as blood has a significantly
different optical absorption spectrum in comparison to its surrounding tissue. The
generated signal is an ultrasound wave; hence imaging of deep tissue is possible
just like in medical ultrasound imaging. These characteristics make photoacoustic
imaging a promising candidate for imaging microvasculature [50, 51]. It is therefore
hoped that the photoacoustic effect can push the limit of deep tissue flow imaging
by retaining detection depths in the range of centimetres owing to low acoustic scattering, while potentially providing flow information on smaller scales than possible
with Doppler ultrasound.

2.3.2

Photoacoustic Imaging Strategies

The photoacoustic effect was discovered by Alexander Graham Bell in 1880 [52],
but it took a number of technological advances, such as the development of the
laser, before it was first used for biomedical imaging in 1995 [53]. Since then, the
photoacoustic effect has been utilised in a number of different ways to achieve resolution on different scales. For deep tissue imaging, tomographic approaches have
been developed, while microcopy techniques have been developed for high resolution imaging of more superficial tissue. The first images of blood distributions were
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produced using photoacoustic tomography (PAT) [54]. PAT is based on diffusely
illuminating the target and detecting the photoacoustic response at a number of locations. With knowledge about where the signals were detected, the original image
can be reconstructed using various image reconstruction algorithms. PAT has been
used for imaging of vasculature on the sub-100-micron scale at almost a centimetre
depth using diffuse light [51].
Capillaries were first imaged using optical resolution photoacoustic microscopy
(OR-PAM), a technique based on focusing laser light to a small spot, achieving
5 µm lateral resolution by raster scanning the focal region on the sample [50]. This
technique has for example been utilised in imaging of the retina [55, 56, 57]. However, since the resolution is based on optical focusing, OR-PAM is also limited to
penetration depths of less than one millimetre.
Acoustic resolution photoacoustic microscopy (AR-PAM) on the other hand is based
on raster scanning the acoustic focal region of a single element focused transducer.
The advantage is that diffuse light can be used, making imaging tissue at a depth of
several centimetres possible. However, because a much larger area is illuminated the
energy requirements for the laser are higher, limiting this mode of imaging to the
skin. In this case, the resolution and imaging depth is dependent on the numerical
aperture of the transducer. AR-PAM was first demonstrated in 2006 with a lateral
resolution of 45 µm and imaging depths of 3 mm [58]. Photoacoustic microscopy
has the advantage that not the entirety of the generated acoustic wave needs to be
detected, which is beneficial in translating AR-PAM and OR-PAM to a clinical
setting.

2.3.3

Historical Context of Photoacoustic Flow Measurements

There have been a number of advances in applying the photoacoustic effect to the
measurement of flow. These have been reviewed in depth by van den Berg et al. [59]
and a brief overview is provided here. The photoacoustic Doppler effect, first reported in 2007 [60], is based on continuous wave excitation of the flow. The intensity of
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the light is modulated with some input frequency. Analogous to Doppler ultrasound,
the received signal will contain a Doppler shifted input frequency, dependent on
the speed at which absorbers are moving towards or away from the detector (the
axial velocity component). In 2010, this approach was extended to using tone-burst
excitation [39], enabling spatially resolved detection of flow speeds. In the same
year, detection of the lateral flow velocity components was shown to be feasible by
measuring the broadening of the detected bandwidth [40]. This was implemented in
an OR-PAM setup, enabling the measurement of the metabolic rate of oxygen in the
ear of a mouse [61].
In an effort to bringing the technique closer to clinical applicability, other work
focused on the direct tracking of absorbers (also called density tracking). Shift detection has already been implemented to measure flow in ultrasound measurements.
This was first achieved using the cross-correlation method, which was implemented
in medical ultrasound in the late 70’s [62, 63] and has been reviewed in detail in [64].
In photoacoustics, the first demonstrations of cross-correlation based shift detection
were reported in 2010 [65, 66]. Since then, the method has been applied to in vivo
studies, but only in the optical resolution mode, akin to OR-PAM [67, 68, 69].
In the acoustic resolution mode a range of phantom studies have been performed,
mostly using single element focused transducers (akin to AR-PAM). The process
by which such measurements are performed will be discussed in detail in Chapter 3
and will be referred to as AR-PAF. Early work established that a fundamental limitation in AR-PAF using a single element transducer is its finite focal zone width:
if absorbers are moving too far in between laser pulses, they will not be detected
anymore [38]. However, by adjusting the time delay between pulses, the setup can
be tuned to be sensitive to a wide range of velocities. It was established that measurement accuracy is strongly dependent on the bandwidth of the transducer used, the
tube diameter the blood is flowing through, as well as the concentration of RBCs [70].
Furthermore, it was found that light attenuation causes a systematic velocity underestimation due to slow flow near the tube walls [27].
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It is also possible to use transducer arrays, rather than single element transducers, to
allow for two dimensional (2D) imaging of flow. Using transducer arrays requires
implementation of an image reconstruction step, which renders this strategy more
similar to photoacoustic tomography (PAT) than AR-PAM. Flow measurements performed in this manner will also be referred to as AR-PAF as the spatial information
is gained from the acoustic waves rather than an optical focus. 2D AR-PAF has been
demonstrated using low density suspensions of polyethylene microspheres [71].
The challenge with the acoustic resolution mode lies in the requirement that the photoacoustic signal needs to be heterogeneous on scales similar to (or larger than) the
resolution. It was found that the high frequency components of the signal are important when trying to measure the flow speed, but with increasing particle density, the
detected signal bandwidth decreases [7]. This was described in terms of a drop in absorber heterogeneity and it was argued that measurements should therefore become
increasingly difficult with increasing concentration [7]. This reasoning is based on
the fact that individual absorbers become harder to resolve as the spacing between
absorbers decreases. It could therefore be argued that the detector frequencies need
to be high enough to resolve individual absorbers and this should be possible if the
frequencies are high enough to resolve the absorber spacing. Whether or not this is
possible can be estimated using the dispersion relation of sound:
c
λ= ,
f

(2.16)

where λ is the wavelength, c the speed of sound and f the frequency of the sound
wave. As an order of magnitude estimate it can be said that λ is required to be smaller
than the structure under consideration in order for the structure to be resolvable and,
in this case, the structure is the absorber spacing. With regards to whole blood,
this corresponds to frequencies over 150 MHz (see Section 5.5 for a more detailed
analysis).
First successful AR-PAF measurements of whole blood have recently been reported
using a single element transducer with a centre frequency of 30 MHz [8]. These
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measurements were surprising as it could be thought that blood would appear as a
continuous medium at the detected frequency band. It was postulated that the RBCs
were forming aggregates and thereby producing “a coarser absorber distribution than
otherwise expected” [8].
It is worth noting that the use of cross-correlation for shift detection is well established in the field of Particle Image Velocimetry (PIV), a method based on analysing
sequentially acquired image of flowing fluids. Here, spatially resolved flow velocity
profiles are generated by dividing an image into small interrogation regions and
cross-correlating them with corresponding ones in the next image (see Appendix F
for a detailed description). PIV can therefore be used to guide the development or
AR-PAF processing methods.

2.3.4

Resolution of a Single Element Detector

The focal zone of a transducer is commonly defined as the region within the -6 dB
points of the maximum pressure point the transducer can produce. For a spherical
transducer the shape of the focal zone is roughly cylindrical with a length given by
FZ =

8F 2 λ
,
D2 + 2Fλ

(2.17)

where F and D are the focal length and diameter of the transducer respectively and
λ is the wavelength of sound [72]. The beam diameter is given by
BD = 1.02

Fλ
,
D

(2.18)

so it can be seen that there is a trade off between imaging depth and lateral resolution [72].
Throughout this work, the detected signal p(t) will be assumed to correspond to
signal generated a distance ct away from the transducer, with a lateral resolution
given by BD at the focal zone. Here, t is taken to be the time between excitation and
55

detection. The time dependent RF signal can thus be remapped to be a function of
space by multiplying by the speed of sound. This spatial axis will be referred to as ζ .

2.4

Summary

This chapter introduced key concepts and highlighted background relevant to the
work presented in this thesis. It was divided into three parts:
The first part (Section 2.1) discussed characteristics of blood flow on the micrometer
scale. It was pointed out that RBCs tend to migrate towards the vessel centre and
this leads to a drop in Hct (Fåræus effect) as well as blunting of the (otherwise
parabolic) flow profile. Furthermore, RBCs tend to form rouleaux under low shear
conditions, but only in the presence of long (high molecular weight) molecules or
proteins dissolved in the suspending medium.
In the second part (Section 2.2) the principal signal transduction mechanism of
pulsed Doppler ultrasound was sketched out, which is of interest due to the similarity with photoacoustic signal detection. It was explained that the signal used
for flow detection of blood in ultrasound arises from the ultrasound speckle phenomenon. In addition, the amplitude of the detected signal was modelled as the
sum of a “crystallographic term” and a “fluctuation term” where the former corresponds to the mean RBC density and the latter to the variance of that mean. In
ultrasound, the crystallographic term vanishes, leading to the conclusion that the
detected speckle signal stems from the variance in absorber density and this variance
could be analytically described as function of haematocrit.
Finally, a brief background of photoacoustic flow measurements is provided in the
last part (Section 2.3). AR-PAF is a promising flow imaging modality because it
is believed it will enable non-invasive blood flow imaging in deep tissue (on the
order of centimetres) with improved Signal to Noise Ratio (SNR) in comparison to
ultrasound. However, it was found AR-PAF breaks down when imaging flow with too
dense seeding and this was ascribed to a drop in heterogeneity as the absorbers’ mean
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separation becomes small [7]. It could be thought that this heterogeneity requirement
prohibits the detection of blood flow due to the high concentration of RBCs in
whole blood, but pioneering studies have demonstrated successful in vitro blood
flow measurements using AR-PAF [8]. It is therefore of interest to analyse the
heterogeneity requirement further by confirming the RBC distribution heterogeneity
optically.
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Chapter 3

Signal Processing in AR-PAF
Acoustic Resolution PhotoAcoustic Flowmetry (AR-PAF) relies on calculating absorber displacements from measured time shifts between photoacoustic signals. As
opposed to optical resolution measurements, the information about the spatial location comes from acoustic spatial resolution. This can be achieved using a focused
single element transducer, or a transducer array combined with image reconstruction.
The basic principle of AR-PAF is illustrated in Figure 3.1. The tissue is illuminated
diffusely, allowing for imaging beyond the ballistic regime of photons. Absorber
motion can be tracked using successive laser pulses separated by some time interval
T , motion can be detected as absorbers will have moved within this time interval.
Motion towards and away from the detector will cause a change in time of arrival
of the generated photoacoustic RadioFrequency (RF) signal by some time shift
∆t. It is possible to calculate the flow speed v by correcting for the angle between
transducer interrogation direction and the measured or estimated flow velocity vector
(θ ). Mathematically, the flow speed can be expressed as follows:

v=

where c is the speed of sound.

c∆t
,
T cos(θ )

(3.1)

Figure 3.1: Schematic of acoustic resolution photoacoustic flowmetry illustrated using a
single element transducer. If an absorber (red circle) moves towards the transducer during the time T between laser pulses, the photoacoustic pulse will arrive
∆t earlier at the transducer. By measuring ∆t, and the angle between the transducer’s receiving direction and the flow velocity vector (θ ), the velocity v can be
estimated with prior knowledge about the speed of sound c. The acoustic resolution mode employs diffuse, unfocused illumination with the spatial resolution
defined using a focused transducer.

There are a multitude of possible ways to calculate the time shift ∆t given two RF
signals. An intuitive way of doing so is based on the cross-correlation function
defined as

R(t) ≡ (p1 ? p2 )(t) ≡

Z +∞
−∞

p∗1 (ε)p2 (ε + t)dε,

(3.2)

where p1 and p2 are two successively acquired signals and ∗ denotes the complex
conjugate. If p1 and p2 are of similar overall shape but shifted with respect to each
other by some value ∆t, R will have its global maximum at t = ∆t:

arg max[R(t)] = ∆t.
60

(3.3)

p1
R1,2

t
p2

t

t

t
Figure 3.2: Illustration of the cross-correlation function.

An example of detecting ∆t as described above is shown in Figure 3.2. An alternative
to using cross-correlations is briefly explored in Appendix B.
Throughout this thesis, with the exception of Chapter 8, photoacoustic signals were
acquired using a single element focused transducer. In that case, the two signals
used for the cross-correlation are the pressure time series detected by the transducer
and the variable t is the time that has passed since the photoacoustic signal was
generated. Assuming a constant speed of sound c, t can be related to the distance to
the transducer (ζ ) as ζ = ct and hence a shift of absorbers in the direction of the
transducer (∆ζ ) can be detected using

arg max[R(t)] = ∆ζ /c.

(3.4)

The task of using Equation (3.4) to infer information about flowing suspensions
poses a number of challenges, including noise, background signal, inhomogeneous
flow fields, acoustic reflections, limited detection aperture and limited detection
bandwidth. This chapter is concerned with optimising the processing methods to
overcome some of these challenges in order to facilitate PAF under physiologically
realistic conditions.
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Figure 3.3: Illustration of the frame stack. In addition, two filtering steps are shown. The
band-pass filter is applied in the fast time direction (i), while the background
subtraction removes the mean of corresponding pixels in the frame stack, i.e.
subtracting the stationary component in slow-time (k).

3.1 Signal Acquisition and Pre-Processing
Photoacoustic radio frequency (RF) signals were collected by a single element transducer. Each acquisition yielded one RF time series which was digitised by an oscilloscope, henceforth referred to as a “frame” (the experimental setup will be explained
in depth in Section 4.1). Frames were acquired in pairs that were cross-correlated
with each other. A number of N frame pairs were acquired, forming a “stack”. Let
each frame be denoted as pl (i, k), where l ∈ {1, 2} denotes the first or second frame
of each frame pair, i denotes the i’th data point of each frame and k denotes the k’th
frame pair in the stack. The stack is illustrated in Figure 3.3.
The time interval between consecutive data points along i is given by the sampling
frequency of the digitising equipment and is generally on the order of nanoseconds.
The time interval between consecutive frames is given by the frame rate of the imaging system and can depend on the triggering rate of the laser or the data acquisition
speed. This happens generally on the order of milliseconds. When considering the
evolution in time along i, that is, the time axis of a time series (of one frame), the time
axis will be referred to as “fast time”, while the time evolution between consecutive
frames will be referred to as “slow time”.
Two pre-processing steps have been identified as being beneficial for the crosscorrelation method: background subtraction and band-pass filtering.
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Background subtraction is a crucial pre-processing step, analogous to clutter filtering commonly used in Doppler ultrasound imaging in order to remove the signal
generated by blood vessel walls. Likewise, the detected photoacoustic signals will
inevitably contain some “static” component which does not change between successive signal acquisitions. The moving part of the signal, encoding the displacement
of absorbers, is typically superimposed onto this static background. The source of
the background is partly due to the signals generated by stationary absorbers, for
example the vessel wall. A second source of the stationary background is due to
the summation of high densities of random absorbers and will be discussed in Section 6.1.
Background subtraction was implemented by subtracting the average frame from
each frame individually and is expressed mathematically as

BS[pl (i, k)] ≡ pl (i, k) −

1 N
pl (i, k0 ),
N k∑
0 =1

(3.5)

Where BS is the background subtraction functional, denoting the application of the
background subtraction step.
The effect of background subtraction on the cross-correlation function was illustrated using simulated data shown in Figure 3.4. A random signal was generated
with a static envelope and a moving component. The signal was generated twice, with
the moving component being displaced by 5 ns between the two successive frames.
The signals were cross-correlated using Equation (3.2) before and after applying
background subtraction. It can be seen that the background subtraction removed the
dominant DC component in R, effectively increasing the sensitivity to motion. Furthermore, the presence of static components can lead to systematic underestimation
of motion: in the presented simulation, the raw data yielded arg max[R(t)] = 3.6 ns
while the background subtracted data yielded arg max[R(t)] = 4.8 ns, which is very
close to the true 5 ns.
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Figure 3.4: Illustration of the effect of background subtraction (BS) on the cross-correlation
R. Two pressure signals ( p1 and p2 ) were numerically simulated (“Raw”, black)
with a static component and a moving component displaced by 5 ns. The background subtracted raw signal (“BS”, red) removes the static component. Crosscorrelating the two signal pairs using the unbiased cross-correlation yields two
different curves R. The raw data’s cross-correlation R (black) has a peak value
at 3.6 ns, while the background subtracted cross-correlation (red) has a peak at
4.8 ns.

The second signal pre-processing step is band-pass filtering the signal along the fast
time. The motivation for this is two-fold:

1. There is a physical limitation on how high frequency components can be
detected due to attenuation of sound in tissue and the finite bandwidth and
SNR of the transducer. Hence, filtering frequencies higher than the practically
detectable signal will increase SNR.
2. It was observed that low frequency components tend to decrease the robustness
of the cross-correlation method. It is thought that lower-frequency components
are less effective at encoding displacement information.

The two filtering steps are illustrated in Figure 3.3.

3.2

Displacement Detection

It is generally expected that the flow speed will vary along the axis the transducer is
interrogating, ζ . Even when interrogating simple Poiseuille flow, the flow speed in
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Figure 3.5: Illustration of interrogation window (IW) indexing. A window wl is a set of
data points from pl with l ∈ {1, 2} (red lines, colour online). The location of
the IW with respect to the image is defined by r, which marks the window’s
starting point (blue arrow, colour online). While actual processing was done with
W = 32, a smaller window with a size of 7 pixels is shown here for illustrative
purposes.

the centre of the vessel will be larger in the centre than near the walls (see Section 2.1
for a detailed discussion). In order to obtain spatially resolved flow profiles, subsets
of pl (i, k) (Interrogation Windows, IWs) were considered. The location of each IW
with respect to pl (i, k) is defined by some vector r = (i0 , k0 ) with i0 , k0 ∈ N. Each
interrogation window has a length of W data points, so each window is defined as
wl,r=(i0 ,k0 ) (i − i0 ) = pl (i, k0 ) : i ∈ {i0 + 1, i0 + 2, . . . , i0 +W },

(3.6)

with l ∈ {1, 2} indicating the first and second frame of a frame pair. Interrogation
windows were constructed for all r, i.e. for every possible IW location in pl (i, k0 ).
This means that adjacent IWs were overlapping by W − 1 pixels or by 100 ∗ (W −
1)/W %. To illustrate the indexing outlined above, one IW is schematically shown
in Figure 3.5.
In order to find the displacement in each IW, corresponding IW pairs were crosscorrelated. The discrete cross-correlation function is defined as



 1 ∑W −n−1 w1,r (i + n)w∗ (i) n ≥ 0
2,r
W i=1
Rr,biased (n) =

R∗ (−n)
n<0
r
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(3.7)

where r defines the location of wl (i) with respect to pl (i, k), ∗ denotes the complex
conjugate, and n ∈ N (the set of natural numbers). Note that this formulation of the
cross-correlation can be biased towards smaller |n|. This is because R is calculated
from the overlap of the two finite arrays w1 and w2 , so their overlap becomes smaller
as their displacement with respect to each other (|n|) becomes large. An alternative
to Equation (3.7) is the usage of the unbiased discrete cross correlation, which
introduces a correction factor based on the size of the overlap of the two IWs:

Rr,unbiased (n) =





W −n−1
1
w1,r (i + n)w∗2,r (i)
W −n ∑i=1


R∗ (−n)
r

n≥0
(3.8)
n<0

It is important to bear in mind that this correction factor might in turn introduce a
bias by itself. This can happen if w1 and w2 tend to 0 at their respective edges. In
that case, the smaller overlap (of the biased cross-correlation) does not introduce
an error since the result would be the same even if the two functions extended to
infinity. This effect is illustrated in Figure 3.6 by applying the two types of crosscorrelation to the data simulated in Figure 3.4. It can be seen that in the specific
case of having a large positive background signal which tends to zero at its edges,
the unbiased cross-correlation actually introduces a distortion which can result in
failure of detecting underlying displacements. However, if the DC component of
the underlying signal is removed, as is the case here after applying background
subtraction, this behaviour disappears and the unbiased cross-correlation leads to
improved displacement detection.
In this thesis, the unbiased discrete cross-correlation as defined in Equation (3.8)
is used. In order to minimise the problem of “over correcting” described above,
interrogation windows were chosen to be large in comparison to the characteristic
wavelength of the signal. This, in combination with the pre-processing steps, was
found to be sufficient for reliable displacement detection.
Selection IW size involves a trade off: If the IW is too small, the cross-correlation is
66

Figure 3.6: Illustration of the effect of biased and unbiased cross-correlation. Two curves,
shifted by 5 ns with respect to each other with a static component were correlated
(curves shown in Figure 3.4) with and without background subtraction (BS).
The cross-correlation R was calculated using the biased and the unbiased crosscorrelation formulation.

more susceptible to noise and biasing problems. On the other hand, small windows
average information over a smaller region of interest and hence provide a higher
spatial resolution in that sense. Hence, two conditions need to be fulfilled for accurate
displacement measurements: first, the IW has to be sufficiently large to capture
signal intensity variations within the IW; second, the IW has to be sufficiently small
to ensure that the velocity is spatially invariant within the IW. The first condition
can only be true if the detected frequency content is sufficiently high to allow signal
intensity variations within the given IW length.
In order to generate spatially resolved flow profiles, Rr is calculated for a large set
of r, i.e. for a range of possible locations in every frame. In other words, the IW is
“stepped” along the frame p with some step size κ. If, for example, κ = 1, crosscorrelations are calculated for all possible locations. This way a stack of arrays of
cross-correlation functions is calculated, each Rr corresponding to some data point
from the RF data. This process is illustrated in Figure 3.7 with κ = 3.
The resultant cross-correlation stack is used to calculate the “ensemble average” in
order to improve SNR. The ensemble average Rr is calculated as
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p2
p1

w1 ⋆ w2
=

R1,2
Cross-correlation map

Figure 3.7: Illustration of using IWs to find spatially resolved velocity profiles using crosscorrelations: in a frame pair, corresponding IWs are selected from the two pressure profiles p1 and p2 (red vertical lines). Cross-correlating those two signatures w1 and w2 yields R1,2 which is assigned to the location corresponding
to the centre of the IWs. This process is repeated for a different IW (blue horizontal lines), yielding a different R1,2 corresponding to a different location. This
is done for every data point, resulting in a cross-correlation map with a function
R for every possible location r. A small window with a size of 7 data points is
shown here for illustrative purposes. IWs used in this thesis are up to W = 512
data points in size.

Rr=(i) (n) ≡

1 N
Rr=(i,k) (n).
N∑
k

(3.9)

It can be seen that the ensemble average is the average of cross-correlation functions
in slow time. In other words, Rr=(i) (n)∀r represents a cross-correlation map, with
one cross-correlation function corresponding to each data point in the original RF
frame. For each point in the stack specified by i, the displacement ∆t can be estimated
using

arg max[Rr (n)] =
n
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∆t
,
δt

(3.10)

where Rr (n) : n ∈ Rξ is the cubic spline interpolation of Rr (n) : n ∈ N, and δt is
the time between acquired samples in fast time (i.e. the sampling speed). Rξ is
the set of real numbers between −ξ and +ξ , defining a limited search window
in order to avoid spurious outliers near the edge of the cross-correlation function.
Using Equation (3.10) a profile of local displacement estimates is constructed: ∆t
is calculated for a range of possible r, yielding a profile of displacements between
t = tstart + W2 δt and t = tend − W2 δt , where tstart and tend are the start and end time
points of recording the RF signal respectively. The displacement profile is converted
into a velocity profile using Equation (3.1), which was given above as

v=

c∆t
,
T cos(θ )

(3.11)

where θ is the angle between channel and transducer and T is the time between successive laser pulses. The velocity map obtained using the method described above
does not discriminate between regions of high and low SNR. This is problematic because regions of low SNR make the cross-correlation susceptible to outliers. Hence,
a masking strategy based on the photoacoustic amplitude was utilised as described
in the following section.

3.3

Masking

Masking is based on the assumption that regions of high photoacoustic amplitude
are of interest. A masking strategy was developed by rejecting RF signals that fall
below a threshold based on the amplitude of the cross-correlation function. This is
computationally efficient, because the cross-correlation functions are calculated for
the measurement of the displacement shift, regardless of the masking scheme. The
masking principle is illustrated in Figure 3.8. Four approaches to implement this
masking strategy were investigated.
The first masking approach is based on using the maximum amplitude M r=(i) from
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Figure 3.8: Illustration of the masking applied to photoacoustic velocity profiles. The velocity profile (left) includes regions outside as well as inside (the Region Of
Interest, ROI) of the tube. Velocities calculated outside the region of interest
become dominated by noise and can take random values. The amplitude map
(centre) corresponds well with the cross-sectional length of the tube and is
thresholded to mask the velocity profile (right). The median of the resulting
masked estimate is taken as an estimate of the average flow velocity within the
ROI.

the ensemble correlation:


M r=(i) ≡ max R r=(i) (n) ,
n

(3.12)

where R r (n) : n ∈ R is the cubic spline interpolation of Rr (n) : n ∈ N.
A second masking strategy was developed employing the median rather than the
er=(i) of the maxima of the cross-correlation funcmean. Specifically, the median M
tions was calculated:



er=(i) ≡ med max Rr=(i,k) (n) .
M
k

n

(3.13)

The calculations in Equation (3.12) and 3.13 can be performed for all r, creating
a 2D mask based on the cross-correlation amplitudes. Hence, Equation (3.12) and
Equation (3.13) can be rewritten as

?

M (i) = M r=(i) and
e ? (i) = M
er=(i) ,
M
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(3.14a)
(3.14b)

where the ? superscript has been used to signify that the array has been calculated
from cross-correlation functions. This distinction is important, because a point i in
Equation (3.14) does not correspond to the same spatial location as a point i in p(i),
but rather contains information from an interrogation region located at this point (as
can be seen in Equation (3.8)).
This is further illustrated in Figure 3.7: two overlapping interrogation windows are
shown, with their location in the image indicated by vertical red and horizontal blue
lines seen on the left. The overlapping region is indicated by pixels with red and blue
lines crossing each other. The corresponding signals w1 and w2 are displayed in the
centre of the image: the signals from the red IW on the left and the signals from the
blue IW on the right. In this example the largest amplitude of the signal is located
in the overlapping region, so both red and blue IWs yield identical cross-correlation
peaks, even though the centres of the two IWs are offset with respect to each other.
Therefore, the peak cross-correlation amplitude is almost identical in these two cases
despite differences in the underlying pressure profiles.
?

?

e (i) were deconTo better represent the underlying pressure profiles, M (i) and M
volved with a rectangular function defined as

ΠW (i) =



0

if |i| > W /2,


1

if |i| ≤ W /2,

(3.15)

?
e ? (i), denoted as
where W is the length of the IWs. The deconvolved M (i) and M

e
M(i) and M(i),
will henceforth be referred to as “ensemble masking” and “median
masking” respectively.
Two possible alternatives to the two masking strategies above are based on using the
mean or median of the envelopes of the frame stack. Thus a total of four different
masking strategies were proposed: ensemble masking, median masking, taking the
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mean of the amplitude envelopes and taking the median of the amplitude envelopes.
The four different masking strategies were tested using experimental data collected by interrogating flowing polystyrene spheres (1%v/v) in a tube (500 µm inner
diameter) using an AR-PAF setup as schematically illustrated in Figure 3.1. The
experimental method is detailed in Chapter 4. The result of the different masking
strategies can be seen in Figure 3.9. It can be seen that ensemble masking and median masking yielded smoother amplitude maps in comparison to masks based on
the RF data amplitude, but all methods agree reasonably well about the spatial extent and location of the tube. Both ensemble masking and median masking yielded
indistinguishable results in this experiment.
The comparison between ensemble masking and median masking will be revisited
in Chapter 8. In all other parts of the thesis, median masking will be employed as it
was found to be more robust to outliers.
After deconvolution the amplitude maps were converted into binary masks by
thresholding them at half their maximum value. A single velocity estimate was
extracted from each masked velocity map by taking the median of the flow velocity
profile within the ROI which was defined by the mask. The median was used rather
than the mean in order to reduce susceptibility to outliers. The standard deviation of
the flow speed values within the ROI was used for calculation of error bars.

3.4

Processing Pipeline

An overview of the entire proposed pipeline can be seen in Figure 3.10. The pipeline
has a number of parameters that need to be controlled, and analysing the results can
become complicated and time consuming if any steps need to be repeated or changed.
In order to be able to handle a large amount of data an object oriented computational
framework was developed. This framework was designed to allow for . . .
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e
M, M
M
e
M

Figure 3.9: Example of different masking approaches. 50 RF signals were detected using
a focused transducer. One example is displayed in the top left and its envelope
(absolute of the Hilbert transform) is displayed in the top right. The mean and
e are
median of all 50 envelopes is displayed in the bottom left and M and M
displayed in the bottom right.

1. . . . modular development of the code base to facilitate incorporating any additional features that might be developed in the future.
2. . . . easy debugging by keeping processing steps separate and independent,
while minimising the number of objects to keep track of.
3. . . . scalable processing of large data sets by minimising cache requirements.
4. . . . easy data analysis by keeping flow results separately accessible without
the need for re-processing of data.
The framework is illustrated in Figure 3.11. It is based on keeping the RF data and
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Figure 3.10: Processing pipeline for extracting flow information from RF data. The processing steps in the shaded region are repeated N times to yield a stack of
cross-correlation maps Rr=(i,k) .
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Figure 3.11: Schematic of AR-PAF processing structure.

resultant flow data in independent objects, with a function generating the flow data
object from the RF data object. Using two separate objects decreases the cache
requirements when looking at the flow data alone. Both filtered and raw RF data
are stored in the RF data object which facilitates exploration of filtering methods.
Other data members (data stored within an object) are the sampling properties, for
example the sampling frequency, speed of sound and θ .
Flow data is generated using the ensemble cross-correlation function. Aside from
the filtered RF data, it also requires further inputs:
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1. The IW parameters W (IW size), ξ (search window size) and κ (step size).
2. The cross-corelation biasing mode (biased or unbiased).
3. The strategy for calculating the amplitude map used for masking (ensemble
masking or median masking).
4. The sequencing mode of frame pairs.
The sequencing mode defines which frames are taken as corresponding frame pairs.
Until now, frame pairs were described as independent from one another. However,
if frames are acquired sequentially with a constant sampling interval T , it becomes
possible to use the second frame of a frame pair as the first frame of the subsequent
frame pair, effectively almost doubling the number of frame pairs and hence increasing SNR. The frame pair sequence of independent frames would accordingly be
counted as ‘1&2, 3&4, 5&6, . . .’, while the continuously acquired frames can be
counted as ‘1&2, 2&3, 3&4, . . .’. Mathematically, data acquisition in this continuous sequencing mode can be expressed as
p2 (i, k) = p1 (i, k + 1)

(3.16)

and will be referred to as “continuous acquisition” as opposed to “dual frame acquisition”. Continuous acquisition will be used in Chapter 7.
The output of the ensemble cross-correlation function is a flow data object. This
contains one velocity profile and one amplitude profile generated from the RF data
stack. Note that the individual Rn are not stored as an output as their memory requirements can become very large and it was found that accessing them individually
was of little analytical value. A useful feature of the flow data object is the option to
save them since this enables rapid re-analysing of data without the need to perform
the time intensive cross-correlation steps again.
This flexible framework is modality agnostic and can easily be adapted to a number
of different applications. For example, the velocity detection method can be changed
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from a cross-correlation based method to a different algorithm without influencing
other parts of the code base. Another significant extension is the application of this
framework to two dimensional (2D) images. These images can be photoacoustic
reconstructions of p0 , but also medical ultrasound B-mode images or even optical microscopy images. In all of those cases, the input into the ensemble cross-correlation
function remains the same, but the processing steps are repeated over the additional
dimension. This approach is discussed in more detail in Chapter 8.
In this work, PIV is performed using the analytical tools introduced in this chapter.
Generally speaking, PIV makes use of repeated cross-correlation passes with 2D
IWs as well as other advanced processing techniques (as described in Appendix F),
which are not employed here. This shortcoming can, in principle, limit the utility
and accuracy of the PIV results. However, the following chapters will highlight that
more advanced PIV processing methods would not enable any further insight under
the experimental conditions of this study. In other words, the processing developed
in this chapter was found to be sufficient to allow for a quantitative comparison
between PIV and AR-PAF within the experimental constraints.
All processing presented in this thesis was performed in MATLAB.

3.5

Summary

A processing pipeline was proposed above in order to extract flow information from
photoacoustic signals. This cross-correlation based pipeline produces two outputs:
a velocity profile as well as an amplitude profile. The velocity profile provides a
spatially resolved map of velocities regardless of the underlying signal amplitude,
including regions where no signal was detected, i.e. where only noise was detected.
When cross-correlating noise, the location of the peak value of the cross-correlation
function is essentially random, which is why resulting flow estimates can become
very large and unpredictable. It was therefore essential to also produce an amplitude
profile, which was used to mask the velocity profile and thereby retain information
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about the structure of the imaged object.
Key outcomes presented in this chapter are:

1. A cross-correlation based processing pipeline for spatially resolved AR-PAF
was developed.
2. It was found that spatially resolved velocity profile measurements should be
made using the ensembles of cross-correlation functions (“ensemble correlation”).
3. In the developed pipeline, velocity profiles are masked based on the crosscorrelation amplitude in order to define the ROI. The median flow velocity
within the ROI is used as to measure the average flow speed.
4. The processing steps developed for AR-PAF can also be applied to optical
microscopy images to acquire PIV measurements (i.e. the same algorithms
can be used to process both the photoacoustic data as well as the microscopy
images to detect displacements). This will be done in the following chapters,
where PIV will be used to provide a ground truth of the flow speed.
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Chapter 4

Combining AR-PAF with µPIV
This chapter describes a novel experimental setup developed to facilitate combined
AR-PAF/PIV imaging. This involved creating an acoustic resolution photoacoustic
detection setup and a custom optical microscopy system as well as the design and
manufacture of flow phantoms that can be studied with both modalities. The system
was used to obtain results discussed in Chapter 5, Chapter 7 and the experimental
part of Chapter 6. A different experimental setup (AR-PAF only, using a 2D clinical
ultrasound array) is described in Chapter 8.
This chapter can be broadly divided into three parts. The first part gives an overview of the entire experimental setup and the data acquisition system. The second
part focuses on the development and manufacture of the flow phantoms. Lastly, the
system is tested as a proof of concept, highlighting the challenges that remain to be
overcome.

4.1 Experimental Design
4.1.1 Overview
Dual AR-PAF/PIV data was acquired using the experimental setup illustrated in
Figure 4.1. Photoacoustic signals were generated using a dual cavity Q-switched

Nd:YAG Litron Nano L PIV laser frequency doubled to a wavelength of λ = 532 nm.
The excitation light was passed through a diffuser before being directed onto the flow
phantom through an objective lens (10x EO plan-apochromatic, infinity corrected,
numerical aperture: 0.28, working distance: 33.5 mm, depth of focus: 3.6 µm, Edmund Optics). The diffuser prevented tight focusing of the laser on the flow phantom,
which was necessary as diffuse illumination is required for AR-PAF. Furthermore,
the diffuser had the additional benefit of blurring out the non-Gaussian beam profiles,
which is important as the profiles of the laser’s two cavities are distinctly different
otherwise. The laser was directed onto the phantom through the same objective lens
which was used for optical imaging. This ensured that there was correspondence
between the photoacoustic signal and the optical images as the laser would always
be directed onto the imaged region. In addition, this arrangement allowed light that
was reflected off the phantom to be used for optical imaging. The pulse energies
were about 3.5 mJ and the laser spot diameter at the focal point was estimated to be
3 mm, corresponding to an average laser energy density of about 50 mJ/cm2 . This
energy was chosen to enhance the SNR for proof-of-concept measurements even
though it is 2.5 times higher than the Maximum Permissible Exposure (MPE) for
skin imaging.
The flow phantoms were fabricated with a reflective backing, such that the excitation
light used to generate the photoacoustic signal would be partially reflected back
through the objective lens to allow optical imaging of the phantom using the same
light pulse. Fluid samples were perfused through the phantoms using a syringe pump
(Cole-Parmer WZ-74900-15). An infinity corrected objective lens was used, which
allows the placement of additional optical elements in the imaging path such as a
dichroic mirror. A long-pass dichroic mirror with a cutoff wavelength of 550 nm was
chosen to allow for fluorescence imaging. This was not performed in this thesis, as
preliminary experiments (not presented here) have concluded that the sensitivity of
the camera was not high enough to usefully detect the fluorescence signal. However,
it is possible to use a more sensitive camera in future studies, enabling fluorescence to
provide a means of very accurately imaging small tracer particles. Therefore, in this
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Figure 4.1: Combined AR-PAF/PIV setup. The laser is a Q-switched Nd:YAG Litron Nano
L PIV laser, which consists of two separate lasers (L1, L2), which are frequency
doubled to λ = 532 nm in a harmonic generator (HG) and attenuated using
a polarising filter (PL1). The laser is directed through a diffuser (Di) and a
dichroic mirror (DM) to an objective lens (Ob) which focuses the beam onto a
flow phantom. The flow phantom is inside a water tank for acoustic coupling and
perfused using a syringe pump. The laser generates a photoacoustic RF signal
which is detected by an acoustic transducer, amplified and subsequently recorded
using a Tektronix TDS784D oscilloscope. RF data acquisition is triggered using
a photodiode detecting the laser light. The channel is imaged using the same
objective lens, Ob, as a small fraction of the light passes through the dichroic
mirror. To adjust the brightness of the image, a second polarising element, PL2,
was introduced. The image was projected onto a CMOS camera (IDT MotionPro
X3) using a tube lens (TL). The camera was triggered using the trigger output
from the laser flashlamps.

experiment only the reflectivity of the dichroic mirror was relevant: it was roughly
98% reflective. Thus, light could pass through the mirror and be projected onto a
Complementary MetalOxide Semiconductor (CMOS) camera (IDT MotionPro X3).
To adjust the brightness of the image, a linear polariser was introduced in the beam
path.
Photoacoustic signals were detected using a spherically focused transducer with a
centre frequency of 30 MHz and a -6 dB bandwidth of 23.1 MHz (Olympus V375).
Its focal distance is 18.9 mm in water, with a -6 dB beam diameter of 150 µm at
the focus. The depth of focus is 3.3 mm long (between -6 dB points). The detec81
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Figure 4.2: Orientation of the flow phantom with respect to the camera and transducer.

ted radio frequency data was amplified with a low noise amplifier (ZFL-500LN+,
Mini-Circuits) and subsequently recorded using a Tektronix TDS784D oscilloscope.
Acquisition was triggered using a photodiode (Hamamatsu S5973), allowing exact
correspondence between the start of the signal recording that the generation of the
photoacoustic signal (the error is on the order of the sampling rate of the oscilloscope, i.e. about 1 ns). The RF signal was digitised with a sampling rate of 1 GHz and
transferred to a computer for further processing using a General Purpose Interface
Bus (GPIB, using a NI PCI-GPIB card).
Figure 4.2 shows a schematic of the relevant imaging plane and axis for the photoacoustic and PIV measurements respectively. The coordinate system is also shown
in the figure. The channel shown is rectangular in shape, but a cylindrical tube
was also employed. The motivation for the use of rectangular channels is given in
Section 4.2. It can be seen that the transducer and the camera interrogate the flow
profile within the channel along orthogonal directions, ζˆ and x̂ respectively. Thus,
the transducer perceives flow variation along the depth of the channel, while the
camera images the flow in the xz-plane; motion in the photoacoustic interrogation
direction is perceived as out-of-plane potion in PIV. Each time point detected by the
transducer will correspond to a region within (as well as without) the channel and
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Figure 4.3: Illustration of the transducer’s interrogation geometry alongside its sensitivity
map (not to scale). The sensitivity sensitivity weighted focal zone of the transducer is shown in red and “Equidistance lines” correspond to areas which will
be detected simultaneously by the transducer. The axial motion of an absorber
from point A to point B is schematically illustrated (blue arrow).

is weighted by the transducer’s sensitivity (i.e. the shape of its focal zone). This is
illustrated in Figure 4.3.

4.1.2

Acquisition Protocol

The timing of the data acquisition was controlled using a custom LabVIEW program, which coordinated the triggering of the laser with the other peripheral devices
(camera and oscilloscope). An overview of the trigger timing can be seen in Figure 4.4.
An overview of the LabVIEW acquisition process is shown in Figure 4.5. It can be
seen that the program is divided into two parallel loops, one controlling the data
acquisition and one controlling the visual feedback on the display. This allowed
complex data processing steps to be performed for live feedback without slowing
down the data acquisition speed. A second important feature is the “idle” function,
which pauses the triggering of the laser. This allows for controlled arming of the
camera and activation of the data acquisition, resulting in simultaneously acquired
photoacoustic and optical data once the programme state is switched from “idle” to
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Figure 4.4: Timing diagram of AR-PAF/PIV data acquisition. The camera’s image acquisition (Shutter) is triggered off the laser’s flashlamps FL1 and FL2. The camera’s
shutter is kept open for a time tshutter , during which the Q-Switch of one of the
lasers is triggered (QS1 or QS2). The PA data acquisition is triggered using a
photodiode (PD), which records the laser pulses.
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oscilloscope

Oscilloscope input
change?

Idle/Run?

No
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to file
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data?
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Figure 4.5: Flowchart of the LabView data acquisition interface. If the programme is set
to run, it first checks if any updates to the oscilloscope settings are required.
Once the oscilloscope is ready, the laser is triggered N times, where N is the fast
frame count, i.e. the number of frames stored in the oscilloscope’s cache before
downloading. The downloaded data is processed and displayed live in a parallel
loop. If data acquisition is switched on, the downloaded data is appended to the
appropriate file.

“run”.
The flashlamps of the two laser cavities (FL1 and FL2) were triggered using a NI
PCI-6024E Data Acquisition (DAQ) card, which had a maximum output frequency
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of 10 kHz. However, operating the card at its maximum frequency was found to
cause frequent memory underflow errors which is why its output rate was restricted
to 5 kHz for this study. Thus, the accuracy in time separation between flashlamp
triggers (T *) is limited to 0.2 ms. The Q-Switch of the two cavities (QS1 and QS2)
were triggered using the internal triggering of the laser. The time delay between
the FL1 and QS1 and FL2 and QS2 were 167 µs and 117 µs respectively. As the
time delays between QS and FL were different for the two cavities, the time delay
between laser pulses (T ) was not the same as T *. Rather, T = T * − 50 µs.
The trigger output of the laser’s flashlamps were used to trigger the camera’s image
acquisition. Each frame of the image acquisition was recorded for a time period
tshutter . The time delay between triggering and starting recording an image was
measured to be 2–3 µs. tshutter could be freely controlled down to a minimum of
tshutter = 1 ms when reading out all pixels from the camera; it is possible to reduce
tshutter further by only reading out a subset of the camera’s pixels. Because of the
negligible amount of background light reaching the camera, the exact duration of
tshutter is not important provided it is longer than 165 µs (such that the shutter is still
open when the laser fires) and shorter than T *, so that a new frame can be recorded.
This imposes the restriction that T *≥ 1 ms as it was deemed important to record all
of the camera’s pixels.
The total speed of the data acquisition was defined by the communication speed
between computer and the oscilloscope. The oscilloscope can only store 50 000 data
points at a time before the data needs to be downloaded to free the device’s cache.
To allow for sufficient recording time at a sampling rate of 1 GHz, each PA frame
was sampled over a time of 5 µs (sound can travel about 7.5 mm in water during
that time). Thus, each frame consisted of 5000 data points and the oscilloscope
could store 10 frames before the data needed to be downloaded. The camera on the
other hand has a cache of 4 GB, allowing for the acquisition of over 3000 images
before a download would be necessary as each image was 1280×1024 px in extent,
with each pixel consisting of 8 bits, corresponding to a size of 1.31 MB per frame.
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The download time from the oscilloscope depends on the number of frames being
acquired and can exceed 4 s when 10 frames are being acquired at a time.
The constraints explained above led to the use of two different acquisition modes:

1. Dual Frame Acquisition: ten frames are acquired before download. There is no
time restriction for the timing of these ten frames, so the laser’s two cavities
can be employed to achieve a very low time delay between frame pairs T ,
providing a high degree of flexibility in which flow rates can be investigated.
The most significant timing restriction in dual frame mode was the sampling
time of the trigger pulses, which was 0.2 ms. The maximum Pulse Repetition
Frequency (PRF) of each cavity is 15 Hz, so the five frame pairs (ten frames
in total) could be acquired in less than 0.5 s. The benefit of this mode is that
high flow speeds can be imaged. However, images could only be sampled in
pairs, rather than a continuous sequence. Furthermore, there is a large time
gap of over 4 s every five frame pairs due to the slow download speed. This
means that changing/unsteady flow speeds can have a more significant impact
every five frames because the large time interval allows for the flow state to
change more.
2. Continuous Acquisition: each frame is downloaded immediately. In this mode
the time between frames is limited by the oscilloscope’s download rate, which
is about 0.4 s for the download of a single frame. The benefit is that the flow is
being continuously sampled, but only very slow flow speeds can be imaged due
to the oscilloscope’s slow download rate. For example, a particle moving at
1 mm/s would be displaced by about 0.4 mm which is a significant proportion
of the entire field of view of the camera.

4.1.3

Sample Preparation

The system was used with two different types of suspensions: polystyrene sphere
suspensions for pilot studies and Red Blood Cell (RBC) suspensions for studies
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focusing on physiological relevance.
Polystyrene sphere suspensions were prepared using 3 µm dark red microspheres
(Sigma-Aldrich). Different concentrations were created by diluting the initial 5%v/v
concentration with distilled water. A small amount of non-ionic surfactant (Tween
20) was added in order to prevent the spheres sticking to the channel walls. It was
found that this works for both PDMS as well as Polyethylene (PE) tubes.
RBC suspensions were prepared using donor blood, collected from a healthy consenting adult (ethical approval from South East London NHS Research Ethics Committee ref:10/H0804/21). Blood was collected using vacuum tubes (BD Vacutainer)
pre-loaded with the anti-coagulant EthyleneDiamineTetraacetic Acid (EDTA). Care
was taken to fill the vacuum tubes with the correct amount, to ensure that the concentration of EDTA was close to the tube’s specification of 1.8 mg/ml. This was
to avoid the deformation of the RBCs, i.e. the formation of “Echinocytes”, which
might affect the photoacoustic signals and the flow properties.
After collection, RBCs were repeatedly washed using the following three step process: (1) centrifuging them at 3000 rpm for 6 minutes, (2) removing the plasma and
buffy layer and (3) re-suspending the RBCs in Phosphate Buffered Saline (PBS) at
the desired concentration. This process was repeated 2 more times to achieve high
purity RBC suspensions. After the last wash cycle, but before re-suspending the
RBCs in PBS, the remaining RBC suspension was assumed to be 100% Hct and this
suspension was used to create suspensions of lower concentration.
Some RBC suspensions were prepared with added dextran (D1500-D2800) in order
to promote aggregation (i.e. the formation of rouleaux). In those cases a PBS/dextran
solution was used as a suspending medium with a dextran concentration of 8 g/l.
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4.2

Microfluidic Channel Fabrication

4.2.1 Introduction
For imaging blood flow in vitro on sub-millimetre scales, a flow phantom is needed
to represent the blood vessel under idealised conditions. A simple solution is to
use tubing of the desired diameter with the liquid suspension flowing inside. This
approach has the benefit of being representative of the cylindrical geometry of blood
vessels as well as being easy to implement in an experimental setup. However, for
optical imaging, tubing can be detrimental for the acquisition of reliable data for
three reasons:

1. The surface roughness of the tube is prohibitive for clear microscopic imaging.
2. The curved surface of the tube can lead to optical distortions.
3. The thickness of the tube, as seen by the objective lens, is higher in the middle
than at the edges. Therefore, there is more out of plane motion in the centre
of the channel. Furthermore, the density of the suspension seems higher in the
centre as an effectively deeper channel is being imaged in that region.

The limitations of imaging flow using commercial tubing are illustrated in Figure 4.6.
Due to these limitations channels with a rectangular cross-section are typically employed for optical imaging of microfluidic flows.
Microfluidic channels are most commonly manufactured using a PDMS based “soft
lithography” approach. PDMS is a popular material for microfluidic channels as it is
non-toxic to cells, optically transparent, flexible, easy to handle at room temperature,
impermeable to water and easily bonded to other surfaces. Uncured (visco-elastic)
PDMS is typically poured over a negative mould with a micro-patterned surface.
Upon curing, this results in an elastic, optically clear piece of PDMS. Its patterned
side can then be bonded to a glass slide, making it possible to create channels with
small feature sizes.
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(a) Bright-field Illumination

(b) Frontal Laser Illumination

Figure 4.6: Imaging a tube using bright-field and laser illumination. (a) Suspended spheres
are blurry due to the long shutter time, light distortion creates shadowing effects.
(b) Refraction creates sharp image of the tube surface, but the inside cannot be
imaged well.

In order to achieve high detail, the mould is usually made using cleanroom techniques based on photolithography. The most common method utilises an epoxy
photoresist called SU-8, which is spun-coat onto a silicon wafer and selectively
cured using ultraviolet (UV) light (see for example [73, 74, 75, 76]). This approach
can yield micron-scale resolution features with thicknesses (i.e. channel depths) in
the range of 1–300 µm [74, 75]. In the context of this work, there are two limitations
associated with this approach:

1. It is challenging to achieve channel depths exceeding 300 µm as conventional spin-coating techniques are optimised for thinner coatings. Thicker
coats (exceeding 1 mm) have been achieved using optimised injection techniques [77].
2. The thickness of the structures is uniform across the wafer, prohibiting variable
channel depths. It would be necessary to fabricate multiple moulds or use
complex manufacturing techniques to overcome this (see for example [76]).

Not only do these limitations add to the complexity of adapting SU-8 photolithography to the desired channel geometries, but there is also a significant cost associated with producing multiple silicon wafers in a cleanroom environment. Therefore
an alternative manufacturing strategy based on micromilling was explored, which is
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Figure 4.7: Geometry of fabricated PDMS flow channels

described in more detail in Appendix D.

4.2.2

Mould Design and Manufacture

A mould was designed with three flow channels of different depths: 100 µm, 200 µm
and 400 µm. The channels were designed with a U-shape (see Figure 4.7). The
benefit of using a U-shape, as opposed to straight channels is that the inlets are on
the same side of the channel, which facilitated a more convenient arrangement of the
tubing in relation to the optical path. A second benefit is that a U-shaped geometry
allows for simultaneous interrogation of equal and opposite flow velocities in close
proximity. This possibility has not been exploited here, but can be used in future
experiments with broad illumination and array detection. The 3D model of the mould
was created using the Computer Aided Design (CAD) software Onshape.
A simple solution for rapid and low-cost machining of features in the range of 100–
1000 µm is the use of Computer Numerical Controlled (CNC) micromilling. More
details on the milling process is provided in Appendix D.
Microfluidic channels based on soft lithography are typically made relatively thick
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(>1 mm, so that inlets can be mounted) and bonded to glass slides to form optically clear channels. However, PDMS is strongly acoustically attenuating (α =
1.6 f 1.47 dB/cm, where f is the frequency in MHz [78]), which could be detrimental for proof-of-concept photoacoustic imaging. Furthermore, glass is acoustically strongly reflective when immersed in water, which can lead to reverberations
and distortions of the photoacoustic signal. To avoid these complications, the channels were bonded to PDMS and made with a thin wall (<1 mm) on the transducer
facing side. The details for the casting and bonding steps are given below.

4.2.3

Channel Bonding

The PDMS channels were created using the following procedure, which is illustrated
in Figure 4.8:

1. PDMS (Sylgard® 184, Dow Corning) was mixed with a curing agent at 10:1
weight ratio, poured into the mould as well as a silanised Petri dish, and degassed at 0.1–0.2 bar. The amount of PDMS in the petri dish was kept as low
as possible while still ensuring coverage of the glass surface, as the thickness
of PDMS in the Petri dish defined the thickness of the transducer facing layer
(“backing layer”).
2. The PDMS in the mould was cured by heating it to 70◦ C in an oven for
about one hour. Curing the PDMS at 70◦ C allowed for fast curing times while
avoiding deformation of the acrylic mould.
3. The PDMS in the Petri dish was partially cured by heating it to 70◦ C for
19 minutes. After that time, the PDMS was solid enough to support the patterned PDMS without damaging the channel structure, but uncured to a sufficiently large degree that formation of covalent bonds with the cured PDMS
was still possible.
4. The patterned PDMS was removed from the mould and attached to the partially
cured PDMS. It was important to fully cure the PDMS in the mould before
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Figure 4.8: Illustration of microfluidic channel manufacturing process. (a) PDMS is cured
in a mould. (b) The now patterned PDMS is attached to a second, flat and
partially cured PDMS layer. (c) Metal tubes (25 gauge) are attached as inlets
to the channel and the thin side is made reflective. The depth of the channel is
denoted is dc and the thickness of the transducer facing PDMS layer is denoted
as dw .

removal to avoid damaging the fine structure of the channels.
5. As inlets, 1 cm long, 25 gauge steel tubes (Linton Instrumentation) were mounted on the channels and fixed in place using silicone sealant (RS Pro 692-542,
Corby, UK).

To optimise optical imaging, the process outlined above was modified in two different ways to create a total of three different types of imaging characteristics. The
unmodified process produces transparent channels. The first type of modification
was to mix the PDMS used for the backing layer with a high concentration of TiO2
(about 2% by weight), making the channel backing diffusive, thereby allowing light
to be backscattered for imaging. For this, TiO2 was dispersed in the PDMS by sonication (CL18 120W, Fisher Scientific, Pittsburgh, USA) for 5 minutes. The second
type of modification was to attach a thin reflective film onto the backing layer.
Different strategies for the addition of a reflective layer were explored. Initial
experiments focused on attaching commercial general purpose aluminium foil
(Alupal, Sainte-Sigolène, France), which is thin enough to be acoustically transparent (< 50 µm). However, it was found that micro-scratches degraded the image
quality significantly. To achieve a smooth reflective coating the option of evaporative coating was explored. For this, aluminium was thermally deposited directly on
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the PDMS (in an Edwards Auto 306 evaporator, BOC Edwards, West Sussex, UK).
This method was unsuccessful as the PDMS side of the coating was very dark and
not reflective, likely due to the PDMS oxidising the aluminium. To avoid the chemical reaction between aluminium and PDMS, the fabrication strategy was altered to
include an intermediate film of PolyMethyl MethAcrylate (PMMA). PMMA was
chosen as there are reports of bonding PMMA to PDMS [79, 80], it is possible to
buy very thin PMMA at low cost and it is possible to thermally evaporate aluminium
onto PMMA. A PMMA film of 50 µm thickness was used (Goodfellow, Cambridge,
UK). This thickness was deemed to be a good compromise between minimising
acoustic impact and mechanical stability of the film.
The bonding process of PMMA to PDMS was as follows:

1. The PMMA foil was cleaned with IsoPropyl Alcohol (IPA).
2. The foil’s surface was activated (its surface energy was increased) using a
handheld corona treater for 20 seconds (BD-20AC, Electro-Technic Products
Inc., Chicago, USA)
3. The PMMA was submerged for 1 minute in 5%v/v 3-AminoPropyl TriEthoxySilane (3-APTES) (Acros Organics, Morris Plains, USA) heated to 85◦ C
and then left to dry in air for 10 minutes.
4. Both PDMS and PMMA were activated with a handheld corona treater for 20
seconds each and subsequently attached to each other.
5. The bond was left to stabilise on a hotplate at 60◦ C over night.

This process created covalent bonds between PMMA and PDMS, bonding them
irreversibly to each other. In order to prevent the 3-APTES from damaging the thin
(< 200 nm) aluminium layer, PMMA was bonded to PDMS before performing the
evaporation procedure.
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One of the challenges that needed to be overcome was the formation of leak-free
bonding between the patterned side and the backing layer. The approach presented
here is based on bonding PDMS to partially cured PDMS. The advantage of this
approach is that partially cured PDMS is very deformable, allowing for full surface
contact between the patterned side and the backing layer. This is an important criterion as the patterned side was not perfectly smooth due to the roughness of the
acrylic mould after the CNC machining. While polishing paper was used to reduce
the roughness, this step was of limited utility as excessive polishing would remove
the micron sized channel features. The CNC machining left the surface rough because the milling machine used did not allow for the usage of a coolant liquid. The
usage of coolant in CNC machining leads to smoother surface finishes because it is
an effective means of removing swarf. The rough surface of the patterned PDMS
prevented direct bonding to PMMA.
Direct bonding to PMMA would be very beneficial in future iterations of the microfluidic channels for three reasons.

1. The thickness of the highly attenuating PDMS backing layer is not well controlled, leading to unpredictable variance in signal attenuation.
2. Acoustic attenuation would be minimised.
3. The deformable PDMS prevents the fabrication of very shallow channels because such features would disappear when the two sides are pressed together.
In practice, making 100 µm deep channels using the method described above
only had a success rate of about 10%.

4.3

Optical Characterisation

The imaging system and the channels were characterised using 3 µm red polystyrene
sphere suspensions (Sigma-Aldrich). The spheres have a negative surface charge,
making a water/sphere suspension stable for several minutes and thus facilitating
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(a)

(b)

(c)

Figure 4.9: Different PDMS backing layers: (a) Clear PDMS, (b) Diffusive backing (TiO2 ),
(c) Reflective backing (Al). Images were acquired using a micro channel filled
with partially aggregated polystyrene spheres with 3µm diameter. The channel
was frontally illuminated using a divergent laser beam.

experiments. Furthermore, the integrity of the spheres was observed to be constant
over several months, provided adequate storage.

4.3.1 Imaging Properties of Different Channels
Image sections acquired with the three different channel types (clear, diffusive and
reflective backing) are shown in Figure 4.9. Clear channels produce very low contrast, because not enough light is scattered back. In conventional microscopy this is
not a problem because the channel can be backlit. However, the presence of the transducer behind the channel prohibits such a placement of a light source. The diffusive
channel increases the backscattered light significantly, however, it is difficult to resolve individual spheres as they appear blurred out. The reflective channel allows
for well resolved structure and individual spheres could be resolved. The spheres
used in this experiment were partially aggregated due to having been kept at room
temperature for too long and are only used for demonstration of imaging properties.
It can also be seen that there are out-of-focus spheres and sphere aggregates. This
is not surprising as the channel used in this study was 200 µm deep and the depth of
focus of the objective lens was 3.6 µm.
Sections of representative low concentration images of two different channel depths
are shown in Figure 4.10. The images highlight that deeper channels result in a
higher optical density as more spheres are within a given area of the image.
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(a) 200 µm

(b) 400 µm

Figure 4.10: Image sections of 3 µm polystyrene spheres in PDMS channels of different
depths. Images were taken with a 0.25% v/v concentration of spheres in water.
The channels were 200 µm (a) and 400 µm (b) deep. In both cases individual
spheres are visible, but the deeper channel has an overall darker appearance
because the image contains double the number of spheres as double the volume
is being imaged.

The effect of an increase in suspension density is illustrated in Figure 4.11, where
different suspensions were flown through a 200 µm deep channel. Even at relatively
low concentration of spheres it becomes impossible to visually detect flow. This
limitation is due to the channel depth, which is relatively large for µPIV studies.
However, as long as the concentrations are sufficiently low, it is possible to perform
PIV on the images and discern information about the velocity profiles in the channel.

4.3.2

Performance of PIV

The robustness and stability of the PIV was tested by doing a series of measurements
over mean flow speeds of 0.3–25 mm/s using a low density suspension of 0.25% v/v.
A low density suspension was chosen to improve the ability to resolve individual
spheres. The time between frame pairs (T ) was kept constant at 4 ms. Typically T
is adjusted to be smaller at large flow velocities, to ensure flow speed independent
PIV accuracy. However, the purpose of this experiment was in part to determine the
influence of increasingly large displacements between frames on the performance
of the newly built PIV system.
The range in flow speeds was limited due to experimental constraints. At lower flow
speeds the flow provided by the syringe pump became unstable, possibly due to
the finite step size of the syringe pump’s stepper motor. At larger flow speeds, the
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Figure 4.11: Section of bright-field images with 3 µm polystyrene spheres. Different concentrations are shown: 0.5%v/v, 1%v/v, 2.5%v/v and 5%v/v. At 0.5%v/v and
1%v/v individual spheres can be made out while at 2.5%v/v and 5%v/v the
density of spheres is so high that the reflective backing of the channel is no
longer visible. Uneven brightness within each frame is due to a combination of
uneven particle seeding and inhomogeneous reflection of the channel backing.
Images were acquired in a 200 µm deep channel.

pressure in the channel became so high that the channel was prone to leakage. It
would be possible to achieve a larger range of velocities by using a larger channel
as this would both result in a lower flow speed for a given rotational speed of the
motor, as well as reduce the resistance of the channel which would reduce pressure
and thus reduce leakage. However, as can be seen in Figure 4.11, deeper channels
would reduce the reliability of PIV even further due to the reduced optical contrast.
The achieved velocity range is representative of physiological flow velocities for
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microvascular flow.
In order to investigate the stability of the flow, images were acquired using the dual
frame acquisition strategy outlined in Section 4.1.2. This allowed for the acquisition
of 10 frames in less than 0.5 s, yielding ensemble averages of 5 frame pairs with
a high temporal resolution. Usually µPIV data is analysed by taking the ensemble
correlation of hundreds of frames, in order to improve the precision of the measurements while assuming constant flow. Using small ensembles like in this study is
still valid if the resultant precision is higher than potential fluctuations in the flow
stability.
The results of this analysis can be seen in Figure 4.12. Three different sources of
error in accuracy could be identified:

1. PIV starts to break down at high flow speeds (from around 8 –10 mm/s). This
break down manifests as an increase in spurious flow speeds, which are unrelated to the underlying flow profile, i.e. an increasing number in measurements
become seemingly random. T was 4 ms, so the break down occurred at displacements of about 40 µm, corresponding to about 40 pixels. Increasing the
number of frames per ensemble correlation might alleviate this problem to
some extent. However, it is common practice in µPIV to avoid displacements
larger than a few pixels as cross-correlations become more prone to error.
Larger displacements are a source of error because they lead to increased
decorrelation between frames as particles move with different velocities.
2. The flow is unstable at low flow speeds, meaning that the velocity inside
the channel varies in time. This was observed visually and can be seen in
Figure 4.12 at mean velocities of 0.8, 1.1 and 2.8 mm/s (repeating the same
measurement yielded different amplitudes in the flow profile). This can be due
to a variety of environmental factors, ranging from unstable speeds provided
by the syringe pump, oscillations in the flow introduced by dripping of fluid
at the end of the tube or other mechanical factors (for example, it was noted
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Figure 4.12: PIV results of different flow speeds with constant T = 4 ms obtained with polystyrene spheres as seeding particles. The spheres were in a 1% v/v sphere/water suspension and the channel was 500 µm wide and 200 µm deep. The flow
speeds were defined using a syringe pump, which provided a measure of known
mean velocity in the channel (provided in the title of each frame above). 100
frames were acquired in 10 batches of 10 frames for each flow speed. The
ensemble correlation of each batch was used to yield individual flow profiles.
Each flow profile is plotted in a different colour.
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that the resistance of the syringe would vary depending on the location of the
plunger). At low flow speeds even small disturbances like these can have a
significant effect on micro-scale flow.
3. Flow profiles are not parabolic. Some examples of this in Figure 4.12 are at
mean velocities of 1.4, 1.7 and 2.5 mm/s. It was observed that the locations
of discontinuities of the flow profiles match with uneven seeding of spheres
in the channel. For example, at 1.4 mm/s, it was seen that there was a higher
density of spheres along the channel at the channel location -0.1 mm. It is
unclear if the sphere density is actually affecting the flow speed or if it causes
errors in the PIV processing. It is thought that uneven seeding is due to sedimentation in the tube connecting to the channel. This would cause the spheres
to be unevenly distributed when entering the channel. Uneven seeding can be
corrected temporarily by flushing the channel briefly using high flow speeds.
However, a certain amount of time has to pass before the flow speed becomes
stable after flushing, during which the sedimentation can occur again.

A further source of error is the manual focusing of the bright-field images as well
as the finite depth of correlation (discussed in Appendix F). If the focal plane is not
in the centre of the channel, the flow measurements will be biased towards lower
flow speeds. This effect was reduced by manually focusing on the front and the
back of the channel and then positioning the appropriate micrometer screw in the
middle of these two positions. However, touching the setup changes the focusing
due to mechanical instabilities, which is why this procedure is prone to error. To
estimate the magnitude of this error, the same flow was measured four times, each
time refocused on the centre of the channel. Even seeding throughout the channel
was ensured by flushing the channel prior to data acquisition and stable flow speed
during data acquisition was confirmed by inspection. The results of this can be
seen in Figure 4.13. It was found that in this trial, measured peak velocities varied
between 3.4 and 1.7 mm/s, which corresponds to an error of 50% assuming that the
highest measurement did in fact focus on the centre plane. While this result might
100

Figure 4.13: Effect of focusing on different depths within the channel on PIV accuracy.
Stable flow of a 0.5% v/v sphere/water suspension was imaged with a known
mean velocity of 1.4 mm/s in a 200 µm deep channel. T was 10 ms, meaning
that the average particle displacement between frames was about 14 µm. Each
of the four acquisitions is an ensemble average of 50 frame pairs. Between
acquisitions, the channel was brought out of focus and each time it was attempted to refocus on the channel centre plane. It can be seen that even though the
flow speed was kept constant, the PIV indicates different flow speeds.

be discouraging, it is important to bear in mind that the focusing of the channel does
not need to be changed during each experimental run. Thus, if the focusing is not
being changed, any error in the PIV measurements are systematic, i.e. always the
same and can therefore be distinguished from random error due to measurement
break-down.

4.4

Photoacoustic Characterisation

4.4.1 Alignment
To ensure correspondence between optical microscopy images (hereafter referred
to as bright-field images) and the photoacoustic RF signal, an alignment step was
performed. The first step was to focus a horizontal linear absorber (a hair) in the
centre of the camera’s field of view and to align the transducer such that the peak
photoacoustic response was received around 12.8 µs (corresponding to the transducer’s focal region) after the firing of the laser. This ensured that the laser beam
path, the camera’s focal plane and the transducer’s focal region were aligned. The
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Figure 4.14: Evaluating the transducer alignment by translating a hair along the axial direction in 25 µm steps.

second step was to measure the angle between transducer and the axial (i.e. the
vertical) direction. For this, the absorber was moved in ten 25 µm steps vertically
(the ẑ-direction in Figure 4.2) through the field of view of the microscope (keeping
it in the focal plane) and generating and detecting photoacoustic signals at each step
(see Figure 4.14). The exact knowledge of the vertical displacement between frames
allowed both the calculation of the scale factor of the images in µm/pixel as well as
the angle between the transducer and the vertical axis. It was found that the scale
+3◦ .
factor was 0.85 µm/px and θ = 51◦ −

4.4.2

Simultaneous AR-PAF and PIV Measurements

After alignment, experiments were performed in order to test the ability to simultaneously measure AR-PAF and PIV data. As before, polystyrene sphere suspensions
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were used, and concentrations of 0.5, 1, 2.5 and 5% v/v (mixed with deionised water) were investigated. Frames were acquired in dual frame mode, i.e. acquiring
ensembles of 10 frames (i.e. 5 pairs) at a time with a pause of several seconds after
every batch to allow for the data to be downloaded from the oscilloscope. For each
velocity setting, 100 frames were acquired after which the velocity was increased.
Both PIV and PA data were acquired simultaneously.
In order to improve the PIV, T was adjusted for every flow setting such that the
displacement between frames was on average 27 µm. This can be compared to the
measurements shown in Figure 4.12, which were done with constant T = 4 ms but
varying flow speeds. Measured profiles using mean velocity between 5.6 mm/s and
8.3 mm/s shown in Figure 4.12 broadly corresponds to the displacements investigated here. Adjusting T of course also affects the AR-PAF performance as the
decorrelation of absorbers between frames affects the photoacoustic signal. Previous
publications on AR-PAF have kept T constant, and varied the flow velocity. While
this is a relevant model for clinical applications (where the flow speed is unknown),
this approach is not able to distinguish between the effects of varying flow speeds
and the effects of varying displacements between frames. This distinction will be
explored in more detail in Section 5.1.
PIV measurements are shown in Figure 4.15. Clear flow profiles are discernable for
the lowest concentration, 0.5%v/v. At double the concentration (1%) the measurements become more noisy due to the decreased contrast (increased optical density).
At 2.5%v/v, the images are too dark to allow for motion tracking. It was still possible
to detect motion at the edges of the channel because of the local decreased particle
density.
The AR-PAF profiles were calculated as described in Chapter 3. The size of the
Interrogation Window (IW) was 256 data points, corresponding to a time window
of 0.26 µs. Sound can travel about 380 µm in water at room temperature in that time.
The Search Window (SW) was kept at the same size as the IW. The Step siZe (SZ)
was 4 data points, which meant that there was an overlap of over 98% between suc103

Syringe pump setting

Figure 4.15: PIV measurements comparing the effect of using different concentrations of
spheres. The displacement between frames was kept constant by adjusting T
accordingly. PIV measurements were not successful at concentrations of 2.5%
and higher since the images were uniformly dark (5% not shown).

cessive IWs. Masking, to identify the ROI, was based on the median cross-correlation
amplitude as described in Section 3.3 and the average cross-correlation amplitude is
shown in Figure 4.16. The resultant flow profiles are shown in Figure 4.17.
In Figure 4.17 the Full Width Half Maximum (FWHM) are shown as a shaded
region (light grey, “ROI”). The width of the ROI was compared with the channel
depth. As the exact location of the channel with respect to the transducer was not
known due to the difference in sound speed between PDMS and water, the location
of the maximum cross-correlation amplitude was chosen to represent the centre of
the channel. This enabled the channel location to be marked in Figure 4.17. It can
be seen that the width of the ROI is significantly larger than the depth of the channel.
104

Figure 4.16: Median cross-correlation amplitude of 3 µm polystyrene spheres in a 200 µm
deep channel.

It could be that this is due to acoustic distortions and the limited aperture artifacts
of the transducer.
The flow profiles show consistent measurements for all concentrations. Increasing
the flow speeds in even steps yielded corresponding increases in AR-PAF profile
amplitude. While the PIV measurements confirmed close to parabolic flow profiles,
the AR-PAF profiles are neither parabolic in shape nor tend to zero velocities near
the edges of the ROI (nor the channel location). However, an increase in flow speed
near the predicted centre of the channel can be identified for all concentrations. This
is most pronounced in the case of 5%v/v.
It is unclear why the flow profiles show only very weak correspondence to those
found in PIV (Figure 4.15). It is important to bear in mind that the PIV profiles
are measured across the width of the channel and the AR-PAF profiles across the
depth of the channel. As the channel used in this study has an aspect ratio of 5/2,
it is possible that the flow profiles of suspensions are different along the two axes
because the shear rate distributions along the two axes are different. However, the
AR-PAF flow profiles do not even remotely correspond to the expected profile shape
as the flow speed does not approach zero at the wall and high velocities are found in
regions that should be far behind the location of the actual channel. It is thought that
acoustic distortions and limited aperture artifacts of the transducer are responsible
for this, but the relatively large size of the IW in comparison to the channel size
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Syringe pump
setting

Figure 4.17: AR-PAF profiles comparing the effect of using different concentrations of
spheres. The displacement between frames was kept constant by adjusting T
accordingly. AR-PAF measurements were successful for the entire range of
concentrations investigated.

might also be a contributing factor. This is analysed in more detail in Section 6.2.
By taking the median of the flow measurements made with PIV and AR-PAF, more
insight can be gained about the general trends of the data. For the PIV measurements,
the median flow speed across the entire channel was chosen to represent the average
speed in the channel. The motivation for using the median, rather than the mean, was
to avoid susceptibility to outliers which were common when the cross-correlation
method failed to find the correct displacement peak. For the AR-PAF measurements,
the median of the flow speeds within the ROI was chosen. Thus, the AR-PAF measurements can be plotted against the “known” flow speed as provided by the syringe
pump as well as against the “known” flow speed as measured by the PIV. The results
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Figure 4.18: Median AR-PAF measurements compared to the flow speed set by the syringe
pump and the flow speed measured by PIV. It can be seen that that there is
good agreement between AR-PAF and PIV as long as PIV yields successful
measurements.

of this analysis are shown in Figure 4.18.
When comparing the median AR-PAF measurements with the syringe pump setting, it can be seen that the measurements made with the different concentrations
agree well with each other. At the highest concentration (5%v/v), the AR-PAF median measurements are lower than for the other concentrations. By comparing these
measurements to the underlying flow profiles in Figure 4.17, this finding can be
linked to the slight change in the shape of the flow profile, rather than a systematically “slower” measurement. It is not clear why the shape of the flow profile did
change at the highest concentration; a possibility is that it this is due to a change in
the penetration depth of the laser.
Direct comparison between AR-PAF and PIV was only possible at concentrations of
0.5% and 1% as the PIV measurements were not successful at the higher concentrations. AR-PAF and PIV measurements have a strong linear correlation, as expected.
However, using AR-PAF, flow velocities were systematically overestimated in comparison to the “known” mean velocity. There are a number of possible explanations
for such a systematic offset:

1. The cross-sectional area of the channel could be inaccurate. If the area of
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the channel is less than the assumed 0.1 mm2 then the flow speed (v) in the
channel would be higher than expected as the syringe pump provides a known
flow rate (unit volum per unit time), rather than a known flow speed. Based
on microscopy images, it is estimated that the error in the area is about 14%,
which would translate to a systematic error in v of 14%.
2. The cross-sectional area of the syringe could be inaccurate. The output of the
syringe is based on the cross-sectional area of the syringe as this is used to
calculate to appropriate speed at which the syringe plunger is being pushed.
This area is calculated using data provided by the manufacturer of the syringe. However, the error in the cross-sectional area of the syringe is small in
comparison to the cross-sectional area of the channel.
3. The angle between the transducer and the channel could be measured inaccurately. Even though the angle was calibrated for, this calibration assumes that
the channel is positioned perfectly aligned with the axes of the channel’s translational stage. This is not necessarily true as the channel needs to be moved
between calibration and data acquisition. The resultant error in v is estimated
to be about 6% (see Appendix A for a detailed discussion on the alignment
error).
4. The speed of sound in water (c) might be estimated incorrectly. c varies with
the water’s temperature, which changes over time as the water heats up due
to the laser. It is estimated that the temperature fluctuations are less than 5◦ K,
which corresponds to an error in c (and hence in v) of about 1%,
5. AR-PAF fails to detect accurate flow profiles. While the flow speed profile
inside the channel should be parabolic, with zero flow speed at the channel
walls, the actual AR-PAF measurements did not suceed in recovering profiles
like this (see Figure 5.7b). Acoustic distortions and reflections stretch out and
distort the flow profile in a complex manner. It is thus very challenging to link
the median of the flow speed measurements within the ROI to the actual mean
velocity inside the channel. However, the distortions should always be the
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same, thereby causing a systematic offset between measurements and mean
flow speed. In light of the influence of the other systematic error described
above, it was not possible to isolate and hence estimate the magnitude of this
error.

4.5

Summary

This chapter covered the development of an experimental setup capable of simultaneous AR-PAF and PIV data acquisition. For this, the laser used to generate the
photoacoustic signals was also utilised as illumination for microscopy images. This
was achieved using back reflecting microfluidic channels.
It was possible to perform PIV measurements in preliminary studies using 3 µm diameter polystyrene sphere suspensions. An important limitation that was encountered
was the limited contrast at high particle densities. This is due to insufficient light
penetrating the channel and is alleviated in shallower channels.
Simultaneous AR-PAF/PIV measurements were demonstrated and compelling agreement between the two modalities could be established. However, AR-PAF was systematically offset, yielding high velocity measurements. This offset is, to some extent, not surprising as five sources of systematic error could be identified that all
contribute to the observed difference. Thus, the presence of the systematic error was
deemed of little physical importance; hence the strong linear correlation between
known and measured flow speeds was used as a means of ascertaining “success” of
AR-PAF.
The key results presented in this chapter are:

1. A dual AR-PAF/PIV setup was created.
2. It was found that square channels with reflective backing are capable of producing good imaging conditions.
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3. A method of producing suitable channels for the experiment was developed.
4. Optical images were used to calibrate the transducer alignment.
5. PIV and AR-PAF have been demonstrated to work simultaneously on this
novel setup.
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Chapter 5

Characterising AR-PAF Performance
The experimental setup introduced in Chapter 4 was used to study the performance of AR-PAF when measuring the flow of non-aggregated as well as of aggregated suspensions. Two types of non-aggregated suspensions were examined and are
presented in this chapter: polystyrene microsphere and Red Blood Cell (RBC) suspensions respectively. Polystyrene microspheres were used for a pilot study in order
to narrow down the parameter space for the investigations using donated blood. For
this, measurements were made using low concentration microsphere suspensions
and are detailed in sections up to and including Section 5.2.1. From Section 5.2.2
onwards, all measurements were done using RBC suspensions. The preparation of
microsphere and RBC suspensions is detailed in Section 4.1.3. All measurements
presented in this chapter were made using dual frame acquisition.

5.1 Comparing the Effects of Velocity and Displacement on AR-PAF
Previously, the pulse separation (T ) was kept constant while the flow speed was
varied. However, the displacement between frames changes with the flow speed;
that is, the two quantities are interlinked: when considering a channel with a mean

velocity v, the detected mean displacement, d , is given by
d = vT.

(5.1)

It is important to investigate the effects of increasing displacement d and increasing
flow speed v independently as they can influence the measurements in different
ways. Increasing displacement should make successful displacement detection more
difficult as the RBC ensemble decorrelates due to different relative velocities. Furthermore, once absorbers have moved entirely out of the field of view, measurements
should cease entirely to yield useful results. Increasing velocities affect the conditions inside the channel as the absorber distribution can be shear dependent and
sedimentation will affect the absorber distribution to a lesser extent at higher flow
rates. Furthermore, the syringe pump stability varies with flow speeds, with slower
speed more susceptible to variability.
It can be seen from Equation (5.1) that by adjusting T appropriately, v and d can be
investigated independently. The speed can be independently analysed by adjusting
T such that vT = const., keeping the displacement between frames constant while
having variable flow speed. Vice versa, the displacement between frames can be
investigated by keeping v constant and controlling T . This way the performance of
AR-PAF can be analysed with respect to velocity and with respect to displacement
independently.
A study was performed to investigate the effects of v and T independently as described above. This was done by acquiring measurements by varying v for two
different values of T (4 ms and 40 ms). It would be expected that there is a lower
limit on d where displacements can accurately be detected and thus T = 40 ms
would be expected to yield improved AR-PAF accuracy at very low flow velocities.
Vice versa, T = 4 ms should provide more robust AR-PAF measurements at higher
flow speeds as very large displacements generated with T = 40 ms would break
down the cross-correlation method (as described above). Lastly, the measurements
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for T = 4 ms and for T = 40 ms should have similar accuracy and robustness when
the flow speed for T = 4 ms is ten times higher than for T = 40 ms (since d would
be the same). Similar behaviour was expected for PIV.
The experiment was performed with a 1%v/v polystyrene sphere suspension in a
200 µm deep flow channel. 100 frames were acquired for each flow speed setting.
The cross-correlation amplitude, showing the location of the channel with respect
to the distance from the transducer, is shown in Figure 5.1. It can be seen that
the channel is located about 19.5 mm away from the transducer’s surface, which is
assumed to be the centre of the channel. The focal zone of the transducer is expected
to be in the window 17.3–20.5 mm away from the transducer.

Figure 5.1: Photoacoustic amplitude generated using a 200 µm deep channel with a flowing
polystyrene sphere suspension.

5.1.1 Large Displacements are Detrimental for Shift Detection
The effect of increasing displacement was investigated by performing AR-PAF and
PIV measurements with T = 4 ms and T = 40 ms under similar flow speeds. A set velocity range of 0.3–2.5 mm/s was investigated, corresponding to minimum average
displacements of about 1.2 µm (v = 0.3 mm/s, T = 4 ms), and maximum average
displacements of about 100 µm (v = 2.5 mm/s, T = 40 ms). The Interrogation Window (IW) was chosen to be 256 points, which corresponds to a distance of about
400 µm. Thus the IW was large enough to detect even the largest displacement. The
resultant average measurements are displayed in Figure 5.2.
113

Figure 5.2: PIV and AR-PAF measurements comparing the effect of increasing the displacement between frames using polystyrene spheres (1%v/v) in a 200 µm deep
channel. Measurements were done with T = 4 ms and T = 40 ms while keeping
the flow speeds the same. 100 frames were used for calculating each ensemble
average.

It can be seen that under the given imaging conditions, both data sets (T = 4 ms and
T = 40 ms) yielded very similar AR-PAF measurements. The PIV results however
differed strongly: the shorter displacements allowed for accurate velocity measurements while the larger displacements led to a break down in the PIV method. While
it might be possible to improve the PIV algorithm further (as briefly discussed
in Section 3.4), this result highlights the well established importance of keeping
displacements low for reliable PIV measurements to minimise the effects of decorrelation between frames [81]. A systematic offset between AR-PAF, PIV and syringe
pump velocity setting (v )* can be observed, but this can be expected due to a number
of reasons, which were discussed in Section 4.4. In brief, an error in the estimated
angle between channel and transducer, the channel’s cross-sectional area as well as
the positioning of the focal plane in the bright-field images could all play a role in
the observed offsets; but perhaps most importantly, the measurements are based on
the mean of AR-PAF profiles which have not been shown to directly correspond to
the underlying flow profile. This will be discussed in more detail in Section 6.2.
* The syringe pump velocity setting is assumed to correspond to the mean flow velocity in the
channel. This assumption breaks down if the syringe pump does not provide stable flow speeds or
the assumed cross-sectional area of the channel is not correct.
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Figure 5.3: AR-PAF measurements comparing the effect of increasing the displacement
between frames while keeping the velocity the same. Data was acquired using
polystyrene spheres in a 200 µm deep channel. Measurements were done with
T = 4 ms and T = 40 ms while keeping the flow speeds the same. 100 frames
were used for calculating each ensemble average. The ROI is highlighted in
grey.

Further insight into the performance of AR-PAF and PIV can be gained by analysing
the measured flow profiles explicitly, as opposed to analysing their median values
plotted in Figure 5.2. The AR-PAF flow profiles of the 100-frame ensemble averages
are shown in Figure 5.3. It can be seen that at higher velocities the profiles recorded
with T = 40 ms have an overall more chaotic appearance than profiles recorded with
T = 4 ms: there are some discontinuities apparent within the ROI and the increments
in measured velocity increase are less even, exemplified by the measurement made
with v = 2.5 mm/s being much higher. The accuracy of measurements made with
T = 4 ms appears to be consistent across the velocity range, and for the lowest flow
speed observed there is a good agreement between T = 4 ms and T = 40 ms. This
is notable as at the very low flow speeds, the mean displacement between frames,
d , is less than one pixel and it was expected that there would be a lower limit on
accurately detectable displacements.
It can therefore be concluded that displacements as low as 1.2 µm (v = 0.3 mm/s,
T = 4 ms) can still be accurately detected and no lower limit on d for accurate displacement detection has been established. The sampling interval of the oscilloscope
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Figure 5.4: PIV measurements comparing the effect of increasing the displacement between
frames while keeping the velocity the same. Data was acquired using polystyrene spheres in a 200 µm deep channel. Measurements were done with
T = 4 ms and T = 40 ms while keeping the flow speeds the same. 100 frames
were used for calculating each ensemble average.

is 1 ns which means that a data point corresponds to a spatial extent of about 1.5 µm.
Thus, this highlights that given high enough SNR it is possible to detect sub-pixel
displacements. Furthermore, larger displacements lead to more chaotic profiles and
it is thought that this is due to increasingly decorrelated absorbers ensembles: as the
RBCs travel further, relative flow speed differences will cause the RBCs to change
their relative position to each other, which should negatively impact the reliability
of the cross-correlation method.
The simultaneously acquired PIV velocity profiles are shown in Figure 5.4. The
most notable result is that the larger displacements (when T = 40 ms) cause the PIV
algorithm to break down, as already observed in Figure 5.2. No flow profiles could
be recovered at v > 0.8 mm/s, corresponding to displacements of 32 µm, which is
about 32 pixels. This is in rough agreement with the value of maximal detectable
displacements of 40 pixels found in Section 4.3. The performance of PIV was much
better for T = 4 ms due to the smaller displacements. As for AR-PAF, no lower limit
on the detectable displacement could be established.
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(a)

(b)

Figure 5.5: AR-PAF measurements comparing the effect of increasing velocities with two
different pulse separations, T . Measurements were performed with T = 4 ms
and T = 40 ms, investigating flow speeds ten times greater for T = 4 ms than
for T = 40 ms, such that the displacements are comparable.

5.1.2

Low Flow Velocities are Unstable

The AR-PAF accuracy was also analysed with respect to changes in velocity. For this,
two datasets with different velocity ranges were acquired, one with 0.3–2.5 mm/s
(slow range) and one with 3–25 mm/s (fast range). The slow range was acquired
with T = 40 ms and the fast range was acquired with T = 4 ms, such that the displacement for the two datasets should be the same. The resultant measurements are
shown in Figure 5.5 and are expressed in terms of measured velocity as well as in
terms of measured displacement. Figure 5.5b highlights that the slow (T = 40 ms)
and the fast (T = 4 ms) flow speed ranges cover a similar range of displacement
measurements. It can be seen that it was possible for AR-PAF to recover flow information for both T = 4 ms and T = 40 ms and that the measurements are in broad
agreement with each other.
Similar to the study of the role of displacements, further insight can be gained by
comparing the individual flow profiles. Since the displacements in the two data sets
should be the same, it would be expected that the flow profiles will also look the same.
However, it can be seen in Figure 5.6 that the flow profiles acquired with T = 40 ms
(slow range) have an overall more chaotic appearance: most notably, the increments
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Figure 5.6: PAF profiles comparing the effect of increasing velocities with two different
T . Measurements were done with T = 4 ms and T = 40 ms while investigating
flow speeds ten times greater for T = 4 ms, such that the displacements are
comparable.

in measured velocity increase are less consistent, for example the velocity range
0.6–1.1 mm/s yields almost identical measurements. A possible explanation for this
difference is that lower flow speeds are more difficult to maintain steadily, which
can be due to multiple factors: even small pressure variations, which could be due to
drops dripping off the outlet or colloids passing through the channel inlets generating
variable resistance, could induce significant velocity fluctuations. Furthermore, the
syringe pump mechanism can induce flow instabilities due to the finite step size of
the pump’s stepper motor.

5.1.3

Larger Ensemble Correlations Improve Robustness

The results presented above are surprising since increasing displacement was not
found to have a detrimental effect on AR-PAF (see Figure 5.2). It is intuitive that
displacements should be detectable to some extent as long as they are smaller than
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the field of view of the transducer, which is the case here. However, the success
of AR-PAF should still be negatively affected by increasing displacements. The
signal will be more strongly decorrelated due to an increasingly larger fraction of
absorbers moving outside the field of view. Furthermore, other effects can contribute
to this signal decorrelation. For example, particles move with different velocities
with respect to each other and thereby cause a decorrelation of the entire absorber
ensemble over time. This effect is elevated when measuring larger displacements as
the relative displacements between absorbers would also be increased correspondingly. The success of AR-PAF in view of these challenges is a matter of the SNR of
the cross-correlation function. The SNR can be improved by increasing the size of
the ensemble average. Hence, the size of the ensemble average can be used to gain
insight into the degree of signal decorrelation and thus the likelihood of AR-PAF
yielding successful measurements. Furthermore, using a smaller number of frames
is of interest as fast data acquisition would minimise motion artifacts in a clinical
setting.
The AR-PAF measurements presented above were repeated using 10, 30 frames in
addition to the original 100 frames for calculating the ensemble correlation function. The performance of AR-PAF can be evaluated by considering any deviation
in the median velocity measurement from the original measurement. A second,
more sensitive indicator is the size of the error bars, which show the standard deviation of AR-PAF flow profile within the ROI. When the noise in the ensemble
cross-correlation function is too high, a spurious peak is identified as the point of
maximum correlation, thereby leading to an essentially random value which can be
very large. Thus, large error bars indicate the cross-correlations becoming corrupted
by noise. The results can be seen in Figure 5.7.
It was observed that decreasing the number of frames had no observable impact
on the AR-PAF performance for small displacements (T = 4 ms, seen on the left).
With increasing flow speeds and hence increasing displacements, the measurements
become much more prone to erroneous peak detection, leading to large error bars
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Figure 5.7: PAF measurements of 3 µm spheres (1%v/v) using ensemble averages of different sizes as well as investigating the effect of increasing the displacement
between frames by increasing T . Speeds were calculated using 10 (blue), 30
(red) and 100 (yellow) frames for each ensemble calculation.

(T = 4 ms, seen in the middle). This break-down in reliable performance starts to
occur at syringe pump settings of around 15 mm/s for 10-frame ensemble averages
and around 20 mm/s for 30-frame ensemble averages compared to 28 mm/s for 100
frames. These velocities correspond to mean displacements of 60, 80 and 120 µm
respectively. The same behaviour can be seen for low flow speeds but high T , effectively creating the same displacements (T = 40 ms, seen on the right). Here, large
error bars due to erroneous peak detection start appearing at around 1.5 mm/s for
both 10 and 30-frame ensemble averages, while using 100 frames generated such
error bars at 2.5 mm/s. These velocities correspond to mean displacements of 60 and
100 µm respectively. However, despite the increase in standard deviation (i.e. in error
bar size), the median of the data still agrees very well for almost all measurements
made.
This demonstrates that even though the measurements presented in Section 5.1.1
appear to be equally accurate, the large displacements do in fact make the measurements more prone to erroneous peak identification as signified by the large error
bars. Similarly, it can be concluded that measurements presented in Section 5.1.2
share the same “level” of robustness since they are made under similar displacement
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conditions. It follows that the visually apparent difference between the two data sets
presented in Section 5.1.2 are due to physical differences in the flow. This suggests
that slow flows are more difficult to maintain steadily with the experimental setup
used in this work. Lastly, this section highlights the importance of using ensemble
averages to achieve improved SNR.

5.2

Concentration Dependent Robustness
to Displacement

Previous works have reported a drop in AR-PAF accuracy with concentration [7,
8], however, these studies considered velocity as the independent variable. It was
shown in Section 5.1 that displacement, rather than velocity, is a key factor affecting
AR-PAF performance and merits investigation. Furthermore, measurements presented in previous publications were made without optical feedback when aligning
the transducer, and background subtraction was not implemented in the processing
pipeline [7, 8]. This means that: (1) there was no independent confirmation in
whether or not the focal zone of the transducer, imaging phantom and excitation
laser were co-aligned and (2) the role of the background was not accounted for.
Here, the effect of increasing absorber concentration is analysed with respect to
displacement under well controlled conditions of constant flow speed as well as verifiably co-aligned channel, laser and transducer. In addition, the optical microscopy
system was used to confirm that the absorbers were approximately homogeneously
distributed seeded within the channel. A pilot study was performed with polystyrene
spheres (Section 5.2.1) in order to ascertain the functionality of the experimental
procedure as well as the relevant parameter space. For clinical relevance, a follow
up study was performed with RBCs suspended in PBS (Section 5.2.2).
As in the previous section, measurements were conducted in a 200 µm deep channel
and ensemble averages of 100 as well as 10 frames were used for each measurement.
A flow rate of 2 ml/h was employed, resulting in an average flow speed of 5.56 mm/s,
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(a) 1%

(b) 2.5%

(c) 5%

Figure 5.8: Image sections of a 200 µm deep channel seeded with polystyrene sphere suspensions of different concentrations. The images correspond to a 170 µm wide
section of the flow.

assuming that the channel area is 0.1 mm2 . In order to achieve different displacements, T was adjusted over a range 5–25 ms and 2–25 mm/s for microsphere and
blood suspensions respectively.

5.2.1 Microspheres
The concentrations used for the monodisperse polystyrene sphere suspensions were
1%, 2.5% and 5%. T was varied in the range from 5 ms to 25 ms, corresponding to
a range of displacements of 28 µm to 140 µm.
Selected optical microscopy images can be seen in Figure 5.8. Individual spheres
could only be resolved at the lowest concentration of 1% due to the imaging setup.
At higher concentrations not enough light was reflected back through the channel,
preventing the usage of PIV as a gold standard. Independent validation of AR-PAF
measurements using PIV was therefore not possible for all the concentrations studied.
The measured flow profiles using 100 frames and their median from within the ROI
are shown in Figure 5.9. It can be seen that AR-PAF yielded good measurements*
even at displacements of over 100 µm with a low concentration suspension of 1%.
* “Good measurements” are identified as such if the measured values increase linearly with the
syringe pump setting.
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Figure 5.9: AR-PAF measurements comparing the robustness to increasing displacements
with respect to the absorber concentration. Profiles were calculated using an ensemble size of 100 frames and polystyrene spheres were used as absorbers. The
distance values in the legend (bottom left) are the expected mean displacement
values d defined by the syringe pump flow setting and the pulse separation T .
The median measured displacements within the ROI are plotted in the bottom
right.

However, the performance of AR-PAF at such large displacements dropped drastically with increasing concentrations. This can be seen from the failure to accurately
detect the larger displacements when using a concentration of 5% (all the profiles
coincide). It was possible to detect smaller displacements (of around 50 µm) using
all three suspensions.
The same data was re-analysed using 10 frames per measurement instead of using
100 frames (simulating fast data acquisition), yielding 10 measurements per displacement setting. The resultant median measurements are shown in Figure 5.10.
It can be seen that all 10 measurements agree very well at the lowest displacement
setting (d = 28 µm) for all three concentrations. However, at larger displacements,
AR-PAF breaks down, yielding essentially random results.
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Figure 5.10: AR-PAF measurements comparing the robustness to increasing displacements
with respect to the absorber concentration using polystyrene spheres. Profiles
were calculated using an ensemble size of 10 frames and each measurement
was repeated 10 times.

The same trend can be visualised by considering the standard deviation of each set of
10 measurements. When the measurements agree, their standard deviation is low. On
the other hand, when the measurements break down, the standard deviation increases
significantly, as can be seen in Figure 5.11. The figure also highlights that there was
no consistent concentration dependent trend which could be identified.
The displacement threshold for reasonable accuracy for all three concentrations was
found to be somewhere between d = 28 µm and d = 55 µm. It was not possible
to identify a trend in robustness depending on concentration when using only 10
frames for the ensemble average. However, these results could be used to identify the
window between d = 28 µm and d = 55 µm of interest for 10 frame measurements.
Furthermore, there was no difference in performance for all three concentrations
as long as the displacement between frames was kept below 50 µm, indicating the
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Figure 5.11: Standard deviation of AR-PAF measurements of polystyrene sphere suspensions with an ensemble size of 10 frames. Each measurement was repeated 10
times, yielding a standard deviation for each syringe pump setting (i.e. known
average displacement d ).

Figure 5.12: Photoacoustic cross-correlation amplitude generated using a 200 µm deep channel with a flowing RBC suspension with a concentration of 5% Hct.

possibility for investigating higher, physiological concentrations with RBCs.

5.2.2

RBC Suspensions

Owing to the promising results presented above, higher concentrations were investigated using human blood. The set of concentrations investigated was 5%, 10%, 20%
and 40% Hct. The performance of AR-PAF between 20% and 40% Hct is of special
interest, as these concentrations correspond to the physiological levels found in the
human microcirculation. The photoacoustic cross-correlation amplitude generated
using an RBC suspension in a 200 µm deep channel is shown in Figure 5.12.
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(a) 5% Hct

(b) 10% Hct

(c) 20% Hct

(d) 40% Hct

Figure 5.13: Image sections of a 200 µm deep channel with RBC suspensions of different
concentrations. The images are about 170 µm wide.

Optical microscopy of the suspensions in the channel (see Figure 5.13) shows that
RBCs at 5% Hct provide optical structure which allows PIV to be performed. However, at higher concentrations, the microscopy was not able to image structure as
not enough light was reflected back through the channel, preventing the usage of
PIV as a gold standard as in Section 5.2.1. It is notable that it was not possible to
resolve structure of 5% polystyrene spheres. It might be that the polystyrene suspensions were in fact higher in concentration as their volume fraction could not be
independently verified. A further reason for decreased optical contrast could be the
smaller size of the polystyrene spheres, leading to increased seeding homogeneity
(3 µm diameter solid spheres as opposed to 8 µm diameter deformable discs).
AR-PAF measurements based on ensemble averaging 100 frames are shown in Figure 5.14. Measurements can be regarded as successful for all four concentrations for
displacements smaller than 50 µm. In the window of 56 µm < d < 83 µm measurements start to become inaccurate, with a concentration of 40% Hct failing first and
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Figure 5.14: AR-PAF measurements comparing the robustness to increasing displacements
with respect to the absorber concentration using RBC suspensions. Measurements were made using an ensemble size of 100 frames.

5% Hct being the most robust.
The same trend can be observed when plotting the individual profiles (Figure 5.15).
The profiles appear free of outliers (i.e. spurious peaks in the cross-correlation
function) within the ROI for displacements of up to 41 µm and lower concentrations
have a larger range of outlier-free profiles within the ROI, including d = 69 µm for a
haematocrit of 5%. As with previously shown profiles, it was not possible to recover
parabolic flow profiles (as discussed in Section 4.4).
Re-analysing the collected data with an ensemble average size of 10 frames allows
for the simulation of data quality when using fast data acquisition, as presented for
the polystyrene sphere scenario above (averaging 10 frames is 10 times faster than
averaging 100 frames). A single 100-frame measurement could be used to generate
ten 10-frame measurements. All ten measurements should yield almost the same result as neither the flow speed nor T were altered. The results are shown in Figure 5.16
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Figure 5.15: AR-PAF flow profiles comparing the robustness to increasing displacements
with respect to the absorber concentration using RBC suspensions. Profiles
were calculated using an ensemble size of 100 frames. The legend (bottom left)
indicates the set average displacement (d ) using the syringe pump setting in
combination with varying T and only half of the plotted data sets are displayed
for clarity.

and it can be seen that all concentrations succeed in recovering virtually the same
measurements for displacements of d = 11 µm and d = 28 µm. Larger displacements yielded inconsistent measurements for all concentrations. This can be further
visualised by plotting the standard deviation of the measurements (Figure 5.17).
It can be concluded that increasing concentrations of absorbers do, to some extent,
affect the performance of AR-PAF negatively. However, as long as the displacement
between frames was below 50 µm on average, AR-PAF was found to perform equally
well for all investigated concentrations. The threshold of 50 µm is comparable in size
to the focal diameter of the transducer, which is 150 µm; it is therefore plausible that
the identified threshold is related to the focal zone. Other factors are likely to be the
SNR of the RF signal as well as the range of velocities present inside the channel as
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Figure 5.16: AR-PAF measurements comparing the robustness to increasing displacements
with respect to the absorber concentration using RBC suspensions. Profiles
were calculated using an ensemble size of 10 frames and each measurement
was repeated 10 times.

Figure 5.17: Standard deviation of AR-PAF measurements of RBC suspensions with an
ensemble size of 10 frames. Each measurement was repeated 10 times, yielding
a standard deviation for each syringe pump setting (i.e. known displacement).

this will affect decorrelation between frames.
Using only 10 frames (5 frame pairs) for each ensemble average (rather than 100)
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did reduce the upper threshold in d for successful measurements. Even so, measurements were still found to be reliable for mean displacements of d = 30 µm and
this was found to be the case for all investigated Hct, up to 40%. This limit is experiment specific and depends on the SNR, signal and detection bandwidths, range
(and stability) of present flow velocities, detection aperture and light penetration.
Previous studies reporting AR-PAF measurements with a similar experimental setup
used a short pulse separation time of T = 0.5 ms to keep d below 35 µm [7, 8].
These measurements were performed using ensemble averages of 25 frame pairs, as
opposed to the 5 frame pairs used here. This suggests that measurements presented
in comparable publications were within the “reliable displacement window” found
here.
It follows from the discussion above, that successful clinical application of AR-PAF
should depend on a suitably chosen T , with a lower T resulting in better measurements. As only an upper limit on reliable measurements has been found here, only
an upper limit on T can be suggested. The mean flow speed of blood in arterioles
is about 50 mm/s, so a T < 0.6 ms should keep the displacement within the allowed
range. Similarly, the mean flow speed in venules is about 2 mm/s, so a T < 15 ms
would be an appropriate limit in that case.

5.3

Combining AR-PAF and PIV to Investigate
Unsteady Flow

The microscopic images presented so far (specifically Figure 5.13) preclude the use
of PIV as a ground truth at high concentrations. For the 200 µm deep channel it was
possible to discern some contrast when imaging at a haematocrit of 10% or lower,
but it was not possible to image higher concentrations. A way of improving optical
contrast is the use of shallower channels, which motivated the use of a 100 µm deep
channel. The combined AR-PAF/PIV results of blood with Hct ranging from 5% to
40% in a 200 µm deep channel are presented Section 5.3.1. The measurements were
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repeated in a 100 µm deep channel, which is presented in Section 5.3.2.
It was pointed out in Section 5.1.2 that the flow rate in the channel was not always
constant. This observation was made for relatively low flow speeds using AR-PAF
in Section 5.1.2 and flow speed instability was independently verified for a larger
range of syringe pump settings by monitoring optical microscopy images. These
velocity fluctuations were empirically observed to be abrupt changes in flow speed,
but only occurring relatively infrequently, on a timescale of many seconds. This
implies that a 100-frame ensemble average, acquired over a time period of over
40 seconds, is likely to be an average of a varying flow speed. On the other hand,
10-frame ensemble averages only take about 0.4 seconds to acquire since the data
acquisition does not need to pause for downloading the data. It is therefore very
likely that 10-frame ensemble averages are able to pick up flow speed fluctuations.
The results presented in this section were calculated with 10-frame ensemble averages for average flow speeds ranging from 0 mm/s to 27.8 mm/s based on the syringe
pump flow rate setting. In order to keep the displacements of particles independent
of the flow rate, T was adjusted for every flow rate setting such that the expected
mean displacement between frame pairs was about 27 µm. Every measurement was
repeated 10 times (for a total of 100 frames) in order to gain information about the
flow speed standard deviation caused by unsteady flow.

5.3.1 200 µm Deep Channel
The PIV and AR-PAF profiles for 5% Hct are shown in Figure 5.18. The PIV results
are very noisy and it is difficult to discern the expected parabolic flow profiles. Horizontal lines can be seen, which can be explained by the cross-correlation function
finding the maxima at the edge of the interrogation window.
The AR-PAF results are more successful, showing continuous profiles within the
ROI. However, it is notable that the profiles are not clearly proportional to the syringe
pump flow rate setting v. For example, the flow profile acquired with v = 22.2 mm/s
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Figure 5.18: PIV and AR-PAF flow profiles using 10-frame ensemble averages for measurements of velocity in the flow rate region where syringe flow is expected to be
unstable. An RBC suspension of 5% Hct was used.

dips below the profiles for v = 19.4 mm/s and 13.9 mm/s. This illustrates the unsteadiness of the flow explained earlier on as, at the time of recording, the flow speed
measured at v = 22.2 mm/s would have been slowed down temporarily.
In order to compare the two modalities, the median of the PIV profiles, vPIV , was
used as an alternative “ground truth” flow speed measurement to the syringe pump
setting v. The comparison of using v or vPIV as the known flow speed measure is
shown in Figure 5.19.
When using the v as the known flow speed measure (left column), a spread in the
measurements along the y-axis (measured velocity) can be observed. This could be
due to unsteady flow or an inherent error in the AR-PAF accuracy.
Using PIV as the reference to validate the flow speed can be seen in the right column
of Figure 5.19. The PIV performance is dependent on concentration, with high
concentrations being prohibitive to accurate measurements, and even at 5% Hct, the
algorithm did not yield well behaved profile measurements (as shown in Figure 5.18).
Thus, it was found that the quality of the PIV data was not sufficient in this case to
reach a conclusion as the underlying images lacked contrast due to too little light
penetrating the channel.
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(a) 5% Hct

(b) 10% Hct

(c) 20% Hct

(d) 40% Hct
Figure 5.19: PAF measurements of different RBC suspensions plotted against different
‘known’ flow speeds: the speed provided by the syringe pump setting (left)
and the speed provided by the PIV analysis (right). Measurements were performed in a 200 µm deep channel and each measurement consisted of 10 frames.
The results are colour coded based on the syringe pump flow speed setting.
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(a) 100 µm depth

(b) 200 µm depth

(c) 400 µm depth

Figure 5.20: Sample images obtained with channels of different depths. Images were acquired with RBC suspensions of 5% Hct and correspond to a width of 170 µm.

5.3.2 100 µm Deep Channel
For improved PIV performance, a shallower (100 µm deep) channel was imaged.
A comparison in image quality between different channel depths is shown in Figure 5.20, where 100, 200, and 400 µm deep channels were imaged when filled with
5% Hct. The images illustrate that, as expected, the image quality is best for the
100 µm deep channel. This is in part due to the improved light penetration, but also
due to the decreased significance of out-of-plane particles.
Central sections of the optical microscopy images of the 100 µm deep channel at
various concentrations are shown in Figure 5.21. With this channel, RBCs are still
distinguishable at 10% Hct and structure appears less “blurry” than in the 200 µm
deep channel.
The photoacoustic cross-correlation amplitude generated using this channel and a
5% Hct RBC suspension is shown in Figure 5.22. It is notable that the Full Width
Half Maximum (FWHM) of the photoacoustic signal is about 0.5 mm, which is
much larger than the channel depth. This can be compared to the FWHM generated
using the 200 µm deep channel, which is also 0.5 mm. This suggests that it was not
possible to resolve the actual structure of the channel as the resolution was limited
by acoustic distortions due to reflections, attenuation of the signal as well as the
transducer’s limited aperture.
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(a) 5% Hct

(b) 10% Hct

(c) 20% Hct

(d) 40% Hct

Figure 5.21: Image sections of a 100 µm deep channel with RBC suspensions of different
concentrations. The images correspond to a section of the channel 170 µm in
width.

Figure 5.22: Normalised photoacoustic amplitude generated by channels of different depths.

Representative examples of flow profiles acquired with PIV and AR-PAF with the
100 µm deep channel at 5% Hct are shown in Figure 5.23. Similarly to Section 5.3.1,
the flow measurements were found to not be proportional to v, for example the
measurements made with v = 11 mm/s gave higher measurements than for all the
other syringe pump settings. A distinct improvement in the quality of the PIV results
is apparent and clear flow profiles can be identified. It can also be seen that there is
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Figure 5.23: PIV and AR-PAF flow profiles using 10-frame ensemble averages for capturing
dynamic flow in a 100 µm deep channel. An RBC suspension of 5% Hct was
used.

broad agreement between PIV and AR-PAF.
AR-PAF and PIV can be compared more systematically using the median measurements of their respective profiles, as was done in Section 5.3.1. The results of that
comparison can be seen in Figure 5.24. A large spread in AR-PAF results at the
same syringe pump setting was found (left column). However, when PIV is used as
the reference speed (right column), the AR-PAF measurements are in compelling
agreement with the true flow rate in the channel. This is especially apparent at a
haematocrit of 5% and 10%. PIV median measurements seem to be largely successful even at 20% Hct, which is surprising as no optical contrast could be seen in the
channel centre. However, the concentration of RBCs was observed to be lower near
the edges of the channel, allowing for improved contrast there. It appears that this
contrast was partly sufficient for reasonable median flow speed measurements.
In summary, it was shown that PIV could be used as independent validation of the
flow speeds inside the channel. This additional modality allowed the identification of
unsteady flow as a major source of variance in AR-PAF measurements. Furthermore,
this validation generates confidence in 10-frame ensemble average AR-PAF measurements, even if the resultant measurements show a large spread around a mean.
As such, while PIV could not be used as an independent validation of the 40% Hct
measurements, the AR-PAF results and their standard deviation are in good agree136

(a) 5% Hct

(b) 10% Hct

(c) 20% Hct

(d) 40% Hct
Figure 5.24: PAF measurements of different RBC suspensions plotted against different
‘known’ flow speeds: the speed provided by the syringe pump setting and
the speed provided by the PIV analysis. Measurements were taken in a 100 µm
deep channel and each measurement consisted of 10 frames.
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ment with measurements made at lower concentrations: the standard deviation of
AR-PAF measurements at all concentrations are consistent.
It is worth pointing out that a large standard deviation was argued to be an indicator
for a break down of AR-PAF in Section 5.2, while this section discusses a large
standard deviation as being due to the physical variance in the flow speed. The key
difference in the two standard deviations is the fact the AR-PAF breakdown leads to
essentially random measurements and thereby very large standard deviations. To be
more quantitative, breaking down of AR-PAF led to standard deviations in velocity
measurements of up to 300% larger than the corresponding syringe pump setting.
The standard deviation in measured flow speed rarely exceeded 50% of the syringe
pump setting.

5.4

Concentration Dependent SNR in AR-PAF

It has been shown so far that AR-PAF is very successful at recovering flow speeds at a
wide range of Hct as long as the displacement between frames is low. A summary of
the previously presented RBC flow measurements is shown in Figure 5.25, showing
that it was possible to perform AR-PAF measurements under a range of conditions,
even at high concentrations of 40% Hct. However, there should be a limit to the
success of AR-PAF as the suspension approaches the behaviour of a homogeneous
liquid, i.e. as the Hct approaches 100%.
The AR-PAF concentration dependent contrast is discussed in this section. The ARPAF contrast can be broadly regarded as the variance of the signal induced by the
motion of absorbers, which is discussed in Section 5.4.1. The limits of that contrast
are experimentally tested in Section 5.4.2.

5.4.1 Concentration and Variance
Higher concentrations should increase the photoacoustic amplitude, thereby increasing the SNR of the RF signal. The effect of increasing amplitudes is shown in
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Figure 5.25: Accurate AR-PAF measurements of RBC flow speed over a wide range of
concentrations. Measurements shown here were made in channels of 100 µm
and 200 µm depth respectively. The average displacement between frames was
kept constant at about 27 µm by adjusting T .

Figure 5.26. It can be seen that the amplitude does increase (albeit slowly) with
concentration and that the standard deviation of the amplitude is large in comparison to its dependency on the concentration. It is thought that the observed weak
dependency of the amplitude on concentration is due to the fact that the amplitude
increases primarily in the lower frequency components, which are not picked up by
the transducer. This theory is analysed in more detail in Section 7.4.
Higher concentrations should decrease the variance in the absorber distribution. The
variance in the number of statistically uniformly distributed absorbers within a resolution cell, N, is given by [41, p. 320]
var(N) = H ×W (H, m)

Vv
,
VRBC

(5.2)

where VRBC is the Mean Corpuscular Volume (MCV), i.e. the average volume of an
RBC, Vv is the volume of a resolution cell, H is the haematocrit and W is a quantity
called packing factor which is a measure of “orderliness in the spatial arrangement
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Figure 5.26: Photoacoustic amplitude as a function of Hct. Photoacoustic signals were recorded 100 times for different RBC concentrations flowing in a channel, each
time recording the maximum amplitude of the signal. The difference to the
baseline measurement (H = 0%) is shown. The data was fitted with a simple
exponential fit of the form kH a with a = 0.3+
− 0.04. It can be seen that the
signal amplitude rises slowly with concentration, but the rise in amplitude is
small in comparison to the variability between signals.

of the RBCs” [41, p. 320]. The packing factor W can be expressed as

W (H, m) =

(1 − H)m+1
[1 + H × (m − 1)]m−1

,

(5.3)

where m is a parameter depending on the absorber geometry, with m = 1, 2, 3 corresponding to packing of slabs (1D), cylinders (2D) and spheres (3D) respectively [48,
82, 41, 83]. If the packing density of the RBCs becomes too high, they are no longer
randomly distributed and the suspension will start to appear like a homogeneous
absorber (i.e. W → 0, corresponding to high order in the arrangement of absorbers).
On the other hand, if the number density of particles is very low, the variance of
particles is proportional to the particle concentration (i.e. W → 1, corresponding to
low order).
By looking at the variance of the photoacoustic signal under fast flowing conditions,
it is possible to gain a grasp of the fraction of the signal that “represents” flow, i.e.
the part of the signal that can be used for motion detection should be time dependent.
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If the flow speed is fast enough that an entirely new ensemble of RBCs are within
the transducer’s field of view, then successive background subtracted frames will be
entirely uncorrelated to each other. However the change in signal would be entirely
due to the motion of blood.
The variance of the photoacoustic signal was measured in a 100 µm deep channel
for different Hct and it was calculated as





σ 2 = mean var [pBlood (i, k)] − mean var [pPBS (i, k)] ,
i∈ROI

i∈ROI

k

(5.4)

k

where mean is the time average in fast time over the region of interest, var is the
i∈ROI

k

variance of the signal in slow time and p(i, k) is the discretised photoacoustic signal
stack, i denoting successive data points in fast time and k successive frames of the
stack. pBlood (i, k) and pPBS (i, k) are frames corresponding to flowing RBC suspensions and pure PBS respectively. It can be seen from Equation (5.4) that the signal
was adjusted to a zero baseline using a reference channel filled with just PBS to
account for the expected variance due to the random noise of the system. σ 2 was
calculated for different concentrations by using RBC suspensions at varying Hct.
The results have been plotted in Figure 5.27. With increasing signal amplitude,
the signal’s standard deviation increases too. However, as expected, at very high
concentration the standard deviation drops again, as the suspension approaches a
continuous medium. At 60% the signal seems to be almost (but not quite) at the
level of the noise floor.
A curve of the form g(H, m) ∝ H ×W (H, m) was fitted to the data, which should be
proportional to the variance of the number of particles within the transducer’s field
of view. It was found that g, a function proportional to var(N), was very good at
explaining the trend of the data (r2 = 0.97). This points towards the importance of
the statistically expected fluctuations in the number of RBCs as they move through
the field of view of the transducer.
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Figure 5.27: Photoacoustic signal variance as a function of haematocrit H. The data was
fitted with a function of the form g(H, m) = k × H ×W (H, m), which resulted
in a good fit (r2 = 0.97). The fit was optimal when m = 2.8+
− 0.1, where the
error represents the 1σ confidence interval. The variance was calculated from
100 decorrelated frames.

5.4.2

High Concentration Flow Measurements

AR-PAF was tested at higher concentrations (60%, 80% and 100%) to see if its
performance corresponds to the trend seen in Figure 5.27. The measurements were
performed with a 100 µm deep channel and flowing RBC/PBS suspensions of different flow speeds. T was adjusted to keep the mean displacement constant at about
27 µm. 10 frames were acquired for each measurement and each velocity setting was
measured 10 times (for a total of 100 frames per velocity setting).
The results can be seen in Figure 5.28. The measurements are shown alongside
the measurements presented in Figure 5.24. Measurements taken at 60% Hct show
significant standard deviation in the individual measurements, however this can –
at least partly – be attributed to the flow unsteadiness discussed in the previous
section. At 80% Hct, measurements become increasingly erratic and at 100% Hct
measurements fail to capture the flow velocity and are deemed unsuccessful.
The degradation of the signal can be effectively visualised using the AR-PAF profiles
(see Figure 5.29). The signal quality can be seen to drop at 60% Hct, the profiles
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Figure 5.28: AR-PAF measurements of different RBC suspensions ranging from 5% Hct to
100% Hct. Measurements were done in a 100 µm deep channel and each measurement consisted of 10 frames. The average displacement between frames
was kept constant at about 27 µm.
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Figure 5.29: AR-PAF flow profiles of different RBC suspensions ranging from 5% Hct to
100% Hct. Measurements were done in a 100 µm deep channel and each measurement consisted of 10 frames. The average displacement between frames
was kept constant at about 27 µm.

are discontinuous (i.e. more prone to outliers) and the range over which good measurements can be taken is shorter than that for concentrations of 40% and below. It
is also worth noting that the identified ROI increases in width, which is due to the
cross-correlation amplitude widening. This effect becomes increasingly pronounced
with 80% Hct and 100% Hct and is attributed to the decreasing SNR.
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While the measurements taken with 80% Hct appeared to give sensible results in Figure 5.28, the profiles reveal that they are largely corrupted by outliers. Any “correct”
AR-PAF measurement at such high concentrations is therefore more due to chance
than due to reliable performance.
The results presented here are in line with the findings in Section 5.4.1. As predicted,
AR-PAF was not successful at resolving flow velocity as the variance of the signal
dropped due to the increasing concentration. The variance at 60% was very low,
but the SNR of 10-frame ensemble averages was high enough to perform reliable
AR-PAF measurements.

5.5

Resolution and Bandwidth

Successful AR-PAF measurements at 60% Hct are unexpected because one would
think that it should not be possible to resolve structure on the relevant length scales.
The relevant length scale can be argued to be the mean particle spacing (d p ). This
quantity has previously been used to characterise the largest scale of apparent heterogeneity in the context of AR-PAF [8]. If the resolution of a system cannot resolve
the largest scale of heterogeneity, the suspension would appear homogeneous and
hence no motion could be detected. The mean particle spacing can be approximated
by considering each RBC occupying a cube with a side length d p . The haematocrit
(Hct, H ) is then
H=

VRBC
,
d 3p

(5.5)

where VRBC is the Mean Corpuscular Volume (MCV), i.e. the average volume of an
RBC. The MCV is typically in the range of 80–100 fL [84].
The behaviour of d p with changing Hct is plotted in Figure 5.30a. This characteristic
scale length can be compared to the wavelength of sound (λ ) at different frequencies.
This comparison is shown in Figure 5.30b and it can be seen that d p is much smaller
than λ within the detectable frequency range. It is notable that within the range of
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10–30 MHz, d p is about an order of magnitude lower than λ for a wide range of
Hct (see Figure 5.30c). For example, for the maximum detected frequency (about
35 MHz), the wavelength is about λ = 42 µm, while the mean particle spacing at
60% Hct is d p (60%) = 5 µm. This suggests that it should not be possible to detect
structure due to individual absorbers.

5.5.1 Channel Depth
It can be argued that the usage of a “shallow” 100 µm deep channel could artificially
improve the heterogeneity perceived by the transducer. It was observed that the transducer could not resolve the depth of the channel, as discussed in Section 5.3.2. Thus,
the received signal contains “elongated” or distorted information which was not
corrupted by other sources of signal nearby as the channel was imaged in isolation.
It could therefore be possible that detecting of flow information inside the shallow
channel was facilitated in some way. In order to test whether the channel depth
played a role in the observed robustness of AR-PAF, measurements were repeated
with 200 µm and 400 µm deep channels.
The light transmission through the channel, which has been identified as an important criterion for AR-PAF measurements [8], becomes problematic when imaging
deeper channels. The optical absorption coefficient µa of whole oxygenated blood
(45% Hct) at 532 nm is about 24 mm−1 [85] (1/µa ≈ 42 µm). This means that
the light transmission through a 100 µm deep channel filled with whole blood is
about 9%, while the light transmission through a 400 µm deep channel would be
0.008%* . However, using less dense suspensions significantly alleviates this problem: at 5% Hct, µa is about 2.7 mm−1 (1/µa ≈ 375 µm), making the light transmission through a 100 µm and a 200 µm deep channel filled with 5% Hct 77% and 35%
respectively.
The signal generated by the three different channels is shown in Figure 5.31. The
background (red line) is plotted as the envelope of the average signal of 100 frames.
* The fractional light transmission

is calculated as fγ = e−µa x , where x is the depth of the channel.
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(a)

(b)

(c)
Figure 5.30: Comparing the scale lengths of absorber spacing to wavelength. (a) Mean
distance between RBCs (d p ) as a function of Hct. (b) Wavelength of sound
waves at different frequencies (λ ) in comparison to d p at different Hct. (c) The
relative difference
h
i between the characteristic scale lengths d p and λ (expressed
as log10

λ −d p
dp

).
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The part of the signal after background subtraction (black line) is shown as the
standard deviation
σ (i) =

q
var [p(i, k)].
k

(5.6)

It is notable that the background signal for the 200 µm and 400 µm deep channel is
much stronger than that of the 100 µm deep channel (red line, left column). Furthermore, it can be seen that the FWHM of σ has a similar size in all three channels
and that the size of the signal’s standard deviation appears to drop with increasing
channel depth (right column). This drop in SNR can be quantified as
σ (i)]
max [σ

SNRσ =

i∈ROI

σ (i)]
max [σ

,

(5.7)

i∈ROI
/

which is shown in Figure 5.32.
It is surprising that the deeper channels produced lower SNRσ . A possible explanation is that the channel wall facing the transducer happened to be thicker for the
deeper channels.
In order to test if there was any effect due to the usage of deeper channels, the performance of the AR-PAF was tested with regards to increasing particle displacement
between frames. As in Section 5.2, the flow speed was kept constant throughout
the experiment for all channels at 5.56 mm/s (corresponding to flow rates of 1 ml/h,
2 ml/h and 4 ml/h for the three channels) and T was adjusted to control the displacement of absorbers.
The resultant measurements are shown in Figure 5.33. The 200 µm and 400 µm
channels show similar behaviour with an abrupt increase in the standard deviation
of measurements at d = 70 µm, signifying a break-down in AR-PAF. The measurements taken with the 100 µm deep channel seem to be less stable even at low
displacement settings. This can be explained by the observation that the 100 µm
deep channel tended to be more prone to flow instabilities. All three channels show
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Figure 5.31: Raw photoacoustic signals acquired using channels of different depths. Radio
frequency data was acquired 100 times in each channel using fast flowing
RBC suspensions of 5% Hct. The envelope of the average signal is displayed
σ ) of that signal in black. A section of σ
in red and the standard deviation (σ
is highlighted in the left column by a grey box (dashed line) and is shown in
more detail in the right column. 100 uncorrelated frames were used.

Figure 5.32: SNRσ of different channel depths.

the same significant increase in standard deviation at a mean particle displacement
of d = 70 µm. Therefore it cannot be concluded from the data presented here that
any particular channel depth improved or degraded the robustness of AR-PAF.
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Figure 5.33: Investigating the AR-PAF accuracy dependence on displacement of blood in
a range of different channels. Measurements were done using 5% RBC suspensions. The syringe pump setting was kept constant at 5.56 mm/s in all
three channels and T was controlled to vary the displacement. Multiplying
5.56 mm/s with T yields the nominal syringe pump displacement (in µm),
which is used as the x-axis on all four plots.

5.5.2

Limiting the Bandwidth

No significant difference in accuracy was found when comparing the channels of
the three depths. However, it could be argued that the lower concentration of RBCs
facilitated the measurements, enabling the resolution of individual absorbers or some
sort of “structures” of RBCs clusters: the mean particle spacing at 5% Hct is about
d p = 12 µm, while the wavelength of sound in water at 35 MHz is λ = 42 µm, so
the length scales are comparable. Demonstrating successful measurements made at
5% Hct in different channel depths is thus not comparable to successful measurement
made at 60% Hct as the relative difference between λ and d p are not the same.
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The signal generated by a 5% Hct suspension (presented in Section 5.5.1) was bandpass filtered to a lower frequency spectrum in order to mimic the relative difference
between λ and d p when using a 60% Hct suspension and detecting frequencies
of up to 30 MHz. Filtering the detected signal, rather than repeating the measurements at higher concentrations, has the benefit that the light penetration remains
unaffected. The mean frequency spectra generated by flowing RBC suspensions in
the three different channels are displayed in Figure 5.34. These spectra are estimated
after successively performing background subtraction, applying a high-pass filter
and various low-pass filters to the raw signals.
High-pass and low-pass filters were implemented with a pass-band frequency fpb
and a stop-band frequency fsb , which define the onset of the attenuation and the
-60 dB signal magnitude attenuation point respectively. For simplicity, the filters will
be described using their average frequency ffilt = ( fpb + fsb )/2.
The effect of the background subtraction on the frequency spectra can be seen in
Figure 5.34 as the difference between the black line and the blue, dashed line (at
frequencies >5 MHz the blue, dashed line is difficult to see because it is co-aligned
with the yellow, dotted line titled “high-pass filter (3 MHz)”). For all channels, the
most dominant difference is a strong reduction in signal in the lower frequency bands
(<10 MHz). It is notable that the effect of background subtraction is much more
pronounced in the 200 µm and 400 µm deep channel than in the 100 µm deep channel.
This is in line with the observation that the background in those channels was higher
in amplitude, as was shown in Figure 5.31.
A constant noise floor can be identified for frequencies beyond 40 MHz. The
sampling rate of the digitising oscilloscope was 1 GHz, meaning that the total spectral range of the data was 500 MHz. It was found that the noise floor was approximately constant throughout the entire spectral range. Thus, applying a high-pass
filter at ffilt = 35 MHz ( fsb = 40 MHz) removed a large fraction of it. Decreasing
the frequency of the high-pass filter further increasingly degraded the signal.
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Figure 5.34: Frequency spectrum of photoacoustic signals after different filtering steps. The
mean frequency spectrum of 100 frames is shown after applying different
filtering steps in sequence.

The effect of the degradation of the signal was tested by re-analysing the data and
comparing the results to those obtained with the best signal quality, i.e. the signal after background subtraction, low-pass filtering and lastly high-pass filtering
at ffilt = 35 MHz. The difference between these “ideal” results and displacement
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measurements calculated after alternative filtering steps is taken as the measurement
error. If the original measurements are already erroneous then the difference is also
expected to be large as it is unlikely that the cross-correlation method will happen
to find the wrong peak at exactly the same location. The results of this analysis are
shown in Figure 5.35. The mean of the measurement error for each displacement
setting are shown, as each displacement was measured 10 times.
The mean error is displayed for a range of different ffilt of a low-pass filter. It was
found that there was no significant change in AR-PAF performance in the range
ffilt = 34 –11 MHz (examples with ffilt = 20, 15, 11 MHz shown): for all three channels the measurements do not significantly change up until d > 40 µm, with large
errors encountered for larger displacements. This agrees well with the finding that
the measurements made at the larger displacements were likely to be erroneous to
start with.
AR-PAF results rapidly deteriorate when ffilt < 11 MHz, with high mean error for
all measurements for all channels at ffilt = 8 MHz. There is no discernible trend that
distinguishes the different channel depths. In other words, all channels appear to be
equally robust to filtering, indicating that the usage of a shallower channel did not
improve the performance of AR-PAF.
The break-down of AR-PAF with the presented data can be said to happen at around
ffilt = 10 MHz, corresponding to a wavelength of 150 µm. The mean particle distance
at 5% Hct is about 12 µm, so over one order magnitude less than the characteristic
wavelength of the system. The mean particle distance at 60% Hct is about 5 µm,
while the smallest wavelength of the system with optimal filtering was about 40 µm.
This highlights that AR-PAF was demonstrated here for channels with different
depths with “resolution conditions” comparable to the high concentration studies
presented in the previous chapter.
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Figure 5.35: Mean deviation from the high bandwidth measurements after applying lowpass filters with different cut-off points ( ffilt ). Measurements were taken with
5% Hct in channels of different depths. The error is taken to be the difference
in AR-PAF measurements to those obtain from signals with high quality. The
signals with high quality were found by applying to following three filtering
steps to the raw data: (1) background subtraction, (2) a high-pass filter with
ffilt = 5 MHz and (3) a low-pass filter with ffilt 30 MHz. Each displacement
measurement was repeated 10 times with an ensemble size of 10 frames. The
average deviation from those measurement after applying low-pass filters with
different ffilt is shown.
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5.6

Conclusions

The aim of this chapter was to characterise AR-PAF by understanding the limiting
factors influencing measurements and affecting its performance. Limitations could
arise from the experimental setup or, more fundamentally, from sources inherent
to the method itself. After establishing displacement between frames as a critical
factor in measuring the performance of AR-PAF, different RBC concentrations were
investigated. AR-PAF performance was measured in terms of repeatability of measurements under identical conditions. The implementation of an optical microscopy
setup with a fast camera added independent information to the experiment, such as
the absorber distribution and flow speed using PIV. This allowed for better differentiation between the limitations of the experimental setup and the AR-PAF measurements in terms of consistency of flow measurements.
PIV analysis showed that even under supposed constant flow speed conditions
defined by the syringe pump, the flow was in fact very unstable. It was only possible
to image channels with low concentrations (10% or lower) as higher concentrations
prevented light from reaching the microscope. Simultaneous acquisition of PIV and
AR-PAF measurements enabled a compelling agreement between the two to be established. This result gives confidence in the success of AR-PAF measurements
made at higher concentrations (20% and 40%), as they showed similar variance in
measured flow speeds.
AR-PAF measurements could be classified as successful even at a haematocrit of
60%. It is worth noting that the measurements were made with 10-frame ensemble
averages, which is a much lower number than in previous publications, thereby increasing the speed of data acquisition and paving the way to real time AR-PAF. Furthermore, when using 10-frame ensemble averages, the largest detectable displacement between frames was roughly constant for the entire range of concentrations
being investigated (5%– 40%) and therefore no trend with increasing concentration
could be established. This robustness to increasing concentrations is a remarkable
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Figure 5.36: Entire width of 100 µm deep channel with 5% Hct. The channel is 500 µm
wide.

result as the detection bandwidth of the system would preclude the resolution of
individual cells at the higher concentrations. By testing channels of different depths,
it could be confirmed that the channel size did not play a role in enabling these measurements. An alternative explanation put forward in the past was that there could be
structure on larger scales in the channel, for example by clustered RBCs. However,
RBCs only form rouleaux in the presence of dissolved proteins (e.g. fibrinogen)
or macro-molecules (e.g. dextran) and the RBC suspensions used here have been
washed and re-suspended in pure PBS (see Section 4.1.3) in order to avoid the formation of rouleaux. In addition, it was observed via constant visual inspection that
the RBCs did not form such clusters in concentrations where contrast was sufficient
to identify individual RBCs. One representative example of the RBC distribution
during data acquisition is provided in Figure 5.36. The visual confirmation gave
confidence that the washing of RBCs had the desired effect, even at concentration
which could not be successfully imaged.
It can be concluded that AR-PAF allows for flow speed measurements in suspensions with mean particle separations much smaller in size than resolvable by the
system. This is a surprising result if the working principle of AR-PAF is understood
as the tracking of individual absorbers. However, flow speed detection of blood is
routinely done with medical ultrasound at even lower bandwidths than presented
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here using Doppler ultrasound imaging. In Doppler ultrasound imaging, the resolution considerations regarding the wavelengths of sound and the particle spacing
are identical. The reason Doppler ultrasound imaging works despite not being able
to resolve individual scatterers can be understood in the context of speckle contrast.
This link and its relation to AR-PAF will be discussed in Chapter 6.1.
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Chapter 6

In Silico Evaluation of AR-PAF
Performance
In this chapter, computer simulations and complementary experiments were performed to provide a qualitative understanding of the relevant factors in the AR-PAF
signal transduction. The chapter is split into two parts. Section 6.1 focuses on understanding the formation of the detected RF signal at the detector when imaging
absorber distributions of densities where they are no longer individually resolvable.
In Section 6.2 the effect of acoustic scattering on AR-PAF profiles is investigated.
This is done using different absorber densities, modelling the transition from individually resolvable to a non-resolvable regime.

6.1 Photoacoustic Speckle
The previous chapter concluded that it was possible to perform AR-PAF measurements under conditions where it would be expected to be impossible to track individual absorbers. Furthermore, optical microscopy showed that absorbers did not
form aggregates, which has been put forward as a potential explanation for this phenomenon [8]. However, biomedical ultrasound is routinely used to detect the flow
velocity of whole human blood using detection frequencies of 5 MHz and lower and

it would appear the AR-PAF has similar heterogeneity requirements: both modalities are based on the detection of ultrasound waves originating from RBCs and the
detection methods are based on using transducers (while a single element transducer
has been used here, AR-PAF has also been demonstrated using a clinical ultrasound
array [71]). The similarity of the two modalities will be analysed further in Section 6.1.4.
The backscattered signal detected in ultrasonic imaging of blood is ultrasonic
speckle [43, 44], a phenomenon giving rise to a distinct “speckly” appearance of
the signal magnitude (i.e. the signal envelope). Speckle appears random but is deterministic in nature, allowing the tracking of motion and has been used for crosscorrelation based detection of blood flow [45, 46]. Given the similarity between
photoacoustic and ultrasonic signal propagation and detection, it can be seen that understanding speckle is essential for gaining a complete understanding of the AR-PAF
signal transduction mechanism.
This chapter presents the fundamentals of ultrasonic speckle formation and extends
this principle to photoacoustic imaging. Furthermore, experimental tests of predicted
photoacoustic speckle characteristics are presented.

6.1.1 Speckle Background
Speckle is often introduced as the coherent interference of random phasors. For example, in laser speckle imaging this is the interference of optical wavefronts scattered
back from a random surface. Differences in the surface elevation result in phaseshifts of the light. If a photodiode is placed such that the light from a large enough
area is reflected back onto it, the signal the diode detects will be the result of the
interference of the wavefronts the photodiode interrogates (see Figure 6.1).
This can be further visualised by considering discrete wavelets reflecting back off
the surface. Each wavelet will have some amplitude and some phase at the detector.
Assuming that the wavelets are uncorrelated to each other and their phase is uni160
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Figure 6.1: Phase shifts introduced by a random surface.
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Figure 6.2: Random walk of phasors.

formly distributed over (−π, π), the overall signal can be described as a random
walk of complex phasors an (see Figure 6.2) and the complex received signal is the
sum of all the contributions, denoted as

A = |A|eiφ = ∑ an ,

(6.1)

n

where |A| is the magnitude, φ is the phase and Re(A) = |A|cos(φ ) is the amplitude.
If the number of phasors is large, then the real and imaginary parts of A will follow a
Gaussian random distribution with zero mean and equal variance. This is independent of the underlying distribution of an due to the central limit theorem. This means
that |A| will follow the Rayleigh distribution:
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Figure 6.3: Laser speckle on digital camera from a green laser pointer. Adapted from [86]
(cropped) licensed by CC BY 2.0.

PDF(|A|) =

|A| −A22
e 2σ ,
σ2

(6.2)

where PDF(|A|) is the Probability Density Function (PDF) of the signal’s magnitude.
This can be used to show that, in the presence of fully formed speckle, the ratio of
the mean to the standard deviation is always the same:
p
h|A|i
p
= π(4 − π),
var(|A|)

(6.3)

as shown by Atkinson and Berry [43].
One question that arises is how does an image of speckle show clear structure when
the signal at each point is said to be random. The answer is that, while overall
structure might be random, adjacent pixels are still correlated to each other. For
example, in an image of laser speckle there is a clear correlation between adjacent
pixels, as can be seen in Figure 6.3: a pixel of high intensity will have a pixel of
similarly high intensity next to it and vice versa.
The reason that adjacent pixels are not entirely uncorrelated is that the received
signal A of adjacent pixels is the result of the summation over largely the same
phasors. This can be easily seen by considering Figure 6.1: displacing the detector a
little bit to the right would remove some of the wavelets entering from the left and
adding new wavelets from the right. The equivalent process in Figure 6.2 would be
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Figure 6.4: Example of 400 random phasors, uniformly distributed in phase and with a
constant magnitude of 1. The real part of the magnitude is shown for each
sample.

the removal of some phasors and the addition of some new phasors. If the detector is
moved so far that none of the old phasors remain the new signal will be completely
uncorrelated to the old signal. Hence, a simple way of simulating speckle statistics is
to convolve a series of complex random data with a top hat function: the summation
of complex values within the top hat function represents the summation of complex
phasors at the detector and the displacement of the kernel as part of the convolution
represents the building up of an image via translating the detector.
A series of complex data was generated (Figure 6.4) and convolved with a top hat
function of different sizes. The resultant signal magnitudes are shown in Figure 6.5
and highlight one important property of speckle: despite the signal being “random”,
it has some characteristic length scale, dependent on the size of the convolution
kernel. This speckle appearance can be described by the average rate of mean-level
crossings, the mean-level being the mean of |A|. This rate of mean-level crossings is
called the “fading rate” is only a function of the size and shape of the convolution
kernel; or, in a more physical interpretation, the result of the detector characteristics.
The underlying phasors are the same for all three cases, however the resultant signal
is entirely different for each case.
It is worth pointing out that the fading rate does not depend on the number of phasors
contributing to A, as opposed to what Figure 6.5 might suggest. Rather, it is the step
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Figure 6.5: Simulation of convolving a large number of complex random data with tophat functions. 400 samples, uniformly distributed in phase and with a constant
magnitude of 1 were convolved with top-hat functions of 3 different sizes: 40,
200, and 1000 samples. The magnitude and phase of the results are displayed.

size (1 sample) with respect to the size of the kernel which is defining the fading
rate. In the case of the kernel being 40 samples, the signal decorrelates by 1/40 =
2.5% with each step, while the largest kernel decorrelates by 0.001% with each step,
resulting in a slower fading rate. This decorrelation rate is equally applicable to the
magnitude as well as the phase.
One problem with the presented theory of speckle is the divergent behaviour of A
with increasing number of an contributions. It can be seen in Figure 6.5 that the
large kernel leads to larger mean signal magnitude. In the real world, A is more
weakly dependent on the number of scatterers as the actual physical process giving
rise to the signal is typically not simply the summation of contributors independent
of concentration: adding more scatterers does not necessarily increase the amount of
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backscattered energy and the backscattered energy is certainly not infinite. To solve
this problem without considering the system in question, A is often simply defined
as

1 N
A = √ ∑ an ,
N n

(6.4)

to keep the mean amplitude finite.
In the context of ultrasound speckle, the simulation presented above poses a second
problem: the phase of A is also seen to be random and unpredictable. This is certainly not the case in practice and is a critical shortcoming of the simplified speckle
formation process presented here as the phase is commonly used in Doppler Ultrasound imaging for displacement measurements. Note, however, that it would still be
possible to track displacement in the simulation presented in Figure 6.5. Moving all
of the complex data by the same amount to the left or to the right would also shift
the result of the convolution by the same amount. Hence, the shift of the signal could
be detected using cross-correlation.
A signal can be classified as speckle only if the signal’s magnitude PDF follows the
Rayleigh distribution. The PDFs for the different kernel sizes are shown in Figure 6.6.
It can be seen that the convolutions generate PDFs which can be well described by
the Rayleigh distribution. It should be noted that a good fit is not sufficient to prove
that the signal was actually speckle; however, a poor fit would prove that a signal
cannot be called speckle.

6.1.2

Ultrasound Speckle

In ultrasound, speckle is created when a random ensemble of scatterers is being
imaged, most notably blood. For this, a tone burst pulse is sent into the tissue and
the backscattered signal is detected. If two scatterers are a distance l apart, then the
difference in time of arrival at the transducer will be
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2l
c

(where c is the speed of

Figure 6.6: Probability density functions of convolving a large number of complex random
data with top-hat functions. 100 000 samples, uniformly distributed in phase
and with a constant magnitude of 1 were convolved with top-hat functions of 3
different sizes: 40, 200, and 1000 samples. The probability distribution of the
resultant magnitudes are displayed. The probability density was fitted with a
Rayleigh distribution.

Detector

Figure 6.7: Scatterers emitting tone bursts.

sound), as the sound has to travel the distance l twice. This situation is identical to
considering two scatterers a distance 2l apart, but generating the (otherwise reflected)
tone burst simultaneously. This is illustrated in Figure 6.7. This approach allows the
discussion of ultrasound speckle while ignoring the generation of the ultrasound.
At some time t the signal from a random ensemble of scatterers will be the sum
166

Figure 6.8: Illustration of tone burst signal summation.

1 N
A(t) = √ ∑ an (rn /c − t),
N n

(6.5)

where rn is the distance between the detector and the nth scatterer and an is the
acoustic field “emitted” by the nth scatterer. In the simplified case where an = a∀n
(i.e. assuming all scatterers emit the same field), this process can be visualised by
considering a random distribution of scatterers sampling some stationary phasor a
based on their location (see Figure 6.8, illustration for a being a tone burst).
As in Equation (6.1), A(t) is still composed of the sum of random phasors, however,
all an experience the same angular frequency ω:

rn
1 N
e−iωt
rn
A(t) = √ ∑ |an ( − t)|eiω( c −t) = √
c
N n
N

N

rn

rn

∑ |an( c − t)|eiω c .

(6.6)

n

That is, A(t) experiences the same average angular frequency, but with the addition
of random phasors. The random component will have a fading rate similar to the
fading rate of the magnitude. That random phase component is what was simulated
in the bottom pane of Figure 6.5.
This behaviour was confirmed in silico using a 6-cycle tone burst displayed in Figure 6.9. The simulation was performed with tone bursts of different length (in arbit167

Figure 6.9: 6-Cycle tone burst kernel with an amplitude of unity. Its Full Width Half Maximum (FWHM) is a third of its total length and the wavelength of the tone burst
is half its FWHM.

Figure 6.10: Example of randomly located scatterers. There are about 46 scatterers randomly located within one arbitrary distance unit (a.u.). 1 a.u. consists of 400
data points, each having a 11.5% chance of being a scatterer.

rary units, a.u.) on the same sample data.
The scatterers were randomly located on a line (Figure 6.10). The number density of scatterers was low (11.5%) in order to keep the individual position of each
scatterer independent of the other scatterers (see Figure 6.10). Data was generated
by convolving the map of random scatterers with the tone burst kernel displayed in
Figure 6.9. The size of the tone bursts was chosen such that the average number of
scatterers contained within the tone burst, m, is 40, 200 and 1000. This corresponds
to tone burst lengths of 0.6 a.u., 4.2 a.u. and 21.6 a.u.
The magnitude of A (shown in Figure 6.11) appears less “noisy” than in Figure 6.5.
This is due to the Gaussian envelope of the tone burst used, resulting in more gradual
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Figure 6.11: Simulation of convolving a large number of randomly located scatterers with
tone bursts of different lengths. The tone bursts were 3.5, 17.6 and 87.8 a.u.
long. This corresponds to an average number of scatterers contained within a
tone burst, m, of 40, 200, and 1000, respectively. The magnitude and phase of
the results are displayed.

changes as phasors emerge and fade out again.
Furthermore, it is apparent that the phase is no longer as random as it appeared
in Figure 6.5. It can be seen that the phase wraps from π to −π at intervals of
about 0.1 a.u., 0.7 a.u. and 3.6 a.u., which corresponds with the wavelengths of the
respective kernels. It might appear as if the phase is predictable, however, this is
only true for short distances. Similarly to the magnitude, the phase also decorrelates
and thus has a fading rate. While there is an average periodicity, the phase wraps are
not equally spaced. This is due to the addition of random phases, as highlighted in
Equation (6.6).
It can be seen in Figure 6.12 that this convolution process also generates a signal
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Figure 6.12: Probability density functions of convolving a large number of randomly located
scatterers with tone bursts of different lengths. The different lengths corresponded to different average numbers of scatterers contained within a tone burst, m,
of 40, 200, and 1000. The probability distribution of the resultant magnitudes
are displayed. The probability density was fitted with a Rayleigh distribution.

which can be well described with the Rayleigh distribution, as expected.
It is possible to use this model to understand Doppler ultrasound measurements of
scatterer ensembles. While each scatterer will impose a random phase on the signal,
the total backscattered wave will still retain the carrier wave’s frequency modulation.
Furthermore, if the entire ensemble moves, the backscattered wave will experience
a uniform phase-shift accordingly as the system is deterministic. This is also shown
in Figure 6.13, where the scatterer position was shifted by 20% of the tone burst’s
wavelength, yielding the second plot in red.
Lastly, the simulation can also be used to highlight another characteristic feature of
speckle: no matter how many underlying phasors are contributing to the signal, the
overall structure (i.e. the fading rate) remains the same, as it is solely dependent
on the imaging setup (i.e. the resolution cell). This is often referred to as “fully
developed” speckle. This is illustrated in Figure 6.14, where the number of scatterers
was increased, but the overall appearance of the speckle pattern remained the same.
170

Figure 6.13: The effect of shifting a scatterer ensemble on the convolution signal. The
scatterer ensemble was shifted by 0.14 a.u. and was convolved with a tone
burst with a centre wavelength of 0.71 a.u. The magnitude and the phase of the
resultant signal are shown.

6.1.3

Defining the Resolution Cell

The previous sections have shown that speckle can be effectively modelled by considering the addition of phasors for each individual data point. The overall structure
of the speckle emerges from the area the phasors are sampled over and is independent of the number of phasors contributing to the total signal A(t). In the 1D case
considered above, each time point was the sum of signals generated by scatterers
located within a region described by the width of the tone burst. The resolution cell,
the area that is being summed over for each time point, was solely defined by the
length of the tone burst.
In practice, the resolution cell of an imaging system is not only defined by the
imaging bandwidth, but also by geometrical factors such as the finite size of the
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Figure 6.14: Simulation of speckle pattern with different scatterer distribution and densities
(2%, 5%, and 12%). The convolution kernel was kept constant for all three
simulations (10 a.u. long), mimicking the same detector with different scatterer
densities. This corresponds to an average number of scatterers within the kernel
(m) of 92, 220 and 462. The magnitude was normalised by √1m . The magnitude
distribution of the three simulations were found to be the same and can be
modelled using Rayleigh statistics. The fading rates of the simulations was
measured to be 0.228 /a.u., 0.227 /a.u. and 0.225 /a.u. respectively.

detector.
To demonstrate this, a 2D focused single element detector was simulated using the
MATLAB toolbox k-Wave [87]. 8 scatterers were introduced, each emitting a 5cycle tone burst. The simulation is illustrated in Figure 6.15.
The signal detected by the transducer is proportional to the total sum across its
surface. By considering the detector as being composed of M discrete elements, the
total signal can be approximated to be the sum of all the elements. In the special
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(a)

(b)

(c)

Figure 6.15: k-Wave simulation of 8 scatterers emitting a 5-cycle tone burst. The simulation
is depicted at three different time points: (a) 0.14 µs, (b) 0.44 µs, (c) 0.74 µs.

case of all scatterers emitting the same signal (an = a ∀n) this becomes:
1 M N
A(t) = √ ∑ ∑ a(rn,m /c,t),
N m n

(6.7)

where A(t) is the signal detected at the detector, m is the detector element index and
rn,m is the distance between the scatterer and the mth detector element.
Let
M

S(r,t) = ∑ a(
m

|rm − r|
,t),
c

(6.8)

where r is some arbitrary position and rm is the position of the mth detector element.
Then Equation (6.7) can be rewritten as
1 N
A(t) = √ ∑ S(rn ,t),
N n

(6.9)

Hence, if S(r,t) (the “sensitivity kernel”) is known, A(t) can simply be calculated
by summing over the scatterer locations. In other words, rather than performing the
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(a)

(b)

(c)

Figure 6.16: k-Wave simulation of the sensitivity kernel of a 5-cycle tone burst. The simulation is depicted at three different time points: (a) 0.14 µs, (b) 0.44 µs, (c)
0.74 µs.

classical forward propagation of sound, an acoustic signal can be calculated by summation over the scatterer locations weighted by the sensitivity kernel. Re(S(r,t))
has been calculated for three different time points in Figure 6.16. Since the value
of A(t) at each point in time is given by the summation over the appropriate kernel, S(r,t) can be used as a depiction of an effective resolution cell (as long as
an = a ∀n). Hence, the terms “sensitivity kernel” and “resolution cell” will be used
interchangeably hereafter.
The equivalence of the summation over the scatterer locations weighted by the sensitivity kernel and the classical forward propagation of sound was tested. This was
done by summing over the detector as described in Equation (6.7) and depicted in
Figure 6.15, to yield a detector signal, and by summing over the sensitivity kernel,
as described by Equation (6.9) and depicted in Figure 6.16. The result can be seen
in Figure 6.17, showing exact agreement between the two approaches.
The concept of the resolution cell can be extended to photoacoustic signals as well.
As long as an = a ∀n Equation (6.9) is applicable as no assumptions about a have
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Figure 6.17: k-Wave study of focused transducer. A tone burst was generated at 8 locations
and detected using a focused transducer (Detector Signal). The locations were
summed using a sensitivity kernel for every time point of the kernel, yielding
the same result (Weighted Sum).

(a)

(b)

(c)

Figure 6.18: k-Wave simulation of sensitivity kernel of a high bandwidth pulse. The simulation is depicted at three different time points: (a) 0.14 µs, (b) 0.44 µs, (c)
0.74 µs.

been made. Re(S(r,t)) is shown for a high bandwidth pulse in Figure 6.18 for three
different time points.
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Figure 6.19: k-Wave study of focused transducer. Signal was generated using a photoacoustic signal (High bandwidth signal, “Raw”), and a low bandwidth tone burst
(“US Simulation”). There is excellent agreement between the band-pass
filtered raw signal and the US simulation.

6.1.4

Photoacoustic Speckle

As long as the pressure remains low enough, acoustic wave propagation can be considered a linear system. Thus, for any acoustic wave, the wave can be modelled as a
sum of sinusoids which are propagating independently. Therefore, a high bandwidth
photoacoustic (PA) signal can be decomposed into several low bandwidth wavelets. For each wavelet, there is no difference between modelling the propagation of
the low bandwidth wavelet and modelling the high bandwidth pulse and band-pass
filtering afterwards. This means that a band-pass filtered photoacoustic signal is
effectively the same as an ultrasound signal which was reflected from an identical
ensemble of particles (except the second ensemble would need to be “compressed”
by 50% to account for the time delay of the incident pulse).
This was demonstrated using the k-Wave model described above. Instead of generating a tone-burst signal, the 8 particles were modelled to be small (≈10 µm)
absorbers with equal initial pressure. The resultant detected pressure was filtered
using the bandwidth of the 5-cycle tone burst used in previous simulations. The
results are displayed in Figure 6.19, where excellent agreement between the filtered
photoacoustic signal and the detected ultrasound signal is shown.
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This shows that photoacoustic speckle can be generated by filtering the signal to
a lower bandwidth. While no photoacoustic speckle is presented in this figure, the
equivalence of filtered photoacoustic signal detection and conventional ultrasound
signal detection has been highlighted. If the number of absorbers was higher the
signal would turn into fully developed speckle once the Central Limit criterion is
fulfilled.
It could be argued that “generating” speckle this way is of limited use as the filtering
process is simply removing information. It has, however, the benefit of increasing
the coherence of the signal, which is needed when looking at phase shifts to infer
displacement information as is done in Doppler ultrasound.
In the example above, the raw signal is generated from a low number of absorbers.
Even though, the resolution cell is large enough that no individual absorbers are
clearly identifiable, the raw signal clearly cannot be described as speckle: it would
change in structure if more absorbers are added and its magnitude statistics cannot
be described by the Rayleigh distribution.
To demonstrate the effect of having a large number of absorbers within the resolution cell, the simulation was repeated with higher absorber densities and periodic
boundary conditions to simulate an infinite medium* . This way, effects due to the
structure of the finite size of the simulated domain could be avoided. The location
of the transducer was kept the same and the absorbers were randomly positioned
across the entire volume. The probability density of the absorbers was kept homogeneous everywhere with volume fractions of 15%, 27% and 47%. All absorbers
were assumed to have the same initial pressure. The initial pressure distribution of
these simulations is shown in Figure 6.20.
The detected signal is shown in Figure 6.21a. The most notable feature of the data
is the increase in pressure with increasing volume fraction (Φ) which is due to the
* Periodic boundary conditions are a set of conditions whereby opposing sides of a simulated
domain are joined. For example, a wave propagating to the right and through the right boundary,
reappears at the left boundary with the same velocity.

177

(a)

(b)

(c)

Figure 6.20: Initial pressure distributions used in a k-Wave simulation. Uniform distributions were randomly generated with volume fractions of (a) 15%, (b) 27% and
(c) 47%.

periodic boundary conditions of the system, preventing pressure from leaving the
simulation domain. Superimposed on the DC signal are “noisy” features. Those
features are due to the random nature of the absorber distribution. However, the
question is whether they constitute speckle
The features can be isolated by performing a background subtraction. This is done by
generating a large number of simulations, each with a different random instantiation*
of absorber locations. A physical analogy of this is imaging flowing suspensions,
like blood. The mean of these simulations can be regarded as the background. The
shape of the background is identical to the signal produced by a perfectly homogeneous absorber of the same shape as the probability distribution used to generate the
random absorbers. In this case the background is a DC signal since the probability
distribution was infinite and homogeneous. The features after background subtraction are shown in Figure 6.21b. The amplitude and fading rate of the features are
apparently independent of the absorber density, which is a key feature of speckle.
* An

instantiation is the realisation of one distinct simulated geometry.
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(a)

(b)
Figure 6.21: Detected signal of a k-Wave simulation with uniformly random absorbers. The
simulation volume was seeded with absorbers at volume fractions of 15%,
27% and 47%. (a) The raw signal as detected by a single element transducer.
(b) The background subtracted signal. The fading rate was calculated to be
26 µs−1 , 28 µs−1 and 24 µs−1 respectively.

An alternative way of filtering out the background would be to apply a band-pass
filter, which implicitly happens when using ultrasound detection (i.e. using finite
bandwidth pulses). In other words, if the signal is band-pass filtered, the result can
be considered speckle if the filter bandwidth is narrow enough.
The key difference between the two filtering approaches (band-pass filtering and
background subtraction) is that the band-pass filtering generates “ultrasound-like”
speckle. The filtering forces the signal to have a centre frequency and hence a clearly
defined phase, allowing the signal to be analysed as the sum of random phasors,
as discussed above. Background filtering does not restrict the signal to a specific
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frequency band and even though the lower frequency components are generally
removed, the signal can still be considered broadband.
This difference can be illustrated by considering the effect of the filtering approaches
on the shape of S(r,t). The role of S(r,t) can be more qualitatively understood by
comparing Equation (6.5) and Equation (6.9), i.e.
1 N
A(t) = √ ∑ an (rn /c − t) and
N n

1 N
A(t) = √ ∑ S(rn ,t)
N n

respectively. In Equation (6.5) interference is possible because an is assumed to be a
tone burst, i.e. a signal with a carrier frequency. This allows for the phase to be well
defined, which in turn allows for a discussion of phasors being added together (in
other words, interference). In Equation (6.9) this is only true if S(r,t) can also be
considered to have some sort of carrier frequency. In photoacoustic imaging S(r,t)
does not have a carrier frequency. However, applying a bandpass filter to A(t) is
equivalent to transforming the broadband S shown in Figure 6.18 to the narrowband
S depicted in Figure 6.16.
Background subtraction on the other hand does not change the shape of the sensitivity kernel. Rather, it subtracts some constant value C for every time point:

N

Apa (t) = ∑ S(rn ,t) − NC(t),

(6.10)

n

where Apa (t) is the background filtered photoacoustic signal. Note that the

√1
N

scaling factor has been removed as homogeneous light delivery, independent of the
absorber density, is assumed in this simplified case.
Speckle has been defined to have a Gaussian random signal amplitude. This can be
seen to be true for photoacoustics by invoking the central limit theorem, which states
that the sum of independent random variables will tend toward a Gaussian distribution, independent of the distribution function of the underlying random variables
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(given by S(rn ,t)), as long as the variance of the underlying distribution function
remains finite. The individual amplitude values given by the real part of S(rn ,t),
Re(S(rn ,tx )), are independent variables if all rn are independent of each other. This
is the case if all scatterers are infinitesimally small as then their respective locations
do not affect each other. If the scatterers have finite size, this is no longer true. However, their locations can be approximated to be independent of each other as long as
their volume fraction is low:

Φ  1.

(6.11)

The second condition of the central limit theorem states that the variance of the
underlying distribution function has to be finite. This is true for the amplitude if
Re(S) is bounded:

|Re(S(rn ,t))| < R

∀rn ,t,

(6.12)

where R is some real number. This is always true, due to the physical limitations on
S (a detector cannot be “infinitely” sensitive).
The inequalities given above show the conditions under which the real part of the
signal magnitude will be the sum of Gaussian random variables, however, they are
equally valid when considering the imaginary component. This shows that both
the real and imaginary parts of a photoacoustic signal generated of random point
absorbers are Gaussian random. It can also be shown that these two Gaussian distributions have the same variance (see Appendix C for the proof).
As both the real and imaginary components of S have the same variance, then the
signal’s magnitude can be fitted using the Rayleigh distribution. This fit is shown in
Figure 6.22 and illustrates that the signal is in fact speckle.
Note that the signal will be Gaussian random regardless of background subtraction.
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Figure 6.22: Rayleigh fit of background subtracted simulated photoacoustic magnitude data.

However, the background subtraction does enforce the Gaussian distribution to have
a zero mean value, which would otherwise diverge with increasing N. If the feature
size shown in Figure 6.21b is weakly dependent on N (as speckle would), then it
will eventually become negligible in comparison to the total signal, which is why
photoacoustic signals can appear as speckle free even if the signal is based on an
ensemble of random absorbers.
In summary, this section illustrated that a signal can be considered speckle if it
arises as the sum of random independent contributors and the classical understanding that speckle is the result of coherent interference is a subcategory of this broader
definition. In other words, if a signal can be described by the sum of independent
contributors with zero mean value, then the properties of that signal are those of
speckle. This is because, when considering the sum of independent contributors, it
is possible to invoke the central limit theorem to describe the total signal and thus
the signal can be described as the sum of Gaussian random phasors. If this Gaussian
distribution has zero mean, the signal is then coined speckle. This is true in general
and agnostic to the modality under consideration. In photoacoustics, when considering independent point-like absorbers, it is possible to subtract the background signal
to enforce the Gaussian distribution to have zero mean.
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6.1.5

Volume Fraction and Absorber Position Independence

Speckle has been treated as the sum of independent contributions and absorbers were
assumed to be independently located given the provision that the volume fraction
was sufficiently low. If particles have a finite size and the volume fraction becomes
large, then placing a new particle in the suspension will be dependent on the position
of the already placed particles. This can be expressed in terms of the pair-correlation
function, which describes how much the position of a pair of particles is correlated
to each other. A very low pair-correlation indicates that the particle positions are
almost independent of each other.
Absorber independence is a necessary condition for speckle as the latter was described on the basis of Gaussian random contributions and the contributions were
argued to be Gaussian using the central limit theorem. If independence can no longer
be assumed, then the central limit theorem is no longer applicable and the signal
cannot be regarded as speckle. For example, if the central limit theorem is no longer
fulfilled, the signal magnitude PDF will no longer necessarily be described by a
Rayleigh distribution.
Simulations performed with 47%v/v presented above indicate that a low volume fraction might not be as important as one might expect given the previously elaborated
reliance on the central limit theorem. A question that arises when higher concentrations of absorbers are used is how speckle is affected as the pair-correlation becomes
increasingly large, given that speckle is based on the assumption of independent
contributions.
It is insightful to consider the treatment of random particle distributions with regards
to the ultrasound backscatter coefficient as this is a well developed and understood
theory. Furthermore, the signal propagation in ultrasound and photoacoustics are
very similar. Excluding the contrast mechanism (ultrasonic backscatter versus optical absorption), there are only two differences between the two modalities: (1)
ultrasound signals have a much smaller bandwidth and (2) there is a time delay in
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the signal excitation of deeper scatterers in ultrasound as the excitation wave needs
to travel further (whereas in photoacoustics the signal excitation can be considered
to be instantaneous).
In ultrasound, in the case of randomly distributed scatterers distributed with a homogeneous probability density function, the sum of backscattered wavelets can be
separated into the sum of coherent scattering and incoherent scattering, as described
in Section 2.2.2. Coherent scattering means that the scattering is off a regular lattice of scatterers. This is why the term in the sum of the signals due to coherent
scattering is also referred to as the “crystallographic term”. Incoherent scattering
is the remaining signal (this is called the “fluctuation term”). The crystallographic
term is proportional to the expectation value of number of particles per resolution
cell and the fluctuation term is proportional to the “noise” around that expectation
value. The crystallographic term will sum to zero in ultrasound because it is the
result of an even sampling of a sinusoid, which has zero mean (this was illustrated in
Section 2.2.2 with Equation (2.10) and Figure 2.1). Thus, only the fluctuation term
gives rise to the backscattered signal. By definition, the remaining fluctuation signal
is the sum of independent scatterers and it can be shown that the backscatter coefficient of independent scatterers is proportional to var(N) (where N is the number of
particles in a resolution cell).
Now an analytical formulation of var(N) becomes relevant. In the case of a homogeneously randomly distribution of finite size particles it can be shown that [41,
p. 320]
var(N) = const × H ×W.

(6.13)

W is the packing factor described in Equation (5.3), a measure of “orderliness in the
spatial arrangement” [41, p. 320]. W implicitly contains the pair-correlation function
(i.e. W can be expressed as a function containing the pair-correlation function). Note
that even though the pair-correlation function can now be finite, the backscattered
signal is still the sum of independent scatterers. It could be argued that the drop
in the packing factor might be interpreted as a transition in “importance” from the
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fluctuation term to the crystallographic term.
Hence, a result of the ultrasonic backscatter coefficient theory is that the total backscattered signal is the sum of independent, zero mean contributors: the crystallographic term is zero (hence zero mean) and the fluctuation term is the sum of
independent scatterers by definition. Thus the crystallographic and fluctuation terms
provide an explanation on why in ultrasound, under the assumption of homogeneously randomly distributed scatterers, the backscattered signal is in fact speckle,
regardless of volume fraction. In addition, the effect of the pair-correlation function
can be understood in terms of the packing factor W . A high pair-correlation leads
to a low W ; hence a low var(N) and a low fluctuation term. Thus the packing factor
is a means of describing the speckle magnitude as a function of volume fraction.
Furthermore, the packing factor illustrates how the speckle magnitude drops to zero
with increasing volume fraction, which shows that there is a needs for very high
SNR to detect flow at very high volume fraction.
It could be argued that this is in contradiction with the speckle theory explained in the
earlier sections. It was stipulated in Section 6.1.1 that the speckle amplitude should
not change with increasing particle numbers and this requirement was motivated
from an energy conservation point of view. In fact, a seemingly ad hoc scaling
factor of

√1
N

was introduced in Equation (6.4) to keep the magnitude of the signal

finite as N → ∞. The reason for this exact scaling factor is that the variance of the
√
sum of Gaussian random contributions scales with N, but this is only applicable
when considering point like scatterers, i.e. when the pair-correlation function is
independent of N. With scatterers of finite size, the pair-correlation function is not
independent of N and this dependence can be modelled using the packing factor W
(which is dependent on the pair-correlation function).
The link between the ultrasonic backscatter coefficient (i.e. the crystallographic and
fluctuation terms) of random ensembles and a similar photoacoustic transduction
mechanism remains to be shown analytically. However, in lieu of a rigorous mathematical proof it is possible to formulate a treatment of photoacoustic signals identical
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to that of ultrasound more qualitatively. As stated previously, the only important
differences in the signal formation between the two modalities are the signal bandwidth and the delayed time of excitation in ultrasound. The excitation delay has the
effect of spreading out the perceived signal by a factor of two in comparison to the
photoacoustic case and has thus the effect of changing the size of the resolution
cell. Thus, if N is sufficiently large, this can be ignored. The second difference is
the small bandwidth in ultrasound, which leads to the conclusion that it is possible
to ignore the crystallographic term. In photoacoustics this is not the case and the
crystallographic term would be seen to increase with the number of absorbers. This
amounts to the well known observation that a high density sample of absorbers will
start to approach the appearance of the continuous medium. The difference arises
from the presence of very low frequency components in the photoacoustic signal, for
which the crystallographic term does not sum to zero. Thus, in photoacoustics the
crystallographic term corresponds to the term giving rise to the background signal
and can be removed using background subtraction.
The above discussion illustrates that there is no expected difference in the signal’s
speckle nature between high or low volume fractions. Provided that the number
of absorbers within a resolution cell, N, is high enough, the only effect of a changing volume fraction is a change in average speckle amplitude. This change in
amplitude can be expressed by considering the fluctuation term borrowed from ultrasound theory. For ultrasound it is known that the fluctuation term is proportional
to var(N), which provides an analytical model for the mean backscattered signal. It
was observed in Section 5.4.1, Figure 5.27 that this model appears to hold true in
photoacoustics too.

6.1.6

Experimental Validation

In order to link speckle to the experimental data collected in Chapter 5, the presence
of the speckle characteristics described above can be examined. Speckle as presented above has two key characteristics. (1) The signal magnitude follows a Rayleigh
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distribution. (2) The fading rate is solely dependent on the size of the detector’s
sensitivity kernel. The second characteristic is challenging to demonstrate experimentally because the sensitivity kernel of several transducers needs to be mapped
out prior to the experiment and the experiment needs to be repeated using these
transducers. Furthermore, for rigorous validation, the imaged suspension should be
homogeneous on a larger scale than the size of the sensitivity kernel and should be
homogeneously illuminated. This is not the case in this study because channels with
relatively small depths were imaged.
However, it is possible to test if the detected signal magnitude follows the Rayleigh
distribution. In Section 6.1.4 the signal of a single simulated random instantiation
was taken for the measurement. This approach is not appropriate when using experimental data because the length of the signal with trackable flow is too short.
Furthermore, the signal has variable sensitivity due to the finite size of the focal
zone, which means that fitting a single Rayleigh function to describe the varying
magnitude of the signal is not appropriate.
In order to overcome this limitation, it is also possible to analyse the signal magnitude in slow time rather than in fast time. In other words, the signal magnitude of
a single data point (e.g. at t = 1 µs) can be plotted as it changes between successive
frames. Since a change in the absorber ensemble distribution within the transducer’s
field of view happens equally in time as in space due to the motion of absorbers, the
argument for a Rayleigh distributed signal magnitude holds true in slow time too.
The experimental data presented in Section 5.4.2 was re-analysed with respect to
the signal magnitude distribution. In this dataset each measurement consisted of
100 frames and 10 measurements with non-zero flow speed were made for each
concentration, meaning that for a specific data point at time t, 1000 magnitude measurements were available. This is a small number of measurements to accurately
measure a magnitude histogram. In order to increase the size of the dataset, measurements were taken from a small time window, rather than just from one specific
time point. The window was chosen to be 40 ns long (corresponding to 40 pixels)
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Figure 6.23: Rayleigh fit of background subtracted experimental photoacoustic magnitude
data. Data was collected with RBC suspensions of different concentrations
flowing in a 100 µm deep channel.

and centred on the point of the maximum signal variance. This width is about 15%
of the signal’s full width half maximum. The signal was background subtracted, a
low-pass filter with a pass-band of 40 MHz was applied to reduce noise and lastly,
the signal magnitude was found using the Hilbert transform. This way the signal
magnitude histogram was calculated using 40 × 1000 = 40 000 measurements. The
histogram was converted into a probability density function by normalising the bin
counts by the total number of counts and the bin width.
The resultant probability densities are shown in Figure 6.23. The data was fitted with
Rayleigh functions and it was found that there was compelling agreement between
the fit and the data for all concentrations investigated. It should be noted that at very
low concentrations Rayleigh fits should not match the data. However, the detected
photoacoustic amplitudes were too low at those concentrations to perform meaningful measurements (data not shown here, see Figure 5.27, low concentrations could
not be distinguished from the background).
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Figure 6.24: Rayleigh fit of background subtracted experimental noise magnitude data. Data
was collected with RBC suspensions of different concentrations flowing in a
100 µm deep channel and a region before the arrival of the signal was selected
in order to isolate the noise. It can be seen that the noise was Gaussian in nature
and did not change in magnitude when using different suspensions.

It seems remarkable that the Rayleigh distribution is still an accurate model for the
signal magnitude distribution even at 100% Hct. This is probably due to the fact
that the noise of the system was Gaussian in nature and thus even the probability
distribution of the noise magnitude could be accurately modelled using the Rayleigh
distribution (see Figure 6.24). Furthermore, it was found that the average noise
magnitude was close to the average signal magnitude detected when selecting the
peak signal of the photoacoustic pulse of the 100% Hct suspension (around 0.5 a.u.).
This indicates that at high concentrations the signal indeed becomes dominated by
noise, leading to a break-down in AR-PAF.
The above discussion regarding noise highlights that a good fit with the Rayleigh
distribution does not indicate the presence of “trackable” signal. The key difference
between noise and speckle is the fact that speckle is deterministic, which means that
it gives rise to a trackable signal. The experimental test for this is whether or not
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AR-PAF is successful, whereby successful measurements indicate the presence of
trackable signal (but not vice versa, as noise might be preventing measurements).
Lastly it should be noted that it is not surprising that no decrease in goodness of fit
between the measurements and the Rayleigh distribution was found with high concentrations. The theoretical considerations of speckle provided above has described
independent absorbers as the source of speckle. This treatment is independent of
the volume fraction as the previous section has highlighted. Thus, even at high concentrations, the signal would be expected to follow a Rayleigh distribution and the
noise would follow a Rayleigh distribution independently of the signal strength. The
sum of two Gaussian independent random variables (speckle signal and noise) will
also be a Gaussian independent variable and thus the magnitude distribution would
always follow a Rayleigh distribution, regardless of SNR.
In summary, the experimental results presented here are in line with the predictions
made by considering the signal as speckle, that is, by considering the signal as the
sum of Gaussian random, independent contributors. The outstanding goodness of
fit is remarkable because the Rayleigh distribution is a single parameter function
(the only variable being σ in Equation (6.2)). Successful AR-PAF measurements
presented in Section 5.4 prove that the signal was trackable and therefore generated
by the underlying absorber distribution (as opposed to noise). The Rayleigh fit and
the successful AR-PAF measurements are highly indicative of photoacoustic speckle
as described in this chapter. It is possible to test this theory further, by investigating
the relationship between the signal’s fading rate and the shape of the detector’s focal
zone. This remains to be done in future work.
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6.2

Acoustic Distortions and Flow Profiles

6.2.1 Simulation Geometry
Simulations were performed in order to gain a qualitative understanding of the
effect of acoustic distortions on the AR-PAF signal. The aim was to understand the
importance of scattering absorbers with increasing absorber density as well as effect
of impedance mismatch between the channel wall and the surrounding medium.
Simulations were performed using the MATLAB toolbox k-Wave [87].
The simulated geometry is depicted in Figure 6.25b and was, for simplicity and
speed, generated in 2D. The relevant components of the simulations were a single
element focused transducer, a tube and randomly distributed absorbers within the
tube. The transducer’s focal point was the centre of the tube and its Numerical
Aperture (NA) was 0.38. The transducer was simulated with infinite sensitivity and
bandwidth. The imaged tube was modelled having a cross-section of 0.5 mm Inner
Diameter (ID) and 1 mm Outer Diameter (OD) made at a 45◦ angle to the tube’s
axial direction.* Absorbers were modelled as randomly uniform distributed spheres
of 10 µm diameter. The light distribution was assumed to be uniform, meaning that
the absorber locations could be directly mapped to the initial pressure distribution
p0 . The random instantiation of p0 would lead to a time dependent signal p1 detected by the transducer. Flowing spheres were simulated by shifting every random
instantiation of spheres downwards according to a parabolic velocity profile (also
shown in Figure 6.25b). The new initial pressure distribution p0 0 was propagated
forward in time to generate a time dependent signal p2 at the transducer. The size of
the simulation domain was 192 by 128 pixels in size, with each pixel being 10 µm
long along both axes.
Simulations were performed with different numbers of absorbers: 10, 100 and 1000
absorbers. This corresponded to volume fractions of 0.36%, 3.6% and 36% respect* A tube was chosen, because many preliminary experiments not shown in this thesis were performed in a tube. Simulations not presented here found that there was no significant difference in
acoustic distortions between cylindrical and rectangular geometries.
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(a) Layout

(b) Velocity

Figure 6.25: k-Wave simulation arrangement to investigate the effect of acoustic distortions.
(a) Arrangement of transducer, tube and spheres. The transducer is the arc at
the top of the figure (grey), the tube is indicated by the cylindrical shape (grey)
and the absorbers are the randomly located dots (white). 100 absorbers are
displayed here. (b) The simulated velocity profile within the tube.

ively. The detected signals p1 and p2 of one instantiation for each of the absorber
densities is shown in Figure 6.26. It can be seen that in simulations with 10 absorbers it is possible to identify peaks generated by individual absorbers. However,
averaging due to the finite size of the focal zone leads to significant overlap in the
signal. This effect is similar to that of limited aperture artifacts in image reconstruction. It can be seen from Figure 6.26 that increasing the number of absorbers to
100 and 1000 leads to signals with fewer peaks compared to absorber density and
hence simulated signals fail to identify individual absorbers. Thus, the presented
simulations represent the transition from a absorber resolvable to a not-resolvable
regime.
As the volume fraction increases, the signal starts to approach a “constant” background shape, which does not change with the shifting of absorbers. This background has the same shape as the signal that would be generated by a continuous
absorber with the same shape as the probability density function used for placing
the absorbers (uniform within the tube). This background has been referred to as
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Figure 6.26: Example RF signals generated in k-Wave with different numbers of absorbers.

the crystallographic term in Section 6.1.5. Superimposed on the background is a
random “moving” signal which can be seen to shift according to the displacement of
absorbers (compare p1 and p2 in Figure 6.26). By definition, this corresponds to the
fluctuation term in Section 6.1.5. It is worth noting that the overall magnitude of the
RF signal increases with the number of absorbers, however the size of the moving
signal does not appear to change significantly.

6.2.2

In Silico Acoustic Distortions

The effect of different impedance mismatches was analysed. For this, the tube was assigned the impedance of three different substances: water, PDMS and PolyEthylene
(PE). Furthermore, the absorbers were assigned the impedance of two substances:
water and PolyStyrene (PS). The acoustic properties of these substances are given
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Table 6.1: Acoustic properties of different substances.

Substance
Water
PDMS [78]
PE [88]
PS [88]

Speed of sound Density
/m s−1
/kg m−3
1480
956
1950
2320

1000
960
1000
1040

Impedance
/MRayl
1.48
0.92
1.95
2.41

in Table 6.1. PDMS and PE were chosen because microfluidic channels were made
of PDMS, while commercial micro tubing is commonly made of PE. Furthermore,
the comparison between PDMS and PE is interesting because they have a similar
impedance mismatch with water but the speed of sound is significantly different in
the two materials. Polystyrene was chosen because many preliminary studies were
performed with microspheres made of this material.
Example RF waveforms generated using a range of different acoustic properties, but
the same absorber distribution are shown in Figure 6.27. It was found that acoustic
distortions due to the absorbers play a minor role in the signal’s overall appearance
(compare right column with the left column), while the different acoustic properties
of the tube had a significant effect on the signal. The most pronounced difference is
the appearance of signal at later times when simulating media for the tube (PDMS
and PE tube, after 1 ms). Furthermore, the channel appears further away in the PDMS
case and closer in the PE case, due to the difference in the speed of sound in the two
media.
In order to gauge the effect of these distortions on AR-PAF, the generated waveforms
were used to calculate flow profiles, as described in Chapter 3. For this, random
distributions of absorbers were generated 100 times, yielding 100 frame pairs for
every combination of investigated acoustic properties. The results are displayed in
Figure 6.28.
The number of absorbers does not have an effect on the accuracy of the method if
their acoustic properties are similar to those of of water (Figure 6.28, left column).
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Figure 6.27: Example RF signals with different acoustic properties of the system. Simulations were performed with 100 absorbers.

This is expected as they would not contribute to acoustic distortions, being perfectly
impedance matched to the surrounding medium. However, it is notable nevertheless,
because individual absorbers are only resolvable in the case of 10 absorbers being
simulated. This shows that it is not necessary to track individual absorbers and the
random structure created by a perfectly homogeneous probability distribution is sufficient for tracking of motion, which is in line with predictions made in the previous
section. In the case of scattering (PS) absorbers, the signal was not influenced within
the ROI of the channel, identified by the almost parabolic flow profile. However, scattering absorbers play a significant role in generating “random displacement noise”
outside the ROI, in regions of low signal intensity.
195

Figure 6.28: Effect of different acoustic properties on the cross-correlation outcome.

The role of impedance mismatch between channel and surrounding medium can
be seen in the left column of Figure 6.28. Whilst the distortions appear to have no
effect on the flow profiles within the ROI, they do generate negative flow speed
measurements behind the tube, as seen from the transducer. This can be qualitatively
understood by considering a person walking towards an observer with a mirror
behind the person. The observer will see a person moving closer (positive velocity)
as well as a person further behind moving away (negative velocity). The acoustic
impedance mismatch causes reflections akin to two mirrors facing each other, leading
to the oscillatory behaviour observed here. The addition of an acoustic impedance
mismatch between spheres and water does not change this behaviour significantly,
even with 1000 absorbers present. This is because the distortions due to the absorbers
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are smaller in amplitude than the distortions by the channel (see Figure 6.27).

6.2.3

Flow Profiles in the Speckle Regime

The in silico study presented above can be extended to the discussion about speckle.
In Section 6.1 the signal generated by random absorbers was analysed and it was
found that the random nature of the distribution gives rise to detectable structure
even if the absorber locations were based on a homogeneous probability density
function. This structure, called speckle, should be detectable on all length scales and
hence allow the tracking of motion even when the resolution of the imaging system
is not capable of identifying individual absorbers or absorber clusters.
In order to investigate the transition from an absorber resolvable regime to a speckle
regime, the simulations presented in Section 6.2.1 were repeated with a wider range
of absorber numbers. Both the tube as well as the absorbers were assumed to have
the same acoustic impedance as the surrounding medium (water) in order to focus
any potential effects due to the development of speckle as opposed to the effects of
acoustic distortions. The transition to a speckle regime was analysed by comparing
the background subtracted signal magnitude histogram to the Rayleigh distribution
(see Figure 6.29).
It was found that it was possible to model the signal magnitude distribution with
a Rayleigh distribution when 64 or more absorbers are placed inside the tube. It is
generally accepted that speckle is present in ultrasound when ten or more scatterers
are within a single resolution cell. The size of the resolution cell of the simulated
system used here is shown for different time points in Figure 6.16. It can be estimated from Figure 6.16 that the resolution cell near the focal region is approximately
2002 µm2 large and the number density of absorbers in the tube is approximately
Nabs /5002 µm2 , where Nabs is the total number of simulated absorbers. This corresponds to an estimated number of absorbers per resolution cell of approximately
Nabs /6, i.e. about ten absorbers per resolution cell when simulating a total of 64
absorbers. Thus, the results presented in Figure 6.29 are in approximate agreement
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Figure 6.29: Rayleigh fit of background subtracted simulated magnitude data of different
absorber numbers. Data was isolated from a 0.2 µs long time window in the
simulated RF data series to ensure only signal corresponding to the inside of
the tube was analysed. It can be seen that they Rayleigh distribution (indicating
the presence of speckle) becomes an accurate model for the data when 64 or
more absorbers are placed inside the tube.

with the rule of thumb from ultrasound imaging, that ten or more scatterers in a
resolution cell are required for fully developed speckle.
It might be thought that the transition into the speckle regime with an increasing
absorber density is accompanied by a transition the acoustic spectrum: a resolvable
change in absorber density can be argued to lead to an increase in the spectrum’s
mean frequency as the mean particle spacing decreasing, thereby “generating” smaller features; on the other hand, a change in absorber density in the speckle regime
should not be accompanied by a change in the characteristic frequencies as the
structure of the signal is defined by the resolution cell, which is independent of the
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Figure 6.30: The average frequency spectrum on 200 background subtracted simulated RF
data series with varying absorber numbers. The RF data series were detected
using a single element focused transducer with a NA of 0.38 and infinite detection bandwidth. In the legend, the total number of absorbers in the simulated
domain is indicated, as well as the mean frequencies (h f i) of the corresponding
spectra.

absorber density.
The average acoustic spectrum of the background subtracted RF data series of 400
frames is shown in Figure 6.30. It can be seen that there is no peak around a frequency corresponding to the mean particle distance. This is true for both the resolvable (< 16 absorbers) as well as the speckle (> 64 absorbers) regime. Furthermore,
increasing the number of absorbers does have a strong effect on the total signal
power, as can be seen by the rise in amplitude of the signal spectra.* With absorber
numbers of 128 and higher, this trend appears to plateau to a constant level. The
absorber numbers investigated here correspond to volume fractions ranging from
0.07% (2 absorbers) to 37% (1024 absorbers). It is believed that the change in signal
amplitude is an effect of the increasing volume fraction in the medium as described
with the fluctuation term in Section 2.2.2, Section 5.4.1 as well as Section 6.1.5.
∞
signal processing, the energy of a signal p(t) is given by E = −∞
|p(t)|2 dt and this can be
R
2
1 ∞
related to the signal spectrum as E = 2π
−∞ |S(ω)| dω, where ω is the angular frequency and S
is the signal spectrum. It can be seen that the power (energy per time) is equivalent to the mean
subtracted signal variance.

R

* In
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Figure 6.31: Mean frequencies, h f i, of simulated background subtracted RF spectra generated using varying numbers of randomly placed absorbers. Measurements
were based on ensembles of about 170 frames and were repeated ten times,
each time with different frames. The mean and standard deviation of these ten
repeats are displayed.

While the mean particle spacing could not be directly related to a distinct feature
in the frequency spectrum, it was, however, noticed that the mean frequency of the
signal (h f i) is affected by the absorber density. The change in h f i with increasing
absorber numbers is shown in Figure 6.31 and it can be seen that a decrease in
absorber spacing (increasing densities) is linked to an increase in a mean detected
frequency in the background subtracted signal. This will be discussed in more detail
in Section 7.4. In addition, it can be observed that this trend appears to plateau with
absorber numbers of Nabs > 32. This agrees with the predictions about the nature
of the speckle structure being independent of the absorber density, as well as the
estimated speckle threshold based on Figure 6.29.
It is worth noting that the simulations presented here entered the speckle regime
despite using an infinite bandwidth transducer. This can be explained using the
resolution cell, which is both dependent on the bandwidth as well as the NA of the
detector. Thus, the signals analysed so far were effectively low-pass filtered due
to the finite NA. Nevertheless, it can be said that, even though there is a filtering
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Figure 6.32: Effect of applying low-pass filters of different cut-off frequencies to a simulated background subtracted RF signal generated using 1024 randomly placed
absorbers located in a tube with 0.5 mm inner diameter. The signal was filtered
using finite impulse response, linear phase filters. The x-axis is displayed as
both a function of time of arrival (bottom) as well as a function of depth
(distance to the transducer surface, top). The x-axis was converted from time
to space by multiplying the time with the speed of sound in water (1480 mm/s).

effect, some high frequency components are still detected, as illustrated by the mean
frequencies being over 50 MHz. It could therefore be argued that motion detection,
as presented in Section 6.2.2, becomes possible owing to those high frequencies.
In order to explore this reasoning, the RF signals were filtered using finite impulse
response, linear phase, low-pass filters of different cut-off frequencies.
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The effect of these filters are shown in Figure 6.32. It can be seen that the low-pass
filters remove the high frequency components, as expected. Furthermore, the filtered
signal is shifted towards later times, which is due to the filters having a linear phase
response and is expected of a physically realistic band limited transducer. It can also
be seen that filters elongate the signal, creating “tails” of lower amplitude at the
edges.
The filters were applied to RF signals generated using 8, 128 and 1024 absorbers and
subsequently analysed using the AR-PAF processing steps. The absorber numbers
correspond to “no-speckle”, “early speckle” and “well developed speckle” regimes
respectively. The resultant flow profiles are shown in Figure 6.33 and it can be seen
that there was no noticeable difference in AR-PAF performance between the three
different absorber densities. Furthermore, it was found that the low-pass filters did
not directly result in a broadening of the flow profiles. Rather, the flow profiles near
the signal’s maximum amplitude position appeared to retain their width and the
“tails” mentioned above had their own, filter dependent, shape.
It can be concluded from the profiles shown above that there was no noticeable
effect of transitioning from a non-speckle to a speckle regime with regards to ARPAF performance. This can be seen as the flow profiles are identical when using
no filter. When using low-pass filters, the resolution cell of the transducer widens,
meaning that more absorbers contribute to the signal at a given absorber density.
However, in the case of eight absorbers, the signal cannot be considered to be fully
developed speckle even if all absorbers contribute as the total number of absorbers
is below ten.
In order to test AR-PAF robustness in the non-speckle and the speckle regimes, the
measurements above were repeated with added white Gaussian noise. The noise was
added to the RF signals before applying the low-pass filters. After addition of the
noise, the SNR (ρSNR ) was measured using
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Figure 6.33: AR-PAF profiles calculated using simulated RF signals generated with different absorber numbers and detected with low-pass filters of different cut-off
frequencies. The low-pass filters were applied to the detected RF signals before
AR-PAF processing. The profiles were calculated using ensemble averages of
200 frame pairs.
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u mean (praw (i, k))2
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mean (pnoise (i, k))2

(6.14)

i∈ROI,k
/

where the indices i and k correspond to fast time and slow time respectively, mean

i∈ROI,k

is the mean within the region of interest (ROI) identified to be corresponding to the
channel centre and the underset k signifies that the mean over all frames was taken.
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praw and pnoise signify the RF signals before and after addition of the noise and
the underset “i ∈
/ ROI” signifies that the mean was taken over a region which was
outside the ROI corresponding to the tube. In other words, the SNR was measured
as the ratio of average signal amplitude over average noise amplitude.
White Gaussian noise was added to the RF signals such that ρSNR ≈ 0.2. While a
SNR of less than 1 would conventionally be expected to prohibit the identification of
a signal, this is not necessarily true in AR-PAF. In AR-PAF the SNR of the underlying RF signal is enhanced in the cross-correlation step, as noise is uncorrelated and
will therefore be reduced. In addition, when using multiple frames, the SNR will be
improved owing to the signal enhancing effect of averaging. Thus, while the SNR of
the RF data might be less than 1, the processing steps can improve the SNR of the
final ensemble correlation function significantly, thereby allowing motion detection.
The resultant AR-PAF flow profiles are shown in Figure 6.34 and it can be seen
that the AR-PAF performance was not noticeably compromised within the ROI
for low-pass filters of 10 MHz or higher. After the application of a low-pass filter
with a cut-off frequency of 5 MHz, AR-PAF processing was no longer successful as
the filter decreased the signal strength too much. Importantly, the performance of
AR-PAF in the presence of noise appears to be largely independent of the absorber
number, as would be expected by the speckle analysis. It can also be noted that
the profiles calculated with no filter appear worse in quality than those calculated
with a 20 MHz low-pass filter. This can be explained by the fact that the majority
of the signal power is located in the lower frequency bands (see Figure 6.30), while
white noise is evenly spread across all frequencies. A low-pass filter of high enough
frequency is therefore expected to result in an increase in SNR.
In summary, the transition from an absorber resolvable to a speckle regime was
investigated in silico. It could be estimated that the transition to fully developed
speckle happens when approximately ten or more absorbers are within the resolution
cell; this is in agreement with a similar rule of thumb used in ultrasound imaging.
Furthermore, it was not possible to identify a link between concentration dependence
204

Figure 6.34: AR-PAF profiles calculated using simulated RF signals with finite SNR. The
RF signals were generated with different absorber numbers and subsequently
low-pass filtered before being processed using AR-PAF processing steps. The
SNR of the underlying RF signals was approximately 0.2 and the profiles were
calculated using ensemble averages of 200 frame pairs.

and AR-PAF performance. Rather, it appears that SNR is the dominant factor in ARPAF performance and the concentration is only relevant in so far as it affects the size
of the fluctuation signal, and thereby the SNR.

6.2.4

Experimental Validation of Flow Profiles

A significant difference between the flow profiles presented in the simulations above
and the experimental data presented in Chapter 5 is their shape within the ROI.
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Figure 6.35: AR-PAF flow profiles in a 400 µm deep PDMS channel and a 500 µm (ID)
PE tube. A suspension of 3 µm PS spheres was used with a concentration of
1%. The syringe pump was set to 5 ml/h in both flow phantoms, corresponding
to mean velocities of about 7 mm/s. Profiles were calculated using 100-frame
ensemble averages.

The simulations predict near parabolic velocity profiles under Poiseuille flow conditions, even when taking acoustic distortions into account (see Figure 6.28). The
experimental flow profiles have so far been almost flat, with no clear distinguishable
trends.
It has been postulated in Chapter 5 that the inside of the channel was not resolved
in the experiments. This was indicated by the discrepancy between the width of the
ROI (the FWHM of cross-correlation amplitude) and the depth of the channel. It is
reasonable to assume that it is not possible to detect flow profiles using AR-PAF if
the inside of the channel cannot be resolved.
To investigate the role of the flow phantom on the shape of the measured flow profiles,
two different flow phantoms were tested experimentally using the setup described in
Chapter 4. The first phantom was a PDMS channel with 400 µm depth, as described
in Chapter 4. The second phantom was a PE tube with 500 µm ID and 1 mm OD.
The two channels had close to identical cross-sectional areas (0.2 mm2 ) and were
imaged with a flowing PS sphere suspension (1% v/v).
The flow profiles obtained with these two configurations can be seen in Figure 6.35.
Neither profiles can be said to be parabolic in shape as no AR-PAF measurements
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Syringe pump setting

Figure 6.36: AR-PAF flow profiles in a 500 µm (ID) PE tube. A suspension of 3 µm PS
spheres was used with a concentration of 1%. Different velocity ranges were
investigated for different orders of magnitude of T (1 ms, 10 ms and 100 ms).
Profiles were calculated using 100-frame ensemble averages.

yield close to 0 mm/s, which would be expected near the channel wall (this is known
as the no-slip condition). Both profiles show two distinct peaks, one within the ROI
and one outside the ROI (behind the flow phantom as seen from the transducer). This
can be attributed to the reflections inside the phantoms. Overall, it can be argued
that the PE tube gave rise to flow profiles corresponding closer to those predicted by
the simulations because the measurements in front of the tube are close to 0 mm/s
and then rising to a peak value within the ROI.
Further measurements were made with a PE tube at varying flow speeds (see Figure 6.36). The flow profiles appeared to be similar in shape to those described above.
However, the measurements appeared irregular in magnitude: at low flow speeds (at
T = 100 ms), measurements were corrupted by flow instabilities, leading to irregular
increments in the amplitude of the profiles (as discussed in Section 5.1). Nevertheless, the consistency in recovering the same profiles at a wide range of flow speeds
(made with T = {1, 10, 100} ms) gives confidence that their shape does correspond
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to the underlying flow profile inside the tube.

6.3

Conclusions

In this chapter, the signal formation of random absorbers was considered in more
detail. AR-PAF measurements reported in the previous chapter were achieved at concentrations where it would be expected to be impossible to track individual absorbers,
but optical microscopy showed that the absorbers did not form clumps to provide
heterogeneity on larger scales. In order to analyse the signal transduction mechanism under such conditions, a system of randomly distributed absorbers was analysed
in detail in Section 6.1. It was shown that any system of random “contributors”
will lead to the generation of a speckle signal if the imaging system is not able to
resolve individual contributions. This principle was extended to photoacoustic signals, which highlighted the fact that, given sufficient SNR, one would always (i.e.
at any concentration < 100%v/v or at any resolution) expect to be able to resolve
movement. Thus it is possible to conclude that it is in fact not surprising that it was
possible to perform AR-PAF at high concentrations.
In the context of photoacoustic speckle, the break-down of AR-PAF at high concentrations can be attributed to low SNR. Using the ultrasonic theory of the backscatter
coefficient of random ensembles, it could be postulated that the photoacoustic signal
is the sum of a deterministic “crystallographic” term and a random “fluctuation”
term, where the fluctuation term is the one giving rise to the speckle signal. The crystallographic term describes the background signal, which increases with increasing
concentration and comes to dominate the signal at high concentrations. Therefore,
increasing the concentration leads predominantly to an increase in the background
signal. The fluctuation term decreases at high concentrations, approaching zero as
the suspension approaches a packing fraction of 100%.
The speckle theory could be tested experimentally by comparing the signal magnitude histogram with the theoretically predicted Rayleigh distribution. It was found
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that there was compelling agreement between measurements and the Rayleigh distribution at all concentrations. It would be expected that this speckle model breaks
down at very low concentrations, when individual absorbers are resolvable, however,
the signal generated by individual absorbers was found to be below the noise floor
of the experimental system. An alternative way to test the break down of the model
is to induce aggregation of RBCs. This would keep the volume fraction of absorbers
constant, but there would be a transition to a regime were individual aggregates
become large enough to be resolved. This is the topic of the next chapter.
Lastly, in Section 6.2 simulations were performed in order to investigate the scale
and effect of acoustic distortions and absorber density on the AR-PAF performance.
It was found that reflections within the channel lead to longer detected signal than
otherwise expected and can cause the detection of negative flow speeds. Furthermore
it was found unlikely that acoustic distortions lead to a significant degradation in
the shape of the detected flow profile. This is in contradiction with the experimental
results which failed to detect realistic (close to parabolic) flow profiles. This shortcoming might be related to the reduced frequency content of the experimental signal,
but further experimental validation is required. Lastly, no difference in AR-PAF performance between an absorber resolvable and a speckle regime could be established,
as would be expected by the speckle theory presented in Section 6.1.
In conclusion, in this chapter and the previous chapter the AR-PAF performance
was investigated under the assumption of homogeneously seeded absorbers. This
was done in two ways: firstly, by investigating microsphere and RBC suspensions
experimentally, using optical feedback to validate the homogeneity of the suspension (Chapter 5), and secondly, by investigating key aspects of the signal formation
analytically and in silico (Chapter 6). The experiments concluded with the initially
surprising finding that it is possible to detect flow of suspensions that would be
expected to appear homogeneous to the detector. However, thorough analysis of
a theoretical system considering infinite uniformly random distributed point-like
absorbers (Section 6.1) concluded that the detection of structure in the performed
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experiments can be seen to be naturally arising from the randomness of the distribution.
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Chapter 7

RBC Aggregation and AR-PAF
This chapter focuses on the effect of RBC aggregation on the photoacoustic signal
and specifically on AR-PAF performance. The motivation for this is two-fold:
1. Firstly, the analysis in the previous two chapters has established that randomness in homogeneous distribution suspensions enable flow detection. However,
the nature of inhomogeneous distributions is such that this randomness is reduced. This is because the correlation between particle locations increases
with clumping. At the same time, larger clumps should lead to structure which
should be easier to resolve. Hence, an increase in heterogeneity gives rise to
possibly two conflicting changes in the signal transduction mechanism and it
is not clear how this would affect AR-PAF accuracy.
2. Secondly, RBC aggregation is a physiological phenomenon and hence of clinical relevance. In low shear flow flow (as present in the microvasculature),
RBCs have a natural propensity to aggregate, forming rouleaux. This would
inevitably affect microvascular AR-PAF measurements in healthy blood flow.
In addition, RBC aggregation levels can be affected by disease, and hence the
ability to detect aggregation can have diagnostic significance.
As discussed in Section 2.1, aggregation of blood is a shear dependent phenomenon
and can only be observed under comparatively low-shear conditions. The experi-

ments in this chapter were made with RBC suspensions in a PBS solution mixed
with dextran, a long molecule which promotes controlled aggregation similar to
the physiological process observed in plasma. The experimental setup described in
Chapter 4 was used for simultaneous AR-PAF and PIV data acquisition.
In initial experiments presented in Appendix E, a syringe pump was used to deliver
the flow and define the flow speed of the suspension. However, it was observed that it
was difficult to achieve stable flow at sufficiently low flow speeds to yield aggregate
sizes which impact the AR-PAF signal noticeably. Therefore, an alternative and
easy to implement measurement strategy was employed with the aim of producing
very strong aggregation, exaggerating any potential effect on AR-PAF. Hereafter,
this strategy will be referred to as impulsively started flow and is the subject of
Sections 7.1, 7.2 and 7.3. The experimental findings are complimented with in silico
analysis in Section 7.4.

7.1 Impulsively Started Flow
Aggregation in a laboratory environment can be controlled well using a dextran/PBS
solution as the suspending medium for the RBCs. Previous work has induced aggregation by adding dextran (D2000) to PBS at a concentration of 5 g/l and the onset
of aggregation effects were observed at pseudoshear rates (γ ) of about 50 s−1 [89].
In order to increase the aggregation rate and promote the formation of rouleaux at
higher shear rates, a concentration of 8 g/l was used in this study. Suspensions prepared with a dextran + PBS solution will be referred to as dextran, while suspensions
prepared without dextran will be referred to as PBS.
The experimental procedure used in Chapter 5 was adapted to yield low flow speeds
without a syringe pump by employing impulsively started flow. This change was
made as it was not possible to use the syringe pump for reliable aggregation control
(see Appendix E). For impulsively started flow, strong pressure was provided to
the plunger of the syringe by hand for about 5 s to establish flow. The duration
212

of 5 s ensured that all the RBCs were completely disaggregated and there was no
significant effect of sedimentation in the tube feeding to the channel at the end of
the impulse. After the impulse, the syringe was kept stationary without pressure
applied to the plunger. Flow studies were performed in channels of 100 µm depth.
Recording of AR-PAF and PIV data started about 3 s after the impulse. Although
this impulsively started flow does not model the blood flow speed in the circulation,
it offers an opportunity to examine RBC aggregation and its effect on AR-PAF.
RBC suspensions with concentrations of 5%, 10%, 20% and 40% were used, using
both dextran and PBS as the suspending medium. For every suspension, the flow
impulse followed by the recording of AR-PAF and PIV data was repeated five times.
The acquisition was done in “continuous mode”, which, as described in Section 4.1,
involved acquiring a continuous stream of frames as opposed to frame pairs. The
time between subsequent frames (T ) was limited by the download speed of the
oscilloscope. This restricted T to be in the range of 0.33–0.5 s, increasing constantly
over time. Time stamps of all frames were acquired to account for the variability in
T . It is thought that the time period increased over time because of the increasing
cache requirements of the data acquisition. After starting the flow, 1000 frames were
recorded, corresponding to a time period of about 450 s.
During the recording time, the flow velocity slowed down and the RBCs were observed to aggregate into clumps of increasing size. The progress of the aggregation
can be seen in Figure 7.1. After 20 s, the suspensions still appears homogeneous,
but after 100 s the RBCs clumped to physiologically unrealistic levels. Thus, the
aggregates will no longer be referred to as “rouleaux” in this section, but rather as
“aggregates” or “clumps”. The size of the clumps was observed to increase throughout the acquisition period, forming structures on the scale of hundreds of microns
after 140 s.
The scale of the heterogeneity in the images can be analysed by utilising the Fourier
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(e)
Figure 7.1: Progressing levels of aggregation of a 10% suspension of RBCs in dextran. Images are taken (a) 20, (b) 60, (c) 100 and (d) 140 seconds after starting the flow.
In (e) The information content of the images is shown as a function of characteristic length scale λ , as defined in Equation (7.1). This plot demonstrates that
aggregation lead to an increase in structure on larger length scales.
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transform, which decomposes an image into the wavenumbers that make it up:
F(k) = F ( f )(k) =

Z ∞

f (r)eir·k dr,

(7.1)

−∞

where f represents an image, r a vector indicating the position in that image and k
is the wavenumber corresponding to a wavelength λ =

2π
|k| .

In the Fourier transform

of an image, high intensity at low |k| indicates more information in large structures
(large λ ) and vice versa. Before Fourier transformation, images were normalised to
the same mean intensity. In Figure 7.1e the intensities of the Fourier transformed
images are shown as a function of λ and it can be seen that increasing aggregation
resulted in an increase in intensity on larger length scales. It might seem surprising that the images have similar |F(λ )| at smaller length scales (λ < 10 µm) as
one would expect a drop in small scale heterogeneity as RBCs form larger structures. However, this can be explained as the analysis does not differentiate between
structure due to RBCs and the structure of the channel background.
The drop in the flow rate over time can be visualised using the optical microscopy
images acquired concurrently with the photoacoustic signals. Figure 7.2a shows the
development of a single (1D) line along the axial direction of the optical microscopy
image in time (i.e. the development of a single “line scan”). In other words, the
x-axis represents the development in time, while the y-axis represents the distance
along the axial direction at the centre of the channel. Plots that show time development like this will be referred to as carpet plots and it is possible to create them
in this section because continuous data acquisition was used. In the early stage of
the carpet plot, no significant features can be identified. However, after around 50 s
dark features can be identified, almost parallel to the distance axis. These features
correspond to aggregates moving along the axial direction: if a clump has moved
upwards between two frames, the next line will show the same clump (a dark patch
in the axial line) slightly higher. Slow moving clumps are displaced less between
subsequent frames, corresponding to features with an angle closer to the horizontal.
A stationary clump or the non-changing background will cause horizontal patterns.

215

(a) Optical

(b) Photoacoustic
Figure 7.2: Carpet plots illustrating the slowing down of blood flow and the accompanying
RBC aggregation. (a) The centre line of the optical microscopy images is plotted
against time. (b) The photoacoustic signal is plotted against time. The data for
both plots were acquired simultaneously and blood at 5% Hct was used. The
y-axis in (a) represents the distance along the axial direction of the channel
and the y-axis in (b) represents the distance along the transducer interrogation
direction (ζ ).

Thus, the angle of the features can be used to infer the flow speed of the suspension.
Towards the late stage of the plot, slow moving features can be seen to suddenly
appear or disappear. This happens when an aggregate moves laterally across the
channel, into (or out of) the line being plotted here.
The photoacoustic signals acquired can also be displayed in the form of a carpet
plot (Figure 7.2b). Comparison with the optical carpet plot highlights compelling
agreement between the two modalities. The highest signal amplitude is within the
region of 20.5–21 mm from the transducer surface, which is in good correspondence
with the focal length of 3.3 mm. However, it is noteworthy that from about 150 s after
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the impulse, transit of aggregates can be distinguished across a much larger field of
view and large clumps can clearly be traced between 20–21.5 mm distance from the
transducer. It is surprising that it appears possible to track motion across such a large
distance. This could be due to the signal generated by the aggregates becoming so
strong that it can be detected even far away from the transducer’s focal zone.
Performing PIV on images with large aggregates is challenging. In general, PIV is
considered to require uniform particle seeding throughout the entire field of view.
However, as RBCs aggregation progresses, an increasing amount of RBCs clump to
a single aggregate, leaving areas outside of aggregates devoid of seeding particles.
Furthermore, the motion of clumps can only be detected at their edges since the
area of the clumps appears homogeneously black. These two reasons lead to the
cross-correlation method failing in certain cases.
An alternative processing strategy based on edge detection was devised in order to
minimise the influence of the background. For this, the optical microscopy carpet
plots introduced above were generated for every possible axial line scan, one carpet
plot for every pixel along the image’s width. Note that the Interrogation Windows
(IWs) chosen for PIV were the same 1 pixel wide line scans (spanning the entire
height of the image). So the carpet plots show the development of corresponding IWs
in time and PIV is performed by cross-correlating line scans adjacent to each other
in a carpet plot. Edge detection was applied to each plot using the MATLAB 2015a
implementation of Sobel edge detection [90, 91] (Figure 7.3). It was found that the
carpet plots are free from background after application of the edge filter and the only
remaining features correspond to the aggregates. The filtered line scans were used
as IWs in the PIV processing in order to optimise for images of strongly aggregated
RBCs.
The characteristic behaviour of the flow was investigated using AR-PAF, PIV as well
as PIV following the edge detection (denoted as PIV*). Representative results for
all four concentrations are shown in Figure 7.4. Initially, all three modalities fail
to accurately detect the flow speed within the channel as the displacement between
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(a) Before edge detection

(b) After edge detection
Figure 7.3: Illustration of edge detection based PIV method. (a) Carpet plot formed by
tracking the development of a line across the axial direction in time. (b) The
edge detection filter highlights the edges of the rouleaux, effectively removing
the channel background.

frames is too large. After about one minute, the flow slowed down sufficiently for
the cross-correlation methods to yield more reliable results.
The AR-PAF results indicate that the RBC suspension with a haematocrit of 40%
was flowing faster than the lower concentration suspensions (Figure 7.4 top left
panel). However, repeated measurements showed that this behaviour was not due to
the concentration, but rather due to the intrinsic variability of the experiment (data
not shown). This variability is likely due to the human error involved in pressing the
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Figure 7.4: AR-PAF and PIV results of impulsively started flow of aggregated RBC suspensions.

plunger of the syringe. Another notable feature is the sudden increases in flow speed
(highlighted by arrows in Figure 7.4). A possible explanation for this behaviour is
generation of pressure oscillations as RBC clumps of different sizes move through
the channel.
The PIV results without background subtraction are of low quality and very noisy,
especially towards the later stages of the experiment when the aggregate sizes are
large and the channel can no longer be considered homogeneously seeded. However,
after edge detection (PIV* in Figure 7.4), the flow measurements become much
less noisy once the flow speed has dropped low enough (after about one minute)
and it was even possible to measure the same flow speed irregularities as detected
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by AR-PAF (highlighted by arrows in Figure 7.4). It is noteworthy that it is even
possible to detect motion in the case of 40% Hct, which was previously impossible
due to the high density of RBCs. Here the measurement becomes possible as the
RBCs form aggregates that are so pronounced at the later stage of the experiment
(after about 250 s), that they no longer form an optically homogeneous layer. The
measurements appear noise free as very few spurious outliers are shown in the plot.
However, this is because the outliers are so large that they are outside the bounds
of this area shown. Outliers tend to become more severe after edge detection as the
background, which would otherwise give rise to higher cross-correlation values at
zero displacement, is removed.
The agreement between AR-PAF and PIV after edge detection is compelling
(correlation plot in Figure 7.4). The AR-PAF method was successful in acquiring
flow measurement even at 40% Hct, while the PIV method was limited by optical
contrast. Thus, going forward, the AR-PAF results acquired 100 s after starting the
flow will be used as the “correct” or “known” flow speed inside the channel for
further analysis.

7.2

Aggregation and AR-PAF Performance

In Chapter 4 it was shown that a dominant factor affecting AR-PAF performance is
the mean displacement of absorbers between frames (d ) and, by varying T , d could
be controlled, allowing for a systematic investigation of the AR-PAF robustness.
Applying the same approach here is of no value due to the uncontrolled nature of
the flow, which prevents detailed knowledge of d when performing repeat measurements. In order to control d an alternative measurement strategy was developed.
This strategy will be referred to as “frame skipping” and is explained below.
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(a) RF signal

(b) Cross-Correlation
Figure 7.5: Illustration of frame skipping. Rather than cross-correlating the successive
frames, some number of frames are skipped to investigate larger displacements.

7.2.1 Method: Frame Skipping for Displacement Control
The continuous mode of acquisition results in a continuous stream of 1000 frames
with (almost) constant time separation between them. In the AR-PAF measurements
presented above, successive frames separated by a time T were cross-correlated to
yield the displacement measurements. By skipping frames it is also possible to crosscorrelate frame pairs with a time separation which is a multiple of T . For example,
skipping one frame would lead to cross-correlating two frames separated by 2T and
the corresponding displacement between frames would be doubled in comparison to
the measurements made without frame skipping. Representative sections of acquired
RF frame pairs with different numbers of skipped frames as well as the resultant
cross-correlation functions are shown in Figure 7.5.
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AR-PAF measurements made with frame skipping should yield the same flow speed
values as the measurements made without skipping, since d as well as T should
increase proportionately. This assumption is not entirely true as the flow speed during
the experiment was not constant. For example, if in a set of three frames the second
frame is skipped and the speed decreases by 10% in the second and third frame, then
the measured displacement will be 5% lower than expected. However, the error due
to changing flow speed is small if the rate of change is slow in comparison to the
time period under consideration. It can be seen in Figure 7.4 that 100 seconds after
starting the flow, significant flow speed changes took place on the order of many tens
of seconds, whereas T was just a fraction of a second (between 0.33 s and 0.5 s).
Frame skipping was implemented by re-processing the RF data with skipped frames
ranging from 1 to 19. Denoting the number of skipped frames as J, this can also
be expressed as J ∈ 1, 2, 3, . . . 19. The average time difference between successive
frames with J = 19 was about 9 s. This enabled generation of a wide range of
displacements d J . Measurements were made with an ensemble size of ten frames
(five frame pairs). By multiplying the displacement made with J = 0, denoted as d 0 ,
the expected displacement after skipping J frames can be expressed as
d ∗J = (J + 1) × d 0

(7.2)

and the error in the measurement can be calculated as
εd = |d J − d ∗J |.

(7.3)

A measurement was categorised as “correct” if the calculated error was either within
10% or within 10 µm of the expected displacement. That is, measurements were
accepted if εd /d ∗J < 0.1 or if εd < 10 µm. The relative limit of 10% was implemented
to account for the increasing variation in the flow speed with larger J as discussed
above. The absolute limit of 10 µm was implemented to allow for small deviations
in the displacement measurements even at low flow speeds.
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Figure 7.6: Example of frame skipping based accuracy rejection method. If a measured
displacement deviated more than 10% from the “known” displacement, the
measurement is rejected and classified as incorrect. All shown data points are
generated using frame skipping (ranging from skipping 1 to 19 frames). The
presented dataset was generated using 40% Hct.

An example of AR-PAF measurements generated with frame skipping is shown in
Figure 7.6. It can be seen that many measurements tend to be very close to the
expected displacement d ∗J , allowing them to be accepted as correct measurements.
Unsuccessful measurements on the other hand appear randomly located within a
window of |d J | < 0.5 mm. This is due to the envelope of the RF signal being roughly
0.5 mm wide (see Figure 7.2b).
The analysis above allows AR-PAF performance to be quantified as the fraction of
successful measurements within a range of displacements. For example, in Figure 7.6
the AR-PAF success rate for displacements in the range 0.15 mm < d < 0.2 mm is
100%, while the success rate in the range 0.2 mm < d < 0.25 mm is decreased due to
the presence of rejected measurements within that region. Furthermore, it is possible
to compare the success rates at different times after starting the flow: in Figure 7.6
the results for all measurements after t = 100 s are shown, but other time windows
can also be investigated. For example, by only including measurements taken within
a time window 100 s < t < 200 s the success rate of the earlier measurements can be
investigated independently. Thus, measurements with a lower degree of clumping
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(earlier times) can be differentiated from the measurements made with a higher
degree of clumping (later times). Only measurements after t = 100 s were considered
because earlier measurements were deemed unreliable even without frame skipping,
prohibiting meaningful comparison.

7.2.2

Results: Aggregation Dependent Success Rate

The time development of the AR-PAF success rate was investigated for the two
suspending media, PBS and dextran, separately. In the PBS case no aggregation was
observed and the heterogeneity within the channel remained constant throughout the
experiment. In the dextran case however, clumping of the RBCs became more severe
as the experiment progressed. This enabled an investigation of AR-PAF accuracy
under different clustering states.
It was not possible to investigate the transition from non-aggregated state to the
formation of rouleaux and subsequently RBC clumps as these transitions happened
within the first minute of the experiment. While it was possible to monitor this
development visually using the optical microscopy images, AR-PAF measurements
failed due to the large displacement between frames as the flow speed was very
high at the early part of the data acquisition. This is why success rate measurements
are restricted to t > 100 s. The average results for all concentrations are shown in
Figure 7.7.
When imaging RBCs in PBS, the AR-PAF success rate is unaffected by the reduction
in flow speed. The success rate is highest (> 80%) for small displacements (<
50 µm) and drops lower (< 20%) for larger displacements (> 0.1 mm). This finding
is consistent with the measurements made in Section 5.2, where a displacement
of 50 µm was identified as the cut-off point for accurate measurements made with
10 frame ensembles (for the experimental setup described in Chapter 4). The time
invariance of the success rate measurements provide confidence in the validity of
the method.
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Figure 7.7: PAF success rate as a function of displacement for different time windows after
starting the flow. All concentrations studied (5%, 10%, 20% and 40%) are
included in the graph.

In the presence of dextran, the AR-PAF success rate changes in time as the aggregate
sizes increase. Between 100 and 200 s, AR-PAF was found to be more robust to
increasing displacement than in the non-aggregating (PBS) experiment. For example,
measurements made at expected displacements d ∗J of around 0.15 mm had a success
rate of over 50%, while the corresponding PBS measurements had a success rate of
less than 20%. However, the AR-PAF robustness towards such larger displacements
significantly decreased at later times. This is surprising as it would be expected that
larger clump sizes would facilitate measurements due to an increase in heterogeneity.
An explanation for the drop in performance with increasing aggregate size is the
fact that larger clusters create a significant wake. It was observed that the wake of
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larger clusters causes strong disturbances in the trajectory of smaller aggregates,
even causing local flow reversal. It is thought that these fluctuations in the flow
field increase the decorrelation between frames and thereby make measurements
less reliable. An increase in absorber size also impacted the signal directly, affecting
SNR and hence AR-PAF performance, and will be discussed in more detail in the
next section. The transition from many small aggregates to few large aggregates will
be analysed in silico in Section 7.4.
The measurements presented in Figure 7.7 did not differentiate between the different
RBC concentrations used, but rather treated all the measurements as equal. This was
done in order to emphasize the general time dependency, which was observed for
all four concentrations investigated. The AR-PAF performance within 100 s < t <
200 s and 200 s < t < 400 s is broken down by concentration in Figures 7.8 and 7.9
respectively.
Measurements made in the time window 100 s < t < 200 s show an improved ARPAF performance in the presence of dextran, i.e. in the presence of aggregation for
displacements of d > 0.1 mm (see Figure 7.8). This is particularly pronounced with
concentrations of 10% and 40%. This trend is less pronounced with 5% and 20%
and there was high variability in the measurements (signified by the large error bars).
Thus, no consistent concentration dependent trends can be identified. Measurements
with PBS did not change in robustness when using different concentrations. This
agrees with Sections 5.2 and 5.4 which could not establish a clear performance
trend as a function of concentration. It is also in line with the prediction made in
Section 6.1, that it should be possible to measure flow velocity at all concentrations,
provided sufficiently high SNR.
Measurements made at a later time (200 s < t < 400 s, see Figure 7.9) were negatively affected by the increased clumping, as already observed in Figure 7.7 (dextran,
upper pane). Here, the performance of AR-PAF with the aggregated suspensions
has decreased and has become similar to the non-aggregating cases. For both suspending media (dextran and PBS), no significant trends with concentration could be
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Figure 7.8: PAF success rate between t = 100 s and 200 s after impulse as a function of
displacement for different RBC concentrations. Measurements were repeated
five times for each sample and the median of the measurements is shown. The
error bars represent the standard deviation of the five repeats.

identified.
In summary, it was found that moderate to high levels of aggregation increase the
robustness of AR-PAF to larger displacements. However, at very high levels (far
beyond physiological) the robustness was found to decrease again. These measurements were possible thanks to a novel processing strategy coined “frame skipping”
utilising continuous acquisition of frames. The findings were compared to measurements made with non-aggregating suspensions to validate the processing strategy. It
is surprising that very high levels of aggregation were observed to decrease the AR227

Figure 7.9: PAF success rate between t = 200 s and 400 s after impulse as a function of
displacement for different RBC concentrations. Measurements were repeated
five times for each sample and the median of the measurements is shown. The
error bars represent the standard deviation of the five repeats.

PAF performance, but increased decorrelation between frames due to wake induced
flow instabilities are a possible explanation. In addition, changes in absorber size
bring about a change in signal amplitude (and SNR), which will be described in the
next section by employing further image processing techniques.

7.3

Quantifying Aggregation

Measurement of the aggregate sizes is of interest for two reasons:
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1. It was found that high levels of aggregation (low number of individual absorbers) led to a drop in AR-PAF accuracy and it could be that a transition
from many to few absorbers lead to a drop in signal amplitude and hence SNR.
2. It is not known if it is possible to infer information about the state of aggregation from the photoacoustic signal and an investigation of this question
requires a quantitative ground truth for the aggregation state.

To measure the number and size of RBC aggregates, a simple image processing
pipeline was developed which was based on segmenting the aggregates via thresholding.
The first step was to invert the images and apply a filter correcting for uneven background illumination. This was challenging as the background illumination was different depending on whether or not the reflecting backing layer of the channel was
visible. In the beginning of the experiment the RBCs obscured the backing layer,
but with the onset of strong aggregation the reflective backing gradually became
more visible in the images. The filtering was employed by fitting a 2D Gaussian
function to the maximum intensity projection of the image stack (the stack of optical
microscopy frames). Since the reflecting backing layer had a higher pixel intensity than the RBCs, the maximum intensity projection was a good representation
of the backing layer illumination (rather than the illumination of homogeneously
distributed RBCs). Images were corrected by dividing the pixel intensities of the
individual frames by the corresponding value of the 2D Gaussian fit. This method
was useful for correcting uneven illumination of the backing layer, but it imposed
uneven illumination when the backing layer was not visible i.e. before the onset of
aggregation. Nevertheless, this was deemed to be acceptable since the purpose of
the processing steps was to quantify the aggregate size (which is only relevant after
the onset of aggregation).
The second step of the processing pipeline was to threshold the images. It was
found that thresholding them at 65% of their maximum intensity yielded acceptable
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(a)

(b)

(c)

Figure 7.10: Illustration of thresholding images of RBC aggregates. (a) The original image.
(b) The image is inverted and background normalised. (c) The inverted image
is thresholded at 65% of the maximum intensity, followed by image erosion
and dilation for noise reduction.

delineation between background and aggregate. The third step was a noise reduction
step, which consisted of applying a 5 pixel erosion filter followed by a 5 pixel dilation
filter. This strategy removes all thresholded areas which are less than 5 pixels in
diameter. The forth and last step was to count the number and size of independent
(i.e. unconnected) thresholded areas.
The procedure is illustrated in Figure 7.10. It can be seen that there is a broad
agreement between the thresholded image and the RBC cluster location identified
by eye. In the example shown there are some errors in the thresholding method –
perhaps the most notable one being the identification of the area between the two
large aggregates as also being part of the aggregate (seen in the centre of the image).
This would cause those two separate aggregates to be counted as a larger one. This
highlights the limitations of the aggregate identification, which is mainly due to
the low quality of the original images. It is thought that more even illumination
and shallower channels (to reduce out-of-focus artifacts) could significantly aid the
image processing. Despite the shortcomings of the thresholding, it is still sufficient
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Figure 7.11: Measures of aggregation for different concentrations plotted against time.

to capture the time dependent aggregation trends once aggregates become large
enough and optically distinct from their surroundings.
Two optical measures of aggregation were derived from the thresholded images.
The first measure is the total area fraction occupied by the aggregates. This was
calculated by summing the area of all identified clusters and dividing by the total
imaged area of the channel. The second measure was the number of independent
aggregates. For this, only clusters with an area of over 70 µm2 were included in order
to avoid counting individual RBCs are aggregates (the maximum area a single RBC
of 8 µm diameter can occupy is approximately 50 µm2 ).
The development in time of these two measures is shown in Figure 7.11 for the four
different concentrations investigated. The area fraction was found to decrease over
time throughout the entire experiment for concentrations of 10% Hct, 20% Hct and
40% Hct. The same is true in the first minute of the experiment for 5% Hct, but
the area fraction is approximately constant thereafter. It is important to note that the
initial area fraction recorded for the 5% Hct case is lower than it should be owing
to the uneven background correction before aggregation becomes dominant. The
drop in area fraction can be understood as an increase in RBC density inside the
aggregates. This is an important conclusion as it is in line with the findings and
conclusions from Section 7.2.
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The development of the number of aggregates (Nagg ) over time differs significantly
between the different concentrations (see Figure 7.11, right panel). For a haematocrit
of 5%, Nagg drops continuously as separate aggregates join together forming fewer
but larger clumps. For a haematocrit of 10%, Nagg initially increases, followed by
the same decrease seen with 5% Hct. The initial increase captures the transition
from individual RBCs to RBC aggregates. This transition was not seen with 5% Hct
because the thresholding method yielded very erroneous measurements in the early
part of the experiment as discussed before. For 20% Hct and 40,% Hct fewer clusters
are identified and the general trend of Nagg appears to be increasing. As before,
the increase in Nagg can be attributed to the transition from independent RBCs
to aggregates. In the case of the higher concentrations, however, aggregates only
become optically separate from the surrounding medium after they have already
reached a large size. Thus, while it might appear that the number of aggregates is
low in the earlier part of the experiment (around t = 100 s), this is not necessarily
true as the high optical density prohibits the identification of clusters of the relevant
size. In conclusion it was found that Nagg is not a suitable measure of aggregation
state as it is heavily influenced by the optical limitations of the experiment.

7.3.1 Impact of Aggregation on Photoacoustic Amplitude
It was observed that the photoacoustic amplitude generated by the suspension in
the presence of aggregation was much higher than in the non-aggregating case.
This observation was investigated further in order to test whether the photoacoustic
amplitude could be used to gain information about the aggregation state inside the
channel. Here, the mean signal magnitude within the ROI from each backgroundsubtracted photoacoustic frame will be used in order to describe the behaviour of the
photoacoustic amplitude. The mean (rather than the peak) was chosen in order to
reduce the variance of the signal. Thus, each frame was used to yield one data point
in time.
Figure 7.12 shows the mean photoacoustic amplitude for all concentrations for both
232

Figure 7.12: Photoacoustic amplitude of RBCs in dextran (Dx) and PBS. Data from five
repeats of the experiment are shown. The amplitudes shown are the mean signal
magnitudes within the ROI of each frame after background subtraction. In each
experiment, 1000 frames were recorded sequentially to yield the development
of signal amplitudes in time.

dextran and PBS solutions. It can be seen that there is a significant increase in the
photoacoustic amplitude in the presence of aggregation, while the amplitude remains
constant when using PBS as the suspending medium (i.e. no aggregation). Further233

more, when using dextran, the initial amplitude is low and increases as aggregation
progresses. It is noteworthy that there does not seem to be any effect of using different concentrations on the amplitude. This is surprising as a larger number of
RBCs would be expected to generate a higher initial pressure, leading to a higher
amplitude being detected. The observed behaviour can possibly be attributed to the
limited bandwidth of the transducer as the amplitude increase might be predominant
in frequency ranges the transducer is not sensitive to. This will be discussed in more
detail in Section 7.4.
The time period of 0 s < t < 100 s is of special interest because the data in Figure 7.12 shows consistent trends during that time. The amplitude varies strongly
after about 100 s, which can be attributed to large aggregates moving in and out
of the transducer’s field of view. This behaviour prohibits the identification of a
correlation between aggregation state and photoacoustic amplitude. Furthermore,
aggregation after 100 s is very far removed from physiological behaviour of RBCs,
which reduces the importance of measurements made in this aggregation regime.
The trends in photoacoustic amplitude within 0 s < t < 100 s are shown in more
detail in Figure 7.13. The figure also illustrates different stages of aggregation within
that time frame. An unexpected feature in the photoacoustic amplitude is an initial
drop in the first few seconds of the acquisition. The microscopy images show that
the aggregation behaved as expected during that time, starting with a homogeneous
distribution and transitioning to a weakly aggregated state after about 20 s. Since the
aggregation behaviour is the same during the later times, it is thought that the drop
in amplitude is not related to aggregation but rather is due to an expansion of the
flexible channel after the high pressure impulse used to start the flow.
The photoacoustic amplitude was compared to the optically measured aggregation
state, using the total area fraction as an aggregation measure. The signal in the region
of 18 s < t < 100 s was chosen for this analysis in order to focus on the monotonic
region of the data. The comparison of the two measures is shown in Figure 7.14. It
can be seen that while there is a correlation between amplitude and area fraction for
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Figure 7.13: Photoacoustic amplitude of aggregated RBCs in dextran with example images
from Data Set 1.

Figure 7.14: Photoacoustic amplitude of RBCs in dextran plotted against the area fraction.
Data was taken in the time windows 18 s < t < 100 s.

some of the concentrations investigated, it is not possible to deduce the area fraction
from the amplitude without prior knowledge of the haematocrit.
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In summary, image processing methods allowed the quantitative assessment of the
RBC’s area fraction and it could thus be concluded that the aggregates’ RBC density
increases over time. Furthermore, the photoacoustic amplitude has been found to
depend on the aggregation level, but no noticeable effect of the haematocrit was observed. This is a surprising finding because a simple model of photoacoustic signal
transduction would predict the amplitude to be proportional to the density of RBCs.
A possible explanation for the observed behaviour is a shift in the acoustic spectrum
with aggregation and an amplitude increase with haematocrit outside the bandwidth
of the transducer. This will be analysed in more detail in the next section. Nevertheless, there was a clear increase in photoacoustic amplitude with increasing absorber
size. It would therefore be expected that aggregates improve AR-PAF performance
due to an increase in SNR. The fact that the AR-PAF success rate was observed to
drop in the presence of aggregation after 150 s (see Figure 7.7) can therefore not
explained in terms of SNR. Rather, it is believed that the flow field fluctuations due
to the wake of large clumps lead to increased decorrelation between frames and thus
a drop in success rate.
Lastly, it was not possible in this experiment to use the photoacoustic amplitude to
infer information about the aggregation state as it was not possible to disentangle signals generated by different concentrations. However, as indicated above, it is thought
that the limited bandwidth of the transducer is an important factor when distinguishing the concentration of different RBC suspensions. If the same measurements were
repeated with a wide-bandwidth detector, such as a Fabry-Perot sensor [92], it should
be possible to differentiate the signals using further spectral analysis. This would
open the door to photoacoustic detection of aggregation. An in silico analysis of how
aggregation is expected to influence the acoustic spectrum is presented in the next
section.

236

7.3.2

Aggregation Impact on Signal Magnitude Distribution

The previous chapter has shown that the photoacoustic signals of random absorber
ensembles should, after background subtraction, generate a speckle signal. This was
experimentally validated by confirming that the signal magnitude could accurately
be modelled using the Rayleigh distribution, a key property of speckle signals. However, a Rayleigh distributed signal is not conclusive proof of a signal being speckle
– for example, Gaussian noise would also be Rayleigh distributed. A fundamental
difference between noise and speckle is the fact that speckle is deterministic, which
makes the signal trackable. This raises the question of what the magnitude distribution of a trackable signal with resolvable absorbers is. If resolvable absorbers also
give rise to a Rayleigh distributed signal, then the successful Rayleigh fit presented
in Section 6.1.6 is of little importance in validating photoacoustic speckle.
The measurements presented in this (and the previous) section can be used to test
the photoacoustic signal for their speckle nature. Successful AR-PAF measurements
have shown that the signals are trackable and measurements have been made in an
absorber resolvable regime (strong aggregation) and a non-resolvable regime (no
aggregation). Only measurements after t = 200 s were included for the magnitude
distribution analysis to ensure that only the part of the signal corresponding to strong
aggregation was investigated. The signal was background subtracted, a low-pass
filter with a pass-band of 40 MHz was applied to reduce noise and lastly, the signal
magnitude was calculated using the Hilbert transform. From each frame, data from
a small window (40 ns, corresponding to 40 pixels) centred on the point of the
maximum signal variance was analysed, analogous to the analysis performed in
Section 6.1.6. A histogram of the data values was computed and the histogram was
converted into a Probability Density Function (PDF) by normalising the bin counts
by the total number of counts and the bin width.
The resultant probability densities for the non-aggregating (PBS) and aggregating
(dextran) cases are shown in Figure 7.15. It can be seen that in the absence of aggregation the Rayleigh distribution provided excellent agreement with the measured
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(a) PBS

(b) Dextran
Figure 7.15: Rayleigh fit of background subtracted photoacoustic magnitude data with and
without aggregation. Data was collected with RBC suspensions of different
concentrations flowing in a 100 µm deep channel in (a) PBS and (b) dextran. In
the presence of dextran, aggregation was confirmed optically and the aggregate
size was such that individual clusters could be said to be trackable.

data (Figure 7.15a). In the presence of aggregation, i.e. in the absorber resolvable
regime, the shape of the PDFs no longer bears a strong resemblance to the Rayleigh
distribution (Figure 7.15b). While visually this is the case, the goodness of fit is still
quantified to be very high (up to r2 = 0.97). This may be due to a “Rayleigh-like”
distribution of the measurements at the higher values (the tail-end of the Rayleigh
distribution).
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(a) 25 µm

(b) 50 µm

Figure 7.16: Simulation layout for investigating the effect of different absorber sizes. Two
example instantiations of a random absorber distribution with a concentration
of 40% are shown: (a) with absorbers 25 µm in diameter and (b) with absorbers
50 µm in diameter.

Nevertheless, the dextran and PBS suspensions can clearly be distinguished from
each other by their different degrees of resemblance to the Rayleigh distribution.
This supports the claim that the Rayleigh fit of the signal magnitude is an indicator
for photoacoustic speckle. Thus, the claim that successful AR-PAF measurements of
high concentration non-aggregated suspensions are based on photoacoustic speckle
is also supported by the measurements presented here.

7.4

Simulation of Aggregation

An in silico study was performed in order to investigate the effect of aggregation on
the acoustic spectrum detected by a single element focused transducer. Simulations
were performed in a 2D domain using the MATLAB toolbox k-Wave [87].
Typical arrangements of the simulated domain are shown in Figure 7.16. Absorbers
of identical size were placed randomly in a circular region of 0.5 mm diameter,
representing the inner diameter of a tube. A transducer was placed such that its focal
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point was the centre of the tube and its Numerical Aperture (NA) was 0.38. It was
simulated with infinite sensitivity and bandwidth. The size of the simulation was
192 by 128 pixels in size, with each pixel being 10 µm long along both axes.
In order to simulate different degrees of aggregation, the absorber size was varied
while keeping the concentration constant by decreasing the number of absorbers accordingly. The absorber diameter da varied from 10 µm diameter to 100 µm diameter
and four different concentrations were investigated: 5%, 10%, 20% and 40%. For
each da and concentration the simulation was performed 200 times, each time with a
different random instantiation of absorbers in order to capture the effects of changing
random distributions. The light distribution was assumed to be uniform, meaning
that the absorber locations could be directly mapped onto the initial pressure distribution p0 . The simulation propagated the initial pressure distribution forward in
time, leading to a signal at the detector p(t). Representative waveforms generated
using the arrangement described above are shown in Figure 7.17. It can be seen
that larger absorbers tend to generate larger structure and increasing concentrations
increase the amount of detected background, as expected.
The simulations are not a direct representation of aggregation, which would be more
realistically modelled by clustering individual absorbers closer together. However,
modelling aggregation by clustering absorbers poses the question of how the clustering mechanism should be simulated and how the generated clusters should be
treated with regards to the analysis of heterogeneity on different scale lengths. For
example, simulating attracting forces between absorbers would produce clusters of
different sizes, but it would be difficult to quantify the degree of clustering using
a single measure. A change in da , rather than clustering of absorbers, was chosen
for the simulations in this study in order to facilitate discussion of characteristic
absorber length scales. This choice is further justified by the fact that clustering of
absorbers combines two different effects: (1) a local increase in absorber density
leads to smaller aggregates and (2) an increasing number of absorbers contributing to a single aggregate leads to larger aggregates. By choosing larger absorbers,
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Figure 7.17: Representative RF waveforms generated in k-Wave using absorbers of different
sizes and concentrations.

rather than clumped absorbers, aggregation is effectively modelled as “structures
with 100% absorbers”, which simplifies the analysis. This choice explains why the
simulations performed at constant concentration were performed with constant area
fraction even though the experimental observations showed decreasing area fraction
with increasing aggregation (due to an increase in absorber density).
In order to analyse the information content of the simulated RF signals, the power
spectrum (S) was employed. The physical interpretation of S is that it provides a
measure of the energy density at a particular frequency, i.e. it can be used to describe
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Figure 7.18: Effect of changing the absorber size and concentration of random distributions
on the mean power spectrum of the unfiltered RF signal.

how much energy of the signal is contained within a given frequency band. The
power spectrum S of each instantiation was calculated using the Fourier transform:
S(ω) = |F [p(t)]|2 = | p̂(ω)|2 ,

(7.4)

where F denotes the Fourier transform operator, p̂(ω) is the Fourier transformation
of p(t) and ω is the angular frequency. The average of all 200 instantiations of S(ω)
was calculated and denoted as S (ω).
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In Figure 7.18 S (ω) is shown for da = 10 µm, 25 µm, 50 µm, 75 µm and 100 µm,
categorised by concentration. In addition, the power spectrum generated by a continuous absorber (i.e. with an area fraction of 100%, in other words da = 500 µm) is
shown for comparison (dotted line). The initial pressure of the continuous absorber
was scaled down in comparison to the initial pressure of the random absorbers based
on the concentration studied. For example, the initial pressure generating the continuous absorber spectrum when using a concentration of 5% is scaled down to 5%
of that of the randomly distributed absorbers because the random absorbers only
cover 5% of the total area while the continuous absorber covers the entire area. This
way, the characteristic power spectrum of the circular shape containing the absorbers
could be identified. Comparison of the random spectra with this “continuous” spectrum (dotted line) revealed several important trends, for example that an increase
in concentration of absorbers leads to a closer approximation of the continuous
spectrum.
An important observation is the propensity of S (ω) with increasingly large absorbers
to decreasingly resemble the continuous spectrum. On the one hand this is intuitive
because it can be argued that an ensemble of infinitesimal absorbers should approach
the appearance of a continuous absorber. However, this result is still noteworthy
because the average power spectra are shown here. This is relevant because, while
each random instantiation of the absorber distribution is distinctly different to that of
the continuous case, the average initial pressure distribution is that of the continuous
absorber and this is true regardless of the absorber size.
The way an increase in absorber size affects the power spectrum can be analysed
further by considering the characteristic length scales. It can be seen in Figure 7.18
that with larger absorbers the signal’s frequency content is more strongly influenced
by the absorbers individually, rather than by the shape of their average distribution.
In the case of da = 100 µm this can be readily visualised as only very few absorbers
would be placed in the simulation, which corresponds to a poor “resemblance” to the
continuous case. In terms of the power spectrum this results in a “dip” which can be
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seen at around 19 MHz, corresponding to a length scale of about 80 µm (based on the
dispersion relation of sound in water). In the case of da = 75 µm, this dip has moved
to a frequency of about 24 MHz (corresponding to 62 µm) and for the continuous
absorber (da = 500 µm) to 3 MHz (corresponding to 490 µm). This illustrates that
the mean spectra of random distributions contain information about the underlying
absorber sizes as well as the overall PDF of those absorbers.
A more qualitative explanation of this behaviour is as follows: the power spectrum
of few large absorbers is dominated by the characteristic size of the absorbers, but
as the absorbers decrease in size and increase in concentration the power spectrum
will increasingly start to resemble that of the continuous medium. It follows that
the features of the individual absorbers will decrease in importance in the spectrum.
Thus, while smaller absorbers would be typically understood to correspond to more
energy in the higher frequencies, this is not necessarily true since the overall shape
will increasingly resemble that of a larger absorber. This is not true when considering
the very high frequencies, but these only have a very small fraction of the signal’s
overall energy.
By inspection of Figure 7.18 this can be exemplified by considering two frequency
bands: A low frequency band between 0 MHz and 12 MHz and a high frequency
band above 12 MHz. The low frequency band is more susceptible to detecting the
larger structures. In this regime, the smaller absorbers are not resolved and “appear”
as the largest continuous structure, while instantiations with larger absorbers are
increasingly better resolved and the simulations with da = 100 µm appear as the
smallest structure. Thus, in the low frequency band, larger absorbers counter intuitively correspond to more energy in higher frequencies. The situation is reversed
in the high frequency band, where it is possible to detect individual absorbers on
the simulated length scales (including the 10 µm absorbers). Here, larger absorbers
correspond to less energy in the high frequencies. By measuring the mean frequency
within these frequency bands this behaviour was illustrated in Figure 7.19, where
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Figure 7.19: Mean frequency weighted by the power spectrum of simulated RF data, h f iROI .
Two regions of interest in the frequency bands were investigated: 0–12 MHz
and 12–500 MHz. It can be seen that the mean frequency content of larger
spheres is higher than for smaller spheres when considering the lower frequency band. This behaviour is reversed in the higher frequency band.

the mean frequency was calculated as
R

hωiROI
S (ω)ω dω
h f iROI =
= ROI
,
R
2π
2π ROI S (ω) dω

(7.5)

where the subscript ROI indicates the region of interest in the frequency band.
This discussion highlights the impact of the bandwidth of the transducer on the total
detected signal amplitude. In the simulations presented here a theoretical transducer
detecting exclusively the high frequency band between 12 MHz and 30 MHz would
perceive a drop in signal with larger absorber size. However, a very similar transducer
but with a Gaussian sensitivity with a FWHM between 12 MHz and 30 MHz might
perceive an entirely different trend as the lower frequency components are much
higher in amplitude. Likewise, it can also be seen on the left pane of Figure 7.19
that there is a transition in the mean frequency h f iROI with increasing concentration. That is, higher concentrations lead to a shift in h f iROI to lower frequencies,
or, in other words, an increase in concentration leads predominantly to an increase
245

in the characteristic frequencies corresponding to the continuous medium. Thus, if
the transducer is not sensitive to those frequencies (around 2 MHz in the simulations presented here), an increase in concentration would not lead to an increase in
photoacoustic amplitude.
Previous studies [8] have considered the heterogeneity of a suspension in terms of
the mean particle separation and linked detectable heterogeneity to the presence
of signal (i.e. energy) in the detected bandwidth. This viewpoint can be used to
argue that an increase in concentration should lead to a transition towards the higher
frequencies in the mean power spectrum as the mean particle distance decreases.
However, simulations published on the topic of absorber heterogeneity perceived
in photoacoustics found that more closely spaced absorbers gave rise to frequency
downshifting [7]. These studies were performed without background subtraction and
are therefore comparable and in agreement with the results presented above.
So far only S (ω) of the raw RF data has been analysed, however, in AR-PAF the
background subtracted signal is used. When subtracting the background, the part of
the signal corresponding to the shape of the PDF is removed. In this case, this is
the circular shape of 500 µm diameter. The resultant mean power spectra, shown in
Figure 7.20, confirm the absence of the notable energy peak around 2 – 3 MHz seen
in Figure 7.18.
After background subtraction, the shapes of the mean power spectra are dominated
by the size of the absorbers, but a change in concentration also appears to have some
impact. The mean particle distance d p in a 2D volume is given by
s
dp =

π(da /2)2
,
H

(7.6)

where H is the concentration. In the simulations presented here, d p ranges from
14 µm (H = 40%, da = 10 µm) to 400 µm (H = 5%, da = 100 µm). Using the dispersion relation of sound in water, this can be converted to characteristic frequencies
ranging from 100 MHz to 4 MHz, the majority of cases being under 30 MHz. Thus,
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Figure 7.20: Effect of changing the absorber size and concentration of random distributions
on the mean power spectrum of the background subtracted RF signal.

the characteristic frequency of length scales related to the concentration is within
the displayed frequency band.
By considering the mean frequency h f iROI this predicted trend can be measured
(see Figure 7.21). It can be concluded that a global shift in energy toward the higher
frequencies as the mean particles spacing decreases is consistent with the simulations
performed here. This is in line with the original hypothesis that smaller particles
spacings generate higher frequencies. Measurements made with da = 10 µm seem
to be the exception to this trend, however, inspection of Figure 7.20 points towards
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Figure 7.21: Mean frequency weighted by the power spectrum of simulated and background subtracted RF data, h f iROI . The regions of interest was chosen to be
0–500 MHz to capture a global trend. It can be seen that, on average, h f iROI
tends to increase with increasing concentration.

a possible explanation: with increasing concentration a peak in the 2–3 MHz region
emerges in the background subtracted power spectra made with da = 10 µm. It is
thought that this is due to incomplete background subtraction which can be explained
by the fact that the smallest absorber size matches the continuous absorber simulation
very closely.
In terms of AR-PAF performance, the background subtracted RF data needs to be
analysed with respect to overall energy as this defines the SNR. It can be seen
in Figure 7.20 that the majority of the energy is contained within the lower frequencies and that there is a significant rise in energy in the simulations with larger
absorbers. However, it can also be seen that this trend is highly frequency dependent
and at higher frequencies smaller absorber sizes generate the stronger signal. It can
therefore be concluded that it is important to be sensitive to the lower frequencies
to maximise SNR and a high frequency transducer’s SNR might even suffer from
increasing absorber size. Furthermore, under some conditions (e.g. using a high
frequency transducer) smaller absorbers can be beneficial for the signal contrast.
The analysis provided here shows that aggregation can, in principle, lead to a drop
in signal amplitude and thereby degrade AR-PAF performance. However, results
shown in Section 7.3.1 show that this was not the case in the experimental AR248

PAF measurements presented in this chapter. Rather, the decrease AR-PAF success
rate was attributed to instabilities in the flow due to the wake of large aggregates.
Modelling complex fluid dynamic effects like this are outside the scope of this thesis.
Performing AR-PAF processing on the RF time series simulated in this section
was therefore deemed of little analytical insight and was thus forborne. It is not
possible to make more quantitative predictions using the simulations presented here
because of the highly simplified geometry. Nevertheless, these simulations identify
general characteristics of random absorber ensembles and it was possible to use
these characteristics to inform and predict AR-PAF measurements. It is worth noting
that the simulations have also been performed with a range of NA (0.01 < NA < 1),
but no significant differences to the trends reported here (NA = 0.38) were found.
In summary, it was shown that the frequency content of random ensembles can
be described as the combination of two different spectra: one that is characteristic
of the absorber size (and shape) and one that can be modelled by the PDF of the
absorbers, i.e. the “continuous absorber” case presented here. The latter will be
referred to as the “background spectrum”. The presence of the background spectrum
can lead to surprising behaviour, like an increase in the mean detected frequency with
increasing absorber size. An increase in density was seen to predominantly affect
the background spectrum, which can be understood as a closer representation of the
continuous case (i.e. the PDF of the absorbers). In addition, background subtraction
was shown to remove the background spectrum effectively and thereby reducing the
signal’s sensitivity to concentration changes.

7.5

Conclusions

This chapter aimed to investigate the effect of aggregation on photoacoustic signals.
The motivation for this was twofold: (1) Aggregation serves as a model of inhomogeneous absorber distributions, which serve to analyse the transition from a random
speckle regime to an “absorber resolved” regime. (2) Aggregation is naturally occurring in the microvasculature and quantification of aggregation levels could provide
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a biomarker for disease diagnostics.
In order to exaggerate the effect of aggregation for enhanced impact on the photoacoustic signal, an experimental procedure was developed based on impulsively
started flow. This produced very slow flow rates (0–0.3 mm/s) and thus low shear
rates (using a 100 µm deep channel, the flow rates corresponded to 0 s−1 < γ <
3 s−1 ). This environment enabled the investigation of a range of RBC aggregation
states. Owing to the low flow speeds, it was possible to use the continuous data
acquisition mode (see Section 4.1.2). This allowed the implementation of frame
skipping as an analytical tool to investigate the AR-PAF performance without the
need to rely on optical PIV for a ground truth (which was found to be less reliable
than AR-PAF in the experiments presented in this chapter). This way, the robustness of AR-PAF with respect to larger displacements could be used as a measure of
performance.
It was found that physiological and even beyond physiological levels of aggregation
facilitate the detection of larger displacement to some extent. However, the experiment also showed that at extremely high levels of aggregation this trend reversed
and the accuracy dropped as the RBCs formed large and tightly packed clumps. It is
surprising that the larger clusters resulted in a worse AR-PAF performance as they
generated strong and distinct signals. It is thought that the drop in accuracy might
be related wake induced flow instabilities.
Increasing levels of aggregation were observed to be correlated with a strong increase
in the photoacoustic signal, but no signal increase with increasing haematocrit was
observed. The signal’s sensitivity to the aggregation level is a promising result highlighting the potential for photoacoustics to be used as a tool for the measurement of
aggregation. Despite this, it was not possible to reliably infer the level of aggregation from the photoacoustic signal. This is partly due to the inability to distinguish
the haematocrit of the different suspensions using the photoacoustic signal. However deficient experimental conditions like inadequate control of aggregation and
poor optical imaging of the RBCs were also relevant factors as they prohibited the
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comparison of the photoacoustic signal to an accurate aggregation index.
Simulations were performed for a deeper qualitative understanding of the experimental results. They showed that, depending on the detection bandwidth, increasing
aggregation can lead to a shift in energy towards higher frequencies. In addition it
was found that an increase in concentration predominantly affects the “background
spectrum” which is the power spectrum of the signal produced by a continuous medium approximation of the suspension. Since the background spectrum is dominated
by low frequency components, the two findings provide a plausible explanation for
the experimental results related to the measurement of aggregation: increasing aggregation leads to an increase in the mean frequency of the signal, which would lead
to a rise in detected signal of a transducer with a high frequency bandwidth. At the
same time, a change in the low frequencies would not be detected by such a transducer. It can be concluded that a wide bandwidth transducer, capable of detecting
both the low and the high frequency changes, should be able to quantify the level of
aggregation using spectral analysis.
Lastly, the simulations could also be used to analyse the transition from a speckle
regime to an absorber resolved regime. This was done by performing background
subtraction on the RF data, which was identified in Chapter 6 as a requirement for
speckle contrast. The power spectrum of the background subtracted data highlighted
that larger structures can lead to a drop in energy in the high frequencies. This is a
possible explanation for the experimental observation that very strongly aggregated
RBCs yielded worse results.
In summary, aggregation was studied experimentally and it was found that physiological levels of aggregation aid the performance of AR-PAF due to an increase in
signal amplitude. In addition, spectral analysis of photoacoustic signals were found
to be able to yield information about the aggregation state. However, an experiment
with more control over the aggregation state and with improved optical imaging contrast and photoacoustic bandwidth is needed for thorough experimental validation.
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Chapter 8

AR-PAF Using a Clinical Ultrasound
Array
The previous chapters focused on analysing AR-PAF with regards to its transduction
mechanism and were limited to one dimensional (1D) data acquired using a single
element focused transducer in order to reduce the complexity of the system. This
chapter presents the translation of the AR-PAF processing methods introduced in
Chapter 3 to two dimensional (2D) imaging using transducer arrays. This work
was the result of a collaboration with Dr. Pim van den Berg and Prof. Wiendelt
Steenbergen from the MIRA Institute for Biomedical Technology and Technical
Medicine (University of Twente). Parts of the work presented here have contributed
to a publication in the Journal of Biomedical Optics [93] and have been modified to
form part of this chapter, licensed under the creative commons license CC BY 4.0.
Implementing AR-PAF with a transducer array rather than a single element transducer is essential for advancing the technique closer to clinical applicability because
it enables imaging of flow. This has previously been demonstrated using a handheld
transducer array to image a low density suspension of microspheres [71]. Here, ARPAF is demonstrated using a clinical transducer array with a centre frequency of 15
MHz to measure the velocity of whole human blood. Furthermore, the effect of the
different processing steps developed in Chapter 3 are extended to and tested on this

Figure 8.1: Experimental setup for blood flow velocity measurements using AR-PAF. A
polyethylene tube of 580 µm inner diameter serves as a vessel phantom. It is illuminated with successive laser pulses to generate photoacoustic signals. Blood
flow through the tube is controlled using a syringe pump. The photoacoustic
signals are detected with a 64 element ultrasound transducer array (centre frequency = 15 MHz). The array is positioned such that a cross-section of the tube
is imaged and the orientation at an angle θ to the tube enables motion of the
cells to be observed as a displacement in the axial direction of the transducer.
The phantom and the transducer were held in place using custom made holders.

2D scenario.
The experimental setup and acquisition of the photoacoustic images are described
in Section 8.1. Section 8.2 describes the adaptation of the processing steps given in
Chapter 3 to 2D data. The results are presented and discussed in Section 8.3.

8.1 Experimental Design
In Chapters 5 and 7, AR-PAF was used in combination with PIV as a means for validating the measurements and gaining information about the microstructure of flow.
Here, a simplified experimental setup was used, aiming at acquiring photoacoustic
data only, as the focus is the practical application of AR-PAF. The experimental
arrangement is shown in Figure 8.1.
In order to mimic microscale blood flow, polyethylene tubing (0.58 mm inner dia254

meter) was immersed vertically in a water bath. Experiments were performed using
healthy human donor blood with 0.5 M Ethylenediaminetetraacetic acid (EDTA)
added to prevent coagulation.
The tube was illuminated with a dual cavity Q-switched Nd:YAG Litron Nano L
PIV laser, generating pulse pairs at a repetition rate of 15 Hz. The laser pulses in
each pair were separated by a time T =1 ms, had a pulse duration of 5 ns and a pulse
energy of 150 mJ. The measurements of whole blood were performed at 1064 nm,
as the comparatively low absorption coefficient at this wavelength enabled a more
homogeneous illumination of the tube than at 532 nm [8]. The beam diameter at the
tube was approximately 5 mm in diameter which is large in comparison to the resolution of the reconstructed images and thus imaging was performed in the acoustic
resolution regime.
The photoacoustic waves were detected with a 128 element ultrasound probe
(ESAOTE SL3116), which had a pitch of 100 µm and a bandwidth ranging from
11 to 17 MHz at the -6 dB points. The probe had 64 analogue to digital converters
(ADCs), so it recorded 64 time series per acquisition rather than 128. A single laser
pulse triggered all ADCs to acquire data with a sampling frequency of 50 MHz and
these data were used to reconstruct an image. The probe was positioned at an angle
of θ ≈ 60◦ to the tube, such that a cross-section was imaged, as shown in Figure 8.1.
The pairs of laser pulses generated corresponding pairs of images, with the images in
each pair being separated by a time T . Measurement of the displacement of absorbers
between the two images allowed calculation of the flow velocity.
The flow rate was controlled using a syringe pump (Cole-Parmer WZ-74900-15),
providing flow speeds in the range of 3 mm/s to 25 mm/s (displacements of 3 µm
to 25 µm). For each speed setting 200 image pairs were acquired, after which the
syringe was axially rotated by 180◦ and high pressure was applied to flush the tube
for a short amount of time, to prevent sedimentation inside the syringe and the tube.
After flushing and setting the next flow speed, the flow was allowed to stabilise for
one minute before acquiring the next data set.
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8.1.1 Trigger Timing
The triggering of the system posed a challenge, because the ultrasound scanner
controlling the transducer (MyLabOne) did not allow for triggered data acquisition. Rather, the scanner defined the timing of the triggering, so the laser had to
be triggered by the scanner, rather than to the other way around. This is a problem
because a jitter in the trigger timing can cause random offsets in the RF data, which
would corrupt AR-PAF measurements. For example, a jitter of 0.001% of T = 1 ms
corresponds to a 10 ns shift in time of arrival of the photoacoustic signal. This would
cause the AR-PAF analysis to be shifted by about 15 µm, which is 5 times larger
than the displacement due to the underlying flow in case of the lowest velocity
investigated here.
In order to trigger the laser, the trigger output by the MyLabOne scanner system
had to be extracted. When imaging with T = 1 ms, i.e. at 1 kHz, the scanner only
allowed for a single acquisition of 20 frames, but the dual cavity laser was only
capable of delivering two pulses separated by the required T (at a maximum pulse
rate of 15 Hz). The triggering sequence was therefore designed such that the first 2
pulses were directed to two separate outputs and the other 18 pulses were ignored.
For this, a timing circuit was developed, which is described in Figure 8.2.
Minimising the jitter between two frames of a frame pair was essential to achieve
good flow measurements. The jitter problem arises because the laser requires two
triggers per laser: one trigger for the flashlamp (FL) and one trigger for the Q-switch
(QS). The time delay between the first Q-switch (QS1) and the second Q-switch
(QS2) is what defines the time difference between the two laser pulses. However, the
optimal time difference between the first flashlamp (FL1) and QS1 is not the same
as the optimal time difference between the second flashlamp (FL2) and QS2 (114 µs
and 164 µs respectively). This complication meant that additional delay generators
had to be included. The MyLabOne software allowed for the addition of a constant
delay between trigger and data acquisition ∆MyLab . This was set to 164 µs, such
that enough time could pass between triggering the flashlamps and triggering the
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Figure 8.2: Schematic of the timing circuit designed to extract the first two pulses of a
pulse train and direct them to separate outputs. A pulse train is connected to
the clock (CLK) of two D-type positive-edge-triggered flip-flops (Texas Instruments SN74LS74AN, referred to as FF1 and FF2). On the rising edge of CLK
the binary inputs of FF1 and FF2 (DFF1,FF2 ) are transferred to their outputs
(QFF1,FF2 ). This sets QFF1 high while QFF2 remains low. The second rising
edge of CLK transfers the high state of QFF1 to QFF2 . The rising edges of QFF1
and QFF2 are the triggers for laser 1 and laser 2 respectively. FF2’s inverted output, Q FF2 , triggers a 555 timer integrated circuit (Texas Instruments NE555P)
in mono-stable operation. The timer’s output (OUT) clears FF1, forcing QFF1
to a low state for as long as OUT remains high. The third rising edge also sets
QFF2 to low. OUT drops back to low after a time t555 = ln(3) × RC1 , where R
and C1 are the resistance and capacitance of the mono-stable timer respectively.
t555 is set such that the timer resets after the first pulse train ends and before the
next pulse train begins.

Q-switches. An overview of the triggering timing is shown in Figure 8.3 and the
values for the timing delays are provided in Table 8.1.
Delays were introduced using a pulse generator (TTi TGP110 10 MHz) and an Ar257
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Figure 8.3: Schematic of control over time delay between flashlamp trigger and Q-switch
trigger of laser 1 and 2 (FL1, FL2, QS1, QS2) as well as synchronisation with the
transducer ultrasound acquisition. The ultrasound acquisition can be adjusted to
be a set time ∆MyLab after each trigger. The pulse generator delayed trigger 1 by
∆1 and triggered FL1 as well as the Arbitrary Waveform Generator (AWG). The
AWG output two pulses with additional retardation of ∆2a and ∆2b to trigger
QS1 and QS2 respectively. Trigger 2 was used to trigger FL2 directly.
Table 8.1: Overview of the timing parameters used for triggering the dual cavity laser.

Variable

Time /µs

∆1
50
∆2a (FL1/QS1)
114
∆2b
1114
∆MyLab (FL2/QS2) 164
T
1000

bitrary Waveform Generator (AWG) (Agilent 33210A 10 MHz). This arrangement
allowed for both QS1 and QS2 to be triggered by the same internal clock (that of the
AWG), while allowing for independent adjustment of the time delay between flashlamp and Q-switch trigger of laser 1 and laser 2. Lack of synchronisation between
the internal clocks of the signal generators and the ultrasound acquisition means that
the firing of the lasers might be slightly later or earlier than the start of the ultrasound
acquisition. This does not pose a significant problem as the key parameter is the time
difference between frames (T ), which does not suffer from this synchronisation issue
as both Q-switches are triggered from the same internal clock.
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Figure 8.4: Processing pipeline for extracting flow information from 2D RF data. The processing steps in the shaded region are repeated N times to yield a stack of
cross-correlation maps Rr=(i, j,k) .

8.2

Array Processing

The processing steps outlined in Chapter 3 need to be adapted when handling 2D
data. A key assumption made in Chapter 3 was that the data time series collected
by a single element transducer could be converted into a distance map. This was
done by multiplying the time with the speed of sound. This solution is a reasonable
approximation to make because a focussed transducer was used. When handling
2D data, time series data need to be translated into the spatial domain using image
reconstruction. The modified processing pipeline is shown in Figure 8.4.
The acquired RF data was used to reconstruct the photoacoustic images utilising
the Fourier Transformation (FT) reconstruction method [94] implemented using the
k-Wave MATLAB toolbox [87]. As part of the reconstruction, four-fold upsampling
in the lateral direction was performed, resulting in 256 axial pressure profiles per
image.
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The filtering steps used for 2D processing are similar to the single element transducer measurements in the previous chapters. A high-pass filter removes the low
frequency components of the detected signal and was applied in the axial direction
of the reconstructed images. The transducer has a detection band of 11–17 MHz,
corresponding to wavenumbers down to 73 cm−1 in a reconstructed image. The highpass filter was implemented using a zero-phase infinite impulse response filter, with
a stopband of 7 cm−1 and passband of 34 cm−1 (corresponding to sampling frequencies of 1 MHz and 5 MHz respectively). This ensured that the filter only affected
noise. In the future, the filter should be applied before image reconstruction. Here,
only a high-pass filter, as opposed to a band-pass filter, was used as filtering the high
frequency components was found to have no noticeable impact on the results. This is
likely because the lower sampling rate of the system (50 MHz as opposed to 1 GHz)
acted akin to the low-pass filter in the previous chapters.
Background subtraction was implemented the same way as in the 1D case: by taking
the average of corresponding pixels in the image stack and subtracting that value
from each pixel:
BS[pl (i, j, k)] ≡ pl (i, j, k) −

1 N
pl (i, j, k0 ),
N k∑
0 =1

(8.1)

where j has been added as an additional index to include the second dimension along
the lateral axis. As before, l ∈ {1, 2} denotes the first or second image of an image
pair. In other words, background subtraction was applied separately to the data sets
for l = 1 and l = 2. This was required due to different laser pulse energies of the first
and second laser in the dual cavity system. An example of a reconstructed image
before and after the filtering steps is shown in Figure 8.5.

8.2.1 Displacement Detection
To obtain spatially resolved velocity maps, cross-correlation based shift detection
was used as described in Section 3.2. Assuming laminar flow within the tube (the
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Figure 8.5: Example of a reconstructed image of the cross-section of a tube filled with
whole blood without filtering (a) and after background subtraction and highpass filtering (b). The images are displayed on a linear scale (arb. units) with
increased contrast for clarity. The cross-section of the tube is indicated with
dashed lines.

Reynolds number is of the order of 10 and turbulent flow is expected when it exceeds
2000), motion can be considered to be solely along the axial direction in the images.
Hence, it was possible to use 1D cross-correlation as before. This was done by using
corresponding Interrogation Windows (IWs) with a width of 1 pixel and a length of
W (i.e. the IWs were vertical lines with a length of W ). In principle, this approach
can be extended to displacements in arbitrary directions by choosing 2D IWs and
using a 2D cross-correlation function to find the displacement between frames. IWs
chosen in this experiment had a length of W = 32 pixels, corresponding to a spatial
extent of 0.95 mm in a reconstructed image. The Step siZe (SZ) between adjacent
IWs was 1 pixel, meaning that IWs were overlapping in the axial direction by 97%.
By cross-correlating all the corresponding IWs, taking the ensemble average of the
cross-correlation functions and finding the peak amplitude, a velocity map could be
constructed (see Chapter 3 for more details).
In order to discriminate between regions of high and low photoacoustic amplitude,
the velocity map was masked based on the cross-correlation amplitude. In Section 3.3 two masking strategies were introduced: median masking and ensemble
masking. Briefly, the difference between the two is based on whether to use the
ensemble average for masking (based on the mean), or to use a measure based on
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Figure 8.6: Illustration of the masking applied to photoacoustic velocity maps. The velocity
map (a) shows the correct flow region between a depth of 6 and 7 mm in the
central region of the image (light red, highlighted with the green box in the
colour bar, colour online). Velocities are also calculated outside the region of interest, which are dominated by noise and can take random values. The amplitude
map (b) corresponds well with the cross-section of the tube and is thresholded
to mask the velocity map (c). The median of the resulting masked estimate is
taken as the final velocity estimate.

the median. Mathematically, the two strategies can be expressed as




M (i, j) ≡ max mean Rr=(i, j,k) (n) and
n
k
h

i
?
e (i, j) ≡ med max Rr=(i, j,k) (n) ,
M
?

k

?

n

(8.2a)
(8.2b)

?

e are the amplitude maps used for ensemble masking and median
where M and M
?
e ? at half
masking respectively. Masking was performed by thresholding M and M

their maximum value. In Section 3.3 no significant difference between the two approaches was found and median masking was used in the previous chapters. The
masking is revisited here, because it was found that the collected data suffered from
interference from external outliers, which affects the two masking approaches differently. This will be discussed in more detail in Section 8.3. The reader is reminded
that a further step taken when calculating the cross-correlation maps was the decon?
e ? to M and
volution with a top-hat function the size of the IW, to convert M and M

e
M.
An example of a velocity map and the corresponding amplitude map are shown in
Figure 8.6.
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8.3

Performance of AR-PAF Using a Transducer Array

The effects of the filtering and masking methods described in Section 8.2 were
analysed by investigating their individual impacts on the reconstructed images. The
median mask was applied when testing of different filtering methods. For assessment
of the masking methods, both the high-pass filter and the background subtraction
were implemented. Velocity estimates are based on the median of the masked region
and the associated error bars are calculated using the standard deviation of those
values. Hence the error bars represent the variance within a single flow map and are
not indicative of fluctuations between measurements.
Figure 8.7 shows AR-PAF measurements of blood flow in vitro, with and without
image filtering. From this figure it is evident that background subtraction was an essential tool, since without the filter (*, solid line), the displacement was consistently
overestimated. This might appear counter-intuitive, as a larger static component in
the signal would suggest an underestimation of displacement. However, the systematic offset was recreated using computer simulations and was found to be due to
an overcorrection in the unbiased cross-correlation method (this was described in
Section 3.1).
Figure 8.7 also shows that combining background subtraction with a high-pass filter
provides the most effective way of correctly measuring displacements using crosscorrelations. Implementing background subtraction (O, dotted line) removes the
large DC component, making it more accurate, but some pixels in the masked region
are outliers (as indicated by the large error bars at 19 mm/s and 25 mm/s). These
outliers are a result of low SNR leading to local cross-correlation maxima due to
noise and therefore located anywhere on Rr (n) (i.e. any n). By implementing the
high-pass filter, the cross-correlation function becomes more robust due to the reduction in noise, enabling the correct maxima in the ensemble correlation functions
to be identified (+, dashed line).
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Figure 8.7: AR-PAF measurements of blood flow using a transducer array, with and without
image filtering. Flow measurements without filter were not accurate (*, solid
line). Implementing background subtraction enabled good estimates of the flow
speed, but outliers were present, resulting in large error bars (O, dotted line).
Using both background subtraction and high-pass filtering enabled accurate
blood flow measurements (+, dashed line).

The effects of different masking approaches were investigated using the optimal
filtering described above. Both background subtraction and high-pass filtering were
employed. After calculating the flow map, the region of interest was selected using
three different masking strategies: ensemble masking, median masking and median
e ? ).
masking without deconvolution (i.e. a mask based on M
Figure 8.8 shows the effect of different masking approaches on the in vitro blood
flow measurements. It can be seen that ensemble masking exhibited large errors
and underestimation (*, solid line). This is due to the higher sensitivity to outliers:
ensemble masking can still find spurious regions of interest (ROIs) if taking the
average of all the cross-correlation functions is not sufficient to eliminate outliers.
This could be the case if one or several images in the image stack have a region
with high transient signal not due to flow. In practice this can happen if a strong
absorber enters the field of view briefly during the data acquisition period. Under
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Figure 8.8: (a) AR-PAF measurements of blood flow using a transducer array, utilising
different masking approaches. Ensemble masking (M) was not successful (*,
e ? ) succeeded
solid line). Median masking without the deconvolution step ( M
in estimating the correct flow speed, but has a large error bar at the 25 mm/s
e also found
data point (O, dotted line). Median masking with deconvolution ( M)
the correct flow estimates, but with smaller error bars (+, dashed line). (b)
e ? and M.
e For M
e ? , the masked flow map
Illustration of amplitude maps of M, M
is displayed for the 25 mm/s flow speed measurement. One outlier was in the
ROI (black point, highlighted by blue arrow).

these conditions, the ROI is not restricted to the flow region within the imaged
phantom, but can be erroneously assigned to areas without flow.
Using median masking without deconvolution is less susceptible to outliers and
correctly identifies the ROI (O, dotted line in Figure 8.8). However, the ROI is
stretched out along the axial direction, including pixels in the neighbourhood of the
ROI. This can lead to the undesirable inclusion of outliers. For example, at 25 mm/s
a large error bar can be seen in the measured flow speed, because in that particular
case there happened to be one outlier near the ROI which was included due to the
stretched amplitude map. This problem is alleviated by using median masking with
deconvolution (+, dashed line in Figure 8.8), which produces an amplitude map
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that better represents the shape of the tube. Thus the accuracy of the measurements
is similar to that for median masking without deconvolution, but the error bars are
smaller.
The results in Figure 8.8 (+, dashed line) demonstrate the value of the processing
methodology incorporating background subtraction, high-pass filtering and median
masking with deconvolution.

8.3.1 Simulating Lower Laser Power
When using a laser spot size of 5 mm diameter, 5 ns laser pulses and a wavelength of
1064 nm, the maximum permissible exposure (MPE) on skin is 20 mJ according to
the international standard IEC-60825-1. Thus, the laser pulse energies used in this
chapter (150 mJ) exceed the MPE as the goal was to achieve the best possible SNR
for this feasibility study. However, it is worth noting that there was notable light
attenuation due to light absorption in water as the optical path length in water was
in the range of several centimetres. This attenuation is estimate to be in the range of
30% – 50%, based on an optical attenuation coefficient of 12 m−1 [95].
Lower laser pulse energies were modelled in silico by adding white Gaussian noise
to the RF data described above. The SNR was measured using the root mean squared
(rms) value of the noise:

SNRrms =

raw )2
max( fRF
2

noise )
rms( fRF

,

(8.3)

where fRF is the RF data, the superscript raw indicates the RF data before adding
white Gaussian noise and the superscript noise specifies a region in the RF data
which has no photoacoustic signal. Examples of various degrees of added white
noise can be seen in Figure 8.9.
It was found that the accuracies of the velocity measurements were reasonably
consistent for SNRrms > 9 dB (see Figure 8.10). Decreasing SNRrms levels from
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Figure 8.9: Example images of the RF data set acquired for blood flow measurements with
varying degrees of added white Gaussian noise. The images are displayed on a
normalised logarithmic scale with respect to their maximum amplitude.

the original data (SNRrms = 15.8 dB) changes the appearance of the RF data dramatically (see Figure 8.9), but the AR-PAF measurements retain their accuracy as
long as there is some signal detectable using the cross-correlation method. Below a
threshold about SNRrms = 8 – 10 dB, the measurements become unreliable, as the
cross-correlation method becomes dominated by noise.
Using Equation (8.3), the SNRrms of the original data is estimated to be 15.8 dB and
the SNRrms threshold discussed above is around 9 dB. This suggests that accurate
velocity measurements will still be possible even after a -6.8 dB drop in SNR. The
photoacoustic amplitude scales with the square root of the SNR, so a change of
-6.8 dB corresponds to percentage change in the amplitude of 10−6.8/20 = 46%.
Assuming a linear relationship between the laser power and the photoacoustic signal,
this means a laser power drop of about 46% is predicted to still yield accurate ARPAF measurements.
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Figure 8.10: Acoustic resolution photoacoustic flow measurements of whole blood at different flow speeds with added white Gaussian noise. The values in the legend are
the flow speeds which were measured without any added noise. These values
are also indicated on the plot by straight horizontal lines of the corresponding
colours. The onset of unreliable measurements is at around SNRrms = 8 – 10 dB,
which is indicated by a grey shading of the background.

8.4

Conclusions

This chapter demonstrates the feasibility of measuring the flow velocity of whole
human blood using AR-PAF with a handheld clinical ultrasound transducer. The
flow was measured inside a polyethylene tube of 580 µm inner diameter using a
64 element transducer array (centre frequency of 15 MHz). These are the first photoacoustic measurements of blood flow using a transducer array and they represent
an important step towards the clinical translation of AR-PAF.
A number of processing steps were developed in order to enable these challenging
measurements. The key steps are: image filtering, motion detection and masking.
Background subtraction and high-pass filtering were found to be critical steps for
accurate motion detection. Flow speed was quantified using a windowed crosscorrelation method.
268

Masking removes image regions that do not correspond to flow. Two different ways
of constructing this mask were investigated: one based on taking the mean of the
cross-correlation functions (ensemble masking) and one based on taking the median of their respective maxima (median masking). High intensity pixels appeared
outside the region of interest on some occasions. These outliers hindered correct
identification of the ROI using the ensemble masking method, while the median
masking was more robust to such noise. Lastly, a deconvolution step was implemented to ensure improved correspondence between the shape of the ROI and the
imaged cross-section of the phantom.
In order to bring AR-PAF closer to in vivo applications, further challenges need to
be overcome. First, the SNR of the signal is likely to be lower in tissue due to light
scattering. Initial in silico studies indicate that accurate velocity measurements are
still possible after reducing the SNR by a factor of two; however it remains to be
seen if these promising results are indeed indicative of robust in vivo performance.
Second, during image acquisition the flow is assumed to be constant and the vessels
are assumed to be stationary. Acquiring 200 image frames took approximately 13 s,
which is a long time in comparison to motion artefacts due to breathing, pulsatile
flow and muscle movement. A time-gating approach can be used to partially correct
for these artefacts, provided that breathing and heart rate are monitored. A more
straightforward solution would be to use a dual cavity laser with a higher pulse
repetition frequency (PRF): for example, a 200 Hz PRF would reduce the image
acquisition time by an order of magnitude. Third, red blood cell motion in superficial
vessels could in principle cause a moving optical shadowing effect that influences
the flow measurements in deeper regions. However, this is considered unlikely as
light scattering would blur out any time variations in optical fluence that could
compromise the measurements.
The present study demonstrates that blood flow speed can be measured using a clinical handheld US detector. In this study, the mean cell separations was less than
10 µm and the smallest detected wavelengths were about 75 µm long; and yet motion
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was still detected. The finding that movement can still be resolved even when the
underlying structure is not resolvable by the imaging system agrees with the experimental observations made in Chapter 5 and can be explained with the transduction
mechanism delineated in Chapter 6. This study shows that the considerations made
in Chapter 6 are also relevant to tomographically reconstructed images, as opposed
to just RF time series data.
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Chapter 9

Conclusions
The aim of this thesis was to develop and analyse Acoustic Resolution Photoacoustic Flowmetry (AR-PAF), with a focus on understanding the signal transduction
mechanism when imaging microscale blood flow. The signal transduction was of
special interest, because prior work presented successful measurements using whole
blood [8], which was previously thought to be prohibited by the signal homogeneity
arising due to high concentrations [7]. That is to say, it was thought that flow detection was reliant on the ability of an ultrasound detector to resolve individual particles
or particle clusters and this was analysed in terms of the mean particle separation
relative to the detector bandwidth [7]. Higher concentrations correspond to smaller mean particle separation and hence an increased difficulty in directly resolving
“structure”. A potential explanation for the ability to measure blood flow even though
the expected structure (i.e. the mean particle separation) was below the resolution
limit of the imaging system was that the Red Blood Cells (RBCs) actually formed
structure on larger scales due to aggregation [8].
AR-PAF is a promising modality, but it needs to be well understood so that its
potential can be realised. The work presented in this thesis provides a contribution
towards understanding AR-PAF and bringing it closer to clinical practice. The steps
taken to address the outstanding questions regarding signal formation, structure and
quality are summarised in Section 9.1. In Section 9.2, the results are used to inform

possible next steps with the goal of translating AR-PAF.

9.1 Summary of Findings
AR-PAF, being a very young modality, has so far mostly been treated from an experimental point of view, focusing on providing experimental validation of the ability
to track motion. However, in those publications the contribution of processing steps
to the overall performance have not been investigated systematically and, in addition, the methods have changed and developed over time. Thus, the first step in
advancing AR-PAF was to define and analyse the processing methods used for shift
detection. This was done in Chapter 3, which presents the first detailed discussion
of the computational steps necessary to accurately extract spatially resolved flow
information from photoacoustic signals. The outcome of this chapter is a general
processing pipeline and an investigation of the relevance of background subtraction,
cross-correlation biasing and the choice of interrogation window size on the quality
of the measurements.
In order to investigate the transduction mechanism in AR-PAF, knowledge about
the absorber arrangement and flow speed is crucial. For this, an experimental setup
was developed which is capable of simultaneous optical as well as photoacoustic
interrogation of a flow phantom using the laser as an imaging light source. The
setup presented in Chapter 4 combined optical microscopy with acoustic resolution
photoacoustic signal detection and is to our knowledge the first of its kind. This
enabled the tracking of motion using AR-PAF concurrently with Particle Imaging
Velocimetry (PIV), which could be used as a ground truth. Critically, the addition
of the optical imaging allowed for alignment of the transducer, since the optical
photoacoustic excitation pulse was the same as the optical imaging light source.
This allowed the source of the photoacoustic signals to be established more accurately. The challenge was to produce novel microfluidic channels to allow for optical
imaging, as geometric limitations due to the presence of the transducer prohibited
conventional microscopy strategies (e.g. bright-field microscopy). A fabrication
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method for reflective microfluidic channels was developed, which yielded the best
imaging conditions out of the investigated channels, and various chanel depths were
explored. However, it was found that the setup would fail to image channels at high
concentrations (> 20%v/v) as no light would penetrate through the channel’s depth
(channel depths of 200 µm and later 100 µm were employed).
In Chapter 5 the experimental setup described in Chapter 4 was used in order to
investigate the AR-PAF performance with the aim to identify sources of error and to
characterise them. Unlike in PIV, where frame rate and ensemble size of frame pairs
(i.e. the number of frames used for calculating the average cross correlation function) can be optimised for a given velocity, AR-PAF measurements are required to be
fast, restricting the measurements to low ensemble sizes, and prior knowledge about
the expected flow speeds is typically not available in in vivo measurements. It was
therefore of relevance to explore the performance of AR-PAF using a low ensemble
size with regard to the maximal possible detectable displacement. It was found that
displacements of over 30 µm lead to a strong decrease in the reliability of AR-PAF
when using ensemble sizes of 5 frame pairs. While large displacements were found
to lead to an eventual break down in AR-PAF (dependent on the SNR), no limit
for accurate measurements could be established for very small displacements and
even sub-pixel displacements could be detected accurately. It is thought that a (noise
dependent) lower limit exists, but it was not found as it was beyond the investigated
parameter space. This was demonstrated for displacements as small as 80% of a
pixel, corresponding to a displacement of 1.2 µm. The displacement window for reliable AR-PAF measurements depends on the SNR, signal and detection bandwidths,
range (and stability) of present flow velocities, detection aperture and light penetration and was therefore difficult to generalise. However, the measurements provided
here provide a useful benchmark for future AR-PAF studies.
It was possible to show that a break-down in AR-PAF tends to be quite abrupt,
meaning that there appeared to be a cut-off point for measurable displacements,
beyond which results were random and erratic and could clearly be identified as
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erroneous (see for example Figure 5.14 or Figure 5.17). The inclusion of the optical
PIV provided confidence that observed uncertainty in AR-PAF measurements were
in fact due to unstable flow conditions rather than uncertainty due to the AR-PAF
method itself (see Figure 5.24). This is valuable for translation of AR-PAF to an in
vivo setting, where independent flow velocity validation can be challenging: velocity
measurements captured over a period of time can be considered to be accurate if they
are consistent and a break-down due to too large displacements can be identified
as they become random and erratic. Thus it is possible to identify too large interframe displacements and it is hence recommended to decrease the time between
laser pulses (T ) if they are found too large.
Measurements presented in Section 5.4 and Section 5.5 indicate that AR-PAF is
largely insensitive to the concentration of RBCs within physiological limits and optical microscopy showed that RBCs were not aggregated during the measurements.
Hence, the results presented here show that aggregation was not a necessary requirement for AR-PAF measurements of whole blood even when using a detection
bandwidth that would have been thought prohibitive to resolving structure in the
flow. This is significant as a previous publication reporting successful measurements
of whole blood flow has pointed out that it should be challenging to resolve homogeneously distributed RBCs due to the small mean particle separation relative to
the transducer bandwidth [8]. Furthermore, aggregation was proposed as a possible
explanation for the successful measurements.
These observations motivated an analytical and in silico investigation of the signal
formation of homogeneously random distributed RBCs presented in Chapter 6. It
was shown that background subtraction allows for the detection of photoacoustic
speckle if many absorbers are located within the resolution cell of the detection
system. Since speckle is deterministic, motion of the underlying absorber distribution
leads to corresponding motion of the speckle pattern, allowing for the detection of
motion (theoretically) regardless of the underlying absorber number density. Thus,
by detailed analysis of the nature of randomly distributed absorbers it could be shown
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that, as opposed to previous assumptions, successful measurements are in line with
theoretical predictions and therefore not surprising. The limiting factor in speckle
tracking is the SNR of the system, rather than the presence of resolvable absorbers. A
break-down in AR-PAF at very high volume fraction (> 60%) could be explained by
analogy with ultrasound speckle, which elucidated the drop in SNR with increasing
volume fraction (see Section 6.1.5).
Experimental validation of the photoacoustic speckle theory is possible. Like all
other speckle phenomena, the signal amplitude of photoacoustic speckle follows
a Rayleigh distribution; it was possible to show that the experimental data used
for AR-PAF in Section 5.4 matched this distribution. The fact that the trackable
(i.e. deterministic) AR-PAF signal follows a Rayleigh distribution is strong – but
not conclusive – evidence for the signal to be speckle. In order to conclusively
demonstrate the presence of speckle, a new experiment would be required which
investigates the signal fading rate (the rate of zero-level crossings) with respect to
the size of the transducer resolution cell. This new experiment is discussed in more
detail in Section 9.2.
Additional experimental evidence for the presence of photoacoustic speckle can be
gained by investigating the transition from a non-speckle to a speckle regime. This
involves investigating the transition from few independent absorbers per resolution
cell to many independent absorbers. However, the SNR of the system was not high
enough to detect the photoacoustic signature generated by individual RBCs. As
an alternative strategy, RBC aggregation was induced, leading to the clumping of
RBCs. This allowed the comparison of randomly distributed absorbers (speckle)
with large, resolvable clumped absorbers (no speckle) at the same concentration of
RBCs. Additionally, in light of the speckle theory predicting good measurements
in the presence of randomly distributed (not individually resolvable) absorbers, it
was not clear how the transition to resolvable clumps would affect the AR-PAF
performance.
A further motivation for the photoacoustic investigation of aggregated RBCs is their
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physiological relevance: aggregation is a naturally occurring phenomenon which
can be affected by disease and the ability to detect changes in RBC aggregation
behaviour could be used to aid disease diagnostics and monitoring. The experimental
setup developed in Chapter 4 is uniquely suited for this as it is, to our knowledge,
the first time that acoustic resolution photoacoustic measurements could be made
simultaneously with co-aligned optical microscopy to validate the aggregation state
of the RBCs.
The results of the aggregation studies were presented in Chapter 7 and it was found
that aggregation aided the successful detection of larger displacements. However
at very strong levels of aggregation (beyond physiologically realistic) the positive
impact on AR-PAF was observed to decrease again. At such strong aggregation the
volume fraction of RBCs within the clumps was close to 100% and it is thought that
this local drop in heterogeneity might be part of an explanation for the observed behaviour. Large aggregates also affected the flow field in complex ways as their wake
induced flow unsteadiness, which is also thought to play a role. Nevertheless, it could
be established that physiologically realistic levels of aggregation would only have a
relatively minor effect on AR-PAF performance. Furthermore, the strongly aggregated state did not generate a photoacoustic signal magnitude distribution which fitted
the Rayleigh distribution well, which is in line with the speckle theory presented in
Chapter 6.
It was found that aggregation had a significant effect on the photoacoustic signal,
leading to a strong increase in amplitude (see Figure 7.12) which is in line with
other reports from literature [35, 36]. It was somewhat surprising that no comparably strong increase was found with an increase in haematocrit, however in silico
analysis showed that the main part of the concentration dependent signal increase is
in low frequency band, which the transducer was not sensitive to. The simulations
also showed that aggregation can lead to a perceived energy shift towards higher frequencies (depending on the detection bandwidth), which would explain the observed
increase in signal amplitude with increasing aggregate size. It could be concluded
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that spectral analysis of the photoacoustic signal can be used to distinguish between
concentration dependent and aggregation dependent signal changes. It is therefore
thought that, given sufficiently high SNR, it should be possible to infer the aggregation level and the simulations presented in this chapter indicate that this should
be possible in a frequency band of below 30 MHz. Thorough experimental validation is still required and should be made under constant shear to ensure steady state
aggregation measurements.
In Chapter 8 AR-PAF has been demonstrated using a clinical handheld transducer
array to enable imaging of 2D flow profiles. The transducer array had a centre
frequency of 15 MHz and the measurements were made with whole human blood in
a tube with an inner diameter of 0.58 mm. This is, to our knowledge, the first time a
transducer array has been used to image the flow of whole blood using AR-PAF.
In summary, the signal transduction of AR-PAF could be analysed as concurrent
optical microscopy allowed for validation of RBC distribution and flow velocity.
The optical ground truth gave confidence in the precision of AR-PAF as long as
the displacement between frames was kept small, even at high concentrations and
non-aggregated RBCs. This is remarkable as it might be argued that a small mean
particle separation below the resolution limit of the detector would be expected to
result in a homogeneous appearance of the signal. Theoretical analysis of randomly
distributed photoacoustic sources showed that the presence a trackable signal should
in fact be independent of the mean particle separation. Rather, the trackable signal
amplitude generated by randomly distributed absorbers should only depend on the
volume fraction and it is the SNR, not the resolution, which is the deciding factor in
whether or not AR-PAF is possible. Further experiments explored the behaviour of
AR-PAF with respect to aggregation and it could be established that the formation
of RBC aggregates yielded an improvement in AR-PAF performance. Lastly, ARPAF was brought one step closer to clinical relevance by demonstrating its use in
measuring blood flow with an ultrasound array.
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9.2

Outlook

In the course of developing AR-PAF in this thesis three different topics of interest
have been identified which require further work: (1) further analysis of aggregation, (2) development of photoacoustic speckle and (3) advancing closer to clinical
applicability.
A significant development presented here is the experimental setup which allows
for optical microscopy, co-aligned and concurrent with photoacoustic interrogation.
This setup can be utilised for an in depth study of RBC aggregation with regards to
the photoacoustic signal spectrum. Aggregation has been highlighted as an area of
interest here, but the nature of the experiment only allowed for the investigation of
transient aggregation states as it was not possible to maintain constant shear rates
due to experimental limitations. Improved flow control would enable better quantification of the aggregation state and a longer acquisition time. This information would
be necessary in providing conclusive evidence on whether or not acoustic resolution
photoacoustic imaging can be used in assessing physiological aggregation levels.
The first step in achieving improved flow control is to implement a pressure control
system which removes the need for a syringe pump and has been used in previous
studies for the precise and rapid control of low flow velocities in aggregation studies [33, 96]. Further improvement of the experimental setup can be made by creating
a channel geometry which allows for the transducer to be placed perpendicular to
the optical imaging plane. In this arrangement, the laser would illuminate the channel from the front, as was the case here; but rather than positioning the transducer
behind the channel, it would be positioned at its side (along the lateral direction in
Figure 4.2) while keeping the angle between channel and transducer (θ ) unchanged.
This was not done here because multiple channels were made with the same mould,
which allowed for easy changing of the channel without risking misaligning the
system. Positioning the transducer perpendicular to the imaging plane has two advantages: (1) the flow profile interrogated by the transducer is the same flow profile
imaged by the camera and (2) moving the transducer allows for the placement of a
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light source behind the channel, which allows for bright-field microscopy and thus
improved imaging conditions.
A second new aspect worthy of further investigation is photoacoustic speckle. This
should be done both theoretically as well as experimentally. Theoretically, the mathematical underpinnings of photoacoustic speckle can be developed further. Specifically, the treatment of the crystallographic and fluctuation terms used in ultrasound
should be re-derived for photoacoustic signal formation. Experimentally, the presence of photoacoustic speckle can be tested by measuring the signal’s fading rate.
The fading rate should correspond to the size of the detector’s resolution cell, which
can be measured experimentally for different transducers. As a next step it would
also be possible to translate the concept of the resolution cell to photoacoustic tomography. Since tomographic reconstructions are made with a limited aperture and
finite bandwidth, a point in reconstructed images contains information from some
area around that point, which shows that the concept of a resolution cell still applies.
Experimental validation of speckle in tomographic reconstructions is challenging
because the time series data of all detectors needs to be acquired simultaneously to
avoid decorrelation due to motion. This means that the detection of speckle would
be possible when using transducer arrays (potentially explaining the success of the
measurements made in Chapter 8). Tomographic reconstructions made with sequential detection, like that of Fabry-Perot sensors would be expected to “average out” the
information of the fluctuation term, rendering those images speckle free. However,
proof-of-concept studies can also be carried out using sequential data acquisition if
the phantom is stationary during imaging.
With regards to AR-PAF, the next developmental steps should be toward clinical
application. Work presented in this thesis has been focused on acquiring high quality
data for optimal signal analysis, but this idealised scenario is likely not representative
of the signal quality expected in an in vivo application. The maximum permissible
light exposure, scattering of light and the attenuation of sound in tissue all pose
significant challenges which are expected to degrade the SNR. Future experiments
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should aim to test the limits of AR-PAF under such more realistic conditions.
AR-PAF is a promising modality as its improved blood contrast in comparison to
Doppler ultrasound can facilitate the measurement of blood flow in smaller vessels
and/or in deeper tissues than previously possible. However, light delivery and the
presence of the background signal (the crystallographic term) could be detrimental
to AR-PAF. To demonstrate the possibility of using AR-PAF to enhance blood
flow imaging, AR-PAF measurements should be made concurrently with Doppler
ultrasound under realistic in vivo conditions as explained above.
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Appendix A

Channel Alignment Error
The effect of an error in the angle measurement between channel and transducer (θ )
can be analysed analytically. The transducer and the channel will have some angle
towards the vertical (γ and φ respectively, see fig. A.1).
The three angles can be related as
cosθ = cosφ cosγ

(A.1)

Figure A.1: Schematic showing the relevant angles between transducer and channel. The
z-axis is taken to be the vertical.

and thus
∂θ
∂φ

γ

sinφ cosγ
=p
1 − cos2 γ cos2 φ

(A.2)

and vice versa for γ.
The standard deviation in θ can be expressed as

s
σθ =

∂θ
∂φ

2

σφ2 +



∂θ
∂γ

2
σγ2 ,

(A.3)

where σφ and σγ are the standard deviation of φ and γ respectively. Using eq. A.2,
this becomes

σθ2 =

σφ2 sin2 φ cos2 γ + σγ2 sin2 γ cos2 φ
1 − cos2 φ cos2 γ

.

(A.4)

It can be seen that the effect of uncertainties in φ and γ is dependent on the magnitude
of φ and γ. In practice, φ has been measured to be around 51◦ , while γ does not
exceed 3◦ . Note that if γ = 0◦ , the effect of uncertainty in γ vanishes entirely.
The standard deviation in θ has been plotted for a range of different errors in φ
and γ in fig.A.2. It can be seen that errors in γ have a negligible effect even for the
relatively large value of γ = 3◦ .
The effect of an error in θ on the measured velocity can be analysed. The measured
velocity (v) is calculated using
v=

d
,
cosθ T

(A.5)

where d is the detected displacement towards (or away from) the transducer. The
standard deviation in the measurement is then given by

σv = σθ

∂v
∂θ
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= σθ tanθ v,

(A.6)

Figure A.2: Effect of misalingment of the channel on the angle between transducer and
channel.

Figure A.3: Effect of misalingment of the channel on the accuracy of velocity measurements.

where no error in T or d is being assumed. In practice it is being estimated that σθ
is about 3◦ , so the overall error in v is about 6% (see fig. A.3).
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Appendix B

Pulsed Photoacoustic Doppler
Measurements
Throughout this thesis, the shifts between successive photoacoustic Radio Frequency
(RF) time series were measured using cross-correlations. This approach has also
found use in ultrasound imaging, however, algorithms used in clinical practice are
typically based on the detection of a phase change in the signal rather than a direct
detection of a shift in the signal. The advantage of measuring phase changes over
using a cross-correlation approach is two-fold: (1) The processing requirements are
much reduced and (2) the system is less prone to outliers. The second reason can
be understood as the detection of false peaks in the cross-correlation function due
to insufficiently high SNR and decorrelation of the RBC ensemble between frames.
This is the same problem which has also been discussed in this thesis as a reason
for AR-PAF break-down (see Chapter 5). It is therefore worthwhile analysing the
method by which pulsed Doppler ultrasound images are acquired and if that method
can be translated to photoacoustic flowmetry.

B.1 Pulsed Doppler Ultrasound Processing
Pulsed Doppler ultrasound measurements are based on detecting a frequency in slow
time, which is generated by the motion of absorbers and can be calculated using the
Doppler equation as described in Equation (2.7). When considering an ensemble of
absorbers moving at different speeds, the Doppler equation can be rewritten in terms
of the mean velocity v [41, p.701]:
v=

cω
,
2ωc cos(θ )

(B.1)

where θ is the angle between flow direction and interrogation direction, ωc is the
central angular frequency of the excitation tone burst (the carrier frequency), c is
the speed of sound and ω is the central angular frequency of the detected slow time
signal at a given range-gate. It can be seen from Equation (B.1) that the detection of
a flow speed is reliant on the measurement of an angular frequency ω as well as the
knowledge about the carrier frequency.
Measurements of ω are based on the autocorrelation function of the signal in slow
time (Rs (τ))* [41, p.701]:
ω = −i
where i ≡

Ṙs (0)
,
Rs (0)

√
−1 and the dot denotes the time derivative

(B.2)
∂
∂τ .

Furthermore, it is useful

to express Rs (τ) in polar form:
Rs (τ) ≡ |Rs (τ)|eiΦ(τ) .

(B.3)

Thus, and noting that all autocorrelation functions are real valued at the origin
(which means that Φ(0) = 0), the angular frequency can be written down as [41,
p.703]


Φ(T ) − Φ(0) Φ(T )
1
Im (Rs (T ))
ω = Φ̇(0) ≈
=
= arctan
,
T
T
T
Re (Rs (T ))

(B.4)

* Rs is not to be confused with the autocorrelation function of the signal in fast time R p , which
was used in Section 2.2.
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where T is the time separation between successive tone bursts (the pulse repetition
interval).
In order to evaluate Equation (B.4) it is helpful to express the RF signal (i.e. the
signal in fast time) as a complex sum of the in-phase (I) and quadrature components
(Q) of the signal. This is equivalent to finding the analytic representation G of a real
valued function I using the Hilbert transform, where I is the measured amplitude of
the RF signal. The RF signal can hence be written down as
G(t) = I(t) + iQ(t)

(B.5)

and by choosing a specific range gate, i.e. a specific time point t, the equation above
can be rewritten as
G(m) = I(m) + iQ(m),

(B.6)

where m is an index to indicate the acquisition number in slow time, in other words,
I(m) and Q(m) are the in-phase and quadrature components of the mth line scan at
a given range gate. From the definition of the autocorrelation function of discrete
signals Rs (T ) can be approximated as [41, p.705]
Rs (T ) ≈
where

∗

1 M−1
∑ G(m)G∗(m − 1),
M − 1 m=1

(B.7)

denotes the complex conjugate and M denotes the number of line scans

which are being used for the calculation. Combining Equation (B.4) and Equation (B.7) yields
"
#
Q(m)I(m
−
1)
−
Q(m
−
1)I(m)
1
∑M−1
ω ≈ arctan m=1
.
T
∑M−1
m=1 I(m)I(m − 1) + Q(m)Q(m − 1)

(B.8)

Equation (B.7) and Equation (B.8) are based on the assumption that the acquisition
of frames is evenly spaced in time, such that the (m + 1)th acquisition is a time T
after the mth acquisition, for all m. However this is not the case when performing
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measurements in dual frame mode, where only two consecutive frames are separated
by T . Thus, in dual frame mode, M = 2, and Equation (B.8) becomes


1
Q(m)I(m − 1) − Q(m − 1)I(m)
ω ≈ arctan
.
T
I(m)I(m − 1) + Q(m)Q(m − 1)

(B.9)

It is worth noting that Equation (B.9) can be rewritten as [97]





1
Q(m)
Q(m − 1)
φm − φm−1
ω ≈
,
arctan
− arctan
=
T
I(m)
I(m − 1)
T

(B.10)

where φm is the RF signal’s phase of the mth line scan. It can therefore be seen
that the autocorrelation method in Equation (B.8) is based on measuring phase-shift
information of the RF data over a range of m. Furthermore, in the specific case of
M = 2, the autocorrelation method is equivalent to measuring the phase shift of the
RF signal between the first and second frame acquisition.
In order to deduce a flow speed from a measured phase shift, information about the
underlying carrier frequency ωc is necessary, as can be seen from Equation (B.1). In
ultrasound, ωc is known as this is the central frequency of the excitation tone burst. In
photoacoustics, however, a wide bandwidth signal is generated and detected, which
means that it is not possible to define ωc .
The presence of a carrier frequency in a detected photoacoustic signal can be
“enforced” by band-pass filtering the signal with a relatively narrow band. There
is a trade-off in choosing filtering bandwidth: a narrow band ensures that ωc is well
defined, but it removes more information from the signal, thereby potentially reducing SNR. In addition, the central frequency of the filter needs to be chosen. A
lower frequency allows the detection of larger displacements before phase wrapping
becomes a problem, however, lower frequencies should be less sensitive to smaller
displacements. It is also possible to choose multiple band-pass filters for improved
robustness at the cost of processing time. The best filtering strategy for photoacoustic
Doppler processing remains unexplored as it was outside the scope of this thesis.
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B.2

Experimental Results

The Doppler processing method described above was tested on experimental ARPAF data. For this, the experimental setup described in Chapter 4 was used. The
acquired dataset is described in detail in Section 6.2.4. In brief, a tube with 500 µm
inner diameter was used as a vessel phantom and a low density (1%v/v) monodisperse red polystyrene sphere (3 µm diameter) suspension was used as a blood
mimicking phantom. Flow was provided using a syringe pump and a focused spherical single element transducer (centre frequency of 30 MHz) was used to detect
generated photoacoustic signals.
The flow speed in the channel was calculated using two different methods. The first
method is based on using cross-correlations, as described in Chapter 3 and the second
method utilises the Doppler effect as described in Section B.1. The cross-correlation
method used ensemble correlations with 50 frame pairs. To facilitate the Doppler
processing, the signal was band-pass filtered with a centre frequency of 5 MHz. The
filter was implemented using a finite impulse response filter of order 40 with cut-off
frequencies of 3.3 MHz and 7.5 MHz. Measurements were repeated 50 times and the
median measurement was used. After velocity detection using Equation (B.1) and
Equation (B.9), the resultant velocity profile was low-pass filtered with a passband
frequency of 10 MHz in order to reduce noise. Processing the data using the crosscorrelation method took 50.5 s, while the Doppler processing took 0.93 s* .
Measurements were made using a range of flow speed settings and different T .
Flow speed settings were v ∈ [7.1 µm/T, 14.1 µm/T, 21.2 µm/T, 28.3 µm/T ] with
T ∈ [1 ms, 10 ms, 100 ms]. This corresponded to peak velocities in the channel centre
of vmax ∈ [56.6 mm/s, 5.66 mm/s, 0.566 mm/s] for the three pulse separations respectively (assuming laminar flow). The maximum detectable velocity using the Doppler
method and a centre frequency of 5 MHz is 104 mm/s, 10.4 mm/s and 1.04 mm/s for
the three different laser pulse separations (assuming an angle between transducer and
* The calculations, based on custom MATLAB scripts, were performed on a MacBook Pro,
3.1 GHz Intel Core i7, 16 GB DDR3 RAM.
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Syringe pump setting

Figure B.1: AR-PAF flow profiles using cross-correlation shift detection (left column) and
Doppler shift detection (right column). Measurements were performed in a
tube with 500 µm inner diameter, perfused with a suspension of 1%v/v red
polystyrene spheres. The x-axis is the distance to the transducer surface and the
y-axis measured flow speed from the photoacoustic signals. The average flow
speeds were defined using a syringe pump and are supplied in the legend.

flow direction of 45◦ ), which means that phase wrapping artifacts could be avoided.
The resultant flow measurements are displayed in Figure B.1 for both the crosscorrelation method (left column) and the Doppler method (right column). It can
be seen that the results generated using Doppler processing are in broad agreement
with those generated using cross-correlations. Furthermore, the cross-correlation
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method yielded more consistent flow profiles than the Doppler method. This is
perhaps not surprising as the cross-correlation based measurements make use of the
entire frequency domain, while the Doppler method is restricted to a small frequency
window.
In conclusion, it could be experimentally demonstrated that the autocorrelation
method, which is commonly used in Doppler ultrasound processing, is a potential technique to be used in AR-PAF. This could be established as both the crosscorrelation and the Doppler measurements were in broad agreement with each other.
Additionally, it was possible to perform the Doppler processing 54 times faster than
the cross-correlation processing, which is a significant improvement in speed. While
the Doppler measurements presented here appear to have low accuracy, it is thought
that it should be possible to improve the measurements by increasing the number of
frames M. Finding the optimal filtering strategies and choice of M was outside the
scope of this thesis but should be subject of future investigations.
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Appendix C

Variance Under the Hilbert
Transform
Consider a finite real signal a(t) with a(t) = 0 for t < 0 and t > T with zero mean
(i.e. no DC component). The signal’s variance can be calculated as
σa2

1
=
T

Z T
0

1
|a(t)| dt =
T
2

Z ∞

|a(t)|2 dt

(C.1)

−∞

It can be shown that
Z ∞

1
|a(t)| dt =
2π
−∞
2

Z ∞

|S(ω)|2 dω,

(C.2)

−∞

where S(ω) is the fourier transformation (F ) of a(t).
The imaginary part of the signal can be derived using the Hilbert transform
1
H(a(t)) = b(t) =
π

Z ∞
a(τ)
−∞

t −τ

dτ,

(C.3)

which has the effect of imparting a phase shift of π/2 to every Fourier component

of a(t). A property of the Hilbert transform is that
F (H(a))(ω) ≡ F (b)(ω) = −i sgn(ω)S(ω),

(C.4)

where sgn is the signum function:




1,
if ω > 0



sgn(ω) ≡ 0,
if ω = 0





−1, if ω < 0

It follows that

Z ∞

1
|b(t)| dt =
2π
−∞
2

Z ∞

(C.5)

|i sgn(ω)S(ω)|2 dω.

(C.6)

−∞

Since |i sgn(ω)|2 = 1 ∀ω 6= 0, and F(ω) contains no DC component, the above
simplifies to
Z ∞

1
|b(t)| dt =
2π
−∞
2

Z ∞

2

|S(ω)| dω =

−∞

Z ∞

|a(t)|2 dt

(C.7)

−∞

and hence (using Equation (C.1))
σa = σb ,

(C.8)

where σb is the standard deviation of b(t). In other words, the variance of any Hilbert
transformed real signal is the same as the original signal, as long as the original signal
has no DC component.
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Appendix D

CNC Milling Strategy
Mircomilling allows manufacture of complex surfaces on a wide variety of materials
with micron scale resolution. This is achieved by removing material of the blank
stock using a cutting tool (akin to a drill) mounted on a fast rotating spindle following
a computer generated toolpath. For the purpose of creating moulds for PDMS, acrylic
was found to be a suitable material as it is readily available, easily machinable and
allows for the cured PDMS to be removed thanks to its hydrophobic surface.
The toolpath was generated using Autodesk® Fusion 360™ based on the CAD
model of the channel geometry described above. The CNC strategy was split into
three stages to optimise the surface quality of the mould.
1. Roughing pass: The rough outlines of the desired shape are being cut out of
the stock material. Here 0.1 mm of stock was left both axially and radially.
2. Finishing pass: The additional stock was removed (see Figure D.1). Removing
only a small amount of material improved the cut quality as removed chips
(also known as swarf) could be more effectively transported away.
3. Contour pass: This toolpath traces out the contour of the channels in a continuous line. This improved the smoothness of the vertical channel walls.
The mould was machined using a “Mini-Mill/3” CNC machine (Minitech Machinery

Figure D.1: CNC finishing path to create a mould for microfluidic channels out of an acrylic
plate. The stock material is displayed in light red and the motion of the cutting
tool is described by the lines: The path starts with a 2◦ helical ramp (dark red,
left) to enter the stock, cutting moves are displayed in blue and moves without
tool engagement are displayed in yellow. The end of the toolpath is marked
with a black dot (centre left). A slot clearing strategy was employed which
ensured that the cutting tool would never encounter sharp corners and kept the
tool engagement almost constant at 0.8 mm (40% of the tool’s diameter). This
allowed for faster machining and improved the surface smoothness.

Co.) and a 1.98 mm diameter milling tool (TR-2-0781-S, Performance Micro Tool).
The acrylic was mounted in the CNC machine using double sided adhesive tape
to prevent vibrations of the material. After machining, the surfaces of the channels
were polished using polishing paper.
When milling acrylic, it can be important to differentiate between cast or extruded
acrylic as it has been observed that extruded acrylic has a propensity to melt when
using high spindle speeds. However, it was found that both extruded and cast acrylic
can be machined well using the configuration detailed in Table D.1.
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Table D.1: Parameters used for milling acrylic. The feed rate for the roughing pass was
100 mm/s, while the other passes were done with a feed rate of 50 mm/s.

Parameter

Value

Tool diameter 1.98 mm
Tool type
2 flute, flat nose
Spindle speed 18.000 rpm
Feed rate
100 mm/s, 50 mm/s
Ramp
40 mm/s
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Appendix E

Aggregation Under
Syringe-Pump-Controlled Flow
The experiments in this chapter were made with RBC suspensions in a PBS solution
mixed with dextran and the experimental setup described in Chapter 4 was used
for simultaneous AR-PAF and PIV data acquisition. Flow studies were performed
in channels of 100 µm and 200 µm depth. The average flow speed in the channels
ranged from 2.8 to 25 mm/s. For the 100 µm and 200 µm deep channels, this corresponds to γ ranging from 28 s−1 to 250 s−1 and 14 s−1 to 125 s−1 respectively.
The experimental setup could not reliably provide stable flow at the low end of this
range.
It was possible to achieve varying degrees of rouleau formation, as can be seen
in Figure E.1, where a haematocrit of 5% was used. At γ = 28 s−1 rouleaux and
individual RBCs can be identified and the average rouleau size was observed to
decrease with increasing shear. At γ = 111 s−1 no aggregation could be observed
and the overall appearance of the suspension was similar to the non-aggregating case
(PBS). Due to the deep channel size in comparison to the depth of focus (3.6 µm)
as well as the challenging lighting conditions it was difficult to quantify the average
rouleau size, even at low concentrations. It was estimated that the rouleaux size was
on the order of tens of RBCs per aggregate at γ = 28 s−1 .

(a) Dextran, γ = 28 s−1

(b) Dextran, γ = 56 s−1

(c) Dextran, γ = 111 s−1

(d) PBS, γ = 28 s−1

Figure E.1: RBC suspensions with a 5% concentration PBS and dextran in a 100 µm deep
channel under different shear conditions. The images are about 170 µm wide.

In order to ascertain how aggregation affects the AR-PAF accuracy, two experiments
were performed: one experiment was done with adjusted T , such that displacement
between frames would not change with varying flow speed. This way a range of shear
rates could be explored. A second experiment was done at constant flow rate, but
with varying T in order to systematically control the displacement between frames
without affecting the aggregation levels. Both experiments were done with RBC
concentrations ranging from 5% Hct to 40% Hct.
The acquisition parameters for both AR-PAF and PIV were the same: frames were
acquired in pairs and each measurement consisted of 10 frames, i.e. 5 frame pairs.
For each flow speed or displacement setting, the process was repeated 10 times and
for each repetition the median flow speed within the ROI was taken as the flow
speed measurement. It was not possible to use PIV as an independent validation
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(a) 100 µm deep channel

(b) 200 µm deep channel
Figure E.2: Standard deviation of low-displacement measurements over a range of velocities
in suspensions with and without dextran. Displacement measurements were
done with T being adjusted such the mean displacement between frames was
about 27 µm. Rouleaux are is expected to be small at pseudoshear rates of
γ = 50 s−1 and entirely disaggregated at γ > 100 s−1 .

tool because of the high concentrations used. Thus, the standard deviation of the 10
measurements was used as an indicator of accuracy (this is the same analysis as in
Section 5.2).
Figure E.2 shows this standard deviation in both the 100 µm and 200 µm deep channels for dextran and PBS suspensions over a range of flow speeds (i.e. a range of
shear rates). The 100 µm deep channel shows no significant difference between aggregating (dextran) and non-aggregating (PBS) suspensions and no shear dependent
change in the AR-PAF accuracy could be found. There is one significant outlier in
this dataset (PBS 5% Hct at 11 mms/s). Since the haematocrit was low enough in
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that measurement, it was possible to use PIV to investigate if the variable flow speed
was due to flow instabilities. It could be confirmed that the large standard deviation
was in fact due to the presence of flow instabilities.
For the non-aggregating (PBS) suspension, the 200 µm deep channel also shows
(mostly) low standard deviation and no dependency on the flow speed. However,
aggregating suspensions (dextran) at 20% Hct and 40% Hct show surprisingly large
standard deviation for flow speeds of below 17 mm/s (γ = 85 s−1 ). Unfortunately the
optical contrast was too low for independent PIV analysis for these concentrations.
It is possible that the observed increase in standard deviation is due to aggregation.
This is supported by the decrease in standard deviation at shear rates where no
aggregation is expected (γ > 100 s−1 ).
The above findings are inconclusive for three reasons. First, the measurements with
low concentrations in the 100 µm deep channel have shown that large standard deviations can be due to unstable flow. Second, the presence of a large outlier at 25 mm/s
for the 40% Hct dextran suspension in the 200 µm deep channel diminishes confidence in the result (no aggregation dependent effects should be observable at such
high flow speeds). Third, the same trends were not found in the 100 µm deep channel
nor for the lower concentrations in the 200 µm deep channel.
A possible explanation for discrepancies in the behaviour between channels and
concentrations is the light penetration, which depends on concentration and depth.
Deeper channels and higher concentrations reduce the light penetration which might
adversely affect AR-PAF. Thus, even if aggregation made the measurements less
accurate (as suggested by the increased standard deviation in Figure E.2b), the improvement in signal quality due to the improved light penetration might have been
sufficient for successful measurements in the shallower channel.
In order to check if the presence of aggregation was detrimental to the accuracy even
in those cases with improved light penetration, the displacement between frames
was varied. AR-PAF accuracy is dependent on displacement and the measurements
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(a) 100 µm deep channel

(b) 200 µm deep channel
Figure E.3: Standard deviation of low-shear measurements over a range of displacements
in suspensions with and without dextran at constant velocity. Displacement
measurements were performed at γ = 56 s−1 and γ = 28 s−1 for the 100 µm
and 200 µm deep channels respectively.

break down once the displacement between frames becomes too high (as shown in
Chapter 5). If aggregation is indeed detrimental to the accuracy, then it would be expected that the displacement dependent breakdown occurs at smaller displacements
in the presence of aggregation.
The second experiment, performed at a constant flow speed of 5.6 mm/s but with
varying T , was designed to control the displacement between frames systematically.
This flow rate corresponds to γ = 56 s−1 and γ = 28 s−1 for the 100 µm and 200 µm
deep channels respectively. The resultant standard deviation plots are shown in
Figure E.3.
Only few general trends can be identified when investigating the displacement de305

pendent breakdown in AR-PAF accuracy with regards to aggregation, channel size
and concentration. Perhaps the most noticeable feature is the increased robustness
to displacement of the shallower channel. The standard deviation of similar measurements made in the 100 µm deep channel is consistently low at displacements of
up to 41 µm. Measurements made in the 200 µm deep channel show poorer precision (large standard deviation): even some measurements made at displacements of
28 µm have a high standard deviation in the 200 µm deep channel. It is worth noting
that these “low accuracy” measurements are those made with dextran (i.e. in the
presence of aggregation). In the 100 µm deep channel, no effect due to the presence
of dextran could be established. However, this could also be due the higher shear
rates in this shallower channel, decreasing the effects of aggregation.
Overall, the results presented in this section point to a possible decrease in ARPAF accuracy due to RBC aggregation. However, it is not possible to draw definite
conclusions for three reasons. (1) The findings are based on the standard deviation
of measurements taken in flow, which is known to be unstable and it was not possible
to use PIV to correct for this due to the high concentrations used. (2) The onset in
AR-PAF breakdown with increasing inter frame displacement was sudden, that is, no
gradual increase in standard deviation could be observed for some suspensions (e.g.
all PBS suspensions in the 200 µm deep channel). (3) The shear rate was too high
in the 100 µm deep channel for significant aggregate formation. It is thought that
performing the experiment with a smaller step size in T should be able to resolve a
more gradual breakdown. Repeating the experiments with a finer step size in inter
frame displacement and lower flow speed was deemed to be of little use without
solving the unstable flow problem.
Addressing the unstable flow problem is critical in order to be able to perform aggregation studies under constant shear. One possible source of instability is the syringe
pump as the friction of the syringe plunger can be variable, bubbles in the syringe can
add compliance and the motor of the syringe pump imposes a finite step size in the
flow delivery. A pressure controlled system, as opposed to a flow speed controlled
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system, can solve these problems. This would involve pressurised gas, controlled by
a computer controlled needle valve, to be used on the inlet side and thus allowing for
a well defined pressure gradient across the channel. While promising, this approach
required significant modification of the experimental hardware and software. Furthermore, it was not certain that the syringe pump was the major contributing factor
with regards to the flow instabilities, meaning that the experimental modification
had unknown utility.
In summary, the inconclusive nature of the results presented in this section point
towards a weak effect of aggregation on AR-PAF accuracy, and further modification
of the experiment for improved precision was complex.
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Appendix F

Micro Particle Image Velocimetry
Micro Particle Image Velocimetry (µPIV), first described in 1998 [98], is an established flow measurement technique and has been used to study the properties
of microvascular blood flow in vitro [99, 100], as well as in vivo [101, 102]. It is
based on taking a series of macroscopically magnified images of laser illuminated
seed particles in flow and reconstructing their displacement using spatial domain
cross-correlation.
µPIV provides spatially resolved flow velocity profiles. This is achieved by dividing
the image into small interrogation regions and cross-correlating them with the corresponding ones in the next image. The average particle displacement within these
regions can be found by identifying the point of maximum correlation between an
interrogation region pair.
Typically fluorescent particles are used as tracers. They have the advantage that they
emit at a different wavelength compared to the excitation light. Thus background
light can be filtered out using a dichroic mirror.
When particles suspended in the medium are visible under bright-field illumination,
a different mode of µPIV can be used. Instead of tracking Gaussian intensity profiles, as with fluorescent tracers, the cross-correlation algorithm is applied to the
bright-field image [103, 104]. This is of high interest for analysing blood flow, be-

cause RBCs can be used as seed particles, without the need for artificial tracers or
fluorescent labels.
Bright-field imaging and fluorescent imaging do not necessarily give the same results.
This is because in µPIV the small size of the sample imposes volume illumination
(as opposed to thin sheet illumination), i.e. the camera detects motion from a range
of image planes around the focal plane. This range, called the depth of correlation
(zcorr ), is strongly dependent on particle size (da ) and weakly dependent on magnification (M) [105]:
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where f# is the focal number of the lens, λl is the wavelength of light and ε is a
measure of the drop in relative contribution of a particle as it moves away from the
focal plane* . Because the tracer particles for a bright-field image have a different
size and illumination wavelength than fluorescent particles, zcorr is different for the
two imaging modes.
In practice zcorr is comparable in size to the diameter of microvasculature (≈10–
100 µm). This leads to a systematic underestimation in the velocities because tracer
particles near the vessel walls travel slower. If zcorr is smaller than the vessel, then
the measured velocities will be a function of the vessel diameter, as the influence of
low flow speeds near the wall will be weaker for larger vessels.
Poelma et al. (2012) studied this effect of this by using different tracers (RBCs
and fluorescent particles) in vivo [106]. It was shown that for high magnification
(M = 25) there is a significant difference between velocity measurements performed
with RBCs and fluorescent tracers (up to 100%). For low magnification (M = 12.5)
both methods agreed with each other. It is believed that this is because under those
conditions zcorr is larger than the vessel diameter, i.e. both measurements are “depth* ε is often chosen to be 0.1, but is in general dependent on M, da , λl , f # , and the distance to the
focal plane itself [105].
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saturated”. It was shown that in the depth-saturated regime all velocities are underestimated by a factor of 0.66. This underestimation is a global error and is therefore not
a problem when making statements about µPIV measurements relative to each other.
However, when trying to get an absolute measure of flow speed, µPIV measurements
would need independent validation.
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Appendix G

Examples of Raw Data
Here, examples of photoacoustic time traces are shown, acquired using the experimental setup described in Chapter 4. Throughout this thesis a number of experiments
have been performed using this setup. First pilot studies were done using polystyrene
microspheres (Sections 4.4, 5.1 and 5.2) and typical waveform are shown in Figure G.1. A large fraction of results which have been presented are based on measurements using RBC suspensions of different concentrations in a 100 µm deep channel
(Sections 5.2, 5.3, 5.4 and 6.1.6) and raw data underpinning those results are shown
in Figure G.2. Lastly, photoacoustic time traces were also acquired using channels
of different depths (Section 5.5) and three typical datasets can be seen in Figure G.3.
In all cases, the data are shown before and after background subtraction to illustrate
static components in the signal. Raw waveforms from Chapter 7 and Chapter 8 are
not provided here, as examples of raw data are already presented in the respective
chapters (Figures 7.2b and 8.5 respectively).

(a) 1% Hct

(b) 2.5% Hct

(c) 5% Hct
Figure G.1: Examples of single time traces acquired using 3 µm microspheres in a 200 µm
deep channel.
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(a) 10% Hct

(b) 40% Hct

(c) 100% Hct
Figure G.2: Examples of single time traces acquired using RBC suspensions of varying
concentrations in a 100 µm deep channel.
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(a) 100 µm

(b) 200 µm

(c) 400 µm
Figure G.3: Examples of single time traces acquired using RBC suspensions (5% Hct) in
channels of different depths.
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