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Abstract
This thesis tackles the inverse lighting problem of computer graphics. Specifically, the thesis introduces novel methods of estimating the distant lighting
environment which illuminates a real-world scene given, as input, a single photograph of a known object found or placed within the scene. Two immediate
applications of the inverse lighting techniques introduced herein are in: 1) augmented reality where virtually rendered content is integrated with a live view
of the real-world scene in real-time and, 2) in film post-production where virtually rendered content is composited with previously shot footage in an offline
process. Achieving realistic integrations of virtual and real content requires, at
a minimum, accurate geometric and plausible radiometric calibration (in the
form of omnidirectional lighting estimation). This thesis contributes strictly
to radiometric calibration but does make use of existing geometric calibration
methods in experimental validations.
We first introduce a custom voxel “shading probe” which enables approximate global illumination rendering of arbitrary voxel models by lightmapping
simple linear combinations of the probe’s captured faces. We then extend
the “shading probe” idea to cater for arbitrary, non-voxel, 3D models. We
propose a spherical-partitions probe, whose shading, at a few designated surface points, encodes optically-computed basis-convolved incident illumination.
These shading values can then be directly used as basis coefficients for lighting
in a precomputed radiance transfer framework.
Following the same line of investigation, we posit the use of the human
face as an outdoor lightprobe. To achieve this goal, we model incident lighting
by the latent space of a convolutional autoencoder trained on skies as well as
by a statistically-constrained pre-specified parametric sky model.
Finally, we introduce a novel theory of fast convolutional sparse coding on
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the sphere with inverse lighting applications. We express our theory in a computationally efficient form by leveraging state-of-the-art spherical harmonics
theory for decomposing anisotropic spherical signals as weighted combinations
of rotated zonal harmonics.

Impact Statement
Augmented reality (AR) is becoming increasingly popular, moving from research and industry labs into mainstream culture. Wide audiences encountered
augmented reality through Niantic’s Pokémon Go game. Established companies and newcomers alike are betting hard on AR. Microsoft’s HoloLens is
already shipping, while others, such as Magic Leap, secured $3.2B in funding
for developing their own AR holographic devices. However, Deloitte argue that
until head-mounted displays become more cost-accessible over the next 2-3
years, AR experiences will still mostly be experienced through the displays of
high-end smartphones.
A great body of research investigated methods for creating realistic augmented reality, but almost all of them require desktop-class processing power to
achieve real-time speeds. In the first two chapters of this dissertation we focus
on methods for enabling practical augmented reality on low-powered mobile
devices. We propose to use shading probes, which are custom objects placed in
the real scene, to alleviate a large part of the computational effort traditionally
spent on calibration and rendering. Our novel insight is to offload computation
to nature, and simply collect the optically computed results through a smartphone’s camera. This allows us to demonstrate realistic augmented reality
scenarios running smoothly on low-powered devices, such as the Apple iPad 3
(2012 model). In our demonstrations virtual objects appear well-integrated in
the real scene having contact shadows and looking as if illuminated by the real
scene’s lights.
Photo editing and retouching is ubiquitous. Almost all smartphones ship
with apps for photo editing. Giant software corporations, such as Adobe, have
been built on photo editing software, such as Photoshop and Illustrator. A
certain type of photo retouching, where virtual 3D objects are inserted in
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existing photographs, is used for product design, architecture and even for
furniture visualisation.
The latter two chapters of this dissertation propose methods to enable
realistic looking virtual 3D objects to be integrated in real photographs. The
proposed methods can be thought to estimate the positions and brightness of
light sources in a scene, using either photographs of human faces or of known
objects as input. Having accurate knowledge about light sources then allows
3D objects to be rendered realistically and inserted into photographs.
Besides industry applicability, the research presented in this dissertation
opens up many avenues of further research by introducing a novel idea, of
offloading expensive computations onto nature, into the computer graphics and
vision fields. Furthermore, the shading probe idea has been brought to the wider
computer graphics field’s attention when it was presented and demonstrated
(as a technical brief) at SIGGRAPH Asia. It has also been surveyed and
compared to other state-of-the-art realistic AR methods ranking joint-first for
least processing effort required. The method for light source estimation from
human faces has also been presented to the academic community, as a long
paper, at Eurographics. Finally, the novel mathematical model for representing
functions on spheres introduced in the last chapter of this dissertation has
wide applicability, beyond that of light sources estimation for which it was
demonstrated.

Acknowledgements
Foremost, I am grateful to my supervisors, Jan Kautz, Kenny Mitchell and Tim
Weyrich, for their guidance, support, and for sharing their technical knowledge.
While at UCL, I have enjoyed lunches, seminars and random chats with
many colleagues in the Virtual Environments and Computer Graphics group. I
also enjoyed the camaraderie of the now-disbanded Kautzonists. Overall, I am
very glad to have been a doctoral student at UCL, as I met brilliant researchers
and formed lasting friendships.
I am thankful to Anthony Steed for motivating and supporting me in
successfully assembling and finally submitting this thesis.
I have enjoyed many productive internships at Disney Research in Edinburgh, Pittsburgh and Los Angeles where I am grateful to have worked with
and learned from Iain Matthews, Jean-François Lalonde, Paulo Gotardo and
Tomas Simon.
I am thankful to my parents, Dana and Justin, who introduced me to
computer science, and later, encouraged me to pursue a doctorate.
I thank my brother, Marius, for providing me with fun distractions which
allowed me to ocassionaly disconnect from my research.
Finally, I am extremely grateful to Alexandra Varadi for her relentless
moral support, love and utmost patience throughout my doctoral study. She
understood the importance I placed on research, and supported me in every
way. There is not one research paper nor dissertation I ever submitted without
her help. She always made sure that I had everything I needed so that I could
focus solely on the research work at hand... this thesis included.
To Alexandra

Acknowledgements

8

I acknowledge that my research was principally funded by the Engineering and Physical Sciences Research Council (EPSRC) on the “Context-aware
rendering” grant (1082077), partly funded by Disney Research, and by a grant
from the UCL Graduate School.

Contents
List of Figures

14

List of Tables

16

List of Abbreviations

17

List of Symbols

18

1 Introduction

19

1.1

Motivation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 19

1.2

Background . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 20

1.3

Objectives . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 21

1.4

Contributions . . . . . . . . . . . . . . . . . . . . . . . . . . . . 23

1.5

Publications . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 24

1.6

Thesis Outline . . . . . . . . . . . . . . . . . . . . . . . . . . . . 26

2 Literature Review
2.1

2.2

2.3

27

Forward Rendering . . . . . . . . . . . . . . . . . . . . . . . . . 27
2.1.1

Light and Reflectance . . . . . . . . . . . . . . . . . . . . 29

2.1.2

Global Illumination Methods . . . . . . . . . . . . . . . . 30

Inverse Rendering . . . . . . . . . . . . . . . . . . . . . . . . . . 32
2.2.1

Classification . . . . . . . . . . . . . . . . . . . . . . . . 32

2.2.2

Inverse Lighting . . . . . . . . . . . . . . . . . . . . . . . 34

Augmented Reality . . . . . . . . . . . . . . . . . . . . . . . . . 38
2.3.1

Geometric Calibration . . . . . . . . . . . . . . . . . . . 39

2.3.2

Radiometric Calibration . . . . . . . . . . . . . . . . . . 40

2.3.3

Existing Augmented Reality Systems . . . . . . . . . . . 41

Contents
2.4

2.5

10

Additive Manufacturing . . . . . . . . . . . . . . . . . . . . . . 43
2.4.1

Technologies . . . . . . . . . . . . . . . . . . . . . . . . . 43

2.4.2

Prevalence in Computer Graphics . . . . . . . . . . . . . 44

Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 44

3 The Voxel Shading Probe

46

3.1

Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 47

3.2

Related Work . . . . . . . . . . . . . . . . . . . . . . . . . . . . 49

3.3

Voxels and Coarse-scale Occlusion . . . . . . . . . . . . . . . . . 50

3.4

3.5

3.6

3.3.1

Assumptions . . . . . . . . . . . . . . . . . . . . . . . . . 50

3.3.2

Occlusion Configurations . . . . . . . . . . . . . . . . . . 51

Voxel Light Transport Reconstruction . . . . . . . . . . . . . . . 53
3.4.1

Problem Statement . . . . . . . . . . . . . . . . . . . . . 53

3.4.2

Hemisphere Partitioning . . . . . . . . . . . . . . . . . . 53

3.4.3

Direct Illumination Reconstruction . . . . . . . . . . . . 54

3.4.4

Global Illumination Reconstruction . . . . . . . . . . . . 57

3.4.5

Voxel Shading Probe Design . . . . . . . . . . . . . . . . 63

3.4.6

Reconstruction Analysis . . . . . . . . . . . . . . . . . . 65

Real-time Implementation . . . . . . . . . . . . . . . . . . . . . 65
3.5.1

Fabrication . . . . . . . . . . . . . . . . . . . . . . . . . 66

3.5.2

Capture . . . . . . . . . . . . . . . . . . . . . . . . . . . 67

3.5.3

Reconstruction . . . . . . . . . . . . . . . . . . . . . . . 69

3.5.4

Rendering . . . . . . . . . . . . . . . . . . . . . . . . . . 69

Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 69
3.6.1

Synthetic Results . . . . . . . . . . . . . . . . . . . . . . 69

3.6.2

Real-time Results . . . . . . . . . . . . . . . . . . . . . . 71

3.7

Limitations . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 71

3.8

Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 73

4 The Spherical Partitions Shading Probe

74

4.1

Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 75

4.2

Related Work . . . . . . . . . . . . . . . . . . . . . . . . . . . . 76

4.3

The Shading Probe . . . . . . . . . . . . . . . . . . . . . . . . . 78
4.3.1

Spherical Partitions . . . . . . . . . . . . . . . . . . . . . 79

Contents
4.3.2
4.4

11

Tailoring for Specific Lighting Conditions . . . . . . . . . 80

Shading Probe Light Transport . . . . . . . . . . . . . . . . . . 81
4.4.1

Captured Probe Shading . . . . . . . . . . . . . . . . . . 81

4.4.2

Uniform Per-Partition Incident Lighting . . . . . . . . . 82

4.4.3

Relighting Virtual Objects . . . . . . . . . . . . . . . . . 83

4.4.4

Spherical Basis Encoder . . . . . . . . . . . . . . . . . . 85

4.4.5

Are Physical Partitions Necessary? . . . . . . . . . . . . 87

4.5

Geometry Generation and Fabrication

. . . . . . . . . . . . . . 88

4.6

Real-time Implementation . . . . . . . . . . . . . . . . . . . . . 89
4.6.1

Capture . . . . . . . . . . . . . . . . . . . . . . . . . . . 89

4.6.2

Rendering . . . . . . . . . . . . . . . . . . . . . . . . . . 90

4.7

Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 91

4.8

Limitations . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 95

4.9

Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 96

5 From Faces to Outdoor Lightprobes

98

5.1

Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 99

5.2

Related Work . . . . . . . . . . . . . . . . . . . . . . . . . . . . 100

5.3

Estimating Lighting from a Face . . . . . . . . . . . . . . . . . . 101
5.3.1

Shading Model . . . . . . . . . . . . . . . . . . . . . . . 102

5.3.2

Problem Statement . . . . . . . . . . . . . . . . . . . . . 104

5.3.3

Outdoor Lighting Priors . . . . . . . . . . . . . . . . . . 105

5.3.4
5.4

5.5

5.3.3.1

Outdoor Lighting Database . . . . . . . . . . . 105

5.3.3.2

Convolutional Sky Lighting Model . . . . . . . 105

5.3.3.3

Parametric Sun+Sky Lighting Model . . . . . . 107

5.3.3.4

Ground Lighting Model . . . . . . . . . . . . . 108

5.3.3.5

Lighting Estimation Problem . . . . . . . . . . 108

Face Albedo Priors . . . . . . . . . . . . . . . . . . . . . 109

Face Databases . . . . . . . . . . . . . . . . . . . . . . . . . . . 109
5.4.1

Synthetic Face Image Database . . . . . . . . . . . . . . 110

5.4.2

Real Face Image Database . . . . . . . . . . . . . . . . . 112

Experiments . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 112
5.5.1

Quantitative Evaluation Metrics . . . . . . . . . . . . . . 113

5.5.2

Model Comparison . . . . . . . . . . . . . . . . . . . . . 113

Contents

5.6

12

5.5.3

Quantitative Evaluation on Synthetic Data . . . . . . . . 115

5.5.4

Quantitative Evaluation with Real Photographs . . . . . 117

5.5.5

Sensitivity Analysis . . . . . . . . . . . . . . . . . . . . . 119
5.5.5.1

Size of the Input Image . . . . . . . . . . . . . 119

5.5.5.2

Errors in Face Pose Estimation . . . . . . . . . 119

5.5.5.3

Errors in Face Geometry Estimation . . . . . . 119

5.5.5.4

Convergence and Failure Cases . . . . . . . . . 121

Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 122

6 Fast Convolutional Sparse Coding on the Sphere

123

6.1

Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 124

6.2

Related Work . . . . . . . . . . . . . . . . . . . . . . . . . . . . 126

6.3

Sparse Coding . . . . . . . . . . . . . . . . . . . . . . . . . . . . 128

6.4

Convolutional Sparse Coding on the Sphere . . . . . . . . . . . 129
6.4.1

Convolutions of Spherical Filters . . . . . . . . . . . . . 130

6.4.2

Basic Isotropic Model Fitting . . . . . . . . . . . . . . . 130

6.4.3

Fitting with Isotropic Filters in the SH Domain . . . . . 131

6.4.4

Fitting with Anisotropic Filters and Fast SH Rotations . 133

6.4.5

Fast Fitting with Anisotropic Filters and Rotated Zonal
Harmonics . . . . . . . . . . . . . . . . . . . . . . . . . . 134

6.4.6

Optimisation . . . . . . . . . . . . . . . . . . . . . . . . 135

6.5

Light Transport and Inverse Lighting . . . . . . . . . . . . . . . 136

6.6

Experiments . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 138
6.6.1

6.7

6.6.1.1

Isotropic Spherical Gaussian Filters . . . . . . . 139

6.6.1.2

Anisotropic Spherical Gaussian Filters . . . . . 139

6.6.1.3

Anisotropic Data-driven Filters . . . . . . . . . 139

6.6.1.4

Single vMF Filter . . . . . . . . . . . . . . . . . 139

6.6.2

Spherical Coding Results . . . . . . . . . . . . . . . . . . 140

6.6.3

Compactness vs. Representative Power . . . . . . . . . . 144

Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 147

7 Conclusion
7.1

Filter Dictionaries . . . . . . . . . . . . . . . . . . . . . . 138

149

Future Work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 150

Contents

13

7.1.1

Augmented Reality . . . . . . . . . . . . . . . . . . . . . 150

7.1.2

Inverse Lighting . . . . . . . . . . . . . . . . . . . . . . . 152

Bibliography

153

Appendices

178

A Publications

179

B From Faces to Outdoor Lightprobes

182

B.1 Implementation Details: Optimisation

. . . . . . . . . . . . . . 182

B.2 Synthetic Face Database . . . . . . . . . . . . . . . . . . . . . . 183
B.3 Real Face Database . . . . . . . . . . . . . . . . . . . . . . . . . 183
B.4 Sensitivity experiments . . . . . . . . . . . . . . . . . . . . . . . 184
C Fast Convolutional Sparse Coding on the Sphere

191

C.1 Fitting with Isotropic Filters in SH Domain . . . . . . . . . . . 191
C.2 Fast Fitting with Anisotropic Filters . . . . . . . . . . . . . . . 192
C.3 Additional Qualitative Results . . . . . . . . . . . . . . . . . . . 192

List of Figures
2.1

Light sources. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 27

2.2

Reflectance models. . . . . . . . . . . . . . . . . . . . . . . . . . 29

2.3

Inverse rendering and the basis expansion method applied to
inverse lighting. . . . . . . . . . . . . . . . . . . . . . . . . . . . 33

3.1

Overview of the voxel shading probe method. . . . . . . . . . . 47

3.2

The coarse-scale occlusion assumption. . . . . . . . . . . . . . . 51

3.3

The indicator lightmap based on occlusion configurations. . . . . 52

3.4

Local voxel face coordinate frame and visibility vectors. . . . . . 53

3.5

The spherical harmonics coefficients of light transfer for all occlusion configurations. . . . . . . . . . . . . . . . . . . . . . . . 59

3.6

Composite transfer vector reconstruction errors (1). . . . . . . . 61

3.7

Composite transfer vectors reconstruction errors (2).

3.8

Star-shaped voxel shading probes. . . . . . . . . . . . . . . . . . 63

3.9

Light transfer reconstruction errors. . . . . . . . . . . . . . . . . 66

. . . . . . 62

3.10 Voxel shading probe volume minimisation for 3D printing. . . . 67
3.11 Physical voxel shading probe. . . . . . . . . . . . . . . . . . . . 68
3.12 Qualitative results on synthetic data. . . . . . . . . . . . . . . . 70
3.13 Real-time rendering of voxel models using the proposed method. 72
4.1

The spherical partitions shading probe in-action.

. . . . . . . . 75

4.2

Shading probe construction. . . . . . . . . . . . . . . . . . . . . 78

4.3

Spherical partitions corresponding to shading probe designs. . . 79

4.4

Shading probes tailored for outdoor AR. . . . . . . . . . . . . . 80

4.5

User interface. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 90

4.6

Acquisition process. . . . . . . . . . . . . . . . . . . . . . . . . . 90

4.7

Qualitative comparison of rendering methods (1). . . . . . . . . 91

List of Figures

15

4.8

Qualitative comparison of rendering methods (2). . . . . . . . . 92

4.9

Qualitative comparison of rendering methods (3). . . . . . . . . 94

5.1

Face geometry estimation. . . . . . . . . . . . . . . . . . . . . . 103

5.2

Architecture of our deep denoising autoencoder for learning outdoor HDR sky lighting. . . . . . . . . . . . . . . . . . . . . . . . 107

5.3

Overview of our database with synthetic face images rendered
under different illumination conditions. . . . . . . . . . . . . . . 110

5.4

Overview of our database with real face images captured outdoors under different illumination conditions. . . . . . . . . . . . 111

5.5

Comparison of outdoor illumination models fit directly to sky
probes. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 114

5.6

Results on 10 synthetic faces from our database. . . . . . . . . . 116

5.7

Results on 10 real faces from our database which were acquired
under natural, outdoor lighting conditions. . . . . . . . . . . . . 117

5.8

Sensitivity of inverse lighting as a function of various parameters.120

6.1

Spherical convolutions. . . . . . . . . . . . . . . . . . . . . . . . 129

6.2

Spherical harmonics. . . . . . . . . . . . . . . . . . . . . . . . . 132

6.3

Example filters from our experimental dictionaries. . . . . . . . 140

6.4

Quantitative results for direct fits and inverse lighting. . . . . . 141

6.5

Qualitative results for direct fits. . . . . . . . . . . . . . . . . . 142

6.6

Qualitative results for inverse lighting. . . . . . . . . . . . . . . 142

6.7

Transport matrix compression. . . . . . . . . . . . . . . . . . . . 143

6.8

Quantitative comparison of compactness versus representative
power (L2 ). . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 144

6.9

Quantitative comparison of compactness versus representative
power (SSIM). . . . . . . . . . . . . . . . . . . . . . . . . . . . . 145

6.10 Additional qualitative results. . . . . . . . . . . . . . . . . . . . 146
7.1

Screenshot of realistic AR application. . . . . . . . . . . . . . . 151

List of Tables
3.1

Occlusion configurations encoded by the “3-probe” . . . . . . . . 64

3.2

Quantitative results for voxel shading reconstruction methods. . 71

4.1

Quantitative comparison of rendering methods. . . . . . . . . . 93

5.1

Quantitative comparison of lighting models fit directly to sky
probes. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 114

5.2

Quantitative comparison of lighting models for outdoor light
probe estimation from a single synthetic face image. . . . . . . . 116

5.3

Quantitative comparison of lighting models for outdoor light
probe estimation from a single real face image. . . . . . . . . . . 118

List of Abbreviations

Abbreviation

Definition

BRDF
PRT
SSAO

Bidirectional Reflectance Distribution Function
Precomputed Radiance Transfer
Screen-space Ambient Occlusion

IBL
HDR
LDR
AR

Image-based Lighting
High Dynamic Range
Low Dynamic Range
Augmented Reality

SH
ZH
RZHB
vMF

Spherical Harmonics
Zonal Harmonics
Rotated Zonal Harmonics Basis
Von Mises-Fisher Distribution

GMM
CNN
ReLU
AE
S+S

Gaussian Mixture Model
Convolutional Neural Network
Rectified Linear Unit
Autoencoder
Sun & Sky Model

CSC
NNLS
RIP
HTP

Convolutional Sparse Coding
Non-negative Least Squares
Restricted Isometry Property
Hard Thresholding Pursuit

GT
MAE
RMSE
si-RMSE

Ground-Truth
Mean Absolute Error
Root Mean Squared Error
Scale-invariant Root Mean Squared Error

CAD
CAM
SLA
FDM
SLS

Computer-aided Design
Computer-aided Manufacturing
Stereolithography
Fused Deposition Modelling
Selective Laser Sintering

List of Symbols

Symbol

Definition

L
Le
Lr
L in
L env

Radiance
Emitted radiance
Reflected radiance
Incident radiance
Radiance from environment map

Ω
Ω+
ω
φ
θ
dω

Sphere (of directions)
Upper hemisphere
Direction
Azimuth
Elevation
Solid angle

bi
Ylm
δi j
T
ti
λ
sλ

Spherical basis function i
Real Spherical Harmonic with index (l, m)
Kronecker delta
Transfer matrix
Transfer coefficient i
Colour channel, one of R, G or B.
Shading for colour channel λ

x

nx

Canonical surface point
Lambertian BRDF at x
Visibility function at x in direction ω
Normal of x

ϕ
ψl
ψρ
lsky
lAE
lS+S

Loss function proxy
Prior on lighting
Prior on albedo
Lighting model proxy
Autoencoder-based sky model
Sun+Sky lighting model

S2
SO(3)

2-Sphere (of twist rotations)
3D Rotation group

ρx
π
Vx (ω)

Chapter 1

Introduction
1.1

Motivation

This thesis investigates novel inverse lighting methods which have relighting
applications. The focus is specifically on the problem of estimating the distant
lighting environment illuminating a real scene, given a photograph of a known
object as input.
Solving the inverse lighting problem in real-time enables practical augmented reality applications. Augmented reality (AR) integrates virtually rendered content with a live video feed of the real environment [Azu97]. Seamless
integration between virtual and real scenes requires, at a minimum, accurate
geometric and radiometric calibration. Geometric calibration, in terms of
matching the real camera’s intrinsics and extrinsics, is usually accomplished
by tracking a known object in the real scene, such as fiduciary markers [KB99],
LEDs [BN95], edges of 3D structures [Kis+12], etc. Radiometric calibration
can be achieved by using the incident illumination of the real scene, or an
estimate thereof, to light the virtual scene. Various methods exist for capturing or estimating the incident illumination of a real scene, as we detail in
the next chapter. This capture process involves for example, photographing
mirror spheres [Deb05] or specialised “single-shot” light probes [Deb+12], using
fish-eye lenses [Kne+10] or custom hardware [Man+13; Toc+11].
Furthermore, realistically inserting virtual objects into photographs or
filmed scenes also requires knowledge of lighting. For example, for film postproduction, incident lighting is either acquired explicitly using a mirror sphere
or a lighting artist manually specifies a matching lighting set-up [OZ10]. How-
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ever, when this lighting information is missing or is never acquired, e.g. for
casual, previously captured or legacy [Kar+11] photographs, incident illumination can still be estimated. Various inverse lighting-based methods, such
as [Kar+11; Kar+14], can be applied to estimate lighting. Of course, in such a
setting, there is usually no strict real-time runtime constraint, so such methods
can leverage user-input and can become highly sophisticated, e.g. [Kho+14].

1.2

Background

This thesis is fundamentally supported by two pioneering works in computer
graphics, Debevec’s research into image-based lighting [Deb05] and Sloan,
Kautz and Snyder’s work on precomputed radiance transfer [SKS02].
Debevec’s image-based lighting (IBL) work [Deb05; Deb98] opened up the
field of realistic integration of virtual objects into photographs of real scenes.
Virtual objects are lit by the real scene’s incident illumination acquired from
a lightprobe, a high dynamic range photograph of a mirror sphere. Shading is
computed using an offline global illumination algorithm while differential rendering [Deb98] is introduced to seamlessly composite the shaded virtual content
onto the real scene. Traditionally, image-based lighting was not proposed for
real-time augmented reality applications, as it uses an expensive offline light
transport simulation.
Precomputed radiance transfer (PRT) methods, introduced by Sloan et
al. [SKS02], exploit the linearity of light transport to simplify runtime global
illumination calculations considerably. PRT projects incident lighting and light
transport operators into spherical bases, turning runtime shading calculations
into simple per-pixel dot-products or matrix-vector products for Lambertian
and glossy materials respectively. The original spherical basis used in PRT is
Spherical Harmonics [SKS02], Ng, Ramamoorthi, and Hanrahan [NRH03] used
Haar Wavelets for all-frequency relighting, while other works used radial basis
functions [TS06] or data-driven bases [Now+07], etc.
Given fixed geometry, materials and viewpoint, PRT precomputes a transfer matrix mapping incident lighting to outgoing radiance, i.e. shading. Consequently, the inverse of this mapping turns shading into lighting, which is
precisely the goal of inverse lighting. As studied by Okabe, Sato, and Sato
[OSS04] and Ramamoorthi and Hanrahan [RH01a; RH01c], the transfer ma-
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trix is not, in general, well-conditioned and cannot be inverted. However,
low-frequency illumination recovery1 is possible even from images of convex
Lambertian objects [BJ03; RH01a]. More progress in terms of frequency content can be made when considering visibility or when material reflectivity is
more complex, i.e. not Lambertian [RH01a].
Realistic AR methods couple fast rendering methods, based, e.g. on MonteCarlo ray-tracing, instant radiosity, photon-mapping or PRT, with captured
or estimated incident illumination [Kro+15]. Impressive results have already
been obtained. For example, Kán and Kaufmann [KK12] demonstrate highly
realistic AR renderings with caustics, reflection and refraction effects obtained
using GPU-accelerated photon-mapping. Knecht et al. [Kne+11] approximate shading using imperfect shadow maps [Rit+08]. Nowrouzezahrai et al.
[Now+11] demonstrate dynamic soft and directional shadows by capturing and
basis-projecting incident illumination from a mirror sphere. Aittala [Ait10]
estimates a sparse set of point lights for rendering and applies a convincing
model to replicate webcam video degradation. None of these techniques scale
to mobile platforms. In fact, many mobile augmented reality solutions rely on
simple shading models, neglecting that consistent illumination between virtual
and real content is essential for perceptually plausible AR [Koe+07; Lop+10].
We described how image-based lighting initiated the field of realistic augmented reality. We also touched upon how precomputed radiance transfer can
be used to formalise the inverse lighting problem. Next, we draw on previous
work to formulate the three key objectives of this thesis.

1.3

Objectives

In this section we identify specific limitations in practicality or scope of the
current state-of-the-art in augmented reality and inverse lighting, and set them
as challenges to be overcome through the work in this thesis. Mobile devices
are a popular outlet for augmented reality applications, but they currently lag
behind their desktop counterparts in computing performance. Hence, a first
objective of this thesis is to lower the computational requirements of realistically
integrated AR rendering. Second, we identify the challenging case of estimating
outdoor lighting from faces, where previous work recovered only low-frequency
1 Low-frequency

lighting is representable using the first nine real Spherical Harmonics.
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lighting. Finally, we note that trajectory reconstruction, a similarly ill-posed
inverse problem such as inverse lighting, has been successfully attacked by
leveraging convolutional representations.
Enabling Practical Augmented Reality
Presently, the most widespread use case for AR involves users experiencing an
augmented reality scene through their mobile device’s display. Smartphones and
tablets represent a particularly well-suited platform for AR because of the mix
of technologies they bring together: high-framerate high-resolution cameras,
high-resolution touch-screen displays and powerful processing units. However,
their computing performance does not yet match that of desktop computers,
meaning that all of the various realistic rendering models proposed in the past
remain prohibitively costly given the constraints of mobile computing hardware.
As such, a goal of this thesis is to lower the computational requirements
of radiometrically calibrated rendering, enabling practical realistic AR on lowpowered mobile devices.
Simplifying Outdoor Lighting Estimation
Casual users have limited options for realistically inserting virtual objects
into real photographs. Traditional approaches, as briefly mentioned, require
incident illumination capture using various set-ups which are to be used when
the photograph is actually taken. New approaches can obliviate the need for
lighting capture. Kholgade et al. [Kho+14] enable realistic 3D photo retouching
by leveraging user input for aligning stock objects in photographs; for achieving
realistic relighting they solve a non-negative inverse lighting problem using von
Mises-Fisher kernels. Karsch et al. [Kar+14] propose a fully-automatic system
which estimates illumination and geometry for intuitive 3D object insertion into
real photographs. Their method selects a matching lighting environment from a
pre-existing database but optimises its intensity for shading-consistency. These
methods and others, e.g. [Kar+11], find applicability for general, arbitrary,
photographs. For the specific case of photographs containing human faces,
existing methods can recover low-frequency lighting estimates [KK14; Shi12].
This is a direct consequence of human skin having mostly diffuse reflectivity,
acting as a low-pass filter on illumination [RH01c]. When image quality is
appropriately high, Nishino and Nayar [NN04] can reconstruct a full incident
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illumination environment map from the specular reflectivity of the human
eye. For the challenging case of outdoor photographs of human faces, lit by
high-frequency lighting with extremely high dynamic range (the sun), no such
research endeavour has been made.
A further goal of this thesis is to simplify outdoor lighting estimation by
using photographs of human faces, while improving upon the state-of-art in
reconstruction accuracy.
Improving the Accuracy of Inverse Lighting
Light transport is linear; it can be represented by a transfer matrix [Leh07;
SKS02] which maps incident illumination to shading. In general, the goal of
inverse lighting is to reconstruct the incident illumination arriving at an object
from its shading. Given a known transfer matrix, captured or computed, one
can proceed to solve for light given shading, accounting for the ill-conditioning
of the transfer matrix. General methods for tackling discrete inverse problems,
such as inverse lighting, exist [Han10]. In computer graphics and vision many
inverse lighting methods account for the transfer matrix ill-conditioning by
reformulating the inverse problem using different light representations, minimisation energies and by adding regularisation or constraints. For example Mei,
Ling, and Jacobs [MLJ09] and [Ait10] assume point lights, others represent
lighting in Haar Wavelets [Hab+09; OSS04], and some use mixtures of von
Mises-Fisher kernels [Fis53] for the same purpose [HNI08; Kho+14; PSP09].
Of course, other approaches to lighting estimation have also been proposed, for
example recent works apply deep learning to regress lighting, in a suitable representation, directly [Gar+17; Hol+17; Moo+17], instead of solving the inverse
problem classically. It has been shown that tackling ill-posed inverse problems
using compact, convolutional representations with few degrees of freedom can
yield improved performance [ZL15].
The final goal of this thesis is to improve upon the state-of-the-art reconstruction accuracy for general inverse lighting problems, by leveraging convolutional representations of spherical signals.

1.4

Contributions

This dissertation makes the following contributions to inverse lighting and
augmented reality:
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• Customised light probes, entitled shading probes, are introduced in Chapters 3 and 4 for enabling practical augmented reality on mobile devices.
They exploit light transport simulation conducted by nature to shift computational burden away from the device running the AR simulation. The
“voxel shading probe” enables approximate global illumination rendering
of arbitrary voxel models by simply lightmapping linear combinations of
captured shading from its faces. The shading probe idea is then extended
to cater for arbitrary, non-voxel, 3D models. A “spherical-partitions shading probe” is proposed, whose shading, at a few designated surface points,
encodes optically-computed basis-convolved incident illumination. Rendering virtual objects is fast, as these shading values from the probe can
be directly used as lighting basis coefficients in a PRT framework;
• Following the same line of investigation, Chapter 5 proposes to use the
human face as an outdoor lightprobe. The novelty of this approach lies
in the use of data-driven representations for skies to enable recovery of
high-frequency HDR outdoor lighting from faces. Outdoor lighting is
modelled by the latent space of a convolutional autoencoder as well as
by a statistically-constrained parametric sky model, both trained on a
large sky database;
• Finally, Chapter 6 introduces a novel theory of fast convolutional sparse
coding (CSC) on the sphere. The CSC theory, when applied to inverse
lighting shows competitive performance. The introduced CSC theory is
expressed in a computationally efficient form. Specifically, state-of-the-art
spherical harmonics theory [LWF12; NSF12] is leveraged to decompose
anisotropic spherical signals as weighted combinations of rotated zonal
harmonics, resulting in fast-to-evaluate convolutions.

1.5

Publications

All research articles that form the basis of this thesis’ technical content (Chapters 3 to 6) have been prepared in collaboration with other researchers. However, each research article is mainly the result of this thesis author’s own work
with the following paragraphs detailing the extent of the contributions of the
collaborators.
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The Voxel Shading Probe
An initial version of the voxel shading probe method (Chapter 3) prepared
in collaboration with Kenny Mitchell and Jan Kautz was submitted to the
ACM SIGGRAPH Symposium on Interactive 3D Graphics and Games 2013
(i3D). Our work was rejected as a long paper but accepted as a poster, which
we respectfully declined, choosing instead to address the reviewers’ comments
in follow-up work. In summary, the reviewers appreciated the novelty of our
method but noted that an important limiting factor of our method is its inability
to deal with arbitrary, non-voxel, meshes. They also pointed out the lack of
quantitative evaluation. We have subsequently addressed the main limitation
of the voxel lightprobe by proposing a different type of specialised lightprobe,
as described in Chapter 4. Compared to the submitted article, Chapter 3
introducing the voxel shading probe, has been extended by the thesis author
with:
• a clearer exposition;
• a new shading reconstruction method based on global illumination;
• an empirical analysis of the shading reconstruction methods;
• additional qualitative and quantitative results.
The Spherical Partitions Shading Probe
The spherical partitions lightprobe method (Chapter 4) was initially published
as a technical brief in ACM SIGGRAPH Asia 2013 :
[Cal+13] Dan A. Calian, Kenny Mitchell, Derek Nowrouzezahrai, and Jan Kautz.
“The Shading Probe: Fast Appearance Acquisition for Mobile AR”. In: SIGGRAPH
Asia 2013 Technical Briefs. SA ’13. Hong Kong: ACM, 2013, 20:1-20:4. ISBN:
978-1-4503-2629-2.

Chapter 4 extends the technical brief with additional mathematical analysis,
more illustrations of shading probe geometries and provides more details on
the real-time implementation. Table A.1 in Appendix A details collaborators’
contributions to the technical brief.
From Faces to Outdoor Lightprobes
The outdoor lighting estimation from faces method described in Chapter 5 was
published in the Computer Graphics Forum journal, following acceptance to
the Eurographics 2018 conference:
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[Cal+18] Dan A. Calian, Jean-François Lalonde, Paulo Gotardo, Tomas Simon,
Iain Matthews, and Kenny Mitchell. “From Faces to Outdoor Light Probes”. In:
Computer Graphics Forum (2018). ISSN: 1467-8659.

Collaborator’s contributions are detailed in Table A.2 in Appendix A.
Fast Convolutional Sparse Coding on the Sphere
At the time of writing this thesis, the convolutional sparse coding method
for spherical signals described in Chapter 6 is under review at the European
Conference on Computer Vision 2018.
In terms of mathematical formulations and exposition, the thesis author
performed independent mathematical derivations for convolutional sparse coding for spherical signals with isotropic filters (through zonal harmonics) and with
anisotropic filters (through the rotated zonal harmonics basis); Paulo Gotardo
assembled these separate derivations into a coherent paper story. More details
about the contributions of collaborators are given in Table A.3 in Appendix A.

1.6

Thesis Outline

We first review related literature on inverse lighting and on realistic augmented
reality in Chapter 2. We introduce the idea of a shading probe for voxel
models in Chapter 3 and extend it to handle arbitrary models in Chapter 4. In
Chapter 5 we investigate techniques for using the human face as a lightprobe
for outdoor environments. We introduce a novel convolutional sparse coding
formulation for spherical signals and apply it to inverse lighting in Chapter 6.
Concluding remarks are made in Chapter 7.

Chapter 2

Literature Review
This chapter presents related work on inverse lighting and augmented reality
and provides brief overviews of related fields. Forward and inverse rendering
fields are included to support a discussion on inverse lighting, itself a sub-field of
inverse rendering. The requirements of augmented reality applications are discussed; specific realistic augmented reality methods and upcoming specialised
devices for AR are also presented. Finally, additive manufacturing techniques
are surveyed in support of the feasibility of manufacturing the shading probes
introduced in later chapters.

2.1

Forward Rendering
Le(ω)
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a) Point light

b) Directional light

c) Environment map

Figure 2.1: Light sources. Three common physical light source approximations
are illustrated: point light sources, directional lights as well as lighting
environment maps, on which this thesis focuses.

Global illumination algorithms simulate physical light transport to render virtual scenes. They start from a description of a scene and, through a forward
rendering process, produce an output image. This is in contrast with inverse
rendering methods, presented later in this chapter, which invert the image
formation process. Inverse rendering methods start from an image and work
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backwards to deduce various properties of the original scene.
No overview of rendering is complete without the rendering equation
(Eq. 2.1), introduced by Kajiya [Kaj86]. The rendering equation is a mathematical model of physical light transport for opaque surfaces. The equation
states that the outgoing radiance (L o ) at surface point x passing through direction ω, is the sum of the emitted (L e ) and the reflected (L r ) radiance from
x in said ω direction:
L o (x, ω) = L e (x, ω) + L r (x, ω).

(2.1)

The reflection equation (Eq. 2.2) defines reflected radiance as an integration over incoming radiance:
L r (x, ω) =

Z
Ω+

L in (x, ωi ) f r (x, ωi → ω) hn x · ωi i+ dωi,

(2.2)

where the incident radiance L in is integrated over the upper hemisphere at x
denoted Ω+ ; the integration variable is the differential solid angle dωi ; n x is
the normal vector at x; h· , ·i+ denotes a clipped to 0 dot-product and f r is the
bidirectional reflectance distribution function. The visibility function, Vx (ωi ),
was omitted in Equation 2.2 but will be made explicit in later chapters when
we specifically use it.
Even though this is obfuscated by notation, the incident and outgoing
radiance, L in and L o respectively, are recursively defined in terms of each other.
For example, assume that a ray cast from x in some direction ωi intersects
another scene point y. The incident radiance at point x from direction ωi ,
L in (x, ωi ), is then equal exactly to the outgoing radiance at point y in the
opposite direction −ωi , L o (y, −ωi ):
L in (x, ωi ) = L o (y, −ωi ).

(2.3)

This is precisely how the rendering equation elegantly models global illumination with infinitely many light bounces.
Volumetric scattering extensions of the rendering equation exist, as well as
rendering methods to solve it. These lie beyond the scope of this dissertation;
further information on volumetric light transport can be found in [Cer+05;
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Nov+18; PJH16, Chapter 11].

2.1.1

Light and Reflectance

Light sources provide input, as L e , to the rendering equation. Many models of
light sources are used in computer graphics such as, directional lights, point
lights, area lights, environment maps and spotlights [Dut03], as illustrated in
Figure 2.1. The radiance emitted by a point light reaching a surface position
depends on the relative position as well as the distance to the point light source.
Directional lights are usually used for approximations of distant light sources,
such as the sun, where relative positioning and distance to the light source
can be ignored. In this thesis we deal solely with environment map lights. An
environment map is represented as an image, where each pixel corresponds to a
directional light of a given intensity. Environment maps can be stored in many
formats, a common one used in computer graphics is the latitude-longitude

Rendering

format (equirectangular projection1 ).
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ωr

Diagram
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a) Lambertian BRDF
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b) Glossy BRDF
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c) Specular BRDF
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Figure 2.2: Reflectance models. Three common opaque reflectance models are
illustrated through both diagrams as well as renderings. The diagrams
show 2D BRDF slices with the length of the arrows around the perfect reflection direction (ωr ) denoting the reflection probabilities of the
outgoing direction vector (ωo ).

Opaque surfaces reflect incident radiance. The ratio of outgoing radiance to incident radiance is defined by the bidirectional reflectance distribution
function (BRDF). BRDFs can be modelled parametrically [BS; Dut03, Chap1 Equirectangular

Projection. Accessed 9 June 2018. http://mathworld.wolfram.com/
EquirectangularProjection.html.
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ter VIII, B], measured [Gho+07; Mat+03b; Wey+06; Wey+09] or represented
through data-driven models [Mat+03a; Mat03]. Three common BRDF models are illustrated in Figure 2.2. The simplest such model is the Lambertian
BRDF [Lam60], shown in Figure 2.2 a), modelling ideal diffuse reflectance,
where incident radiance is reflected equally in all directions: f r = πρ , making
the Lambertian BRDF view-independent. The albedo, ρ, models the degree of
absorption of the BRDF. Mirror surfaces, however, reflect incident radiance in
the perfect reflection direction only, as exemplified in Figure 2.2 c). Generally,
glossy surfaces are modelled as reflecting incident radiance in a lobe around
the perfect reflection direction, as shown in Figure 2.2 b). As opposed to Lambertian surafces, the appearance of glossy and mirror surfaces depends on the
viewing direction. In this thesis we deal with Lambertian reflectance only and
specifically exploit its view-independence to construct practical shading probes
(Chapters 3, 4). Due to its low-pass filtering effect on incident lighting [RH01a],
inverse lighting from Lambertian shading is very challenging. We overcome
this challenge in Chapter 5 through strong data-driven priors. For the converse
reason, we test the robustness of our novel convolutional sparse coding inverse
lighting method (Chapter 6) on Lambertian objects.

2.1.2

Global Illumination Methods

For completeness, we present a selection of established global illumination
rendering methods. Many of these algorithms, and fast approximations thereof,
have been used for augmented reality, as will later be described.
Monte-Carlo ray tracing methods [Kaj86] evaluate the rendering equation
by tracing stochastic rays, gathering average per-pixel radiance, through a
scene. Rays interact with surfaces, spawning other radiance gathering rays
recursively. The direction of new rays is determined by the type of surface
interaction, for example rays can be reflected or absorbed by opaque surfaces,
refracted by glass surfaces, etc. Importance sampling techniques [Hal70] can
be used to control the distribution of spawned rays, with the goal of probabilistically exploring light paths proportional to their potential incoming radiance.
For example, ray directions can be generated towards more probable BRDF
directions [LRR04] or towards light sources [JCJ09], etc.
Many variations on ray-tracing exist. Classically, in path-tracing [Kaj86],
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rays are traced from the virtual eye into the scene. We used distributed ray
tracing [Whi80] to construct direct light transfer matrices in Chapters 4, 5
and 6, using Hammersley sphere sampling [WLH97]. In bidirectional pathtracing [LW93] rays are sent from both the camera and the light into the
scene. In Metropolis light transport [VG97] the light path space is explored
by mutating important light paths which were previously discovered. Many
production renderers are based on Monte-Carlo ray-tracing methods. For
example, one such renderer popular with the visual effects industry is the
Arnold renderer2 . We used Cycles3 for global illumination pre-computation in
Chapter 3 and to render the synthetic faces dataset in Chapter 5.
Radiosity methods [Gor+84] solve the rendering equation by discretising surfaces into small patches and computing light transport between them [Rit+12].
Light transport between diffuse surface patches and patches on light sources can
be formalised as a large system of linear equations. Different methods for solving this system exist [CW12], providing a view-independent global illumination
solution for all surface patches.
Photon mapping [Jen01] is suitable for rendering scenes with complex light
transport paths, especially ones containing caustics. Photon mapping solves
the rendering equation in two passes. In the first pass, photons are emitted
from light sources, they interact with surfaces, and are collected in a photon
map. In the second pass, the photon map is used to render the scene either by
density estimation or by final gathering. For density estimation, photons surrounding the surface point corresponding to a pixel are weighted and summed.
Alternatively, in final gathering, for each pixel, rays are cast to collect bounced
light from all visible photons.
Precomputed radiance transfer techniques [SKS02] project light transport operators and light into Spherical Harmonics [Slo08], or other spherical
bases [Now+07; NRH03; TS06]. This allows the effects of light transport to
be precomputed and stored as transfer vectors or matrices. Rendering with
precomputed transfer amounts to dot-products or matrix-vector products for
Lambertian or glossy BRDFs respectively. The original PRT method focused
specifically on low-frequency illumination so it used low-orders of Spherical
2 Arnold
3 Cycles

Renderer. Accessed 9 June 2018. www.solidangle.com/arnold.
Renderer. Accessed 9 June 2018. www.cycles-renderer.org.
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Harmonics (9 to 25 coefficients) to represent light transport and lighting environments [SKS02]. Extensions for supporting all-frequency rendering in PRT
have also been proposed; e.g., using Haar Wavelets [NRH03], general spherical
radial basis functions [TS06], mixtures of isotropic spherical Gaussians [Gre+06]
and even mixtures of anisotropic spherical Gaussians [Xu+13].
The shading probe family we introduce in Chapter 4 encodes orthogonal
spherical bases to be used for real-time rendering with a PRT framework. In
Chapters 5 and 6 we use PRT transfer matrices to construct the data-term in
inverse lighting optimisation formulations.
This section only briefly surveyed global illumination algorithms, for a
comprehensive treatment of the topic see [DBB06; PJH16; Rit+12].

2.2

Inverse Rendering

In the previous section we defined forward rendering as the process of simulating
light transport to convert a scene description into a rendered image. Inverse
rendering is the inverse process, where the goal is to estimate the scene’s
properties given an image of it as input.

2.2.1

Classification

A scene contains objects illuminated by light sources. Objects are characterised
by their geometry and their material properties. Based on which properties of
a scene are known and which are sought-for, inverse rendering problems can be
classified into three main groups: inverse reflectometry, inverse geometry and
inverse lighting problems. Figure 2.3 a) describes the general inverse rendering
problem through rendered examples.
Inverse reflectometry assumes knowledge of light sources and geometry and
seeks to solve for material reflectance properties. For example, Debevec [Deb98]
estimates diffuse reflectance for compositing objects into a real scene. Boivin
and Gagalowicz [BG01] present a sequential approach to inverse reflectometry,
fitting increasingly complex BRDF models to a single image of a scene with
known simple geometry. Many other approaches exist, e.g. [FGR93; Rem+15;
RH01a; SI91], see [PP03] for a survey.
Inverse geometry methods, such as shape-from-shading methods, reconstruct
geometry given knowledge of light and/or materials. Shape-from-shading is
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Reflectance properties
(Estimated or known)

Geometry
(Estimated or known)

a) Given a photograph of an object as input, the goal of inverse rendering is to estimate the object’s geometry,
reflectance properties and the lighting environment which illuminates it. We focus strictly on lighting estimation
throughout, assuming that we either have knowledge of geometry and reflectance or that we can reasonably
estimate them.

= λi

+ λj

+ λk
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+ αk

+ αl

+ ...

= βi

+ βj

+ λk
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+ ...

Haar Wavelets
(1536 coeffs.)

Spherical Harmonics
(100 coeffs.)

Piecewise Constant
(14 coeffs.)

b) Estimating the lighting environment which illuminates an object can be done through quadrature and basis
expansion inverse lighting methods. Basis expansion methods, as exemplified above, express the sought after
lighting environment as a linear combination of spherical basis functions.

Figure 2.3: Inverse rendering and the basis expansion method applied to
inverse lighting. A general illustration of the inverse rendering problem is shown in a), while b) exemplifies how specific spherical basis sets
can be used by basis expansion methods for approximating or recovering
incident lighting.

a well-established field, see [Zha+99] for a review. In Chapter 5 we simply
estimate facial geometry by applying previous work on human face landmark
localisation [KS14], 3D face templates [TDM11] and 3D deformation [Jac+11].
Inverse lighting techniques assume knowledge of scene geometry and/or materials to recover properties of light sources. Among inverse rendering problems,
this dissertation strictly contributes to the inverse lighting field, so we treat it
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separately next.
For the interested reader, we also note that a granular, in-depth, formalised
classification of inverse rendering problems can be found in Patow et al.’s review
of the field [PP03].

2.2.2

Inverse Lighting

In later chapters (5 and 6) we tackle the inverse lighting problem of estimating
lighting from images.
Inverse lighting is an inverse problem. Inverse problems arise when we
want to infer the underlying parameters of a model given, as input, observations
produced by said model. Usually the model is of a physical process where it is
difficult, if not impossible, to measure its underlying parameters directly. Such
problems are encountered in many fields, e.g. astronomy, geophysics, acoustics,
medical imaging, radar, optics and machine learning to name a few, extending
far beyond computer graphics and vision. Luckily, they have been well studied;
see Kirsch’s book [Kir11] for an introduction to the mathematical theory of
inverse problems or Engl et al.’s textbook [EHN96] for the standard formal
reference on inverse problems.
Inverse problems, such as inverse lighting, are often difficult as they are
often ill-posed. This simply means that they do not posses one or more of
Hadamard’s three properties of well-posed problems [Had02]:
• Existence: A solution exists;
• Uniqueness: The solution is unique;
• Stability: The solution depends continuously on the input data; i.e. small
deviations in the observed measurements do not cause large deviations
in the estimated parameters.
In practice, the existence and uniqueness requirements can easily be alleviated [Han10]. Specifically, when no exact solution can be found, the original
equality relation expressed by the model can be replaced by an approximate
equality, e.g. with a least-squares formulation. When more solutions are plausible, one can differentiate between them by placing additional requirements on
the sought solution, e.g. seeking the one with minimal norm. The stability, or
well-conditioning requirement, is much harder to alleviate, but can be attacked
through regularisation approaches.
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Inverse lighting is a type of linear inverse problem, where the sought-after
parameters (of the light) are linearly related to the observed measurements
(the pixels in a photograph). It is well understood that light transport is linear,
e.g. see Figure 3.2 (p. 27) in [Pee06] for an empirical demonstration. Precomputed radiance transfer makes this linearity relationship obvious by expressing
exit radiance as a linear combination of incident lighting. For example, assume we are imaging the shading of a surface point x in a fully known static
scene. Its shading s(x) is a linear function of lighting: s(x) = ht(x) , li. l
and t(x) are vectors encoding the incident light distribution and the effects
of globally-illuminated light transport at x respectively. In theory, both vectors can be infinite dimensional, e.g. as coefficients of an infinite Spherical
Harmonics expansion, as in the original PRT paper [SKS02].
Linear inverse problems result from the discretisation of Fredholm integral
equations of the first kind [Han10]. The inverse lighting problem results from
the discretisation of the rendering equation, which is an example of such an
integral equation [Rit+12]. Solution methods for general ill-posed linear inverse
problems are well known, a typical approach is to use Tikhonov regularisation
with appropriate weights [Han10]. Of course, research on inverse lighting in
computer vision and graphics goes beyond this type of general regularisation
by applying domain-specific knowledge and tools, such as enforcing natural
image priors [LN12] or non-negativity of light [SJ05].
Discretisation methods must be used to numerically approach continuous
integral equations [Han10]. Two fundamentally different discretisation methods
exist: the quadrature method and the basis expansion method.
Quadrature methods estimate the solution only at specific sampling locations selected over the integration domain of the equation, forming a system of
linear equations. This corresponds to solving for the lighting distribution by
estimating the intensities of a dense set of directional lights, i.e. discretising
light transport and incident lighting angularly. The large dimensionality of the
resulting transfer matrix make quadrature-based inverse lighting more challenging, but this discretisation method is nevertheless used. For example, Lombardi
and Nishino’s work [LN12] represents lighting as 64×128 environment maps. In
Chapter 5 we also discretise light transport angularly and evaluate parametric
models in the same discretisation. Of course, a non-dense discretisation of
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incident lighting can also be used, for example Mei, Ling, and Jacobs [MLJ09]
optimise for a sparse set of directional sources.
Basis expansion methods, also called Galerkin expansion methods, approximate the solution in the span of a set of basis functions, as illustrated in
Figure 2.3 b). In other words, they express the model computations and the
measurements as linear combinations of basis functions. In inverse lighting,
a very common such basis set are the Spherical Harmonics, used in many
works [Bit+08; KK14; LZL14; Moo+17; Shu+17; WLH03]. In Chapter 6 we
use the SH basis to express light transport but also to formulate a fast approach to convolutional sparse coding for spherical signals. In Chapter 3 we
measure the performance of our proposed voxel-space shading reconstruction
methods by reconstructing light transport vectors expressed in the SH basis.
Haar Wavelets are another basis choice popular for representing spherical signals [NRH03], which have also been used for inverse lighting. But compared
to SH, robustly fitting them requires an iterative selection process [OSS04].
One of the first works on inverse lighting [MG97] parametrises and estimates lighting as a linear combination of constant spherical basis functions.
Ramamoorthi and Hanrahan [RH01a] proposed a signal-processing framework
for inverse rendering, where both lighting and reflectance are expressed in
Spherical Harmonics. Part of their work investigated under which conditions
inverse lighting is well-posed, obtaining intuitive results. Estimating light from
diffuse illumination of a convex object is ill-conditioned, and is most difficult
from Lambertian illumination. Furthermore, both Ramamoorthi and Hanrahan [RH01a] and Basri and Jacobs [BJ03] conclude that the low-frequency
illumination recoverable from convex Lambertian objects lies in a rank 9 subspace. However, estimating lighting from glossier BRDFs is better conditioned,
and is best-conditioned for mirror BRDFs.
Convex objects, such as spheroids, do not self-shadow. All directions in
the upper hemisphere of all surface points are un-occluded. In other words, the
visibility function for convex objects always returns 1, so it can be safely ignored.
However, especially for non-convex Lambertian objects, the effects of visibility
can be leveraged to facilitate higher frequency lighting reconstruction [Has+11].
Inverse lighting methods making explicit use of the effects of visibility have
been proposed. For example many works [MLJ09; MLJ11; SSI03] reconstruct

2.2. Inverse Rendering

37

lighting from images of cast shadows directly, with variations on knowledge of
material reflectance, lighting representation and the type of regularisation used.
Similarly, Panagopoulos et al. [Pan+11] assume that coarse geometry is given,
and infer the shadowed parts of an image as well as the lighting environment
illuminating it through a higher-order Markov Random Field. Hasinoff et
al. [Has+11] specifically stress the role of visibility in inverse lighting. They
propose a thought experiment of designing a custom diffuse object with complex
geometry to be used as a lightprobe. A Lambertian object with varied enough
concavities has a high rank transfer matrix, enabling high-frequency lighting
reconstruction from its shading. In our work we estimate light from non-convex
Lambertian surfaces and do consider the effects of visibility. In Chapter 3 we
propose customised light probes, as diffuse voxel objects, which we design
specifically by exploiting the coherence of the visibility function across voxel
faces. In Chapter 5 we estimate lighting from diffuse illumination of human
faces by making use of data-driven priors for both lighting and skin reflectance.
Simultaneous optimisation-based estimation of shape, illumination, and
reflectance from single images has also been proposed [BM12; BM15], requiring
strong priors for each term. Similarly, Lombardi and Nishino [LN12] jointly
predict illumination and reflectance from a single image given the shape of
an object in the scene using data-driven illumination priors. Their Bayesian
estimation method recovers high-frequency lighting only if the material reflectance also has a high-frequency component, and does not surmount the
physical limitation of diffuse materials acting as low-pass filters on incident
illumination [RH01c]. Meka et al. [Mek+16] similarly propose a principled
optimisation-based intrinsic decomposition method, which can run in real-time
by leveraging a fast iteratively reweighted least squares GPU-solver. In Chapter 5 we estimate human face geometry first, by applying existing methods,
and then solve a minimisation problem to yield reflectance and lighting estimates; our method predicts high-frequency illumination making use of both
approximate visibility and data-driven priors.
Besides being a goal in itself, inverse lighting is also a key step in other
computer vision tasks such as self-calibrated shape from shading [Gar+13;
SKS14] and photometric stereo [Lu+13; PF13].
Deep-learning methods for illumination and reflectance prediction have
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also started appearing [Gar+17; Geo+16; Geo+17; Hol+17; Kim+18; Kul+15;
Mek+18; Moo+17; MRF18; NMY15; Rem+15; Shu+17; ZKE15]; we post-pone
describing these until Chapter 5 where we use them to provide context for our
novel deep-learning-based lighting estimation approach.
This section described inverse rendering but focused on the inverse lighting
problem. It overviewed previous works and described how they relate to the
later chapters of this dissertation.

2.3

Augmented Reality

Augmented reality is defined as any interactive scenario where virtual content
is super-imposed on a live view of the real environment, rendered from a
geometrically registered virtual camera [Azu97; BCL15]. AR is different from
virtual reality, where the reality perceived by a user is completely replaced
with computer rendered content, i.e. virtual content. A variety of display
devices have been used for AR, including simple monitor interfaces, e.g. on
smart-phones, or see-through head-mounted displays where blending of real and
virtual objects can be done optically, e.g. Magic Leap4 or Microsoft HoloLens5 .
There are trade-offs to be considered when choosing between using an optical or
a video-based display device, e.g. in terms of: simplicity, resolution, safety, eyeoffset, composition flexibility, matching dynamic range, focal point adjustment
and portability. Augmented reality has been applied to very many fields,
including for medical applications, manufacturing and repair, annotation and
visualisation, robot path planning, military, and entertainment [Azu97].
Haniff, Baber, and Edmondson [HBE00] propose a classification of augmented reality systems in terms of context and granularity. Their study categorises AR systems into context-aware and context-free systems. They define
context-aware systems as those which receive and update the displayed information based on user input. They are inherently more complex than context-free
AR systems, which do not gather user input but only provide generic pre-set information. Furthermore, context-aware systems can be split into: fine-grained
and coarse-grained systems. Fine-grained systems use precise sensor measure4 Magic

Leap. Accessed 9 June 2018. https://www.magicleap.com.
HoloLens. Accessed 9 June 2018. https://www.microsoft.com/en-us/

5 Microsoft

hololens.
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ments to gather contextual data; an example would be an AR application using
vision-based camera tracking, as done by many AR software development kits.
Conversely, coarse-grained AR systems operate using coarser sensor information, such as GPS. Within this classification the work we present in Chapters 3
and 4 fall under fine-grained context-aware systems, as we use real-time camera
tracking information.

2.3.1

Geometric Calibration

Rendering virtual objects in AR applications relies on real-time knowledge
about the camera intrinsics (focal length, principal point and image format)
and extrinsics (transformation matrix from world coordinates to camera coordinates), such that visually accurate projection matrices can be used when
rendering. Several machine vision approaches can be used to estimate these
camera parameters [Azu97; BCL15]. Intrinsic camera parameters are usually measured in an offline calibration stage using large printed checkerboard
patterns imaged from multiple viewpoints. Extrinsic camera parameters are
updated in real-time in video-based AR systems. One common approach
for determining camera extrinsics, a process also referred to as camera registration, can be done by tracking fiduciary markers placed in the real scene.
Examples of fiduciary markers used for camera tracking include: LEDs [BN95],
retro-reflective markers [Dor99], coloured dots [Sta+96], or square printed cardboard markers [KB99]. Markerless vision-based calibration approaches exist as
well [SH16]. Other camera tracking approaches are based on template matching [UKK95], on depth-maps [Iza+11; Mel95], or even by tracking screen-space
edges of physical 3D models [Kis+12]. Even more methods have been proposed,
see Billinghurst et al.’s work [BCL15] for an up-to-date review.
Several software tools for implementing AR applications are freely available online. ARToolKit6 is a widely known example. ARToolKit works with
square black-and-white patterns meant to be printed and placed in the real
scene, always fully visible to the camera. ARToolKit performs registration by:
thresholding the input image, finding connected components, detecting and
extracting marker contours and edges, and finally using template matching for
identifying the ID of each marker (for multiple markers in the same scene). It
6 ARToolKit.

Accessed 9 June 2018. https://github.com/artoolkit.
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can also leverage previous tracking information to achieve temporally coherent
registration. Many variants of this library exist, including ARToolKitPlus7
and Studierstube Tracker8 . Game engines which have support for augmented
reality are also available, e.g. the popular Unreal Engine9 and Unity 3D10 game
engines have AR support. Vuforia11 is a commercial tracking solution with
support for iOS, Android and UWP, incorporating high precision tracking for
custom 2D image markers. The methods we introduce in Chapters 3 and 4 use
Vuforia (a legacy version, used as a Unity 3D plug-in) for camera tracking.

2.3.2

Radiometric Calibration

As previously mentioned, radiometric calibration is most commonly achieved
through image-based lighting methods, as introduced by Debevec [Deb98].
Image-based lighting techniques acquire the lighting environment of a real
scene by photographing mirror spheres, using multiple exposures and from
multiple viewing angles, and unfolding them into omnidirectional HDR light
probes [DM97; Rei+05]. A HDR lightprobe is simply an environment map
capturing all scene radiance incoming at one point in the 3D scene; usually it is
captured near the location in which the virtual objects will be placed. Subsequent work introduced methods for capturing light probes using image stitching [SS97], specialised hardware [Man+13; Toc+11], fish-eye cameras [Kne+10],
via simulation [Goe+03], smart-phone photography [Kán15] or from a “singleshot lightprobe” [Deb+12]. Contrary to offline light capture methods, in AR
work, lightprobe capture is commonly done in real-time using images filmed
by the camera of the AR device; e.g. as in the work of Nowrouzezahrai et
al. [Now+11].
Similarly, Envisor [DWH08] is a system for online environment map capture, designed to work with intrinsically-calibrated, but otherwise ordinary,
video cameras. It uses vision-based tracking, fusing rotation estimates derived
from registered adjacent frames with absolute orientation information derived
7 ARToolKitPlus.

Accessed 9 June 2018. https://github.com/paroj/artoolkitplus.
Tracker. Accessed 9 June 2018. http://studierstube.icg.tugraz.at/
handheld_ar.recent/stbtracker.php.
9 Unreal Engine (AR Support). Accessed 9 June 2018. https://docs.unrealengine.
com/en-us/Platforms/AR/AROverview.
10 Unity Engine (AR Support). Accessed 9 June 2018. https://unity.com/solutions/
mobile-ar.
11 Vuforia. Accessed 9 June 2018. https://www.vuforia.com.
8 Studierstube
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from landmark-based tracking. Envisor uses the estimated tracking information to project each video frame into an OpenGL cubemap, constructing a full
environment map. Texture diffusion is used to fill in any gaps in the resulting
cubemap texture. Envisor is a very good example of a robust online environment map capture system. However, their results motivate that further work
is needed in capturing HDR environment maps online, including using cameras
with drivers providing API calls for retrieving exposure levels.

2.3.3

Existing Augmented Reality Systems

Debevec [Deb98] introduces a system for rendering synthetic objects with
global illumination into real scenes represented as still photographs. Radiometric calibration is performed using an offline HDR probe acquisition process as
described above. An estimate of the scene geometry is created using 3D scanning, photogrammetry or by surveying. The RADIANCE global illumination
rendering solution is used for the actual rendering, meaning that the system
is not designed for real-time use. The technique presented considers all light
transport paths, specifying how virtual objects will cast caustics and shadows
on the real scene, reflect, refract, and show diffuse inter-reflections. The assumption made in this work is that virtual objects will only have an impact
on a small part of the entire scene, called the “local scene”, and thus, a full
BRDF model for the entire scene is not necessary. To this end, the system first
segments the scene into “local” and “distant” scenes and simulates bidirectional
light transport between the local and synthetic objects, but only unidirectional
light transport from the distant scene towards the local scene and synthetic
objects. To estimate the local scene’s BRDFs, an iterative algorithm based on
visualisation of results is proposed in which an initial estimate of the material
properties is made, a GI solution is computed, and by comparing the rendering
of the local scene with the real appearance the initial material properties can be
adjusted. A method called “differential rendering” is introduced, which renders
two images, one with synthetic objects, one without, and a mask, and uses
these to composite the final rendered image.
The work by Nowrouzezahrai et al. [Now+11] also aims at bridging the gap
between the visual fidelity and believability of virtual objects when integrated
in a real environment. They argue that emulating shadows in a consistent man-
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ner with environmental illumination is a fundamental problem in AR. Their
system handles both soft-shadows, in a novel way, and hard shadows through
the standard shadow mapping algorithm. Real-world lighting is captured by
ensuring that the real scene contains a spherical mirror ball which is used as
a real-time LDR lightprobe. The lightprobe is projected on-the-fly through
the use of the programmable shader pipeline of modern GPUs to spherical
harmonics. Their major contribution is a novel factorisation method for finding the dominant light direction and colour from the SH projected lighting
environment. To ensure a high level of tracking accuracy, they constructed a
bimodal tracking system combining marker-based tracking (ARToolkitPlus12 )
and markerless tracking (PTAM [KM07]).
Oliveira and Araujo [OA12] introduce VISAR, a system for simplifying the
creation of augmented reality user interfaces by exploiting common patterns
of user interaction. The AR interface of an application integrated with their
system is fully configurable through XML files which can be created with a
specialised separate application: the VISAR Interface Editor. The interface
editor allows to customise the interaction patterns displayed for each user based
on user-specific contextual data. In their work they categorise user interface
patterns into four groups, based on whether the pattern is represented by
an underlying marker, if the marker needs to be tracked and on the type of
tracking required. An example of an AR interface pattern would be a virtual
label which displays text at a specified position near its underlying marker.
They also present an application of VISAR to a fire fighting AR scenario, in
which fire-fighters are assisted in their rescue mission through AR patterns
such as recommended paths and models representing the positions of humans.
Ropinski et al. [RWH04] describe a technique for rendering virtual reflections in an augmented reality setting. They construct virtual environment
texture maps of the scene which they use to create mirror objects with the
standard cube-mapping technique. Their algorithm partitions an input frame
into several regions, based on the position of the virtual object that needs to
be rendered, and define a mapping from these regions to a full cube map. As
such, they employ artificial contextual information for improving the believability of the rendered objects. They also approximate reflections for multiple
12 ARToolKitPlus.

Accessed 9 June 2018. https://github.com/paroj/artoolkitplus.
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virtual objects rendered in the same scene. However, their algorithm does not
pursue a high standard of visual fidelity as their implementation only considers
Phong-type materials with varying degrees of specularity. Their results show
physically inaccurate renderings, using low dynamic range artificial environment maps, which are each built from a single input frame with a limited field
of view.

2.4

Additive Manufacturing

Computers have played a key part in the development of manufacturing processes, and as a result two of the most developed areas in computing literature
are computer-aided design (CAD) and computer-aided manufacturing (CAM).
CAD programs aid users in creating, altering or optimising a design; they can
also be used to generate renderings of the design or to produce blueprints/plans
for suitably qualified engineers to interpret. CAM software can be used to translate CAD designs into machining instructions. Finally, computer-controlled
manufacturing methods can use as input the machining instructions generated
by CAM software to produce actual physical objects. Well-known examples of
computer-controlled manufacturing include milling and 3D printing.
Additive manufacturing techniques [DSB06; GRS09], also called 3D printing techniques, have become widespread in recent years. Some of these techniques offer advantages over traditional computer-controlled manufacturing
processes, as they can create physical objects which would be impossible to
create by milling due to constraints on the movement or rotation of the milling
head. This has enabled users to explore a previously unreachable space of
designs. Another advantage of 3D printing methods is quick turnaround time
and low cost for prototyping, which perhaps explain the rapid expansion of the
hobbyist 3D printing community.

2.4.1

Technologies

3D printing constructs physical solid objects layer by layer, with the printing
method depending on the exact printing technology used. Three common printing technologies are described next; more details on additive manufacturing
can be found in the surveys [KLN98; WH12].
Stereolithography [MFG10] (SLA) uses an ultraviolet laser to solidify
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ultraviolet-curable liquid into the desired object, layer by layer. Overhanging and interlocking parts cannot be printed directly, and require the use of
additional thin support structures to prevent parts from toppling or fusing
together.
Fused deposition modelling [Kom16] extrudes a thin filament of hot thermoplastic material from a hot nozzle onto a platform. The material solidifies
instantly creating stratified structures. At the time of writing, this is the cheapest method of additive manufacturing, but it usually suffers from low accuracy,
necessity of support structures and object orientation bias.
Selective laser sintering [Kru+03] (SLS) uses a laser to sinter granular
(thermoplastic, metal or ceramic) material, one layer at a time. The un-sintered
powder acts as support material to enable printing objects with overhanging or
loose parts. Of course, enough clearance must be left between adjacent parts
to avoid them fusing together.

2.4.2

Prevalence in Computer Graphics

The computer graphics community has been a prime adopter of additive manufacturing techniques, employing additive manufacturing in two main ways:
as an output for design processes developed by graphics research [MBC05]
but also as a way of creating new additive manufacturing techniques, e.g. deformable object manufacturing [Bic+10]. In terms of output of design processes, additive manufacturing has been used to produce computer-generated
3D puzzles [LFL09; Xin+11], sculptures [MP09; Xin+11], scientific visualisations [Bai05], articulated models [Bäc+12; Cal+12], mechanical characters [Cor+13] and even actuated deformable characters [Sko+13].
For manufacturing our novel shading probes, introduced in Chapters 3 and
4, we require an accurate printing process supporting opaque rigid materials
with diffuse reflectance. We manufactured voxel shading probe (Chapter 3)
prototypes using SLS. We manufactured the white diffuse kernels of spherical
partitions probes (Chapter 4) using SLA and outer shells using SLS.

2.5

Summary

This chapter overviewed related literature in global illumination, inverse rendering, augmented reality and additive manufacturing, and explained how it
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ties in with the remainder of this dissertation:
• We explained how we leverage established global illumination methods
to support our work;
• We highlighted the relationship between existing inverse lighting methods
and our novel contributions;
• We gave an overview of augmented reality setting the stage for our shading
probe methods;
• We built prototypes of our shading probes using SLA and SLS additive
manufacturing techniques.

Chapter 3

The Voxel Shading Probe

Voxel-space games, such as “Minecraft”, and films incorporating voxel elements,
like “Pixels”, have brought voxels into mainstream popular culture. So in this
chapter, we focus solely on voxel models. Specifically, we tackle the problem
of rendering virtual voxel scenes such that they appear integrated in a camera
feed of the real world.
Classically, achieving realistic virtual-real integration is accomplished by
using the lighting environment of the real scene to illuminate the virtual one.
Besides a high-dynamic range imaging process this also requires the computationally expensive simulation of light transport for the virtual scene. We
propose to instead capture low-dynamic range shading from a specialised lightprobe, a voxel shading probe, placed in the real scene. Assuming coarse-scale
occlusion we derive two novel voxel light transport reconstruction formulations
which enable us to remap the captured shading onto arbitrary voxel models,
all with trivial runtime cost.
We evaluate our method through a theoretical comparison of the voxel light
transport reconstruction formulations and provide quantitative and qualitative
results on synthetic data. We also demonstrate the applicability of our method
for augmented reality applications through a real-time implementation, running
on a consumer tablet.
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Introduction

a) “3-probe” model.
We use its shading as
input.

b) Captured shading of
3-probe into occlusion-based
lightmap. The lightmap is
mostly empty.

d) Our result: Texture mapped
Bunny using our inpainted
lightmap.
Real-time rendering.

c) Complete occlusion-based
lightmap. Reconstructed using
our method in real-time from
the input in b).

e) Reference: Path-traced
Bunny.
Offline rendering.

Figure 3.1: Overview of the voxel shading probe method. Our method enables real-time rendering of realistic voxel models which exhibit the
shading cues of a real scene. We consider an arbitrary voxel model as a
shading probe, with the simplest such probe entitled 3-probe shown in
a). We capture the shading of each of its faces into the corresponding
lightmap slot determined by the configuration of occluders of a face (b).
We fill the empty lightmap slots, which correspond to unseen occlusion
configurations, using one of our two novel voxel light transport reconstruction algorithms, yielding a complete lightmap (c). We can then
render arbitrary voxel models by texture mapping (d). Compared to
ground-truth (e), our method (d) has trivial runtime requirements but
exhibits a few rendering artefacts.

Drawing inspiration from the recent advent of voxel-space games, such as
“Minecraft“, “Voxelians” and “Cube Land”, in this chapter we tackle the problem
of rendering voxel models with shading cues captured from the real world
environment. Our goal is to realistically integrate voxel scenes into a camera
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feed of the real world, with minimal runtime cost.
Previous augmented reality works, like [Now+11], normally use imagebased lighting techniques, as pioneered by Debevec [Deb05], to render virtual
objects using the captured lighting environment of the real scene. Besides
a high-dynamic range capture process this also requires the computationally
expensive simulation of light transport for the virtual scene. Our proposed
method overcomes both these challenges by exploiting the global illumination
computations done by nature as seen through the lens of a standard lowdynamic range camera.
Most previous methods capture unshadowed direct illumination, usually
using materials with either perfectly specular [Deb05] or near-Lambertian
BRDFs [Deb+12], and require simulating light transport for rendering. A
notable exception, aimed at non-photorealistic rendering, is the “Lit Sphere”
work [Slo+01] which similarly captures the shading of a diffuse sphere assumed
to be placed in the real scene, but, conversely, does not perform any light
transport simulation for rendering. Our work can be seen as extending the “Lit
Sphere” idea as we also acquire diffuse, globally-illuminated shading samples
from a specialised lightprobe placed in the real scene. However, unlike the
“Lit Sphere” work, the shading samples we acquire contain inter-reflections and
shadows, which we maximally exploit to realistically render objects without
performing expensive light transport simulations.
As illustrated in Figure 3.1, we propose to acquire the shading of an
arbitrary, but known, voxel model placed in the real scene, and smartly remap
its shading onto other arbitrary voxel models. In Figure 3.1 a) we show the
simplest such specialised light probe, a star shaped voxel model which we call
a “3-probe”. The acquisition process captures view-independent occlusionmodulated global illumination for various voxel configurations into a specially
organised lightmap. The acquisition process requires imaging from multiple
angles (minimum of two). The lightmap, as explained in Figure 3.3, is made up
of 192 individual square slots. Each lightmap slot corresponds to the shading of
an entire voxel face with one of 32 specific occlusion configurations, illustrated
by arrow and circle symbols, and in one of 6 orientations, shown with different
background colours. The shading for all occlusion configurations cannot be
encoded without using a highly complex and impractical shading probe. So we
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introduce two novel voxel light transport reconstruction algorithms to in-paint
the shading lightmap, as described in Section 3.4. Using the completed lightmap
we can then render arbitrary voxel models using simple texture mapping.
The main contribution of this chapter is a novel illumination capture and
remapping method for voxel scenes suitable for mobile devices with minimal
computational resources. As we will show in the following sections, our method
has the following properties:
• It acquires high accuracy occlusion-modulated view-independent global
illumination effects;
• Its capture process runs in real-time on modest hardware, and in parallel
with the remapping process;
• Rendering new virtual objects with the acquired illumination data is done
through simple texture mapping, requiring minimal GPU capabilities.

3.2

Related Work

Our voxel shading probe method super-imposes virtual objects onto the video
feed of a real scene, falling into the class of video-based augmented reality [Azu97]. Rendering realistically integrated virtual objects requires camera
calibration as well as radiometric calibration. In this chapter and Chapter 4 we
tackle the radiometrically calibrated rendering problem from various angles,
but always apply previous works for camera geometric calibration. For the
real-time validation of our voxel shading probe method we calibrated an Apple
iPad’s camera intrinsics using Zhang’s popular calibration method [Zha00].
For real-time extrinsics calibration we used a previous version of Vuforia1 , a
natural image features-based tracking library.
Realistic virtual object renderings can be achieved by using the captured
high dynamic range lighting environment of a real scene, using image-based
lighting methods [Deb98] or with other approaches as described in the literature
review (Section 2.3.2). Many previously introduced capture methods acquire
lighting information which can later be used for rendering. Our method, similarly to using a “Lit Sphere” [Slo+01] for AR, acquires shading information
directly. The shading we capture is an inherently low dynamic range signal
consisting of incident illumination convolved with a (potentially) visibility1 Vuforia.

Accessed 9 June 2018. https://www.vuforia.com.
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modulated Lambertian BRDF. As such, our method does not require a high
dynamic range capture process, which extends its applicability.
Modular Radiance Transfer (MRT) [Loo+11] enables approximate computation of indirect illumination for scenes decomposable into a set of affinewarped canonical shapes. The canonical shapes are cubes with varying numbers
of walls, and correspond to a subset of our voxel occlusion configurations. MRT
pre-computes direct-to-indirect light transport operators for these proxies to
map direct illumination into global illumination at runtime. We, however,
acquire the globally illuminated shading of voxel faces at runtime and remap
it for rendering arbitrary voxel scenes.
Contrary to previous works [Jac+05; Kne+10; Kne+12], in this chapter
we do not model light transport from the virtual scene back onto the real
scene. Instead, we focus on rendering the voxel scenes with minimal runtime
requirements while matching the complex illumination effects observed on a
voxel shading probe.

3.3

Voxels and Coarse-scale Occlusion

A voxel represents a cube in three dimensional space, arranged in an equallyspaced grid, a voxel grid. We consider a voxel model to be a collection of voxels,
specified by a voxel grid, usually implemented through a Boolean-valued 3D
array. A voxel has six faces, each with a different orientation corresponding to
a different axis-aligned normal. Our method acquires shading from the faces
of voxels from the real world and remaps it onto the faces of rendered voxels.

3.3.1

Assumptions

To derive a tractable method for acquiring and remapping voxel shading we
make the following assumptions:
• We assume that voxel models have Lambertian reflectance, so their material appearance does not depend on direction from which they are viewed;
• We assume the scene is lit by a distant lighting environment;
• More importantly, we assume that the shading of a voxel face depends
only on the presence and configuration of its immediate neighbouring
voxels. We denote this configuration of immediate neighbouring voxels
of a face its occlusion configuration. See Figure 3.2 for an illustration of
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a) A voxel face with no immediate occluders.

b) The five occlusion configurations with a single immediate occluder.

...

...

...

c) All other occlusion configurations: i.e.
voxel faces having two or more immediate occluders.
Figure 3.2: The coarse-scale occlusion assumption. For each voxel face, we
consider a simplified model of hemispherical visibility determined solely
by the presence of immediate neighbouring voxels. A voxel face
which is considered to receive illumination from its entire upper hemisphere is shown in a). Each voxel face can have a maximum of five
occluders, up to a total of 32 occlusion configurations. The five possible occlusion configurations with a single neighbouring voxel face are
enumerated in b); of course, many other combinations of occluders are
also possible as shown in c).

a voxel face with varying occlusion configurations.
We, however, do not assume constant radiosity across a voxel face.

3.3.2

Occlusion Configurations

A surface point on a voxel face has its visibility hemisphere divided into five
parts by the local configuration of adjacent voxels: one part for each possible
location of immediately neighbouring voxels (left, right, forward, backward and
top). So a face can have between zero to five occluders, in any combination,
for a total of 25 = 32 occlusion configurations.
The incident radiance of each voxel face surface point is directly affected
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a) Indicator lightmap enumerating the 32
occlusion configurations for each voxel normal.
The background colour of each lightmap slot
indicates its normal, while the circle and arrow
symbols indicate the presence and direction of
immediate occluders.
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b) Texture mapped 3D models using the
indicator lightmap shown in a), where each
voxel face is mapped onto the lightmap slot
corresponding to its occlusion configuration.

Figure 3.3: The indicator lightmap based on occlusion configurations. The
image in a) represents a lightmap which can be mapped onto arbitrary
voxel models according to their local occlusion configurations, with three
such examples shown in b).

by its occlusion configuration, with each neighbour voxel blocking about a fifth
of the hemispherical incident illumination. Indirect illumination is, of course,
also directly affected by the occlusion configuration, as direct illumination will
bounce between adjacent voxel faces and contribute to the radiosity of the
adjacent faces.
Our goal is to capture the radiosity value of each voxel face, ideally for
each occlusion configuration, and then remap the shading onto arbitrary voxel
models. There are six possible voxel face orientations, each with 32 occlusion
configurations, making a total of 6 × 32 = 192 possible voxel faces to capture. A
straightforward texture parametrisation for all such configurations is shown in
Figure 3.3. If we could capture all this shading information from a very complex,
and large, physical probe (from multiple photographs) then no additional
computation would be needed. Practicality constraints dictate that we should
strive for the smallest possible probe which allows us to re-shade voxel models
with sufficient accuracy.
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x

vø = [1 1 1 1 1]

vleft = [0 1 1 1 1]

v{left, fwd} = [0 1 0 1 1]

a) A point, x, in the
local 2D coordinate
frame of a voxel face
with the occlusion
configuration specified by vø.

b) Same point, x, but
with a different occlusion configuration
specified by vleft.

c) The same point, x,
again, but with
another different
occlusion configuration specified by
v{left, fwd}.

Figure 3.4: Local voxel face coordinate frame and visibility vectors. Crucially, the same point x can be associated with different visibility vectors
corresponding to different occlusion configurations.

3.4
3.4.1

Voxel Light Transport Reconstruction
Problem Statement

If we know the shading across multiple voxel faces having various occlusion
configurations and orientations, how can we reconstruct the shading for all the
remaining faces with unseen occlusion configurations or orientations?
In other words, we are given as input the shading values shown in the
lightmap in Figure 3.1 b) and we want to reconstruct the lightmap in c).
To answer this, we derive two novel methods of approximately reconstructing the missing lightmap slots next, in terms of direct illumination as well as
in terms of full global illumination.

3.4.2

Hemisphere Partitioning

The visibility hemisphere, Ω, of all points on a voxel face is partitioned by
S
its immediate occluders into five spherical partitions: Ω(x) = i∈{0...4} Ωi (x).
These partitions Ωi (x) vary with the local coordinate frame position, x, of the
surface points.
Assuming consistent ordering of occluders, we denote the occlusion configuration of a voxel face using a 5-element binary vector encoding per-partition
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visibility, v. The value of v at position i, v[i], is 0 when the neighbouring voxel
in the i th direction is present (so, it blocks visibility) and 1 otherwise.
The local coordinate frame of a voxel face, as well as how occlusion configurations map to visibility vectors, is illustrated in Figure 3.4.

3.4.3

Direct Illumination Reconstruction

The shading of a point x is the outgoing radiance L o at x as viewed from
direction ωo , and is given by the reflection equation (the simplification of the
rendering equation [Kaj86] for local reflection). Outgoing radiance is defined as
the sum of emitted, direct and indirect illumination. In our case, the materials
do not emit light.
We drop L o ’s dependence on viewing direction ωo as we deal with diffuse
materials. Assuming distant lighting, originating from a lighting environment
L env (ω), we can define the direct illumination component as:
L d (x) =

Z
Ω

ρx
L env (ω) Vx (ω) hn x, ωi+ dω
π

(3.1)

We can partition the integration domain into a sum over the five partitions
defined by neighbouring voxel faces:
L d (x) =

4 Z
X
i=0

ρx
L env (ω) Vx (ω) hn x, ωi+ dω
π

Ωi (x)

(3.2)

Our core simplifying assumption is that the visibility function can be
approximated using coarse-scale occlusion from neighbouring voxels; this means
we can approximate L d with L̃ d by replacing the visibility function Vx (ω) in
partition i by v[i]:
L̃ d (x) =

4 Z
X
i=0

Ωi (x)

ρx
L env (ω) v[i] hn x, ωi+ dω
π

(3.3)

Since v[i] is constant across partition i it can be moved out of the integration:
L̃ d (x) =

4
X
i=0

Z
v[i]
Ωi (x)

ρx
L env (ω) hn x, ωi+ dω
π

(3.4)

The remaining integral is the direct illumination of point x computed with
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incident lighting originating only from the spherical partition i. We define l
as a 5-dimensional vector containing these per-partition direct illumination
values, such that:
l[i] =

Z
Ωi (x)

ρx
L env (ω) hn x, ωi+ dω
π

(3.5)

Now, direct illumination at a point x with an occlusion configuration
specified by v can be expressed as the dot product of its visibility vector with
the per-partition direct illumination vector:
L̃ d (x, v) = hv, li

(3.6)

For a fixed local position x, changing the visibility vector v corresponds
to adding or removing neighbouring voxels. But, crucially, changing v does
not change the per-partition direct illumination values in l. So if we have
multiple shading samples for the same x but with different v values, we can
form a system of linear equations in terms of the known shading samples and
visibility vectors (stacked in a matrix V) and the unknown per-partition direct
illumination vector:








v0> 

v1> 
..  l = V l =
. 

vn> 

 L̃ (v ) 
 d 0 
 L̃ d (v1 ) 


..
.




 L̃ d (vn ) 

(3.7)

This formulation in Equation 3.7 is similar to Precomputed Radiance
Transfer [SKS02], where the visibility vectors v act as light transfer vectors;
the light is projected into spatially-constant spherical basis functions with
coefficients in l, one for each spherical partition, but where the basis functions
change in shape when x changes.
Given enough variation in visibility vectors so that they yield a non-singular
V with rank 5 (the dimension of l), we could solve for the per-partition direct
illumination elements in l exactly. This would be a form of inverse lighting,
solving for lighting basis coefficients, e.g. as in Marschner and Greenberg’s
work [MG97]. At runtime, the shading of each pixel would be computed as
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the dot-product of the pixel’s visibility vector v and a fixed l. The problem
is that l varies with the local position of a pixel on a voxel face, so we would
have to assemble a separate texture storing the computed per-partition direct
illumination values. This approach is valid but has moderate computational
requirements as rendering would require 5 full-RGB texture fetches per pixel
for the L̃ d terms and many linear equations would need to be solved at runtime.
The advantage of this method would be that the coarse-occlusion assumption
could be relaxed, and fractional instead of binary per-partition weights could
be used to simulate soft-shadows with more accuracy.
In this chapter and the next, we focus on minimising runtime costs to
target mobile devices, so we take a different approach. However, in Chapters 5
and 6 we instead focus on reconstruction accuracy and make heavy use of
computationally expensive optimisation methods.
Instead of solving for the per-partition direct illumination terms in l, we
propose to reconstruct the unseen shading values as linear combinations of the
known (captured) shading values. Given an arbitrary visibility vector, vu , by
definition, we can compute its corresponding shading by:
L̃ d (vu ) = vu> l

(3.8)

We can express vu as a linear combination, λ, of the visibility vectors in
V as:
vu> = λ > V

(3.9)

Inserting the linear combination expression of vu from Equation 3.9 into
Equation 3.8, and substituting the product of known visibility vectors and
per-partition direct illumination V l by known shading from Eq. 3.7, enables
us to express unknown shading as a linear combination of known shading:

L̃ d (vu ) = λ > V l = λ >

 L̃ (v ) 
 d 0 
 L̃ d (v1 ) 


..
.




 L̃ d (vn ) 

(3.10)

The matrix of known visibility vectors, V, will still need to have full rank, 5,
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so that we can reconstruct any unknown visibility vector exactly. The unknown
weights vector, λ, is then simply the solution to the following least-squares
problem:
λ = argmin kvu − V> λ ∗ k22
λ∗

(3.11)

A visibility vector v is constant across a voxel face, so we only need to
solve for an unknown linear combination weight, λ, once per missing lightmap
slot. A lightmap can have a maximum of 162 missing slots2 .
When the least-squares problem in Equation 3.11 is overdetermined (but
full rank) we instead solve an L0 -regularised least squares problem for the linear
combination vectors3 :
λ = argmin kvu − V> λ ∗ k22 + kλ ∗ k0
λ∗

(3.12)

Our motivation is computational: we plan to reconstruct shading values using
GPU shaders where the number of non-zero values in λ correspond to the
number of texture fetches required per-pixel. Fewer texture fetches means
faster runtime.
In summary, given any arbitrary voxel shading probe we can pre-compute
all of the required linear reconstruction weights, all the λ’s, and reconstruct
all missing lightmap slots using a simple texture blitting GPU shader. For
rendering, the in-painted lightmap is simply texture mapped onto arbitrary
voxel models.

3.4.4

Global Illumination Reconstruction

Attempting a similar derivation for indirect illumination quickly becomes unwieldy. We take a different approach by leveraging Precomputed Radiance
Transfer (PRT) theory [SKS02] directly.
As we note in the literature review (Chapter 2) PRT’s insightful result
is that a distant, smooth, lighting environment can be mapped into a surface
require at least 5 captured lightmap slots so that rank (V) ≥ 5, leaving 32 − 5 = 27
as the maximum number of lightmap slots to reconstruct per orientation. As there are 6
possible orientations the maximum number of missing lightmap slots is 27 × 6 = 162.
3 Matrix V has maximum size 27 × 5 so we can afford to solve the actual L problem, and
0
not an L1 proxy. These optimisation problems are solved, only once in a pre-computation
step, by brute-force enumeration of all least-squares solutions for all possible combinations
of rows in V.
2 We
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point’s global illumination through a simple dot-product with a precomputed
transfer vector. For completeness, we include a brief derivation of the main
result of PRT for direct illumination.
PRT expresses distant lighting as a linear combination of orthogonal spherical basis functions; the original paper [SKS02] uses the real spherical harmonics
basis, Ylm indexed by integer order l and band m.
L env (ω) =

∞
X
X

(3.13)

clm Ylm (ω)

l=0 −l≤m≤l

For notational convenience, as in previous work [Slo08], we unfold the
l and m SH indices into a single index, i, such that i = l (l + 1) + m. In
Equation 3.13, clm are the spherical harmonics projection coefficients of the
given lighting environment; as SH is orthogonal4 these coefficients can be
computed by integrating the product of the lighting environment with each
individual spherical harmonic:
ci =

Z

L env (ω) Yi (ω) dω

(3.14)

Ω

Plugging the basis expansion of lighting (Eq. 3.13) into the reflection
equation (Eq. 3.1) and flipping the order of integration using Fubini’s theorem [Fub07] allows us to write outgoing radiance as the dot product of lighting
coefficients and pre-computable light transfer coefficients:
L d (x) =

X
i

Z
ci
Ω

|

X
ρx
Yi (ω) Vx (ω) hn x, ωi dω =
ci t i (x)
π
i
{z
}

(3.15)

Light transfer coefficients t i (x)

For a given surface point x, we can arrange its light transfer coefficients,
t i (x), into a vector t(x)[i] = t i (x); and similarly, we can arrange the distance
lighting projection coefficients into a vector c, such that c[i] = ci .
For direct illumination we used 5-dimensional binary visibility vectors,
v to map unknown per-partition direct illumination into directly illuminated
shading through a dot product, as shown in Equation 3.6. Analogously, by
applying PRT, we now use multi-dimensional transfer vectors to map unknown
4 SH

are orthogonal with respect to integration on the sphere:

R

Y (ω) Yj (ω) dω
Ω i

= δi j
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Y0

Y4

Y1

Y2

Y3

Y5

Y6

Y7

Y8

a) Light transport vectors in the real SH basis. Each lightmap contains transport
coefficients for all occlusion configurations for all voxel normals for a single SH basis.

b) Texture mapped light transport
coefficients for Y0, which corresponds
to scaled ambient occlusion.

c) Texture mapped light transport
coefficients for Y8.

Figure 3.5: The spherical harmonics coefficients of light transfer for all
occlusion configurations. Each lightmap in a) shows globally colourmapped transfer coefficients in SH, with red representing positive values
and blue negative ones, up to 3rd order SH (for a total of 9 coefficients).
Selected texture mapped models using each voxel’s occlusion configuration are shown in b) and c).

incident lighting to globally illuminated shading through a dot product as
shown in Equation 3.15.
We pre-compute the per-pixel transfer vectors for each possible occlusion
configuration at each possible orientation, for a total of 192 = 32 × 6 configurations, as shown in Figure 3.5. For each such configuration we generate the
simplest geometry that induces the correct occlusion configuration. Computing
all the required transfer coefficients simply amounts to rendering the geometry
with a global illumination renderer with each individual SH basis function as
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the lighting environment5 .
To reconstruct unseen shading values we follow a similar approach as in
the direct illumination-based method: we reconstruct transfer vectors corresponding to unknown shading values from the transfer vectors having known
shading values. For globally illuminated shading, for a fixed occlusion configuration each transfer vector varies when changing the local position x, unlike
the visibility vectors used in the direct illumination reconstruction method,
which remain constant across a specific voxel face/lightmap slot. Even though
the transfer vectors vary per-pixel, to enable a fast runtime implementation,
we want each lightmap slot, as a whole, to be reconstructed as a linear combination of other whole lightmap slots. So for each lightmap slot, we form a
single composite transfer vector, τ, by stacking together all its per-pixel transfer
vectors:
 t(x ) 
0 

 t(x 1 ) 
τ =  . 
 .. 


 t(x n ) 

(3.16)

Let τ u be the composite transfer vector of a lightmap slot with unknown
shading. We can express τ u as a linear combination of the known composite
transfer vectors with per-lightmap slot weights λ, which are the solution to the
following L0 -regularised least-squares problem:
λ = argmin kτ u − T λ ∗ k22 + kλ ∗ k0,
λ∗

(3.17)

where matrix T stacks all composite transfer vectors with known shading rowwise. Contrary to matrix V from the direct illumination-based method, matrix
T is not full rank, as we detail below, and adding regularisation is appropriate
when solving an ill-posed least-squares problem [LH74]. We expect only a
subset of lightmap slots to be useful in reconstructing any given lightmap
slot, so L0 -regularisation is appropriate. Normally, a convex relaxation is used
5 If

the renderer does not support negative lights, as happened for us when using the Cycles
renderer (https://www.cycles-renderer.org), each lightprobe l (ω) can be decomposed
into two positive environment maps, l (ω) = max(l (ω), 0) + (−min(l (ω), 0)), and two passes
done, with the resulting renders subtracted accordingly to construct the render with the
original environment map.

Residual norms of transport reconstructions
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No occluders

≤ 1 occluders

≤ 2 occluders

≤ 3 occluders

≤ 4 occluders

Occlusion configurations with specified number of occluders

Figure 3.6: Composite transfer vector reconstruction errors (1). The occlusion configurations corresponding to known shading are expanded
one whole set at a time, with each new set adding all the occlusion
configurations which have one more occluder.

instead, replacing the L0 term by the L1 term and solving the lasso [Tib96] or
basis pursuit [CDS01] problems; we, however, only need the solution of this
problem once per shading probe, so we solve the actual L0 -regularised problem.
Matrix T has size M × N where M is the number of known lightmap slots
and N is the product of the number of spherical basis functions used and the
number of pixels per lightmap slot. In our implementation, we used 16 × 16
lightmap slots and 25 SH basis functions. We used the first 25 SH functions as
our occlusion configurations cast shadows and produce inter-reflections, while
the first 9 SH would be appropriate only for representing unshadowed diffuse
reflectance [BJ03; RH01c]. So T is not full rank.
Compared to the direct illumination based reconstruction method we no
longer have a guarantee that lightmap slots will be reconstructible from a set of
5 linearly independent transfer vectors. To quantify how occlusion configuration choice affects transfer vector reconstruction we perform two experiments.
In each experiment we reconstruct composite transfer vectors directly and
not shading. Reconstructing shading would bias our analysis on the selected
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Residual norm of transport reconstructions
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Best combination of x occlusion configurations

Figure 3.7: Composite transfer vectors reconstruction errors (2). For a
fixed number of occlusion configuration in the set corresponding to
known shading, indicated by the X axis, the best combination of occlusion configurations is selected. For up to 7 occlusion configurations
we can exhaustively check all combinations; for more occlusion configurations we find a good set of occlusion configurations using particle
swarm optimisation [KE95].

set of lighting environments used to generate the shading. By reconstructing transfer vectors our empirical analysis generalises to all smooth6 lighting
environments. Given a set of occlusion configurations with assumed known
shading, we measure how well the shading-unknown composite transfer vectors
can be reconstructed. We quantify the accuracy of reconstruction through the
L2 -norm of the residual of each composite transfer vector; the residual is the
difference between the actual composite transfer vector and its reconstruction.
In the first experiment we increase the set of assumed known lightmap
slots by expanding it with one entire category of occlusion configurations at
a time. Each additional category of occluders corresponds to adding all the
occlusion configurations with one extra occluder. Figure 3.6 summarises the
results. In it, the “No occluders” set specifies that only the voxel face without
any neighbours is considered known; next, in the “ ≤ 1 occluders” set, the five
voxel faces where each has one side occluded, is also included, etc. Using the
6 By

smooth lighting environments we mean that they are band-limited to 5th order SH.
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7-probe

Figure 3.8: Star-shaped voxel shading probes. Symmetric expansion of probes
starting from the 1-probe up to the 7-probe. Probes with redundant
occlusion configurations start from the 5-probe.

entire “ ≤ 1 occluders” set, which includes 6 occlusion configurations, decreases
error considerably already.
In the second experiment, with results shown in Figure 3.7, we find the
best occlusion configuration set with a fixed cardinality. The x-axis represents
the cardinality, i.e. the number of occlusion configurations in the set. The best
occlusion configuration is the one yielding the lower reconstruction error over
all missing lightmap slots. We can see a linear decrease in error up to using
the optimal set with 5 occluder configurations. The error continues to drop
when adding more occluders, but less abruptly.

3.4.5

Voxel Shading Probe Design

A valid voxel shading probe design must make shading reconstruction tractable
using the two methods described above. So, for the direct illumination reconstruction method to be tractable a valid probe must encode at least 5 occlusion
configurations with linearly-independent visibility vectors. For the global illumination method we know, from Figure 3.7, that selecting an optimal set
of 5 occlusion configurations is a reasonable compromise between probe complexity and reconstruction accuracy. Furthermore, the faces of a probe should
be easy to see with a camera. The probe should be as small as possible; and
it should avoid encoding duplicate occlusion configurations. A non-essential
design goal would be symmetry, so that the same set of occlusion configurations
are encoded for each of the six normals.
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Table 3.1: Occlusion configurations encoded by the “3-probe” Each row is
a visibility vector corresponding to an occlusion configuration. Each of
the five columns corresponds to a possible neighbouring occluding voxel.

v∅
vleft
vright
vforward
vbackward

Left
J

Right
I

Forward
N

Backward Top
H
•

1
0
1
1
1

1
1
0
1
1

1
1
1
0
1

1
1
1
1
0

1
1
1
1
1

This goal-based description can lend itself to optimisation; however, while
experimenting with the symmetric expansion of a single voxel we found that
the “3-probe”, shown in Figures 3.1 and 3.8, passes all these criteria for the
direct illumination-based method. For the global illumination-based method,
however, the occlusion configurations induced by the “3-probe” are not the
optimal set of 5 occlusion configurations, but has lower than average error.
 
The average error, of all 169911 = 31
5 occlusion configurations combinations
with 5 occluders is 3.067; the ones of the “3-probe” have 2.693 error7 . We leave
investigating geometry optimisation methods of constructing optimal voxel
probes for use with the global illumination reconstruction method for future
work.
This “3-probe” encodes five unique occlusion configurations per orientation: one unshadowed face and four faces occluded separately from four sides.
Of course, expanding the probe further we can generate more complicated
probes as shown in Figure 3.8, but these start encoding duplicate occlusion
configurations. Nevertheless, we later compare the performance of using the 3and the 5-probe.
For such a simple probe as the 3-probe the least-squares problems from
the direct illumination reconstruction method can be solved by hand and two
simple reconstruction rules can be derived. The visibility vectors that form
the visibility vectors matrix, V, are shown in Table 3.1. Each visibility vector
is represented with a subscript containing a set of occluders, O. For example,
the visibility vector for a face occluded only from the top is denoted by vtop .
7 Errors

refers to the residual norm of transport reconstruction, as in Figure 3.6.
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Rule 1: The visibility vector for vtop is the only occlusion configuration with
unknown shading with a single occluder; it can be reconstructed as:
vtop = 4v∅ − vleft − vright − vforward − vbackward

(3.18)

Rule 2: Any other occlusion configuration with a set O of occluders, can be
reconstructed as:
vO =

X

vo − (|O| − 1)v∅,

(3.19)

o∈O

where |O| is the number of occluders in the O. For the global illumination
reconstruction method, however, we must still solve the least-squares problems
to compute the shading reconstruction weights.

3.4.6

Reconstruction Analysis

Given the two reconstruction algorithms, the direct and global illumination
based ones, and two candidate shading probes, the 3- and the 5-probe, which
combination will perform best?
We answer this question by reconstructing the ground truth transfer vectors, which linearly encode how any lighting environment maps to shading,
using each combination of probe and algorithm. Results are shown in Figure 3.9. Errors are generally low, indicating that all methods perform well but
it is apparent that the global illumination algorithm always performs better
than the direct illumination one. The combination of the most complex probe
and reconstruction algorithm have the lowest errors (the 5-probe and the global
illumination reconstruction method respectively). Note that when we compute
average L1 errors we weigh each SH light transfer coefficient equally, while, for
natural lighting environments, spherical harmonics coefficients tend to decay
in magnitude with increasing SH order.

3.5

Real-time Implementation

We validate the shading probe idea using a 3D printed 3-probe, with a 2 cm2
face size, and a real-time capture and rendering process running on an Apple
iPad 3 (2012 model) implemented in the Unity Engine8 .
8 Unity

Engine. Accessed 9 June 2018. https://unity3d.com.
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a) 3-probe “direct”: 0.0115±0.0227

c) 5-probe “direct”: 0.0113±0.0224
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b) 3-probe “global”: 0.0113±0.0149

d) 5-probe “global”: 0.0094±0.0127

Figure 3.9: Light transfer reconstruction errors. Four globally colour-mapped
lightmaps are shown for the combinations of two shading probes, the 3and the 5-probe, over the two reconstruction algorithms, the direct- and
the global-illumination based ones. Each lightmap shows the colourmapped difference between the reconstructed light transfer vectors and
the ground truth transfer vectors. Blue values indicate that the reconstructed transfer adds more light than it should, overestimating
radiance; while red values indicate the opposite, meaning that the
reconstructions undershoot, underestimating radiance. The numeric
values in each sub-plot are the mean and standard deviation of L1 error across each lightmap. A completely black colour-mapped lightmap
would indicate 0 error.

3.5.1

Fabrication

A voxel shading probe can easily be manufactured using rapid prototyping techniques, while very simple ones can be even be built manually, albeit crudely.
Fabricating a shading probe can become expensive as 3D printing costs grow
exponentially with volume. We implemented an automated geometry generation tool in Autodesk Maya9 using Python scripting, to convert specified
9 Autodesk

Maya. Accessed 9 June 2018. https://www.autodesk.co.uk/maya.
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Figure 3.10: Voxel shading probe volume minimisation for 3D printing.
From left to right the figure shows: virtual in-assembly shading probe;
output minimal-volume 3D printable probe parts; photograph of inassembly test cubes printed with the proposed method.

voxel models to directly 3D printable models with minimised volume. These
optimised models have thin walls and can be solidly assembled by mechanical
force, without any adhesive. Wall thickness as well as face size are input parameters, while everything else is computed automatically. The parts of the
final output voxel model are also laid out in a minimal axis-aligned printing
volume. Figure 3.10 shows a virtual result of creating a 3D printable model for
the 3-probe and some test cubes printed and assembled with this technique.
We 3D print a white, diffuse, 3-probe and mount it on a pole, as shown in
Figure 3.11 a).

3.5.2

Capture

The goal of the capture process is to copy per-pixel shading from the faces of
an imaged real probe into the corresponding pixels of a lightmap; the lightmap
is laid out as shown in Figure 3.3.
Assuming successful geometric calibration, achieved using offline intrinsic
calibration and online extrinsic marker-based tracking, we maintain alignment
between the virtual shading probe and the 3D printed one, as shown in Figure 3.11 b). We copy pixels one lightmap slot at a time from the real voxel faces
into a writeable lightmap texture, using GPU-accelerated texture mapping.
When copying pixels we first invert the camera’s non-linear response function
to perfom computations in a linear colour space. We assume a simple gammaγ

curve model of the form L = L cam , with a default γ of 2.2 while enabling
manual adjustments through a user interface. When rendering, we apply the
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a) 3D printed “3-probe” shading probe
mounted on a pole.
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b) Registration between physical and
virtual probe. Virtual probe shown in
transparent grey material.
Screenshot taken from real-time Unity
implementation.

Figure 3.11: Physical voxel shading probe. Fabrication and alignment.

gamma-correction back onto the rendered output pixels.
The success of the capture process depends on accurate geometric calibration. Unfortunately very small camera calibration inaccuracies can lead
to visible artefacts along the edges of acquired voxel faces. To alleviate this
problem we shrink the texture coordinates of each lightmap slot slightly inward,
such that poorly captured data around the edges of the faces are less visible.
The capture process runs continuously and fills each lightmap slot with
the shading of the best matching face of the filmed shading probe. From a
set of candidate real voxel faces, the best matching one is determined by the
following conditions, which are lazily evaluated in order:
• Has matching orientation and occlusion configuration;
• Has a normal oriented towards the camera;
• Is contained by the camera’s viewing frustum;
• Is fully visible on screen;
• Has on-screen area greater than the previously copied texture for this
lightmap slot.
Evaluating most of these conditions is computationally cheap. The only
more expensive operation is checking if the four vertices of a given face are
occluded by other geometry for which we cast rays into the shading probe voxel
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model.

3.5.3

Reconstruction

Known lightmap slots are linearly combined using GPU blitting with custom
shaders to yield reconstructed shading values. The linear combination weights
are pre-computed according to which shading probe and which reconstruction
algorithm is used. This process consists of drawing textured quads so it is very
efficient to run on a GPU.

3.5.4

Rendering

To render a voxel model we first generate texture coordinates mapping voxel
faces to their corresponding lightmap slots, according to their occlusion configuration. Then, real-time rendering is done by texture mapping the voxel
model using the in-painted lightmap.

3.6

Results

We validate our method using two approaches: a) a shading reconstruction
experiment using synthetic data and, b) by implementing our method (capture,
reconstruction, rendering) in the Unity game engine.

3.6.1

Synthetic Results

We run a synthetic experiment to bypass the alignment issues which arise in
real world capture as well as to ensure that the distant lighting assumption is
actually true.
To produce synthetic results we use a “virtual” lightmap acquisition process
by baking path-traced shading for the 3- and 5-probes for eight HDR natural
lighting environments. We voxelise three standard computer graphics models
and render them from two viewpoints by texture mapping the reconstructed
lightmaps. We compare all four combinations of our proposed reconstruction
methods and shading probes, with quantitative results given in Table 3.2 and
qualitative ones shown in Figure 3.12. We use two quantitative error metrics on shading reconstruction: mean absolute error (MAE) as well as the
perceptually-motivated structural similarity index (SSIM) [Wan+04]. As previously indicated by the transfer reconstruction experiment (Fig. 3.9), using
either the more complex probe or the more sophisticated shading reconstruc-
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“Direct”
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5-probe
“Global”

“Direct”

“Global”

Path-traced
reference

Figure 3.12: Qualitative results on synthetic data. We show reconstructed
shading from the 3- and the 5-probe using both proposed reconstruction algorithms and compare them to path-traced ground truth. Results for three voxelised standard computer graphics models and two
lighting environments are shown.
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Table 3.2: Quantitative results for voxel shading reconstruction methods.
The table shows the errors in computed shading of the voxel shading
reconstruction methods vs. the path-traced ground truth; both mean
absolute error and structural similarity errors are computed. Results for
each combination of 3D model (Bunny, Dragon, Buddha), reconstruction
method (direct illumination vs. global illumination-based) and shading
probe choice (3-probe vs. 5-probe) are averaged over two camera positions
and eight lighting environments. The best error metric value (lowest
MAE, highest SSIM) in each row is shown in bold.

SSIM

MAE

3-probe
Direct Ill.
Global Ill.

5-probe
Direct Ill.
Global Ill.

Bunny
Dragon
Buddha

0.073 ± 0.022
0.093 ± 0.031
0.097 ± 0.039

0.071 ± 0.022 0.068 ± 0.021 0.067 ± 0.021
0.090 ± 0.031 0.089 ± 0.029 0.087 ± 0.030
0.091 ± 0.038 0.093 ± 0.037 0.088 ± 0.037

Overall

0.088 ± 0.033

0.084 ± 0.032

Bunny
Dragon
Buddha

0.945 ± 0.023
0.954 ± 0.019
0.962 ± 0.013

0.947 ± 0.023 0.948 ± 0.021 0.950 ± 0.021
0.956 ± 0.018 0.956 ± 0.018 0.958 ± 0.018
0.966 ± 0.013 0.964 ± 0.012 0.968 ± 0.013

Overall

0.954 ± 0.020

0.957 ± 0.020

0.083 ± 0.032 0.081 ± 0.032

0.956 ± 0.019 0.959 ± 0.019

tion algorithm results in lower mean absolute errors (and higher structural
similarity); while using the more complex of each we can obtain the lowest
mean absolute errors (and highest structural similarity).

3.6.2

Real-time Results

We implemented our proposed method in the Unity game engine and have
run it on an Apple iPad 3 (2012) device. Figure 3.13 show screenshots from a
real-time augmented reality demo of employing the “3-probe” as a voxel shading
probe, with shading reconstructed using our direct illumination based shading
reconstruction algorithm.

3.7

Limitations

The absolute limitation of the method presented in this chapter is that it can
only render voxel models. Furthermore, our method cannot render arbitrarily
rotated voxel models, but we can support 90◦ rotation increments on any axis.
This can be implemented by simply swapping lightmap slots, or equivalently,
texture coordinates.
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a) Real-time rendering screenshots of a randomly generated voxel model.

b) Real-time rendering screenshots of a voxelised car model.

Figure 3.13: Real-time rendering of voxel models using the proposed
method. Images are screenshots from a real-time Unity implementation. Each model is shown from two viewpoints, and is rendered
using shading information acquired from the physical “3-probe” (Figure 3.11 a)) and processed using the direct illumination based shading
reconstruction method.

We assumed that coarse-scale occlusion is sufficient for realistically rendering voxel models and derived our shading reconstruction methods from this
assumption. So, our method does not model fine-scale occlusions meaning that
occlusions due to non-adjacent voxels do not result in shadows; these artefacts
are apparent in all our results.
Our method handles only diffuse light transport, enforcing the BRDF of
rendered models to be proportional to the one of the shading probe. So, in
its most basic form, a virtually rendered model will have the same surface
appearance as the shading probe. Some spatially-varying surface details could
be added through a standard albedo map though, but the rendered indirect
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lighting effects would appear wrong as they would not be affected by the albedo
map.
The capture process involves acquiring shading data from all the faces of
the voxel probe and this requires a person to walk around a printed probe and
capture data from all of its faces.
As with any augmented reality capture set-up, our capture process suffers
from misalignment issues of the real and virtual shading probe due to imperfect
camera calibration. For extrinsic calibration we used Vuforia, a natural-image
features based tracking library, which worked well but was not perfect. Since
our voxel shapes can produce strong edges in the gradient of the camera image
one could attempt using the shading probe itself as a fiduciary marker. As the
probe we used is rotationally symmetric, one would also need to add additional
markers/engravings on some of the six unshadowed faces to be able to fully
determine its orientation.

3.8

Conclusion

This chapter has introduced the idea of a voxel shading probe used to remap real
world illumination acquire from a physical 3D printed customised lightprobe.
The main feature of this proposed method is its negligible runtime rendering
costs.
In the next chapter we delve deeper into the idea of using customised
lightprobes. We alleviate the main limitation of the method presented in this
chapter, of supporting only voxel models. The generalised spherical partitions
shading probe presented in the next chapter enables rendering arbitrary models
that appear realistically integrated in the real scene, with diffuse BRDFs, but
without any coarse-occlusion assumptions.

Chapter 4

The Spherical Partitions Shading
Probe
In the previous chapter we introduced the voxel shading probe idea, a method
which enables practical augmented reality by remapping captured shading from
a special voxel model placed in the real scene. In this chapter we refine the
shading probe idea and overcome the main limitation of the voxel shading
probe method: only axis-aligned voxel models were supported; the method we
introduce next supports rendering arbitrary geometry.
The general problem we are targeting remains unchanged: we want to
enable practical augmented reality scenarios. Specifically, we wish to render
virtual objects so that they appear integrated in a real scene, all with minimal
runtime costs.
We design a novel spherical partitions shading probe and exploit its structure to reformulate the reflection equation into an efficient-to-render form. As
in the case of the voxel shading probe, we capture shading from our spherical
partitions shading probe as well. Our new probe design greatly simplifies the
capture process, requiring the capture of individual point samples of shading
instead of the shading of full voxel faces. Moreover, we support tailoring the
structure of the shading probe to better handle specific lighting scenarios, such
as for indoor and outdoor lighting conditions.
We validate our improved shading probe approach quantitatively and qualitatively through synthetic experiments as well as through a real-time implementation running on an Apple iPad 3 (2012).

4.1. Introduction
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Introduction

Figure 4.1: The spherical partitions shading probe in-action. Screenshot of
an augmented reality scene rendered in real-time on an Apple iPad 3
(2012 model) using captured shading from our specialised 3D printed
shading probe. A close-up of the shading probe is shown on the right.
Shading is captured from the highly-reflective faces of the inner geometry, while the dark outer geometry is used to partition visibility and to
block indirect light bounces.

This chapter introduces a novel solution to the augmented reality problem of
radiometrically consistent rendering, based on using a new type of specialised
light probe. In the previous chapter we introduced the voxel shading probe
method, which smartly remaps shading captured from a real voxel model onto
virtual objects. We now refine the shading probe idea and overcome our
previous method’s main limitation of only supporting the rendering of voxel
models. The new probe design splits the sphere of incident directions into
disjoint partitions and is, in some respects, a generalisation of the voxel shading
probe, so we refer to it as simply the shading probe. A screenshot of an
augmented reality scene rendered using data from our novel shading probe can
be seen in Figure 4.1.
We are still targeting the same general problem as in Chapter 3: we want
to enable practical augmented reality scenarios on mobile devices. This requires
rendering objects which appear realistically integrated with a live video feed
of a real scene, while keeping runtime costs minimal.
We detail how the specialised light probe we introduce in this chapter
enables a reformulation of the reflection equation into an efficient-to-render
form. We show the equivalence between this reformulation and precomputed
radiance transfer with a spherical basis induced by the geometry of our probes.

4.2. Related Work

76

As in the case of the voxel shading probe, we capture shading from our
shading probe as well. The advantage of capturing shading remains: shading
is a low dynamic range signal so we can acquire it in a single exposure on a
standard consumer camera.
Compared to the voxel shading probe’s capture process, which requires
acquiring the shading of entire voxel faces, the capture process of our new probe
is greatly simplified. Now, we only require capturing individual point samples
of shading, one for each spherical partition. For the simplest shading probe this
requires capturing the shading of only six pixels. Furthermore, we can tailor
the structure of our new probe to better handle specific lighting conditions,
such as for indoor or outdoor use.
We evaluate the performance of our shading probe-based rendering method
through synthetic experiments while comparing it with other similar rendering methods. Furthermore, we demonstrate the effectiveness of our spherical
partitions shading probe by computing realistic AR shading in real-time on an
Apple iPad 3 (2012 model), all while maintaining a consistent appearance with
the surrounding real-world environment.

4.2

Related Work

We outline recent advances in mobile augmented reality, related works in
consistent shading, and rendering approaches that motivate our work. As is
expected, there is overlap between work relevant to our voxel shading probe and
the spherical partitions probe we introduce in this chapter, but for completeness,
we nevertheless include overlapping works here as well.
Before virtual objects can be placed and shaded in AR, a worldspace
coordinate frame must be computed. The process of computing this worldspace
frame is referred to as camera tracking or geometric calibration; we overviewed
existing methods in the literature review (Section 2.3.1). As in the previous
chapter, we use the Vuforia1 library, a natural feature-based camera tracking
library, and instead focus on simplifying lighting capture and realistic shading
of virtual objects once they have been placed in the scene.
Many radiometric calibration methods which acquire or estimate the lighting environment of a real scene exist, as we described in the literature review
1 Vuforia.

Accessed 9 June 2018. https://www.vuforia.com.
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(Section 2.3.2). We instead directly capture shading on a specially structured
diffuse light probe, simplifying both lighting capture and shading: we completely avoid the need to process the captured data (e.g., performing expensive
radiometric calibration, temporally smoothing, or basis projections), and the
probe’s shape induces a natural spherical basis for efficient shading of virtual
objects.
Given the captured incident lighting, several approaches can compute
the shading on virtual objects. Fournier, Gunawan, and Romanzin [FGR93]
roughly match external lighting with manually placed virtual light sources and
precompute global illumination solutions to transfer diffuse inter-reflections
onto simple proxy geometries. We do not fully couple lighting between virtual
and real objects [Jac+05; Kne+10; Kne+12], but we do assume a constant
albedo ground plane underneath our virtual scenes and render it so that it
appears integrated in the real scene using differential rendering [Deb98].
Nowrouzezahrai et al. [Now+11] capture incident illumination from a
mirror sphere and compute its spherical harmonics representation for use with
complex shading models at run-time. Knecht et al. [Kne+11] similarly capture
the incident illumination using a fish-eye camera and approximate shading using
imperfect shadow maps [Rit+08]. None of these techniques scale to mobile
platforms. In fact, most mobile AR solutions rely on simple shading models,
often completely neglecting that shadows and inter-reflections are essential to
the realistic “placement” of virtual objects in AR.
Having access to a captured lighting environment, we argue that one
particularly well-suited rendering method for augmented reality on mobile
devices is precomputed radiance transfer (PRT) [SKS02], as the majority of
light transport computations are done offline. PRT projects incident light and
light transport operators onto basis representations enabling fast relighting at
run-time [Ram09; SKS02], such that, for example relighting diffuse objects only
requires a per-pixel dot-product. For AR, the lighting environment must be
projected into this spherical basis at runtime, as in previous works [Now+11],
before shading can be computed. On a mobile device, this projection step can
be expensive, and is even more so if the chosen spherical basis is not orthogonal,
as projecting a function into a non-orthogonal basis requires the solution to a
least squares problem.
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a) Shading probe.

b) Outer shell.
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c) Kernel.

Figure 4.2: Shading probe construction. A shading probe a) with six spherical
partitions, i.e. a “6D shading probe”, is built from a diffuse “kernel”
c) enclosed in an outer non-reflective shell b). The shell is rendered
transparently in c).

We are motivated by modular radiance transfer [Loo+11; Loo+12], where
PRT light transport operators are warped from simple shapes onto more complex geometries at run-time. We also capture shading information from the
scene, forming a novel basis induced by the geometry of our probe. We then
use this basis to very efficiently compute shading on our virtual objects through
a PRT formulation. The shape of our shading probe (see Figure 4.3) can be
tailored to better sample specific lighting conditions. For example, one can
employ a different shading probe depending on whether the AR scenario will
be indoors or outdoors. This tailoring of the shading probe can also be used
to trade between accuracy, compute time and capture time.

4.3

The Shading Probe

We propose a family of shading probe designs which enable useful sampling of
shadowed shading using an adjustable spherical discretisation.
A shading probe captures incident illumination in the form of shading
values at n flat diffuse patches, each of which receives incident illumination
from a globally disjoint solid angle. We refer to a shading probe with n flat
diffuse patches as a “nD shading probe”, e.g. we denote a probe with 14 flat
patches a “14D shading probe”. The parts that make up a probe are shown as
renders in Figure 4.2. We refer to the collection of flat white patches as the
kernel of the probe (Figure 4.2 c). We use physical partitioning walls, that
make up the the outer shell of the probe (Figure 4.2 b), to split the visibility
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a) 6D

b) 14D

c) 14D Indoor
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d) 14D Outdoor

Figure 4.3: Spherical partitions corresponding to shading probe designs.
The rightmost two shading probe designs, c) and d), are 14 dimensional
probes tailored for indoor and outdoor AR respectively.

hemispheres of the kernel faces into disjoint solid angles. By constructing
the outer shell from a non-reflective material, indirect light bounces between
the outer shell and the kernel faces are suppressed, meaning that the kernel’s
faces capture only direct illumination. These indirect light bounces must be
suppressed as otherwise the spherical basis functions corresponding to the
spherical partitions would cease to be orthogonal. In turn, the shading values
that we would capture from the kernel faces would no longer correspond to
basis coefficients for the incident illumination. This is because expressing a
spherical signal as the coefficients of a non-orthogonal basis requires solving
a linear least-squares problem, and not simply projecting the spherical signal
onto the spherical basis.

4.3.1

Spherical Partitions

A shading probe is defined by n spherical partitions of the unit sphere. A variety
of spherical partitions corresponding to shading probe designs are shown in
Figure 4.3. In the simplest case we can specify a shading probe completely by
n seed directions. The Voronoi tessellation of the sphere then creates the n
sought after spherical partitions. The most straightforward probe design has
six partitions, which correspond to the projection of cube faces onto the sphere
as shown in Figure 4.3 a), with a photograph of the corresponding fabricated
model show in Figure 4.1. Another simple design specified by 14 approximately
uniformly distributed directions can be seen in Figure 4.3 b).
We support an arbitrary number of spherical partitions in the formulation
of our shading probe design, but practical fabrication considerations limit the
actual maximal number of partitions.
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6D

6D Sun (6)

6D Sun (12)
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6D Tilted Sun (12)

a) Shading probes with 6 base partitions.

14D

14D Sun (6)

14D Sun (12)

14D Tilted Sun (12)

b) Shading probes with 14 base partitions.
Figure 4.4: Shading probes tailored for outdoor AR. A progression of shading
probes tailored for outdoor AR, with 6 and 14 base partitions are shown
in a) and b) respectively. for each outdoor probe, the parenthesised
number specifies the discretisation of the sun path segment.

4.3.2

Tailoring for Specific Lighting Conditions

If we know that the probe will be used indoors only, where there is no single
dominant light source, then we propose to subdivide the sphere using a denser
distribution on the upper hemisphere. I.e., we subdivide more finely at the
top, where most lighting is likely to originate from and less finely toward the
bottom; see Figure 4.3 c) for such a design using 14 total partitions.
For outdoor use, we propose to customise the probe according to the
predicted sun path, on a given day and for a given location on the globe.
In this case, we discretise more finely along the sun path and more coarsely
everywhere else, capturing the sun’s direction better; such a design is shown in
Figure 4.3 d). The sun path is specified by three points on the unit sphere, all
on the same great circle, with the middle point specifying in which hemisphere
the increased discretisation will be performed.
The probe designs that we use in our results have been generated purely
by empirical experimentation with different parameters for the discretisations,
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focusing on achieving symmetric probe solutions while controlling the number of
total spherical partitions. Principled ways of partitioning spheres are studied in
mathematics in works on spherical tilings, e.g. using isosceles triangles [Daw03]
and right-angled triangles [DD06], and are beyond the scope of this thesis.

4.4

Shading Probe Light Transport

In this section we characterise what shading data a probe’s kernel faces capture and derive a method for using it to render globally illuminated virtual
objects. We also explore the relationship between diffuse precomputed radiance
transfer [SKS02] and our shading method.

4.4.1

Captured Probe Shading

Each of the n spherical partitions of a shading probe corresponds to a diffuse
flat patch of geometry. Patch i receives incident illumination only from the
spherical partition with index i, denoted Ωi . This means that the visibility
function of patch i, denoted by Vi (·), has value 1 only for directions from the
spherical partition Ωi :



 1, for ω ∈ Ωi
Vi (ω) = 


 0, otherwise.


(4.1)

Compared to the voxel shading probe, now we sample shading very
sparsely. For the spherical partitions probes we only sample shading once
at the centre of each kernel face, which is assumed Lambertian. For our simplest 6D shading probe, we acquire only 6 shading values. Of course, this
acquisition process requires seeing the centres of all kernel faces. For the 6D
probe, this requires a minimum of two diametrically opposite views, such that
in each view three distinct kernel faces are visible. The shading of a surface
patch si , i.e. its outgoing radiance as observed by the camera, is given by the
reflection equation:
ρ
si =
π

Z

L in (ω) Vi (ω) hni, ωi+ dω,

(4.2)

Ω

where ni is the normal of the kernel face corresponding to the i th partition, ρ is
the diffuse reflectance of the kernel, L in is the incident illumination assumed to
originate from an environment map, (·) + = max(· , 0) clamps the dot-product
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to 0, and dω is the differential solid angle. We can simplify the equation by
integrating only within the Ωi partition as the visibility function is 0 outside
it:

ρ
si =
π

Z

L in (ω) hni, ωi+ dω.

(4.3)

Ωi

Assuming that the physical spherical partitions are fully non-reflective,
each kernel face captures only direct illumination. So Equation 4.3 includes
all light transport components for each kernel face already, i.e. there are no
additional indirect illumination components to add.

4.4.2

Uniform Per-Partition Incident Lighting

For a partition Ωi of incident illumination we only have a single measurement
of incident illumination as a BRDF-convolved shading sample si . What can
we then deduce about the distribution of incident illumination from this one
measurement?
With more measurements of the shading of the patch, under the same
incident illumination, while varying the visibility function, we could apply
compressed sensing [CRT06; CT05] techniques to potentially recover the full
spatial distribution of incident illumination for the given partition. Unfortunately, that is not the case here. We can, however, deduce what constant
incident illumination would produce the shading we observe. So we substitute
the incident lighting distribution L in (ω) with a constant value L ini for each
partition Ωi in Equation 4.3, yielding:
ρ
si =
π

Z

L ini hni, ωi+ dω.

(4.4)

Ωi

Since L ini does not depend on ω, we can re-arrange the equation to yield the
value of the constant incident illumination in terms of captured shading:
L ini

ρ
= si
π
|

Z

+

Ωi

! −1

hni, ωi dω
.
{z
}
wi

(4.5)

The parenthesised expression is constant for a partition i, so we pre-compute it
and denote it with wi . The albedo of the kernel faces, ρ, can be calibrated in
an offline preprocessing stage. For example, it can calibrated using a reference
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Lambertian material of known reflectance, e.g. an X-Rite Chart2 . In our
case, we assumed the kernel’s faces have monochromatic albedo and manually
adjusted it through a user interface. Now we can see that we can express
constant per partition incident illumination as a normalised version of shading:
L ini = si wi .

4.4.3

(4.6)

Relighting Virtual Objects

We now derive global illumination light transport for arbitrary diffuse objects
using our knowledge of the shading data that can be captured from the shading
probe.
We can express the direct illumination of an arbitrary point x on a
virtual object due only to incident lighting using the reflection equation, as:
ρx
L (x) =
π

Z

L in (ω) Vx (ω) hn x, ωi+ dω,

d

(4.7)

Ω

where n x is the normal of the surface point x and ρ x is its diffuse reflectance
which can be spatially varying. We use the per-partition uniform illumination assumption to approximate direct illumination, L̂ d , by summing over the
uniform incident lighting, L ini , originating from each partition Ωi :
Z
n
X
ρx
L ini Vx (ω) hn x, ωi+ dω,
L̂ (x) =
π
Ωi
i=0
d

(4.8)

We move L ini outside the integration,
L̂ (x) =
d

n
X
i=0

L ini

ρx
π
|

Z
Ωi

Vx (ω) hn x, ωi+ dω,
{z
}
d
t i (x)

(4.9)

and it becomes clear that the integral does not depend on any runtime components. We precompute it and denote it by t id (x), as it stands for the direct
transfer coefficients of the i th partition. Substituting the integral for t id and
expanding L ini into its definition in terms of shading, yields a compact expres2 X-Rite

ColorChart. Accessed 10 October 2018. http://xritephoto.com/ph_product_
overview.aspx?id=1192&catid=28.
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sion for the approximate direct illumination of x as a dot-product of acquired
shading from the probe si and transfer coefficients t id (x):
L̂ d (x) =

n
X

si wi t id (x).

(4.10)

i=0

Furthermore, the 1-bounce indirect illumination of x, L 1 (x), can be
expressed by integrating over the reflected direct illumination arriving at x
from all visible scene points:
ρx
L (x) =
π
1

Z

L d (y) (1 − Vx (ω)) hn x, ωi+ dω,

(4.11)

Ω

where L d (y) is the reflected direct illumination arriving at x from a point y
that is in direction ω. As previously described, Vx (ω) is the visibility function
of point x, returning 1 if a ray cast from x in ω is not blocked by geometry and,
thus, reaches the environment lighting. For direct illumination this is exactly
what is needed, an integration over the visible emitted light. However, in the
case for 1-bounce indirect illumination, we must collect reflected radiance from
visible geometry. So, we use (1 − Vx (ω)) instead, which evaluates to 1 if a
ray cast from point x in direction ω is blocked by geometry, i.e. it intersects
another scene point y, from which we collect its reflected radiance L d (y).
Inserting approximate direct illumination at y using Equation 4.10 yields:
ρx
L̂ (x) =
π
1

Z X
n
Ω i=0

si wi t id (y) (1 − Vx (ω)) hn x, ωi+ dω.

(4.12)

We can switch the order of summation and integration by Fubini’s theorem [Fub07] and move all terms which do not depend on the integration variable,
dω, outside the integral:
1

L̂ (x) =

n
X
i=0

ρx
si wi
π
|

Z
Ω

t id (y) (1 − Vx (ω)) hn x, ωi+ dω .
{z
}
t i1 (x)

(4.13)

Similarly to the direct transfer coefficients, t id , this integral can be precomputed.
One simply needs to cast rays to find the points y in directions ω visible from
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x which contribute reflected illumination. Assuming fixed albedo we can also
fold in the BRDF into the precomputed terms. We denote the precomputed
1-bounce indirect transfer coefficients by t i1 and substitute them to form a
compact expression for 1-bounce indirect illumination:
1

L̂ (x) =

n
X

si wi t i1 (x).

(4.14)

i=0

This has the same form as the direct illumination equation (Eq. 4.10). Continuing the derivation we can arrive at the definition of k-bounce approximate
indirect illumination:
L̂ (x) =
k

n
X

(4.15)

si wi t ik (x).

i=0

Adding up all light bounces we can express global illumination at x, L(x)
as follows:
1

L(x) = L (x) + L (x) + . . . =
d

n
X
i=0

X

si wi

t ik (x)

{z
t i (x)

si wi t i (x),

(4.16)

i=0

k∈{d,1,...}

|

=

n
X

}

where t i (x) denotes the global light transfer coefficients. We note that if we fold
wi into si this equation has the familiar form of diffuse precomputed radiance
transfer [SKS02] where t i are the light transfer coefficients and the normalised
shading si wi acts as lighting coefficients.
Furthermore, our formulation naturally supports colour bleeding when
using coloured objects, as we use each individual surface point’s albedo ρ x in
the precomputation of the transfer coefficients. This is also demonstrated in
our real-time results, as shown in Figure 4.1.

4.4.4

Spherical Basis Encoder

Here we show how the shading probe can be thought of as a “spherical basis
encoder”, whose geometry induces spherical basis functions that can be readily
used in a PRT framework.
The outgoing radiance of face i of the shading probe is equal to the direct
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illumination due to environment lighting originating only from partition i:
si =

Z
Ω

ρ
Vi (ω) hni · ωi+ L env (ω) dω.
π
|
{z
}
bi

(4.17)

We can consider that each face i encodes an implicit orthogonal spherical basis
function, bi , through the effect of its reflectance and visibility on incident
illumination:
bi (ω) =

ρ
Vi (ω) hni · ωi+ .
π

(4.18)

Each such basis function is non-zero only within partition i. All spherical
partitions are disjoint, so the basis functions defined by a probe are orthogonal
(but are not, in general, orthonormal). A spherical basis is orthogonal if the
integration of any two different basis functions over the sphere yields 0:
Z

bi (ω) b j (ω) dω = 0.

∀i , j,

(4.19)

Ω

In PRT incident lighting and light transport operators are represented as
coefficients of a, usually orthogonal, spherical basis. As the basis set induced
by any of our shading probes is orthogonal, it can be readily used in a PRT
framework. To express incident lighting as coefficients in a probe’s induced
basis we simply need to integrate the lighting against each basis function
separately. If the basis would not be orthogonal we would need to solve a leastsquares problem to find the optimal set of coefficients. Let ci be the lighting
environment coefficient for basis function i:
ci =

Z

bi (ω) L env (ω) dω.

(4.20)

Ω

Looking at Equation 4.17 we note that the coefficient ci is equal to the shading
of partition si , which we capture as a pixel value with a camera at runtime.
Contrary to previous work [Now+11] which captures raw incident illumination
and projects it into a spherical basis through computation, our method directly
captures basis-convolved incident illumination. The only caveat is that when
projecting light transfer vectors into a probe’s induced basis one must take care
to rescale the coefficients appropriately, as the basis set b is not orthonormal.
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Formally, the dual spherical basis b∗ of b can be constructed such that the
bases are bi-orthogonal:
Z
Ω

bi (ω) b∗j (ω) dω = δi j .

(4.21)

The dual basis b∗ can be formed by normalising b by the inverse of its squareintegrated magnitude:
bi∗ (ω)

= bi (ω)

! −1

Z

2

bi (ω) dω

.

(4.22)

Ω

Then light transport operators can be projected to b∗ and the incident lighting
to b.

4.4.5

Are Physical Partitions Necessary?

As discussed, the physical partitions of our shading probe split spherical visibility into disjoint solid-angles, creating an orthogonal basis function set. Without
these physical partitions the resulting basis functions would be non-orthogonal.
Expressing a spherical signal, such as a lighting environment, into coefficients
of a non-orthogonal basis set requires the solution to a linear least-squares
problem; simply projecting the spherical signal into a non-orthogonal basis set
is not sufficient.
But, what if we only have access to the kernel of a shading probe without
any of the partitioning geometry? Capturing shading samples from the centre
of each kernel’s faces is equivalent to capturing shading samples from a diffuse
sphere. Specifically, we can capture shading from a diffuse sphere at the
locations corresponding to the normals of a kernel’s faces. Similarly, we can
also ask: what if we only have access to a diffuse sphere placed in the real
scene?
The simplest rendering method using the shading of a diffuse sphere is
with a “Lit Sphere”-based [Slo+01] approach, where the shading of the diffuse
sphere is remapped through normal-based indexing. As spheres are convex, this
method of relighting corresponds to unshadowed direct illumination rendering.
Alternatively, we could apply the shading probe formulation using captured
shading samples from a diffuse sphere and simply assume that the shading
samples originate from a spherically-partitioned probe. The shading sample s0i
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corresponding to the original partition i, with normal ni , is given by:
s0i

ρ
=
π

Z

L in (ω) hni, ωi+ dω.

(4.23)

Ω

However, we know that the basis functions corresponding to a nonpartitioned sphere have larger spherical support and will always yield brighter
shading values compared to the shading values captured from a partitioned
probe. Thus, we can compute a scalar weighting factor to account for the difference in the expected shading intensity. The scaling factor di corresponding
to the original partition i can be computed as:
R
di =

Ω

Vi (ω) hni, ωi+ dω
R
.
+ dω
hn
,
ωi
i
Ω

(4.24)

We denote the corrected shading which accounts for the difference in expected
intensity as s00i and compute it as:
s00i = di s0i .

(4.25)

For relighting with either method we can then simply substitute s0i or s00i for si
in Equation 4.16. We refer to rendering using s0i as “nD NP” as it corresponds
to rendering without partitions and without corrections; similarly, we refer to
rendering using s00i as “nD NP corr.” as this corresponds to rendering without
partitions but with shading corrections.

4.5

Geometry Generation and Fabrication

We physically build the shading probe using 3D printing from two main parts:
an outer shell, which we paint black, and a kernel, printed in a conveniently
white diffuse material. The geometry of both parts is automatically generated
starting from a description of a probe’s spherical partitions.
The partitioning of a probe is specified through a list of seed directions,
with the partitions arising from the spherical Voronoi diagram of the directions. To achieve more complex designs we merge specific Voronoi regions
together. The normals of the kernel’s faces are the vertices of the spherical
Delaunay triangulation of the seed directions. The outer shell geometry is gen-
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erated by CSG subtracting from a sphere the generalised cones created by the
probe’s centre with each partition’s corresponding eroded spherical polygon.
The kernel’s geometry is constructed by merging together all the inwards-scaled
aforementioned generalised cones. Each cone is scaled in the inverse direction
of its corresponding partition’s normal; this scaling amount determines the
kernel’s size.
This manufacturing process requires some assembly, where a general solution is to print the probe’s outer shell geometry from two pieces and glue
them together after inserting the kernel. For the 6D probe, we simply slightly
enlarged one of the holes on the outer shell so that the kernel, a cube in this
case, can be inserted manually inside the outer shell.

4.6

Real-time Implementation

We fabricated the 6D shading probe and implemented the full rendering algorithm described above in the Unity Engine3 . We show screenshots of the
research prototype user interface in Figure 4.5.

4.6.1

Capture

After the 3D printed probe is registered with the virtual probe, the shading
acquisition process, shown in Figure 4.6, requires the user to rotate the camera
around the probe. The n shading samples, one for each partition, are automatically captured from the faces of the probe’s kernel when they are deemed
visible on the physical probe. Visibility is determined by ray-casting into a
simplified model of the virtual probe. As done for the voxel shading probe,
we linearise the input radiance samples at capture time. As in the previous
chapter, we assume the camera response function can be approximated by a
γ

simple gamma-curve model of the form L = L cam , with a manually-adjustable
default γ of 2.2. When rendering, we similarly apply the forward gamma-curve
transformation back onto rendered output pixels.
Due to the design of the 6D shading probe, up to three shading samples
can be captured simultaneously, allowing incident lighting to vary while the
camera is held still. This also means that all shading samples can be captured
from just two camera viewing angles, increasing the versatility of the probe for
3 Unity

Engine. Accessed 9 June 2018. https://unity3d.com.
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a) Scene selection menu screenshot.
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b) Registration menu screenshot.

Figure 4.5: User interface. Screenshots of the scene selection menu a) and the
probe registration menu b) of the Unity Engine implementation of the
shading probe method.

Figure 4.6: Acquisition process. The left image shows the 3D printed 6D shading
probe. The right image shows all six captured shading samples of the
probe using registered coloured disks: centre’s show captured shading;
outlines indicate visibility.

common AR use cases, such as games.

4.6.2

Rendering

For rendering, as we showed above, our shading computation boils down to
applying PRT [SKS02] using the basis induced by our 6D probe. Thus, we

4.7. Results
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d) SH 25

e) 110D

Figure 4.7: Qualitative comparison of rendering methods (1). We show a
qualitative comparison of rendering a scene with inter-reflections using
shading acquired from a virtual shading probe. The probes in a), b), c)
correspond to practical designs while d) and e) are shown for reference.
Bottom-left corner of each image shows the reconstruction of incident
radiance of the corresponding method.

pre-process the virtual scenes to pre-compute global illumination transport
coefficients which we store in texture maps or at vertices. At runtime, AR
scenes are shaded in real-time through a dot product of the captured shading
samples and the stored transport coefficients. The runtime is negligible, as all
the six shading values are stored as uniforms in the rendering shader.
The shading probe method we presented does not support dynamic objects
directly. Enabling arbitrary rotations of objects requires rotating the transfer
coefficients of each surface point on-the-fly. As the basis functions encoded by
our shading probes are not closed under rotations, forming rotation matrices
would only be possible by re-projection (i.e. first projecting a signal encoded in
a spherical basis back to the angular domain and then re-projecting the aliased
signal into a rotated version of the initial spherical basis). These rotation
matrices could be tabulated or computed on-the-fly given sufficient memory
and/or computational resources. Supporting animated objects would introduce
the additional complexity of handling dynamic visibility changes. This requires
factoring out visibility, as e.g. spherical-signed distance functions [Wan+09] or
sphere proxies [Now+11], and merging it back into the transfer coefficients at
runtime.

4.7

Results

We validate our shading probe method using synthetic relighting experiments
as well as by implementing our method (capture, reconstruction, rendering) in
the Unity game engine.
Figure 4.1 shows a screenshot of a complex scene, containing different
coloured objects, rendered in real-time on an Apple iPad 3 using our shading
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b) 14D Indoor

c) 14D Outdoor
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d) SH 25

e) 110D

Figure 4.8: Qualitative comparison of rendering methods (2). Comparison
between the same methods and ordering as in Figure 4.7 using different
scenes. Top scene shows thin poles producing high-frequency shadows;
bottom image shows a dragon illuminated by an interior light probe.

probe method. The incident lighting used has been acquired in real-time from
the embedded probe. Inter-reflections between the dragon and the castle and
ground plane are highly visible4 .
Figures 4.7 and 4.8 contain general qualitative comparisons between different variants of our approach contrasted with spherical harmonics PRT. As we
inherit from PRT, our shading probe approach handles diffuse inter-reflections
as standard PRT methods, and this can be observed in the results. The ground
plane in Figure 4.8 c) appears brighter due to the insufficient discretisation of
the 14D outdoor shading probe near the horizon. As the basis functions of the
14D outdoor probe extend on both sides of the horizon (as shown in Fig. 4.3
d), light from beneath the horizon (in the lower hemisphere) will illuminate
surface points with normals in the upper hemisphere. Thus, the ground plane
is erroneously lit by light from beneath it due to the specific shading probe
design used.
As expected, colour reproduction suffers for the shading probes from the
imposed choice of a piecewise constant spherical basis set. The sun-path probe
suffers most, as most of its partitions are by definition aligned with the sun path
and thus, the probe only samples the rest of the environment very sparsely.
The centre image in each figure clearly shows that high frequency shadows are
4 The

human model, coloured in red, does not cast strong shadows as it was placed above
the ground plane during the precomputation step.
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MAE

RMSE

SSIM

Unshadowed D.I.

0.646 ± 0.15

0.614 ± 0.14

0.913 ± 0.03

SH 9
SH 25

0.242 ± 0.14
0.138 ± 0.06

0.202 ± 0.10
0.126 ± 0.06

0.965 ± 0.03
0.983 ± 0.01

6D
14D
38D
110D

0.546
0.442
0.210
0.114

6D NP
14D NP
38D NP
110D NP

1.991 ± 0.95
7.668 ± 2.21
24.701 ± 5.36
75.728 ± 14.87

6D NP corr.
14D NP corr.
38D NP corr.
110D NP corr.

0.694
0.702
0.673
0.663

± 0.34
± 0.25
± 0.13
± 0.06

±
±
±
±

0.30
0.37
0.36
0.35

0.397
0.323
0.169
0.100

± 0.24
± 0.17
± 0.10
± 0.06

0.954
0.969
0.983
0.991

1.228 ± 0.58
4.662 ± 1.40
15.070 ± 3.37
46.271 ± 9.34

0.921
0.801
0.580
0.358

±
±
±
±

0.03
0.05
0.04
0.03

0.478
0.477
0.458
0.451

0.946
0.949
0.951
0.952

±
±
±
±

0.03
0.03
0.03
0.03

±
±
±
±

0.20
0.25
0.25
0.24

± 0.03
± 0.02
± 0.02
± 0.01

Table 4.1: Quantitative comparison of rendering methods. Table compares
shading reconstruction performance of various methods in terms of mean
absolute error, root-mean squared error and the structural similarity.
The comparison is made between the following rendering methods: unshadowed direct illumination rendering (Unshadowed D.I.), two spherical
harmonics baselines (SH 9, SH 25), the standard shading probe method
(nD), the shading probe method without partitions and without corrections (nD NP) and also with appropriate shading corrections (nD NP
corr.).

recovered by the 14D sun-path optimised shading probe; moreover, the sun
shadow fidelity obtained by this probe is matched only by the heavily-discretised
110D probe, while all the other methods (including the other 14D probes and
the 25 coefficients spherical harmonics baseline) only produce smoothly varying
shadows. The bottom scene in Figure 4.8, of a dragon illuminated by an indoor
probe, exhibits small variations across the renderings. However, a closer look
(zoomed-in segments) reveals higher frequency shadows on the upper part of
the dragon for the indoor-optimised probe when compared to the equivalently
partitioned 14D probe.
We also performed a more extensive synthetic relighting experiment to
quantitatively evaluate the performance of our shading probe method. We
relit a scene composed of three standard computer graphics models (shown in

4.7. Results

94

a) Reference

b) Unshadowed D.I.

c) SH9

d) SH25

e) 6D

f) 14D

g) 38D

h) 110D

i) 6D NP corr.

j) 14D NP corr.

k) 38D NP corr.

l) 110D NP corr.

a) Reference

b) Unshadowed D.I.

c) SH9

d) SH25

e) 6D

f) 14D

g) 38D

h) 110D

i) 6D NP corr.

j) 14D NP corr.

k) 38D NP corr.

l) 110D NP corr.

Figure 4.9: Qualitative comparison of rendering methods (3). The figure
shows a scene lit by two lighting environments as rendered by various
methods. The label of each image denotes the rendering method used
to render it and corresponds to methods evaluated in Table 4.1. The
reference images were rendered using distributed ray-tracing.

Figure 4.9), using 100 unsaturated HDR indoor environment maps from the
database of Gardner et al. [Gar+17].
Table 4.1 presents quantitative results of the performances of the shading
probe method (6D, 14D, etc.), a “LitSphere”-based approach (Unshadowed
D.I.), spherical harmonics baselines (SH9, SH25) and shading probe methods
where shading is assumed to be captured from a non-partitioned sphere without
corrections (6D NP, 14D NP, etc.) as well as with corrections (6D NP corr., 14D
NP corr., etc.). Error metrics are averaged across all lighting environments.

4.8. Limitations

95

Besides mean absolute error and root-mean squared error we also report the
perceptually-motivated structural similarity index [Wan+04].
The spherical harmonics PRT baselines have superior performance at low
numbers of coefficients but require capturing and projecting the lighting environment to SH, for example as done in previous work which used a mirror
sphere placed in the scene [Now+11].
As shown in Table 4.1 the shading probe formulation used with shading
samples from a non-partitioned sphere results in very high rendering errors
when not correcting for expected intensity differences (6D NP, etc.). When
correcting for expected intensity differences (6D NP corr., etc.) the errors are
severely reduced, almost to the level of the partitioned probe methods (6D,
etc.).
From the qualitative comparison in Figure 4.9, we note that the shading probe method is able to reconstruct high-frequency shading, e.g. complex
shadows, better than low orders SH PRT, but only when using high levels of
discretisation in the shading probe (i.e. 110D and above). We also note that a
naive “LitSphere”-based implementation produces highly unrealistic renders as
it completely lacks shadows.
From Table 4.1 and Figure 4.9 we can also point out that at low discretisation levels (i.e. 6D) the perceptual differences between the shading probe
method with partitioning geometry and without (but with intensity-corrected
shading) are small. At higher discretisation levels the basis functions encoded
by the cosine-term of the partition normals become increasingly more correlated. Nevertheless, at low discretisations, quick prototypes of the shading
probe method using simple kernels (such as a cube) without any partition
geometry could be used to produce perceptually-plausible, albeit biased, renderings.

4.8

Limitations

While acquiring shading from the shading probe, occasional slight misalignments happen due to strong wind, imperfect extrinsic camera calibration or
accentuated occlusion of the printed marker. Currently, extrinsic calibration
errors are fixed by finely aligning the probe through a user interface. It would
be interesting to experiment with other tracking solutions, such as 3D model-
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based tracking for anisotropic shading probe geometries, or embedding markers
within the probe’s geometry which is not used for data acquisition.
For ease of derivation, calibration and implementation we assumed that
the outer shell is completely non-reflective. For our research prototype we
painted the 3D printed shell with a black paint, but which is not perfectly nonreflective, as can be seen in Figure 4.1. For production-quality applications, a
non-reflective as possible material or coating should be substituted, for example,
a Spectralon coating5 or material would be more appropriate.
A small fraction of incident illumination is lost and does not reach the
kernel faces as the shell partitions are not infinitesimally thin. We have not
observed any shading artefacts in our experiments, but one can imagine that
this can be come problematic if a strong directional light source is blocked.
In the limit, a shading probe’s surface becomes specular and it could be
used to render surfaces with view-dependent reflectance distribution functions,
i.e. specular or glossy surfaces. However, staying within reasonable memory
and fabrication constraints, a limitation of the current probe design is that it
only handles diffuse light transport and we believe this to be an interesting
avenue for further investigation.
Envisioning the general idea of capturing implicitly computed basis projections of incident illumination for other commonly used spherical basis sets, such
as spherical harmonics or Haar wavelets, would not be possible using a single
physical probe. For example, three-bands of SH would require nine physical
probes to be manufactured and registered, while sampling the shading points
from the probes’ surfaces would be difficult as they would be very occluded.
Of course, for this case, if computational resources are not severely restricted,
it would be simpler to fit 9 SH coefficients to the captured shading of a diffuse
sphere placed in the scene.

4.9

Conclusion

This chapter concludes our investigation into practical real-time augmented
reality methods. In the following chapters we focus on accurate offline lighting
estimation, and bypass the computation restrictions of real-time augmented
5 Spectralon

Coating. Accessed 26 October 2018. http://www.labspherestore.com/
product-p/aa-005xx-000.htm.
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reality applications.
In this chapter we refined the shading probe idea introduced in the previous
chapter for handling voxel scenes to general scenes. We greatly simplified the
capture process while also improving relighting accuracy.
However, compelling and immersive AR still remains a notoriously difficult
problem since the human perceptual system is extremely sensitive to even the
subtlest discrepancies in spatial consistency or appearance present between
virtual and real objects. But capturing shading directly in the LDR domain,
using one of our novel shading probes, allows us to bypass radiometric calibration, and augment reality with seamlessly integrated virtual objects - where
registration, capture and rendering runs in real-time even on consumer-level
mobile devices.

Chapter 5

From Faces to Outdoor
Lightprobes
In this chapter we present an offline approach to directly estimate an HDR
light probe from a single LDR photograph of a person’s face, shot outdoors
with a consumer camera, without specialised calibration targets or equipment.
In the previous chapters, we had complete control over the geometry of the
shading probes, and exploited this to enable practical real-time augmented
reality applications. Now, tackling the problem of using human faces as light
probes, we have far less information about geometry or reflectance. So, we
rely on estimated geometry and make use of data-driven priors to guide the
estimation of realistic HDR lighting from face photographs. We build compact,
realistic representations of outdoor lighting both parametrically and in a datadriven way, by training a deep convolutional autoencoder on a large dataset of
HDR sky environment maps. By leveraging our lighting priors we can recover
high-frequency, extremely high dynamic range lighting environments, even from
photographs of diffuse human faces.
For quantitative evaluation of lighting estimation accuracy and relighting
accuracy, we also contribute a new database of face photographs with corresponding HDR light probes. We show that relighting objects with HDR light
probes estimated by our method yields realistic results in a wide variety of
settings.

5.1. Introduction
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Introduction

Image-based lighting [Deb98] has allowed the creation of truly photo-realistic
visual effects by using the captured lighting of the real scene to illuminate a
virtual one. In the literature review (Section 2.3.2) we described many other
radiometric calibration methods, most of which involve specialised capture setups which are not available to the casual user. Additionally, the specialised
set-ups used in the past often have constraining limitations, both in terms
of dynamic range and field of view, which make it impossible to physically
measure the true luminance coming in from all angles (especially outdoors).
How then can we make this process simpler?
In this chapter, we show that HDR outdoor light probes can be captured via
a single low dynamic range shot of a person’s face, using a consumer camera, and
without the need for a specialised calibration setup (e.g. such as one consisting
of a tripod-mounted mirror sphere and a high-end camera for taking exposurebracketed sequences of photographs as in previous work [Deb05]). While faces
have been used as light probes before, existing methods are fundamentally
limited to recover low-frequency lighting [KK14; Shi12]. Because human skin
reflectance is mostly diffuse and acts as a low-pass filter on illumination, the
recovery of high-frequency lighting (e.g., the sun) from skin reflectance may
seem physically impossible [RH01c].
To address these limitations, we exploit high-frequency lighting encoded
in self-shadowing and also explicitly constrain our light estimate to lie in a
subspace of real lighting environments. We focus on the challenging case of
outdoor lighting, which has both extremely high dynamic range and frequency
due to the sun. We build both parametric and data-driven, deep convolutional
models from a large dataset of HDR sky probes, for use in our inverse lighting framework. Our approach has three key advantages over previous ones:
(1) it provides natural, data-validated models for outdoor lighting that accurately capture a wide variety of real illumination conditions; (2) it enforces
a strong prior that constrains the inverse lighting problem, yielding more realistic results; and (3) the highly compact representations make the problem
well-conditioned and easy to optimise as the input search space is significantly
reduced.

5.2. Related Work
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In this chapter we make three main contributions: (1) we present a novel,
practical approach for estimating a high-frequency, spherical HDR light probe
from a single LDR image of a face; (2) we introduce a novel dataset of synthetic
and real HDR images of faces, accompanied by corresponding HDR light probes;
and, finally, (3) we provide the first quantitative performance evaluation of
outdoor lighting recovery from faces.

5.2

Related Work

Lighting estimation from faces has mostly focused on lighting normalisation to improve facial recognition: Wen, Liu, and Huang [WLH03] use
a Spherical Harmonics lighting representation to relight a face; Wang et al.
[Wan+07] deal with harsh lighting via a Markov random field formulation.
Face modelling methods in computer vision have focused on accurate geometry [KB11; Lee+05], or texture [LZL14] recovery using rough lighting estimates.
In graphics, similar ideas have been used in face swapping [Bit+08; Dal+11].
While accurate lighting estimation from a face image has already been explored [KK14; SB15; Shi12], previous work has focused solely on recovering
low-frequency, low dynamic range indoor lighting; performance has been evaluated only qualitatively by relighting a sphere. While Nishino and Nayar
[NN04] estimate illumination conditions from a single image of an eye, reduced
pixel resolution is an important limitation in this case. In contrast, our method
estimates light probes that are quantitatively very close to real lighting environments, and works in the challenging case of outdoor lighting, where extremely
high frequency and dynamic range come into play.
Deep learning, especially with convolutional neural networks (CNNs),
has shown great promise in different computer vision tasks. Relevant to our
inverse lighting context, the convolutional inverse graphics network of Kulkarni
et al. [Kul+15] trains a variational autoencoder on a large dataset of synthetic faces to generate new faces under novel illumination or viewpoint, even
if that particular face has never been seen during training. Deep learning
has also been applied to the intrinsic image decomposition problem, where an
image is decomposed into its reflectance and shading components [NMY15;
ZKE15]. Similarly, Meka et al. [Mek+18] estimate specular material appearance (i.e. Blinn-Phong BRDF parameters) from a single input image leveraging
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many deep networks. Going one step further, Tang, Salakhutdinov, and Hinton [TSH12] combine deep belief networks with the physics-based Lambertian
reflectance assumption to jointly estimate surface normals, Lambertian reflectance, and light source direction from an image of a face. In the work
of Rematas et al. [Rem+15], “orientation-dependent appearance” of an object
is estimated from a single image using a CNN with an architecture similar
to ours. Follow-up work generalises this by dropping orientation dependency
forming “deep appearance maps” [MRF18]. Further follow-up work [Geo+16]
demonstrates actual separation of appearance into specular material and natural illumination with two different CNNs, trained on each task separately,
and Georgoulis et al. [Geo+17] show lighting estimation from multiple (specular) materials. Moo et al. [Moo+17] train a neural network for directly
regressing SH coefficients from an object given its geometry and pose. Gardner
et al. [Gar+17] and Hold-Geoffroy et al. [Hol+17] learn to regress indoor and
outdoor illumination from a single, generic image.
Of particular relevance to our work, Shu et al. [Shu+17] embed a rendering
layer in a deep neural network for inverting the image formation process from a
single face image, but their lighting representation is limited to low-frequency
Spherical Harmonics. Furthermore Kim et al. [Kim+18] regress facial pose,
shape, expression, reflectance as well as low-frequency incident illumination
in SH. Here, we also aim to recover lighting separately from face reflectance.
In contrast, we do not perform full end-to-end learning: rather we focus on
learning a data-driven model for lighting with deep learning, and exploit this
representation in an optimisation framework to recover high-frequency HDR
illumination even from diffuse face reflectance.

5.3

Estimating Lighting from a Face

We now derive our main contribution: a novel algorithm for estimating an HDR
lighting environment given a single LDR image of a face. Our approach relies on
a precomputed estimate of facial geometry, which is obtained by automatically
detecting faces and estimating their 3D pose and geometry. Reconstruction
of 3D faces in monocular view has matured significantly in recent years, with
impressive results [Cao+15; Gar+13; Shi+14; SKS14]. Our approach can
leverage any of these methods. Here, we use a simple and fast method that
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yields good results for most near-frontal faces in our database. From a sparse
set of 3D facial landmark detections, obtained with the method of Kazemi
and Sullivan [KS14], we fit a high-resolution 3D template mesh [TDM11] to
the image. Since we require dense normal estimates for as many face pixels
as possible, we smoothly deform the high-resolution 3D mesh towards the set
of 3D landmarks using the bounded biharmonic weight deformation method
of Jacobson et al. [Jac+11]. Figure 5.1 shows the resulting face mesh for three
different subjects.
Thus, we assume that face geometry is given and formulate our inverse
rendering task as simultaneously recovering the light probe and face albedo
from a single face image.

5.3.1

Shading Model

Consider a face pixel p with surface normal n p and albedo ρ(p), lit by the unknown and sought-after lighting environment l. Its Lambertian diffuse shading
is

ρ λ (p)
s λ (l, ρ(p)) =
π

Z

V (p, ω) hn p, ωi+ l λ (ω) dω ,

(5.1)

Ω

where λ is one of the primary RGB colours, h·, ·i+ is the clamped to 0 dot
product and ω is a direction in the spherical domain Ω. Here, l λ (ω) is the
desired lighting function, giving the incident radiance from the environment in
direction ω for the λ colour channel; V (p, ω) is the binary visibility at surface
point (pixel) p from direction ω, obtained from the 3D face mesh.
To derive a more practical model, we discretise the integral in Equation 5.1 and express light intensities and the albedo map as vectors, lλ =
[ l λ (ω1 ) . . . l λ (ω L ) ]> ∈ R L and ρ λ = [ ρ λ (p1 ) . . . ρ λ (pN ) ]> ∈ R N , where L
is the number of sampled light directions and N is the number of face pixels.
Furthermore, we group the light intensities and albedo vectors for different
colour channels into matrices: l = [ lr lg lb ] and ρ = [ ρr ρ g ρ b ]. We then
rewrite Equation 5.1 to express the shading of all pixels for colour channel λ as
sλ (l, ρ) = diag(ρ λ ) T lλ ,

(5.2)

where T ∈ R N×L is the diffuse transport matrix. The transport matrix, T,
encodes shadowed foreshortening for all surface points and lighting direc-
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Figure 5.1: Face geometry estimation. The top row shows the detected 2D
locations of 68 facial landmarks, shown as blue dots. The inferred, 3D,
higher-resolution mesh is shown as a green overlay wireframe mesh.
The bottom row shows the estimated geometry rendered from a novel
viewpoint.

tions. Specifically, the [p, ω]-th element1 of the transport matrix T encodes the
visibility-modulated inner product of the normal at pixel p and incoming light
direction ω,
T[p, ω] =

1
V (p, ω) hn p, ωi+ dω .
π

(5.3)

Note that T is precomputed using the detected face geometry. Selfshadowing, specified by the visibility information V (·) inside T, allow us to
estimate high-frequency illumination: the more complex the geometry is, the
smaller the nullspace of T, providing more information on lighting [Has+11].
Furthermore, note that sλ (l, ρ) ∈ R N is a vector of reconstructed shading
values for all pixels on a face, with sλ (l, ρ)[p] corresponding to the shading of
pixel p for colour channel λ.

index into T by pixel p and direction ω instead of using their respective numerical
indices, abusing matrix indexing notation.
1 We
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Problem Statement

Let s∗ = [ sr∗ s∗g s∗b ] ∈ R N×3 denote the reference shading (intensity) observed
for the pixels in an input face image; then s∗λ [p] corresponds to the reference
shading of pixel p for colour channel λ. Using Equation 5.2, we formulate
light probe recovery from a face as the solution to a constrained, regularised
minimisation problem in terms of l and ρ,
arg min
l,ρ

X 

ϕ sλ (l, ρ)[p] − s∗λ [p] + ψl (l) + ψ ρ (ρ)
λ,p

subject to ∀λ, ω ∈ Ω, lλ (ω) ≥ 0 ,

(5.4)

∀λ, p, 0 ≤ ρ λ [p] ≤ 1 .
Here ϕ(·) is the per-pixel per-colour-channel loss term while ψl (l), ψ ρ (ρ) define
the priors on lighting and face albedo, respectively. These priors are derived
in detail next, in Sections 5.3.3 and 5.3.4.
Without our lighting model and priors, the problem in Equation 5.4 would
be extremely ill-posed: there would exist infinite pairs of albedo and light
probes matching the photographed pixels perfectly—e.g., l and l + ∆l provide
equal shading s(·) for any ∆l in the nullspace of T. Few of these solutions
would look like a real sky probe. Thus, our goal is to recover a plausible pair of
albedo and lighting environment that allows for the realistic insertion of virtual
objects in the scene. Even though we focus on light probe inference, we are also
bound to estimate albedo to be able to separate the chromatic characteristics
of face and incident lighting.
In initial experiments we optimised for per-pixel (spatially varying) albedo.
We noticed that even when using coarse-to-fine albedo updates as well as
parsimony and smoothness priors (such as in [BM15]), lighting reconstruction
accuracy still decreased compared to when we optimise for spatially constant
albedo. As such, we empirically concluded that light probe estimation using our
models is more robust when albedo is restricted to only 3 degrees of freedom.
To ensure that spatially constant albedo is a reasonable approximation for skin,
we prune too light (over-exposed) and too dark (facial hair) pixels heuristically
in a pre-process. To improve robustness to other potential departures from the
assumed reflectance model (e.g., specularity), we use the convex Charbonnier
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x 2 + , a differentiable variant of the L1 -norm with fixed  = 10−6 .

Outdoor Lighting Priors

To integrate data-driven constraints (priors) on natural outdoor illumination,
we divide our outdoor lighting model l into two parts: the sky and ground
hemispheres, i.e., l = lsky + lgnd . We propose two alternative models for lsky ,
namely lAE and lS+S , which we train/calibrate on real sky probes, as detailed
next.

5.3.3.1 Outdoor Lighting Database
As previously mentioned, we use of a large collection of sky probes, namely the
Laval HDR Sky Database [Lal+16] to train and/or calibrate lighting models.
These real HDR sky probes span a very wide range of illumination conditions,
from overcast to partially cloudy to fully sunny. Captured using the method of
Stumpfel et al. [Stu+04], the probes are unsaturated even in direct sunlight.
We use 12000 images from this database, and split them into three nonoverlapping subsets: a training, a validation and a test set. We use rejection
sampling to ensure that:
• each set contains a similar mixture of sunny vs. overcast skies,
• all probes from the same capture day appear in only on of the three sets.
We train and/or calibrate models on the training set. We tune hyperparameters and implement early-stopping using the validation set. And, as we
describe in Section 5.4, we build a synthetic face database using the test set of
sky probes.

5.3.3.2 Convolutional Sky Lighting Model
First, we learn a compact non-linear subspace of valid skies in a data-driven
fashion, using our training set of HDR sky probes. Then, we restrict estimates
of lsky to lie within this sky subspace to help constrain the inverse rendering task
(i.e., the component of lsky in the nullspace of T) and to ensure the recovery
of realistic outdoor illumination. Note that a naive approach using a global,
linear generative model (e.g., Principal Component Analysis) would be very
ineffective in this case: the translation of sun and clouds in the sky would
introduce a large number of basis vectors that would be, in essence, shifted
versions of each other. For this reason, we have opted for a more efficient
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convolutional model.
We therefore model the sky hemisphere using a deep convolutional denoising autoencoder [Vin+10] learned from real HDR probes. A denoising
autoencoder is a neural network that is trained to denoise a corrupted version
of its input. As depicted in Figure 5.2, the input HDR environment of the
sky hemisphere (a 32 × 128 pixels image, the upper half of a latitude-longitude
map) is first processed through a series of convolutional layers, each followed by
a rectified linear unit (ReLU) activation function and max pooling layer. After
four such convolutional layers, a fully-connected layer compresses the feature
map into a Z-dimensional latent variable z ∈ R Z (we use Z = 64). This part of
the network is dubbed the encoder, since it converts the input into its (learned)
latent representation z. Next, the decoder upsamples z into a denoised HDR
probe fAE (z) via a series of deconvolution, ReLU and upsampling layers.
This autoencoder is trained via stochastic gradient descent (SGD) to minimise the solid-angle-weighted L1 loss between the input and the reconstructed
output pixels in each probe. Before passing it to the network, the input is
corrupted with additive zero-mean Gaussian noise (σ = 0.01) to provide better generalisation capabilities [Vin+10]. This is a very simple noise model;
investigating physically-based noise models, e.g. using signal-dependent distributions [Liu+08], is left for future work. To better compress the latent space
during training, the input sky probes are pre-rotated along their azimuth so
that the sun appears in the centre of each image.
We performed several training runs to find a suitable SGD learning rate,
and implemented early-stopping using the error computed on the validation
set. After training, we enable control over the sun’s azimuth (φsun ) by rotating the output of the generative sky light model fAE (z). We define the fully
parametrised convolutional model of sky light as:
lAE (θ) = R(φsun ) fAE (z) ∈ R L×3,
with θ = [ z φsun ] ,
where R(φsun ) is a rotation along the azimuth φsun .

(5.5)
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Filter Size

Input
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Resolution
32 × 128

Convolutional

64
96
96
64

5×5
3×3
3×3
3×3

32 × 128
16 × 64
8 × 32
4 × 16

Fully Connected (64): z
Deconvolutional
Convolutional

64
96
96
64
3

3×3
3×3
3×3
5×5
1×1

4 × 16
8 × 32
16 × 64
32 × 128
32 × 128
32 × 128

Output: fAE (z)

Figure 5.2: Architecture of our deep denoising autoencoder for learning
outdoor HDR sky lighting. The parameters of each layer are given
in each row. Convolutional layers (in the encoder) are followed by maxpooling to reduce their spatial resolution by a factor of two, whereas deconvolutional layers are followed by 2D upscaling to recover the original
input resolution. The ReLU activation function and batch normalisation
are used on all layers except the output, which is linear.

5.3.3.3 Parametric Sun+Sky Lighting Model
Alternatively, we also investigate the use of a parametric Sun+Sky model based
on [LM14], which we simplify slightly as to improve fitting convergence:
>
>
lS+S (θ, ω) = f (ωsun, t) wsky
+ Ce κ(ωsun ω−1) wsun
∈ R3 ,
>

(5.6)

where C = κ(2π − 2πe−2κ ) −1 is a normalisation term. We form a matrix
representation for the full lighting environment by evaluating the parametric sky
model lS+S (θ, ω) at L discretised spherical directions ω over the sphere, yielding:
lS+S (θ) ∈ R L×3 . The model parameter vector is θ = [ wsky wsun ωsun t κ ] ∈ R10 .
The sky and sun mean colours are w{sky, sun} ∈ R3 ; f (·) is the Preetham sky
luminance model [PSS99], which is a function of the sun position ωsun ∈ R2
and sky turbidity t ∈ R (1.7 ≤ t ≤ 35); the scalar κ ∈ R (8 ≤ κ ≤ 8192) models
the atmospheric scattering close to the sun. While more accurate sky models
exist [HW12; WH13], it is likely that their increased computational complexity
would make their use in inverse problems more challenging.
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5.3.3.4 Ground Lighting Model
Although we assume that incoming light arrives predominantly from the sky,
we also consider a single bounce of skylight on the ground by assuming a
Lambertian ground plane of constant reflectance, lit by the sky. This ground
plane is shown on the bottom half of the sky probes in Figure 5.3.
The ground component of our lighting model is defined in terms of the
vertical ground normal ngnd = [ 0 1 0 ]> and constant (but unknown) ground
albedo ρ gnd ,
sgnd =

ρ gnd
π

(5.7)

3
t>
gnd lsky (θ) ∈ R ,

where the ground light transfer vector t maps sky lighting to ground plane shading sgnd . Abusing notation, t[ω] corresponds to the shadowed-foreshortening
term of spherical direction ω such that tgnd [ω] = hngnd, ωi+ dω. To form an
expression for the ground plane bounced light, lgnd ∈ R L×3 , we duplicate the
ground plane shading sgnd appropriately, i.e. once for each

L
2

direction in the

lower hemisphere and fill with 0s the positions in lgnd corresponding to directions in the upper hemisphere. In Equation 5.7 the sky component lsky (θ) is
either lAE (θ) or lS+S (θ).

5.3.3.5 Lighting Estimation Problem
Putting it all together, our outdoor lighting estimation problem in Equation 5.4
is reformulated to consider the new parametrisation:
arg min
θ,ρ gnd,ρ

X 

ϕ sλ (θ, ρ gnd, ρ)[p] − s∗λ [p] + ψl (θ) + ψ ρ (ρ)
λ,p

subject to ∀λ, 0 ≤ ρ gnd ≤ 1 ,

(5.8)

∀λ, p, 0 ≤ ρ λ [p] ≤ 1 .
To further constrain each sky model to the manifold of plausible lighting environments, we fit a multivariate Gaussian mixture model (GMM) to the sky
parameters obtained from the training dataset of HDR probes in our database
(disjoint from the testing dataset). This subspace gives our prior ψl (·) above.
As Equation 5.8 gives a non-linear optimisation problem, we use multiple starting points in parameter space by initialising the models at the centroids of
the GMM prior; albedo is initialised similarly (as spatially uniform) using the
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means of the GMM prior described below; ground albedo is initialised to a dark,
neutral colour. Although convergence to local minima cannot be ruled out,
our results are on average better than those of other methods (Section 5.5).
Optimisation of Equation 5.8 is performed using a standard quasi-Newton
method and implemented in Python using the Theano library for automatic
differentiation2 . Additional implementation details are given in Section B.1 in
the appendix.

5.3.4

Face Albedo Priors

Lighting estimation from a single image of a face is an ill-posed problem; note
that Equation 5.2 presents a chromatic and an absolute intensity ambiguity
between albedo and lighting (e.g., halving albedo and doubling light intensity
yields equal shading s). To disambiguate our estimates, we constrain face albedo
using a GMM, which is fit a priori to a database of facial albedo [Wey+06]. As
the RGB space of this database may not match ours, we calibrate the albedo
likelihood, pGMM (ρ), to samples from our databases using manually assigned
skin-tone labels, as defined in the work of Weyrich et al. [Wey+06]. Our albedo
prior is defined as the negative log-likelihood,
ψ ρ (ρ) = −α

X



ln pGMM (ρ[p]) ,

(5.9)

p

in terms of the albedo GMM; α is a predefined constant weight, which we
calibrated on a disjoint training set of paired faces with corresponding lighting
environments, described next.

5.4

Face Databases

To evaluate the accuracy of estimated illumination conditions, we generated
two different datasets. First, we created a synthetic database using a statistical
3D face model [Pay+09; TDM11] and rendered a multitude of face images using
real HDR environment maps (from our test set of sky probes). Second, we also
created a database of real face photographs by capturing different people in
a variety of illumination conditions, as described next. The datasets will be
2 Theano.

Accessed 15 June 2018. www.deeplearning.net/software/theano.
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Figure 5.3: Overview of our database with synthetic face images rendered
under different illumination conditions. In each case, we show
the rendered face (left) and the corresponding HDR environment map
(right). These images have been tonemapped for display (γ = 2.2).
Note that even though the synthetic faces have bald heads, light probe
estimation only uses the face region (what is covered by the mesh in
Figure 5.1 and in Figure B.1 in the appendix) to better match the real
application scenario.

made accessible online3 .

5.4.1

Synthetic Face Image Database

Our synthetic data is designed to be challenging to lighting estimation algorithms. Its images contain self-cast shadows, strong specularities, coloured
light, and varying weather conditions – all of which may make previous solutions
fail.
Each synthetic face image in our dataset was generated by randomly sampling a face identity (geometry and albedo map) and a random HDR environment map as the sole light source for image-based lighting (these probes were
not used to train the model in Section 5.3.3, but come from the test set of sky
probes). Figure 5.3 shows a subset of these synthetic images rendered using
the popular physically-based Cycles render engine4 . We rendered 150 images
with different combinations of 3D faces and illumination conditions. The skin
model is comprised of specular and diffuse epidermal and subdermal layers to
3 Face

& Sky Datasets (Disney). Accessed 9 June 2018. www.disneyresearch.com/
publication/face2light.
4 Cycles Renderer. Accessed 9 June 2018. www.cycles-renderer.org.
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Figure 5.4: Overview of our database with real face images captured outdoors under different illumination conditions. For each case, we
show the captured face (left) and its corresponding HDR light probe
(right). These images have been tonemapped for display (γ = 2.2).

create highly realistic renders exhibiting complex effects such as specularities
and subsurface scattering.
Random 3D facial geometry was obtained by sampling the statistical face
model of Paysan et al. [Pay+09], built from hundreds of real 3D face scans.
Since instances of this model only describe the human face, they were used
as targets for the non-rigid registration of a template mesh for the full human
head. In addition, the model of Paysan et al. [Pay+09] does not describe face
albedo (i.e., a shading-free texture). Thus, we collected a dataset of 13 albedo
maps of different subjects using the photometric stereo setup of Gotardo et al.
[Got+15]. Each albedo map was manually classified and white-balanced to
match one of the skin-tone clusters identified by Weyrich et al. [Wey+06].
Finally, new albedo maps were generated as random linear combinations of
albedo maps selected from the same, arbitrary cluster.
Since the sky probe database captures only the sky hemisphere, we synthesised an infinite Lambertian ground plane in the bottom hemisphere. To obtain
realistic and calibrated (average) ground albedos, we captured photographs of
typical outdoor ground scenes alongside an X-Rite colour chart, as shown in
the appendix in Figure B.4.
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Real Face Image Database

In addition, we captured photographs of real faces under a variety of illumination conditions, several examples of which are shown in Figure 5.4. These
images were captured with a Canon EOS 5D Mark III camera equipped with
a 50mm lens. All images were saved in the RAW format at the full resolution
of the camera. The RAW format stores pixel intensity in a linear colour space,
corresponding to scene irradiance up to a multiplicative factor. So, contrary
to the real-time shading probe methods presented in previous chapters, it was
not required to explicitly perform camera response function inversion here.
In total, 9 subjects were recruited for this task and were asked to be
photographed with a mostly neutral expression. They were photographed under
25 different lighting conditions. There were 8 male and 1 female subjects, most
with fair skin. Subjects had varying amounts of facial hair, ranging from none
to full beards.
Each shooting session was performed in the following sequence of steps.
First, another Canon 5D Mark III camera mounted on a robotic tripod at
the planned facial capture location, and an exposure bracketed sequence of
photographs was captured at different orientations, and merged into an HDR
spherical environment map of the illumination conditions. Second, the tripod
was removed and each subject was asked to stand at the same location, one
at a time, in quick succession. In all, each capture session took less than 4
minutes, to ensure lighting consistency across all the shots (especially important
outdoors, as lighting conditions evolve over time). In all, we performed 25
such shooting sessions. We calibrated the azimuth rotation of each captured
spherical environment to the orientation of each person’s face. This was a two
step process: first, we fit geometry to the faces and computed scale-invariant
relighting error for each possible azimuth rotation (discretised in single pixel
increments); second, we manually selected the best matching azimuth rotation
from the local minima of the relighting errors.

5.5

Experiments

In this section, we evaluate the two lighting models introduced in Section 5.3.3,
and compare them against the widely-used Spherical Harmonics representation [Gre03]. In particular, we compare against 9- and 25-coefficient low-
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frequency SH models (SH9 and SH25) of order 2 and 4, respectively. As in
previous works [Bit+08; KK14; LZL14; Shu+17], these SH models are unconstrained and can represent negative light; thus, once results are obtained, they
must be truncated at zero. We begin by evaluating how each model approximates outdoor environment maps, then present quantitative inverse lighting
experiments on both synthetic and real data. Parameter tuning (training)
and evaluation (testing) were performed on disjoint datasets. These results
show that our approach recovers realistic outdoor lighting in a wide variety of
challenging conditions.

5.5.1

Quantitative Evaluation Metrics

We employ a variety of metrics for evaluating the quality of estimated sky
probes. First, we use shading-based metrics, indicated by the “(s)” abbreviation below. These are obtained by rendering a simple scene, comparing it to
the original, then computing: the mean absolute error (MAE), the root mean
squared error (RMSE), and the scale-invariant RMSE (si-RMSE) [BM12]. Second, we also use lighting-based metrics, indicated by the “(l)” abbreviation.
For these, ground-truth and recovered light probes are compared directly. We
calculate the MAE (weighted by solid angles dω) over: the entire full-sphere environment map (Full-dω MAE), the sky region only (Sky-dω MAE), i.e. while
zero-ing the sun region, and the sun region only (Sun-dω MAE). The sun
region is determined by cropping a 13◦ area around the brightest point in the
sky probe; its shape and intensity are especially important for accurate relighting. We also compute the angular error in sun position estimation (Sun-ang).
Finally, we fix the scale of these metrics by mapping the average image intensity to 1 and the sum over the light probe to 1 also. This re-scaling ensures
that errors for bright and dark skies are weighted equally. These measures are
also averaged over multiple probes. To compute the latter two measures, we
exclude overcast skies for which the sun location cannot be reliably determined.
However, all skies are included in the computation of Full-dω MAE.

5.5.2

Model Comparison

Before evaluating the recovery of light probes from face images, we demonstrate
the representative power of our models by directly fitting them to ground-truth
(GT) light probes. Figure 5.5 shows the results of fitting different lighting
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Figure 5.5: Comparison of outdoor illumination models fit directly to sky
probes. Ground truth shown in first row. Subsequent rows show, from
top to bottom: SH with 9 and 25 coefficients (SH9, SH25), the Sun+Sky
model (S+S), a simple “feed forward” approximation using our deep
autoencoder (AEF F ) and the optimised fit within the AE latent space
(AE). Each row shows four different sky probes, along with a simple
scene rendered by each sky probe.

Error metric

SH9

SH25

S+S

AEF F

AE

MAE (s)
RMSE (s)
si-RMSE (s)
Full-dω MAE (l)
Sky-dω MAE (l)
Sun-dω MAE (l)
Sun-ang (l)

0.56 ± 0.62
0.64 ± 0.69
0.50 ± 0.53
0.47 ± 0.26
0.46 ± 0.25
0.43 ± 0.26
20.29 ± 22.64

0.53 ± 0.62
0.62 ± 0.70
0.48 ± 0.53
0.41 ± 0.26
0.45 ± 0.25
0.42 ± 0.26
13.93 ± 14.39

0.54 ± 0.43
0.37 ± 0.28
0.23 ± 0.21
0.40 ± 0.18
0.18 ± 0.14
0.06 ± 0.10
0.68 ± 1.52

1.54 ± 4.69
1.05 ± 3.06
0.14 ± 0.16
0.50 ± 0.70
0.23 ± 0.27
0.10 ± 0.10
4.61 ± 13.63

0.35 ± 0.32
0.29 ± 0.29
0.17 ± 0.19
0.30 ± 0.21
0.22 ± 0.22
0.16 ± 0.20
6.52 ± 14.51

Table 5.1: Quantitative comparison of lighting models fit directly to sky
probes. Compared models: SH with 9 and 25 coefficients (SH9, SH25),
the Sun+Sky model (S+S), a simple “feed forward” approximation using
our deep autoencoder (AEF F ) and the optimised fit within the AE latent
space (AE). Each model fit is evaluated with shading- (s) and lightingbased (l) metrics as detailed in Section 5.5.1. Metrics averaged over 135
probes.
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models to 4 real probes. To demonstrate the effects of approximation errors,
the figure also shows a simple scene rendered with the fitted models. Clearly,
the popular SH representation cannot model high-frequency illumination even
when 25 frequency components are used (or 75 in total for the 3 colour channels). As a result, the light probe is over-smoothed and the rendered images
devoid of hard shadows. This is especially problematic in ill-posed, inverse
problems where one seeks a powerful model with as few degrees of freedom as
possible. In contrast, our 10-dimensional Sun+Sky (S+S) and 65-dimensional5
autoencoder (AE) models can more compactly and efficiently capture the important high-frequency illumination in the original GT probes, resulting in
better image lighting (e.g., accuracy of cast shadows). This is also reflected
quantitatively by the evaluation metrics given in Table 5.1. These metrics were
computed from a total of 135 real sky probes, which were not used to train our
models.
In Table 5.1, we note that the probe obtained with the method AEFF is
not actually optimised: the original sky probe is just fed forward through the
AE and is approximated by it. Table 5.1 also shows the performance of our
main AE approach in which we further optimise the probe parameters in the
AE latent space as to minimise the same loss function used by Sun+Sky. This
optimisation further improves the quality of our AE approximations and is
more similar to what we perform in inverse lighting from faces. Here, however,
these fits are not optimised for the relighting of objects; hence shading errors
may be higher than those in Section 5.5.3.

5.5.3

Quantitative Evaluation on Synthetic Data

We now evaluate lighting estimation from face images in our synthetic database
(Section 5.4.1). We rendered the face images with real, outdoor light probes.
We compare the performance of our inverse rendering framework using the
same illumination models and performance metrics described above.
Figure 5.6 shows 10 example faces with ground truth and estimated light
probes, as well as a synthetic scene (bunny and owl) rendered with each probe.
Note how the AE and Sun+Sky provide light probes and scene renderings
5 The

AE sky model’s 65-dimensional parametrisation results from the 64 dimensions of
the AE latent space and the one additional parameter for the azimuth rotation angle.
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Figure 5.6: Results on 10 synthetic faces from our database. The faces were
rendered with real, outdoor lighting conditions. Each example shows
the input face image and a synthetic scene rendered with the probe just
below it (from left to right): GT probe, inverse lighting estimates of
SH9, SH25, Sun+Sky, and AE.
Error Metric

SH9

SH25

S+S

AE

MAE (s)
RMSE (s)
si-RMSE (s)
Full-dω MAE (l)
Sky-dω MAE (l)
Sun-dω MAE (l)
Sun-ang (l)

0.68 ± 0.39
0.53 ± 0.30
0.41 ± 0.22
1.04 ± 0.48
0.43 ± 0.23
0.35 ± 0.20
18.31 ± 19.52

0.71 ± 0.51
0.52 ± 0.33
0.43 ± 0.22
1.22 ± 0.37
0.46 ± 0.21
0.34 ± 0.21
22.38 ± 18.54

0.92 ± 0.56
0.71 ± 0.47
0.55 ± 0.39
1.42 ± 1.57
0.64 ± 0.42
0.26 ± 0.20
42.23 ± 30.31

0.75 ± 0.38
0.60 ± 0.33
0.45 ± 0.29
0.80 ± 0.27
0.62 ± 0.32
0.15 ± 0.12
23.55 ± 21.75

Table 5.2: Quantitative comparison of lighting models for outdoor light
probe estimation from a single synthetic face image. Compared
models: SH with 9 and 25 coefficients (SH9, SH25), the Sun+Sky model
(S+S), and the deep autoencoder (AE). Each model is evaluated with
shading- (s) and lighting-based (l) metrics as detailed in Section 5.5.1.
Metrics averaged over 135 results.

that are very close to the ground truth (2nd and 8th columns). Table 5.2
shows performance metrics that are averages over 135 results. Here, the SH
model shows low values for the (Lambertian) shading-based metrics “(s)”, but
the larger errors for the lighting-based metrics “(l)” (and the absence of hard
cast shadows in Figure 5.6) demonstrate it poorly captures important highfrequency illumination. Our model, on the other hand, makes better use
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Figure 5.7: Results on 10 real faces from our database which were acquired
under natural, outdoor lighting conditions. Each example shows
the input face image on the left, and on the right: (top) a synthetic
Lambertian scene, (middle) the light probe used to render the scenes,
and (bottom) a synthetic glossy scene. From left to right: GT probe,
inverse lighting estimates of SH9, SH25, Sun+Sky, and AE.

of data-driven priors to constrain light probe estimation and provide more
accurate sky probes, as indicated by the lighting-based metrics in Table 5.2.
This is especially the case when estimating the shape and intensity of the sun
region, Sun-dω MAE (l), which encodes high-frequency illumination that is
fundamental for relighting.

5.5.4

Quantitative Evaluation with Real Photographs

We also evaluate light probe estimation from faces in our real database (Section 5.4.2), using the same illumination models and performance metrics described in Section 5.5.1.
Figure 5.7 shows qualitative results for 10 example faces from our real
database. Next to each face we show results for the four evaluated methods
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Error Metric

SH9

SH25

S+S

AE

MAE (s)
RMSE (s)
si-RMSE (s)
Full-dω MAE (l)
Sky-dω MAE (l)
Sun-dω MAE (l)
Sun-ang (l)

1.39 ± 0.91
0.95 ± 0.58
0.58 ± 0.32
1.65 ± 0.73
0.49 ± 0.26
0.32 ± 0.20
45.88 ± 46.72

0.99 ± 0.44
0.71 ± 0.31
0.57 ± 0.24
1.29 ± 0.31
0.46 ± 0.23
0.36 ± 0.21
28.67 ± 28.49

1.11 ± 0.75
0.85 ± 0.64
0.53 ± 0.24
1.73 ± 1.75
1.25 ± 1.57
0.64 ± 1.36
41.58 ± 36.48

0.86 ± 0.36
0.65 ± 0.29
0.49 ± 0.18
1.22 ± 0.34
0.86 ± 0.36
0.19 ± 0.11
33.30 ± 30.20

Table 5.3: Quantitative comparison of lighting models for outdoor light
probe estimation from a single real face image. Compared models:
SH with 9 and 25 coefficients (SH9, SH25), the Sun+Sky model (S+S),
and the deep autoencoder (AE). Each model is evaluated with shading(s) and lighting-based (l) metrics as detailed in Section 5.5.1. Metrics
averaged over 131 results.

and ground truth (ground truth is shown first in each case). For each method
we show three images ordered top-to-bottom of: a rendered Lambertian bunnyand-owl scene, the lighting environment that was used for rendering, and a
rendered glossy dragon scene. The top scene with the Lambertian bunny-andowl scene is used in the quantitative experiments from Table 5.3. Once again,
the AE provides light probes with higher frequency content. However, some
of the ground-truth probes present overall colour that differs from that of the
probes used to train the AE, which affected its results. The SH models can
represent low-frequency lighting well and are useful for lighting diffuse objects
like the bunny and the owl, but reflections from glossier objects (dragon) lit
with these SH fits do not look realistic.
A quantitative comparison for real data is shown in Table 5.3 (averages
over 131 results). In this context, the autoencoder outperforms the other
alternatives in most of the error metrics. As with the synthetic data, the
SH models outperform the others in the “Sky-dω MAE (l)” metric, but fails
to correctly estimate the bright Sun, “Sun-dω MAE (l)”. Interestingly, the
Sun+Sky model, while providing a closer approximation to the light probe when
being directly fit to them (Table 5.1), becomes more difficult to optimise in an
inverse lighting framework due to non-linearities in the model, Equation 5.6.
This is also visible in the sensitivity analysis in Section 5.5.5. Overall, we find
that the AE model provides the best balance between representing lighting and
usability in inverse lighting.
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Sensitivity Analysis

Besides the illumination conditions themselves, other factors may have an
impact on the performance of our technique. In this section, we investigate
two key factors: (1) the size of the input face image, and (2) geometry errors
introduced by the face detector. We now present sensitivity analyses showing
their impact on the quality of the recovered light probe.

5.5.5.1 Size of the Input Image
We experimented with input image resolutions ranging from 90×90 to 360×360
and report estimated lighting accuracy for all methods on the real data in
Figure 5.8(a). Note that all methods offer relatively stable performance across
image resolutions, indicating that resolution 90 × 90 is already nearly sufficient
for lighting estimation with these models. The exception is the parametric S+S
model, which seems to benefit from increased image resolution. The results
obtained for the other metrics exhibit a similar behaviour and are shown in
the appendix in Figure B.5.

5.5.5.2 Errors in Face Pose Estimation
To quantify sensitivity to the accuracy of estimated 3D face pose (Section 5.3
and Figure 5.1), we start with the ground-truth 3D face of each synthetic image
in our experiments and apply out-of-plane rotations of increasing magnitude
on the two axes (vertical and horizontal) ranging from 0◦ to 30◦ . The resulting
inverse lighting accuracy is reported in Figure 5.8(b). Aside from the S+S
model which exhibits unstable behaviour (due to its strong dependency on
initialisation), the other methods incur only a moderate performance penalty
with pose errors up to 30 degrees. Overall, the AE shows good robustness to
these perturbations.

5.5.5.3 Errors in Face Geometry Estimation
To quantify inverse lighting sensitivity to errors in estimated 3D face shape
(Section 5.3 and Figure 5.1), we start with the ground-truth 3D face model of
each synthetic image and perturb its blendshape coefficients with increasing
noise magnitude. We consider additive Gaussian noise of 0 mean and standard
deviation ranging from 0 to 1.1. This is motivated by the fact that face detectors
have a strong shape prior and will ensure that the detected 3D shape looks like
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Figure 5.8: Sensitivity of inverse lighting as a function of various parameters. Subfigures show: a) image resolution ranging from 90×90 to
360×360; b) out-of-plane rotation from 0◦ to 30◦ ; and c) face blendshape
coefficients perturbed by Gaussian noise with standard deviation ranging from 0 to 1.1. The error metric is “Full-dω MAE (l)”, see Figures B.5,
B.6, B.7 in the appendix for results on all metrics.
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a face, but possibly an incorrect one. The resulting inverse lighting accuracy
is reported in Figure 5.8(c). Performance of the SH and the AE methods seem
fairly stable across the range of perturbations. The S+S shows a counterintuitive change in performance with larger perturbations, which, as before, we
conjecture may be due to its sensitivity to initialisation.

5.5.5.4 Convergence and Failure Cases
As mentioned, inverse lighting with our light probe models gives a non-linear
optimisation problem and, although results of AE are on average better than
with other models, convergence to local optima cannot be ruled out. With
our S+S model, local minima may result in sun disks that are too large or
ground albedos that are overly bright (Figures 5.6 and 5.7). For the AE,
light environments may present artefacts (splotchy colourful blobs) when the
optimisation steps outside the manifold of plausible lighting environments.
This may happen if the weight for the GMM log-likelihood prior is too small.
Furthermore, the real face image database contains lighting environments which
differ from the sky probes we used as training data in two ways:
• they contain ground planes whose albedo (green grass) does not have a
high likelihood under our GMM ground plane prior trained only on a few
ground plane albedos,
• they contain buildings and trees in the upper hemisphere, while the
training data we used only contained sky pixels.
The convolutional sky model cannot generate skies containing buildings or
trees and neither can the parametric Sun+Sky model, leading to a source of
inverse lighting errors. Of course, the SH baselines are not constrained and
can represent any spherical signal up to their band-limit. Naturally, our results
are also less reliable when the face is predominantly illuminated from behind,
without enough variation in illumination being observed on the face. However,
this is atypical when capturing outdoor images.
In terms of runtime performance, optimisation for inverse lighting with
our AE takes about 5 minutes per face image at 192 × 128 resolution and on a
modern, 4-core 2.0GHz processor.
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Conclusion

This chapter presents a new approach to the challenging, ill-posed problem of
estimating an HDR light probe of natural outdoor illumination from a single
LDR face photograph. Compared to our previously introduced shading probe
methods which achieved real-time relighting, the method we presented here
tackles a much more difficult problem, so to make it tractable we relaxed the
real-time runtime constraints, and made use of offline optimisation techniques.
Our approach successfully recovers realistic light probe estimates even in
challenging cases of hard cast shadows and varying atmospheric conditions.
The main reason behind its success is the effective use of prior knowledge
on face geometry and appearance, as well as compact, expressive models of
realistic outdoor illumination. Both our parametric Sun+Sky model and deep
convolutional autoencoder were trained and validated on a large database of
outdoor HDR sky environment maps. We show how these models can exploit
non-linear data dependencies to constrain ambiguous light probe components
within the nullspace of the diffuse transport matrix, yielding more realistic
results. In addition, we also contribute a new database for the evaluation
of inverse lighting methods; it includes synthetic and real face photographs
with associated HDR light probes, covering a very wide range of illumination
conditions.
An important limitation of our method is that our shading model currently
only exploits diffuse reflection. A natural extension is to include a specular
term (e.g., Blinn-Phong) to exploit lighting information on facial highlights.
Such work would reduce the ambiguous illumination component to lie within
the intersection of the nullspaces of diffuse and specular transport matrices.
Our approach should also benefit from new advances in deep convolutional
autoencoder architectures.

Chapter 6

Fast Convolutional Sparse Coding
on the Sphere
Due to their role in image formation, spherical signals such as BRDFs, omnidirectional lighting, and transport matrices are of fundamental importance in
computer graphics and vision. Recovering such signals from images is key to realistically augment images in AR, in films, or to estimate high-detail geometry
from images. While different models have already been proposed for spherical
signals, they either suffer from low representative power or high dimensionality,
which makes their instances unrealistic and their estimation poorly constrained.
While convolutional sparse coding (CSC) has shown promise in inverse problems, little attention has been given to modelling signals on the sphere, where
convolutions do not yield spherical functions.
This chapter presents compact and expressive new models of spherical
signals based on CSC on the sphere, which are useful in graphics and computer
vision. We also leverage recent advances in spherical harmonics theory to
demonstrate how CSC can be implemented efficiently on the spherical domain.
Our new models make use of overcomplete bases that may include both handcrafted and data-driven spherical filters of varying spatial support and frequency
content. A comparative evaluation on transport matrices and a large database
of HDR light probes demonstrates the power and compactness of our models
in the fitting and recovery of spherical signals.
Compared to work presented in the previous chapters, where we either
captured and remapped shading or estimated lighting from a face, now we
tackle the fundamental problem behind inverse lighting. We study convolutional
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sparse coding for compact representation and robust reconstruction of spherical
signals, of which lighting environments are one particular example. We also
specifically apply our CSC method to estimate lighting environments from
known shading samples, thus extending our work from previous chapters.

6.1

Introduction

Spherical signals are fundamentally important in computer vision and graphics. Common examples include bidirectional reflectance distribution functions
(BRDFs), transport matrices, omnidirectional (360◦ ) video and lighting environment maps. Due to the role these signals play in image formation, compact
models for representing them have found important applications in both forward and inverse rendering.
Lighting going through a single point in a scene, as previously mentioned
(Section 2.1.1), is a spherical signal which can be represented by an omnidirectional HDR image. Adequate encoding of omnidirectional illumination is key
in creating virtual objects that look real, as shown by Debevec’s work [Deb98].
A light transport matrix, as previously discussed (Section 2.1.2), has one
spherical signal per rendered pixel (row), encoding basis-projected light transfer
for all possible incoming light directions. Typically, in high-quality graphics,
transport matrices require large amounts of storage. Therefore, compact and
efficient representations of these signals are essential in applications such as
real-time rendering [SKS02; TS06].
Because of their importance, representations for spherical signals have
received significant attention in the literature. Spherical Harmonics are arguably the most common such representation. However, SH cannot compactly
represent high-frequency spherical signals such as self-shadowing in transport
matrices, bright light sources, and illumination discontinuities (e.g., a window
edge) that are localised in space but not in the frequency domain. The poor
representative power of low-order SH makes it impossible to render sharp shadows in image augmentation and to correctly recover geometry and material
properties in inverse rendering with high-frequency illumination. Other works,
as we discussed in the literature review (Section 2.2.2), model illumination
using collections of point sources or Haar wavelets, suffering either from low
representative power or high dimensionality, which makes inverse problems
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poorly constrained.
Sparse coding and convolutional sparse coding (with filters representing
bases of localised support) have recently shown good promise not only for
compact representation, but also in solving difficult inverse problems [ZL15].
However, defining an overcomplete spherical basis that maximises representative power (generalization) and compressibility, while providing a fast and
efficient fitting algorithm, remains a challenge [BEL13; HHW15; Pap+17].
Of course, standard 2D convolutional sparse coding could be applied directly to suitably encoded spherical functions. As an initial step, we experimented with Bristow et al.’s convolutional sparse coding method [BEL13] to
fit two-dimensional activation maps and filters to spherical environment maps
encoded as 2D images in various formats including equirectangular, angular [Deb05] and octahedron representations [ED08]. The general problem with
this approach is that there is no way to map the sphere to a plane without
introducing distortions. In turn, these distortions force the CSC algorithm
to learn filters which explain map-specific distortions instead of solely focusing on explaining the spherical signals themselves. This results in losing the
compactness property of CSC representations: i.e. the same spherical signal
under two different rotations will be represented by different filters and different
activation maps. What is desired is the more compact representation, where
rotations of the same spherical signal result in updated activation maps only
while remaining represented by the same filter collection.
In this chapter, we instead leverage recent advances in SH theory to efficiently bring convolutional sparse coding to the spherical domain, allowing
for the use of locally-supported, high-frequency bases (filters) and fast fitting
algorithms in the frequency domain. We investigate the performance of different dictionaries of spherical basis filters, both hand-crafted and data driven, in
the compact representation of transport matrices and high-dynamic range light
probes. Finally, we also present a comparative evaluation of different models
when applied to the difficult, ill-posed problem of inverse lighting. As far as
we know, this is the first time such an analysis is presented for inverse lighting.
Besides the applications above, we note that our framework for fast
convolutional sparse coding on the sphere is readily extendable and relevant to other problems involving the modelling and estimation of gen-

6.2. Related Work

126

eral spherical functions—e.g., modelling bidirectional reflectance functions
(BRDFs) [Mat+03a], 2D and 3D geometry [HM09; TFV06], and visibility
functions on meshes [Wan+09].

6.2

Related Work

We first review the relevant work on models for light transport and inverse
lighting as they are the two applications we have chosen to illustrate. The
following section reviews basic sparse coding theory and introduces the notation
that we use to bring convolutional sparse coding to the spherical domain.
Low-order SH bases are ill-suited for expressing high-frequency signals,
but they are commonly used as they often work well with near uniform illumination and Lambertian reflectance [RH01c]. Ng et al. [NRH03] note that while
harmonics bases do not localise well in space, point sources do not localise well
in frequency and no principled way exists to bridge these two models. They
propose the use of Haar wavelet compression as to preserve high-frequency
signal in cubemap representation of light probes. Besides representing spherical signals using basis functions, parametric representations are widespread
in computer graphics literature. For example, mixtures of isotropic spherical Gaussians have been used for modelling view-dependent light transport
in Green et al.’s work [Gre+06] on glossy PRT rendering. Isotropic spherical
Gaussians have also been used for representing the total radiant intensity of
virtual point light sources for enabling efficient rendering of glossy indirect
illumination [Tok15]. Mixtures of Gaussian functions have also been used in
Vorba et al.’s work [Vor+14] to model directional distributions for enabling
improved importance sampling for Monte-Carlo rendering techniques, including
path-tracing and bidirectional path-tracing. Spherical radial basis functions, of
which von Mises-Fisher kernels and isotropic spherical Gaussians are specific
examples, have been used by Tsai et al. for highly-compressed all-frequency
glossy and diffuse PRT rendering [TS06]. Xu et al. propose anisotropic spherical Gaussians [Xu+13] as a replacement for isotropic Gaussians for modelling
anisotropic spherical functions. They provide qualitative results showing how
anisotropic BRDFs and lighting environments can be better approximated by
mixtures of anisotropic spherical Gaussians compared to using mixtures of
isotropic ones. Angularly representing lighting is also common, for example as
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an equirectangular map as used by Lombardi and Nishino [LN16]. These representations still have many degrees of freedom or are not sparse. In contrast, our
method makes use of a dictionary of generic “wavelets” (isotropic, anisotropic,
hand-crafted, data-driven) that can be tailored to compactly model spherical
signals.
The filters in our dictionaries are not wavelets in the mathematical sense,
but we equated them to “wavelets” for an intuitive comparison. Our filters
are not wavelets as they: are not generated from a single mother wavelet by
translation and scaling; are not (generally) orthogonal; nor do they integrate
to 0 over their domain (i.e. they do not posses the admissibility condition of
wavelets) but are actually positive everywhere. For a thorough treatment of
spherical wavelets, please see the work of Schröder and Sweldens [SS95].
Many methods using SH, constant basis functions or Haar wavelets have
been used for inverse lighting in computer graphics and vision, as was described
in detail in Section 2.2.2. One method, of particular relevance to the work
in this chapter, Kholgade et al. [Kho+14] represent an environment map as a
linear combination of von Mises-Fisher (vMF) kernels [Fis53] of fixed width and
positioned at fixed directions on the sphere; their intensities are optimised from
images of an object of known geometry. Our comparative results in Section 6.6
show that more accurate lighting can be recovered when using more diverse
dictionaries of filters.
More recently, Gardner et al. [Gar+17] learn the relationship between an
indoor scene and its lighting conditions using a deep context encoder, and
Georgoulis et al. [Geo+17] perform a similar feat from a reflective object containing multiple materials. Both these approaches naturally learn a constrained
lighting representation, but it is entangled in the network and cannot be used
for other applications (e.g., performing inverse lighting from a known transport
matrix). In contrast, the convolutional inverse graphics network of Kulkarni
et al. [Kul+15] learns a parametrised representation, but it is restricted to a
single directional light source. Similarly, Hold-Geoffroy et al. [Hol+17] learn
to estimate lighting outdoors, but it is also restricted to a single directional
light source (the sun). As opposed to these works, our method provides an
expressive and compact representation for lighting and other spherical signals
that can readily be used in several applications.
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Sparse Coding

We now review sparse coding theory and establish the basic formulation for
the new models we derive in Section 6.4. Let x ∈ R N be an N-dimensional
signal. A compact model for x is a linear combination of a small number of
columns di of an overcomplete basis matrix (dictionary) D ∈ R N×M ,
x = Dz,

s.t.

kzk0 ≤ s ,

(6.1)

with a sparse vector of coefficients z ∈ R M and s  M. The idea is to use
an overcomplete dictionary (non-orthogonal basis) with sparsity constraints,
allowing for both representative power and compressibility. Intuitively, the
larger the dictionary, the higher is the likelihood that a basis di itself will
nearly resemble x, providing maximum model compression with sparsity s = 1.
Since the signal x may be arbitrarily aligned with the bases in D, one finds
that D must include collections of bases that are essentially shifted versions
of each other [BEL13; ZL15]. For example, a light source of a certain shape
may be located at different directions on the sphere. A natural model of all
possible shiftings of each basis is a Toeplitz (convolution) matrix of a single filter
0

di ∈ R N with local spatial support (N 0  N). The result is a convolutional
sparse coding model with a shift-invariant dictionary of filters,
x=

M
X
i=1

di ∗ zi,

s.t.

M
X

kzi k0 ≤ s .

(6.2)

i=1

Now ∗ denotes convolution on the sparse activation map zi ∈ R N associated
with filter di . While the dictionary is now largely compressed, the total dimensionality of the sparse maps zi is increased to explicitly account for each
position of possible activation of each filter.
Defining this model corresponds to prescribing a collection of filters
or learning such filters from data [BEL13; HHW15]. Sparse model fitting
is commonly performed using greedy algorithms such as OMP [PRK93],
LARS [Efr+04], and Hard Thresholding Pursuit (HTP) [Fou11]. Recent analyses have provided good theoretical guarantees on the results of such greedy
methods [Pap+17]. Motivated by previous works, we also make use of a greedy
method for fitting our dictionaries of spherical filters, and specifically adapt
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n

Figure 6.1: Spherical convolutions. Subfigures show: (a) shifting a filter over the
sphere, from the initial (canonical) direction ω0 , corresponds to a full
3D rotation of the filter (change in elevation, azimuth, and twist angle ξ about ω n ); (b) convolution of a filter on a sparse activation map
(impulses on sphere) can be seen as rotating copies of the filter to each
activation position, scaling, and summing.

HTP for this purpose.
Fast convolution in the Fourier domain has also been recently investigated [BEL13] for 2D images, and consensus-based approaches to accelerate
processing on large datasets have also been proposed [Cho+17]. However, so
far, little attention has been devoted to convolutional sparse coding when moving away from the 2D image grid to model signals on a sphere. As discussed
next, convolutions on the sphere have an additional parameter (a filter “twist”)
and there is no trivial way of implementing them efficiently in this new domain.
Section 6.4 presents our new approach for sparse coding on the sphere.

6.4

Convolutional Sparse Coding on the Sphere

This section focuses on the particular problem where the signal x is an Ndimensional vector with equally-spaced samples of a function on the sphere
(e.g., the intensities of incoming light in the R, G, or B channel of a light probe)
along given directions ωn , n ∈ {1, . . . , N }.
Similarly, filters di (ω) and activation maps zi (ω) also define (discretised)
spherical functions. Here, we assume that the convolutional dictionary is known
and defer its definition to Section 6.6.1. We begin by analysing how the nature
and representation of the filters affect model fitting.
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Convolutions of Spherical Filters

When considering convolving an arbitrary spherical function with a general
anisotropic spherical filter, one must consider not only the filter’s position
on the sphere (orientation along a particular direction ωn ) but also its twist
(rotation) ξ about ωn , as shown in Figure 6.1 a).
In other words, the convolution of two scalar spherical functions does not
result in another spherical function, unless one of the functions is circularly
symmetric [SBN15]; it generates a mapping between R in the 3D rotation
group and the set of real numbers, f : SO(3) → R,
f (R) = (di ∗ zi )(R) =

N
X

di (R> ωn ) zi (ωn ) .

(6.3)

n=1

However, in the particular case of isotropic filters (which are circularly symmetric), twist angle ξ does not make a difference and convolutions do yield
a spherical function, f : S 2 → R. Figure 6.1 b) shows the convolution of an
isotropic filter di (ω) on its activation map zi (ω).
Thus, we first consider sparse coding on the sphere with isotropic filters only. This limitation reduces the representative power and compressibility
of our convolutional model. However, as mixtures of Gaussian-like kernels have
been proven to be useful representations, we consider this model here and build
on top of it.

6.4.2

Basic Isotropic Model Fitting

Given a collection of M isotropic filters in dictionary D = {d1, . . . , d M }, let us
consider the sparse coding problem
min x − x(z)
z

2
2

s.t.

x(z) =

M
X
i=1

di ∗ zi ,

M
X

kzi k0 ≤ s .

(6.4)

i=1

An equivalent, insightful form of this problem is obtained by expressing convolution of each di using its corresponding Toeplitz matrix T i ∈ R N×N where
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each column has a shifted version of the filter,
 
  z1 
.
x(z) = T 1 . . . T M  ..  = T z ,
 
z M 


(6.5)

T is the Jacobian of the data term in Equation 6.4 and z ∈ R N M is the sparse
vector with all filter activations. Note that the gradient of the squared loss
term in Equation 6.4 is
g(z) = −T > (x − T z) ∈ R N M ,

(6.6)

which is a concatenation of M spherical convolutions on the residual of current solution z. Therefore, being able to perform fast convolutions is quite
important, regardless of the actual algorithm used to minimise Equation 6.4.

6.4.3

Fitting with Isotropic Filters in the SH Domain

A natural extension to the objective above is to consider fast convolutions in
the frequency domain, i.e. in spherical harmonics for spherical signals. Indeed,
convolutions are diagonalized in SH space and can be implemented efficiently via
coefficient-wise products, but only for isotropic filters (e.g., isotropic spherical
Gaussians) [SBN15].
The orthonormal, real SH basis truncated to K frequency bands is defined
2

as BSH = [ . . . Ykm (ωn ) . . . ] ∈ R N×(K+1) in terms of band-k, order-m basis
columns Ykm (·) ∈ R N , k ∈ {0, 1, . . . , K }, m ∈ {−k, . . . , k} (Figure 6.2). This basis
is computed from the N sampled directions ωn of spherical signal x (see Section C.1 in the appendix). An isotropic filter is then obtained by projecting a
spherical signal onto the m = 0 subset of isotropic SH bases, BZH , known as
zonal harmonics (ZH) [NSF12].
2

(K+1) are
In the frequency domain, the SH activation maps ẑi = B>
SH zi ∈ R

simple linear combinations of a few rows of BSH . Our isotropic filters in the
K+1 . Note the different dimensions of these
ZH domain are d̂i = B>
ZH di ∈ R

two vectors. The convolution of d̂i on ẑi requires pre-multiplying filter d̂i with
Π ∈ R(K+1)

2 ×K+1

, a matrix with constant normalisation weights for ZH-SH

convolution (as defined in the appendix in Section C.1).

6.4. Convolutional Sparse Coding on the Sphere

132

k=0

1

2

3

4

−4

−3

−2

−1

m=0

1

2

3

4

Figure 6.2: Spherical harmonics. SH bases from band k = 0 (top) to band k = 4
(bottom row) with the order m = 0 zonal harmonics (ZH) shown in the
central column.

We can now reconsider our objective in Equation 6.4 and rewrite
x(z) = BSH

M
X

Πd̂i

ẑi ,

(6.7)

i=1

where

denotes fast convolution in SH domain as a simple Hadamard (element-

wise) product. The new squared-loss gradient in Equation 6.6 has blocks of
the form
..


.




g(z) = − BSH diag(Πd̂i )  B>
SH x − x(z) ,


..


.

(6.8)

where the residual is first projected onto the SH domain before M fast convolutions are carried out as diagonal matrix multiplications (element-wise products).
The dimensionality of the SH space (parameter K) does not affect the
dimensionality (sparseness) of our convolutional model. However it does affect
the speed and quality of the convolutions if it is set too high (slower) or too
low (low-frequency filters and signals). In all our experiments, we have fixed
K = 40 as to preserve high-frequency content in our filters and signals.
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Fitting with Anisotropic Filters and Fast SH Rotations

With anisotropic filters, as seen in Figure 6.1 and Equation 6.3, one must also
account for the rotation (twist) ξ n of the filter about the activation at a direction
def

ωn (Section 6.4.1). Thus, the n-th location in the activation map zi (n) = zi (Rn )
is associated with a full rotation Rn (i.e., 2 angles for orientation ωn , another
angle for twist ξ n ); it stores an activation intensity value representing a mapping
zi (·) : SO(3) → R.
Now we also need to account for the twist discretisation in our activation
maps via a T-fold increase in the number of elements in vector zi ∈ R NT . This
may seem like a high storage requirement, but with standard (sparse) data
structures it simply amounts to storing only a few non-zero activations. On
the other hand, a convolutional dictionary of size M (fixed) becomes more
expressive by disallowing anisotropic filters that are nearly equal up to a twist
ξ (all filters are pre-aligned to a canonical orientation and twist, Section 6.6.1).
Because generic convolutions of anisotropic spherical filters are difficult to
consider efficiently, we first consider a simpler approach. This simpler approach
leverages the fact that convolution on a sparse zi (a set of impulses) corresponds
to first rotating copies of the filter at particular activation locations on the
sphere, where zi (n) > 0, and then taking a linear combination of such rotated
signals, Figure 6.1 b).
Fortunately, fast methods for signal rotation in SH have been developed [LWF12; NSF12].

Besides speed, another advantage of working in

SH is that new sampling and discretisation artefacts are avoided. Given
a 3D rotation Rn ∈ SO(3), one can precompute the corresponding matrix
R̂n ∈ R(K+1)
the SH

2 ×(K+1) 2

basis1

for rotating spherical signals represented as coefficients in

[LWF12] and express
def

di ∗ zi = BSH

X

zi (n) R̂n d̂i .

(6.9)

n s.t.
zi (n)>0

Note that Rn = Rωn Rξn are fixed and depend only on the discretisation of x
1 We

only denote the matrix for rotating spherical signals represented as SH coefficients
with a hat R̂, but it is not constructed by projecting any angular-domain spherical signal
nor signals to SH.
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and the twist dimension. In our experiments, we use N = 2048 (32 elevations,
64 azimuth angles) and T = 32 (twists) and store 128 pre-computed basic
SH rotations that are sparse, block-diagonal matrices (see Section C.2 in the
appendix).
In the fitting objective in Equation 6.4, the sum over the activations of all
M filters in the dictionary D becomes
x(z) = BSH

M X
X
i=1

zi (n) R̂n d̂i

(6.10)

n

and the squared-loss gradient has individual entries of the form
 .. 
 . 

 >
g(z) = − d̂i> R̂>
n  BSH x − x(z) .
 .  |
{z
}
r̂z
 .. 

(6.11)

This gradient is efficiently computed by rotating NT times the residual r̂z in
SH domain; at each position, inner products with M filters are taken. Besides
speed and avoidance of re-sampling artefacts, this SH method also reduces
memory requirements for implementation in highly parallel architectures such
as GPUs.

6.4.5

Fast Fitting with Anisotropic Filters and Rotated
Zonal Harmonics

To implement generic convolutions efficiently, we leverage another recent result
in SH theory: spherical convolutions can be implemented efficiently by decomposing an anisotropic signal into a combination of isotropic rotated ZH (RZH)
basis functions [SBN15]. In fact, by inspecting Figure 6.2, one can see that
the SH bases themselves can be exactly represented as linear combinations of
rotated ZH bases (centre column). In this new representation, each RZH basis
m
>
has a known, rotated axis of symmetry denoted ω m
k = R k [ 0 0 1 ] . Rotating a

ZH basis by R ∈ SO(3) simply amounts to precomputing and replacing Yk0 (ωn )
by Yk0 (R> ωn ) in each row.
Given the SH-projected residual term r̂z , its representation in RZH (i.e.,

6.4. Convolutional Sparse Coding on the Sphere

135

k >
−k
0
all band-k coefficients rm
k = [r k ... r k ... r k ] ) is easily obtained as


 m  

r1  Â1
..
 r̂z ,
 ...  = 
.

  


rm
Â
K 
K


(6.12)

using precomputed, linear transformations Âk (see Section C.2 in the appendix
and Lessig, Witt, and Fiume [LWF12]). Then, following Equation 6.3 and Soler,
Bagher, and Nowrouzezahrai [SBN15], each entry in the squared-loss gradient
for activation map zi is efficiently evaluated as the convolution gi : SO(3) → R,
gi (Rn ) = (di ∗ rz )(Rn ) =

X
ω∈S 2

rz (Rn ω)di (ω) =

X

m
r km (Yk0 ∗ di ) (R>
n ω k ) . (6.13)
|
{z
}
|
{z
}
k,m
dki

ω

Here we again rotate the spherical residual towards the canonical filter position,
before taking the inner product. Since the residual has an RZH representation r km , we reformulate this mapping in terms of convolutions Yk0 ∗ di of the
isotropic ZH bases on the filter di , which gives a set of K + 1 spherical signals
d ki (ω).
As in Section 6.4.3, the isotropic convolutions d ki (ω) are evaluated efficiently in SH space as a simple Hadamard product, d ki = BSH (Πe k

d̂i ), where

e k ∈ RK+1 is the canonical ZH basis (ek (i) = 1 if i = k + 1, 0 otherwise). Since
both basis and filters are constant, we can even precompute K + 1 spherical
look-up tables d ki for each filter to further improve efficiency. Then, during
m
fitting, we sample the desired directions ω = R>
n ω k in Equation 6.13. For

further details, we refer the reader to the appendix C and relevant previous
work [NSF12; SBN15].

6.4.6

Optimisation

Previous works have investigated various methods of representing and fitting parametric representations to spherical signals.

For example, Vorba

et al. [Vor+14] fit mixtures of spherical Gaussians using expectationmaximization [Bis06] and Green et al. [Gre+06] use a general non-linear
solver for the same purpose. We use an iterative algorithm as well, targeted
at L1 -penalised objectives specifically. To fit our spherical model and enforce
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the sparsity constraint in Equation 6.4, we use the Hard Thresholding Pursuit
algorithm [Fou11], a greedy method that has been found to provide good
results and runtime performance.
In summary, at iteration t, HTP takes a steepest descent step and truncates
zt+1 = zt − µg(zt ) to keep only the t + 1 activations with strongest intensities.
Then, zt+1 is assigned a least-squares solution that simultaneously re-fits the
intensities of all (t + 1) current activations.
We have implemented both algorithms in Sections 6.4.4 and 6.4.5, verifying
that they produce the same gradients. However, in unreported experiments
we noticed that the simpler method of Section 6.4.4 when implemented on
the GPU led to faster runtimes. We therefore used this method in all our
tests, except when using only isotropic filters, in which case we used a GPU
implementation of the method in Section 6.4.3.
Another possible optimization to our fitting objectives presented in Section 6.4 is to initially SH-project the input signal x and minimise the residual in
SH domain. However, enforcing the sparsity constraint requires projecting the
SH gradient back onto the spatial domain so that new places of filter activation
can be incrementally added by the HTP method.

6.5

Light Transport and Inverse Lighting

Our convolutional sparse coding formulation can naturally be used as a compact
representation of spherical signals in different applications, for instance in
precomputed light transport and inverse lighting.
Consider a direct illumination model of light transport where light reflects
only once from surfaces according to their BRDFs. The RGB shading s ∈ RP×3
on all P pixels in an image can be expressed as the matrix multiplication
between a transport matrix T and an RGB lighting environment l ∈ R N×3 ,
s = Tl.

(6.14)

The light transport matrix T ∈ RP×N has elements indexed by a pixel p and
lighting direction ω,
T pω = Vpω f (p, ω, v) hn p , ωi+ dω ,

(6.15)
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where Vpω is the environment visibility mask (encoding self-occlusion [Has+11]),
f (·) is the BRDF, n p is the surface normal, and dω is the solid angle measure.
We assume T has been precomputed and is fixed for a given image of an object,
using known estimates of the object material and geometry.
We represent each colour channel of the lighting environment, l, using our
convolutional model from Equation 6.9,
lλ =

M
X

di ∗ ziλ ,

(6.16)

i=1

where we maintain M sparse activation maps zi but also store an RGB colour
ciλ for each individual non-zero activation. We express the λ colour channel of
each activation map as
ziλ =

X

zi (n) ciλ (n) .

(6.17)

n s.t.
zi (n)>0

Denoting the ground-truth RGB shading by s∗ ∈ RP×3 , our inverse lighting
problem is then defined as
min s∗ − Tl
z,c

2
2

+α

M
X
i=1

zi

0

,

(6.18)

where α is a penalization weight on the (unknown) sparsity of the solution.
We enforce group sparsity across colour channels; i.e., a filter activation
in one channel implies activation in all channels. We accomplish this by maintaining M monochromatic activation maps (zi ) and separately solving for the
RGB colours of each individual non-zero activation (ciλ (n), ∀n s.t. zi (n) > 0).
Specifically, we reformulate Equation 6.18 such that at each iteration we solve
two optimisation problems: (1) we fit the monochromatic activation maps to
monochromatic ground-truth shading using the previously described methods
and, (2) we solve a linear least squares problem for the RGB intensities of the
non-zero activations given the, now, fixed activation map.
During optimization, gradients are computed as before, but now residual
terms are first projected onto the column space of T, then to SH. Typically,
T is rank deficient and the problem is ill-posed: multiple light probes exist
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that can render the same image (lighting in the nullspace of T remains underconstrained). For instance, a Lambertian BRDF acts as a low-pass filter on
lighting, making it nearly impossible to recover high-frequency illumination.
Fortunately, images of objects with complex geometry (self-shadowing) usually
yield matrices T with smaller nullspaces, providing more constraints on highfrequency lighting [Has+11]. However, the solution remains ambiguous. Thus,
by adopting a sparse coding strategy, we seek to recover the most compact
lighting environment (solution) that can be used to coherently explain the
shading visible on the object.
Finally, note that T is often a very large matrix. While each of its columns
encodes the reflectance of the whole object when lit from a particular direction,
each row of T is a spherical signal that describes the reflectance of a single
surface patch (pixel) considering all light directions. Therefore, for application
in real-time rendering, we can use the convolutional model to express each row
of T compactly just as we did for the light probe lλ in Equation 6.16, as shown
next.

6.6

Experiments

In our experiments, we used the database of Gardner et al. [Gar+17], which
contains a total of 1,671 unsaturated HDR indoor light probes in a wide variety
of conditions. This database was split into two non-overlapping subsets: a
training set of 1,521 environment maps for estimating data-driven filters (Section 6.6.1), and a test set of 150 environment maps. The latter was used to
compare the performances of the different spherical models, as discussed next.

6.6.1

Filter Dictionaries

We experiment with various filter dictionaries D (Section 6.4), ranging from
hand-crafted, isotropic filters to a larger set of anisotropic filters learned from
data, Figure 6.3. Here we detail how we built these dictionaries. Note that all
of them are augmented with the constant (DC) filter with global support over
the sphere.
Note that, instead of comparing the performance of one dictionary over
another, we aimed at measuring the performance of our method while increasing
the diversity and number of filters available in a single dictionary. We wanted
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to check if introducing increasingly more complex filters helps performance or
does not affect it (i.e. when the complex filters would not be used in favour of
simpler ones.

6.6.1.1 Isotropic Spherical Gaussian Filters
We build a first dictionary Diso of isotropic Gaussian filters by using the formulation proposed by Tosic et al. [TFV06]. This formulation employs a parameter,
a, which defines the width of the Gaussian. We generated M = 100 filters by
logarithmically sampling values in the range a ∈ [0, 14.33]. The range was
defined to be the maximum value for a that does not introduce ringing with a
40-band SH.

6.6.1.2 Anisotropic Spherical Gaussian Filters
We build a second dictionary Dani which includes anisotropic Gaussian filters,
generated using the method of Tosic et al. [TFV06]. Anisotropic width and
orientation are parametrised by two scalars a1 and a2 (see Equation (13) in
[TFV06]). We generated M = 100 filters by logarithmically sampling in the
joint space of a1 and a2 using the same range as in the isotropic Gaussian case.
Note that we augment this dictionary with Diso to also include purely isotropic
filters, thus Dani ⊃ Diso .

6.6.1.3 Anisotropic Data-driven Filters
We also considered a simple method for extracting filters from the HDR light
probes in the training set. Given pixels with locally maximal image intensities,
we extract circular neighbourhoods of different sizes. These filters depict strong
light sources that concentrate most of the illumination energy; they are not
necessarily isotropic. These filters are also rotated to a canonical position on
the sphere, with their central direction aligned to the z-axis (Zenith), as indicated by ω0 in Figure 6.1 a). Filters are also twist-normalised using principal
component analysis (PCA) [HTF08]. Finally, we remove near duplicates by
performing k-means clustering [HTF08] to obtain our dictionary Dkm with
M = 100 anisotropic filters, to which we added Dani from above.

6.6.1.4 Single vMF Filter
To compare against the sparse-grid, single-lobe method of Kholgade
et al. [Kho+14], we also build a dictionary Dvmf composed of a single von
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Dkm Dani Diso

Dvmf

Figure 6.3: Example filters from our experimental dictionaries. Rows show
isotropic Gaussians, anisotropic Gaussians, k -means (data-driven), and
single vMF filter (top) as used in previous work [Kho+14], respectively.

Mises-Fisher [Fis53] distribution2 with κ = 80, as in previous work [Kho+14].

6.6.2

Spherical Coding Results

We first evaluate the various models in representing indoor HDR environment
maps with as few degrees of freedom as possible. For this, we directly fit
test probes using low-frequency SH representations of different sizes, and our
convolutional methods with varying sparsity s and filter dictionaries Diso ,
Dani , Dkm , and Dvmf . We use s = (K + 1) 2 to map the degrees of freedom
in our convolutional model with those in the K-band SH model. To avoid
ringing artefacts, we low-pass filter the SH fits and refer to these results as “SH
(windowed)”.
Figure 6.4 a) plots the average fit error versus the number of degrees of
freedom in each model. It highlights how the convolutional model can better
capture high-frequency lighting and in a more compact manner than SH. This
is not surprising as SH has problems modelling spatial discontinuities which
are frequent in HDR lighting environments. Our new models also outperform
the simple illumination model of Kholgade et al. [Kho+14], which uses the
single filter in Dvmf . Note Dani performs better than Dkm indicating that
more elaborate strategies for extracting data-driven dictionaries and (greedily)
fitting them need to be investigated. The error curves flatten out quickly due
to fitting non-negative activations.
Figure 6.5 provides a qualitative comparison of three light probe fits obtained with these different models, but with the same number of degrees of
freedom (sparsity). Clearly, the SH results look over-smoothed while the convolutional fits show higher frequency signals, even with few activations.
2 Parameter

obtained from author, as it is not listed in the paper.
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(b) Inverse lighting

Figure 6.4: Quantitative results for direct fits and inverse lighting. We compute the L2 -norm (weighted by solid angle) between the ground truth
and encoded lighting environment maps; results are averaged over the
test set.

Next we evaluate our models in solving the ill-posed problem of inverse
lighting in Equation 6.18, to recover a light probe from a single image of an
object given knowledge of geometry and reflectance. We consider a synthetic
scene with a Lambertian dragon statuette, rendered using a real HDR light
probe, Figure 6.6. Although the dragon’s complex geometry and self-shadowing
(visibility mask) helps constrain the problem, reducing the nullspace of the
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Figure 6.5: Qualitative results for direct fits. The environment maps have been
tonemapped (γ = 2.2) for display purposes. Sparsity (s) refers to the x
axis in Figure 6.4 a).
(s)
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Dani

Dvmf

k-means

32

16

Input

64

Target result

Figure 6.6: Qualitative results for inverse lighting. Here, the dragon model
and its transport matrix T are given as input to the algorithm. The
environment maps have been tonemapped (γ = 2.2) for display purposes.
Sparsity (s) refers to the x axis in Figure 6.4 b).

transport T, the solution is still ambiguous. The convolutional method will
recover the sparsest probe, while the SH solution has an L2 -norm regulariser.
Figure 6.4 b) plots the average light probe error versus the sparsity (corresponding SH order) of these models for the inverse lighting experiment. Once
again, the convolutional models provide better solutions, with Dani providing
lighting estimates that are closest to the ground-truth HDR probes.
Figure 6.6 shows light probes recovered with the different models at different sparsity values. Once again, the SH results look over-smoothed while
the convolutional fits present high-frequency content that is required to render
sharp shadows and realistically insert virtual objects in applications of image
augmentation (i.e., special effects in movies and augmented reality).
Finally, Figure 6.7 shows a comparison of the different models in encoding
a large number of rows of the dragon’s transport matrix T. The figure shows
that, also here, the convolutional models provide better results that are more
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Figure 6.7: Transport matrix compression. Figure shows comparative results
of approximating spherical signals corresponding to rows of transport
matrix T of the dragon model: (top) example transport row shown as
a latitude-longitude map and approximations of the different models at
sparsities 1, 9, 25, 49; (bottom) approximation error averaged over 1477
rows, or pixels.

compact. Further work is required to evaluate how well these more compact
representations would perform at accelerating real-time rendering while also
preserving output quality.
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Figure 6.8: Quantitative comparison of compactness versus representative
power (L2 ). The comparison is made between different algorithms and
dictionaries when fitting a balanced set of 32 HDR light probes (16
with predominantly isotropic light sources and 16 with anisotropic light
sources). As before, we plot the average L2 -norm error, between ground
truth and fitted model, in terms of the number of degrees of freedom in
the model.

6.6.3

Compactness vs. Representative Power

To better evaluate the performances of our different dictionaries, we consider
here a more balanced dataset of 32 HDR light probes where 16 probes have
predominantly isotropic sources, while the other 16 probes show more elongated,
anisotropic light sources (e.g., bar-shaped fluorescent lights). Our performance
metric is computed on the spatial (latitude longitude) domain at the image
resolution of 128 × 256. Input (ground-truth) pixel values are weighted by
their solid angle and the probe is then normalised to a unit-length signal. We
measure absolute reconstruction performance using the average L2 -norm error
over the 32 test probes, and use the structural similarity index [Wan+04] for a
measure of perceived similarity (on tonemapped environment maps).
Besides our different dictionaries, we evaluate the baseline methods of:
Kholgade et al. [Kho+14] (single vMF filter), the “un-windowed” SH fit (producing lower numerical errors at the cost of more ringing artefacts), and the
Haar wavelet method of Ng et al. [NRH03] (we implement the variant that
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Figure 6.9: Quantitative comparison of compactness versus representative
power (SSIM). The comparison is made between different algorithms
and dictionaries when fitting a balanced set of 32 HDR light probes (16
with predominantly isotropic light sources and 16 with anisotropic light
sources). In this figure we plot the average structural similarity (SSIM),
between tonemapped ground truth environments and the model fitted
environments, in terms of the number of degrees of freedom of each
model.

produces the lowest numerical errors and denote it “Haar Wavelets (abs.)”).
For a fair comparison, we also consider a variant of our fitting method (Hard
Thresholding Pursuit, HTP [Fou11]) in which we remove the non-negative
constraint on the intensity of each filter activation in the maps zi . This is
done to avoid a well-known issue in non-negative least squares (NNLS) fitting
with greedy methods: only positive residual values can be reduced during
optimization. This forces negative residuals (in intermediary solutions) to
remain unaccounted for, leading to a “flat-lining” of performance in which
errors do not decrease with additional, subsequent filter activations. Thus,
the L1 -variant of our HTP method drops the non-negative constraint and uses
standard least squares with a weak L1 -norm regulariser on the set of s activation
intensities to make the fit more stable and less greedy.
Figures 6.8 and 6.9 show the performance of the different algorithms
and dictionaries in directly fitting HDR light probes under two error metrics.
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Figure 6.10: Additional qualitative results. Qualitative results using the same
algorithms, dictionaries and environments as in the quantitative evaluation of Figures 6.8 and 6.9. The environment maps have been
tonemapped (with γ = 2.2) for display purposes.
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We plot error as a function of the number of degrees of freedom in (sparsity
of) the model. Note that in the L2 -error plot (Figure 6.8) the curves for
the non-negative (NNLS) fitting method “flatline” rather early, regardless of
the dictionary used, while fitting with the L1 -variant keeps improving with
additional activations, as one would expect.
From Figure 6.9 we observe that the L1 -variants of our methods produce
higher perceptual errors than the NNLS variants. This is expected, as the
L1 -variants introduce sharp discontinuities near light sources trying to adapt
to their shapes and intensity profiles. We also note that the un-windowed SH
method also produces high perceptual errors due to introducing similar discontinuities near light sources (also referred to as ringing artefacts). Both these
phenomena can be seen in renderings of a reconstructed lighting environment in
Figure 6.10. Finally, we note that the NNLS-variants of our methods produce
the lowest perceptual errors with the Haar wavelet method obtaining the best
perceptual performance among the baselines.
Here, as shown in Figure 6.8, we also verify that the Haar wavelet method
indeed provides better L2 -error results than SH, but the Haar model still requires a large number of parameters to match the approximation error of our
convolutional method, which can use dictionaries of custom-tailored “wavelets”
(either hand-crafted or data-driven) to better represent the high-frequency
content in these HDR light probes.
Among our different dictionaries, the one with a single vMF filter (as in
Kholgade et al.’s method [Kho+14]) provides the least compact representations,
also as expected. The best performing dictionary, Dani , shows the value of our
framework for efficiently fitting a model with anisotropic filters. Interestingly,
our k-means dictionary Dkm performs better than our isotropic dictionary Diso
but worse than Dani , suggesting that better techniques for learning data-driven
filters need to be investigated.
Additional, qualitative results in direct fitting and inverse lighting are
given in Section C.3 in the appendix.

6.7

Conclusion

This chapter presents expressive, compact and efficient convolutional models
of functions on the sphere. Despite the abundance of spherical functions in
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different applications of computer vision and graphics, so far little effort has
been dedicated to extending the promise of sparse coding theory from the image
plane to the spherical domain. An overlooked challenge is that, except for simple
isotropic filters, convolutions on the sphere do not generate another spherical
signal. Our main contribution is the derivation of powerful convolutional models
and efficient fitting algorithms that leverage the latest advances in SH theory to
overcome this overlooked challenge. Our technique makes use of a dictionary of
generic filters or “wavelets” (isotropic, anisotropic, smooth, sharp, hand-crafted,
data-driven) that can be tailored to compactly model spherical signals. We also
present, for the first time, a comparative evaluation of different illumination
models when applied to the ill-posed problem of inverse lighting, using a large
database of HDR light probes.
Future work will investigate the use of these models in other important
applications in computer vision and graphics and more elaborate ways for
learning good dictionaries from data. For example, convolutional representations of spherical functions could prove highly useful in importance sampling.
Previous work by Vorba et al. [Vor+14] aimed at decreasing the variance of
Monte-Carlo rendering techniques by performing importance sampling using
learned directional distributions as Gaussian mixture models. We could apply
our CSC theory to achieve the same goal, having directional distributions of
photons modelled by compact frequency-domain convolutional representations.
Coupling this with more sophisticated methods of filter learning could result
in great importance sampling performance.

Chapter 7

Conclusion
This dissertation had three main goals for advancing the state-of-the-art in
augmented reality and inverse lighting. The goals were:
• Enabling realistic AR on mobile devices by lowering the computational
requirements for radiometric calibration and rendering;
• Simplifying outdoor lighting environment estimation by using human
faces as lightprobes;
• Improving reconstruction accuracy for general inverse lighting problems
by leveraging convolutional sparse coding theory for spherical signals.
All proposed goals were achieved. Specifically, Chapters 3 and 4 proposed
the use of shading probes, a type of customised lightprobes, which enable realtime radiometrically calibrated rendering. The shading probes capture incident
illumination which can be remapped, using different methods, in real-time onto
new 3D models for rendering. The voxel shading probe method (Chapter 3)
enables rendering new voxel models by simple lightmapping. The shading captured from the square faces of a voxel shading probe are linearly combined to
reconstruct shading of arbitrary configurations of voxels. The spherical partitions shading probe (Chapter 4), acts as a spherical basis encoder of incident
illumination. Its captured shading can be used directly as lighting coefficients
in a PRT framework for realistic globally illuminated rendering. Furthermore,
Chapter 5 describes and evaluates a method for lighting estimation from photographs of faces. The method evaluates two representations for lighting, as the
latent space of an autoencoder trained on a database of HDR skies, as well as
through a hand-crafted parametric model based on previous work on physically
modelling skies [PSS99]. The introduced method estimates high dynamic range,
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high-frequency lighting environments, overcoming the low-frequency prediction limitations of the previous state-of-the art in facial lighting estimation.
Finally, Chapter 6 formulates a novel theory of convolutional sparse coding
for spherical signals using state-of-the-art SH theory [LWF12; NSF12]. The
proposed method is evaluated as a representation for spherical signals (transfer
matrix rows and natural illumination) and is applied to the general inverse
lighting problem. In all cases, it shows competitive performance compared to
the state-of-the-art.

7.1

Future Work

The methods proposed in this thesis also open new opportunities for future
research work in both augmented reality and inverse lighting.

7.1.1

Augmented Reality

One inherent limitation of the proposed shading probes is the requirement to
move around the customised lightprobe to capture shading. Of course, one could
use a mirror lightprobe instead [Deb05], but that comes with the limitation of
requiring an HDR capture process as well as an additional spherical-basis projection step for AR rendering [Now+11]. The “single-shot” lightprobe [Deb+12]
would alleviate the HDR capture process requirement. Projecting the lighting
environment to a basis requires a non-trivial amount of computation and this
is not problematic for modern mobile phones and desktop computers. But, for
older or embedded devices with very low computational resources, avoiding doing computations whenever possible can lead to increased runtime performance
and decreased energy usage. So, is there a more practical way of avoiding the
basis projection step than with using the spherical partitions shading probe
(Chapter 4)? One answer is to use any diffuse object, with complex enough
geometry [Has+11], as a spherical basis encoder. Arbitrary objects induce
non-orthogonal spherical bases in their transfer matrices [Now+07]. So for rendering in a PRT framework one would first need to express transfer matrices
in non-orthogonal bases by solving a least-squares problem. Selecting a subset
of appropriate surface points, with as orthogonal-as-possible transfer vectors,
would also be required to assemble a small enough basis set for practical reasons. A screenshot from an incipient research prototype of using an arbitrary
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Figure 7.1: Screenshot of realistic AR application. The diffuse white Buddha
and Dragon objects are 3D printed and registered. Non-negative lighting
is estimated from the shading of the 3D printed Dragon object (centre)
as SH coefficients by solving a constrained minimisation problem. The
estimated lighting is used to render the other diffuse and glossy objects
in real-time by using a PRT framework, with differential rendering used
for realistic contact shadows.

diffuse object as a lightprobe is shown in Figure 7.1. Here, lighting estimation
is done by solving a constrained minimisation problem for non-negative lighting
represented as SH coefficients. This process is impractical on mobile devices
due to the high runtime requirements of solving linear problems with affine
inequality constraints, further motivating the spherical-basis encoder approach
which was previously mentioned.
This thesis, in Chapters 3 and 4, treated the radiometrically calibrated rendering problem of augmented reality from a purely physics-based point of view.
Using the mathematical formulation of the physical light transport process we
tailored geometry to exploit certain inherent regularities: occlusion configurations in Chapter 3 and partitioned spherical visibility in Chapter 4. With the
rise in convolutional neural networks theory and technology, prediction methods
are starting to bypass physically-based models or incorporate them internally
to make progress on inverse as well as forward problems. For example, deep-
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learning-based methods have shown promise in inverse problems, such as for
lighting prediction [Moo+17] and appearance disentangling [Kul+15; MRF18],
as well as for forward problems, such as for modelling subsurface scattering
and ambient occlusion effects [Nal+17], and for accelerating volumetric rendering [Kal+17]. In terms of the forward rendering process in AR, one line of
future work could investigate deep-learning methods to predict the shading of
virtual objects so that they match their surroundings when super-imposed in a
live view of a real scene. Such a method could also be used for adding camera
degradation artefacts [Ait10]. Alternatively, tackling inverse problems in AR,
one could investigate methods of simultaneous camera tracking and lighting
estimation from objects placed in a real-scene. Deep-learning approaches for
both camera tracking from such objects [GLL18] and for estimating lighting
from them [Moo+17] exist; merging the internal representation of these methods could improve both lighting reconstruction accuracy and minimise camera
tracking error. To ensure such a deep-learning approach would be usable in realtime on a mobile device one could use methods for pruning or approximating
neural networks for fast inference, e.g. [Mol+16].
Of course, training deep-learning models can require a lot of real-world
data, e.g. the paper which popularised deep-learning for image classification
used approximately 1.2M training images [KSH12]. But due to the rise of
commodity depth cameras1 and even 360◦ HDR cameras2 , one can argue that
opportunities for research innovation in augmented reality have never been so
accessible.

7.1.2

Inverse Lighting

In Chapter 6 we used convolutional sparse coding for spherical signals to solve
general inverse lighting problems. A trivial extension is to build convolutional
neural networks using this same frequency-domain convolution formulation,
with competing work on spherical CNNs already appearing [Coh+18]. We note
that in initial experiments for building a deep-prior for natural skies, as we
used in Chapter 5, we implemented full angular domain spherical convolutional
neural networks. The training process for angular-domain spherical CNNs was
1 Intel

RealSense Camera. Accessed 9 June 2018. https://software.intel.com/en-us/
realsense.
2 Panono Camera. Accessed 9 June 2018. https://www.panono.com.
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considerably slower compared to conventional 2D neural networks. However,
CNNs performing spherical convolutions can encode spherical signals much
more compactly and would require less data to train; e.g. in our application,
the texture of a cloud would only need to be learnt once inside the network
and not need to be learned for all possible azimuths and elevations. This is
analogous to Worrall et al. [Wor+16] work on harmonic networks exploiting
rotational equivariance for the same purpose.
The convolutional sparse coding method for spherical signals employed
here could be adjusted to solve other related, inverse rendering problems,
such as reflectance estimation. BRDFs have more degrees of freedom than
lighting in general, but for isotropic BRDF estimation, our CSC theory would
be applicable with minor changes. A better method of learning domain-specific
data-driven filters could also be used to improve the performance of our CSC
method for inverse lighting as well as for BRDF estimation.

In conclusion, this thesis achieved its objectives and cemented novel contributions in both the augmented reality and the inverse lighting fields.

Bibliography
[Ait10]

Miika Aittala. “Inverse lighting and photorealistic rendering for
augmented reality”. In: The Visual Computer 26.6-8 (2010),
pp. 669–678.

[Azu97]

Ronald T. Azuma. “A survey of augmented reality”. In: PresenceTeleoperators and Virtual Environments 6.4 (1997), pp. 355–385.

[Bäc+12]

Moritz Bächer, Bernd Bickel, Doug L. James, and Hanspeter
Pfister. “Fabricating articulated characters from skinned meshes”.
In: ACM Transactions on Graphics (Proc. SIGGRAPH) 31.4
(July 2012), 47:1–47:9.

[Bai05]

Mike Bailey. “Layered manufacturing for scientific visualization”.
In: Communications of the ACM 48.6 (June 2005), pp. 42–48.
i s s n: 0001-0782.

[BCL15]

Mark Billinghurst, Adrian Clark, and Gun Lee. “A Survey of
Augmented Reality”. In: Foundations and Trends in HumanComputer Interaction 8.2-3 (2015), pp. 73–272.

[BEL13]

H. Bristow, A. Eriksson, and S. Lucey. “Fast Convolutional Sparse
Coding”. In: IEEE Conference on Computer Vision and Pattern
Recognition. 2013.

[BG01]

Samuel Boivin and Andre Gagalowicz. “Image-based rendering
of diffuse, specular and glossy surfaces from a single image”. In:
Proceedings of the 28th annual conference on Computer graphics
and interactive techniques. ACM. 2001, pp. 107–116.

BIBLIOGRAPHY
[Bic+10]

155

Bernd Bickel, Moritz Bächer, Miguel A. Otaduy, Hyunho Richard
Lee, Hanspeter Pfister, Markus Gross, and Wojciech Matusik.
“Design and fabrication of materials with desired deformation
behavior”. In: ACM Transactions on Graphics 29.4 (July 2010),
63:1–63:10. i s s n: 0730-0301.

[Bis06]

Christopher M. Bishop. Pattern Recognition and Machine Learning (Information Science and Statistics).

Berlin, Heidelberg:

Springer-Verlag, 2006. i s b n: 0387310738.
[Bit+08]

Dmitri Bitouk, Neeraj Kumar, Samreen Dhillon, Peter N. Belhumeur, and Shree K. Nayar. “Face swapping: automatically replacing faces in photographs”. In: ACM Transactions on Graphics
(SIGGRAPH 2008) 27.3 (2008), 39:1–39:8.

[BJ03]

Ronen Basri and David W. Jacobs. “Lambertian Reflectance and
Linear Subspaces”. In: IEEE Transactions on Pattern Analysis
and Machine Intelligence 25.2 (Feb. 2003), pp. 218–233. i s s n:
0162-8828.

[BM12]

Jonathan T Barron and Jitendra Malik. “Color constancy, intrinsic images, and shape estimation”. In: European Conference on
Computer Vision. 2012.

[BM15]

Jonathan T. Barron and Jitendra Malik. “Shape, illumination,
and reflectance from shading”. In: IEEE transactions on pattern
analysis and machine intelligence 37.8 (2015), pp. 1670–1687.

[BN95]

M. Bajura and U. Neumann. “Dynamic registration correction
in augmented-reality systems”. In: Virtual Reality Annual International Symposium, 1995. Proceedings. IEEE. 1995, pp. 189–
196.

[BS]

Brent Burley and Walt Disney Animation Studios. “Physicallybased shading at disney”. In:

[Cal+12]

Jacques Calì, Dan A. Calian, Cristina Amati, Rebecca Kleinberger, Anthony Steed, Jan Kautz, and Tim Weyrich. “3Dprinting of non-assembly, articulated models”. In: ACM Trans-

BIBLIOGRAPHY

156

actions on Graphics 31.6 (Nov. 2012), 130:1–130:8. i s s n: 07300301.
[Cal+13]

Dan A. Calian, Kenny Mitchell, Derek Nowrouzezahrai, and Jan
Kautz. “The Shading Probe: Fast Appearance Acquisition for
Mobile AR”. In: SIGGRAPH Asia 2013 Technical Briefs. SA
’13. Hong Kong, Hong Kong: ACM, 2013, 20:1–20:4. i s b n:
978-1-4503-2629-2.

[Cal+18]

Dan A. Calian, Jean-François Lalonde, Paulo Gotardo, Tomas
Simon, Iain Matthews, and Kenny Mitchell. “From Faces to
Outdoor Light Probes”. In: Computer Graphics Forum (2018).
i s s n: 1467-8659.

[Cao+15]

Chen Cao, Derek Bradley, Kun Zhou, and Thabo Beeler. “Realtime High-fidelity Facial Performance Capture”. In: ACM Transactions on Graphics 34.4 (2015), 46:1–46:9.

[CDS01]

Scott Shaobing Chen, David L Donoho, and Michael A Saunders.
“Atomic decomposition by basis pursuit”. In: SIAM review 43.1
(2001), pp. 129–159.

[Cer+05]

Eva Cerezo, Frederic Pérez, Xavier Pueyo, Francisco J. Seron, and
François X. Sillion. “A survey on participating media rendering
techniques”. In: The Visual Computer 21.5 (June 2005), pp. 303–
328. i s s n: 1432-2315.

[Cho+17]

Biswarup Choudhury, Robin Swanson, Felix Heide, Gordon Wetzstein, and Wolfgang Heidrich. “Consensus Convolutional Sparse
Coding”. In: IEEE International Conference on Computer Vision.
2017.

[Coh+18]

Taco S Cohen, Mario Geiger, Jonas Koehler, and Max Welling.
“Spherical CNNs”. In: arXiv preprint arXiv:1801.10130 (2018).

[Cor+13]

Stelian Coros, Bernhard Thomaszewski, Gioacchino Noris, Shinjiro Sueda, Moira Forberg, Robert W. Sumner, Wojciech Matusik,
and Bernd Bickel. “Computational design of mechanical characters”. In: ACM Transactions on Graphics 32.4 (July 2013), 83:1–
83:12. i s s n: 0730-0301.

BIBLIOGRAPHY
[CRT06]

157

E. J. Candes, J. Romberg, and T. Tao. “Robust uncertainty
principles: exact signal reconstruction from highly incomplete frequency information”. In: Information Theory, IEEE Transactions
on 52.2 (2006), pp. 489–509. i s s n: 0018-9448.

[CT05]

E. J. Candes and T. Tao. “Decoding by linear programming”.
In: IEEE Transactions on Information Theory 51.12 (2005),
pp. 4203–4215.

[CW12]

Michael F Cohen and John R Wallace. Radiosity and realistic
image synthesis. Elsevier, 2012.

[Dal+11]

Kevin Dale, Kalyan Sunkavalli, Micah K. Johnson, Daniel Vlasic,
Wojciech Matusik, and Hanspeter Pfister. “Video face replacement”. In: ACM Transactions on Graphics (SIGGRAPH Asia
2011) 30.6 (Dec. 2011).

[Daw03]

Robert J MacG Dawson. “Tilings of the sphere with isosceles
triangles”. In: Discrete & Computational Geometry 30.3 (2003),
pp. 467–487.

[DBB06]

Philip Dutre, Philippe Bekaert, and Kavita Bala. Advanced global
illumination. AK Peters/CRC Press, 2006.

[DD06]

Robert J MacG Dawson and Blair Doyle. “Tilings of the sphere
with right triangles I: the asymptotically right families”. In: the
electronic journal of combinatorics 13.1 (2006), p. 48.

[Deb+12]

Paul Debevec, Paul Graham, Jay Busch, and Mark Bolas. “A
Single-shot Light Probe”. In: ACM SIGGRAPH 2012 Talks. New
York, NY, USA: ACM, 2012, 10:1–10:1.

[Deb05]

Paul Debevec. “Image-based lighting”. In: ACM SIGGRAPH
2005 Courses. SIGGRAPH ’05. Los Angeles, California: ACM,
2005.

[Deb98]

Paul Debevec. “Rendering synthetic objects into real scenes:
bridging traditional and image-based graphics with global illumination and high dynamic range photography”. In: Proceedings
of the 25th annual conference on Computer graphics and interac-

BIBLIOGRAPHY

158

tive techniques. SIGGRAPH ’98. New York, NY, USA: ACM,
1998, pp. 189–198. i s b n: 0-89791-999-8.
[DM97]

Paul E. Debevec and Jitendra Malik. “Recovering High Dynamic
Range Radiance Maps from Photographs”. In: Proceedings of
the 24th Annual Conference on Computer Graphics and Interactive Techniques. SIGGRAPH ’97. New York, NY, USA: ACM
Press/Addison-Wesley Publishing Co., 1997, pp. 369–378. i s b n:
0-89791-896-7.

[Dor99]

Klaus Dorfmüller. “Robust tracking for augmented reality using
retroreflective markers”. In: Computers & Graphics 23.6 (1999),
pp. 795–800.

[DSB06]

D. Dimitrov, K. Schreve, and N. de Beer. “Advances in three
dimensional printing state of the art and future perspectives”. In:
Rapid Prototyping Journal 12 (2006), pp. 136–147.

[Dut03]

Philip Dutré. Global Illumination Compendium. 2003.

[DWH08]

Stephen Diverdi, Jason Withert, and Tobias Hllerert. “Envisor:
Online environment map construction for mixed reality”. In: Proc.
IEEE VR 2008 (10th Intl Conference on Virtual Reality. 2008.

[ED08]

Thomas Engelhardt and Carsten Dachsbacher. “Octahedron Environment Maps”. In: VMV. 2008, pp. 383–388.

[Efr+04]

Bradley Efron, Trevor Hastie, Iain Johnstone, and Robert Tibshirani. “Least Angle Regression”. In: Annals of Statistics 32
(2004), pp. 407–499.

[EHN96]

Heinz Werner Engl, Martin Hanke, and Andreas Neubauer. Regularization of inverse problems. Vol. 375. Springer Science &
Business Media, 1996.

[FGR93]

Alain Fournier, Atjeng S. Gunawan, and Chris Romanzin. “Common illumination between real and computer generated scenes”.
In: Proceedings of Graphics Interface ’93. GI ’93. Toronto, Ontario, Canada: Canadian Human-Computer Communications Society, 1993, pp. 254–262. i s b n: 0-9695338-2-9.

BIBLIOGRAPHY
[Fis53]

159

Ronald Fisher. “Dispersion on a sphere”. In: Proceedings of the
Royal Society of London A: Mathematical, Physical and Engineering Sciences. Vol. 217. 1130. 1953, pp. 295–305.

[Fou11]

Simon Foucart. “Hard Thresholding Pursuit: An Algorithm for
Compressive Sensing”. In: SIAM Journal of Numerical Analysis
49.6 (2011), pp. 2543–2563.

[Fub07]

Guido Fubini. “Sugli integrali multipli”. In: Rend. Acc. Naz.
Lincei 16 (1907), pp. 608–614.

[Gar+13]

P. Garrido, L. Valgaerts, C. Wu, and C. Theobalt. “Reconstructing Detailed Dynamic Face Geometry from Monocular Video”. In:
ACM Transactions on Graphics (SIGGRAPH Asia). Vol. 32. 6.
2013, 158:1–158:10.

[Gar+17]

Marc-André Gardner, Kalyan Sunkavalli, Ersin Yumer, Xiaohui
Shen, Emiliano Gambaretto, Christian Gagné, and Jean-François
Lalonde. “Learning to Predict Indoor Illumination from a Single
Image”. In: ACM Transactions on Graphics (SIGGRAPH Asia)
9.4 (2017).

[Geo+16]

Stamatios Georgoulis, Konstantinos Rematas, Tobias Ritschel,
Mario Fritz, Luc Van Gool, and Tinne Tuytelaars. “DeLight-Net:
Decomposing Reflectance Maps into Specular Materials and Natural Illumination”. In: arXiv preprint arXiv:1603.08240 (2016).

[Geo+17]

Stamatios Georgoulis, Konstantinos Rematas, Tobias Ritschel,
Mario Fritz, Tinne Tuytelaars, and Luc Van Gool. “What is
around the camera?” In: ICCV. 2017.

[Gho+07]

Abhijeet Ghosh, Shruthi Achutha, Wolfgang Heidrich, and
Matthew O’Toole. “BRDF acquisition with basis illumination”.
In: Computer Vision, 2007. ICCV 2007. IEEE 11th International
Conference on. IEEE. 2007, pp. 1–8.

[GLL18]

M. Garon, D. Laurendeau, and J.-F. Lalonde. “A Framework for
Evaluating 6-DOF Object Trackers”. In: ArXiv e-prints (Mar.
2018).

BIBLIOGRAPHY
[Goe+03]

160

Michael Goesele, Xavier Granier, Wolfgang Heidrich, and HansPeter Seidel. “Accurate Light Source Acquisition and Rendering”.
In: ACM Trans. Graph. 22.3 (July 2003), pp. 621–630. i s s n:
0730-0301.

[Gor+84]

Cindy M Goral, Kenneth E Torrance, Donald P Greenberg, and
Bennett Battaile. “Modeling the interaction of light between diffuse surfaces”. In: ACM SIGGRAPH Computer Graphics. Vol. 18.
3. ACM. 1984, pp. 213–222.

[Got+15]

Paulo Gotardo, Tomas Simon, Yaser Sheikh, and Iain Matthews.
“Photogeometric Scene Flow for High-Detail Dynamic 3D Reconstruction”. In: International Conference on Computer Vision.
2015.

[Gre+06]

Paul Green, Jan Kautz, Wojciech Matusik, and Frédo Durand.
“View-dependent Precomputed Light Transport Using Nonlinear
Gaussian Function Approximations”. In: Proceedings of the 2006
Symposium on Interactive 3D Graphics and Games. I3D ’06.
Redwood City, California: ACM, 2006, pp. 7–14.

[Gre03]

R. Green. “Spherical harmonic lighting: The gritty details”. In:
Archives of the Game Developers Conference. Vol. 5. 2003.

[GRS09]

Ian Gibson, David W. Rosen, and Brent Stucke. Additive Manufacturing Technologies: Rapid Prototyping to Direct Digital Manufacturing. Springer, 2009.

[Hab+09]

Tom Haber, Christian Fuchs, Philippe Bekaert, Hans-Peter Seidel,
Michael Goesele, and Hendrik P. A. Lensch. “Relighting objects
from image collections”. In: IEEE Conference on Computer Vision and Pattern Recognition. 2009.

[Had02]

Jacques Hadamard. “Sur les problèmes aux dérivées partielles
et leur signification physique”. In: Princeton University Bulletin
(1902), pp. 49–52.

[Hal70]

J. Halton. “A Retrospective and Prospective Survey of the Monte
Carlo Method”. In: SIAM Review 12.1 (1970), pp. 1–63.

BIBLIOGRAPHY
[Han10]

161

Per Christian Hansen. Discrete inverse problems: insight and
algorithms. Vol. 7. Siam, 2010.

[Has+11]

Samuel W. Hasinoff, Anat Levin, Philip R. Goode, and William
T. Freeman. “Diffuse Reflectance Imaging with Astronomical
Applications”. In: International Conference on Computer Vision.
2011, pp. 185–192.

[HBE00]

David J. Haniff, Chris Baber, and William H. Edmondson. Categorizing Augmented Reality Systems. 2000.

[HHW15]

F. Heide, W. Heidrich, and G. Wetzstein. “Fast and Flexible Convolutional Sparse Coding”. In: IEEE International Conference on
Computer Vision and Pattern Recognition. 2015.

[HM09]

O. C. Hamsici and A. M. Martinez. “Rotation Invariant Kernels
and Their Application to Shape Analysis”. In: IEEE Trans. Pattern Analysis and Machine Intelligence 31.11 (2009), pp. 1985–
1999.

[HNI08]

K. Hara, K. Nishino, and K. Ikeuchi. “Mixture of Spherical Distributions for Single-View Relighting”. In: IEEE Transactions
on Pattern Analysis and Machine Intelligence 30.1 (Jan. 2008),
pp. 25–35. i s s n: 0162-8828.

[Hol+17]

Yannick Hold-Geoffroy, Kalyan Sunkavalli, Sunil Hadap, Emiliano Gambaretto, and Jean-François Lalonde. “Deep Outdoor
Illumination Estimation”. In: IEEE International Conference on
Computer Vision and Pattern Recognition. 2017.

[HTF08]

Trevor Hastie, Robert Tibshirani, and Jerome Friedman. The
elements of statistical learning: data mining, inference, and prediction. Springer, 2008.

[HW12]

Lukas Hosek and Alexander Wilkie. “An analytic model for full
spectral sky-dome radiance”. In: ACM Transactions on Graphics
(SIGGRAPH 2012 31.4 (2012), p. 95.

BIBLIOGRAPHY
[Iza+11]

162

S. Izadi, D. Kim, O. Hilliges, D. Molyneaux, R. Newcombe, P.
Kohli, J. Shotton, S. Hodges, D. Freeman, A. Davison, et al.
“KinectFusion: real-time 3D reconstruction and interaction using
a moving depth camera”. In: Proceedings of the 24th annual ACM
symposium on User interface software and technology. ACM.
2011, pp. 559–568.

[Jac+05]

Katrien Jacobs, Jean-Daniel Nahmias, Cameron Angus, Alex
Reche, Celine Loscos, and Anthony Steed. “Automatic Generation of Consistent Shadows for Augmented Reality”. In: Proceedings of Graphics Interface 2005. GI ’05. Victoria, British
Columbia: Canadian Human-Computer Communications Society,
2005, pp. 113–120. i s b n: 1-56881-265-5.

[Jac+11]

Alec Jacobson, Ilya Baran, Jovan Popović, and Olga Sorkine.
“Bounded Biharmonic Weights for Real-time Deformation”. In:
ACM Transactions on Graphics 30.4 (July 2011), 78:1–78:8.
i s s n: 0730-0301.

[JCJ09]

Wojciech Jarosz, Nathan A Carr, and Henrik Wann Jensen. “Importance sampling spherical harmonics”. In: Computer Graphics
Forum. Vol. 28. 2. Wiley Online Library. 2009, pp. 577–586.

[Jen01]

Henrik Wann Jensen. Realistic image synthesis using photon mapping. Natick, MA, USA: A. K. Peters, Ltd., 2001. i s b n: 156881-147-0.

[Kaj86]

James T. Kajiya. “The Rendering Equation”. In: Proceedings of
the 13th Annual Conference on Computer Graphics and Interactive Techniques. SIGGRAPH ’86. New York, NY, USA: ACM,
1986, pp. 143–150. i s b n: 0-89791-196-2.

[Kal+17]

Simon Kallweit, Thomas Müller, Brian Mcwilliams, Markus
Gross, and Jan Novák. “Deep scattering: rendering atmospheric
clouds with radiance-predicting neural networks”.

In: ACM

Transactions on Graphics (TOG) 36.6 (2017), p. 231.
[Kán15]

Peter Kán. “Interactive HDR environment map capturing on
mobile devices”. In: Eurographics (short paper). 2015.

BIBLIOGRAPHY
[Kar+11]

163

Kevin Karsch, Varsha Hedau, David Forsyth, and Derek Hoiem.
“Rendering synthetic objects into legacy photographs”. In: ACM
Transactions on Graphics (SIGGRAPH Asia 2011) (2011).

[Kar+14]

Kevin Karsch, Kalyan Sunkavalli, Nathan Carr, Hailin Jin, Rafael
Fonte, Michael Sittig, and David Forsyth. “Automatic scene inference for 3D object compositing”. In: ACM Transactions on
Graphics (2014).

[KB11]

Ira Kemelmacher-Shlizerman and Ronen Basri. “3d face reconstruction from a single image using a single reference face shape”.
In: IEEE Transactions on Pattern Analysis and Machine Intelligence 33.2 (2011), pp. 394–405.

[KB99]

Hirokazu Kato and Mark Billinghurst. “Marker Tracking and
HMD Calibration for a Video-Based Augmented Reality Conferencing System”. In: Proceedings of the 2nd IEEE and ACM
International Workshop on Augmented Reality. IWAR ’99. Washington, DC, USA: IEEE Computer Society, 1999, pp. 85–. i s b n:
0-7695-0359-4.

[KE95]

J. Kennedy and R. Eberhart. “Particle swarm optimization”.
In: Neural Networks, 1995. Proceedings., IEEE International
Conference on. Vol. 4. Nov. 1995, 1942–1948 vol.4.

[Kho+14]

Natasha Kholgade, Tomas Simon, Alexei A. Efros, and Yaser
Sheikh. “3D Object Manipulation in a Single Photograph using
Stock 3D Models”. In: ACM Transactions on Graphics (SIGGRAPH 2014) (2014).

[Kim+18]

Hyeongwoo Kim, Michael Zollöfer, Ayush Tewari, Justus Thies,
Christian Richardt, and Theobalt Christian. “InverseFaceNet:
Deep Single-Shot Inverse Face Rendering From A Single Image”. In: Proceedings of Computer Vision and Pattern Recognition
(CVPR 2018). 2018.

[Kir11]

Andreas Kirsch. An introduction to the mathematical theory of
inverse problems. Vol. 120. Springer Science & Business Media,
2011.

BIBLIOGRAPHY
[Kis+12]

164

Etan Kissling, Kenny Mitchell, Thomas Oskam, and Markus
Gross. “Efficient rasterization for edge-based 3d object tracking on mobile devices”. In: SIGGRAPH Asia 2012 Technical
Briefs. SA ’12. Singapore, Singapore: ACM, 2012, 12:1–12:4.
i s b n: 978-1-4503-1915-7.

[KK12]

Peter Kán and Hannes Kaufmann. “High-quality reflections, refractions, and caustics in augmented reality and their contribution
to visual coherence”. In: Mixed and Augmented Reality (ISMAR),
2012 IEEE International Symposium on. IEEE. 2012, pp. 99–
108.

[KK14]

Sebastian B. Knorr and Daniel Kurz. “Real-time illumination
estimation from faces for coherent rendering”. In: IEEE International Symposium on Mixed and Augmented Reality. September.
2014, pp. 349–350.

[KLN98]

J.-P. Kruth, M.C. Leu, and T. Nakagawa. “Progress in Additive
Manufacturing and Rapid Prototyping”. In: CIRP Annals 47.2
(1998), pp. 525–540. i s s n: 0007-8506.

[KM07]

Georg Klein and David Murray. “Parallel tracking and mapping
for small AR workspaces”. In: Mixed and Augmented Reality,
2007. ISMAR 2007. 6th IEEE and ACM International Symposium on. IEEE. 2007, pp. 225–234.

[Kne+10]

M. Knecht, C. Traxler, O. Mattausch, W. Purgathofer, and M.
Wimmer. “Differential Instant Radiosity for mixed reality”. In:
2010 IEEE International Symposium on Mixed and Augmented
Reality. Oct. 2010, pp. 99–107.

[Kne+11]

Martin Knecht, Andreas Dünser, Christoph Traxler, Michael
Wimmer, and Raphael Grasset. “A Framework For Perceptual
Studies In Photorealistic Augmented Reality”. In: Proceedings of
the 3rd IEEE VR 2011 Workshop on Perceptual Illusions in Virtual Environments. Ed. by Frank Steinicke and Pete Willemsen.
Singapore, Mar. 2011, pp. 27–32.

BIBLIOGRAPHY
[Kne+12]

165

Martin Knecht, Christoph Traxler, Oliver Mattausch, and Michael
Wimmer. “Reciprocal shading for mixed reality”. In: Computers
& Graphics 36.7 (2012). Augmented Reality Computer Graphics
in China, pp. 846–856. i s s n: 0097-8493.

[Koe+07]

Jan J Koenderink, Sylvia C Pont, Andrea J van Doorn, Astrid
ML Kappers, and James T Todd. “The visual light field”. In:
Perception 36.11 (2007), pp. 1595–1610.

[Kom16]

Piotr Komarnicki. “A Review of Fused Deposition Modeling Process Models”. In: International Conference on Renewable Energy
Sources-Research and Business. Springer. 2016, pp. 241–247.

[Kro+15]

Joel Kronander, Francesco Banterle, Andrew Gardner, Ehsan
Miandji, and Jonas Unger. “Photorealistic Rendering of Mixed
Reality Scenes”. In: Comput. Graph. Forum 34.2 (May 2015),
pp. 643–665. i s s n: 0167-7055.

[Kru+03]

J.P. Kruth, X. Wang, T. Laoui, and L. Froyen. “Lasers and
materials in selective laser sintering”. In: Assembly Automation
23.4 (2003), pp. 357–371.

[KS14]

Vahid Kazemi and Josephine Sullivan. “One Millisecond Face
Alignment with an Ensemble of Regression Trees”. In: IEEE
International Conference on Computer Vision. 2014.

[KSH12]

Alex Krizhevsky, Ilya Sutskever, and Geoffrey E Hinton. “Imagenet classification with deep convolutional neural networks”.
In: Advances in neural information processing systems. 2012,
pp. 1097–1105.

[Kul+15]

Tejas D. Kulkarni, Will Whitney, Pushmeet Kohli, and Joshua B.
Tenenbaum. “Deep Convolutional Inverse Graphics Network”. In:
Neural Information Processing Systems. 2015.

[Lal+16]

Jean-François Lalonde, Louis-Philippe Asselin, Julien Becirovski,
Yannick Hold-Geoffroy, Mathieu Garon, Marc-André Gardner,
and Jinsong Zhang. The Laval HDR Sky Database. http://www.
hdrdb.com. 2016.

BIBLIOGRAPHY
[Lam60]

Johann Heinrich Lambert.

166

Photometria sive de mensura et

gradibus luminis, colorum et umbrae. Eberhardt Klett, 1760.
[Lee+05]

Jinho Lee, Raghu Machiraju, Baback Moghaddam, and Hanspeter
Pfister. “Estimation of 3D Faces and Illumination from Single
Photographs Using a Bilinear Illumination Model”. In: Eurographics Conference on Rendering Techniques. EGSR ’05. 2005,
pp. 73–82.

[Leh07]

Jaakko Lehtinen. “A Framework for Precomputed and Captured
Light Transport”. In: ACM Trans. Graph. 26.4 (Oct. 2007).
i s s n: 0730-0301.

[LFL09]

Kui-Yip Lo, Chi-Wing Fu, and Hongwei Li. “3D polyomino puzzle”. In: ACM Transactions on Graphics 28.5 (Dec. 2009), 157:1–
157:8. i s s n: 0730-0301.

[LH74]

Charles L. Lawson and Richard J. Hanson. “Solving Least Squares
Problems”. In: SIAM Review (1974).

[Liu+08]

C. Liu, R. Szeliski, S. Bing Kang, C. L. Zitnick, and W. T. Freeman. “Automatic Estimation and Removal of Noise from a Single
Image”. In: IEEE Transactions on Pattern Analysis and Machine
Intelligence 30.2 (Feb. 2008), pp. 299–314. i s s n: 0162-8828.

[LM14]

Jean-François Lalonde and Iain Matthews. “Lighting Estimation
in Outdoor Image Collections”. In: International Conference on
3D Vision. 2014.

[LN12]

Stephen Lombardi and Ko Nishino. “Reflectance and Natural
Illumination from a Single Image”. In: Proc. ECCV. 2012.

[LN16]

Stephen Lombardi and Ko Nishino. “Reflectance and illumination
recovery in the wild”. In: IEEE transactions on pattern analysis
and machine intelligence 38.1 (2016), pp. 129–141.

[Loo+11]

Bradford J. Loos, Lakulish Antani, Kenny Mitchell, Derek
Nowrouzezahrai, Wojciech Jarosz, and Peter-Pike Sloan. “Modular Radiance Transfer”. In: Proceedings of the 2011 SIGGRAPH
Asia Conference. SA ’11. Hong Kong, China: ACM, 2011, 178:1–
178:10. i s b n: 978-1-4503-0807-6.

BIBLIOGRAPHY
[Loo+12]

167

Bradford J Loos, Derek Nowrouzezahrai, Wojciech Jarosz, and
Peter-Pike Sloan. “Delta radiance transfer”. In: Proceedings of
the ACM SIGGRAPH Symposium on Interactive 3D Graphics
and Games. ACM. 2012, pp. 191–196.

[Lop+10]

Jorge Lopez-Moreno, Veronica Sundstedt, Francisco Sangorrin,
and Diego Gutierrez. “Measuring the perception of light inconsistencies”. In: Proceedings of the 7th Symposium on Applied
Perception in Graphics and Visualization. ACM. 2010, pp. 25–
32.

[LRR04]

Jason Lawrence, Szymon Rusinkiewicz, and Ravi Ramamoorthi.
“Efficient BRDF importance sampling using a factored representation”. In: ACM Transactions on Graphics (TOG). Vol. 23. 3.
ACM. 2004, pp. 496–505.

[Lu+13]

F. Lu, Y. Matsushita, I. Sato, T. Okabe, and Y. Sato. “Uncalibrated Photometric Stereo for Unknown Isotropic Reflectances”.
In: IEEE International Conference on Computer Vision and Pattern Recognition. 2013, pp. 1490–1497.

[LW93]

Eric P. Lafortune and Yves D. Willems. “Bi-Directional Path Tracing”. In: Proceedings of ACM SIGGRAPH 1993. 1993, pp. 145–
153.

[LWF12]

C. Lessig, T. de Witt, and E. Fiume. “Short Note: Efficient and
Accurate Rotation of Finite Spherical Harmonics Expansions”. In:
Journal of Computational Physics 231.2 (2012), pp. 243–250.

[LZL14]

Chen Li, Kun Zhou, and Stephen Lin. “Intrinsic Face Image Decomposition with Human Face Priors”. In: European Conference
on Computer Vision. Springer, 2014, pp. 218–233.

[Man+13]

Alkhazur Manakov, John F. Restrepo, Oliver Klehm, Ramon
Hegedüs, Elmar Eisemann, Hans-Peter Seidel, and Ivo Ihrke. “A
Reconfigurable Camera Add-on for High Dynamic Range, MultiSpectral, Polarization, and Light-Field Imaging”. In: ACM Transactions on Graphics (TOG) 32.4 (2013), 47:1–47:14.

BIBLIOGRAPHY
[Mat+03a]

168

Wojciech Matusik, Hanspeter Pfister, Matt Brand, and Leonard
McMillan. “A Data-Driven Reflectance Model”. In: ACM Transactions on Graphics 22.3 (July 2003), pp. 759–769.

[Mat+03b] Wojciech Matusik, Hanspeter Pfister, Matthew Brand, and
Leonard McMillan. “Efficient isotropic BRDF measurement”. In:
(2003).
[Mat03]

Wojciech Matusik. “A data-driven reflectance model”. PhD thesis.
Massachusetts Institute of Technology, 2003.

[MBC05]

Sara McMains, Mike Bailey, and Richard Crawford. “Layered
manufacturing as a graphics display device”. In: ACM SIGGRAPH 2005 Courses. SIGGRAPH ’05. Los Angeles, California:
ACM, 2005.

[Mek+16]

Abhimitra Meka, Michael Zollhöfer, Christian Richardt, and
Christian Theobalt. “Live intrinsic video”. In: ACM Transactions
on Graphics (TOG) 35.4 (2016), p. 109.

[Mek+18]

Abhimitra Meka, Maxim Maximov, Michael Zollhoefer, Avishek
Chatterjee, Hans-Peter Seidel, Christian Richardt, and Christian Theobalt. “LIME: Live Intrinsic Material Estimation”. In:
Proceedings of Computer Vision and Pattern Recognition (CVPR
2018). 2018.

[Mel95]

J. Mellor. “Realtime camera calibration for enhanced reality visualization”. In: Computer Vision, Virtual Reality and Robotics
in Medicine. Springer. 1995, pp. 471–475.

[MFG10]

Ferry P.W. Melchels, Jan Feijen, and Dirk W. Grijpma. “A review on stereolithography and its applications in biomedical engineering”. In: Biomaterials 31.24 (2010), pp. 6121–6130. i s s n:
0142-9612.

[MG97]

Stephen R. Marschner and Donald P. Greenberg. “Inverse lighting
for photography”. In: Color and Imaging Conference. Vol. 1997.
1. 1997, pp. 262–265.

BIBLIOGRAPHY
[MLJ09]

169

Xue Mei, Haibin Ling, and David W. Jacobs. “Sparse representation of cast shadows via `1-regularized least squares”. In: IEEE
12th International Conference on Computer Vision. IEEE. 2009,
pp. 583–590.

[MLJ11]

X. Mei, H. Ling, and D. W. Jacobs. “Illumination Recovery From
Image With Cast Shadows Via Sparse Representation”. In: IEEE
Transactions on Image Processing 20.8 (2011), pp. 2366–2377.
i s s n: 1057-7149.

[Mol+16]

P. Molchanov, S. Tyree, T. Karras, T. Aila, and J. Kautz. “Pruning Convolutional Neural Networks for Resource Efficient Inference”. In: ArXiv e-prints (Nov. 2016).

[Moo+17]

Kwang Moo, Yi Peter, Mohr Peter, Roth Pascal, Fua Vincent,
Lepetit Dieter, and Schmalstieg Denis. “Learning Lightprobes for
Mixed Reality Illumination”. In: IEEE International Symposium
on Mixed and Augmented Reality. 2017.

[MP09]

Niloy J. Mitra and Mark Pauly. “Shadow art”. In: ACM Transactions on Graphics 28.5 (Dec. 2009), 156:1–156:7. i s s n: 07300301.

[MRF18]

M. Maximov, T. Ritschel, and M. Fritz. “Deep Appearance Maps”.
In: ArXiv e-prints (Apr. 2018).

[Nal+17]

Oliver Nalbach, Elena Arabadzhiyska, Dushyant Mehta, H-P Seidel, and Tobias Ritschel. “Deep Shading: Convolutional Neural
Networks for Screen Space Shading”. In: Computer Graphics
Forum. Vol. 36. 4. Wiley Online Library. 2017, pp. 65–78.

[NMY15]

Takuya Narihira, Michael Maire, and Stella X. Yu. “Direct intrinsics: Learning albedo-shading decomposition by convolutional
regression”. In: IEEE International Conference on Computer
Vision. 2015.

[NN04]

Ko Nishino and Shree K. Nayar. “Eyes for Relighting”. In: ACM
Transactions on Graphics (SIGGRAPH 2004) 23.3 (July 2004),
pp. 704–711.

BIBLIOGRAPHY
[Nov+18]

170

Jan Novák, Iliyan Georgiev, Johannes Hanika, and Wojciech
Jarosz. “Monte Carlo Methods for Volumetric Light Transport
Simulation”. In: Computer Graphics Forum. Vol. 37. 2. Wiley
Online Library. 2018, pp. 551–576.

[Now+07]

Derek Nowrouzezahrai, Patricio Simari, Evangelos Kalogerakis,
and Eugene Fiume. “Eigentransport for efficient and accurate
all-frequency relighting”. In: Proceedings of the 5th international
conference on Computer graphics and interactive techniques in
Australia and Southeast Asia. GRAPHITE ’07. Perth, Australia:
ACM, 2007, pp. 163–169. i s b n: 978-1-59593-912-8.

[Now+11]

Derek Nowrouzezahrai, Stefan Geiger, Kenny Mitchell, Robert
Sumner, Wojciech Jarosz, and Markus Gross. “Light Factorization for Mixed-frequency Shadows in Augmented Reality”. In:
Proceedings of the 2011 10th IEEE International Symposium on
Mixed and Augmented Reality. ISMAR ’11. 2011, pp. 173–179.
i s b n: 978-1-4577-2183-0.

[NRH03]

Ren Ng, Ravi Ramamoorthi, and Pat Hanrahan. “All-frequency
shadows using non-linear wavelet lighting approximation”. In:
ACM Transactions on Graphics (TOG).

Vol. 22.

3.

2003,

pp. 376–381.
[NSF12]

Derek Nowrouzezahrai, Patricio Simari, and Eugene Fiume.
“Sparse Zonal Harmonic Factorization for Efficient SH Rotation”.
In: ACM Transactions on Graphics 31.3 (June 2012), 23:1–23:9.

[OA12]

Allan Oliveira and Regina B. Araujo. “Creation and visualization
of context aware augmented reality interfaces”. In: Proceedings
of the International Working Conference on Advanced Visual Interfaces. AVI ’12. Capri Island, Italy: ACM, 2012, pp. 324–327.
i s b n: 978-1-4503-1287-5.

[OSS04]

T. Okabe, I. Sato, and Y. Sato. “Spherical harmonics vs. Haar
wavelets: basis for recovering illumination from cast shadows”. In:
IEEE Conference on Computer Vision and Pattern Recognition.
2004.

BIBLIOGRAPHY
[OZ10]

171

Jeffrey A Okun and Susan Zwerman. The VES handbook of visual
effects: industry standard VFX practices and procedures. Taylor
& Francis, 2010.

[Pan+11]

Alexandros Panagopoulos, Chaohui Wang, Dimitris Samaras, and
Nikos Paragios. “Illumination estimation and cast shadow detection through a higher-order graphical model”. In: IEEE Conference on Computer Vision and Pattern Recognition. 2011.

[Pap+17]

Vardan Papyan, Yaniv Romano, Jeremias Sulam, and Michael
Elad. “Convolutional Dictionary Learning via Local Processing”.
In: IEEE International Conference on Computer Vision. 2017.

[Pay+09]

P. Paysan, R. Knothe, B. Amberg, S. Romdhani, and T. Vetter. “A 3D Face Model for Pose and Illumination Invariant Face
Recognition”. In: International Conference on Advanced Video
and Signal based Surveillance (AVSS) for Security, Safety and
Monitoring in Smart Environments. 2009.

[Pee06]

Pieter Peers. “Sampling reflectance functions for image-based
relighting”. PhD thesis. Citeseer, 2006.

[PF13]

Thoma Papadhimitri and Paolo Favaro. “A New Perspective
on Uncalibrated Photometric Stereo”. In: IEEE International
Conference on Computer Vision and Pattern Recognition. 2013,
pp. 1474–1481.

[PJH16]

Matt Pharr, Wenzel Jakob, and Greg Humphreys. Physically
based rendering: From theory to implementation. Morgan Kaufmann, 2016.

[PP03]

Gustavo Patow and Xavier Pueyo. “A survey of inverse rendering
problems”. In: Computer Graphics Forum. Vol. 22. 4. Wiley
Online Library. 2003, pp. 663–687.

[PRK93]

Y. C. Pati, R. Rezaiifar, and P. S. Krishnaprasad. “Orthogonal
matching pursuit: Recursive function approximation with applications to wavelet decomposition”. In: Asilomar Conference on
Signals, Systems and Computers. 1993, pp. 1–3.

BIBLIOGRAPHY
[PSP09]

172

Alexandros Panagopoulos, Dimitris Samaras, and Nikos Paragios.
“Robust Shadow and Illumination Estimation Using a Mixture
Model”. In: IEEE Conference on Computer Vision and Pattern
Recognition. 2009.

[PSS99]

A. J. Preetham, Peter Shirley, and Brian Smits. “A practical
analytic model for daylight”. In: Proceedings of ACM SIGGRAPH
1999. Aug. 1999.

[Ram09]

Ravi Ramamoorthi. “Precomputation-Based Rendering”. In:
Found. Trends. Comput. Graph. Vis. 3.4 (Apr. 2009), pp. 281–
369. i s s n: 1572-2740.

[Rei+05]

Erik Reinhard, Greg Ward, Sumanta Pattanaik, and Paul Debevec. High dynamic range imaging. Morgan Kaufman, 2005.

[Rem+15]

Konstantinos Rematas, Tobias Ritschel, Mario Fritz, Efstratios
Gavves, and Tinne Tuytelaars. “Deep Reflectance Maps”. In:
IEEE Conference on Computer Vision and Pattern Recognition.
2015.

[RH01a]

Ravi Ramamoorthi and Pat Hanrahan.

“A signal-processing

framework for inverse rendering”. In: Proceedings of the 28th annual conference on Computer graphics and interactive techniques.
SIGGRAPH ’01. New York, NY, USA: ACM, 2001, pp. 117–128.
i s b n: 1-58113-374-X.
[RH01b]

Ravi Ramamoorthi and Pat Hanrahan. “An efficient representation for irradiance environment maps”. In: Proceedings of the
28th annual conference on Computer graphics and interactive techniques. ACM. 2001, pp. 497–500.

[RH01c]

Ravi Ramamoorthi and Pat Hanrahan. “On the relationship
between radiance and irradiance: determining the illumination
from images of a convex Lambertian object”. In: Journal of the
Optical Society of America 18.10 (2001), pp. 2448–2459.

BIBLIOGRAPHY
[Rit+08]

173

T. Ritschel, T. Grosch, M. H. Kim, H. P. Seidel, C. Dachsbacher,
and J. Kautz. “Imperfect shadow maps for efficient computation
of indirect illumination”. In: ACM Transactions on Graphics
(TOG). Vol. 27. ACM. 2008, p. 129.

[Rit+12]

T. Ritschel, C. Dachsbacher, T. Grosch, and J. Kautz. “The
State of the Art in Interactive Global Illumination”. In: Computer
Graphics Forum. Vol. 31. Wiley Online Library. 2012, pp. 160–
188.

[RWH04]

Timo Ropinski, Steffen Wachenfeld, and Klaus Hinrichs. “Virtual
reflections for augmented reality environments”. In: Int. Conference on Artificial Reality and Telexistence. 2004, pp. 311–318.

[SB15]

Davoud Shahlaei and Volker Blanz. “Realistic inverse lighting
from a single 2D image of a face, taken under unknown and complex lighting”. In: IEEE International Conference on Automatic
Face and Gesture Recognition. 2015.

[SBN15]

Cyril Soler, Mahdi M. Bagher, and Derek Nowrouzezahrai. “Efficient and Accurate Spherical Kernel Integrals Using Isotropic
Decomposition”. In: ACM Transactions on Graphics 34.5 (Oct.
2015), 161:1–161:14.

[Sch+09]

M. Schmidt, E. van den Berg, M. Friedlander, and K. Murphy. “Optimizing Costly Functions with Simple Constraints: A
Limited-Memory Projected Quasi-Newton Algorithm”. In: Proc.
AISTATS. 2009.

[SH16]

Dieter Schmalstieg and Tobias Hollerer. Augmented reality: principles and practice. Addison-Wesley Professional, 2016.

[Shi+14]

F. Shi, H.-T. Wu, X. Tong, and J. Chai. “Automatic Acquisition
of High-fidelity Facial Performances Using Monocular Videos”. In:
ACM Transactions on Graphics 33.6 (2014), 222:1–222:13.

[Shi12]

Hyunjung Shim. “Faces as light probes for relighting”. In: Optical
Engineering 51.7 (2012), pp. 077002–1.

BIBLIOGRAPHY
[Shu+17]

174

Z. Shu, E. Yumer, S. Hadap, K. Sunkavalli, E. Shechtman, and
D. Samaras. “Neural Face Editing with Intrinsic Image Disentangling”. In: IEEE Conference on Computer Vision and Pattern
Recognition. 2017.

[SI91]

K. Sato and K. Ikeuchi. “Determining Reflectance Properties
of an Object Using Range and Brightness Images”. In: IEEE
Transactions on Pattern Analysis and Machine Intelligence 13
(Nov. 1991), pp. 1139–1153. i s s n: 0162-8828.

[SJ05]

S. Shirdhonkar and D. W. Jacobs. “Non-negative lighting and
specular object recognition”. In: Tenth IEEE International Conference on Computer Vision (ICCV’05) Volume 1. Vol. 2. Oct.
2005, 1323–1330 Vol. 2.

[Sko+13]

Mélina Skouras, Bernhard Thomaszewski, Stelian Coros, Bernd
Bickel, and Markus Gross. “Computational design of actuated
deformable characters”. In: ACM Transactions on Graphics (Proceedings of ACM SIGGRAPH) 32.4 (July 2013), 82:1–82:10.

[SKS02]

Peter-Pike Sloan, Jan Kautz, and John Snyder. “Precomputed radiance transfer for real-time rendering in dynamic, low-frequency
lighting environments”.

In: ACM Transactions on Graphics

(TOG) 21 (July 3, 2002), pp. 527–536.
[SKS14]

S. Suwajanakorn, I. Kemelmacher-Shlizerman, and S. M. Seitz.
“Total Moving Face Reconstruction”. In: Proc. ECCV. 2014.

[Slo+01]

Peter-Pike J. Sloan, William Martin, Amy Gooch, and Bruce
Gooch. “The Lit Sphere: A Model for Capturing NPR Shading from Art”. In: Proceedings of Graphics Interface 2001. GI
’01. Ottawa, Ontario, Canada: Canadian Information Processing
Society, 2001, pp. 143–150. i s b n: 0-9688808-0-0.

[Slo08]

Peter-Pike Sloan. “Stupid spherical harmonics tricks”. In: Game
Developers Conference. 2008.

BIBLIOGRAPHY
[SS95]

175

Peter Schröder and Wim Sweldens. “Spherical wavelets: Efficiently representing functions on the sphere”. In: Proceedings of
the 22nd annual conference on Computer graphics and interactive
techniques. ACM. 1995, pp. 161–172.

[SS97]

Richard Szeliski and Heung-Yeung Shum. “Creating Full View
Panoramic Image Mosaics and Environment Maps”. In: Proceedings of the 24th Annual Conference on Computer Graphics and
Interactive Techniques. SIGGRAPH ’97. New York, NY, USA:
ACM Press/Addison-Wesley Publishing Co., 1997, pp. 251–258.
i s b n: 0-89791-896-7.

[SSI03]

Imari Sato, Yoichi Sato, and Katsushi Ikeuchi. “Illumination
from shadows”. In: IEEE Transactions on Pattern Analysis and
Machine Intelligence 25.3 (Mar. 2003), pp. 290–300.

[Sta+96]

Andrei State, Gentaro Hirota, David T. Chen, William F. Garrett,
and Mark A. Livingston. “Superior augmented reality registration
by integrating landmark tracking and magnetic tracking”. In:
Proceedings of the 23rd annual conference on Computer graphics
and interactive techniques. SIGGRAPH ’96. New York, NY,
USA: ACM, 1996, pp. 429–438. i s b n: 0-89791-746-4.

[Stu+04]

Jessi Stumpfel, Andrew Jones, Andreas Wenger, Chris Tchou,
Tim Hawkins, and Paul Debevec. “Direct HDR capture of the
sun and sky”. In: Proceedings of AFRIGRAPH. 2004.

[TDM11]

J. Rafael Tena, Fernando De la Torre, and Iain Matthews. “Interactive Region-based Linear 3D Face Models”. In: ACM Transactions on Graphics. 2011, 76:1–76:10.

[TFV06]

Ivana Tosic, Pascal Frossard, and Pierre Vandergheynst. “Progressive coding of 3-D objects based on overcomplete decompositions”. In: IEEE Transactions on Circuits and Systems for Video
Technology 16.11 (2006), pp. 1338–1349.

[Tib96]

Robert Tibshirani. “Regression Shrinkage and Selection via the
Lasso”. In: Journal of the Royal Statistical Society. Series B
(Methodological) 58.1 (1996), pp. 267–288. i s s n: 00359246.

BIBLIOGRAPHY
[Toc+11]

176

Michael D. Tocci, Chris Kiser, Nora Tocci, and Pradeep Sen. “A
Versatile HDR Video Production System”. In: ACM Transactions
on Graphics (TOG) 30.4 (2011), 41:1–41:10.

[Tok15]

Yusuke Tokuyoshi. “Virtual Spherical Gaussian Lights for Realtime Glossy Indirect Illumination”. In: Computer Graphics Forum
34.7 (2015), pp. 89–98.

[TS06]

Yu-Ting Tsai and Zen-Chung Shih. “All-frequency Precomputed
Radiance Transfer Using Spherical Radial Basis Functions and
Clustered Tensor Approximation”. In: ACM Trans. Graph. 25.3
(July 2006), pp. 967–976. i s s n: 0730-0301.

[TSH12]

Yichuan Tang, Ruslan Salakhutdinov, and Geoffrey Hinton.
“Deep Lambertian Networks”. In: International Conference on
Machine Learning. Vol. 1206. 2012, p. 6445.

[UKK95]

Michihiro Uenohara, Takeo Kanade, and T. Kanade. “VisionBased Object Registration for Real-Time Image Overlay”. In:
Computers in Biology and Medicine. 1995, pp. 13–22.

[VG97]

Eric Veach and Leonidas J Guibas. “Metropolis light transport”.
In: Proceedings of the 24th annual conference on Computer graphics and interactive techniques. ACM Press/Addison-Wesley Publishing Co. 1997, pp. 65–76.

[Vin+10]

Pascal Vincent, Hugo Larochelle, Isabelle Lajoie, Yoshua Bengio,
and Pierre-Antoine Manzagol. “Stacked Denoising Autoencoders:
Learning Useful Representations in a Deep Network with a Local Denoising Criterion”. In: The Journal of Machine Learning
Research 11 (2010), pp. 3371–3408.

[Vor+14]

Jiří Vorba, Ondřej Karlík, Martin Šik, Tobias Ritschel, and
Jaroslav Křivánek. “On-line Learning of Parametric Mixture Models for Light Transport Simulation”. In: ACM Trans. Graph. 33.4
(July 2014), 101:1–101:11. i s s n: 0730-0301.

BIBLIOGRAPHY
[Wan+04]

177

Zhou Wang, Alan C. Bovik, Hamid R. Sheikh, and Eero P. Simoncelli. “Image quality assessment: from error visibility to structural similarity”. In: IEEE Transactions on Image Processing
13.4 (2004), pp. 600–612.

[Wan+07]

Yang Wang, Zicheng Liu, Gang Hua, Zhen Wen, Zhengyou Zhang,
and D. Samaras. “Face Re-Lighting from a Single Image under
Harsh Lighting Conditions”. In: IEEE Conference on Computer
Vision and Pattern Recognition. 2007, pp. 1–8.

[Wan+09]

Jiaping Wang, Peiran Ren, Minmin Gong, John Snyder, and
Baining Guo. “All-frequency Rendering of Dynamic, Spatiallyvarying Reflectance”. In: ACM Transactions on Graphics 28.5
(2009), 133:1–133:10.

[Wey+06]

Tim Weyrich, Wojciech Matusik, Hanspeter Pfister, Bernd Bickel,
Craig Donner, Chien Tu, Janet McAndless, Jinho Lee, Addy
Ngan, Henrik Wann Jensen, et al. “Analysis of human faces
using a measurement-based skin reflectance model”. In: ACM
Transactions on Graphics (TOG). Vol. 25. 3. ACM. 2006,
pp. 1013–1024.

[Wey+09]

Tim Weyrich, Jason Lawrence, Hendrik PA Lensch, Szymon
Rusinkiewicz, Todd Zickler, et al. “Principles of appearance acquisition and representation”. In: Foundations and Trends in
Computer Graphics and Vision 4.2 (2009), pp. 75–191.

[WH12]

Kaufui V Wong and Aldo Hernandez. “A review of additive manufacturing”. In: ISRN Mechanical Engineering 2012 (2012).

[WH13]

Alexander Wilkie and Lukas Hošek. “Predicting Sky Dome Appearance on Earth-like Extrasolar Worlds”. In: Proceedings of the
29th Spring Conference on Computer Graphics. 2013.

[Whi80]

Turner Whitted. “An Improved Illumination Model for Shaded
Display”. In: Commun. ACM 23.6 (June 1980), pp. 343–349.
i s s n: 0001-0782.

BIBLIOGRAPHY
[WLH03]

178

Zhen Wen, Zicheng Liu, and T. S. Huang. “Face relighting with
radiance environment maps”. In: IEEE Conference on Computer
Vision and Pattern Recognition. 2003.

[WLH97]

Tien-Tsin Wong, Wai-Shing Luk, and Pheng-Ann Heng. “Sampling with Hammersley and Halton Points”. In: Journal of Graphics Tools 2.2 (1997), pp. 9–24.

[Wor+16]

D. E. Worrall, S. J. Garbin, D. Turmukhambetov, and G. J.
Brostow. “Harmonic Networks: Deep Translation and Rotation
Equivariance”. In: ArXiv e-prints (Dec. 2016).

[Xin+11]

Shiqing Xin, Chi-Fu Lai, Chi-Wing Fu, Tien-Tsin Wong, Ying He,
and Daniel Cohen-Or. “Making burr puzzles from 3D models”. In:
ACM Transactions on Graphics (SIGGRAPH 2011 issue) 30.4
(Aug. 2011), 97:1–97:8.

[Xu+13]

Kun Xu, Wei-Lun Sun, Zhao Dong, Dan-Yong Zhao, Run-Dong
Wu, and Shi-Min Hu. “Anisotropic Spherical Gaussians”. In:
ACM Transactions on Graphics 32.6 (2013), 209:1–209:11.

[Zha+99]

Ruo Zhang, Ping-Sing Tsai, James Edwin Cryer, and Mubarak
Shah. “Shape-from-shading: a survey”. In: IEEE transactions on
pattern analysis and machine intelligence 21.8 (1999), pp. 690–
706.

[Zha00]

Z. Zhang. “A flexible new technique for camera calibration”. In:
IEEE Transactions on Pattern Analysis and Machine Intelligence
22.11 (Nov. 2000), pp. 1330–1334. i s s n: 0162-8828.

[ZKE15]

Tinghui Zhou, Philipp Krähenbühl, and Alexei Efros. “Learning
Data-driven Reflectance Priors for Intrinsic Image Decomposition”. In: IEEE International Conference on Computer Vision.
2015.

[ZL15]

Yingying Zhu and Simon Lucey. “Convolutional sparse coding
for trajectory reconstruction”. In: IEEE transactions on pattern
analysis and machine intelligence 37.3 (2015), pp. 529–540.

Appendix A

Publications
We detail collaborators’ contributions for the research papers behind Chapters 4, 5 and 6 in Tables A.1, A.2 and A.3 respectively.

Table A.1: Collaborators contributions for the “The Shading Probe: Fast
Appearance Acquisition for Mobile AR” publication [Cal+13].
Publication extended in Chapter 4. The authors of this publication are, in
order, the following: Dan Andrei Calian (DAC), Kenny Mitchell (KM),
Derek Nowrouzezahrai (DN) and Jan Kautz (JK).

Research project component

Contributors

General supervision

JK, KM

Technical discussions

JK,

DAC,

DN,

KM
Idea for using custom 3D printed object to capture basis- DAC, JK
convolved illumination
Main mathematical derivations, implementation, results DAC
generation and analysis
Writing article

JK,
KM

Preparing conference presentation

DAC

DN,

DAC,
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Table A.2: Collaborators contributions for the “From Faces to Outdoor
Light Probes” publication [Cal+18]. Publication described in Chapter 5). The authors of this publication are, in order, the following: Dan
Andrei Calian (DAC), Jean-François Lalonde (JFL), Paulo Gotardo
(PG), Tomas Simon (TS), Iain Matthews (IM) and Kenny Mitchell (KM).

Research project component

Contributors

General supervision

IM, JFL, KM

Idea for using faces as light-probes for outdoor environ- JFL, IM
ments using a parametric model
Idea for optimising for lighting within the latent space of DAC
a deep autoencoder trained on skies
Main mathematical derivations, implementation, results DAC
generation and analysis
Facial geometry estimation

TS, IM

Real-world face database collection

JFL

Synthetic face database generation

PG, DAC

Writing article

JFL,

IM,

PG,

DAC
Preparing conference presentation

DAC, PG, JFL

Hemispherical harmonics for ground lighting estimation

DAC

(does not appear in final version)
Detail hallucination for skies (does not appear in final
version)

TS
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Table A.3: Collaborators’ contributions for the “Fast Convolutional Sparse
Coding on the Spherical Domain” under-review research article.
Research article forming the basis of Chapter 6). The authors of this
article are, in order, the following: Dan Andrei Calian (DAC), JeanFrançois Lalonde (JFL), Paulo Gotardo (PG), Tomas Simon (TS), Iain
Matthews (IM) and Kenny Mitchell (KM).

Research project component

Contributors

General supervision

PG, IM, KM

Idea for using 2D convolutional sparse coding (CSC) for PG
modelling skies
Idea for rephrasing CSC on the spherical domain in the DAC
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Appendix B

From Faces to Outdoor
Lightprobes
B.1

Implementation Details: Optimisation

We have implemented both our autoencoder and light estimation algorithms
in Python using the numerical computation library Theano1 , which provides
automatic symbolic differentiation and transparent use of the GPU amongst
its main features. Our autoencoder is also based on Lasagne2 , a lightweight
library to build and train neural networks in Theano.
At test time, given an input face image, the initial step is face detection
and precomputation of 3D geometry (including normals), required to build the
transport matrix T; this step was implemented in MATLAB and C++. In the
second step, we initialise the unknowns in our albedo and light probe model as
follows: initial albedo ρ is spatially constant and equal to the mean of the best
matching mode of the albedo GMM (via exhaustive search); the ground albedo
ρgnd is initialised to a small constant (ρgnd = [.2 .2 .2] in our tests). We then
initialise the sun azimuth φsun from the optimal linear direction obtained via
an initial fit of a low-dimensional spherical harmonics probe [Gre03]. Finally,
the latent vector z is initialised to the mean over all probes in the training set.
Our optimisation procedure then iteratively improves on the current solution in a coarse-to-fine strategy, based on image pyramids for both face albedo
and light probe. In each pyramid level, it computes quasi-Newton, L-BFGS
1 Theano.
2 Lasagne.

Accessed 15 June 2018. www.deeplearning.net/software/theano.
Accessed 15 June 2018. http://lasagne.readthedocs.io.
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updates as to minimise our objective function using the method of Schmidt
et al. [Sch+09], with automatic differentiation. At convergence, the current
solution is upsampled and optimization resumes at the next (finer) pyramid
level. Empirically, we have found that our current initialization method and 4
pyramid levels provided quite robust recovery of spherical environment maps
at 64 × 128 resolution (latitude-longitude format, with resolution specified as
height × width), as demonstrated in our experimental results.

B.2

Synthetic Face Database

Figure B.2 shows an overview of our synthetic images rendered using the
popular, physically-based Cycles render engine3 . These were rendered with
different combinations of 3D faces and illumination conditions.
Note that even though we did not synthesise hair for our synthetic images,
the bald head is not used for inverse lighting, as in the real application scenario.
Figure B.1 show overlays of the detected face mesh on synthetic and real images
from our database, indicating the face region whose pixels are used for inverse
lighting.
Since the sky probe database captures only the sky hemisphere, we synthesised an infinite Lambertian ground plane in the bottom hemisphere. To
obtain realistic and calibrated ground albedos, we captured photographs of
“typical” outdoor ground scenes alongside an Xrite™ colour chart. The ground
photographs were shot in RAW mode to extract linear data, and lens vignetting
was corrected by capturing flat field images. Finally, calibrated ground albedos
are obtained by computing the mean pixel colour over a large region of the
ground visible in the photograph. We include examples from our calibrated
ground albedo database in Figure B.4.

B.3

Real Face Database

Figure B.3 shows an overview of our real face database (better seen on electronic
version). In total, 9 subjects were recruited for this task and were asked to
be photographed with a mostly neutral expression. They were photographed
under 25 different lighting conditions. There were 8 male and 1 female subjects,
most with fair skin. Subjects had varying amounts of facial hair, ranging from
3 Cycles

Renderer. Accessed 9 June 2018. www.cycles-renderer.org.
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Figure B.1: Overlay of detected face mesh. Fit face mesh shown on synthetic
(top) and real (bottom) images in our database showing the face region
whose pixels are used for inverse lighting. Note that even though we did
not synthesise hair for our synthetic images, the bald head is not used
for inverse lighting, as in the real application scenario.

none to full beards.

B.4

Sensitivity experiments

We present in Figures B.5, B.6 and B.7 results obtained on all error metrics
for the sensitivity analysis presented in section B.4 and Figure 5.8 of the main
thesis chapter.
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Figure B.2: Overview of our synthetic face database. Each randomly generated
face model was rendered with the outdoor light probe on its right. These
images have been tonemapped for display (γ = 2.2).
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Figure B.3: Overview of our real face database. Figure shows captured face
images and corresponding outdoor light probes (better seen on the electronic version).
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Light concrete
ρgnd ≈ [0.20, 0.17, 0.14]

Dark concrete
ρgnd ≈ [0.14, 0.13, 0.12]

Asphalt
ρgnd ≈ [0.05, 0.04, 0.03]

Dry dirt
ρgnd ≈ [0.09, 0.08, 0.06]

Wet dirt
ρgnd ≈ [0.05, 0.04, 0.03]

Grass
ρgnd ≈ [0.09, 0.10, 0.03]

Rocks
ρgnd ≈ [0.20, 0.18, 0.15]

Gravel
ρgnd ≈ [0.17, 0.15, 0.13]

Mulch
ρgnd ≈ [0.14, 0.10, 0.08]

Figure B.4: Calibrated outdoor ground albedos. We use the X-Rite colour chart
to calibrate RAW photographs of various ground textures, and extract
a mean albedo by computing the mean pixel value over a large region
of the image. These images have been rescaled and tone-mapped for
display.
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Figure B.5: Mean sensitivity of the methods as a function of the image resolution. Image resolution ranges from 90×90 to 360×360 for all metrics
to complement Figure 5.8 of the main chapter.
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Figure B.6: Mean sensitivity of the methods as a function of the out-ofplane rotation. Rotation ranges from 0◦ to 30◦ for all metrics to complement Figure 5.8 of the main chapter.
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Figure B.7: Mean sensitivity of the methods as a function of the random
Gaussian noise. Gaussian noise has standard deviation ranging from
0 to 1.1 applied to the blendshape coefficients for all metrics to complement Figure 5.8 of the main chapter.

Appendix C

Fast Convolutional Sparse Coding
on the Sphere

C.1

Fitting with Isotropic Filters in SH Domain
def

Let ω = (θ, φ) ∈ S 2 denote a direction on the unit sphere in terms of its
associated elevation and azimuth coordinates. The real spherical harmonics
(SH) basis functions Ykm (ω) are defined as


K k0 Pk0 (cos θ), m = 0




 √ m
Ykm (θ, φ) = 
2K k cos(mφ)Pkm (cos θ), m > 0 ,



√


 2K |m| sin(|m|φ)P |m| (cos θ), m < 0
k
k


(C.1)

where K km is a normalisation term and Pkm are associated (degree k) Legendre
polynomials [NSF12].
Fast convolution of an isotropic ZH filter in RK+1 and a general SH signal
2

in R(K+1) requires normalising and expanding the ZH filter by multiplying it
with a constant sparse matrix Π ∈ R(K+1)

2 ×(K+1)

[RH01b] whose entries are the

constant weights
r
Π[i, k] =

4π
,
2k + 1

∀k = {0, . . . , K }
i = {k 2, . . . , k 2 + 2k}.

(C.2)
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Fast Fitting with Anisotropic Filters

Fast rotation of an anisotropic filter with R ∈ SO(3) is performed in the SH
domain [NSF12] using
R̂ = M(R) M−1 (I) ∈ R(K+1)

2 ×(K+1) 2

.

where I is the identity matrix. The mapping M : SO(3) → R(K+1)

(C.3)
2 ×(K+1) 2

is

defined as


Ŷ0,R

.


.
M(R) = 
.



ŶK,R 

(C.4)

and the entries of the blocks Ŷk,R ∈ R(2k+1)×(2k+1) are defined in terms of rotated
SH bases Ykm ,
r
Ŷ k,R [i, j] =

4π
Y i−k (Rω j ),
2k + 1 k

(C.5)

where the {ω} j are any set of (K + 1) 2 non-degenerate random directions on
the sphere [LWF12; NSF12].
Note that, during optimization, the RZH coefficients of the residual vector,
rm
k , are
Ŷ−1
k,Rkm .

C.3

computed using a block diagonal matrix with rotated bases Âk,Rkm =

Additional Qualitative Results

Figure C.1 offers additional qualitative inverse lighting results. Please see the
discussion in the CSC chapter in Section 5.5.2.
Qualitative direct fitting results on 12 light probes from our balanced
dataset (CSC chapter, subsection 6.6.3) are given in Figures C.2–C.12. Probes
with anisotropic sources are shown in Figures C.2–C.6. Please refer to the
discussion in the CSC chapter in Section 5.5.2.
Note that, in some of the following qualitative results, the input lighting
environment has been clamped to the bottom edge when the original environment map image contained erroneously captured pixels there.
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Figure C.1: Additional qualitative results for inverse lighting. Qualitative
results for inverse lighting to complement Figure 6.6 from the main
CSC chapter. For each example, the rendered objects used as input
for inverse lighting are shown below their corresponding ground-truth
lighting environment. The environment maps and object renders have
been tonemapped (with γ = 2.2) for display purposes.
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Figure C.2: Additional direct fit qualitative results. Qualitative results for direct fits to complement Figure 6.5 from the main CSC chapter. The
environment maps have been tonemapped (with γ = 2.2) for display
purposes.
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Figure C.3: Additional direct fit qualitative results. Qualitative results for direct fits to complement Figure 6.5 from the main CSC chapter. The
environment maps have been tonemapped (with γ = 2.2) for display
purposes.
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Figure C.4: Additional direct fit qualitative results. Qualitative results for direct fits to complement Figure 6.5 from the main CSC chapter. The
environment maps have been tonemapped (with γ = 2.2) for display
purposes.
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Figure C.5: Additional direct fit qualitative results. Qualitative results for direct fits to complement Figure 6.5 from the main CSC chapter. The
environment maps have been tonemapped (with γ = 2.2) for display
purposes.
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Figure C.6: Additional direct fit qualitative results. Qualitative results for direct fits to complement Figure 6.5 from the main CSC chapter. The
environment maps have been tonemapped (with γ = 2.2) for display
purposes.
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Figure C.7: Additional direct fit qualitative results. Qualitative results for direct fits to complement Figure 6.5 from the main CSC chapter. The
environment maps have been tonemapped (with γ = 2.2) for display
purposes.

200

Haar (abs.)

SH un-win.

SH win.

Dvmf (NNLS)

Dvmf (`1)

Dani (NNLS)

Dani (`1)

Dkm (NNLS)

Dkm (`1)

Diso (NNLS)

Diso (`1)

Input Lenv.

C.3. Additional Qualitative Results

s=4

s=16

s=36

s=64

s=100

s=144

Figure C.8: Additional direct fit qualitative results. Qualitative results for direct fits to complement Figure 6.5 from the main CSC chapter. The
environment maps have been tonemapped (with γ = 2.2) for display
purposes.
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Figure C.9: Additional direct fit qualitative results. Qualitative results for direct fits to complement Figure 6.5 from the main CSC chapter. The
environment maps have been tonemapped (with γ = 2.2) for display
purposes.
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Figure C.10: Additional direct fit qualitative results. Qualitative results for
direct fits to complement Figure 6.5 from the main CSC chapter. The
environment maps have been tonemapped (with γ = 2.2) for display
purposes.

203

Haar (abs.)

SH un-win.

SH win.

Dvmf (NNLS)

Dvmf (`1)

Dani (NNLS)

Dani (`1)

Dkm (NNLS)

Dkm (`1)

Diso (NNLS)

Diso (`1)

Input Lenv.

C.3. Additional Qualitative Results

s=4

s=16

s=36

s=64

s=100

s=144

Figure C.11: Additional direct fit qualitative results. Qualitative results for
direct fits to complement Figure 6.5 from the main CSC chapter. The
environment maps have been tonemapped (with γ = 2.2) for display
purposes.
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Figure C.12: Additional direct fit qualitative results. Qualitative results for
direct fits to complement Figure 6.5 from the main CSC chapter. The
environment maps have been tonemapped (with γ = 2.2) for display
purposes.

