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Abstract

The T cell receptor (TCR) repertoire can be regarded as an example of a high-

dimensional and personalized biomarker, and with the advancements made in high-

throughput sequencing technology, the repertoire can be studied in greater detail.

To this end, the Chain group recently developed a reliable and economical ampli-

fication protocol that can be used to characterize the TCR repertoire using next-

generation sequencing techniques, and a robust computational pipeline for quan-

titative downstream analysis. Introduction of barcodes, which label every cDNA

molecule before amplification, allow for correction of PCR bias, and PCR and se-

quencing error. The protocol can be used to sequence TCR repertoires of diverse

types of samples, including ex vivo collections of whole FACS fractionated blood

or tissue, or after in vitro culture and expansion. In this thesis, I have looked at

the different metrics that can be used to describe the TCR repertoire in healthy and

disease settings. I firstly demonstrate that our protocol is fairly robust across two

sequencing platforms, and that I am able to quantitatively measure the efficiency. I

then used different metrics to measure the repertoire in two disease settings; primary

immunodeficiency and early-stage non-small-cell lung cancer. Where applicable, I

have compared them with the repertoire of relatively healthy individuals. As the

size of the cohorts are continually expanding, the analyses that I carried out in this

thesis has provided a good starting point for future work. This will provide more

solid evidence to derive meaningful, biologically relevant conclusions. Quantitative

analysis of the TCR repertoire in these two cohorts may provide a better under-

standing of the immune landscape involving T cell response, which may lead to

insights into the pathogenesis of these diseases. Additional information may be ob-
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tained with which can then be used to develop tools to improve patient stratification,

prediction of disease outcome, and patient response to treatment.



Impact Statement

The work undertaken to produce this thesis has significant contributions to the

methodology and analyses for T cell receptor (TCR) repertoire sequencing. Our

group have previously established the individual steps of the pipeline involving the

processing of raw sequence data, identification and characterization of TCR re-

arrangements, and error-correction. With increasing numbers of samples coming

from multiple different studies, there was a need to be able to automate the entire

process, making it more feasible to process data from multiple sequencing runs in a

more systematic way. To this end, I developed an automated workflow which was

initially used for running on a personal computer, and was later modified for use in

a high-performance computing environment. This exercise proved to be quite bene-

ficial as it eases the transition going from lower/mid-throughput to high-throughput

sequencing method. The field of immune repertoire studies is currently undergo-

ing continuous development, and lacks a ‘gold standard’ in terms of methods in

analysing the data. In this thesis, I attempt to present a set of preliminary analysis

measurements, or metrics, which can serve as a guideline. The use of these metrics

was put to use in two different disease settings; immunodeficiency and cancer. The

overarching aim is to develop tools for patient stratification, which can potentially

aid in clinical decision-making, and to understand the mechanism of the disease

better. In the context of immunodeficiency, the hope is to use TCR repertoire se-

quencing to uncover the heterogeneity associated with this disease. In cancer, the

aim is to develop tools for prediction of disease outcome, which can potentially aid

in decision making for treatment options, and to have a better understanding of the

existing anti-tumour response. The wealth of information contained within TCR
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repertoire data makes it an excellent candidate for use in personalised medicine.

Results derived from my work in this thesis have been presented in international

academic conferences involving a mixed background of experts as well as repre-

sentatives from the pharmaceutical industry. The work done in this thesis was made

possible by several collaborations involving clinicians, lab technicians and com-

puter scientists.
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Chapter 1

Introduction

1.1 T cell receptors: structure and mechanism of re-

combination
The vertebrate immune system as we currently know it is an intricate defence sys-

tem, and its ability to mount a response to harmful foreign invaders makes it crucial

for survival. The arm of the response with ‘memory’, the adaptive immune re-

sponse, is able to ‘remember’ harmful pathogens it has ‘seen’ before, and provides

life-long protection which enables a swift response if a future encounter occurs. A

key player in this is a specialised set of immune cells called lymphocytes, whose

notable characteristic is the collection, or repertoire, of antigen receptors displayed

on its surface. An important aspect that allows recognition of a diverse array of

pathogens lie in the diversity of the antigen receptor repertoire, and in the case of

the T lymphocytes, this is determined early on during its development in the thy-

mus.

T lymphocytes, or T cells, rely on the specificity of its surface receptor (T cell

receptor, or TCR) to initiate an immune response. Unlike its B lymphocyte coun-

terpart, whose antigen receptors are aptly called B cell receptor (BCR), T cells do

not directly recognise and bind to whole antigenic molecules. Instead, it interacts

with other cells called antigen presenting cells (APCs) that first pre-processes the

pathogens, digests them into smaller peptide fragments and uses a protein molecule

called the major histocompatibility complex, or MHC molecule, to present the pep-
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tide to the surface. It is this peptide:MHC complex that the TCR recognises and

binds to in order to elicit the next chain of immune response. Figure 1.1(a), taken

from Garcia et al. (1996), shows a backbone tube display of a TCR called 2C (top

section of the diagram) interacting with a class I MHC molecule, H-2Kb (bottom

section of the diagram), bound to a self-peptide, dEV8 (in yellow and shown to be

partly enclosed within the MHC molecule). The coloured loops of the TCR exposed

to the peptide:MHC complex represent the complementarity-determining regions 1,

2, and 3 (CDR1, CDR2 and CDR3). A single TCR consists of an α and β chain,

and both chains are made up of a constant (C) and variable (V) region (Figures

1.1(a) and 1.2). The variable region of the α chain is encoded by a variable (V)

and joining (J) gene, whereas for the β chain, along with the V and J genes, has an

additional diversity (D) gene contributing to its repertoire. Standardised nomencla-

ture, introduced by the International Immunogenetics Information System (IMGT),

identifies a T cell receptor gene name beginning with TR, followed by the chain

it refers to and the region (TRAV, for example, would refer to the variable region

of the TCR α gene). As of 2016, the IMGT website has reported that there are

116 TRA genes in the human genome located on chromosome 14, and 91-94 TRB

genes in chromosome 7. In addition to the combinatorial diversity contributed by

there being multiple V, (D) and J genes to choose from, non-templated nucleotide

additions and deletions occurring at the junctions of the segments during the joining

process greatly increases the diversity of the TCR repertoire. The potential diversity

may exceed 1020 possible combinations for the TCRα and TCRβ receptor (Zarnit-

syna et al., 2013). A newer estimate reports a potential diversity of about 1013 -

1018 in humans and mice (Miho et al., 2018). Both theoretical estimates exceed the

actual number of T-cells a person can have at any one time, which is about 1011

cells (Mandl and Germain, 2014).

The fact that any one repertoire has space for only a fraction of the poten-

tial diversity would mean that there is an opportunity for a high level of hetero-

geneity among individuals. This is an important adaptation, as this ensures that

the immune response is prepared to recognise the even larger peptide:MHC land-
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scape (Birnbaum et al., 2014). As the immune repertoire ages, it is shaped based

on life-long exposure depending on the environmental exposure an individual has

seen. An interesting study in twins by Brodin et al. (2015) showed that protective

adaptive immunity is largely influenced by environmental exposure rather then ge-

netic heritability. Within an individual, there is also heterogeneity across tissues

and different conditions (Newell and Becht, 2018). Therefore, strategic analyses of

high-throughput immune repertoire data may help to uncover this heterogeneity.

1.2 Overview of existing TCRrepseq computational

analysis pipeline
Despite the extraordinary heterogeneity of the immune repertoire, various efforts

have been made over the years to characterise the immune repertoire (Six et al.,

2013), such as the implementation of flow cytometry and CDR3 spectratyping tech-

niques. Whilst these methods certainly have their merits, particularly in quantifying

the repertoire, they are limited in terms of the content of the repertoire (Epstein

et al., 2014; Laydon et al., 2015), where the sequence information is missing. Con-

ventional DNA sequencing provided a solution, although was still practically lim-

ited, in terms of global analysis of the repertoire due to the presence of typically

thousands or millions of receptors in each biological sample.

The advent of high-throughput sequencing (HTS) methods (Heather and

Chain, 2015) then made it feasible for sequencing methods to be applied to the

study of immune repertoires, and since then there has been a steady increase in ro-

bust and extensive TCR repertoire studies. It is also encouraged by improvements

in sequencing read length and quality, and a steady decrease in per base sequencing

costs. In this thesis, I will focus primarily on the computational and bioinformat-

ics analysis aspect, and begin by presenting an overview of existing tools available

for the processing and downstream analysis of TCR repertoire sequence data (sum-

marised in Table 1.1), which has been published as part of a review (Heather et al.,

2017).

The overall objective of any immune repertoire processing and analysis
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(a)

(b)

(c)

(d)

Figure 1.1: (a) backbone tube display of the 2C TCR interacting with peptide:MHC com-
plex, H-2Kb-dEV8. Coloured loops represent the CDRs of the TCR, where
yellow and green represents the hypervariable CDR3 regions. The peptide pre-
sented by MHC is in yellow, bottom section of diagram. Figure taken from
Garcia et al. (1996). (b) - (d) snapshots of human T cell receptor B7, viral pep-
tide (TAX) and MHC class I molecule HLA-A0201 (PDB ID: 1BD2) complex
taken using built-in molecular viewer on the PDB website. Dark/light blue =
MHC, yellow = peptide, red/orange = TCR. Figures (b) and (c) show the com-
plex using ribbon display at differing angles, showing the peptide nestled in the
MHC molecule. (d) zoom in of the interaction between the peptide molecule in
yellow with the red/orange TCR.

pipeline is to identify and characterize as accurately as possible the rearranged α

and β TCR gene sequences, and quantify its abundance within a sample. Methods

which use RNA as a starting material leverage on an important advantage which

is the relative ease of introducing unique molecular barcodes (or UMIs), ensuring

robust quantitation of the repertoire. Although the different pipelines for process-

ing of TCR repertoire sequence data differ in terms of technical aspects (Table 1.1),
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Figure 1.2: Antigen receptor repertoire diversity is established during lympocyte develop-
ment. Figure taken from Janeway et al. (2005). Multiple V, (D) and J gene
segments positioned on germline DNA is involved in TCR formation. During
development, one V and one J gene segment on chromosome 14 undergo re-
combination to form the α chain. The gene segments involved in forming the
β chain is found on chromosome 7, with an additional D gene absent in the
making of the α chain.

the overall objectives of the different algorithms are generally quite similar. With

all genomic or RNA-seq type data, the first step is to align the sequence against a

known genomic reference to identify the germline component (TCR gene segments)

that has encoded for a particular TCR. Methods which incorporate UMIs then go on

to implement algorithms which correct for PCR and sequencing errors to provide

an estimate of the TCR abundance in a sample. Finally, when the TCRs have been

identified and quantified, downstream analysis to extract biologically relevant in-

formation can be carried out, such as measuring diversity and sequence analysis for

TCR antigen specificity. A major consideration when choosing a tool for TCR se-
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quence analysis is the mode in which it is available to the user; whether available as

a downloadable standalone tool, or requires online submission through a webpage.

With HTS data becoming more common, a tool which requires an online submis-

sion may seem tedious as it requires transfer of huge amounts of data, requiring a

stable internet connection. On the other hand, web-based tools are typically more

user-friendly and may be more appealing to users with little to no background in

running scripts in the terminal environment. Despite this, there are practical ad-

vantages to running a downloadable standalone tool, and it is the responsibility of

the developers to ensure user manuals are easy to understand, and that their tools

have been robustly tested to be executable as in the manual. From a developer point

of view, this is more often than not easier said than done, which is why making it

available as an open source tool is also important. This allows any user feedback to

directly affect the development of the tool, which is advantageous to both developer

and user.

The IMGT repository, which I have briefly mentioned above, is an impor-

tant resource for most of the existing TCR gene assignment tools. One of the

databases maintained within this resource is the IMGT/GENE-DB, which contains

sets of annotated genomic V, D and J genes from various species, such as human

(Giudicelli et al., 2005). Since its development in 1989 as a primary resource for

immunogenetics-related data, it has since then incorporated various functionalities

within its web interface. Two of these which are relevant to TCR assignment and

identification are IMGT/V-QUEST (Brochet et al., 2008), and a higher-throughput

version, IMGT/HighV-QUEST (Li et al., 2013). The algorithm behind these tools

utilises a classical alignment approach, a combination of first the global pairwise

alignment algorithm for gene characterization, then a Smith-Waterman local align-

ment for identification of junctional insertions and deletions. Both algorithms are

relatively slow, and an upper limit of 150,000 input sequence reads for IMGT/V-

QUEST makes it slightly limited for HTS analysis. Use of the higher throughput

version requires a login and sequence submission to the IMGT server. Despite the

relatively classical approach IMGT has taken for its suite of TCR gene assignment
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tools, it is still a valuable repository which made development of more sophisticated

searching algorithms more feasible since the reference data have already been care-

fully put together by the IMGT team. NCBI, or the National Center for Biotechnol-

ogy Information, is a well-known resource for all things genomics. One of its most

commonly used resource are the BLAST suite of tools, which uses a local alignment

algorithm to search against germline sequences in the NCBI database. Most studies

producing sequence data will typically submit the sequences to NCBI as an easy

way of providing readers access to their data, which subsequently places NCBI as

an excellent resource for raw sequence data. For immune repertoire related studies,

the NCBI team developed IgBLAST (Ye et al., 2013), which, as the name suggests,

was first developed as a tool for the analysis of immunoglobulin sequences. An

added functionality for TCR sequence analysis has since been added on its web-

page. The IgBLAST tool is available as both downloadable standalone tool and as a

web interface, similar to their other BLAST suite of tools. The strength of BLAST

is that it is a well-established alignment algorithm, faster than most classical align-

ment approaches, and can be easily integrated into any existing pipeline. Examples

of existing tools implementing the BLAST algorithm into their pipeline includes

IMonitor (Zhang et al., 2015), which analyzes both BCR and TCR sequence data,

and TraCeR (Stubbington et al., 2016), a tool for extracting TCR sequences from

single-cell sequence data (a BCR extraction tool called BraCeR had just been re-

leased (Lindeman et al., 2018) at the time this was written).

Depending on the experimental design, mapping of sequence reads to genome

or annotated transciptome is carried out to identify known or novel sequences of

interest (Conesa et al., 2016). In the case of TCR repertoires, some computational

tools have adopted alternative strategies to reduce overall time usage. TraCeR for

instance, builds a pseudo-TCR genome consisting of every possible combination

of V and J genes (or ‘combinatorial recombinomes’) for the reads to be mapped

against. Another strategy is to use partial sequences, or tags, to identify specific V

and J regions (Thomas et al., 2013). This reduces search time considerably, a factor

quite important in processing HTS data. More on Decombinator will be discussed
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in the Methods section of this thesis. A tool called MiXCR (Bolotin et al., 2015)

also implements search strategy using short tags, and also provides assignment of

specific D regions, missing in Decombinator and most other tools. This is mainly

due to the short lengths of the D regions, making it difficult to distinguish one D

region from another. In most cases, the D regions are simply included within the

CDR3 sequence.

A recent method published by Marcou et al. (2018) describes a new method

called IGoR for characterizing the immune profile taking into account prior infor-

mation from the distribution. Similar to other TCR characterizing tools, it takes

in raw sequence reads, carries out an alignment using a modified Smith-Waterman

algorithm to identify the TCR rearrangements, and then clusters similar sequences

together. Based on the identified sequences, it then generates a list of all possi-

ble recombination scenarios, and assigns a weight to the distribution based on the

actual data. This probabilistic approach ranks the most likely recombinations to

occur, whereby a recombination that may have occurred purely out of chance due

to a technical error will be considered to be less important. In their paper, Marcou

et al. (2018) has shown that other methods in its benchmarking exercise reports un-

likely D and J gene pairs which are probabilistically ‘impossible’, something IGoR

was able to detect since it correctly assigns for these ‘impossible’ pairs to have a

generative probability of zero. Although not discussed in length in this thesis, this

approach has the potential to further improve the accuracy of current methods used

to process repertoire sequencing data.
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Table 1.1: A comparison of the features of open source programs available for processing of HTS TCR sequences

Analysis tool name Input
format

Availability
(online/stand-alone)

Maximum input size
(number of
sequences)

Filtering/error-correction steps built into analysis
pipeline
Sequence
read quality

Unique iden-
tifier

Clustering Frequency

IMGT/V-QUEST
(Giudicelli et al.,
2004)

FASTA Online 50 No No No No

IMGT/HighV-
QUEST (Li et al.,
2013)

FASTA Online (account lo-
gin required)

150,000 No No Yes No

IgBLAST (Ye et al.,
2013)

FASTA Online/stand-alone
(command line,
C++)

>1,000 (online) /
none (stand-alone)

No No No No

Decombinator
(Thomas et al., 2013)

FASTQ Stand-alone (com-
mand line, Python)

None Yes (UMI
quality)

Yes Yes (UMI
clustering)

No

Vidjil (Giraud et al.,
2014)

FASTA/QStand-alone (com-
mand line, C++)

None No No Yes Yes

MiXCR (Bolotin
et al., 2015)

FASTA/QStand-alone (com-
mand line, Java)

None Yes Yes Yes Yes

IMonitor (Zhang
et al., 2015)

FASTA/QStand-alone (com-
mand line, Perl,
R)

None Yes No Yes No

IMSEQ (Kuchen-
becker et al., 2015)

FASTA/QStand-alone (com-
mand line, C++)

None Yes No Yes No

LymAnalyzer (Yu
et al., 2016)

FASTQ Stand-alone (com-
mand line/GUI,
Java)

None No No Yes No

TCRklass (Yang
et al., 2015)

FASTQ Stand-alone (com-
mand line, C++/Perl)

None Yes No No No

RecoverTCR (Gerrit-
sen et al., 2016)

FASTQ Stand-alone (com-
mand line, Python)

None Yes Yes Yes No

TRIg (Hung et al.,
2016)

FASTA Stand-alone (com-
mand line, Perl)

None No No No No
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1.3 TCRrepseq in health and disease

An important discovery made in T cell biology is the realisation of how αβ T

cell receptors interact with peptide:MHC complexes, and the incredibly dynamic

nature of this interaction (Chien and Davis, 1993). Since then, there is growing

interest in the machinery of TCR and antigen recognition as it may reveal specific

antigenic recognition patterns which has the potential of aiding clinical decision-

making (Hadrup and Newell, 2017).

Primary immunodeficiency disorders (PID) and cancer are two clinically dif-

ferent diseases, and yet are perfect examples in which the host defence system has

failed. A subcategory of PID, Combined Variable Immunodeficiency, or CVID,

has often been connected to autoimmunity (Arkwright et al., 2002), where dys-

regulation of the immune system leads to an over-activation of immune response

towards surrounding healthy tissue. Cancer meanwhile, is often associated with a

suppressed immune response, in connection with the discovery of molecules which

blocks T cell activity, causing it to become ineffective in killing cancerous cells

(Leach et al., 1996). This was an important finding, as it was soon found that ad-

ministering antibodies which block the activities of these molecules, called immune

checkpoint blockade therapy, improved outcome in approximately one in four to

one in five patients with non-small-cell lung cancer, melanoma, or renal-cell can-

cer (Topalian et al., 2012). Therefore, the intuition is that, in order to treat these

two diseases, one has to decrease immune activity in one, and increase in the other.

However, this is far too simplistic, and whilst it provides a basis for potential treat-

ment options, it is also clear that due to intra-individual heterogeneity, this is not

a case of one solution fits all. Therefore, the search for a personalised biomarker

with the potential to be used as an aid in clinical decision-making is a worthwhile

endeavour.

How does extensive and systematic analyses of TCR repertoire data obtained

from HTS play a role in this? In recent years, there has already been remarkable

success in precision medicine with chimeric antigen receptor (CAR), and TCR en-

gineered T cell therapy (June et al., 2015). Both therapies are a type of personalised
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medicine where a cancer patients own T cells are extracted, genetically engineered

to target tumour cells, and later inserted back into the patient. Although more stud-

ies are focused towards cancer, it is believed that adoptive T cell transfer therapy

also has the potential to be applied to patients with autoimmunity (June et al., 2015).

This opens a window of opportunity for TCR repertoire sequencing to potentially

contribute to clinical decision-making. Knowing the TCR repertoire profile may of-

fer an insight into stratifying patients based on outcome and response to treatments.

1.4 Interpreting T cell receptor repertoire data
The high potential for receptor diversity as mentioned previously becomes apparent

in TCR repertoire sequencing experiments; an individual blood sample may contain

hundreds of thousands of unique TCR rearrangements (Heather et al., 2017). If two

samples from the same individual were taken at two different time points, we will

often see a small degree of overlap (enough to determine that those two samples are

indeed from the same individual) (Heather et al., 2017). Miho et al. (2018) wrote

a nice review summarising the existing computational methods used to decipher

immune repertoire data, namely diversity, clustering and network, phylogenetics

and machine learning methods.

1.4.1 Diversity

Measuring repertoire diversity is a common analysis analysis carried out as a way to

summarise the repertoire, and is often represented by a numerical diversity index.

Examples include single diversity indices like the Shannon entropy and Simpson

index, whilst a diversity profile like the Rényi diversity consists of multiple diversity

indices, taking into account clonal frequency distribution (TCR abundance) (Mora

and Walczak, 2016). Diversity profiles are often useful as a way of visualizing the

effects abundance has on the individual measures, as shown in Figure 1.3(a) using

three equal-sized toy datasets. Overall, sample ‘c’ (blue) can be considered to be

the most diverse as its profile is the highest at every point of the measure. When

all items in the sample is considered to be equally important (α = 0), sample ‘b’

is more diverse than sample ‘a’. However, when the rare items are considered to
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be less important, the order then switches where sample ‘a’ is more diverse than

sample ‘b’. This is evident as shown by a notable feature of the Rényi diversity

profile; the decrease in overall diversity values as α approaches infinity. In the toy

example (Figure 1.3(a)), sample a has a diversity value (Hα) of ∼ 2 at α = 0, and

Hα =∼ 1.1 at α = In f , where rare items contribute less to the calculation.

(a) Rényi diversity profile. α = 0 is rich-
ness, α = 1 is equivalent to the Shannon
entropy, α = 2 is equivalent to the Simp-
son index. At α = In f , more weight is
given to the more abundant items in the
sample.

(b) Sample ‘a’

(c) Sample ‘b’

(d) Sample ‘c’

Figure 1.3: (a) Example of a Rényi diversity profile for three equal-sized toy datasets. Bar
charts in (b)-(d) show abundance of each unique item. Figures adapted from
https://www1.cifor.org/fileadmin/subsites/sentinel-
landscapes/document/Tree_Diversity_Analysis-
ICRAF.pdf

The Gini index measures the distribution of the sample in terms of equality, in

which a higher index indicates a more unequal repertoire. This captures ‘clonal ex-

https://www1.cifor.org/fileadmin/subsites/sentinel-landscapes/document/Tree_Diversity_Analysis-ICRAF.pdf
https://www1.cifor.org/fileadmin/subsites/sentinel-landscapes/document/Tree_Diversity_Analysis-ICRAF.pdf
https://www1.cifor.org/fileadmin/subsites/sentinel-landscapes/document/Tree_Diversity_Analysis-ICRAF.pdf
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pansion’ of TCRs to a certain extent; a high Gini index indicates that some TCRs are

more abundant than others, whilst a low Gini represents a more equally distributed

repertoire. Taken together, repertoire diversity and distribution would often show a

connected relationship; a high diversity index would often be seen with a relatively

lower equality index; which I will discuss further in Chapter 4 (TCR repertoire of

patients with CVID). What constitutes a ‘good’ repertoire in terms of diversity is

still up for debate. Often, having context is helpful, such as comparing disease to

healthy controls, although this can often be muddied by inter-individual variability

even within the healthy population.

1.4.2 Similarity

Measuring similarity among samples is another way of trying to capture informa-

tion from the repertoire. Different individuals may demonstrate some overlap in

their TCR repertoires (Shugay et al., 2013), which may be partly due to environ-

mental exposure to a similar set of antigens within a population (Miho et al., 2018).

The Jaccard similarity index, despite being a crude measure of similarity as it does

not take into account TCR abundance, is often useful as a preliminary assessment

in the technical aspects of the experiment; duplicated samples will show a much

higher degree of similarity compared to other samples. It has also shown biological

relevance in a study by Heather et al. (2016), where a loss in sharing were apparent

in individuals with HIV compared to healthy controls. An extension of this is to

take into account abundance in the calculation, and this can be done using Pearson

or Spearman correlations, and the dot product, a method widely used in machine

learning to compare numerical vectors.

1.4.3 Gene usage and CDR3 length

Other ways of characterising the repertoire includes counting V and J gene usage

and CDR3 length distribution, which is a modern take to spectratyping (Pannetier

et al., 1993; Pannetier, 1997). Spectratyping was one of the earlier methods used

to describe the immune repertoire, where analysis would yield a bell-shaped dis-

tribution representing CDR3 lengths for each sample (Six et al., 2013). Prominent
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peaks are observed when the immune response is perturbed, indicating a change in

the composition of the repertoire as a result of clonotype expansion. Using high-

throughput-sequencing, we are now able to extract the sequence information of the

CDR3, giving an in-depth perspective to the response. Tracking the abundance of

specific TCR rearrangements is also feasible with TCR repertoire data, which nicely

captures the dynamic nature of the repertoire, for example, as it changes over time.

Sequences of interest, such as viral-associated TCRs, or invariant TCRs (Godfrey

et al., 2018), can be easily retrieved.

1.4.4 TCR clustering

Overall, the metrics mentioned above are relatively straightforward to calculate. A

more complicated aspect of the repertoire is the sequence content, which contains

information about the antigen recognition machinery. A further extension of the

sequence similarity exercise is to determine the clusters of TCRs within a repertoire

which are most closely associated by sequence distance, or network analysis. Al-

though conceptually quite straightforward, it is not trivial to undertake. Briefly, sets

of sequences central to the network must be identified. One way of doing this is

to take into account abundance, as that is the best indicator of an ‘expanded’ TCR

(the assumption here is that expansion equals importance). Once this set has been

identified, it will serve as the nodes of the network. From there, the similarity dis-

tance of the remaining sequences in the repertoire is calculated against the nodes.

This requires an all by all calculation of sequence similarity, which can be quite

computationally expensive if tens of thousands of sequences are being considered.

A similar approach was recently reported in the non-peer-reviewed bioRxiv repos-

itory, where the authors describe a high-performance computing pipeline which

builds large-scale repertoire networks using distance matrices, and demonstrated

the method using antibody repertoire data (Miho et al., 2017). They showed that the

effects of sampling had minimal impact on antibody repertoire networks, which has

significance in cases with limited access to B cell populations(Miho et al., 2018).
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1.4.5 Antigen specificity

An integral, and perhaps the most challenging task in TCR repertoire analysis is

perhaps to decipher the antigen specificity of the TCR sequences (Heather et al.,

2017). In an earlier study (Thomas et al., 2014), the repertoires of mice immunised

with killed Mycobacterium tuberculosis were seen to be distinctly different in terms

of frequencies of short stretches of amino acids compared to naive, non-immunised

mice. Later, Sun et al. (2017) showed that mice immunised using two different anti-

gens can be classified with accuracies above 80% using a machine learning strategy

also based on counting the occurrences of short stretches of amino acids. Further

experimental work by Glanville et al. (2017) and Dash et al. (2017) then showed

that a proportion of different TCRs recognising the same antigen have conserved se-

quence motifs. Using these motifs, they were then able to computationally identify

TCR sequences not previously characterised before bearing similar motifs to have

a high binding affinity to the same epitope using only sequence information (Holt,

2017). This is an important observation as it demonstrates how powerful sequence

pattern analysis in TCR repertoire is, and that we are able to extract biologically

relevant information just by sequence alone.

The dynamic nature of the TCR:antigen interaction must also be taken into

consideration. Individual TCRs are able to recognise many different antigens

(Wooldridge et al., 2012), in which the authors allude to what might be driving

autoimmunity. They demonstrated this using an autoimmune TCR, 1E6, which is

known to have pathological relevance in human type I diabetes, and found that this

TCR has at least a million different peptides, of which some may be pathologically

relevant, to which it can recognize. Conversely, multiple TCRs can interact with

the same antigen (Birnbaum et al., 2014). Although it remains a challenge to pre-

dict the interaction, the overall outlook seems quite promising in terms of strategies

(machine learning methods, pMHC tetramer experiments) being used to decipher

the information content. Refinement of these strategies will hopefully reveal a new

understanding to the fundamental biology of the adaptive immune response.
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1.5 Challenges in TCR repertoire sequencing

Using TCR repertoire data as a representation of an individual’s immune profile is

not without its (mostly technical) challenges. It is quite typical to see lots more

receptor sequence data obtained from blood samples compared to tissue (blood

sample is relatively easier to collect), however, in the context of cancer studies

for example, the intra-tumoural repertoire may be of more interest as there is a

higher chance that the TCR sequences extracted correspond to tumour-specific T

cells (Newell and Becht, 2018). Accessing tumour T cells requires collection of

sample at times of surgery when a biopsy is carried out, which is harder to coordi-

nate on a large scale. With that in mind, we have been fortunate to have access to

samples from the TRACERx study (TRAcking Cancer Evolution through therapy

[Rx]) which aims to investigate intra-tumour genomic heterogeneity. This provided

an amazing opportunity for extension to TCR repertoire studies, and will be dis-

cussed further in this thesis. Sample acquisition remained a challenge in terms of

coordinating time of collection, and tissue samples were limited (although this was

not as big an issue as only a small amount was required for TCR sequencing, it still

posed a technical challenge as repeating the same sample for sequencing was not

very feasible).

The amplification (PCR) and sequencing steps of the protocol can introduce

errors in the nucleotide sequence (Heather et al., 2017). During PCR, longer cycles

may increase the chances of variations in the PCR product, leading to introduc-

tion of ‘false’ sequences (Best et al., 2015), and the use of DNA polymerases can

even introduce mutations (McInerney et al., 2004). The performance of sequenc-

ing instruments have significantly improved over the years, however, base-calling

errors are still prevalent (Kinde et al., 2011). The implication of this in repertoire

studies is then the quantification becomes unreliable. Methods such as quality fil-

tering (Warren et al., 2011) can remove errors produced by sequencing, and we and

others (Shugay et al., 2014; Gerritsen et al., 2016; Oakes et al., 2017) have intro-

duced the use of unique molecular barcodes, or UMIs, into our analysis pipelines

to mitigate the errors introduced during PCR. Using computational simulation, Best
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et al. (2015) has shown that introducing molecular barcodes can reduce the effects

of PCR heterogeneity.

A common issue which still persists is the issue with sampling (Miho et al.,

2018). Immune repertoire studies start with, for example, blood sample taken from

an individual, which represents a static snapshot of the blood TCR repertoire (there

is, currently, no method to safely measure the complete and whole repertoire of an

individual). As discussed earlier on, the potential TCR diversity is large (exceeding

1020 possible combinations for the TCRα and TCRβ receptor), therefore we are

bound to lose out on some TCRs due to sampling. T cells are also known to be

continuously circulating in blood and secondary lymphoid organs (Klonowski et al.,

2004), placing a restriction on the T cells we do manage to capture during blood

collection. This is an important limitation of the study. one which must be taken

into consideration when interpreting the analyses.

Another persistent issue with sampling is the effect it has on commonly used

diversity measures (Laydon et al., 2015). Overall, diversity measures are higher

when sample size is bigger (this will be discussed further in Chapter 3, assessment

of technical reproducibility of TCR sequence). Richness of a sample is highly af-

fected by the sample size; the higher the sample size, the higher the number of

unique TCRs will be picked up. One way of mitigating this is to carry out equal-

sized sampling prior to calculation of diversity. The downside of this is that, this is

again another smaller snapshot of the overall sample, causing inevitable loss of in-

formation. Tying in the interpretation of the analyses with the biological or clinical

information of the samples may help to a certain extent. For example, repertoire di-

versity is frequently seen to have a relationship with age (Blackman and Woodland,

2011), therefore this can be used as a validation. We would also expect naive T

cell subsets to be more diverse compared to memory subsets, which may be useful

depending on availability of phenotype data. I will further discuss using age and

phenotype data in interpreting diversity measures in Chapter 4 (characterising the

immune repertoire of patients with CVID).

Interpretation of repertoire data still remains a challenge for most adaptive im-
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mune repertoire studies in relation to health and disease (Newell and Becht, 2018;

Wong et al., 2017). Despite the lack of a ‘gold standard’ in immune repertoire stud-

ies, the field is encouraged by continuous development (Rosati et al., 2017; Heather

et al., 2017; Miho et al., 2018). There is a wealth of information to be gained from

HTS of TCRs, the challenge is to determine which method of measurement, or met-

ric, best describes the repertoire, and is biologically important to be translated into

clinical setting.

1.6 Scope of thesis
The overall aim of this thesis is to explore the TCR repertoire profile in health and

diseased settings. Specifically, this thesis will:

• Assess the reproducibility and reliability of the method for TCR repertoire

sequencing (Chapter 3). In this chapter, I will discuss variability among tech-

nical replicates, and asses quantitative measurement produced by the method.

I also describe a general set of metrics to describe the repertoire which is then

explored further in the next two chapters

• Characterize and compare TCR repertoire profile of patients with combined

variable immunodeficiency (Chapter 4). This chapter addresses the hetero-

geneity of this disease, and how classifying patients into subgroups may lead

to better interpretation of the immune repertoire data.

• Characterize multi-region tumour, non-tumour lung, and blood TCR reper-

toire from patients with non-small-cell lung cancer (Chapter 5). One of

the strengths of this study is having multi-region samples from a tumour,

which we can then compare against resident (non-tumour lung) and circu-

lating (blood) repertoires.



Chapter 2

Materials and Methods

Methods presented in this chapter published in Oakes et al. (2017).

Several members (former and current) of the Chain group have contributed to

the development of the TCR repertoire sequencing protocol and Decombinator data

processing pipeline, and details of individual contributions pertaining to this thesis

will be identified specifically in the following text. The overall methodology can

be generally divided into two sections; (1) TCR sequencing protocol (wet lab), and

(2) computational analysis pipeline (raw data processing and downstream analysis),

which is the focus of my work and this thesis. All wet lab work for the different sam-

ples discussed in this thesis were carried out by Theres Oakes, James Heather, Con-

nor Husovsky, Imran Uddin, and Kroopa Joshi. Individual scripts in the Decombi-

nator processing pipeline were jointly developed by Niclas Thomas, James Heather

and Katharine Best. Samples were sequenced either using the Illumina MiSeq or

NextSeq machines operated by the UCL Pathogen Genomics Unit and the Francis

Crick Institute’s Translational Cancer Therapeutics Laboratory. All data process-

ing using Decombinator and downstream analysis were carried out on a MacBook

Pro (3GHz Intel Core i7, 16 GB of memory) and UCL’s Legion supercomputing

facility (for data from the NextSeq platform), in a Unix/Linux command-line envi-

ronment. Subsequent downstream analyses were carried out on the MacBook Pro

using scripts written in Python, R and bash. Further detail on this will be outlined

in the next section.
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2.1 Sample collection and library preparation for

TCR repertoire sequencing

All wet lab work were carried out by Theres Oakes, James Heather, Connor

Husovsky, Imran Uddin, and Kroopa Joshi.

120 ml of blood was collected from consenting healthy volunteers and CVID

patients, and PBMC were isolated by density-gradient centrifugation using Ficoll-

Paque PLUS (GE Healthcare Lifescience). For the lung TRACERx study, a sub-

cohort of patients within the lung TRACERx 100 cohort (Jamal-Hanjani et al.,

2017) were selected for the TCR sequencing study, based on the availability of

whole exome sequencing data from multi-region tumour specimens. Only patients

with matched RNA from multi-region tumour specimens, matched non-tumour lung

specimens and PBMC with confirmed histological subtype of LUAD or LUSC were

selected for the TCR sequencing study. All tissue specimens were reviewed by a

lung pathologist prior to being selected, as previously described (Jamal-Hanjani

et al., 2017). TCR alpha and beta sequencing was performed utilising whole RNA

extracted from NSCLC tumour samples and non-tumour lung tissue or from cryop-

reserved PBMC samples.

Briefly, RNA is then quantified and checked for integrity (1 ug and 500 ng for

blood and tissue, respectively). Residual DNA is removed by DNAse treatment, and

TCR RNA is then reverse transcribed into cDNA using primers close to the 5’ end

of the constant region. An oligonucleotide containing the Illumina SP2 sequencing

primer, and a unique molecular identifier (UMI) consisting of two sets of six random

nucleotides separated by is ligated to the 3’ end of the cDNA using T4 RNA Ligase

I. The ligated product is amplified by four rounds of PCR, using nested primers in

the alpha and beta C region in combination with the SP2 primer. The product is

further amplified and extended to incorporate the SP1 sequencing primer, indices

for multiplexing and adaptors as shown. The final purified product is mixed with

other indexed samples to give the final library, analyzed by capillary electrophoresis

and sequenced on an Illumina MiSeq or Nextseq.
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2.2 TCR repertoire sequencing data processing

pipeline
Below is a detailed description of the raw data processing workflow which consists

of four main steps: first, pre-processing of raw files obtained from the sequencing

machine; second, demultiplexing of sequence reads into individual sample files;

third, identification and characterisation of TCR rearrangements; and fourth, col-

lapsing and error-correction. A fifth step is also described which details the trans-

lating of the nucleotide TCR rearranged sequence into productive amino acid se-

quence, specifically the variable region of interest, the CDR3. Execution of each

step in this section were carried out in a Unix command-line environment. The

automation of the workflow will be discussed further in section 2.3.

2.2.1 Pre-processing of raw files

Output from the MiSeq and NextSeq machines are written to a text file in the

FASTQ format, where each entry (corresponding to a sequence read) consists of

four lines. In addition to the nucleotide sequence, a FASTQ entry also includes the

sequence identifier and quality. The MiSeq and NextSeq machines differ in terms

of number of reads generated per sequencing run. An optimal MiSeq run will pro-

duce ∼12-15 million reads, whereas the NextSeq can produce ∼130 million, or

∼400 million reads, depending on the sequencing kit used during sample prepara-

tion (mid or high-throughput). Due to this difference, output files from either of

these machines require different pre-processing methods.

Figure 2.1 shows a simplified diagram of the sequence construct obtained at

the end of the sample preparation step (A), and how a demultiplexed read (C) is

obtained. In the context of next generation sequencing of biological samples, de-

multiplexing of reads refers to the appropriation of raw reads into individual files

according to an index (or multiple indices) that identifies an individual read as be-

longing to a particular sample. Output from the MiSeq will typically be FASTQ

files demultiplexed by default according to the Illumina SP2 index (index sequence

X2) in its output generation step, however, since our protocol uses an additional
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Flowcell adapters (P7 and P5)

Index sequence (X2 and X1)

Sequencing primer (SP2 and SP1)

8-base spacer sequence

random hexamer

TCR region (V-D-J-C)

(A) Full construct of product from sample preparation step

read 1 (R1)read 2 (R2)

index read (I1)

(B) Sequencing of construct

(C) Sample demultiplexing

Figure 2.1: Simplified diagram for our TCR sequencing protocol showing (A) product from
sample preparation step, (B) how the reads are produced from the sequencing
step, and (C) rearrangement of the components after demultiplexing. Where
elements occur twice (e.g. flowcell adapters P7 and P5), the order of their
position in (A) and (B) according to the legend label is left to right.

string of 6-mer sequence (index sequence X1), a pre-processing step will need to

be carried out so that the samples can be correctly demultiplexed according to both

of these indices. Single read files required by the demultiplexing script can be pro-

duced using tools in the Unix environment to distribute the reads into each of the

files, as shown below.

1 gunzip -c *_R1_* | gzip >R1.fq.gz

2 gunzip -c *_R2_* | gzip >R2.fq.gz

3 gunzip -c *_I1_* | gzip >I1.fq.gz

The Illumina sequencing system produces raw data files that uses a format called

binary base call (.bcl) which can then be converted into a format, such as FASTQ,

that can be used for downstream processing. Unlike the MiSeq machine, output

from the NextSeq were not demultiplexed by default (this was the setup specified

by the lab operating the machine). The pre-processing then includes utilisation of

Illumina’s bcl2fastq tool which converts the .bcl files to FASTQ formatted files

(.fastq).

1 nohup bcl2fastq --runfolder-dir ./ -o ./RawData

--use-bases-mask y*,y*,y* --minimum-trimmed-
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read-length 6 --mask-short-adapter-reads 0 --

no-lane-splitting

Once the required read files (MiSeq - R1, R2, I1; NextSeq - R1, R3, R2) have been

produced, they can then be demultiplexed using Demultiplexor.py.

2.2.2 Demultiplexing

The main script in this step is Demultiplexor.py. It requires the read 1, read 2, and

index FASTQ files, as well as a reference sheet (labelled as index file.csv in the

example below) which contains individual sample names, and the combination of

SP1 and SP2 index (X1 and X2 in Figure 2.1) corresponding to each sample name.

The line to run the script is shown below.

1 python Demultiplexor.py -r1 R1.fastq.gz -r2 R2.

fastq.gz -i1 I1.fastq.gz -ix index_file.csv

The reads stored in the read 1, read 2 and index (note that for the NextSeq, the R2

and I1 files are labelled differently by default: R2 is the index file, and R3 is read

2) files are ordered in such a way that each line across the three files correspond to

the same read identifier. The demultiplexing script will then go through the three

files, line by line simultaneously, extracting the relevant sequences and combining

them into a single read (Figure 2.1 (C)). Using the SP1/SP2 index combinations

specified in index file.csv, it will distribute the corresponding reads into their

respective sample file. This results in n number of fastq.gz files depending on the

number of samples (n) as specified in the reference index file. In order to increase

efficiency during sample preparation, especially when preparing for a NextSeq run

which can accommodate higher number of samples, two samples of differing TCR

chains (α , β ) can share the same set of SP1/SP2 index combination. Once demul-

tiplexed, reads corresponding to the two samples will then be collated into one file,

where the TCR characterisation part of the pipeline (Decombinator.py) is used to

differentiate between the two samples.
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2.2.3 Decombinator

The next Python script used in the pipeline is Decombinator.py, which identifies

and characterises TCR rearrangements from the demultiplexed reads. Throughout

the text, I will refer to this step as ‘decombining’, and the output from this step as

‘decombined’ reads to infer the individual constituents identified from the recom-

bined product. An earlier version of Decombinator was published in Thomas et al.

(2013), and has since then been updated to incorporate the use of unique molecu-

lar identifiers, or UMIs (Heather et al., 2016; Oakes et al., 2017). UMIs are short

strings of nucleotides introduced during sample preparation (labelled as random

hexamers in Figure 2.1) and are used to identify sequence reads derived from the

same starting RNA molecule (Heather et al., 2017). To run this step of the pipeline,

the command line is

1 python Decombinator.py -fq inputfile.fq -c a

The script runs the analysis per TCR chain, where the -c parameter requires a TCR

chain to be specified (a = α , b = β ).

In order to efficiently search for TCR genes within the sequence read, De-

combinator uses a modified version of a string-searching algorithm called the

Aho-Corasick (AC) algorithm (Aho and Corasick, 1975; Thomas et al., 2013).

This searching algorithm uses a finite state pattern matching machine for effi-

cient string matching. The pattern matching relies on a set of keywords, which

it then uses to process the input text. In the context of Decombinator, the set

of keywords are short strings of nucleotide sequences, or sequence ‘tags’, which

uniquely identify each of the TCR genes. This dictionary of keywords were built

based on annotated genomic V and J gene sequences in the IMGT database, a

centralized repository for immunogenetics-related data, which can be accessed at

http://www.imgt.org (Lefranc et al., 1999). The tags are targeted towards

regions shared between known alleles for each gene where possible. To implement

the algorithm, Decombinator uses the AcoraBuilder (Behnel, 2014) function in

Python. The following explanation of the AC algorithm has been adapted from

http://www.imgt.org
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Aho and Corasick (1975) and Behnel (2014). There are two main steps in the algo-

rithm; firstly, building of the finite state machine using the keywords, and secondly,

pattern matching. The pattern matching machine takes in the set of pre-defined key-

words, and returns the locations where the keywords would occur in an input string.

For example, say our set of keyword patterns, P = {ATC, CAT, GCG, ACC}, and

our input string, x = GCATCG. The abstract data structure is depicted below (figure

modified from original kindly provided by James Heather).

Figure 2.2: Data structure, or trie diagram for the dictionary P. Blue lines indicate alter-
native transitions when the machine encounters a non-matching pattern, as op-
posed to restarting the pattern match all over again. This contributes to the
efficiency of the algorithm. The pattern matching path for input string x is in-
dicated by the green circles, where the start point is the empty node at the far
left of diagram.

For input string x, it finds the pattern CAT at position 2, and ATC at position 3, in

that order. The finite state machine, in combination with the short sequence tags,

allows faster gene assignment compared to slower algorithms like global sequence

alignment against reference germline sequences (Heather et al., 2017). The original

AC algorithm employs a stringent exact matching rule, which increases speed in its

favour (Thomas et al., 2013). The issue with this is that sequence reads may contain

at least one sequencing error, and as a result may be unnecessarily filtered out due to
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the stringent pattern match. A simple modification involving splitting the tags into

half-sequence tags and using them as keywords instead allows most of these reads

to be assigned. As an added checking step, the input read that successfully matches

with a half-tag can only have one nucleotide mismatch (a Hamming distance of

one) against the full tag. Following identification of corresponding TCR V and J

genes, Decombinator then assigns a unique 5-part identifier which describes a TCR

rearrangement: Decombinator ID for the V gene, Decombinator ID for the J gene,

number of deletions on the 3’ end of the V gene, number of deletions on the 5’ end

of the J gene, and the insert sequence (nucleotide sequence between the end of the

V and start of the J). In addition, UMI sequence and quality are also included for

the next step, collapsing and error-correction.

2.2.4 PCR and sequencing error-correction

Next, the decombined files are put through Collapsinator.py, which removes er-

roneous sequences, and clusters transcripts which are most likely to have arisen

from the same clonotype, thus allowing us to quantify the abundance of a TCR re-

arrangement present in the sample. The line to run the collapsing step is as follows:

1 python Collapsinator.py -in inputfile

The collapsing script takes in a file produced from the decombining step which

contains one decombined read per line. Each DCR consists of ten comma-separated

fields. First, it reads in the DCRs and clusters all the different DCRs for a given

UMI. The most common DCR within a cluster is considered to be the ‘true’ TCR,

and the rest of the DCRs using the same UMI is compared against it. Those that are

different according to a threshold are removed. Second, the UMIs are clustered for a

given DCR. The number of clusters represent the number of times that DCR is seen

in the sample, giving an estimate of its abundance. The output from this step is a file

made up of one DCR per line, where each DCR consists of six comma-separated

fields (5-part identifier and its abundance). This is a crucial part of the processing

workflow as it removes transcripts containing errors possibly caused by PCR and

sequencing, and produces quantification of TCR abundance which will be used to
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describe the repertoire.

2.2.5 Determining protein sequence of the CDR3 hypervariable

loop

The last step in the processing pipeline is to produce the productive amino acid

sequence from the decombined or collapsed output, and this is done using the

CDR3translator.py script.

1 python CDR3translator.py -in inputfile -c a

The translating script reads in the 5-part identifier and uses the defined V and J

sequences to produce a full-length TCR nucleotide sequence. This sequence is then

translated into protein sequence, and the CDR3 sequence is identified and extracted.

The CDR3 region is defined as beginning from the second conserved cysteine (C)

in the 3‘ end of the V region, to the phenylalanine (F) which forms the FGXG motif

which can be found in the J region (X here denoting any of the 20 amino acids).

The output from this step is a list of unique CDR3 sequences as well as a count of

how many times it is present in the sample.

2.3 automate-Decombinator
All of the steps above can be run separately or combined to expedite the process. To

carry out the latter, I chose to use a makefile which utilises the make tool available

in a Unix/Linux environment. The native form of the make tool is typically used

to compile programs using the command-line interface, and as such requires a set

of instructions which also specifies all the requirements needed in order for that

program to be installed. These set of instructions are written into a file called the

makefile. As we have already established the steps in the Decombinator processing

pipeline, I then converted it into a set of instructions into the following format:

target ... : dependencies ...
recipe
...
...
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where the intended targets are the output files from each step and the dependen-

cies are the Python or bash scripts and its input files. I have also designed a

separate text file called config.mk to specify the path to the Python script files,

which is then referenced from the makefile. The makefile and config.mk files

are available at https://github.com/innate2adaptive/automate-

decombinator.

A similar set of instructions was developed for processing of raw data from the

NextSeq machine on UCL’s Legion supercomputing facility. The instructions were

written as a shell script, and submitted as jobs to Legion. Overall, automating

the Decombinator pipeline has contributed significantly to our abilities in handling

larger number of samples.

2.4 Decombinator vs MiXCR
MiXCR (Bolotin et al., 2015) is a tool for processing TCR repertoire sequencing

data which I have referred to in Chapter 1 (comparing existing pipelines), and will

again discuss in Chapter 3 (reproducibility of TCR repertoire sequencing proto-

col). It is an open-source tool which runs on Java, and is available for download

at https://mixcr.readthedocs.io/en/master/index.html. Al-

though detailed instructions are available for the processing of sequencing data pro-

duced from any TCR sequencing protocol (FASTA or FASTQ format), the process-

ing of barcoded data has been optimised for raw data produced using the protocol

developed by the same group (Shugay et al., 2014).

2.5 Datasets
Four datasets produced from the TCR sequencing protocol will be discussed

throughout this thesis, and a brief description of those datasets are outlined below.

2.5.1 Healthy volunteer cohort

The healthy volunteer samples discussed in this thesis is made up of an internal

dataset (referred to as the Chain dataset) and a publicly available set from the Chu-

dakov lab (described below in Table 2.1), bringing the overall total to 108 indi-

https://github.com/innate2adaptive/automate-decombinator
https://github.com/innate2adaptive/automate-decombinator
https://mixcr.readthedocs.io/en/master/index.html
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viduals. Collection of the internal healthy volunteer samples was carried out in

accordance with the recommendations of the UK Research Ethics Committee with

written informed consent from all subjects. All subjects gave written informed con-

sent in accordance with the Declaration of Helsinki. The protocol was approved by

University College London Hospital Ethics Committee 06/Q0502/92. Where appli-

cable, modifications to the Chudakov data files were made to facilitate integration

between the two datasets.

Table 2.1: Description of the healthy volunteer cohort.

Source n Age (years) Gender
M F not available

Chain 29 (alpha/beta) 25 - 60 5 10 14
Chudakov 79 (beta) 0 - 103 34 42 3

2.5.2 Reproducibility of TCR sequencing protocol

Several other external groups have developed their own TCR sequencing protocol

to study the TCR repertoire, and a collaborative project was started to compare the

different pipelines. As a way of standardisation, all groups, including ours, were

supplied with replicates of the same starting material; mixture of pooled PBMC

from three healthy individuals (each sample containing 100 ng of T effector RNA)

with different amounts of RNA from Jurkat cells. Jurkat cells are derived from a

human leukaemic cell line, and is widely used in TCR-signalling related studies

(Abraham and Weiss, 2004). To test the robustness of the protocol in our hands, we

ran the samples on both the MiSeq and NextSeq platforms. As a way of comparing

our pipeline with another existing pipeline, one of the groups also involved with the

study has also kindly shared with us the raw unprocessed sequence data obtained

from their protocol, and these will be processed using the methods as described in

Bolotin et al. (2015) and using Decombinator.
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Table 2.2: Description for samples used to assess protocol reproducibility.

Description MiSeq NextSeq
Paris 1 Mix 1 (1/1000), Teff-Jurkat, 05/09/17 PBA Yes Yes
Paris 2 Mix 2 (1/100), Teff-Jurkat, 05/09/17 PBA Yes Yes
Paris 3 Mix 3 (1/10), Teff-Jurkat, 05/09/17 PBA Yes Yes
Paris 4 Mix 1 (1/1000), Teff-Jurkat, 05/09/17 PBA Yes Yes
Paris 5 Mix 2 (1/100), Teff-Jurkat, 05/09/17 PBA Yes Yes
Paris 6 Mix 3 (1/10), Teff-Jurkat, 05/09/17 PBA Yes Yes
Paris 7 Mix 1 (1/1000), Teff-Jurkat, 05/09/17 PBA Yes Yes
Paris 8 Mix 2 (1/100), Teff-Jurkat, 05/09/17 PBA Yes Yes
Paris 9 Mix 3 (1/10), Teff-Jurkat, 05/09/17 PBA Yes Yes

2.5.3 Combined Variable Immuno-deficiency (CVID) cohort

Blood samples for TCR sequencing from patients diagnosed with primary immun-

odeficiency were kindly provided by Dr. Siobhan Burns (Royal Free Hospital). All

patients gave written consent for blood collection, and protocol was approved by

the ethical board of the hospital. Out of the 41 patients, 36 were classified as having

CVID. 15 of them had bronchiectasis, 9 were diagnosed as having splenomegaly,

and 8 had Granulomatous-lymphocytic interstitial lung disease (GLILD). 4 out of

the 36 CVID patients are Late-onset Combined Immune Deficiency (LOCID).

Table 2.3: Description of CVID cohort in TCR repertoire sequence study.

n Age at sampling (years) Gender
M F not available

41 (alpha/beta) 24 - 73 22 14 5

2.5.4 NSCLC cohort

Through the TRACERx study (Jamal-Hanjani et al., 2017), we were able to gain

access to multi-region tumour, non-tumour lung and blood samples collected from

treatment naive patients diagnosed with early stage NSCLC for TCR sequencing.

As a pilot study, we have started with a cohort of 48 patients. All patients within

the TCR sequencing study were recruited to the lung TRACERx study (Research

Ethics Committee Number: 13/LO/1546)
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Table 2.4: Description of NSCLC cohort in TCR repertoire sequence study.

n
Age (years) 48 - 84 48
Sex F 18

M 30
Stage I 9

II 32
III 4
IV 3

Smoking status Current smoker 4
Ex-smoker 21
Never smoked 3
Recent ex-smoker 20

Histology Adenocarcinoma 26
Squamous cell carcinoma 22

Recurred/Death Recurred 16
Death 12

Table 2.5: Number of blood (PBMC), non-tumour lung and multi-region tumour samples
sequenced from the first set of patients (n = 48).

TCR chain PBMC non-tumour lung tumour regions
alpha 43 41 133
beta 42 41 133

2.6 Metrics used to characterise repertoire
Scripts to calculate the metrics below were written in either Python or

R, and can be accessed at https://github.com/MazlinaIsmail/

thesis2018analysis.

2.6.1 Repertoire frequency distribution

The frequency distribution is plotted by first binning the DCR counts (abundance),

and using the count from each bin on the y-axis (represented as a proportion when

comparing multiple samples (Oakes et al., 2017)).

2.6.2 Proportion of gene usage

Over- or under-representation of genes in the TCR repertoire may point towards a

perturbation among the samples. This is done by counting the number of times a

https://github.com/MazlinaIsmail/thesis2018analysis
https://github.com/MazlinaIsmail/thesis2018analysis
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particular gene is used in the sample, and dividing it against the sum of all TCR

rearrangements.

2.6.3 Diversity and equality indices

The indices used in this thesis to describe the repertoire has been known to be af-

fected by sample size (in this case, the total number of TCRs per sample). Total

TCR numbers vary among samples, and prior to each calculation, an equal-sized

sampling was carried out and repeated 100 times to ensure robustness of the method.

2.6.3.1 Shannon entropy

Shannon entropy was a concept introduced by Claude Shannon as a way of quan-

titatively measuring the amount of information contained within a communication

system (Shannon, 1948). It is mathematically defined as

E =−∑
i
(pi× log2(pi))

where pi is the probability of a given TCR, and entropy, E, is used as a measure of

uncertainty; the greater the uncertainty, the greater the entropy. In the context of the

TCR repertoire, a sample is considered to be more diverse if its entropy is relatively

high. In order to calculate the Shannon entropy value (measured in bits), I have

used the entropy function from the entropy package in R.

2.6.3.2 Renyi profile

Similar to the Shannon entropy, the Renyi entropy is measured in bits. The math-

ematical expression for this metric is

Hα(X) =
1

1−α
log2(

n

∑
i=1

pα
i )

where α is a scale of values, ranging from zero to infinity, and pi is the probability

of a given TCR. As α approaches zero, more weight is given to the rare items in the

sample, and the closer α gets to infinity, less weight is given to the rare items. When

α = 1, then the metric represents the Shannon entropy. To carry out the analysis, I

have used the renyi function from the vegan package in R.
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2.6.3.3 Gini index

The Gini index, a measure used in economics and ecology to describe wealth and

size, is a measure of inequality within a population, and ranges from zero to one.

An index of one indicates a totally unequal population, whereas an index of zero

represents a totally equal distribution overall. The ineq function in R was used for

this analysis.

2.6.4 Repertoire similarity

2.6.4.1 Jaccard index

The Jaccard index measures the degree of similarity between any two sets of data,

and is depicted in set theory as the size of the intersection of two sets over the size

of the union of the two sets.

JI =
A∩B
A∪B

I have used a combination of the length, intersect and union functions in R to

implement the analysis.

2.6.4.2 Pearson or Spearman correlation

Calculating the Pearson or Spearman correlation value is an extension of the Jaccard

value in the sense that it takes into account the abundance of the overlapping items

instead of just binary presence/absence. First, using the intersect function in R,

I obtain a list of common TCR between two sets of data. Then, the correlation

value is calculated using the cor function where the parameter for method is set to

‘pearson’ or ‘spearman’.

2.6.4.3 Dot product

In a similar vein to the Pearson and Spearman correlations metrics, the dot prod-

uct takes into account abundance for measuring degree of similarity between two

repertoires. The mathematical expression is

Similarity =
TCR1•TCR2

‖ TCR1 ‖ × ‖ TCR2 ‖
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where TCR1 and TCR2 are the abundance vectors of equal length, • represents the

vector product, and paired vertical bars represent the norm of the vectors. To apply

this calculation in R, I first used the intersect function to obtain a list of common

TCRs between a pair of samples, extracted the abundance for the two vectors, and

implemented the formula above as (a %*% b)/(sqrt(a %*% a)*sqrt(b %*% b)).

2.6.5 CDR3 clustering

The clustering of CDR3s were mainly used in Chapter 5 (characterization of reper-

toire in patients with non-small-cell lung cancer) to infer clusters of tumour-related

TCRs which may be involved in the anti-tumour response. First, tumour-enriched

ubiquitous TCRs were identified. This is defined as TCRs that are at a frequency

greater than 1 in 1000, and present 2-fold compared to matched non-tumour lung

and PBMC. TCRs are considered ubiquitous if present in all tumour regions. Pair-

wise similarity between CDR3 sequences within the repertoire was then calculated

based on amino acid triplet sharing using normalised string kernel function from the

kernlab package in R. The similarity matrix was then converted into a network dia-

gram using the iGraph package. Two CDR3s were considered to be closely related

if the similarity index > 0.85.

2.7 Identification of TCR sequence from single cell

RNAseq data

Neoantigen reactive T cells were targeted against a clonal neoantigen and sent for

single cell RNA sequencing (work done in Sergio Quezada’s lab at UCL Cancer

Institute). Briefly, the extracted cells were stained using dual fluorescent multimer

labelling, and multimer positive and negative single CD8+ T cells were sorted di-

rectly into the C1 Integrated Fluidic Circuit (Fluidigm). We then received paired

end reads for 139 single cells, of which 44 were labelled as tumour NART positive,

42 as tumour NART negative, and 53 as normal NART negative. Processing of se-

quence data were carried out using the TraCeR software (Stubbington et al., 2016)

installed on UCL’s Legion supercomputing facility. The source code for job script
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attached as Appendix D.1.



Chapter 3

Assessment of technical

reproducibility and quantification of

TCR sequence

3.1 Brief introduction

The study of the TCR repertoire as a personalised biomarker is of immense interest,

and with the advancements in high-throughput sequencing several research groups

have developed their own integrated sequencing protocol and analysis pipeline,

which I have discussed in Chapter 1. Different methods or techniques, including

computational softwares, are typically evaluated by carrying out a benchmarking

exercise, which generally aims to measure efficiency and accuracy. The challenge

with benchmarking the different TCR repertoire sequencing pipelines lies in the un-

availability of a representative control set, one that constitutes the ‘true’ repertoire

distribution. Thus, evaluating accuracy poses a challenge. This issue is not unique

to the study of immune repertoires, but is rather general to any studies that involve

sampling from a distribution.

We and several other groups have collaborated in a repertoire sequencing com-

parison exercise (currently ongoing at the time this chapter was written) designed

to compare the efficiency of the different protocols. Aliquots from a master pool

with the same number of technical replicates were sent to the groups involved, and
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a description for the samples we received can be found in section 2.5.2, and will be

described further below.

All samples in this study originated from a mixed pool of human T cells

(CD4+CD25−, which will be referred to as an effector phenotype throughout), and

were later spiked in with different concentrations of Jurkat cell RNA. The Jurkat cell

line is a leukaemic cell line, and the sequences of its TCR chains are characterised as

follows: α = TRAV8-4*01/TRAJ3*01, β = TRBV12-3*01/TRBJ1-2*01 (Chaume

et al., 1995a,b). The preparation of samples for TCR sequence is described here in

brief. RNA from T effector and Jurkat cells were extracted independently. The T ef-

fector RNA was divided into three sets, each amounting to 2000 ng each. Then, the

three sets were mixed with different dilutions of Jurkat RNA; 1 in 10, 1 in 100, and

1 in 1000; each with three replicates with a final concentration of 100 ng. For the

purpose of our experiment, the nine samples were processed as described in Oakes

et al. (2017). Aliquots were then taken from each sample library for sequencing on

both MiSeq and NextSeq machines. This brings the overall total to 36 samples (18

alpha, 18 beta). This dataset will be referred to as the ‘dcr’ or Chain set. In addi-

tion to that, demultiplexed FASTQ files produced by Dmitry Chudakov’s lab (who is

also part of the comparison study) using their sequencing protocol (Bolotin et al.,

2015) were kindly made available to us. I have also downloaded processed healthy

volunteer repertoire dataset from the Chudakov lab, which is freely available at

https://zenodo.org/record/826447#.WxFnay-ZPVp. Both datasets

will be referred to as the ‘mixcr’ or Chudakov dataset.

3.1.1 Aim

Being a part of a bigger study comparing TCRrepseq protocols has given us access

to a unique set of samples. In this chapter, the aim is to assess the reproducibil-

ity and reliability of our own TCR repertoire sequencing protocol (referred to as

TCRrepseq throughout the chapter). I hypothesise that systematic analyses of tech-

nical replicates will show good reproducibility and reliable quantification of TCR

sequence abundance among replicates processed using our protocol, and in order to

test this, I have identified the following research questions:

https://zenodo.org/record/826447#.WxFnay-ZPVp
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RQ1 is there variability among the technical replicates?

RQ2 is the measure of abundance produced by the method reliable?

RQ3 how does our TCRrepseq protocol compare to another similar RNA-based

method?

For RQ1, I will be addressing this in terms of variability between different sequenc-

ing platforms (MiSeq and NextSeq), and technical variability among three replicates

of the same sample. Throughout this chapter, I will use ‘TCR’ or ‘DCR’ (decom-

bined read) to refer to TCR rearrangement, and include the chain (TCRalpha or

TCRbeta) where a specific dataset was used for the analysis of the repertoire.

3.2 Results

3.2.1 Numbers from Decombinator processing workflow

During each step of the Decombinator processing workflow, individual log files for

each sample are produced by default as a way of viewing the numbers resulting from

each step (work done by a former PhD student in the group, Dr. James Heather, as

part of the modification to the Decombinator suite of scripts). In order to make it

more feasible to view these numbers for each sequencing run, I wrote a Python

script (called CopyPasteDcrLogVals.py available on https://github.com/

MazlinaIsmail/thesis2018analysis) which reads in the individual log

files for each sample, and combines them into one summary log file for each se-

quencing run. The headers extracted for the summary file and description is shown

in Table 3.1.

https://github.com/MazlinaIsmail/thesis2018analysis
https://github.com/MazlinaIsmail/thesis2018analysis
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Table 3.1: Description of numbers obtained from each step of the Decombinator processing workflow for individual samples.

Header Description
sample sample name
NumberReadsInput number of reads for each sample determined during demultiplexing
NumberReadsDecombined number of reads identified containing TCR rearrangement (decom-

bined)
PercentReadsDecombined fraction of reads that were assigned a TCR rearrangement (Number-

ReadsDecombined / NumberReadsInput)
UniqueDCRsPassingFilters number of unique decombined reads with UMIs
TotalDCRsPassingFilters total number of decombined reads with UMIs
PercentDCRPassingFilters(withbarcode) fraction of reads decombined with UMIs (TotalDCRsPassingFilters /

NumberReadsDecombined)
UniqueDCRsPostCollapsing number of unique TCR rearrangements post error-correction
TotalDCRsPostCollapsing total number of TCR rearrangements taking into account abundance

post error-correction
PercentUniqueDCRsKept fraction of unique decombined reads after error-correction (UniqueD-

CRsPostCollapsing / UniqueDCRsPassingFilters)
PercentTotalDCRsKept fraction of total decombined reads after error-correction (TotalDCR-

sPostCollapsing / TotalDCRsPassingFilters)
AverageInputTCRAbundance (TotalDCRsPassingFilters / UniqueDCRsPassingFilters)
AverageOutputTCRAbundance (TotalDCRsPostCollapsing / UniqueDCRsPostCollapsing)
AverageRNAduplication (1 / PercentTotalDCRsKept)



3.2. Results 56

Figure 3.1 shows numbers obtained during the processing of the samples dis-

cussed in this chapter, comparing α and β datasets, and between sequencing plat-

forms (MiSeq and NextSeq). There are higher numbers overall in the β set com-

pared to the alpha, and numbers for the NextSeq samples generally start out as

higher compared to MiSeq throughout, but are almost comparable to the MiSeq

numbers after error-correction. Numbers are reduced in each subsequent plot in

Figure 3.1 as reads that do not meet the conditions at each step are filtered out.

Figure 3.1: Numbers obtained from the Decombinator processing workflow for replicates
of samples sequenced on the MiSeq and NextSeq platforms. Lines connect
corresponding α and β dataset for each sample.
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Table 3.2: Range of TCR numbers for replicates sequenced on MiSeq and NextSeq plat-
forms. Number in brackets indicate median.

Platform Chain n Unique TCRs Total TCRs
MiSeq alpha 9 7410-14704 (11511) 8456-16939 (12854)

beta 9 19164-42160 (30658) 24832-55060 (36747)
NextSeq alpha 9 8727-22079 (18384) 10144-26036 (20646)

beta 9 23643-53449 (43652) 30956-71404 (51440)

In the error-correction step, there is an option to output the final list of clus-

tered UMIs and their frequencies. This produces a comma-separated text file for

each sample listing the 12-mer UMI in the first field, and its abundance in the sec-

ond. Figure 3.2(b) shows the number of unique UMIs for each of the triplicates

(represented by the boxplot), and comparing MiSeq and NextSeq samples. In the

top panel (Figure 3.2(a)), the number of unique DCRs after error-correction were

plotted similarly for comparison. There is a bigger range over triplicates in the β

samples compared to α overall, and higher numbers in NextSeq samples compared

to MiSeq. Number of UMIs and unique DCRs are generally quite close, although

they are not directly equivalent as multiple UMIs can belong to the same DCR.

Figures 3.3 and 3.4 shows the distribution of UMI usage in terms of its fre-

quency for MiSeq and NextSeq, here shown separately across two separate figures;

the x-axis shows the number of copies for each UMI, and the y-axis shows the num-

ber of UMIs for a particular copy number. Although the figure shows a higher peak

for UMIs that are used once, it does not show that these represent a larger portion

of the overall UMI usage.

3.2.2 Effects of error-correction step on repertoire distribution

In order to see how the error-correction affects the repertoire distribution, I have

extracted the abundance distribution from each of the pre- and post-error corrected

files and plotted the distribution on log-log plot. The x-axis represents the number

of times each TCR rearrangement is seen in the sample, against the proportion of

TCRs seen a particular number of time in the overall repertoire (Figure 3.5). In

these figures, multiple samples have been overlaid.

Figures 3.5(a) and 3.5(b) show the distribution for the Teff- Jurkat samples



3.2. Results 58

(a)

(b)

Figure 3.2: Number of unique DCRs and UMIs. Each point is a sample sequenced either
on the MiSeq or NextSeq, and boxplot denotes range of technical replicates.
(a) shows number of unique DCRs after error-correction, and (b) shows the
number of unique UMIs used in each sample.

pre- and post-error correction (distinguished by symbol), and also comparing output

from MiSeq versus NextSeq (by color). A stark difference can be seen between the

pre- and post-correction, where maximum TCR abundance and TCRs with copy

number of > 100 were largely reduced. The distribution of the repertoire post-

error correction is a long-tailed distribution, where a large proportion (about 90%)

is taken up by rare TCRs (those seen only once). Similar patterns can be observed

for both α and β datasets. The long-tailed distribution and steep slope is common

not just to our data, but also in a representative set of healthy volunteer repertoire

we obtained from the Chudakov lab (Figure 3.5(c)), which was processed entirely

using their pipeline. In this particular comparison, the distribution of the Chudakov

samples extended further compared to the internal MiSeq samples.
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Figure 3.3: Count of UMI copy numbers for samples sequenced using MiSeq. The x-axis
shows the number of times a particular UMI was used, and the y-axis is a count
of how many UMIs at that particular copy number. Each column is made up
of triplicates for α and β set. 1 in 1000 = 1-1000, 2-1000, 3-1000; 1 in 100 =
1-100, 2-100, 3-100; 1 in 10 = 1-10, 2-10, 3-10.

3.2.3 Effects of sampling on repertoire distribution and diver-

sity

Different sample sizes are known to affect the calculation of diversity measures. I

then measured the repertoire distribution and diversity using the Gini index and the

Shannon entropy, taking into account a range of different sample sizes (Figure 3.6).

The box plots represent the range of the individual data points from each dataset (al-

pha n=9, β n=9). Sampling was repeated 100 times, and represented by the mean

Gini index or Shannon entropy. There is a gradual increase of repertoire inequal-

ity and diversity as sampling size increases, and is more consistent in the Shannon

diversity measure between the MiSeq and NextSeq samples. For the Gini index, al-

though the gradual increasing pattern is quite consistent overall, there seems to be a
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Figure 3.4: Count of UMI copy numbers for samples sequenced using NextSeq. The x-axis
shows the number of times a particular UMI was used, and the y-axis is a count
of how many UMIs at that particular copy number. Each column is made up
of triplicates for α and β set. 1 in 1000 = 1-1000, 2-1000, 3-1000; 1 in 100 =
1-100, 2-100, 3-100; 1 in 10 = 1-10, 2-10, 3-10.

slight increase in inequality for samples sequenced using MiSeq. I then repeated the

analysis for the Renyi diversity measure, choosing only a subset of the α parameter

values (0, 1, 2, and infinity). At α = 1, the diversity measure is equal to the Shan-

non entropy. Figure 3.7 shows a similar pattern of gradual increase as previously

observed (Figure 3.6). Repertoire diversity also increases with sample size across

the different α values, with a drop in overall diversity for α=Inf compared to the

results from the other α values.

3.2.4 Similarity between samples

Next, to measure reproducibility between the sequencing platforms, I used the Jac-

card index, Pearson and Spearman correlation as measures of similarity. The size

of intersect for the beta set has a range of 1001-33590 (median 1774), and the alpha
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(a) (b)

(c)

Figure 3.5: Repertoire frequency distribution before and after error-correction, represented
here as proportion on the y-axis against number of copies of each TCR rear-
rangement. In (a) and (b), ‘x’ represents distribution before error-correction,
and empty circles for after (α n=9, β n=9, pre- and post). Colors denote
MiSeq or Nextseq platforms. (c), the MiSeq samples (‘dcr’) are compared
against healthy volunteer repertoire from the Chudakov lab processed using
their pipeline (‘mixcr’).

has a range of 323-12452 (median 687) . Figure 3.8 shows the degree of similar-

ity for those two metrics between any two samples where Jurkat-associated TCR

rearrangements have been excluded. Using the Jaccard index, it is evident that the

samples with the highest degree of similarity (approximately 70% for beta, 60%

for alpha) represent the repeated MiSeq and NextSeq samples (Figures 3.8(a) and

3.8(b)). This is also evident when taken into account the abundance of the common

TCRs as measured by the Pearson and Spearman correlation, although the contrast
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Figure 3.6: Effect of sampling on repertoire distribution and diversity. Different sample
sizes (x-axis) were used to measure repertoire distribution using the Gini index
(top panel), and repertoire diversity using Shannon entropy (bottom panel).
Each data point within the box plots represent the mean of sampling repeated
100 times of each sample, and coloured according to the sequencing platform.

is to a lesser degree. All the other samples also show a relatively high correlation

value, and this is more striking in the α dataset compared to the beta.

The abundance of common DCRs between repeats of samples sequenced on

the MiSeq and NextSeq show good agreement (Figures 3.9 and 3.10), and this is

more evident for TCR rearrangements in the β set (Figure 3.10). This analysis

was also repeated to compare our MiSeq samples (Chain) with the corresponding

data obtained from the Chudakov lab (Figures 3.11 and 3.12). There is agreement

between the samples which is more apparent in the β set (Figure 3.12)), and there

is good agreement for TCR rearrangements that are abundant in either samples as

evidenced by the points on the top right side of the scatter plots. Overall, the highest

portion of common TCRs occur once in either samples, as evidenced by the lightest-

coloured hexagon-point on the bottom far-left side of the plots.
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Figure 3.7: Effect of sampling on repertoire diversity. Different sample sizes (x-axis) were
used to obtain a diversity value, here represented by the Renyi diversity measure
(top to bottom for a subset of the α parameter values: 0, 1, 2, and infinity, Inf).
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(a) (b)

(c) (d)

(e) (f)

Figure 3.8: Degree of similarity between every sample. (a) and (b) measured using the
Jaccard index (jiVals), (c) and (d) using Pearson correlation (pearsonVals), and
(e) and (f) using Spearman correlation. Pairwise comparison was measured
between every sample as labelled on the left and bottom axis of the heat maps.
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Figure 3.9: Abundance of common α TCRs between replicates sequenced on Miseq and
NextSeq. The x- and y-axis is the log10 of TCR abundance in the samples, and
each hexagon-shaped point represents overlapping individual data points. The
color key shows the number of data points contained per hexagon. Triplicates
of each sample is arranged column-wise. 1 in 1000 = 1-1000, 4-1000, 7-1000;
1 in 100 = 2-100, 5-100, 8-100; 1 in 10 = 3-10, 6-10, 9-10. Spearman’s rho, ρ ,
and Pearson’s r are indicated.

Figure 3.10: Abundance of common β TCRs between replicates sequenced on Miseq and
NextSeq. The x- and y-axis is the log10 of TCR abundance in the samples, and
each hexagon-shaped point represents overlapping individual data points. The
color key shows the number of data points contained per hexagon. Triplicates
of each sample is arranged column-wise. 1 in 1000 = 1-1000, 4-1000, 7-1000;
1 in 100 = 2-100, 5-100, 8-100; 1 in 10 = 3-10, 6-10, 9-10. Spearman’s rho,
ρ , and Pearson’s r are indicated.
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Figure 3.11: Abundance of common α TCRs between replicates sequenced using our pro-
tocol (Chain) and the Chudakov protocol. The x- and y-axis is the log10 of
TCR abundance in the samples, and each hexagon-shaped point represents
overlapping individual data points. The color key shows the number of data
points contained per hexagon. Triplicates of each sample is arranged column-
wise. 1 in 1000 = 1-1000, 4-1000, 7-1000; 1 in 100 = 2-100, 5-100, 8-100; 1
in 10 = 3-10, 6-10, 9-10. Spearman’s rho, ρ , and Pearson’s r are indicated.

Figure 3.12: Abundance of common β TCRs between replicates sequenced using our pro-
tocol (Chain) and the Chudakov protocol. The x- and y-axis is the log10 of
TCR abundance in the samples, and each hexagon-shaped point represents
overlapping individual data points. The color key shows the number of data
points contained per hexagon. Triplicates of each sample is arranged column-
wise. 1 in 1000 = 1-1000, 4-1000, 7-1000; 1 in 100 = 2-100, 5-100, 8-100; 1
in 10 = 3-10, 6-10, 9-10. Spearman’s rho, ρ , and Pearson’s r are indicated.
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3.2.5 TCR gene usage

I then measured the proportion of individual TCRα and TCRβ gene usage for all

nine of the Chain MiSeq samples, shown as box plots in Figure 3.13. Green data

points represent the Chudakov data for comparison. In this instance, the abun-

dance is not taken into account in order to mask the effect of the different dilu-

tions of Jurkat RNA. Overall, the range in the Chain samples is quite small for

most of the genes. While the Chudakov samples lie within the distribution of the

Chain samples for a majority of the individual genes, there are instances where

the Chain and Chudakov samples form two independent distributions, which may

suggest specific biases exclusive to the protocols. These genes are marked with

an ‘x’ on the right-hand side of each gene usage plot, and are listed as follows:

TRAV2, TRAV13-2, TRAV9-2, TRAV12-3, TRAV23/DV6, TRAV26-1, TRAV27,

TRAV29/DV5, TRAV26-2, TRAV41, TRBV2, TRBV5-1, TRBV6-1, TRBV5-

4, TRBV5-5, TRBV12-4, TRBV18, TRBV19, TRBV28, TRBV29-1, TRBJ1-5,

TRBJ2-1, and TRBJ2-7. None of the genes listed previously are Jurkat-associated

TCR genes.
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(a) (b)

(c) (d)

Figure 3.13: Proportion of (a) TRAV, (b) TRAJ, (c) TRBV, and (d) TRBJ unique gene
usage. Gene names are listed on the y-axis, and proportion for each sample on
the x-axis. The box plots represent samples from the Chain protocol (MiSeq,
n=9). Grey dots are samples from the Chudakov protocol, n=9. Genes where
Chudakov samples lie outside of the Chain distribution are marked with ‘x’
on the right hand side of each plot.
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3.2.6 Quantifying Jurkat-associated TCRs

Since these samples have a known concentration of Jurkat T cell RNA, we are able

to systematically assess the protocol’s reliability in terms of the TCR sequence

abundance. To that end, I measured the proportion of Jurkat-associated TCR re-

arrangements in all of the replicates (Figure 3.14(a)).

(a) (b)

Figure 3.14: Proportion of Jurkat-associated TCRs. (a) shows proportion of Jurkats identi-
fied in the samples sequenced using our protocol (Dcr), and (b) shows samples
sequenced using the Chudakov protocol (MiXCR). The x-axis for both plots
are the different concentrations of Jurkat RNA mixed into each sample. In (a),
the different symbols represent the MiSeq and NextSeq sequencing platforms,
and for both (a) and (b), orange represents α chain set, and grey for β set.

By selecting only TCRs that contain Jurkat-associated TCR genes, I am able to

measure the proportion and compare it against the dilution factor. The results show

a concordance between proportion and dilution factor, validating the reliability of

our protocol. There is a higher proportion of β Jurkat genes, possibly reflecting the

higher number of TCRs captured in the β set compared to alpha. I then repeated

the analysis with the Chudakov dataset (labelled ‘MiXCR’ in Figure 3.14(b)) for

comparison. Results were quite comparable between the two protocols, with the α

1 in 1000 samples showing the least concordance.
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3.3 Discussion

The samples used in this study has provided us with an opportunity to systematically

measure the reproducibility of our pipeline, as well as assess the quantification of

TCR sequences. Repeating the sequencing on the NextSeq platform has also proven

to be a worthwhile endeavour as we begin to migrate to a system that is able to

handle larger number of samples compared to the MiSeq. Comparing the results

from these two platforms may inform us of any potential technical biases that might

affect biological interpretation when there is a mixture of samples originating from

these two sequencing platforms.

UMIs were introduced as an efficient way of mitigating for PCR and sequenc-

ing artefacts, and has been shown to be beneficial in the diversity estimation of

adaptive immune repertoires (Egorov et al., 2015; Shugay et al., 2014). In our

TCR repertoire sequencing protocol, we employ the use of a 12-mer UMI in order

to identify ‘true’ molecules from erroneous sequences, and to estimate its original

abundance. A previous study (Best et al., 2015) investigating heterogeneity intro-

duced by PCR reported that 12-mer UMIs providing barcodes in the order of 107 is

sufficient to capture the information in a sample consisting of 106 RNA molecules.

Whilst this is purely a theoretical estimate based on computer simulation, it is a rea-

sonable estimate based on the number of UMIs that I have observed in this dataset

thus far. Using qPCR, the number of cells in tumour samples were in the order of

10-50,000 cells per sample (work done by Benny Chain). The lower limit for the

assay to work is about 1000 cells, and can go up to a few hundred thousand. Library

preparation has shown to fail when input RNA is above about 1 microgram, and one

workaround is to split the same sample into multiple tubes. A previous experiment

where libraries were prepared with 5000 KT2 cells showed an almost equivalent

number of KT2 TCRs in the alpha set, and roughly 6500 TCRs in the beta (Oakes

et al., 2017). The study also showed that varying amounts of input RNA had a linear

relationship with the resulting number of TCR sequences detected, suggesting that

the protocol was detecting at least one transcript per cell.

The theoretical space of UMIs available for incorporation onto a cDNA
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molecule is large enough (412) to capture as much information as the system pos-

sibly can. This is shown in Figure 3.2, where the number of UMIs are approxi-

mately close to the number of unique TCR rearrangements after error-correction.

This is limited by the number of reads a sequencing machine is able to produce,

where an optimal MiSeq run will produce approximately 12-15 million reads, and

the NextSeq approximately 400 million reads - although this doesn’t limit the num-

ber of reads per sample. Sequencing only one sample on either the MiSeq or the

NextSeq would simply produce repeats of the same UMI multiple times. Based

on previous runs, we generally aim to obtain at least a million reads per sample,

and we would typically get from tens to hundreds of thousands total TCRs after

error-correction.

In theory, due to the diversity of the UMIs, it is uncommon for the same UMI

to be associated with more than one distinct TCR (Oakes et al., 2017). There is a big

range among the replicates in the TCR beta set compared to the alpha (Figure 3.2),

and this may be a chain specific phenomena, perhaps related to the higher diversity

of sequences (additional D gene contributing to the beta repertoire) compared to

the alpha, and it was also previously reported that there are approximately twice

as many beta TCR CDNA molecules per cell compared to the alpha (Oakes et al.,

2017). These statements do not offer anything conclusive as to why the range in

values are relatively large in the beta set compared to the alpha, and further investi-

gation in other datasets will be needed in order to validate this event.

In order to compare the frequency distribution of different repertoires, I first

binned the abundance, and counted the number of occurrences in each bin. The

values were then calculated as a proportion as a way to normalize the data. This

produces a frequency distribution as shown in Figure 3.5, and one of the things we

look at is the fraction of the repertoire taken up by both rare TCRs (TCRs occurring

once) and TCRs with larger abundances (>100) indicated on the x-axis. In Figure

3.5 for example, we observe that a larger fraction of the repertoire is taken up by

the singlets (TCRs occurring once). We also observe that in the pre-error corrected

samples (marked by the ‘x’ symbol on Figure 3.5), there is more occurrences of
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TCR with abundance of >100 (the importance of this will be discussed further

in the next paragraph). By showing the frequency distribution in this format, we

are able to observe the degree of ‘expansion’ within each repertoire, and a clearer

example of this is shown in Chapter 5 Figure 5.1 where I compare the frequency

distribution profiles of naive and memory T cell subsets. In this example, we can see

that the memory repertoire is distinctly different when compared to the naive where

the memory repertoire have TCRs with larger abundances compared to the naive,

providing a validation of the ability of our protocol to capture this information.

Error-correction has proven to be an important step in the processing pipeline

as it adjusts the repertoire distribution to account for errors which have arisen during

PCR amplification and sequencing (Figure 3.5) (Best et al., 2015). This is partic-

ularly important as it reduces ‘false’ accumulation of TCRs. One property of the

protocol in general is the sequencing of RNA as opposed to DNA, which may affect

abundance due to heterogeneity in mRNA transcription (Heather et al., 2017). In

spite of that, there are many advantages to using RNA, one of which is the ease

of incorporating UMIs which allows quantification. We have also shown in Oakes

et al. (2017) that the repertoire frequency distribution of different subpopulations

of CD4 and CD8 T cells (naive, central memory and effector memory) mirror the

state of the subsets; that the memory compartment contains more abundant TCRs

compared to naive. While the pipeline in general works quite well, there is always

room for further improvements. A refinement which we hope to implement in fu-

ture versions of the error-correction algorithm is to incorporate an additional layer

of prior information which is the generation probability for individual TCR rear-

rangements built on the assumption that receptor production is largely biased, and

predictable (Elhanati et al., 2016; Marcou et al., 2018). This prior information may

help to refine the repertoire data, and bring it closer to the ‘true’ representation.

Using the Jaccard index as a crude measure of similarity between any two sam-

ples, it is evident that there is a high degree of overlap for common TCRs between

the MiSeq and NextSeq replicates (Figures 3.8(a) and 3.8(b)). It is worth bearing

in mind that the variability of the size of the two sets being compared (total number
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of unique elements for each set) may affect interpretation of the results. If one set

is much larger than the other, the proportion of common elements would be lower

compared to if the the two sets are of equal size. Despite this, the Jaccard index

is a useful preliminary index. I then extended the analysis to take into account

abundance, and used the Pearson and Spearman correlation as a way of measuring

this (Figures 3.8(c), 3.8(d), 3.8(e), and 3.8(f)). Although the relationship between

MiSeq and NextSeq replicates was consistent (further evidenced in Figures 3.9 and

3.10), there seems to be good correlation overall, which is more evident for the α

set compared to the beta. This may be due to the higher diversity in the β chain

repertoire, which occurs as a function of greater junctional diversity through the

presence of a D gene, which α rearrangement lacks. Based on the quantification

of known Jurkat-associated TCR genes, we were able to verify that our protocol is

robust across the MiSeq and NextSeq sequencing platforms (Figure 3.14(a)). We

were also able to replicate the same results when using a modified version of the

Decombinator pipeline on the Chudakov dataset, as shown by the proportion of Ju-

rkats recovered which were very close to what we observed in our dataset (Figure

3.14).

Interestingly, whilst there were no effects of using a range of sampling sizes

between MiSeq and NextSeq on repertoire diversity as measured by the Shannon

entropy, there is a slight discrepancy when I measured repertoire distribution using

the Gini index (Figure 3.6). In the Gini index scale (which goes from zero to one),

the higher the value, the more unequal the distribution of the sample. Based on this

interpretation, one assumption is that less different TCRs are being included during

sampling for the MiSeq replicates as there are less TCRs to choose from. However,

this is untrue when taken into account the diversity of the repertoire, particularly

looking at the Shannon entropy (Figure 3.6), and the Renyi diversity measures at α

values 0, 1 and 2 (Figure 3.7), which shows comparable diversity between the two

sequencing platforms.

The range of values in Renyi’s α parameter values (for example, the renyi

function in R uses what is referred to as scales of the Renyi diversity; 0, 0.25, 0.5, 1,
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2, 4, 8, 16, 32, 64, and Inf; of which I have used a subset) places different weight-

ings to rare and abundant TCRs in the sample. As α approaches zero, more weight

is given to the rare TCRs, and at α=0, is considered as equally important as the

abundant TCRs. On the other end of the scale, as α approaches infinity, less weight

is given to the rare TCRs, and are considered to be less important. This effect can

be observed when the Renyi diversity values on the y-axis of Figure 3.7 are com-

pared among the different α values used: the value for α=infinity (Inf) is lower

compared to the others. At this diversity measure, the MiSeq TCRalpha samples

have slightly lower diversity when compared to NextSeq. One possible explana-

tion is that if a random sampling of n is carried out on two replicates sequenced

separately on MiSeq and NextSeq, due to the slightly higher number of TCRs after

error-correction for the NextSeq samples compared to the MiSeq (Figure 3.1), the

sampling excludes most of the rare TCRs for the NextSeq, leaving more space in

the compartment for abundant TCRs. On the other hand, since there are less TCRs

in the MiSeq distribution overall, random sampling picks up on the rare TCRs more

frequently, creating an equally diverse repertoire, but highly unequal in terms of

distribution of abundance.

It is worth noting that although the difference in Gini index for the MiSeq and

NextSeq samples is quite stark in this context, the difference in a biologically rel-

evant setting is far larger. A particular example is the Gini index between healthy

volunteer repertoires across different age groups, where younger individuals (age

range of 0-19 years) have on average a Gini index of 0.06, compared to older indi-

viduals (>60 years) have on average a Gini index of 0.4 (Chapter 4, characterising

TCR repertoire of patients with CVID).

Due to the personalised nature of the software developed for TCR repertoire

sequencing, comparing the performance of Decombinator and MiXCR has been

technically challenging. Each package comes with its own set of unique and tune-

able parameters, however, finding the optimal settings so that both the softwares are

running on the same settings is not straightforward. An initial attempt was made to

process the MiXCR dataset using their software package, however, although there



3.3. Discussion 75

were no obvious errors during the processing, the final frequency distributions pro-

duced a profile similar to a pre-collapsed repertoire from our protocol. Repeating

the processing step using the Decombinator pipeline instead produced comparable

results, both in terms of frequency distribution and proportion of Jurkat-associated

genes (Figure 3.14(b)). The discrepancy in the previous attempt is potentially due

to a missing step/parameter which I was unable to identify in the MiXCR pipeline

to correctly process the UMIs suited to their sequencing protocol. Upon further

investigation, the missing step turned out to be a pre-processing step involving a

separate tool called MIGEC (Shugay et al., 2014), which takes in data generated

using molecular barcoding techniques and carries out an error-correction step, sim-

ilar to the Collapsing step of Decombinator. This tool was packaged separately from

the MiXCR suite, which I had initially assumed was part of the suite by default.

To further clarify that this was indeed the issue, I obtained a set of healthy

volunteer repertoire data (n=9) processed entirely using the MiXCR pipeline, and

compared the profile of the repertoire to our internal MiSeq samples (Figure 3.5(c)).

The shape of the distribution was largely similar, with the exception of a longer ex-

tension in the Chudakov dataset for TCRs that occur much more frequently (at least

> 100 times). This may be a reflection of the accumulation of individual immune

response in the healthy volunteer set (age range 6-75 years). Using Decombinator

to process the raw data produced by the Chudakov lab, I was then able to directly

compare the abundance of common TCRs (Figures 3.11 and 3.12). There was bet-

ter agreement in the β samples compared to the alpha, possibly owing to the fact

that β TCR numbers were higher. This, along with the consistent quantification of

Jurkat-associated TCRs as mentioned previously, provides some evidence that both

methods work quite well and are generally concordant with each other. There is an

exception to this in terms of gene usage, as shown by the genes highlighted in Figure

3.13. The Chudakov samples for this particular set of genes lie outside of the Chain

sample distribution, which may indicate protocol-specific biases favouring selection

of certain genes. At the time this thesis was written, I was not able to carry out an

appropriate statistical test to determine an actual difference in distribution of gene



3.3. Discussion 76

usage between results from the two different protocols. This was due to the rela-

tionship among the genes; one was not independent of the other, which proved to be

a problem I was not able to find a solution for during the time I was working on this

dataset. A potential solution is a Wilcoxon rank sum test for each individual gene,

however, it will only be testing significance for each gene in each group separately,

and is not an optimal, statistically-robust solution. A similar situation is also pre-

sented in the results section of Chapter 4 (Figures 4.1 and 4.2(d)), where I compared

the distribution of TCR gene usage between healthy and immunodeficient patients.

The analyses and observations presented in this chapter has provided a bet-

ter understanding in designing future bulk TCR repertoire sequencing experiments.

Our wet-lab protocol has been optimised for RNA originating from blood and tis-

sue, and has proven to be quite robust across the MiSeq and NextSeq. While it is

possible to utilise the same sample indices between alpha and beta in the same set,

a more ideal design would be to assign unique sets for each sample i.e. a sequenc-

ing run consisting of 12 samples would have 12 unique pairs of indices. There are

also typically more TCRs obtained from blood samples compared to tissue, there-

fore a temporary working solution is to computationally downsample the datasets

for a normalised comparison. Depending on the research questions, sorting the T

cell populations prior to sequencing, such as into CD4 and CD8 subsets, is a useful

addition to the experiment as it increases the features of the data.

I have tested several metrics that describe different aspects of the repertoire,

such as frequency distribution, gene usage and diversity. The samples discussed

here does not present clinical relevance or biological interpretation, however, it has

provided valuable insight into the technical aspects of managing and measuring

TCR repertoire data. It is also worth noting that in terms of reproducibility and ro-

bustness, our TCR repertoire sequencing protocol is fit for purpose, functions well

across MiSeq and NextSeq platforms, and is comparable to one of the more popular

current option, MiXCR. Although the number of reads produced by the NextSeq

machine is higher than the MiSeq, the numbers become quite comparable post-

error correction, suggesting good reproducibility. While there is slight differences
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between replicates ran on MiSeq vs NextSeq in terms of repertoire distribution and

diversity, the differences are relatively minor compared to differences in biologi-

cally relevant settings (for example, age). This, in my opinion, means that datasets

from both platforms can be used in the same analysis. Based on the evidence I have

seen so far, I am convinced that our method can be utilised for deeper understanding

of the TCR repertoire. To my knowledge, a power analysis to determine the small-

est sample size that is suitable to detect an effect within a study was never formally

carried out, therefore I would recommend a similar analysis be carried out in future

work. The analyses in this chapter provide a general preliminary guideline as I go

on to discuss the repertoire in two different disease settings; immunodeficiency and

cancer.



Chapter 4

Characterising the T cell receptor

repertoire of patients with Combined

Variable Immunodeficiency (CVID)

4.1 Brief introduction

Patients with abnormalities in the cells of their immune system, specifically B and

T lymphocytes, are given the umbrella term as having primary immunodeficiencies,

or PIDs (Rosen et al., 1995). We have obtained for TCR repertoire sequencing,

in total, 41 patient blood samples from the Institute of Immunity and Transplan-

tation (IIT) clinic at the Royal Free in collaboration with a research team led by

Dr. Siobhan Burns. The patient cohort comprise of individuals with a wide array of

clinical diagnoses which include bronchiectasis, splenomegaly and Granulomatous-

lymphocytic interstitial lung disease (GLILD). Out of the 41, a large majority of

them (36/41) are classified as having Combined Variable Immunodeficiency, or

CVID. The remaining five patients out of the 41, in which three are siblings charac-

terised using genomics methods as having monogenic disorder, one with CTLA-4

deficiency, and one with CVID-like characteristics who is also clinically similar

to the CTLA-4 deficient patient, have been left out of the analyses in this chapter.

The reason for this exclusion is simply because the CVID patients form the biggest

sub-group within the PID group.
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CVID in itself is another umbrella term used to describe a heterogenous

group of patients. It can affect both females and males, and is also frequently

associated with autoimmunity (Renzo et al., 2004). The CVID diagnosis cri-

teria implemented by the team at the IIT is based on the guidelines set by the

European Society for Immunodeficiencies, which can be accessed at https:

//esid.org/Education/Common-Variable-Immunodeficiency-

CVI-diagnosis-criteria. Generally, patients are diagnosed in the second,

third or fourth decade of their life, having already shown susceptibility to infections

earlier on. A general characteristics of these patients is antibody deficiency, and

is usually accompanied with defective T cell response and inflammation linked to

poor survival (Cunningham-Rundles and Bodian, 1999). One of the main form of

treatments is antibody given at frequent intervals of life which reduced bacterial

infections, and while this does improve survival, antibody replacement does not

treat the noninfectious symptoms which collectively may cause complications such

as autoimmunity and inflammation (Resnick et al., 2012). There is an urgent need

for biomarkers which could inform at the point of diagnosis patients who would

go on to develop these complications, and aid in clinical decision-making (Resnick

et al., 2012).

Growing evidence has shown that this disease is related to T cell immunodefi-

ciency (Wong and Huissoon, 2016), and in recent years, there is a slow increase in

the number of TCR repertoire-related studies looking at CVID. In a previous study,

Ramesh et al. (2015) showed that the TCR repertoire in CVID had less junctional di-

versity, fewer n-nucleotide insertions and deletions. The authors also observed that

CDR3 sequences in CVID patients were significantly more clonal, and displayed

unique TRBV gene usage. Wong and Huissoon (2016) then later showed there was

a reduction in TCRβ repertoire diversity in patients with severely reduced class-

switched memory B cells and an elevated level of CD21lo B cells, both characteris-

tics of patients with CVID (Rahmanov et al., 2009). They also saw that the loss of

repertoire diversity progresses with advancing age far exceeding the expected phys-

iological rate. Heterogeneity within groups of patients complicates analysis, and

https://esid.org/Education/Common-Variable-Immunodeficiency-CVI-diagnosis-criteria
https://esid.org/Education/Common-Variable-Immunodeficiency-CVI-diagnosis-criteria
https://esid.org/Education/Common-Variable-Immunodeficiency-CVI-diagnosis-criteria
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differences when compared to healthy cohort are, more often than not, quite subtle

(Wong et al., 2017).

4.1.1 Aim

Due to the heterogeneity within the CVID patients, I hypothesise that classifying

CVID patients into subgroups will lead to better interpretation of immune repertoire

data. In order to test this hypothesis, the two main research questions that will be

discussed in this chapter are:

RQ1 do the TCR repertoire profile of patients with CVID differ from healthy con-

trols?

RQ2 does the TCR repertoire reflect observations collected from T/B cell pheno-

type data?

TCR repertoire sequencing of samples discussed in this chapter were carried

out by members of the Chain group, namely, Imran Uddin, Connor Husovsky,

Theres Oakes, and James Heather. Clinical description for the patients were kindly

provided by Steven Hanson, and T/B cell phenotype data by Adriana Albuquerque,

who are both part of the team headed by Dr. Siobhan Burns at the IIT.

4.2 Results

4.2.1 Number of unique and total TCRs

Total number of TCRs obtained from blood samples of the CVID cohort is shown

in Table 4.1. Overall there are higher numbers in the beta set compared to the alpha.

The lower range of the alpha samples are substantially lower than the beta, however,

most of the samples have good numbers as indicated by the median.

Table 4.1: Range of TCR numbers for CVID samples. Number in brackets indicate median.

Chain n Unique TCRs Total TCRs
alpha 41 2123-102228 (43521) 3187-307151 (68304)
beta 41 11069-125006 (54049) 18626-393999 (85903)
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4.2.2 TRAV/J and TRBV/J gene usage

To answer RQ1, I started by measuring the proportion of gene usage (shown sep-

arately for total unique in Figure 4.1, and total abundance in Figure 4.2 for each

repertoire data) in the healthy cohort (represented as box-plots, n = 53) compared

to the patients classified as CVID (represented by the green dots, n = 36). Genes

for the corresponding gene family (TRAV, TRAJ, TRBV, and TRBJ) are listed on

the y-axis. I have carried out this analysis for both total unique and taking into

account abundance of each TCRalpha or TCRbeta rearrangement in the repertoire.

As shown below, over- or under-representation of specific genes (such as invariant

TCR genes), it is sometimes more apparent when taking into account abundance.

Using measurements from the total abundance is similar to getting data from a flow

cytometry experiment, and this will be further explored in section 4.2.6, where we

have used proportion of gene usage taking into account abundance to correlate with

results from a flow cytometry experiment. In terms of gene usage, the range of

expression observed for individuals with CVID were surprisingly similar to that of

healthy controls. Our results differ from Ramesh et al. (2015), who observed that

several TRBV genes were under- and over-represented in the CVID compared to

their healthy controls.

4.2.3 Junctional insertion/deletion and CDR3 lengths

The V(D)J rearrangement process introduces alterations to the CDR3 sequence by

deletion of germline bases, and insertion of random nucleotides, which is believed

to be one of the main drivers behind the variability in the CDR3 region. To compare

any differences that may be present in the CVID cohort, I measured the number of

nucleotides inserted and deleted at the junction between the recombined V and J

gene segments. This is obtained from the 5-part identifier output produced by the

Decombinator pipeline, where it estimates the differences between the RNA tran-

script with the reference sequence obtained from the IMGT database. The number

of insertions are the estimated number of non-germline sequences added on dur-

ing the joining process, while the number of deletions are based on the missing

nucleotides as compared to the reference. Figure 4.3(a) shows the mean number of
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(a) (b)

(c) (d)

Figure 4.1: Proportion of unique gene usage for (a) TRAV, (b) TRAJ, (c) TRBV, and (d)
TRBJ. Genes list as identified by Decombinator is listed on the y-axis. Age-
matched healthy volunteers are represented by boxplots for each gene (n = 53),
and CVID patients are coloured in green (n = 36).
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(a) (b)

(c) (d)

Figure 4.2: Proportion of total gene usage for (a) TRAV, (b) TRAJ, (c) TRBV, and (d)
TRBJ. Genes list as identified by Decombinator is listed on the y-axis. Age-
matched healthy volunteers are represented by boxplots for each gene (n = 53),
and CVID patients are coloured in green (n = 36).
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nucleotides deleted, with split panels for alpha and beta. Each panel shows the count

for deletions on the V and J regions for the corresponding TCR chain. Number of

nucleotides inserted is shown in Figure 4.3(b), plotted using the mean in the alpha

and beta chain sets for each individual in the two cohorts. Figure 4.3(c) shows the

mean CDR3 length comparing healthy control and CVID, and the same plot is ex-

panded to take into account the age of the individuals (Figure 4.3(d)). Missing age

information for some of the individuals are labelled as ‘NA’. Interestingly, both the

number of deletions and the number of additions seem to be significantly increased

in CVID, suggesting the CVID repertoires are further from germ-line configuration

than the HV. This may have then resulted in a relatively consistent TCR recom-

binant length, and consistent with this hypothesis, the CDR3 length in the CVID

group seems to be unchanged to that of the healthy controls.

(a) (b)

(c) (d)

Figure 4.3: Junctional diversity and CDR3 length. Figures showing numbers of nucleotides
(a) deleted, and (b) inserted. Mean CDR3 length are shown in (c), and mean
CDR3 length for each age category in (c). * p-value < 0.0005, Mann-Whitney
test; n.s. not significant. Age category (years): 1 (0-19), 2 (20-39), 3 (40-59),
4 (60-79), 5 (80-99), 6 (> 99), NA (missing data).
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4.2.4 Repertoire distribution and diversity

I then measured the profile of repertoire by looking at the summary statistics of

the abundance distribution using the Gini index, and repertoire diversity using the

Shannon entropy (Figure 4.4). The Gini index, which goes from zero to one, is

an indicator for how equal or unequal the distribution of a repertoire is; the higher

the Gini index, the more unequal. This means that there are a few dominant TCRs

present in the sample. The Gini and Shannon typically exhibit an inverse relation-

ship with each other; the higher the Shannon, the lower the Gini. This is apparent

in the healthy control group, where individuals in the first age category (0 - 19

years, zero here being cord blood samples), have the highest mean diversity (high

Shannon), and a relatively low Gini index, indicating a more ‘unexpanded’ reper-

toire populated by unique TCRs. On the other hand, the older individuals display

reduced Shannon entropy, and a higher Gini index, possibly a reflection of the adap-

tive arm of the immune system throughout life.

Figure 4.4: Repertoire diversity as measured by the Gini index (left panel) and the Shannon
entropy (right) for each age category comparing healthy in grey and CVID in
orange. Age category (years): 1 (0-19), 2 (20-39), 3 (40-59), 4 (> 60), NA
(missing data).

4.2.5 Presence of viral-associated CDR3s

Patients with immunodeficiencies are generally more susceptible to infections, and

so in order to probe the degree of susceptibility further, I measured presence of

known viral-associated CDR3s in the CVIDs and compared it to the healthy con-
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trols. It is worth noting that one major caveat with this analysis is the absence of

HLA typing and viral serostatus for all donor samples. Viral CDR3s sequences were

collected from the McPAS (Tickotsky et al., 2017) and VDJdb (Shugay et al., 2018)

databases, consisting of sequences related to multiple HLA types (the largest con-

tributors being HLA-A2 and HLA-B7). In addition to that, CMV CDR3 sequences

which were predictive for individuals who tested positive for CMV were obtained

(Emerson et al., 2017). Fraction of CMV, EBV and influenza were measured sep-

arately (Figures 4.5(a), 4.5(b), and 4.5(c)), and was then combined (Figure 4.5(d)).

A marked decrease was seen in the oldest individuals within the healthy control

group, possibly indicating lack of persistent exposure to these viruses. The CVIDs

meanwhile, had quite similar distributions to the healthy controls. One CVID indi-

vidual in the 4th age category (60 - 79) stood out from everyone else by having the

lowest fraction of viral-associated CDR3s. Interestingly, this individual also has the

highest percentage of memory CD4 T cells (96%), which may suggest homeostatic

proliferation as a way of compensating for the insufficient response towards illness

or stress (King et al., 2004).

(a) (b)

(c) (d)

Figure 4.5: Presence of viral-associated CDR3s in repertoire. Fraction of (a) CMV, (b)
EBV, (c) influenza, and (d) combined were plotted taking into account age.
Age category (years): 1 (0-19), 2 (20-39), 3 (40-59), 4 (60-79), 5 (80-99), 6
(> 99), NA (missing data).



4.2. Results 87

4.2.6 Mucosal-associated invariant T cells (MAITs)

Previous studies have shown that presence of circulating MAITs were reduced in

patients with CVID. Mucosal-associated invariant T cells, or MAITs, are a type of

T cell characterised by a near-invariant TCR alpha chain, TRAV1-2, in combination

with TRAJ33, TRAJ12, or TRAJ20, and a more variable beta chain (Godfrey et al.,

2018). These TCRs are found to be abundant in humans, particularly in circula-

tion and in the liver, and seems to play a protective role against bacterial infections.

Whilst its functions in disease settings remain largely unclear, there is evidence that

MAIT cells are depleted in CVID patients (Arduini et al., 2017). We then mea-

sured the proportion of MAIT cells in our set of CVID patients and HV. Prior to

sequencing the CVID cohort, I had obtained TCR repertoire sequence data for five

other patients within the primary immunodeficient groups. These patients included

three siblings with monogenic disorder, diagnosed as activated PI3K delta syndrome

(APDS). I then looked for presence of MAITs within this first subset of patients, and

found a reduced proportion of circulating MAITs compared to the healthy control.

A master’s student at the UCL Institute of Immunity and Transplantation under the

supervision of Dr. Siobhan Burns then carried out a flow cytometry experiment us-

ing markers specific for MAIT-associated T cell population (anti-Vα7.2 antibody),

and found similar observations in terms of reduced MAITs in the APDS siblings

(Figure 4.6(a)). Upon obtaining the CVID TCR repertoire data, I then repeated this

analysis, and results were consistent with previous observation (Figure 4.6). In this

instance, the α genes were a more reliable set to measure compared to the β due to

the β chain being more hypervariable. The TRBV genes used in this search were

representative of the TRBV6 and TRBV 20 families, which consist of the TRBV6-

1, 6-4, 6-5, 6-6, 6-8, 6-9, and 20-1 alleles.

4.2.7 Amino acid motif usage in CDR3

To test for differences in the repertoires of CVID patients at the protein level com-

pared to healthy cohort, I then calculated the proportion of duplet (Figures 4.7(a)

and 4.7(b)) and triplet (Figures 4.7(c) and 4.7(d)) motifs in the overall repertoires

for both cohorts. A majority of the motifs were sparsely used, as indicated by the
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(a)

(b) (c)

Figure 4.6: (a) Percentage of MAIT cell population for five CVID patients as determined by
flow (figure provided by Cangul Seran). Proportion of joint MAIT-associated
gene usage for (b) alpha, and (c) beta sets from TCR repertoire sequencing.
Mann-Whitney test p-values are indicated.

cluster of data points in the bottom left of the plots, and was quite equally present in

the CVID and HV datasets. One of the triplet motif in the α sequence (highlighted

in Figure 4.7(c)), CAV, which stood out from the others, is seen to under-represented

in the CVID group compared to the healthy. Further investigation revealed the CAV

motif to be part of the MAIT TCR sequence, which ties in with observations in

section 4.2.6.

4.2.8 Cell phenotype data

All phenotype data were kindly provided by Adriana Albuquerque.

Due to the absence of phenotype data for the healthy control group, inter-

pretation of the phenotype data presented here were made based on CVID clas-

sification criteria (https://esid.org/Education/Common-Variable-

https://esid.org/Education/Common-Variable-Immunodeficiency-CVI-diagnosis-criteria
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(a) (b)

(c) (d)

Figure 4.7: Duplet and triplet amino acid usage in CDR3 sequence comparing CVID and
healthy cohort. Each data point is a motif, and axes represents proportion of
a particular motif in the combined repertoires for each cohort. Diagonal line
represents line of equality between the two axes. MAIT TCR-related triplet
motif is highlighted in (c).

Immunodeficiency-CVI-diagnosis-criteria). The CVID patients

showed lower levels of marker for B cell (CD19, Figures 4.8 and 4.9) compared

to other cell populations. The marker for T cells (CD3), showed higher levels com-

pared to the CD19. The median CD4/CD8 ratio for the CVID cohort is 1.79 (Figure

4.10).

4.2.9 Sub-categories within CVID

Within the CVID set, there are no more than a handful of patients classified as

Late-onset Combined Immune Deficiency (LOCID, n = 4). The age range for these

patients is quite large as the youngest individual is 29 years old, followed by 57, and

https://esid.org/Education/Common-Variable-Immunodeficiency-CVI-diagnosis-criteria
https://esid.org/Education/Common-Variable-Immunodeficiency-CVI-diagnosis-criteria
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Figure 4.8: Absolute cell count data for CVID cohort.

Figure 4.9: Percentage of cell population for CVID cohort

Figure 4.10: Ratio of CD4 against CD8 T cells for CVID cohort

two individuals aged 62. Using this as a classification, I used the Gini and Shannon

metrics to see if this subset of patients were different than the rest (Figure 4.11).
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There seems to be an indication that the LOCID patients are in the lower range of

the overall Shannon entropy, indicating a less diverse repertoire. Conversely, these

patients lie in the higher range of the Gini index, indicating dominance of certain

TCRs within the repertoire. In order to increase confidence, I then plotted the Gini

and Shannon values against two T cell subset measures; percent of CD4 memory

and percent of CD4 naive. The plots show a trend between the repertoire measures

and the phenotype data, and the LOCID patients can clearly be seen to contribute

towards this relationship. I then used measures of phenotypic markers for memory

B cells to classify the CVIDs into two groups, low (< 0.4% switched memory B

cells and < 20% CD21lo B cells) and not low (> 0.4% switched memory B cells

and > 20% CD21lo B cells).
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(a)

(b)

(c)

Figure 4.11: TCR repertoire diversity and T cell phenotype data in LOCID patients. (a)
Repertoire distribution and diversity showing subgroup of LOCID patients
(orange) within the CVID set as measured by Gini index and Shannon entropy.
Phenotype data from T cell subsets (percentage of CD4 memory and CD4
naive from total T cell) for these patients were then plotted against the (b)
Gini index, and (c) Shannon entropy. Wilcoxon rank sum test p-values (p),
Spearman’s rho, ρ , and Pearson’s r are indicated.
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(a)

(b)

Figure 4.12: TCR repertoire diversity and B cell phenotype data in CVID patients. (a)
Repertoire diversity in patients classified according to measurements in per-
centage of switch memory B cells and CD21lo. low = < 0.4% switched mem-
ory B cells and < 20% CD21lo B cells, not low = > 0.4% switched memory B
cells and > 20% CD21lo B cells. The B cell data were then plotted against the
Shannon entropy in 4.12(b). Wilcoxon rank sum test p-values (p), Spearman’s
rho, ρ , and Pearson’s r are indicated.
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4.3 Discussion

Based on the severe clinical manifestations of the patients in our PID cohort, an

early assumption was made, albeit rather naively, that their TCR repertoire profile

must be clearly negatively affected as well. However, this turned out to be not quite

true, and in most comparisons, the TCR repertoire of the CVID patients appear

quite similar to our healthy controls (Figures 4.2, 4.3, and 4.5). Recurrent bacterial

infections of the respiratory system is quite common in patients with CVID. Inter-

estingly, with the exception of infection of the central nervous system, most viral

infections are tolerated quite well, which may explain the observation in Figure 4.5.

An important caveat in the analyses of these patients dataset is the absence of infor-

mation on viral serostatus, which is currently being collected and will be included

in future work.

A previous study looking at TCR repertoire of CVIDs reported several under-

and over-represented genes when compared to healthy controls (Ramesh et al.,

2015). They also reported a loss in junctional diversity, with less insertions and

deletions in the CVID, leading to transcripts containing more germline sequence.

Although we did not observe a reduction in diversity in the repertoires of the CVID

patients in our cohort, we did see an interesting trend that was markedly different

between the CVIDs and healthy control. In the healthy group, repertoire diversity

decreases with age, while the distribution becomes more unequal. This is possibly a

reflection of life-long exposure to certain infections, causing dominance of certain T

cell clones over others. Heterogeneity of the disease among the two cohorts, as well

as the difference in classification methods for these patients may be what drives the

differences in observations between our study and Ramesh et al. (2015). Another

factor may be the method in which we define our junctional insertions and dele-

tions, which may not be directly comparable to that used in their paper. Including

other published data into our analyses may be a way of investigating this, however,

at the time this thesis was written, we have yet been able to obtain access to these

external data.

In the CVID group however, this trend is absent. Instead we see a maintenance
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of both the diversity and inequality measure across the different age groups, indi-

cating a repertoire that is consisting of mostly unexpanded TCRs. However, due

to the large range in the distribution among the CVID cohort in terms of diversity

and inequality, some repertoires are more unequal than others (Figure 4.4). This is

further supported by phenotype data (Figure 4.11), where a subset of the patients

have a high percentage of CD4 memory T cells. There is also good evidence that

this is more apparent in patients with Late-onset combined immune-deficiency, or

LOCID (Figure 4.11), which is on the more severe spectrum of CVID diagnosis

(Malphettes et al., 2009).

A study by King et al. (2004) showed that in mice with inefficient thymic

function, space in the lymphoid organ due to lymphopenia is compensated by self-

reactive T cells, leading to autoimmunity. Unfortunately, one of the information that

is missing from the clinical description for these patients is whether they have been

diagnosed with autoimmunity, so a direct link between the expanded memory T

cells and autoimmunity cannot be made as yet. However, an interesting explanation

put forth by King et al. (2004) is that this expansion is the result of a process known

as homeostatic proliferation, in which the immune response tries to compensate its

defect by expanding existing T cell populations, which may be what is happening

within the CVID patients as well. Information on whether these patients have been

diagnosed with autoimmunity may help to push this hypothesis forward.

It was also quite interesting to see consistent evidence of reduction of MAIT-

associated TCRs overall, which gives us confidence this is indeed a true phenom-

ena in the CVID patients. This was also observed experimentally in Arduini et al.

(2017). A potential explanation for this is that it has been observed that MAIT cell

expansion is dependent on B lymphocytes (Treiner et al., 2003), which are reduced

in patients with CVID. However, MAIT cells also accumulate in the liver in healthy

individuals, and as yet there is no evidence MAITs are depleted in the liver of our

CVID patients. Although it is far from clear whether MAITs play a role at all in

this disease, due to known protective function of MAIT cells against bacterial in-

fections, it is quite tempting to draw the conclusion that the absence of MAITs may
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have contributed to susceptibility towards infections in the CVIDs. Additional ob-

servation at the CDR3 level showing less presence of MAIT-related CDR3 triplet

motif in the CVID cohort, shown in Figure 4.7(c), helps to support this hypothe-

sis. However, this will require extensive in vitro or in vivo experiments for further

validation.

Due to the limited number of studies looking at TCR repertoire and CVID,

we are inclined to believe that there is still no established knowledge in interpreting

TCR repertoire data in the context of CVID. The analyses carried out in this chapter

have put forth an interesting set of observation that is different to what has been

reported in the literature so far. Moving forward, I would like to propose a more

in-depth analysis to include out-of-frame (or non-productive) sequences which will

distinguish the effects of recombination from effects of selection. We believe that

the TCR repertoire data offer a valuable perspective of the immune landscape, one

which must be investigated thoroughly in order to pick up changes that are most

likely to be quite subtle.



Chapter 5

Characterising the T cell receptor

repertoire of patients with

Non-small-cell lung cancer (NSCLC)

Manuscript in preparation (Joshi et al., 2018)

5.1 Brief introduction
In recent years, interest in the immune response towards cancer has been steadily

on the rise. Studies in colorectal cancer (Ropponen et al., 1997) and ovarian cancer

(Zhang et al., 2003) has shown that the presence of tumour infiltrating lympho-

cytes to be a good predictor of survival. Increase in the understanding of T cell

biology has contributed to the rising interest in personalised, T cell based therapeu-

tics, namely chimeric antigen receptor (CAR), and TCR engineered T cell therapy

(June et al., 2015). On a more fundamental level, rapid development in the last

twenty years or so in the understanding of the interaction between T cells and the

peptide:MHC molecule (Davis and Bjorkman, 1988; Huseby et al., 2005) as well

as the introduction of the concept of systems immunology (Davis et al., 2017) has

helped with the transition from fundamental (immuno)biology to important clinical

applications.

Similar to antigen presenting cells, tumour cells also present peptide:MHC

molecules on its surface which CD4 and CD8 T cells can recognize (Bobisse et al.,
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2016). These peptides, or epitopes, can arise from one of two ways; as nonmutated

proteins expressed by the malignant cells DNA, or novel mutated proteins resulting

from tumour-specific DNA alterations (referred to as neoantigens) (Schumacher and

Schreiber, 2015). Enhancement of the activities of neoantigen-specific T cell is

believed to hold huge potential as a new form of personalised immunotherapy with

important clinical benefits.

As a result of this, characterization of the tumour TCR repertoire is an impor-

tant exercise which may hold key information to the design of this new therapeutic.

In recent years, the TCR heterogeneity of the anti-tumour response have been re-

ported in different cancers; metastatic clear cell renal carcinoma (Gerlinger et al.,

2013), metastatic oesophageal cancer (Chen et al., 2016), early stage lung adeno-

carcinoma (Reuben et al., 2017a), metastatic melanoma (Reuben et al., 2017b),

glioblastoma multiforme (Feng et al., 2017), metastatic breast (Wang et al., 2017),

and gastric cancers (Kuang et al., 2017). In this study, we performed TCR sequenc-

ing in patients with NSCLC enrolled into the lung TRACERx study (Tracking Non-

Small-Cell Lung Cancer Evolution through Therapy), a prospective study exploring

intratumoural genomic heterogeneity in NSCLC (Jamal-Hanjani et al., 2017).

Lung cancer is the leading cause of cancer mortality worldwide (Herbst et al.,

2008). One of the major types of lung cancer, non-small-cell lung cancer, or

NSCLC, occurs in about 85% of lung cancer cases, while the remaining 15% is

associated with small-cell lung cancer (Herbst et al., 2008; Reck and Rabe, 2017).

Treatment options are dependent on stage of cancer and the current health condition

of the patient, generally chemotherapy is the main course of treatment for patients

with advanced NSCLC, with novel immune therapies beginning to be administered

as second and subsequent lines of therapy (Reck and Rabe, 2017).

5.1.1 Aim

The overall aim of the study is to develop tools for prediction of disease outcome

which can aid in decision making for treatment plans, and to better understand the

anti-tumour response within the tumour environment. In line with the genomic

data obtained from the TRACERx study, the hypothesis is that the TCR repertoire
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may reflect the anti-tumour response by showing a relationship with the tumour

neoantigen load predicted using genomic data. In order to address this hypothesis,

I have identified these research questions:

RQ1 is tumour TCR repertoire different to non-tumour lung (NTL) and blood? are

intra-patient tumour regions more similar to each other compared to NTL and

blood?

RQ2 are tumour TCRs detectable in blood?

RQ3 do TCR clusters in tumour regions reflect number of neoantigens predicted

using genomic methods?

The TRACERx project is a collaborative effort involving multiple research

groups. Details of individual contributions are as follows. Acquisition, prepara-

tion, and sequencing of samples were jointly done by Kroopa Joshi (oncologist at

the Royal Marsden and PhD student in Sergio Quezada’s group), Imran Uddin (lab

technician in the Chain group), and Annemarie Woolston (post-doctoral fellow in

the Chain group). I carried out the processing of raw FASTQ sequence data and

downstream analyses of data obtained from TCR repertoire sequencing and single

cell TCR RNAseq as presented in this chapter. Marc Robert De Massy, a PhD

student in Sergio Quezada’s lab, provided additional bioinformatics support in gen-

erating the collated patient data for the network analysis. The algorithm for CDR3

clustering was conceived by Benny Chain. Prediction of neoantigen load was car-

ried out by Rachel Rosenthal, a PhD student in Charles Swanton’s group. Neoanti-

gen reactive T cell experiments were carried out by James Reading, postdoctoral

fellow in Sergio Quezada’s lab.

5.2 Results

5.2.1 Number of unique and total TCRs

Total number of TCRs obtained from blood, non-tumour lung and tumour regions

samples is shown in Table 5.1. Similarly to previous datasets, there are more beta
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TCRs compared to alpha. There is also a higher number of TCRs in blood compared

to the tissue samples.

Table 5.1: Range of TCR numbers for lung TRACERx samples. Number in brackets indi-
cate median.

Sample type Chain n Unique TCRs Total TCRs
PBMC alpha 43 371-70296 (13775) 748-139039 (30122)

beta 42 970-127986 (20106) 1798-268567 (46669)
Non-tumour lung alpha 41 143-15985 (2758) 171-107466 (5720

beta 41 200-24783 (3514) 226-223672 (7052)
Tumour regions alpha 133 182-21190 (2648) 282-123873 (5639)

beta 133 441-58387 (4344) 688-264856 (8997)

5.2.2 Repertoire frequency distribution

Figure 5.1 shows the frequency distribution for all blood, non-tumour lung and

tumour region repertoires from the lung TRACERx TCR repertoire sequencing

dataset. In these figures, multiple samples have been overlaid, where colour rep-

resents sample type (blood, non-tumour lung, and tumour region). The number of

TCR copies are ranked on the horizontal axis, with copy number starting from one

(the smallest abundance size within the repertoire) to the largest abundance, which

generally varies among repertoires. A high proportion of the repertoire is taken

up by TCRs that appear very rarely (once), as evidenced by the highest peak of

the distribution. Each individual repertoire distribution on a log− log plot can be

traced as roughly linear over the first part, and flat in the second. In Figure 5.1(a),

blood, non-tumour lung, and tumour region show a generally similar profile, with

no apparent difference in the slope of the distribution or divergence in terms of the

profile of the distribution. For comparison, Figure 5.1(b) shows the distribution of

TCR rearrangement frequencies where T cells were first sorted into CD4 and CD8

naive, central memory, and effector memory subsets. A distinct difference is seen

especially in the naive distribution compared to the others. The repertoires from

5.1(a) were then plotted together with the CD4 and CD8 naive repertoires, and a

similar trend is seen where the naive distribution is seen to have a dissimilar profile

to blood, non-tumour lung, and tumour regions.
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(a)

(b)

(c)

Figure 5.1: Frequency distribution of (a) blood, non-tumour lung, and tumour region reper-
toires from lung TRACERx patients, (b) CD4 and CD8 T cell subset repertoires
from healthy volunteer, and (c) repertoires from (a) shown together with naive
T cell subset repertoires from (b). Colors refer to sample type as indicated in
the legends. n α (blood = 43, non-tumour lung = 43, tumour regions = 133), β

(blood = 42, non-tumour lung = 43, tumour regions = 133)
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5.2.3 Repertoire similarity

Next, as a proxy for similarity at a population level, I looked at the common TCRs

shared among blood, non-tumour lung (NTL) and tumour for all patients combined

(n = 33). Figure 5.2 shows the abundance of common TCRs between blood and

tumour, blood and NTL, and NTL and tumour, where the axes show the abundance

of the TCRs in each of the compartment (log10). Cutoff for TCR abundance to

determine common TCRs were set at 8 based on a previous experiment carried out

by Kroopa Joshi, a PhD student in our lab, where she compared two replicates and

observed that all the common TCRs were detected at a minimum threshold of 8.

There is a higher percentage of TCRs shared in NTL and tumour (9%) compared to

both blood-tumour and blood-NTL (4% and 5%).

To measure the similarity more precisely, and to test whether intra-patient tu-

mour region TCR repertoires are more similar to each other compared to blood and

non-tumour lung TCR repertoires, the degree of similarity is first measured using

the Jaccard index (Figure 5.3). Colours denote the different pairwise comparisons

(B = blood, T = tumour region, NTL = non-tumour lung) for each patient on the

horizontal axis. Generally, tumour regions are more similar to each other (pink data

points) compared to any of the other comparisons. The effect is slightly obscured in

the TCRα plot due to one tumour-tumour data point for LTX073 being higher than

the expected range (∼ 80% similar). A similar pattern of higher similarity between

tumour regions is also observed when abundance is taken into account using the

Spearman correlation (Figure 5.4(a)) and the dot product (Figure 5.4(b)). Figure

5.5 summarises the three metrics used in box plots, showing robust evidence that

tumour regions are more similar to each other compared to blood and non-tumour

lung. For one of the patients, LTX064, two separate non-tumour lung regions were

collected and sent for TCR repertoire sequencing. Interestingly, the similarity be-

tween the two NTL regions were quite low (Jaccard index of 0.002 for alpha, and

0.0003 for beta). Figure 5.6 shows the Jaccard index between all samples collected

from patient LTX064. The NTL region labelled as ‘normal 2’ showed the least

similarity with all the other regions.
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(a) (b)

(c)

Figure 5.2: Tracking the abundance of common TCRs between (a) blood and tumour, (b)
blood and non-tumour lung, and (c) non-tumour lung with tumour. Both axes
are log10 scale. Figures show combined data points for n = 33 patients. Each
data point represents a TCR. Cutoff for common TCR abundance set at 8 on
both axes.

5.2.4 Repertoire diversity profile

Next, to see if there were any differences in TCR diversity among blood, non-

tumour lung and tumour region repertoires, diversity was measured using the Rényi

diversity profile, shown in Figure 5.7(a). Each line is a blood (B), non-tumour-lung

(NTL), or tumour region (T) sample. At scale parameter value 1, the diversity value

is the Shannon entropy. The solid line represents median for the three sample types.

There is weak evidence that non-tumour lung samples has a slightly higher diversity

compared to tumour and blood (Figure 5.7(b)).

I then repeated the analysis for combined tumour region for each patient, taking
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Figure 5.3: Intra-patient pairwise similarity comparison for blood (B), non-tumour lung
(NTL), and tumour region (T) using the Jaccard index. Patients are listed on
the horizontal axis, where each data point represents a pairwise similarity for
the interactions listed in the colour legend.

into account age and stage of cancer (Figure 5.8). In these figures, each line repre-

sents the tumour TCR diversity profile for each patient. Figure 5.8(a) shows there is

no clear pattern between tumour TCR diversity with age of patients, suggesting that

age is not a confounding factor. When compared to stage of cancer (Figure 5.8(c)),

there is some evidence showing a relationship between tumour TCR diversity and

tumour stage (Figure 5.8(d)). However, it is relatively weak evidence considering

the small number of patients with late stage of cancer.

5.2.5 Presence of viral-associated CDR3s

The lung environment is constantly exposed to various pathogens, and through

experimental methods, TCRs from cells that were associated with a response to-

wards some of these pathogens have been collected and curated in databases over

the years. In order to see if there are presence of pathogen-associated TCRs in

the NSCLC dataset, I extracted the CDR3 sequences from two databases, McPAS-

TCR (Tickotsky et al., 2017) and VDJdb (Shugay et al., 2018), and measured the
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(a)

(b)

Figure 5.4: Intra-patient pairwise similarity comparison for blood (B), non-tumour lung
(NTL), and tumour region (T) using (a) Spearman correlation, and (b) dot prod-
uct. Patients are listed on the horizontal axis, where each data point represents
a pairwise similarity for the interactions listed in the colour legend.
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(a) (b)

(c)

Figure 5.5: Intra-patient pairwise similarity comparison for blood (B), non-tumour lung
(NTL), and tumour region (T) represented as box-plots. Each data point within
the distribution represent a pairwise intra-patient similarity comparison for the
interactions on the horizontal axis. The Jaccard index similarity values are
shown in (a), Spearman correlation in (b), and dot product in (c). *** p-value
< 0.001, ** p-value < 0.01, * p-value < 0.05.

(a) (b)

Figure 5.6: Pairwise similarity among blood, non-tumour lung and tumour regions for pa-
tient LTX064 using Jaccard index. Normal = Non-tumour lung.
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(a) (b)

Figure 5.7: Diversity of blood (B), non-tumour lung (NTL), and tumour region (T) reper-
toires shown in (a) using the Rényi profile. Each semi-transparent line repre-
sents a blood, non-tumour lung, or tumour region sample, and the solid line
represents the overall median. The horizontal axis represents a list of discrete
parameter values used to calculate the Rényi diversity value. In (b), the values
are summarised in boxplots where each data point in the distribution represents
diversity values for parameter values 0, 1 and infinity (Inf). ** p-value < 0.005,
* p-value < 0.05.

abundance of these TCRs as a fraction in each repertoire. Color and symbol of

data points denote the different compartments; blue/circle for blood, black/trian-

gle for non-tumour lung, and square/pink for tumour region. EBV-, influenza-,

and HIV-associated CDR3 sequences were obtained from McPAS-TCR and VDJdb

databases. CMV-associated CDR3 sequences were taken from McPAS-TCR, VD-

Jdb, and Emerson et al. (2017). Horizontal red line indicate an upper limit based

on the highest data point in the HIV plot (one of the exclusion criteria for patients

to be enrolled in the TRACERx study is testing positive for HIV). This upper limit

assumes that values within the range are most probably non-reactive TCRs.

5.2.6 Presence of tumour TCRs in blood and non-tumour lung

Tumour-associated TCRs for each patient were first divided into two groups; ubiq-

uitous (present in all tumour regions), and region-specific (not present in at least

one tumour region). Figure 5.10(a) shows fraction of the ubiquitous TCRs in blood

and non-tumour lung for each patient, and Figure 5.10(b) shows the fraction of

region-specific TCRs. A higher percentage of ubiquitous TCRs are found in both

blood and non-tumour lung compared to region-specific TCRs. Overall, there is no

clear pattern between presence in blood versus non-tumour lung. In order to narrow

down the list of ubiquitous TCRs to tumour-enriched TCRs, I first tested a range
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(a) (b)

(c) (d)

Figure 5.8: Diversity profile for patient tumour TCR, taking into account (a) age, (b) his-
tology type, and (c) stage of cancer. Each line in (a) and (c) represent a patient,
n = 29. Data points for Rényi (Inf) plotted separately in (d).

of ‘enrichment’ factors (n number of times it appears in its matched blood or non-

tumour lung) for the number of tumour TCRs it would yield (Figure 5.11). Overall,

the numbers stayed quite stable across the range of n values, which indicates that

using an enrichment factor of two is sufficient to capture expansion in the tumour

region relative to blood and non-tumour lung.

5.2.7 TCR clusters in tumour and relationship with predicted

neoantigen numbers

In order to test the hypothesis that tumour TCRs may reflect anti-tumour response,

we clustered the TCR sequences on the basis of sequence motif sharing. Briefly,
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Figure 5.9: Fraction of viral-associated CDR3s in individual patient blood, non-tumour
lung and tumour region TCR repertoire. Patients are listed on the horizontal
axis. EBV, influenza, and HIV CDR3 sequences were obtained from McPAS-
TCR (Tickotsky et al., 2017) and VDJdb (Shugay et al., 2018) databases. CMV
sequences were taken from McPAS-TCR, VDJdb, and Emerson et al. (2017).

(a) (b)

Figure 5.10: Fraction of (a) tumour ubiquitous, and (b) tumour region specific TCRs found
in blood and non-tumour lung. Solid line indicates blood and non-tumour
lung data points for corresponding patient.
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Figure 5.11: Number of tumour TCRs (log scale) when filtered according to n-times pres-
ence in tumour compared to blood or non-tumour lung. Each data point is a
patient.

amino acid triplet sharing was used to determine pairwise similarity between pairs

of TCRs. A network diagram was constructed using the similarity matrix (Figure

5.12), where TCRs with a similarity index >0.85 were linked by the black lines.

Red dots show the presence of tumour enriched ubiquitous TCRs within the clusters,

indicating its potential importance as an anti-tumour TCR. A stark difference is seen

between the overall profile of the networks in LTX079 (Figure 5.12(a)) and LTX092

(Figure 5.12(d)), where the size of the clusters are smaller in the former. The same

algorithm was repeated for LTX092 to look at the clustering profile in blood and

NTL where in the absence of ubiquitous multi-region TCRs, expanded TCRs in

blood and NTL were defined as only being present at an abundance of more than

1/1000. There were no expanded clusters in blood, and in NTL, much less clustering

was observed (Figure 5.12(e)).

Figure 5.13(b) shows a multiple sequence alignment of TCRs forming the

largest cluster taken from a representative network, and its sequence logo (Figure

5.13(c)). The sequence logo was generated using an online tool called WebLogo

(Schneider and Stephens, 1990; Crooks et al., 2004), where the colours of the amino

acid indicate chemical property (green = polar, purple = neutral, blue = basic, red

= acidic, black = hydrophobic). The number of clusters from the network analy-



5.2. Results 111

sis for each individual patient were then compared against the number of predicted

clonal neoantigens (averaged for multiple tumour regions, Figure 5.14), showing no

evidence of correlation.

(a) LTX079 (b) LTX082 (c) LTX206

(d) LTX092 (e) LTX092

Figure 5.12: Network of tumour TCRs for four representative patients (a) - (d). (e) is a
representative diagram for NTL from patient LTX092. Red dots represent
ubiquitous enriched TCRs (enriched TCRs in NTL), and black lines are edges
connecting two TCRs that are closely related (string kernel pairwise distance
using triplets >0.85).

5.2.8 Detecting neoantigen-specific TCRs from single-cell RNA-

seq in bulk TCR sequence

In a previous study, McGranahan et al. (2016) had identified CD8+ neoantigen reac-

tive T cells (NARTs) targeted against a clonal neoantigen (arising from the mutated

MTFR2 gene) in NSCLC tumour regions derived from a patient, L011. Extraction

of neoantigen reactive T cells was carried out for the same patient for single cell

RNA sequencing. Briefly, the extracted cells were stained using dual fluorescent

multimer labelling, and multimer positive and negative single CD8+ T cells were

sorted directly into the C1 Integrated Fluidic Circuit (Fluidigm). Single cells were
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(a) (b)

(c)

Figure 5.13: (b) Sequence alignment of largest cluster in tumour TCR network for LTX109,
and (c) representative sequence logo. Size of amino acid letter in (c) repre-
sents how often it appears at each position within the alignment, color indicate
chemical property. Green = polar, purple = neutral, blue = basic, red = acidic,
black = hydrophobic.

Figure 5.14: Relationship between number of clusters and number of predicted clonally
expressed neoantigens. Each data point represents a patient.

then processed for RNA sequencing, and bioinformatics reconstruction of TCRs

were carried out using TraCeR (Stubbington et al., 2016). 90 out of 139 cells
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(∼ 60%) had been successfully assigned with TCR recombinants, of which 86 has

at least one productive recombinant. 32 of these were from the NART positive sub-

set of cells, and the remaining 64 were from the NART negative subset. Out of

the 32 single NART positive cells, two complete αβ paired ‘parents’ were identi-

fied (Figure 5.15), and cells with one or more common recombinant were clustered

together. The single cells identified within the NART negative subset were more

scattered, where about ∼ 60% (33/54) were completely different to each other in

terms of TCR chains. The biggest cluster in the NART negative set consisted of 6

single cells.

The single cell data were then matched against the TCR repertoire data from

patient L011, represented as a heat map in Figure 5.16(b) showing a subset of 50

TCRs (present more than 8 times) for simplicity. Each row represents a CDR3 se-

quence, and intensity of the colour represents its proportion within the non-tumour

lung (N) and tumour region (R1-3) repertoires. The sidebar in red/grey represent

the single cell data, where red denotes the NARTs. In the β set, the NARTs were

detected in the tumour regions, and not in the non-tumour lung repertoire. For the

α set, one of the NARTs were seen in both non-tumour lung and tumour region

repertoires.
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Figure 5.15: Reconstruction of TCRs from single cell data identifies two ‘families’ of
TCRs (green and blue). Number in parenthesis denote number of cells.
Linked circles indicate cells belonging to the same family which share at least
one of the TCRs from the ‘parent’. Black circle represent cells which had no
TCRs identified.

(a) (b)

Figure 5.16: Neoantigen-specific TCRs within the bulk non-tumour lung (N) and tumour
region (R1, R2 and R3) TCR sequence repertoires. Each row of the heat
map represent a TCR from the repertoire data (only 100 TCRs are shown for
simplicity). Colour key represents proportion of the TCR in the repertoires.
Red regions of the sidebar represent the neoantigen specific TCRs determined
by a tetramer-binding assay.
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5.3 Discussion

The frequency distribution of TCRs for overall blood, non-tumour lung (NTL), and

tumour regions showed a clear shift away from the profile of a naive T cell distri-

bution, and more similar to a memory distribution (Figure 5.1). The blood reper-

toires was the closest to the naive distribution, which agrees with the understanding

that there are a significant amount of unexpanded TCRs in the blood. The NTL

and tumours meanwhile, was a lot closer to the memory distribution, reflecting the

response to the lung and tumour environment which creates a less polyclonal reper-

toire. Although this was not a new observation, it does validate the sequencing pro-

tocol to a certain extent. There is currently ongoing work by others in the Chain lab

to develop a method to test this observation in a statistically robust way, involving

fitting a line to the distribution and deriving the slope of the line for each repertoire.

The distinction between tumour regions and the two compartments is clearly seen

when intra-patient samples were compared against each other in terms of degree

of similarity (Figures 5.3, 5.4(a), 5.4(b), 5.5). There is good evidence (Figure 5.5)

showing intra-patient tumour regions are more similar to each other compared to

NTL and blood. This suggests there is a tumour-specific T cell response local to

the tumour that is present to a lesser extent in the non-tumour compartments. Al-

though the argument can be made that the data producing this observation is only a

static snapshot of the repertoire at one time point, the consistent observation across

multiple patients suggests it is indeed a true phenomena. Despite being a crude

metric, similarity measures provide an interesting starting point in which to infer

the possibility that T cells are indeed migrating towards the tumour in search for

its target. It is already known that inflammatory cells are present and can have a

profound effect in the tumour environment (Coussens and Werb, 2002), and contin-

uous inflammation may instead promote tumour growth instead of suppressing it.

Interestingly, similarity between two different NTL regions from the same patient

as measured using the Jaccard index was quite low (Figure 5.6). One of the NTL

regions, ‘normal 2’ was consistently least similar when compared to every other

region. This may suggest TCR heterogeneity within the lung compartment, which
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makes sense biologically considering the different pathogens the environment is ex-

posed to. However, one observation is not enough to make a strong conclusion and

so this remains purely speculative.

Increasing interest in adoptive cellular immunotherapy has given rise to new

high-throughput strategies in harnessing neoantigen reactive T cells (Bentzen et al.,

2016). The ability to detect and isolate these cells which can then be used for fur-

ther immunotherapeutic applications has the potential to have major clinical impli-

cations. Due to the heterogeneity of the TCR repertoire, it is important to identify

the characteristics of TCRs which may be of interest for further exploration. To

this end, I first looked at the set of TCRs which are present across all tumour re-

gions within a patient (ubiquitous), and looked for the same set of TCRs within

the corresponding blood and NTL repertoires (Figure 5.10). Approximately 70%

of these TCRs were found in blood and NTL. I then repeated the same analysis for

TCRs that were not detected in at least one tumour region (region-specific), and

found about 30% from the set in the non-tumour compartments. Although these

observations showed that we were able to detect these TCRs in blood and NTL, the

conclusion that these TCRs represent an anti-tumour response found in circulation

cannot be made without further refinement to the analysis. One advantage of the

protocol is that we are able to obtain abundance of TCRs within the sample, and

using this information, the abundance of these tumour TCRs can be compared to

blood and NTL to determine which TCRs are more enriched in the tumours. Figure

5.11 shows the number of tumour TCRs (on a log scale) when different enrichment

factors were used. There was minimal decrease in the number of tumour TCRs de-

tected in blood and NTL as the n times it appeared in blood or NTL is increased,

indicating that the number of TCRs were relatively stable across the range of values

for n (2-20). This suggests that using an enrichment factor of two may be sufficient

to capture expansion in the tumour region relative to blood and non-tumour lung.

In order to infer clusters of TCRs within the tumour, pairwise distance be-

tween every other TCR within the tumour repertoire and its corresponding set of

ubiquitous enriched TCRs were calculated based on sharing of amino acid triplets,
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which were then represented using a network graph (Figure 5.12). Profiles of the

network across patients can be quite heterogeneous, some networks are more dense

than others. Clusters within networks consist of TCRs which are closely related in

terms of amino acid sequence composition, evidenced in a representative multiple

sequence alignment and sequence logo in Figure 5.13. This is potentially indicative

of groups of TCRs which are conserved enough in specific positions that they po-

tentially recognise the same antigen (Birnbaum et al., 2014). The hypothesis was

that the number of clusters within a network would reflect the number of clonal

neoantigen predicted, however, there seems to be no evidence for this (Figure 5.14).

One of the caveats for this analysis is that computational methods for antigenic

peptide prediction is laden with false positives (Andersen et al., 2000; Purcell et al.,

2007). In recent years, increase in known antigenic peptides for multiple alleles

have improved the predictive power of these tools, however, further refinement for

better detection of T cell epitopes is still needed (Snyder and Chan, 2015). Often-

times, results from computer prediction tools work best when coupled with in vitro

MHC binding assays, although this type of validation quickly becomes difficult to

do if there are thousands of peptides to test. As a feasibility study, TCRs from

tetramer-sorted neoantigen reactive T cells obtained from one patient, L011, were

extracted using single cell sequencing methods. Based on genomic intratumour het-

erogeneity analysis, L011’s tumour was shown to have a highly clonal distribution

of mutations, where mutations which happened early on during disease progres-

sion was seen to be present in a high proportion of the cancer cells (McGranahan

et al., 2016). The aim was to use the clonal neoantigen as a target for T cells har-

nessed from the patient, and then to characterise the extracted cells for potential

anti-tumour response. Indeed, the tetramer-positive TCRs were detected across the

tumour regions of the bulk population (Figure 5.16), indicating T cells against this

neoantigen is ubiquitously present.

There are several limitations which exist in this study. The TCR repertoire

sequence data represent a mixed population of T cell subsets, therefore we were

unable to distinguish CD4 and CD8 TCR sequences. At present, although there has
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been a method reported which is able to distinguish the two T cell subsets using

CDR3 sequence information alone (Li et al., 2016), efforts to replicate the accuracy

of the method have so far been unsuccessful (work done in collaboration with a pre-

vious Computer Science Masters student in our group, Lewis Moffatt). The single

cell NART experiment, which at the time this was written was only available for a

single patient, also provided an initial look at the method in which we could inte-

grate single cell with bulk TCR data information, offering a more comprehensive

picture of the specific T cell responses within the repertoire. Limiting issues such as

low amount of TCR sequences in repertoire data for this particular patient, absence

of blood sample, and relatively low numbers of neoantigen peptides for tetramer

sorting assay restricted the conclusions that could be made for this section of the

study, however, it did provide the basic technical know-how in order to expand this

to include more patients.

Results from this chapter provide an interesting glimpse into the anti-tumour

response in NSCLC patients. The approach taken with the network analysis pro-

vides a first step into deciphering the antigen specificity of TCRs within the tumour

environment, and with further refinement, has the potential to shed light into this

challenging question. An effort to integrate multi-omics data generated from the

TRACERx study is currently undertaken within our group, which is a worthwhile

and challenging task and will hopefully bring us closer to understanding the mech-

anism of the immune response in the context of this disease.
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Conclusions

High-throughput sequencing has allowed us to study the TCR repertoire at a much

greater detail than ever before. Improvements to the sequencing technology, lower

overall cost for sequencing per base, and introduction of error-correction strategies

have facilitated progress made in this field. As part of a larger ongoing study com-

paring the performance of TCR repertoire sequencing protocols, we have been able

to gain access to a set of standardised technical replicates which has allowed us

to measure the robustness and reproducibility of our method in a totally unbiased

way. I have shown that our protocol is fit for use, and is robust across the Illumina

MiSeq and NextSeq sequencing platforms. This is an important assessment mov-

ing forward as we migrate towards a standardised system to handle larger amounts

of samples. Crucial to this migration is the automation of the processing pipeline,

which was developed as part of the work reported in this thesis, and has greatly

facilitated the move from data processing in a personal computer to using a super-

computing facility.

Although there is still room for improvements to be made in terms of sequenc-

ing protocol, and methods for processing of raw TCR sequence data, in recent years

current interests lie primarily in the downstream analysis and interpretation of this

high-dimensional dataset. Despite the lack of a standardised method to analyse TCR

repertoire data, there is an emerging theme in the analyses reported which begins

firstly with methods that do not require sequence content, such as diversity and sim-

ilarity measurements. Here, I would like to briefly touch upon the use of diversity
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indices in TCR repertoire studies. A number of existing work has already discussed

the appropriate metrics to use, however, what constitutes as a ‘healthy’ representa-

tion in terms of diversity remains to be discussed. The increasing number of healthy

control data made publicly available has certainly helped with defining this, and ex-

tensive investigation as to the extent of the heterogeneity within the healthy control

would be a worthwhile task to take upon. I have also found that the use of diversity

profiles, as opposed to individual diversity indices, gives us a better insight into the

shape of the distribution of the samples.

Secondly, higher level features are then taken into consideration, such as the

V and J gene usage, and CDR3 length. This is a modern take on the methods

used to study repertoire data before sequencing was introduced. Thirdly, investi-

gation of the sequence content in regards to the CDR3 region is carried out. The

question of deciphering antigen specificity is an integral part of any TCR repertoire

study, and with the introduction of machine learning methods, the prospects of fu-

ture breakthroughs are optimistic. Overall, these analyses aim to derive biologically

and clinically relevant interpretations of the sequence data.

In this thesis, I have applied the above framework in the analyses of TCR

repertoire sequence data for two different disease settings; cancer and immunodefi-

ciency. In the cancer dataset, one of the challenges was to compare and contrast the

repertoires which represented the patients tumour (tumour regions), lung environ-

ment (non-tumour lung), and circulation (blood). Blood samples generally yielded

higher amounts of sequence data compared to solid tissue. This brought upon an

important technical issue which is the issue of sampling. Using multiple equal-sized

sampling solves this issue, however, there is still massive loss of information.

The work carried out using sequence data from patients with immunodefi-

ciency had validated biologically relevant interpretation of the data not just per-

taining to the patients, but also within our healthy cohort. This was also due to the

availability of a huge cohort of healthy repertoire data which was freely available

online. This helped to increase the number of individuals across a wide range of age

in the healthy cohort. In our hands, we saw that the understanding that repertoire
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diversity decreases with age holds true within the data. Availability of immune cell

phenotype data for the patients were also immensely helpful. We weren’t able to

compare this to the healthy controls, and form more solid conclusions due to un-

available phenotype data, however, there were still important observations made.

One of my personal highlights is the correlation between the Shannon and Gini in-

dices with T cell phenotype data which helped to validate that our interpretation of

the repertoire data is heading towards the right direction.

6.1 Future work

There are improvements that could be made in regards to the analyses of datasets

discussed in this thesis.

From a technical point of view, the automation of the pipeline can be further

improved by introducing parallelisation methods. Jobs submitted to servers such as

UCL’s supercomputing facility can be split across multiple nodes which can greatly

decrease overall processing time. This will reduce wait time between sequencing

runs, making it more feasible to analyse samples split across multiple runs originat-

ing from the same study.

Overall, adding more individuals to each set (healthy, cancer, and immunode-

ficient cohorts) would largely be helpful to the overall analyses and interpretation

of data. The characteristics of the patients in the cancer study is determined by the

inclusion criteria of the TRACERx study, one of them being patients are at an early

stage of cancer. This limits the observations made in regards to cancer stage since

41 out of the 48 individuals (85%) we have sequenced so far represent stages I and

II, and only 7 individuals in the stages III and IV category. Similarly with the CVID

cohort, there are fewer patients on the severe end of the disease (four LOCID pa-

tients). These are not problems as such, however, they do limit the interpretation of

the data to a certain extent, which is something to bear in mind. Currently, the aim

for the TCR repertoire sequencing arm of the TRACERx project is to sequence at

least 100 patients, and we have identified an additional five LOCID patients to add

on to the CVID cohort we already have so far.



6.1. Future work 122

In the cancer dataset, antigen specificity remains one of the integral questions.

We have shown using network graphs built from distance matrices, that tumour

TCRs form clusters which may be related to anti-tumour response. One missing

analysis is the identification of viral-associated CDR3s within the TCR clusters,

which will inform us of whether the response is towards pathogens or tumour anti-

gens. The caveat with this is that we are limited by the number of publicly available

validated pathogen-associated CDR3 sequences to make this as extensive as possi-

ble.

Deciphering the heterogeneity of patients with CVID remains a key, unan-

swered question. The addition of more patients to the study may help to solidify

some of the observations made in this work. An important clinical information in

regards to whether the patients present with autoimmunity or not has the potential

of improving the interpretation of the repertoire data. A key analysis also miss-

ing from the work done on the immunodeficient dataset is looking at out-of-frame

reads. Only then will it be possible to distinguish effects on recombination from

effects of selection.

One of the most interesting aspects of working on repertoire data from these

two diseases is the opposing effects hoped to achieve from immune-based therapy

(assuming most of the primary immunodeficient patients do present with autoim-

munity). A primary example comes from CAR-T cell therapy, where its application

is being explored for both cancer and autoimmunity (Ellebrecht et al., 2016). In the

context of this thesis, we hope that information from TCR data would one day be

harnessed as a potential biomarker that can aid in clinical decision-making. There is

still a great amount of work to be done in terms of extracting biologically and clin-

ically relevant information from the data, and the work done in this thesis has laid

down important groundwork in which to carry the studies forward. At this stage,

each finding is like a piece of jigsaw puzzle, and hopefully moving forward we will

have enough pieces to at least have a better understanding of the bigger picture.
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Automate Decombinator: Makefile

Listing A.1: Source code for Makefile to automate Decombinator pipeline. Requires a sec-

ond config.mk file to run.

1 # Last updated: Dec 2017

2 # MI

3

4 ##### Background #####

5 # this is an attempt to automate the Decombinator

pipeline

6 # the pipeline goes something like this:

7 # 1. combine Illumina demultiplexed files into

the three read files (R1, R2, I1)

8 # 2. demultiplex the data

9 # 3. run decombinator

10 # 4. run collapsing script for error correction

11 # 5. optional : run translating script to get

cdr3 sequences

12

13 # Added

14 # -bd param during Collapsing

15

16 ##### Start #####

17
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18 # target : dependency1 dependency2 ...

19 # action1

20 # action2

21 # ....

22

23 # updated Python scripts for M13 oligo

24 include config.mk

25

26 # create empty directories for output

27 MKDIR_P = mkdir -p

28 OUT_DIRS = RawData DualIndexDemultiplexed

Decombined Collapsed Translated

29

30 MV_FILES = mv *.gz

31

32 # file objects

33 I1_FILES = $(wildcard IlluminaDemultiplexed/*_I1_

*)

34 R1_FILES = $(wildcard IlluminaDemultiplexed/*_R1_

*)

35 R2_FILES = $(wildcard IlluminaDemultiplexed/*_R2_

*)

36

37 I1 = RawData/I1.fq.gz

38 R1 = RawData/R1.fq.gz

39 R2 = RawData/R2.fq.gz

40

41 # edit accordingly to match pattern in

DualIndexDemultiplexed files

42 DID_ALPHA = $(filter $(wildcard

DualIndexDemultiplexed/*_a*.fq.gz),$(wildcard

DualIndexDemultiplexed/*.gz))
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43 DID_BETA = $(filter $(wildcard

DualIndexDemultiplexed/*_b*.fq.gz),$(wildcard

DualIndexDemultiplexed/*.gz))

44

45 DCR_FILES = $(wildcard Decombined/*.gz)

46

47 COLL_ALPHA = $(filter $(wildcard *alpha*.gz),$(

wildcard *.gz))

48 COLL_BETA = $(filter $(wildcard *beta*.gz),$(

wildcard *.gz))

49

50 #

51 # main

52 #

53

54 all : dirs I1.fq.gz R1.fq.gz R2.fq.gz Demultiplex

moveDemultiplex DcrA DcrB moveDcr Collapse

55

56 dirs :

57 $(MKDIR_P) $(OUT_DIRS)

58

59

60 I1.fq.gz : $(I1_FILES)

61 gunzip -c $ˆ | gzip >RawData/$@

62

63 R1.fq.gz : $(R1_FILES)

64 gunzip -c $ˆ | gzip >RawData/$@

65

66 R2.fq.gz : $(R2_FILES)

67 gunzip -c $ˆ | gzip >RawData/$@

68

69 Demultiplex : $(I1) $(R1) $(R2) $(DEMULTIPLEX_SRC
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) index_file.csv

70 $(DEMULTIPLEX_EXE) -r1 $(R1) -r2 $(R2) -

i1 $(I1) -ix index_file.csv

71

72 moveDemultiplex :

73 $(MV_FILES) DualIndexDemultiplexed/

74

75 DcrA : $(DCR_SRC)

76 for file in $(DID_ALPHA); do echo $$file;

$(DCR_EXE) -fq $$file -c a; done

77

78 DcrB : $(DCR_SRC)

79 for file in $(DID_BETA); do echo $$file;

$(DCR_EXE) -fq $$file -c b; done

80

81 moveDcr :

82 $(MV_FILES) Decombined/

83

84 Collapse : $(COLLAPSE_SRC)

85 for file in $(DCR_FILES); do echo $$file;

$(COLLAPSE_EXE) -in $$file -bd; done

86

87 TrA : $(TRANSLATE_SRC)

88 for file in $(COLL_ALPHA); do echo $$file

; $(TRANSLATE_EXE) -in $$file -c a -np

; done

89

90 TrB : $(TRANSLATE_SRC)

91 for file in $(COLL_BETA); do echo $$file;

$(TRANSLATE_EXE) -in $$file -c b -np;

done

92
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93 move :

94 mv *.freq.gz Collapsed/ && mv *.gz

Translated/

95

96 .PHONY : clean

97 clean :

98 rm -rf *.fq *.gz *.n12 Collapsed

Decombined DualIndexDemultiplexed Logs

RawData Translated
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Automate Decombinator: config.mk

Listing B.1: Supplementary file to the main Makefile. Contains the paths pointing to the

location of required Python scripts.

1 # Location of Py scripts for Decombinator

analysis pipeline

2

3 DEMULTIPLEX_SRC = /Volumes/BF_MI_1/Decombinator/

Decombinator_M13/Demultiplexor_M13-V2.py

4 DEMULTIPLEX_EXE = python $(DEMULTIPLEX_SRC)

5

6 DCR_SRC = /Volumes/BF_MI_1/Decombinator/

Decombinator_M13/Decombinator_M13-V1.py

7 DCR_EXE = python $(DCR_SRC)

8

9 COLLAPSE_SRC = /Volumes/BF_MI_1/Decombinator/

Decombinator_M13/Collapsinator_M13-V1.py

10 COLLAPSE_EXE = python $(COLLAPSE_SRC)

11

12 TRANSLATE_SRC = /Volumes/BF_MI_1/Decombinator/

CDR3translator.py

13 TRANSLATE_EXE = python $(TRANSLATE_SRC)
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Legion job script for processing of

NextSeq data

Listing C.1: Legion job script 1/2. Demultiplexing.

1 #!/bin/bash -l

2

3 # Oct 2017

4 # Demultiplexing NextSeq - high throughput (400

million reads)

5

6 #$ -S /bin/bash

7

8 # Request wallclock time

9 #$ -l h_rt=72:00:00

10

11 # Request RAM

12 #$ -l mem=8G

13

14 #Request TMPDIR space

15 #$ -l tmpfs=300G

16

17 # Name of job
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18 #$ -N NextSeq006_demultiplex

19

20 # Set working dir

21 #$ -wd /home/rebmism/Scratch/NextSeq006

22

23 # load modules

24 module load python2/recommended

25

26 # work done in $TMPDIR

27 cd $TMPDIR

28

29 ### create directory

30 mkdir $HOME/Scratch/NextSeq006/

DualIndexDemultiplexed

31

32 ### 1. run demultiplexing

33 python $HOME/Scratch/NextSeq005/scripts/

Decombinator/Demultiplexor_v2.py -r1 $HOME/

Scratch/NextSeq006/RawData/

Undetermined_S0_R1_001.fastq.gz -r2 $HOME/

Scratch/NextSeq006/RawData/

Undetermined_S0_R3_001.fastq.gz -i1 $HOME/

Scratch/NextSeq006/RawData/

Undetermined_S0_R2_001.fastq.gz -ix $HOME/

Scratch/NextSeq006/RawData/NextSeq006.csv

34

35 ### copy output to existing folder

36 cp *fq* $HOME/Scratch/NextSeq006/

DualIndexDemultiplexed/ && cp -r Logs $HOME/

Scratch/NextSeq006/

Listing C.2: Legion job script 2/2. Decombining and collapsing.
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1 #!/bin/bash -l

2

3 # Sept 2017

4 # Decombining and collapsing NextSeq

5

6 #$ -S /bin/bash

7

8 # Request wallclock time

9 #$ -l h_rt=72:00:00

10

11 # Request RAM

12 #$ -l mem=8G

13

14 #Request TMPDIR space

15 #$ -l tmpfs=300G

16

17 # Name of job

18 #$ -N NextSeq006_dcr-coll

19

20 # Set working dir

21 #$ -wd /home/rebmism/Scratch/NextSeq006

22

23 # load modules

24 module load python2/recommended

25

26 # work done in $TMPDIR

27 cd $TMPDIR

28

29 ### 1. run demultiplexing

30 #python $HOME/Scratch/NextSeq005/scripts/

Decombinator/Demultiplexor_v2.py -r1 $HOME/

Scratch/NextSeq005/RawData/
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Undetermined_S0_R1_001.fastq.gz -r2 $HOME/

Scratch/NextSeq005/RawData/

Undetermined_S0_R3_001.fastq.gz -i1 $HOME/

Scratch/NextSeq005/RawData/

Undetermined_S0_R2_001.fastq.gz -ix $HOME/

Scratch/NextSeq005/RawData/NextSeq004.csv

31

32 ### copy output to existing folder

33 #cp *fq* $HOME/Scratch/NextSeq005/

DualIndexDemultiplexed/ && cp -r Logs $HOME/

Scratch/NextSeq005/

34

35 # 2. run decombinator

36

37 start3=$(date)

38 echo Start decombining at $start3

39

40 mkdir $HOME/Scratch/NextSeq006/Decombined $HOME/

Scratch/NextSeq006/Collapsed

41

42 for f in $HOME/Scratch/NextSeq006/

DualIndexDemultiplexed/*_a*; do python $HOME/

Scratch/NextSeq005/scripts/Decombinator/

Decombinator.py -fq $f -c a; done

43

44 for f in $HOME/Scratch/NextSeq006/

DualIndexDemultiplexed/*_b*; do python $HOME/

Scratch/NextSeq005/scripts/Decombinator/

Decombinator.py -fq $f -c b; done

45

46 end3=$(date)

47 echo Finish decombining at $end3
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48

49 ### copy files then delete to free up space

50 ### may be unnecessary since decombined files don

’t take up so much space

51 cp *n12* $HOME/Scratch/NextSeq006/Decombined/ &&

rm -rf *n12*

52

53 ### 3. run collapsing

54 ### V1-2 swaps regex for re

55

56 start4=$(date)

57 echo Start collapsing at $start4

58

59 for f in $HOME/Scratch/NextSeq006/Decombined/*n12

*; do python $HOME/Scratch/NextSeq005/scripts/

Decombinator/Collapsinator_V1-2.py -in $f;

done

60

61 end4=$(date)

62 echo Finish collapsing at $end4

63

64 ### copy files

65 cp *freq* $HOME/Scratch/NextSeq006/Collapsed/ &&

cp ./Logs/* $HOME/Scratch/NextSeq006/Logs/
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Legion job script for TraCeR

Listing D.1: Legion job script for processing single cell RNAseq data using TraCeR

1

2 #!/bin/bash -l

3

4 # Mar 2017

5 # Testing TraCeR pipeline using test data

6 # modified from "Serial job script example" - UCL

rc wiki

7

8 #$ -S /bin/bash

9

10 # Request wallclock time

11 #$ -l h_rt=2:0:0

12

13 # Request RAM

14 #$ -l mem=24G

15

16 # Request TMPDIR space

17 #$ -l tmpfs=15G

18

19 # Name of job

20 #$ -N test_Tracer_1
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21

22 # Set working dir

23 #$ -wd /home/rebmism/Scratch/output_Tracer_test_1

24

25 # work done in $TMPDIR

26 cd $TMPDIR

27

28 # run the application

29 R1=( *R1.fastq.gz )

30 for f in "${R1[@]}"; do base=$(basename "$f" R1.

fastq.gz); /home/rebmism/sc_TraCeR/tracer-

master/tracer assemble -c /home/rebmism/

sc_TraCeR/tracer-master/tracer.conf -s Hsap $f

${base}R2.fastq.gz ${base} /home/rebmism/

sc_TraCeR/tracerX-data/reads/output; done



Appendix E

Colophon

This document was set in the Times Roman typeface using LATEX and BibTEX, com-

posed using TeXShop.
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