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Abstract
Single neurons form the fundamental information processing units of the brain. Yet
despite our growing knowledge of the electrophysiological and molecular properties of single neurons and their dendrites, little is known about their contribution
to information processing in vivo, which depends strongly on the patterns of synaptic input and the way in which they engage active dendritic mechanisms. Here,
I address the input-output function of single neurons in vivo and the role played by
active dendrites in pyramidal neurons of mouse primary visual cortex using a dual
modelling and experimental approach.
First, I developed and tested new experimental techniques to map functional synaptic
input in vivo: I have established an ultrastructural method to label active synapses
received by the dendrites of an identified neuron during sensory processing in vivo,
while measuring its output with somatic whole-cell recording. I show how to use
the styryl dye FM1-43FX as an activity-dependent in vivo label which can be read out
using focused ion-beam electron microscopy (FIBSEM) and I developed a pipeline
for the semi-automated segmentation of the resulting FIBSEM volumes.
Second, to study dendritic computation and the role of dendritic spikes in vivo, I
have constructed a detailed biophysical model of a layer 2/3 pyramidal neuron, and
a model of the synaptic input it receives during visual stimulation in vivo. Both
models are tightly constrained by experimental data from the literature, including
direct patch-clamp recordings from layer 2/3 dendrites in vivo. My work answers
longstanding questions about the synaptic input patterns received by single neurons
in vivo and the computations implemented by their integration in active dendrites:
I provide a detailed biophysical mechanism for the transformation of synaptic inputs, via dendritic nonlinearities, to somatic output and elucidate the role of active
dendrites for the function of the neuron.
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Impact

The dendrites of single neurons perform a fundamental computation in vivo: they
transform synaptic inputs into neural output, a basic building block for the neural
activity underlying behaviour. However, this input-output transformation in dendrites is not well understood, because the synaptic input patterns during sensory
processing are unknown.
To bridge this gap in our understanding, I have built a detailed biophysical model of
a layer 2/3 pyramidal neuron, and a model of the synaptic input it receives during
sensory stimulation. The combined model advances the conceptual and mechanistic
understanding of single neuron computation in vivo by integrating a large part of
the available experimental literature. My work provides a mechanism for dendritic
integration in vivo that unifies puzzling and contradictory evidence from recent in
vivo experiments: I show for the first time that the threshold for dendritic spikes
can be reached by the activity of very few, strong synaptic inputs and that functional synaptic clustering is not required. This mechanism increases the number of
independent integrative compartments and consequently the computational power
of single neurons. Furthermore, my results demonstrate how active dendrites enable
a sparse input representation, which has broad implications for our understanding
of the operation of neural circuits. Finally, my detailed model will be a valuable tool
to guide future experiments studying the connectivity and activity in single neurons
and neural networks in vivo.
Complementary, to address unknown parameters of the synaptic input in vivo, I have
developed experimental protocols and analyses to map excitatory and inhibitory synaptic inputs onto individual dendrites, using a combination of electrophysiology and
synaptic labelling in vivo with focused ion beam-scanning electron microscopy. By
providing comprehensive anatomical detail, the method is ideally complementary to
other approaches in circuit neuroscience mapping synaptic inputs in vivo, and can
provide crucial parameter constraints for biophysical modelling of dendritic integration in vivo. Furthermore, the high-resolution near-isotropic images of subcellular
structures I obtained are required to address outstanding questions about the physical organisation of synaptic vesicle pools. Finally, the combination of in vivo synaptic
labelling with electron microscopy can provide a crucial functional label of synaptic
connections that is currently missing from the field of connectomics.
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Chapter 1

Thesis Outline

Motivation
Single neurons are the fundamental information processing units of the brain. Structurally, they are the minimal circuit elements – nodes whose incoming and outgoing
edges define the structure of the neural network. Functionally, they perform an
elemental operation – the transformation of input activity to output (Zador, 2000).
While knowledge of single neuron computation may not be sufficient to explain the
brain’s transformations from sensory inputs to behaviour, it is a necessary basis for
building an understanding of the interactions between neurons and for acquiring
and interpreting data at the level of neuronal networks.
Our work addresses open questions about the computations performed by single
neurons in vivo, both at the structural and functional level. We focus on dendrites, which are important determinants of a neuron’s input-output function, as
they receive and integrate the majority of synaptic inputs. The presence of voltagedependent ion channels in dendrites means that they can generate non-linear, regenerative events – so-called dendritic spikes (Ariav et al., 2003; Häusser et al., 2000;
Judkewitz et al., 2006; Larkum and Nevian, 2008; Losonczy and Magee, 2006; Mel,
1993; Polsky et al., 2004; Rhodes, 2006; Schiller and Schiller, 2001b; Schiller et al.,
1997; Spruston, 2008). Dendritic spikes come in many forms and can be distinguished
by the predominant conductance that carries the regenerative influx of current as sodium (Na+ ), calcium (Ca2+ ) or N-methyl-D-aspartate (NMDA) spikes (London and
Häusser, 2005; Migliore and Shepherd, 2002; Spruston, 2008). Decades of theoretical work and experiments in the slice preparation have established a conceptual and
mechanistic biophysical understanding of dendritic spikes, the conditions for their
generation in vitro, and their contribution to neuronal output (Major et al., 2013).
However in vivo, our understanding of dendritic spikes remains poor.
One obstacle for understanding of dendritic spikes in vivo is the lack of experimental
techniques that would allow a comprehensive recording of all synaptic inputs to a
neuron while simultaneously measuring its output during behaviour. At present,
1
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we can only extrapolate from the large body of in vitro work, where the biochemical
environment of the neuron – the concentrations of ions, neurotransmitters and neuromodulators, as well as tissue temperature and ultrastructure – is markedly different
to an intact brain. Furthermore, in vivo network activity dramatically changes the
cable properties of the postsynaptic neuron: for example, in a quiescent slice, the
scaling of individual synaptic inputs with distance to the soma dictates a uniform
amplitude of EPSPs measured at the soma, in a simple manner (Magee and Cook,
2000). Conversely in vivo, spontaneous and stimulus-driven synaptic activity cause a
several-fold increase in membrane conductance and to achieve a uniform amplitude
of EPSPs at the soma, synchronous and spatially stratified synaptic input patterns, or
unreasonably large values of distal synaptic conductances would be required (London and Segev, 2001). In the high-conductance state in vivo (Destexhe et al., 2003),
the integrative properties of neurons – in particular, the contribution of voltage-gated
mechanisms in their dendrites – must therefore be different from what has been observed in vitro. Most importantly, except in rare circumstances (Arenz et al., 2008;
Chadderton et al., 2004), the synaptic input patterns received by dendrites in vivo are
unknown (Palmer et al., 2014).

As a result, both theoretical work (Poirazi et al., 2003b; Ujfalussy et al., 2017) and in
vitro experiments (Branco et al., 2010a; Major et al., 2013, 2008; Polsky et al., 2009;
Schiller et al., 2000; Schiller and Schiller, 2001a) have relied on simplified input regimes to probe dendrites. Therefore they have limited explanatory power for some of
the most recent, most exciting experimental data demonstrating that dendritic nonlinearities can shape neuronal output in vivo (Lavzin et al., 2012; Moore et al., 2017;
Palmer et al., 2014; Sheffield et al., 2017; Sheffield and Dombeck, 2015; Smith et al.,
2013; Takahashi et al., 2016). On the one hand, simple models that do not take into account dendritic morphology cannot speak to observations of functional clustering of
synaptic inputs (Iacaruso et al., 2017; Scholl et al., 2017; Takahashi et al., 2012; Wilson
et al., 2016), in particular, how functional synaptic clustering and the frequency of
local dendritic Ca2+ events, but not somatic action potential (AP) threshold, can predict differences in neurons’ orientation selectivity (Wilson et al., 2016). On the other
hand, several models with complex neural morphology suggest that linear dendritic
integration followed by a somatic non-linearity captures the large majority of neuronal input-output transformation, with dendritic non-linearities explaining as little
as 2% of somatic membrane potential variance (Ujfalussy et al., 2017) or 12% of spike
rate variance (Poirazi et al., 2003b). These models are difficult to reconcile with the
experimental observation of a very high frequency of dendritic spikes (Moore et al.,
2017; Smith et al., 2013), and the fact that intracellular NMDA receptor blockade
can abolish neuronal output while subthreshold somatic membrane potential is little
affected (Palmer et al., 2014).

3

Contribution
To bridge this gap in our understanding of dendritic integration in vivo, we built a
detailed biophysical model of a layer 2/3 pyramidal neuron in mouse primary visual
cortex (V1), and a model of the synaptic input it receives during visual stimulation
(Chapter 5). The combined model integrates biophysical knowledge of dendrites
obtained in vitro with recent experimental results on dendritic integration in the behaving animal, and allows us to explore the conditions under which dendritic spikes
can be generated from synaptic inputs in vivo, as well as their impact on the output
and function of single neurons. We address the following questions: what are the
biophysical mechanisms underlying dendritic spike generation in vivo – compared to
in vitro? How do dendritic spikes affect the output of a single neuron and its stimulus selectivity? Which synaptic input patterns in vivo are required to recruit dendritic
spikes?
We show that under in vivo conditions, dendritic spikes can be generated by the
activity of already a few, strong synaptic inputs, acting on a background of synaptic
activity elsewhere in the dendritic tree. In contrast to experiments in the slice (Gasparini and Magee, 2006; Gasparini et al., 2004; Larkum and Nevian, 2008; Losonczy
and Magee, 2006; Losonczy et al., 2008) and previous models of dendritic integration
in vitro (Polsky et al., 2009), functional synaptic clustering is not required for the initiation of dendritic spikes under in vivo-like conditions. Furthermore, we provide a
first quantitative relation between dendritic spikes, AP output and its tuning during
sensory processing (Bittner et al., 2015, 2017; Lavzin et al., 2012; Palmer et al., 2014;
Sheffield et al., 2017; Sheffield and Dombeck, 2015; Smith et al., 2013).
However, building a detailed biophysical model of dendritic integration in vivo requires numerous constraints on parameters of the synaptic input during sensory
stimulation as well as parameters of the postsynaptic neuron. While experimental
data and sophisticated approaches for fitting biophysical model neurons exist (Almog and Korngreen, 2016; Druckmann et al., 2007, 2008, 2011; Hay et al., 2011;
Keren et al., 2009, 2005), important parameters of the synaptic input are still missing: the number, fraction and sign of active synapses on a dendrite, the local ratio
of excitation to inhibition (E:I ratio), the spatial distribution of active synapses along
the dendritic branch as well as the variability in distributions across different dendritic branches. Furthermore, crucial features – such as the local dendritic E:I ratio,
or the spatial pattern of inhibitory synaptic inputs – are inaccessible to two-photon
Ca2+ imaging, which is currently the primary experimental technique for studying
synaptic input in vivo (Gidon and Segev, 2012; Kerlin et al., 2018; Takahashi et al.,
2012; Wilson et al., 2016).
To address these unknown parameters, we have developed experimental protocols
and analyses to map synaptic inputs – both excitatory and inhibitory – onto individual dendrites, using a combination of electrophysiology and synaptic labelling in
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vivo with focused ion beam-scanning electron microscopy (FIBSEM) (Chapter 4). We
optimised in vivo presynaptic FM1-43FX loading and postsynaptic single-neuron labelling for the strict requirements for sample preparation posed by FIBSEM imaging.
Further, we describe correlated light and electron microscopy approaches and develop routines for the semi-automated segmentation of FM1-43FX labelled synaptic
vesicles. Finally we discuss the impact, caveats and broader implications of our work
and outline possible directions for future research (Chapter 6).

Outline
Chapter 2: Introduction
We give a brief overview of the literature on neural circuit reconstruction and single
neuron computation, with a focus on methodology and theoretical concepts relevant
for our work. This includes different methods for the characterisation of synaptic
connections and structural neural circuit reconstruction, as well as their combination
with functional measurements at the circuit level (“functional connectomics”). Further, we outline the mapping of synaptic inputs using FM styryl dyes as a functional
label, targeted to high resolution 3D microscopy (FIBSEM) and semi-automated segmentation. We then introduce the main topic of this work, single neuron computation in vivo, and derive the analytical methods on which our biophysical modelling is
based. We describe dendritic spikes and present the experimental evidence supporting their role in single neuron computations in vivo, such as orientation selectivity in
V1.

Chapter 3: Materials and Methods
This chapter describes in depth the experimental protocols and computational methods used in our work. This includes optimised protocols for in vitro and in vivo
electrophysiology, tissue fixation, staining and immunohistochemistry for FIBSEM.
We report the settings used during FIBSEM imaging and describe our pipeline for
semi-automated image segmentation. Further, we detail our realistic biophysical
model of a layer 2/3 neuron and the in vivo synaptic input model used to drive it,
including alternative input regimes. Finally, we present our detectors for dendritic
Na+ spikes and NMDA spikes and specify details of our analysis methods.

Chapter 4: Optimising ultrastructural identification of functional synapses
using FIBSEM
We develop a protocol that allows functional mapping of in vivo synaptic activity,
by combining in vitro synaptic labelling approaches with in vivo electrophysiology
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(Marra et al., 2012). Importantly, we adapt and refine previous electron microscopy
(EM) preparation protocols for FIBSEM, to allow imaging and analysis of synaptic
input onto dendrites at nanoscale resolution.
We test and optimise several approaches for identifying cells in both two-photon
and EM images. Briefly, we make use of natural and artificial landmarks to identify
slice regions loaded with an activity-dependent FM dye and to target the FIBSEM
field of view to the sample. We further use Neurolucida reconstructions and X-ray
tomography to identify structures in EM volumes. In addition, we present alternative protocols to enable a combination of our optimised methods with in vivo Ca2+
imaging.
The EM datasets generated with our methods are small, but because they contain
functional information at the sub-cellular level, they nevertheless present an immense
analysis challenge. To address this, we develop an approach that automates the
segmentation of the functional synaptic label in our FIBSEM images.

Chapter 5: Modelling single neuron computation in vivo
By synthesising the available experimental literature we build a detailed biophysical
model of a layer 2/3 neuron in mouse V1 and a best-estimate model of the synaptic
drive it receives in response to a high contrast grating. Using the combined presynaptic and postsynaptic model, we simulate the sensory stimulation of a V1 layer
2/3 neuron in vivo to address questions posed by recent experimental work (Palmer
et al., 2014; Smith et al., 2013): how are dendritic spikes generated from synaptic
input patterns in vivo? What defines the different types of dendritic spikes? What is
their contribution to neuronal output and its tuning?
We show that surprisingly few excitatory synaptic inputs suffice to engage dendritic
spikes under in vivo conditions. Furthermore, we demonstrate that dendritic spikes
– in particular dendritic NMDA spikes – are the main drivers of AP output. As
a result of these relationships, a small number of strong synapses (corresponding
to only about 1% of the total synaptic input) can determine the tuning of neuronal
output via activating dendritic spikes.
Our results provide the first quantitative understanding of how active dendrites contribute to a “canonical computation”, the orientation selectivity in layer 2/3 neurons
in mouse V1. Importantly, we reproduce and explain a number of puzzling experimental findings – for example the frequency of dendritic spikes in vivo (Smith
et al., 2013), the relationship between functional synaptic clustering, local dendritic
Ca2+ events and orientation selectivity of neuronal output (Wilson et al., 2016), and
the dependence of neuronal output on NMDA receptor activation (Palmer et al.,
2014). Moreover, we make several experimentally testable predictions, which should

6
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be addressable in the near future as experimental techniques for probing dendritic
function in vivo become more powerful.
Our findings have important implications for neural network organisation and synaptic plasticity. Specifically, active dendrites allow already a small number of strongly
connected neurons to achieve feature selectivity, reducing the number of connections required to sustain sensory representations. Furthermore, this implementation
provides the local network with great flexibility for learning: only a small number of
connections need to be changed to encode a different stimulus and alter the response
properties of a neuron.

Chapter 6: Discussion
We summarise our results, outline how they advance the current knowledge of single
neuron computation in vivo, and describe how the protocols presented in Chapter 4
and the results presented in Chapter 5 complement each other. Furthermore, we
discuss caveats of our methodology as well as open questions about synaptic inputs
and single neuron computation during sensory stimulation in vivo and outline future
work to address them.

Chapter 2

Introduction

One fundamental goal in neuroscience is to understand the structure and function
of the neural circuits of the brain. A common conceptual approach, inspired by the
ideas of David Marr (1969), is to treat the brain as information processing system and
divide the analysis of its circuits into three complementary levels. On the computational level, neuroscientists study the what and why of a circuit – why does a circuit
produce a particular behaviour? What is the (real-world) problem that the brain of
an animal needs to solve? For example, the brain of a mouse allows it to recognise
objects, such as food and mates. On the algorithmic or representational level, one studies how the circuit produces this behaviour – what representations does it use? For
example, how are different objects in the field of view represented in the visual cortex
of mice? On the implementation level, the analysis focuses on how these representations and computations are physically realised. For example, how are computations,
such as object recognition, implemented in the connectivity and activity of neural
networks, or in the input-output functions of single neurons?
Our work focuses on the final level, using the computation of orientation selectivity
in layer 2/3 pyramidal neurons of mouse V1 as a model system. Notably, how this
and other computations are physically implemented in neuronal “hardware” can
make a big difference for the possible representations and computations in a neural
circuit – where single neurons can already perform complex computations, networks
built of such neurons have much greater computational capacity.
Here, we review some of the most important historic and recent findings which
have defined our current understanding of neural circuits and single neuron computation. We focus on methodology and theoretical concepts that form the basis of
the approach taken in our work. We first provide an introduction to the characterisation of synaptic connections. We introduce structural neural circuit reconstruction and discuss the difficulties in combining it with functional measurements at the
circuit level (“functional connectomics”). We further describe combined structuralfunctional measurements at the single neuron level: the mapping of synaptic inputs
using a functional label (FM styryl dyes) in combination with high resolution 3D
microscopy (FIBSEM) and semi-automated segmentation.
7
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We then address single neuron computation in vivo, the main topic of this work.
We introduce the concept of single neurons as simple computational elements and
derive the analytical methods that provide the basis for our biophysical modelling.
Furthermore, we describe dendritic spikes – a hallmark of single neuron computation
in vivo – and give an overview of the experimental evidence for their importance
in neuronal function. Finally, we introduce the specific computation, orientation
selectivity in V1, addressed by our work.

Functional-structural characterisation of synaptic connections
in vivo (Introduction to Chapter 4)
Structural neural circuit reconstruction
Starting with the famous circuit drawings by Ramon y Cajal (1894, see Figure 2.1),
neuroscience has traced out the anatomy of neural circuits to provide a structural
basis for the study of animal behaviour. Pioneering work by Sydney Brenner and
colleagues described for the first time the wiring of the entire nervous system of an
animal – the first “connectome” – a full reconstruction of the neural circuit of the
worm C. elegans obtained through laborious manual reconstructions of EM micrographs (White et al., 1976). The availability of its full connectome gave impetus to
decades of work on C. elegans, still makes the worm a model system of choice in
neuroscience and inspired recent efforts to obtain connectomes for other model systems in neuroscience, such as Drosophila (Eichler et al., 2017), the zebrafish larva
(Hildebrand et al., 2017) and the mouse (Mikula et al., 2012). A connectome can inspire theories and experiments about its function (Borst, 2000; Marr, 1969), it places
a fundamental constraint on the computations the circuit can perform (though sometimes this constraint is not very tight (Prinz et al., 2004)), and knowledge of the
circuit structure is necessary to interpret functional experiments. Thus until today,
structural information is considered to be the “missing link” (Denk et al., 2012) to a
mechanistic understanding of many neural circuits.
Several techniques have been developed to obtain connectomes, including both chemical and viral, anterograde and retrograde neural tracers in combination with light
microscopy. While several high-resolution light microscopy techniques now allow
the identification of synaptic contacts, for example GRASP (Feinberg et al., 2008),
super-resolution imaging (Tønnesen and Nägerl, 2013), and trans-synaptic viral tracing (Wickersham et al., 2007), EM is still the most widely used technique to unequivocally identify synaptic connections (Gray, 1959). Furthermore, recent technical
improvements in the automation of both EM image acquisition (Denk and Horstmann, 2004; Eberle et al., 2015; Kasthuri et al., 2015; Lichtman and Denk, 2011) and
image reconstruction (Briggman and Denk, 2006; Helmstaedter, 2013; Helmstaedter
et al., 2011) have renewed interest in the study of connectomes, or “connectomics”.
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Figure 2.1: Cortical neural circuits drawn by Cajal
Left: Drawing of Ehrlich methylene blue-stained pyramidal neurons in the rabbit
cerebral cortex. Pyramidal neurons are covered in dendritic spines, where Cajal
speculated neurons received their inputs from other neurons. Accordingly, the direction of information flow is indicated by the arrows. Right: Drawing of the cortical
circuit, showing layer 5 pyramidal neurons (F and G) with apical dendrites reaching
into layer 1, layer 4 pyramidal neurons (B-E) and layer 2/3 pyramidal neurons (A) as
well as various interneurons. Axons are marked with a. Images from Instituto Cajal
del Consejo Superior de Investigaciones Cientificas, Madrid.
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Functional connectomics
Until recently, functional information has been missing from connectomics (Seung,
2011), due to technical limitations. As a result, the field is still faced with a dichotomy
of approaches: on the one hand are structural descriptions of neural circuits that lack
functional information, and on the other hand circuits are described by their function
alone – even their functional “connectivity” (Friston, 2011) – but without direct relation to structural connectivity. Combining the two approaches is challenging. Only
in rare circumstances of small model systems, such as the crustacean stomatogastric
ganglion (Hudson et al., 2010), or small subcircuits, such as the retina (Helmstaedter
et al., 2013), has it been possible to extract a near-complete wiring diagram of the
circuit at the same time as a description of neuronal activities associated with a given
stimulus or behaviour.
Larger model circuits, such as the primary sensory areas in mouse cortex where a
lot of functional information is available, pose several problems from a connectomics
perspective: on the one hand, many of these model circuits are not well defined. For
example, in layer 2/3 of mouse V1 it is unclear whether a subnetwork of recurrently
connected, similarly tuned pyramidal cells and their synaptic contacts constitute a
meaningful circuit, or whether the full V1 area should be considered. On the other
hand, many circuits are not fully accessible – the number of neurons whose activity
one can reasonably measure is a minor fraction of the total number of neurons in
the circuit (Chen et al., 2016; Chen et al., 2017; Hamel et al., 2015; Peron et al., 2015;
Resendez et al., 2016; Stirman et al., 2016). 1
In the face of these challenges, the works of Bock et al. (2011), Briggman et al. (2011)
and Lee et al. (2016) are rare attempts to combine functional analysis with connectomic reconstruction of a network. These studies employed two-photon Ca2+ imaging
to determine a functional property and serial section EM to reconstruct the connections of neurons within the local network. Briggman et al. (2011) found that the
connections between starburst amacrine cells and direction selective ganglion cells
in the mouse retina are asymmetrically connected, and that this asymmetric wiring
contributes to the computation of direction selectivity. Importantly, the results can be
used to reject certain models of direction selectivity and support others. Bock et al.
(2011) and Lee et al. (2016) focus on the network of layer 2/3 pyramidal neurons in
V1. While the work of Bock and colleagues confirms convergent excitatory input onto
inhibitory interneurons from the local network, the results were limited by the small
numbers of functionally characterised and reconstructed inputs per neuron, despite
the large scale of the reconstruction effort (the analysed volume spanned ~ 450 ×
335 × 52 µm, containing about 1,500 cell bodies). Lee and colleagues characterised
the functional properties of V1 neurons in a larger volume (~300 × 300 × 200 µm of
1 While it is possible to model large neural circuits without knowing much about their structure
(Körding and König, 2000, 2001a,b; Markram, 2006; Markram et al., 2015), the resulting structural and
functional circuit properties should be seen as a hypothesis that requires testing with a connectomic
approach.
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which 450 × 450 × 150 µm were imaged in transmission EM), and found preferential
connectivity between layer 2/3 neurons that shared their orientation preference.
As exemplified by these pioneering studies, the experimental techniques for the functional characterisation of structurally measured connections currently pose a limit on
functional connectomics. Furthermore, theoretical work suggests that such a functional characterisation must also contain parameters such as the weight of the connection, in order to predict network dynamics for a given circuit structure (Hopfield, 1995; Iyer et al., 2013). Currently, large-scale functional connectomics relies
on proxies of synaptic weight, such as the apposition area between two neurites
(Helmstaedter et al., 2013) or the size of the postsynaptic density (Ballesteros-Yáñez
et al., 2006; Lee et al., 2016), since experiments that reliably measure synaptic weights
and experiments that establish the connectome of full circuits are usually mutually
exclusive (Briggman et al., 2011; Cossell et al., 2015; Helmstaedter et al., 2013; Kleinfeld et al., 2011; Markram et al., 1997; Mikula et al., 2012). However, by focusing
functional-structural studies only on a single neuron, as in our work, it becomes
possible to establish both the functional and structural parameters of the neuron’s
complete synaptic input – its “dendritic connectome” (Boergens et al., 2016). Importantly, to integrate any techniques for functional measurements at synapses with
connectomic circuit reconstructions, they must be compatible with EM.

Mapping synaptic inputs with two-photon Ca2+ imaging in vivo
Active synaptic inputs can be identified either through monitoring Ca2+ transients
associated with an AP in presynaptic terminals (Delaney et al., 1989; Regehr and
Tank, 1991a; Regehr and Tank, 1991b; Rusakov et al., 2004; Smith et al., 1993) or the
influx of Ca2+ in the postsynaptic dendrite associated with a depolarisation in the
local membrane potential (Chen et al., 2013; Chen et al., 2011; Helmchen et al., 1999;
Jia et al., 2010; Svoboda et al., 1997; Takahashi et al., 2012). An early study showed
that Ca2+ signals in the dendrites of hippocampal pyramidal neurons in vitro can be
restricted to single spines (Yuste and Denk, 1995), suggesting that they are the result
of individual synaptic inputs. Furthermore, it is now possible to use two-photon
microscopy in the awake behaving animal (Grienberger et al., 2015). As a result, the
most common approach for mapping excitatory synaptic inputs onto the dendritic
tree of neurons in vivo is currently the use of two-photon microscopy in combination
with Ca2+ indicators. Early experimental work in layer 2/3 neurons of mouse visual
cortex (Jia et al., 2010, 2011) and whisker cortex (Chen et al., 2011) described dendritic NMDA-dependent calcium hotspots. They were assigned to individual synaptic
inputs suggesting the activity and stimulus preferences of synaptic inputs was random distributed across the dendritic tree. Interestingly, the synaptic organisation in
interneurons showed functional clustering of synaptic inputs, with respect to their
preferred stimulus orientation (Chen et al., 2011).
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More recently, several studies have described a clustered layout when mapping synaptic inputs during sensory stimulation or spontaneous activity. For example, Takahashi and colleagues (2012) used Ca2+ imaging of spines on layer 2/3 pyramidal
neurons in the mouse somatosensory cortex to describe local clustering of synaptic
inputs during spontaneous activity. Furthermore, stimulus-related clustering of synapses has been observed in layer 2/3 pyramidal neurons of both in the ferret and
mouse primary visual cortex (Iacaruso et al., 2017; Wilson et al., 2016). Notably,
due to the inability of resolving inhibitory synaptic inputs using two-photon Ca2+
imaging, the spatial and temporal pattern of inhibitory synaptic inputs, both during sensory stimulation and spontaneous activity is still unknown. In addition, the
origin of the observed Ca2+ transients from individual synaptic inputs is highly debated: shaft Ca2+ signals from local dendritic spikes can spread into dendritic spines
where they are difficult to distinguish from the Ca2+ signal arising from synaptic
inputs. Similarly, interference in the Ca2+ signal from back-propagating somatic APs
(bAPs) is a long-known (Svoboda et al., 1997) and still mostly unsolved problem.

Mapping synaptic inputs with electron microscopy in vivo
EM is well suited to a thorough characterisation of synaptic inputs: it offers the
spatial resolution to unequivocally identify individual synapses, which generally requires special additional treatment in light microscopy (Feinberg et al., 2008; Tønnesen and Nägerl, 2013; Wickersham et al., 2007). In contrast to Ca2+ imaging, EM
allows the identification of inhibitory synapses. And finally, compared to other EM
techniques FIBSEM significantly reduces the resolution in the z dimension. The resulting near-isotropic datasets allows one to address questions at the sub-cellular level,
such as the spatial distribution of functional vesicle pools, which has important consequences for the function of the single neuron (Chamberland and Tóth, 2016; Fowler
and Staras, 2015; Goldstein et al., 2008; Kaeser and Regehr, 2017; Kononenko and
Haucke, 2015; Mochida, 2011; Musazzi et al., 2015). While EM provides an unparalleled method for describing subcellular structure, dendritic morphology and the
spatial arrangement of synaptic connections, to date this has rarely been combined
with functional measurements, such as recording the activity of those synapses in
vivo.
Synaptic activity can be measured by monitoring the pre- or postsynaptic voltage
(Kulkarni and Miller, 2017), pre- and/or postsynaptic Ca2+ (Denk et al., 1996; Yang
and Yuste, 2017), by monitoring vesicle release (Balaji and Ryan, 2007; Granseth et
al., 2006; Miesenböck et al., 1998; Sankaranarayanan and Ryan, 2000) or detecting
the neurotransmitter released by the synapse (Marvin et al., 2017). Those methods
labelling synaptic vesicles, such as FM styryl dyes, allow the most straightforward
link between the functional label and synaptic structure, since the vesicular label can
be directly identified in EM and provides an activity-dependent structural correlate,
in contrast to other structural readouts such as the size of the postsynaptic density or
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pre- and postsynaptic Ca2+ (Buchs et al., 1994; Toni et al., 1999). Therefore, FM dyes
have been successfully used as a vesicular marker (Cochilla et al., 1999; Hoopmann
et al., 2012; Rizzoli et al., 2003). Importantly for combining functional FM loading
with structural analysis, some FM dyes are fixable and compatible with EM. They are
delivered to the extracellular space and are taken up during vesicle recycling (Betz et
al., 1992). The dye is fixed and rendered electron-dense by photoconversion to form
an osmophilic precipitate that can be identified in the electronmicrograph (Henkel
et al., 1996; Hoopmann et al., 2012; Opazo and Rizzoli, 2010; Sandell and Masland,
1988). A synapse that has been active in vivo can then be identified permanently by
containing synaptic vesicles loaded with the dye. Thus, when loaded into vesicles
during synaptic activity, the FM label allows ultrastructural recording of synaptic
activity during sensory processing in EM (see Chapter 4).
Notably, to unequivocally identify synaptic vesicles filled with FM dyes requires a
high resolution in all dimensions (<10 nm). In particular, a high z resolution is
necessary to distinguish FM-labelled vesicles from e.g. filaments running perpendicular to the xy plane (see Error Analysis in Chapter 4). While conventional SBFEM
methods only achieve section thicknesses of 50 –100 nm (Lichtman and Denk, 2011),
SEM imaging with FIB missing provides near-isotropic datasets with the necessary z
resolution to unequivocally identify synaptic vesicles filled with FM.

FIBSEM imaging
Until recently, acquiring large EM volumes required considerable manual effort for
cutting, imaging and aligning serial transmission EM (TEM) sections (Briggman and
Denk, 2006; Harris et al., 2006), but several new techniques now automate all of these
steps (Helmstaedter et al., 2008). The automated techniques are based on scanning
EM (SEM), where the electron beam does not pass the sample as in TEM, but scans
the surface of a tissue block or slice at lower energies. The electrons interact with the
tissue volume (whose size depends on the incident beam energy) and back-scattered
electrons are detected to form the image. Heavy metal stains are used for contrast,
as they reflect more electrons than the unstained background.
Denk and Horstmann (2004) automated the cutting of an EM block by imaging the
block face and cutting off a thin layer with an ultra-microtome built into the imaging chamber (Serial Block Face SEM, SBFSEM) . Hayworth et al. (2006) developed
an Automated Tape collecting Lathe Ultra-Microtome (ATLUM), that cuts ultra-thin
sections (~100 nm) which are automatically collected in a continuous ribbon. Both of
these automated cutting techniques also facilitate the automation of imaging. In addition, by working on block, SBFSEM solved the problem of registering and aligning
the serial sections taken from this block.
Rather than using a diamond knife to cut sections, in FIBSEM imaging sections are
milled using a focused ion beam (FIB; Knott et al., 2008). This achieves a section
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thickness as thin as 5 nm, thinner than is possible with a diamond knife. During the milling process, a beam of gallium ions oriented parallel to the block face
mills away sections and at the same time polishes the surface. The polished surface can then be imaged with an electron beam. At an x-y resolution comparable
to TEM, the FIB milling provides the advantage of generating thin, continuous sections. The automated alternating between milling and imaging generates datasets
of near isotropic resolution, facilitating image alignment and reconstruction. Since
these technical developments have significantly automated and improved image collection, the processing and analysis of the acquired images has become the main
bottleneck (Helmstaedter and Mitra, 2012). The newest segmentation methods, such
as flood-filling networks (Januszewski et al., 2016, 2017), use supervised learning often implemented in neural networks to achieve remarkable segmentation accuracy
(Martin et al., 2004; Pinheiro et al., 2016; Romera-Paredes and Torr, 2016).

Modelling single neuron computation in vivo (Introduction to
Chapter 5)
Single neuron computation describes the input-to-output transformation performed by
individual nerve cells: the transfer function from synaptic inputs into AP output.
There are two aspects of single neuron computation to study. At a mechanistic level,
the biophysical implementation of the single neuron transfer function by active dendritic and somatic mechanisms; at an algorithmic level (Marr and Poggio, 1976), the
single neuron transfer function itself. Both have implications for the dynamics and
computations of a circuit built of such neurons. On the one hand, the biophysical
properties of a single neuron, for example the ability of its dendrites to generate
dendritic spikes and drive somatic output, can be exploited by the circuit by driving
the postsynaptic neuron with fewer synaptic connections (see Chapter 5) and allows
a sparse encoding of stimulus features. On the other hand, if already single neurons can implement complex computations, for example temporal credit assignment
through aggregate-label learning (Gütig, 2016), this endows neural networks with
greater computational capacity.

Simple models of single neuron computation
McCulloch and Pitts (1943) pioneered the idea of single neurons as simple computational elements that linearly sum inputs, compare the sum to a threshold, and use a
binary AP output to perform logical and arithmetic operations. While this analogy is
not far off, the McCulloch and Pitts model does not capture the temporal dynamics
of the membrane potential that underlies the generation of APs. As early as 1907,
Lapicque proposed that the temporal dynamics of the membrane potential can be
modelled by viewing the single neuron as an electrical equivalent circuit, consisting
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of a capacitor and resistor in parallel. Briefly, this divides the total membrane current
into a capacitative current and an ionic current
Im = Cm

dV
+ Ii
dt

where Im is the membrane current, Ii is the ionic current, dV
dt is the change in membrane potential V with respect to time t and Cm is the specific membrane capacitance.
In the model, the capacitor integrates charge up to a specified threshold membrane
potential, at which point an AP is fired that discharges the capacitor and resets the
membrane potential to rest. This model is considered to be the first (linear) integrateand-fire neuron model (Abbott, 1999; Brunel and Van Rossum, 2007).

Figure 2.2: The neuron membrane as electrical equivalent circuit
Left: the electrical circuit representing the neuronal membrane, with RNa = 1/gNa ;
RK = 1/gK ; Rl = 1/gl ; arrows indicate direction of current flow. Hodgkin and
Huxley assumed RNa and RK varying with time and membrane potential; all other
components are constant. Right: membrane current equation, where Im is the total
membrane current, Ii is the ionic current, dV
dt is the change in membrane potential V
with respect to time t and Cm is the membrane capacitance per unit area. Adapted
from Hodgkin and Huxley (1952).
The seminal work of Hodgkin and Huxley (1952) added a simple empirical description of the ionic conductances underlying APs in the squid giant axon (see Figure 2.2),
which allowed them to find a mathematical model for AP generation. Until today,
integrate-and-fire models are built with mathematical convenience in mind, characterised by a small number of parameters and act as building blocks in simulations
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of neural network models (Arcas et al., 2003; Brunel and Wang, 2003; Gerstner et al.,
1996; Hopfield, 1995; Koch and Segev, 1998; Pillow et al., 2005) and can further our
understanding of the algorithm implemented by a network (Marr and Poggio, 1976).
Simple models can qualitatively reproduce a broad range of observed neuronal spiking behaviours (Izhikevich, 2004) and some achieve a remarkable quantitative match
with experimental data (Jolivet et al., 2008). However, the quantitative match can only
be achieved with experimental data from somatic recordings, as many simple models do not capture dendrites (but see for example Pinsky and Rinzel, 1994). They
cannot therefore provide mechanistic insights such as how a neural circuit targets
single nerve cells and how single neuron computation is implemented at a biophysical level. To address these questions requires the use of a realistic biophysical model
of single neurons including dendrites, which is expressive enough to capture their
rich behaviour.

Biophysical models of single-neuron computation
Quantitative modelling of single-neuron computation was made possible by the conceptual advance to treat the neuron, and in particular the extended dendritic tree, as
a cable (Rall, 1964; Segev et al., 1994). Accordingly cable theory became the study of
the partial differential equations that describe the temporal evolution of voltage in
(dendritic) cable structures.
Cable Theory To represent a complex 3D biological dendrite as a 1D cable, several
simplifications can be made. First, we can neglect the magnetic field, as the magnetic
vector potential associated with the movement of charges has a negligible effect on
the electric field of the cable (Koch, 2004). Second, because the membrane resistance
is very high compared to the resistivity of the cytoplasm, most of the current flows
along the cable. Thus, assuming negligible radial currents, it is sufficient to describe
the voltage in a single dimension (Rall, 1969).
Under these assumptions, we can represent a neuron as a series of extended cable
or discrete electrical circuits (see Figure 2.2). To move from a description of Vm in
a single point on the cable to the representation of an extended dendritic tree, we
need to take into account how current flow depends on the spatial dimensions of the
cable. For this purpose, it is convenient to re-express the three voltage-independent
properties of a passive cable – internal resistance Ri , membrane resistance Rm and
the specific membrane capacitance Cm – as quantities per unit length of cable, where
d is the cable diameter, i.e.
ra =

4Ri
pd2

is the axial resistance of the cable in units of W cm

(2.1)
1

(see Figure 2.3, blue),
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rm =

Rm
pd

(2.2)

is the membrane resistance in units of W cm, and
(2.3)

cm = Cm pd
is the membrane capacitance in units of µF cm

1

(Koch, 2004).

Current can flow either along the cable – axial current ia – or across the membrane
– membrane current im . According to Ohm’s law, the current flowing between two
points on the cable, x and x + Dx, can be expressed as
V ( x, t)

V ( x + Dx, t) = ra ia ( x, t)

(2.4)

For a given location on the cable, the currents flowing into and out of this point must
sum to 0 (Kirchhoff’s law of current conservation):
im ( x, t)Dx + ia ( x, t)

ia ( x

Dx, t) = 0

(2.5)

In the limit of Dx ! 0
∂ia
( x, t)
(2.6)
∂x
Given im at this location, the spatial gradient of the membrane potential Vm along
the cable is proportional to both the axial resistance ra and the axial current ia , and
we can calculate Vm at this point by taking the limit of Dx ! 0
im ( x, t) =

∂Vm
( x, t) =
∂x

r a i a ( x, t)

(2.7)

1 ∂2 Vm
( x, t) = im ( x, t)
r a ∂x2

(2.8)

Substituting (2.7) into (2.6), we arrive at

which describes the membrane potential Vm in an extended 1D cable structure (see
Figure 2.3, blue circle).
The current flowing across the dendritic membrane im is composed of three parts
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im ( x, t) = io ( x, t) + ic ( x, t)

(2.9)

ip ( x, t)

an ohmic current, due to the membrane resistance
io =

V ( x, t) Vrest
rm

(2.10)

a capacitative current due to membrane capacitance
ic = cm

∂V ( x, t)
∂t

(2.11)

and any external currents i p ( x, t), such as current injected in parallel to the membrane
current with an intracellular patch pipette, where by convention positive current is
flowing outwards across the membrane and current injected into the membrane is
positive. Thus,
im ( x, t) =

V ( x, t) Vrest
∂V ( x, t)
+ cm
rm
∂t

ip ( x, t)

(2.12)

see Figure 2.3, red circle.
Combining (2.8) and (2.12) and multiplying by rm , we arrive at the linear cable equation
l2

∂2 Vm
( x, t) = (V ( x, t)
∂x2

Vrest ) + tm

∂V ( x, t)
∂t

rm ip ( x, t)

(2.13)

with the steady-state space constant l, defined as
l=

r

rm
ra

(2.14)

and the membrane time constant tm , defined as
tm = cm rm

(2.15)

The linear cable equation describes the membrane potential in a constant diameter,
unbranched cable. In the absence of any input ip ( x, t), Vm will be the same throughout (“isopotential”) and equal to a constant Vrest (between -70 and -90 mV for cortical
pyramidal neurons). Given appropriate boundary conditions, the equation can be
analytically solved for the steady state condition (Huys et al., 2006; Rall and Rinzel,
1973) and transient input Rinzel and Rall (1974), assuming that membrane properties
are independent of Vm for small deviations in voltage from Vrest .
Important biophysical concepts can be derived from the linear cable equation, assuming an infinite, constant diameter cable: the space constant l, which describes
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ia(x,t)
½ra

½ra

∆x

rm

cm
im(x,t)

Figure 2.3: Compartmental model of a dendritic tree
A discretisation of the cable equation as a system of coupled ordinary differential
equations, each representing a small segment cylindrical cable of isopotential membrane with length Dx. The membrane potential in a single segment depends on the
axial current ia (blue circle) and the membrane current im (red circle), see Equation
(2.8). The full circuit is equivalent to a passive dendrite with three segments. This
representation of dendrites forms the basis for compartmental modelling. In the limit
of Dx ! 0 , the compartmental approximation converges to the cable equation (10).
Modified from Gerstner et al. (2014).
the distance over which the voltage amplitude from a steady state current ip ( x ) injected at a point x0 in the cable decays by 1/e (in an infinite cable), the membrane
time constant tm , which describes the time to charge the membrane in response to a
step current, and the input resistance Rinput , which determines the voltage response
to slowly varying current injections.
Compartmental models To build biologically realistic models of neurons we need
to modify the infinite, constant diameter cable to represent the elaborate dendritic
trees of real neurons (Dayan and Abbott, 2001). Branched dendrites can be approximated by connecting several cable segments together, each with a distinct electrotonic length and diameter (see Figure 2.3) and appropriate boundary conditions. We
can then determine the input resistance – recursively for each segment and at branch
points – and solve analytically for the steady-state voltage response to current injection from a synaptic input or electrode at any location in the dendritic tree.
However, solving for temporal dynamics is challenging analytically and analytical
methods do not scale well to a larger number of current inputs, such as the number
of synaptic inputs received by a cortical pyramidal neuron (~ 10 000), as for n additional inputs, n2 additional computations are required (Koch, 2004). More importantly, when adding “realism” to the dendritic tree in the form of dendritic tapering
and voltage-dependent ionic conductances, the cable equation becomes intractable
with linear techniques and requires a numerical solution. In a seminal paper, Rall
(1964) discretised the non-linear partial differential cable equation as a system of
coupled ordinary differential equations, each representing a small segment Dx of
isopotential membrane (see Figure 2.3). As the segment length decreases, in the limit
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of Dx ! 0 the approximation converges to the cable equation (2.10). Rall’s approach
formed the basis for compartmental modelling and neural simulation software (De
Schutter, 1992). Today, neural simulators such as GENESIS (Beeman et al., 2007),
NEURON (Hines and Carnevale, 1997) or Moose (Ray and Bhalla, 2008), provide
efficient implementations of these numerical methods and allow to build realistic
biophysical models (McDougal et al., 2017).

Dendritic computation Due to their cable properties, even passive dendrites can
implement computations (Koch et al., 1983; Rall, 1964). When introducing the compartmental modelling approach, Rall (1964) demonstrated the impact of dendritic
morphology on the interaction of conductance-based synaptic inputs. He showed that
summation of excitatory synaptic inputs can be either non-linear or linear, depending
on their location on a dendritic branch and the order in which synaptic inputs were
activated. In addition, he introduced the idea that a strategic placement and temporal activation of inhibitory inputs relative to excitatory inputs could implement
various input-output functions. Koch and colleagues (1983) followed up, demonstrating how combinations of excitatory and inhibitory inputs to passive dendrites
can implement simple logic operations, and thereby implement directional selectivity to moving visual inputs in a single neuron. Furthermore, passive dendrites can
act as delay lines for synaptic inputs arriving at different distances from the soma
and in different directions (towards or away from the soma, Rall (1967), see Figure
2.4): Agmon-Snir et al. (1998) showed that neurons in the auditory brainstem exploit
this property to “detect” coincident inputs arriving on the same dendrite to compute
inter aural time differences for the localisation of sound.
While already passive dendrites can implement computations, many dendrites contain voltage-dependent ion channels which render them “active”, i.e the dendritic
response to current input is non-linear. Thus, a particularly productive use of biophysical models has been to mechanistically study active dendrites, and in particular
the non-linear integration of synaptic inputs. The hallmark of such non-linear integration of synaptic inputs are various types of dendritic spikes, which are introduced
in detail in the next section.

Dendritic spikes
The first recordings of dendritic spikes used sharp microelectrodes on cerebellar
Purkinje and hippocampal pyramidal neurons and already suggested a “rich repertoire of dendritic excitability” (Häusser et al., 2000). For example, Llinás and Hess
(1976) observed Ca2+ dependent dendritic spikes in the Purkinje cells which could
be evoked either by parallel fibre input or direct current injection via the recording
electrode.
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Figure 2.4: Passive dendritic computations
Reproduced from (Rall, 1977; Rall, 1967). A. EPSP shapes as measured by the combination of time-to-peak and half-width, simulated at input locations along an equivalent cable (numbered triangles) or a single compartment (dotted line), or where
synaptic input was delivered uniformly over the entire neuron surface (solid line).
t
t
The synaptic conductance used is a brief transient f (t) = tpeak
exp(1 tpeak
), where
t
tpeak

= 0.04 of the membrane time constant. B. Schematic of the reduction of a dendritic tree to an equivalent cable with stimulation locations shown in A. C. Examples
of computed EPSPs indicated by the number in the triangle for local and simultaneous stimulation (as in A). Note that peak amplitudes were normalised to aid shape
comparison.
Today, as a result of extensive theoretical work and experimental work in vitro, the
generation of dendritic spikes in isolated dendrites is well understood at a mechanistic level: locally, a voltage threshold for activation of voltage-gated channels, such as
voltage-gated Na+ or Ca2+ channels or NMDA receptors, has to be reached to cause
a regenerative or self-amplifying influx of Na+ or Ca2+ ions leading to crossing of the
voltage-threshold. In the case of NMDA receptor activation, the depolarisation above
the voltage-threshold has to be paired with presynaptic glutamate release to allow
current flow. Depending on the type of dendritic spike and the local morphology,
the regenerative event propagates to adjacent dendrites or remains local.
Analytical definition of dendritic spikes Despite the known biophysical detail,
there have been few attempts at a rigorous definition of what constitutes a dendritic
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Figure 2.5: Experimental evidence for dendritic spikes in vitro
A. Stuart et al., 1997b. Somatic and dendritic (thicker trace) recording during synaptic stimulation in layer 2/3. The dendritic recording shows a dendritic spike in the
absence of a somatic AP. B. Golding and Spruston, 1998: Simultaneous patch-clamp
recordings from the soma (thin traces) and primary apical dendrite (thick traces,
distance = 242 µm) of hippocampal CA1 pyramidal neurons during synaptic stimulation in stratum lacunosum-moleculare (arrow). Note how the dendritic spike seen
in the dendritic recording is strongly attenuated at the soma. C. Larkum et al., 1999:
Triple patch-clamp recordings from the soma and two locations on the apical dendrite of layer 5 pyramidal neurons. A somatic step current followed by distal current
injection in the shape of an EPSP evokes back-propagating action potential activated
Ca2+ spike firing (BAC firing) – a burst of APs following the onset of a dendritic
Ca2+ spike in the distal dendrite. D. Schiller et al., 2000: Left, traces of excitatory
postsynaptic-like potentials evoked by a 1 ms ultraviolet laser pulse directed to a
basal dendrite in the presence of 1 mM extracellular caged glutamate, evoked at increasing laser intensities show a non-linearity in the dendritic response. Right, image
of a basal dendritic branch (140 µm from the soma) during a dendritic spike, representing the net calcium increase during spike initiation. The circle indicates the site of
the glutamate uncaging. E. Losonczy and Magee, 2006: Left, two-photon image stack
of a CA1 pyramidal neuron, with magnification showing seven spines used for twophoton glutamate uncaging. Right, glutamate uncaging-evoked EPSPs (gluEPSPs)
and first temporal derivatives of the same traces (bottom). A larger number of synchronous input (top three traces) leads to a dendritic spike with a fast component in
the upstroke of the suprathreshold gluEPSPs and a slower rising portion. Notice the
corresponding sharp increase in the dV/dt plot at threshold.
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Figure 2.6: Experimental evidence for dendritic spikes in vivo
A. Kamondi et al., 1998: Intracellular sharp electrode recordings from apical dendrites of rat CA1 pyramidal neurons in vivo show dendritic spikes in response to a
step current (1.0 nA) with a fast (arrow) and slow spikes (asterisk). Inset shows temporal detail of the fast and slow spikes. B. Helmchen et al., 1999: Intracellular sharp
electrode recording of a dendritic spike (top) and the corresponding Ca2+ transient
(bottom) in layer 5 pyramidal neurons of rat barrel cortex. C. Larkum and Zhu,
2002: Whole-cell recording of spontaneous input (top) and whisker-evoked (bottom)
dendritic spikes in the apical tuft of a layer 5 pyramidal neuron in rat barrel cortex.
spike (Rapp, 1997). It is tempting to think that dendritic spikes – like somatic spikes
and in contrast to EPSPs – involve a local voltage threshold and consequently a regenerative voltage response (Major et al., 2013). In an isopotential structure – such as a
single dendritic compartment – the definition of a regenerative event can be phrased
in terms of a current-voltage (I–V) relationship (Major et al., 2013; Platkiewicz and
Brette, 2010; Schiller and Schiller, 2001a). For example, dendritic NMDA spikes can
easily be identified using the I–V relationship of the NMDA receptor. The analytically defined threshold for regenerativity Vthres is at the intersection of the I–V curve
with the voltage axis, an unstable fixed point above Vrest where the sum of all ionic
currents j is zero (see Figure 2.7):

Â ij = 0
j

This threshold definition for NMDA spikes generalises to any type of regenerative
event – the slope of the voltage trajectory always equals the sum of all membrane
conductances, whereas which trajectory is taken depends on the values of gactive ,
i.e. the density of available voltage-gated channels and/or glutamate-bound NMDA
receptors.
In non-isopotential structures, such as dendrites, we have to consider axial current
loss and so the voltage threshold has a spatial dependency. Only when assuming
steady-state conditions in a passive, uniform cable, the voltage threshold Vthres can
be analytically defined by the sum of all ionic currents along the cable to be zero,
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slope = gleak + gactive + gmaxNMDA

Passive

passive:
slope = gleak
Boosting

Rest
–ve

Voltage

X

+ve
Bistable
(can trigger
ON/OFF)

Fixed points
= Stable
= Stable/unstable
X = Unstable (ON/OFF) threshold
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Figure 2.7: Current-voltage regimes for dendritic NMDA spikes
The I–V relationship of the NMDA receptor has four regimes: passive, boosting,
bistable and self-triggering, with two types of fixed points (stable, filled circle vs
unstable, open circle). A passive membrane (no voltage-dependency, no NMDA receptors) has a linear I–V curve (dark blue). An active, voltage-dependent membrane
can have a family of N-shaped I–V curves: all curves between the cyan and red show
bistable behaviour. When the maximum NMDA conductance (gmaxNMDA ) is large
enough, the curve crosses the zero axis at three fixed points with the middle point
(green cross) being the voltage threshold for an NMDA spike (green curve). When
gmaxNMDA is further increased, the threshold and rest points move progressively closer
together until they merge (red line) and the depolarised state becomes self-triggering.
Modified from Schiller and Schiller (2001a).
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Z •
0

isum dx = 0

where isum is the sum of ionic currents at a given location and x is the distance from
the point of current injection.

Biophysical definition of dendritic spikes In real dendrites receiving in vivo synaptic input, the assumptions that allow an analytical spike threshold definition (steadystate input, passive membrane, uniform diameter cable) are not valid as dendrites
receive transient input, are weakly excitable and have a complex morphology. Furthermore, the spike is no longer all-or-none and its amplitude depends on stimulus strength and duration. Thus, several alternative definitions of dendritic voltage
threshold have been suggested in this case (Rapp, 1997).
1. The membrane potential at which a brief space-clamp causes spontaneous spike
initiation, i.e. V = Vthres if an instantaneous clamp to this value results in a
spike. At this threshold potential, the depolarisation of Vm due to the injected
current overcomes the repolarisation due to the immediate removal of the current. However, the large current sink imposed by an extended cable means that
the voltage needs to be changed over a long stretch of the cable and usually
implies unreasonably high Vthres .
2. An inflection point, indicative of the regenerative acceleration in the voltage trace
accompanying a dendritic spike.
3. A separation point between an active and a passive voltage response, which
requires to set an (arbitrary) difference between the active and passive voltage
responses to define Vthres .
4. The membrane potential at which a brief square current injection is followed
by spontaneous spike initiation. To measure voltage threshold in this way, one injects a square current pulse with an amplitude calibrated so that a regenerative
response is produced only after the current is terminated. Vthres can then be
identified with the voltage at the end of the current pulse.
Because definitions (1) and (4) require direct dendritic patching and voltage-clamp or
current injection to evoke a dendritic spike, they are unsuitable to identify the dendritic spikes generated by synaptic input during sensory processing in experiment
(Palmer et al., 2014; Smith et al., 2013). Similarly, under in vivo conditions an inflection point in the local dendritic voltage (2) will be masked by noise from irregular
synaptic input and definition (3) is only available in biophysical models of dendritic
spikes, but not experiment. Even when modelling dendritic spikes, definitions (1)
and (4) do not make sense conceptually as they cannot be used to identify dendritic
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spikes generated from in vivo-like input. Furthermore, identifying a dendritic spike
based on an inflection point in the local dendritic voltage only works for a single
synaptic input as already a second EPSP will cause an inflection point in the voltage
trace of the first. In our work, we therefore choose to define dendritic spikes based
on the difference between an active and a passive voltage response (definition 3, see
Chapter 3 Section 3.2).

Dendritic spikes during sensory processing in vivo
Until the last decade, dendritic spikes have mostly been studied in vitro (London and
Häusser, 2005). With the advent of experimental techniques for measuring dendritic activity in behaving animals, in particular deep tissue two-photon Ca2+ imaging, investigating the role of dendritic spikes for sensory processing has become increasingly experimentally accessible (Grienberger et al., 2015; Helmchen et al., 1999;
Lavzin et al., 2012; Manita et al., 2017; Xu et al., 2012). Early work focused on Ca2+
spikes in the apical dendrites of layer 5 pyramidal neurons, which were observed
in rat barrel cortex during whisker stimulation (Helmchen et al., 1999), and could
be identified as tuft plateau potentials in mouse barrel cortex (Xu et al., 2012) that
required correlated sensory and motor input. Two recent studies directly link dendritic Ca2+ spikes to sensory perception: Takahashi et al. (2016) used a combination
of two-photon Ca2+ imaging and optogenetics, to demonstrate a correlation between
dendritic Ca2+ spikes in layer 5 pyramidal neurons of mouse primary somatosensory
cortex (S1). Similarly, Manita et al. (2015) showed that inputs from secondary motor
cortex (M2) coincidentally arriving at basal and tuft dendrites of layer 5 pyramidal
neurons in S1, evoke a back propagating action potential-activated dendritic Ca2+
spike and result in somatic burst firing, a mechanism demonstrated previously in
vitro (Larkum et al., 1999). Importantly, optical inhibition of the top-down signal
from M2 impairs the ability of mice to perform a texture discrimination task.
In contrast to Ca2+ spikes in layer 5 pyramidal neurons, dendritic spikes observed
in layer 2/3 neurons of mouse cortex in vivo are based on NMDA receptors and
voltage-gated Na+ channels. Using dendritic patch-clamp recordings it has been
shown that dendritic NMDA spikes and Na+ spikes enhance stimulus selectivity during visual processing (Smith et al., 2013). Furthermore, Palmer et al. (2014) found
that NMDA spikes evoked by sensory stimulation, which occurred simultaneously
in several dendritic branches and had a large influence on the number of APs.
Yet the field still lacks an understanding of how the dendritic spikes characterised in
vitro and observed in vivo are employed by synaptic inputs to perform computations
during sensory processing. This is the case even for well-studied computations, such
as orientation selectivity in V1 pyramidal neurons which is considered a canonical
operation of cortex (see Miller, 2016, for a recent review). Below, we provide a brief
overview of the large body of classic and recent experimental data available on the
system which we chose for our work.
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Orientation selectivity in V1
V1 of both carnivores and rodents has been a system of choice to study network and
single neuron computations. Briefly, pyramidal cells in V1 respond selectively to the
orientation of elongated visual stimuli: for example, a neuron will be active with
high firing rates when the animal sees a grating of vertical orientation, but does not
respond to a horizontally oriented grating. The inputs received by this neuron are
relayed by the thalamus and originate in retinal ganglion cells, which are selective to
point-like centre-surround stimuli (see Figure 2.8). 2

Figure 2.8: V1 receptive field theory
Theoretical idea of V1 receptive fields build up from thalamic inputs (Hubel and
Wiesel, 1959). Lateral geniculate nucleus (LGN) cells (yellow) with receptive fields
(yellow circles) arranged in a certain spatial organisation (here: with ON centres
(black crosses) in a diagonal straight line) project with excitatory connections to a
pyramidal cell in layer 4 of V1 (pink). The pyramidal cell has a receptive field that
combines the spatial properties of the LGN receptive fields, in this case an elongated
ON centre (pink outline). Modified from (Hubel and Wiesel, 1959).
This has lead to the idea of a hierarchical build up of complexity through the successive combination of simple linear filters, and a substantial amount of theoretical
work on the implementation of orientation selectivity in these networks and neurons,
notably without much mention of dendrites (Ben-Yishai et al., 1995) .
While in carnivores a crystalline spatial arrangement of functional similarity as well
as neural connectivity underlies orientation selectivity, similarly-tuned neurons are
randomly distributed in mouse V1. For a long time, it has been unclear whether
the connectivity underlying this so-called salt-and-pepper organisation depends on
feature similarity nevertheless and how orientation selectivity might be implemented
2 Recent work (Lien and Scanziani, 2013; Sun et al., 2016) suggests that inputs to V1 layer 4 from
thalamus are already orientation and/or direction selective. However, this observation does not solve
the problem of how selectivity is computed but only transfers the computation one synapse closer to
the periphery.
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in the absence of connectivity biases. Some theoretical work (Hansel and Vreeswijk,
2012) suggests that specific functional connectivity is in fact not required, but that
strong orientation selectivity can emerge in a recurrent layer 2/3 network with weakly
tuned layer 4 input, provided the network is in the excitation-inhibition balanced
state (Van Vreeswijk and Sompolinsky, 1996). Recent experimental work however,
found selectivity biases in local connectivity of mouse V1 layer 2/3 – similarly tuned
neurons are more likely to be connected and with stronger connections (Cossell et
al., 2015; Iacaruso et al., 2017; Ko et al., 2011) . Yet we still lack a mechanistic understanding of the impact this has on generating orientation selective responses in
single neurons, in particular how this could engage dendritic and somatic nonlinearities (Palmer et al., 2014; Palmer et al., 2016; Smith et al., 2013).
Another important open question in single neuron computation of orientation selectivity is the contribution of the spatial and temporal pattern of synaptic inputs in
vivo to selective neural output. Pioneering studies suggested a random spatial organisation of synaptic inputs on the dendritic tree, both anatomically and in terms of
their functional selectivity (Chen et al., 2011; Jia et al., 2010). Recent work found the
clustering of functionally similar synaptic inputs in hippocampal pyramidal neurons in vitro (Kleindienst et al., 2011; Takahashi et al., 2012; Winnubst and Lohmann,
2012) and during spontaneous activity in vivo (Takahashi et al., 2012), but it is unclear whether and how functional clustering contributes to enhanced selectivity in
the neuronal output (Chen et al., 2013; Chen et al., 2011; Jia et al., 2010).

Chapter 3

Materials and Methods

3.1

Materials and Methods for Chapter 4

Here we present the optimised protocols for the novel combination of functional
mapping of synaptic activity in combination with FIBSEM imaging. Briefly, we first
describe the tissue preparation and electrophysiology for both in vitro and in vivo experiments and three methods employed for FM1-43FX loading in vitro (electrical and
optogenetic stimulation) and in vivo (visual stimulation). We show our optimised
protocols for the conversion of a cellular biocytin label in combination with photoconversion of FM1-43FX to label active synapses for FIBSEM. To prepare future work
using two-photon Ca2+ imaging as an alternative to in vivo whole-cell recordings
to measure neuronal output and deliver the cellular biocytin label, we have tested
immunohistochemical approaches to label GCaMP-positive neurons and develop an
electron-dense stain for EM. Importantly, we adapted previous EM preparation protocols for use with FIBSEM by maximising heavy-metal loading, as well as sample
properties and geometry and surface to achieve optimal imaging conditions for FIBSEM. We also report FIBSEM imaging parameters and introduce the software and
datasets used for the semi-automatic segmentation of FM1-43FX labelled vesicles in
EM volumes. An overview of experimental protocols and optimisation steps for both
in vivo and in vitro preparations can be found in Figure 3.1.

Tissue preparation and Electrophysiology
Hippocampal slices We made 300 mm sagittal slices containing the CA3 and CA1
regions of hippocampus from P21 rats using standard techniques. Briefly, rats were
anaesthetised using isoflurane and decapitated according to Home Office regulations. We dissected the brain in ice-cold artificial cerebrospinal fluid (ACSF). ACSF
contained (in mM and obtained from Sigma, if not otherwise stated) 125 NaCl, 2.5
KCl, 25 D-glucose, 1.25 NaH2 PO4 , 25 NaHCO3 , 1 MgCl2 , 2 CaCl2 (final osmolarity
310 mmol/kg). ACSF was bubbled to saturation with carbogen (95 % O2 , 5 % CO2 )
29
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to achieve a pH of 7.4. After dissection, we extracted the brain and cut sagittal slices
using a vibratome (Leica VT1200S). We incubated the slices in carbogen-saturated
ACSF at 34ºC for 30 min and then at room temperature (RT) for at least 30 min before use within four hours. For FM dye loading, we transferred the slices into an
ACSF-perfused bath at RT, held them in place using a harp grid and allowed them
to equilibrate for 15 mins.

Cortical slices We made 300 mm coronal slices containing primary visual cortex
(V1) from female, ChR2-YFP mice at P34, as above. To make whole-cell patch clamp
recordings, we placed the slices into a ACSF-perfused bath at 32-33ºC. We visualised
slices using infrared differential interference contrast optics on an upright microscope
(Zeiss Axioskop).

In vivo Surgery We used female, adult C57BL/6 mice at P30 - P45. Anaesthesia was
induced with 5% isoflurane and chlorprothixene (2 mg/kg body weight) injected
intraperitoneally, and maintained with 1-3% isoflurane during surgery and 0.5-1%
during imaging, respectively. Lacrilube was used to protect the eyes from drying
out. Once the animal became unresponsive to tail pinch, we removed a circular area
of the scalp and cleaned the scull by scraping remaining skin with a blade. We
fixed a small stainless steel plate to the scull over monocular (0.5 mm ventral, 2.5
mm lateral of lambda) with dental cement. We soaked the skull for 5–10 min in
aCSF (150 mM NaCl, 2.5 mM KCl, 2.5 mM HEPES, 2 mM CaCl2, 1 mM MgCl2)
and then used a dental drill (NSF) to make a small craniotomy ( 1 mm diameter)
while minimising bleeding. After removing the bone cap with forceps (Dumont #3,
World Precision Instruments), we exposed the dura inside the head plate. In some
surgeries we performed a duratomy using fine forceps (Dumont #55, World Precision
Instruments). We covered the craniotomy in agar (4%) and ACSF and head-fixed the
mouse under the microscope.

FM1-43FX-loading
Electrical stimulation in hippocampal slices We placed a recording electrode containing ACSF and 20 µM FM1-43FX dye (a fixable form of the FM1-43 styryl membrane dye, Molecular Probes) in the stratum radiatum of CA1 region, with the tip
of the electrode ~50 mm below the surface of the slice. To load axon terminals with
FM1-43FX, we evoked field excitatory post-synaptic potentials (amplitude 0.2 mV)
using a tungsten electrode, stimulating at 0.2 Hz. After establishing a response, we
added CNQX at 20 µM to the perfusion solution, to minimise recurrent excitation in
the network. We puffed FM1-43FX (at about 15-20 psi) through the recording electrode for a total of 7 mins: 3 mins of FM puffing only, followed by stimulation and
puffing for 2 mins, followed by 2 minutes of puffing only during which FM1-43FX is
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taken up via endocytosis. Finally, we washed the slice for 10-20 minutes, to reduce
FM1-43FX labelling of extracellular membranes.

in vitro
Electrophysiology

FM-loading

Fixation

in vivo
- cortical/hippocampal slices
- biocytin fill
- electrical/ optogenetic
stimulation
- wash
- microwave fixation

Electrophysiology

- craniotomy over V1
- response characterisation and biocytin fill

FM-loading

- visual stimulation

Fixation

- cardiac perfusion
- slicing

Biocytin reaction
- Neurolucida imaging
Photoconversion
- Landmarks
- Neurolucida imaging
Osmification & Embedding

Ultramicrotomy

- preparing FIBSEM FOV
- edge optimisation

X-ray tomography

- targeting FIBSEM FOV

FIBSEM imaging

- volume acquisition
- 2P-X-ray-EM correlation

Image segmentation

- detecting photoconverted
vesicles

Figure 3.1: Overview of experimental protocol and optimisation steps
Steps of the in vitro (left) and in vivo (right) experimental protocol. Details of each
process and/or optimisations performed are annotated on the right.

Optogenetic stimulation in cortical slices We identified V1 layer 5 based on the cell
bodies of pyramidal neurons (somatic size of approximately 20 µm) and made wholecell voltage clamp recordings from their soma using a Multiclamp 700B amplifier.
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Recording pipettes (4-6 MW) contained intracellular solution (in mM if not otherwise
stated) 130 K-methanesulfonate, 10 HEPES, 7 KCl, 0.05 EGTA, 2 Na2 ATP, 2 MgATP
and 0.5 Na2 GTP, titrated with KOH to pH 7.2. We added 0.5 % biocytin to the
intracellular solution in order to label the recorded cells. We used ACSF containing 1
mM kynurenic acid to block glutamatergic synaptic transmission. We puffed ACSF
containing 20 mM FM1-43FX close to the recorded cell, as above. We activated the
population of ChR2-positive neurons by stimulating with a blue LED (480 nm) at 3
Hz for different periods to get a defined number of APs. We washed the slice for 10
mins at a high flow rate.

Visual stimulation in vivo We made patch-clamp recordings from a single layer
2/3 pyramidal neuron (5 MW pipette resistance on average, filled with internal solution as above including 0.5 mM biocytin and 0.05 mM Alexa Fluor 488, Molecular
Probes). We presented square-wave gratings (0.04 cycles per degree, 2 cycles/s as
in Cottam et al., 2013; Smith et al., 2013), on an LCD screen to the right eye of the
mouse to determine the orientation preferences of the recorded neuron. After about
15 minutes, we re-sealed the cell and retracted the recording pipette. Following the
biocytin fill, we lowered a second pipette filled with 20 µM FM1-43FX in ACSF, to
load the extracellular space around the basal dendrites of the biocytin filled cell with
an FM1-43FX bolus (ca. 0.03-0.06 µl). Once the bolus reached about 200 µm diameter,
we started the visual stimulation for a minimum of 10 minutes.

+ HRP
+ H2O2

+ DAB

+ OsO4

Figure 3.2: Summary of EM preparation
Top, from left to right: electrophysiology and FM loading in vivo; fixation and preparation of slices; biocytin processing leading to an electron-dense stain of the biocytinfilled neuron. Bottom, from left to right: photoconversion, leading to an electrondense stain of FM-labelled vesicles; osmification; embedding. A similar, very detailed
protocol can be found in Marra et al. (2014). See also Figure 3.1.
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Fixation and Staining
Microwave fixation After FM1-43FX loading and washing in vitro, we immediately
dropped the slice into fixative (2% paraformaldehyde (PFA) + 6% glutaraldehyde in
0.1 M Sodium cacodylate Buffer + 1 mM CaCl2 , filtered). The slice was then fixed by
placing it in a microwave (800 W) for 10 s and washed in 0.1 M Sodium cacodylate
buffer at RT before further processing.

Cardiac perfusion After stimulus presentation and FM1-43FX loading in vivo, we
immediately retracted the loading pipette, increased the isoflurane concentration to
5% and injected ketamine (100 mg/kg)/xylazine (15 mg/kg) intraperitoneally. Once
the mouse was unresponsive to toe pinch, we performed cardiac perfusion with
30 ml 0.1 M phosphate buffered saline (1X PBS. All PBS solutions in the following
are 1X PBS if not indicated otherwise), followed by 50 ml ice-cold fixative (2.5%
glutaraldehyde, 2% PFA in PBS). We removed the brain and kept it in fixative for 30
mins.

Biocytin reaction To stain the slices containing a biocytin filled cell, we removed
any remaining fixative (PBS wash for 3x5 mins), then blocked endogenous peroxidase activity with a 1% H2 O2 + 10% methanol in PBS solution for 5 mins, followed
by another PBS wash (3x10 mins). We incubated the slices with ready-to-use avidinbiotin complex solution (ABC, Vectastain) and 0.05% EM-grade Triton at 4° C for
18-20 hrs. We removed the Triton + ABC solution through a series of PBS washes
(2x10min, 1x15min, 1hr, 2x10min) and incubated the slices in 0.05% diaminobenzidine (DAB) in PBS solution for 30 mins. We developed the biocytin by adding 5 µL
1% H2 O2 to each slice (for about 1-5 mins). Once the labelled cell turned black and
before the onset of background staining, we terminated the reaction by washing with
PBS, followed by another PBS wash (3x10 min). At this stage, we imaged the slices on
a Neurolucida microscope to document the location of the labelled cell to facilitate
LM-EM correlation.

Photoconversion To label FM1-43FX loaded vesicles, we incubated the slice in 100
mM glycine solution for 1 hr, then rinsed with 100 mM NH4 Cl followed by a PBS
wash (1x5 min). We incubated the slice in 1 mg/ml DAB in PBS solution for 13 min,
bubbled with carbogen (see above). We replaced the incubation solution with fresh 1
mg/ml DAB in PBS solution and photoconverted the region of the labelled cell for a
minimum of 30 mins. The photoconversion setup consisted of a upright microscope
(Zeiss Axioskop) with a ×40, numerical aperture (NA) 0.8 water-immersion objective.
The sample was illuminated by a Zeiss HBO 100 mercury lamp in combination with
500 nm excitation filter, to achieve an objective power density of ~1,500 mW/cm2.
Photoconversion was followed by a PBS wash (3x1 min). At this stage, we imaged the
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slices on a Neurolucida microscope (using ×4, ×10 and ×20 objectives) to document
the location of the photoconversion spot. If there were not enough natural landmarks
present to facilitate LM-EM correlation, we made artificial landmarks by manually
applying small cuts (~25-50 mm) with a razor blade. If necessary, after photoconversion the slices can be stored in dH2 O overnight without negative consequences for
their ultrastructure.

Immunohistochemistry
GCaMP expression We injected 2x 200-400 nL of 1:2 AAV1-CAG-FLEX-GCaMP6s
and 1:10K AAV1-CaMKII-Cre in V1 (3 µm anterior, 3 µm lateral to lambda and 1.5
µm anterior, 1.5 µm lateral to lambda) of wild type mice at P60, and waited for
GCaMP expression for 2-3 weeks. To fix the brain containing GFP-labelled neurons,
we performed intracardiac perfusion as above, but using a Heparin injection (500 µl)
into the left ventricle instead of PBS. After perfusion, we left the animal (wrapped in
aluminium foil) at 4ºC for 30 min. We dissected the brain out of the skull, followed by
postfixation (4% PFA in 1x PBS at 4ºC). The next day, we sectioned the brain (100 µm
coronal sections) and verified GFP expression levels on a fluorescence microscope.
Freeze & Thaw permeabilisation As an alternative to standard Triton permeabilisation, we incubated the slices in a cryoprotection solution of 20% glycerol + 20%
sucrose in PBS for 2hrs, on a 3D rocker, to prepare them for Freeze & Thaw permeabilisation. To permeabilise the samples, we froze and thawed the slices in liquid
nitrogen for three times, followed by washes in PBS (3x10 min, RT), 50 mM NH4Cl
in PBS (1x20 min, RT) and PBS (2x10 min, RT).
Biotinylation and biocytin reaction We performed preincubation/blocking in 0.1%
gelatine in PBS for 30 min at RT, before incubating on Primary Antibody Rabbit anti
GFP (1:1000, ThermoFisher A-11122) in PBS + 0.1% gelatine at 4ºC overnight. The
following day, we washed the slices (PBS for 3x10 min, RT), followed by postfixation
(4%PFA + 0.1% glutaraldehyde in PBS, 5 min, RT) and another round of washes
(50 mM NH4Cl in PBS for 2x10 min, RT and PBS for 3x10 min, RT). We performed
preincubation/blocking in 0.8% Bovine Serum Albumin solution (BSA) + 0.2% Fish
Gelatine in PBS for 1hr at RT, before incubating on Secondary Antibody Goat antiRabbit biotinylated (1:200, JacksonImmunoRes 111-065-047) in 0.8% BSA + 0.2% Fish
Gelatine in PBS for at least 3hrs (or overnight, at 4ºC). The following day, we washed
(PBS 3x10 min, RT) and postfixed the slices (1%glutaraldehyde in PBS, 10 min RT;
followed by another wash cycle in PBS 3x10 min, RT). We incubated the slices in ABC
Elite kit (1:200, Vector PK6100) in PBS for 2hrs at RT, before moving to a Tris-based
buffer solution (Tris-HCl 0.05 M, pH 7.4, 2x10 min, RT). We performed the biocytin
reaction as above, and stopped the reaction in Tris-HCl (0.05 M, pH 7.4, 2x10 min),
followed by a final wash (PBS, 2x10 min, RT).

§3.1 Materials and Methods for Chapter 4

35

Antibody labelling We incubated slices in 50 mM NH4Cl in PBS for 20 min at RT,
followed by 2 PBS washes. For blocking, we preincubated slices in 0.1% gelatine in
PBS for 30 min at RT. We applied the primary antibody Rabbit anti GFP 1:1000 in
PBS + 0.1% gelatine overnight at 4ºC (GFP Tag Polyclonal Antibody, ThermoFisher
A-11122). The next day, we washed the slices in PBS for 3x10 min at RT. To preserve
ultrastructure, we applied another fixation (4% PFA + 0.1% glutaraldehyde in PBS)
for 5 min at RT, followed by washes in 50 mM NH4Cl in PBS for 2x10min at RT,
followed by 3x10 min washes in PBS at RT. This was followed by another step of
preincubation/blocking in 0.8% BSA, 0.2% Fish Gelatine in PBS for 1hr at RT. We
used a goat anti-Rabbit biotinylated antibody (JacksonImmunoRes 111-065-047) at
1:200 in 0.8% BSA, 0.2% Fish Gelatine in PBS overnight (for a minimum of 3 hr)
at 4ºC. The next day, we washed the slices in PBS for 3x10 min at RT, followed by
a fixation step in 1% glutaraldehyde in PBS for 10 min at RT, followed by a second
round of washes in PBS for 3x10 min at RT. We then applied the ABC Elite kit (Vector
PK6100) 1:200 in PBS for 2 hr at RT. We washed the slice, first in PBS 2x10 min, then
in Tris-HCl 0.05M, pH 7.4 for 2x10 min at RT and performed the biocytin reaction
as above. We stopped the reaction when the label was developed (5-15 min), using
Tris-HCl (0.05 M, pH 7.4). We then washed the slices in Tris-HCl (0.05 M, pH 7.4)
for 2x10 min at RT, followed by washes in PBS for 2x10 min at RT. We verified the
labelling signal and compared it to expression level.

Preparation for FIBSEM
Osmification To achieve high contrasts and increase sample conductivity, we used
a reduced osmium tetroxide-thiocarbohydrazide(TCH)-osmium (rOTO) protocol to
maximise heavy metal staining of the slices (Hua et al., 2015; Tapia et al., 2012; Willingham and Rutherford, 1984). We moved the slices to our rOTO protocol (modified
from Deerinck et al. (2010)) by replacing the PBS buffer with a Cacodylate-based buffer solution, washing in 0.1 M cacodylate buffer (pH=7.4) for 3x5 min at RT. We then
performed the first osmification step, which also serves as a postfixation, by incubating the slices in a solution of 1.5% potassium ferrocyanide (K4 [Fe(CN)6 ]·3H2 O) and
2% osmium tetroxide (OsO4 ) in 0.15 M cacodylate buffer for 1 hr on ice, followed by
5x3 min washes in dH2 O at RT. The slices were then incubated in a freshly prepared,
filtered TCH solution (0.1g TCH added to 10 ml dH2 O dissolved at 60°C for 1hr) for
20 min at RT, followed by 5x3 min washes in dH2 O at RT. The second osmification
was in 2% aqueous OsO4 at RT, followed by 5x3 min washes in dH2 O at RT. The slices
were stored in 1% uranyl acetate at 4°C overnight. The next day, we performed lead
aspartate staining as follows: we washed off the uranyl acetate (5x3 min washes in
dH2 O at RT) and incubated the slices in fresh Walton’s solution (0.066 g lead nitrate
in 10 ml 0.3% aspartic acid solution, pH adjusted to 5.5 with KOH, heated to 60°C
for 30 min; Walton (1979)) for 30 min at 60°C, followed by 5x3 min washes in dH2 O
at RT. We then dehydrated the slices in an alcohol series on ice: 5 min 20% EtOH, 5
min 50% EtOH, 5 min 70% EtOH, 5 min 90% EtOH, 5 min 95% EtOH, 2x1 min 100%
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EtOH, followed by ice-cold 100% acetone for 10 min and then 100% acetone at RT.
After the dehydration, we started the infiltration of the slices with Durcupan (Sigma)
for embedding.

Embedding We prepared the Durcupan in proportions optimised for FIB milling
at a ratio of 10 g A + 10 g B + 0.1-0.2 g D, finally adding 0.4 g C (less than 0.3 g
gives a soft resin, whereas we wanted at least 0.4 g for a hard resin). We infiltrated
the slices with increasing concentrations of resin at a series of 1:2 Durcupan:acetone,
1:1 Durcupan:acetone, 9:1 Durcupan:acetone for 2 hrs each. We then kept the slices
in 100% Durcupan at 4°C overnight. The next day, we performed an optional second
infiltration in pure Durcupan (>4 hrs). We embedded the slices between Aclar sheets
between glass slices and baked them at 60°C for at least 48hrs.

Ultramicrotomy From the embedded slice, we cut a small piece (approximately 2
⇥ 3 mm2 ) and glued it onto the surface of a filed and polished resin block (Loctite
liquid superglue). To trim the block for FIB milling, we aligned the pia with the x axis
of the FIBSEM field of view (FOV), and trimmed a step of approximate dimensions
2000 µm ⇥ 200 µm ⇥ 100 µm, using a freshly cut glass knife (Leica EM KMR2) on
an ultramicrotome (Leica EM UC6 + S4E).

Mounting We mounted the sample on a conductive stub and applied a continuous
layer of silver paint (Agar Scientific) before sputtering the sample with gold.

FIBSEM imaging parameters
To image samples, we used a focused ion beam SEM (Zeiss NVision 40). Briefly,
a beam of gallium ions oriented parallel to the block face mills away a ~9.3 nm
thick section and polishes the block surface. The surface is imaged with an electron
beam at an angle of 36º. The repeated alternation between milling and imaging was
automated using a custom-written program in C++ interfacing the SmartSEM API to
generate a volume of near-isotropic resolution (6.2 nm in xy, 9.3 nm in z). We used the
following parameters as standard to image tissue containing photoconverted vesicles:
the SEM aperture was 60 µm, chosen as a compromise between image noise and
resolution, assessed the by the ability to distinguish between FM1-43FX labelled and
unlabelled vesicles by eye. 1 SEM dwell time was 12.5 µs or 25 µs per pixel and
1 The

optimum focus spot is reached at a 30 µm aperture – with larger apertures, aberrations in
the electron optics cause the focus spot to widen, whereas with smaller apertures, diffraction effects
increase the size of the focus spot. Larger apertures on the other hand provide more electrons and thus
less shot noise in each pixel. We found a 60 µm aperture to be a good compromise between image noise
and resolution that would allow us to identify photoconverted vesicles by eye.
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electron energy was 1.5 keV. FIB milling was performed with I = 3 nA, 6.5 nA, or 13
nA currents as a compromise between milling speed and milling accuracy. We did
not explicitly monitor acquisition stability, but the datasets chosen for analysis were
selected from regions in the acquired image series that were the most stable in terms
of slice thickness. All datasets were imaged with a single panel.
As a consequence of FIB milling the volume that can be imaged is small and the
sample is destroyed during the milling-imaging cycle. It is therefore crucial to precisely locate structures of interest before imaging to optimise targeting the FIBSEM
FOV, to increase imaging efficiency and to avoid the destruction of the relevant region by the FIB. In regions containing labelled cells the FOV was imaged at two
magnifications to obtain an overview and a high resolution image. Regions containing photoconverted vesicles were imaged at high resolution (6.2 nm in xy, 9.3 nm in
z).

Image segmentation
We used the Linear Stack Alignment with SIFT plugin (https://imagej.net/Linear_
Stack_Alignment_with_SIFT) to Fiji (http://fiji.sc/) with default parameters to align
raw FIBSEM images and Mathematica (https://www.wolfram.com/mathematica/ ) for
3D image processing and supervised machine learning.
We used Ilastik (http://ilastik.org/; Sommer et al., 2011 ) for image segmentation.
Ilastik is an open source software framework for interactive image analysis. It provides
workflows for image annotation and automatic classification of both voxels and objects. Importantly, Ilastik allows the interactive analysis of data subvolumes with
subsequent analysis of the complete image volume in offline batch mode. Many
EM image segmentation approaches focus on connectomics, i.e. the robust tracing and identification of synaptic connections. Thus all steps – including sample
preparation, imaging, as well as segmentation software – are optimised for correct
membrane segmentation (e.g. TrakEM (Cardona et al., 2012), a versatile interface
for semi-automatic reconstruction of serial-section transmission electron microscopy
(ssTEM)). In contrast, Ilastik allows the annotation of intracellular structures, such as
presynaptic vesicles and mitochondria, and can achieve nearly human performance
at identifying synapses from both nearly isotropic (FIBSEM, (Kreshuk et al., 2011))
and anisotropic EM images (ssTEM, (Kreshuk et al., 2014)). Importantly for our purposes, Ilastik has a convenient user interface which allows annotators naive to the
biological samples to interact intuitively with the image data. Furthermore, Ilastik
provides in-built routines for online supervised classification at both the pixel- and
object-level. The online classification allows annotators to get feedback about their labelling strategy. In particular, image regions with bad classification performance are
highlighted to encourage further annotation. In these regions, additional labels set by
the user can drastically improve classification performance. Furthermore, image segmentation with Ilastik is potentially scaleable: a trained classifier can be “exported”
and applied to other image volumes.
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Consensus segmentation For training the supervised classification algorithm, we
used a labelled dataset which we refer to as consensus segmentation. To generate the
consensus segmentation, three human experts – all of whom were experienced in examining EM images and detecting labelled vesicles – made independent annotations
according to previously agreed guidelines. Briefly, these included various vesicle
features, such as size, shape and voxel intensity and neighbourhood features, such
as their location within an axon terminal, close-by labelled vesicles and unlabelled
vesicles or the presence of a postsynaptic density. We then compared the independent expert segmentations and found a consensus for conflicting annotations. Each
human expert spent between six and eight hours on manual labelling. Notably, the
three human experts used different annotation strategies (see Table 4.1 in Chapter 4).
Any annotations in dead tissue were excluded from the consensus segmentation. The
consensus segmentation was a subset of dataset 1 (see Figure 4.18) at x = 509 1076,
y = 739 183, z = 1 273 with a volume of 567 ⇥ 556 ⇥ 272 voxels.

3.2 Methods for Chapter 5
To study the mechanisms of synaptic integration during visual stimulation in vivo,
we built and combined models of the sensory-evoked synaptic input and the postsynaptic pyramidal neuron. Here, we first describe the process of constructing our in
vivo synaptic input model, which satisfies an extensive number of experimental constrains such as the distribution of presynaptic firing rates (Cossell et al., 2015), the
total number of synaptic inputs (Binzegger et al., 2004), the mean number of synaptic
contacts per connection (Feldmeyer et al., 2006), and the connection probability and
strength as a function of receptive field similarity between presynaptic input and the
postsynaptic neuron (Cossell et al., 2015; Ko et al., 2011). Briefly, we fit the lognormal distribution of synaptic weights from an experimentally measured distribution
of somatic EPSP amplitudes (in mV) between pairs of V1 layer 2/3 pyramidal neurons (Cossell et al., 2015) and the calibration of absolute values of synaptic weights
(in nS). We provide details on the number and spatial distribution of synaptic inputs
and the implementation of synaptic activity for different visual stimulus orientations.
Further, we describe the motivation and details of several alternative input regimes
that we have used to test the robustness of our combined models.
Second, we provide details on the postsynaptic model of a V1 layer 2/3 neuron,
which was constrained on a large set of experimental data obtained in vitro (Nevian
et al., 2007; Waters et al., 2003) and in vivo (Brecht et al., 2003; Waters and Helmchen,
2006; Waters et al., 2003). To fit the postsynaptic model neuron, we took a manual
approach. Briefly, we first fit the passive parameters using in vitro measurements
and parameter values from literature. We then constrained the somatic and dendritic excitability to match standard response protocols as observed previously in vitro
(Nevian et al., 2007) and in vivo (Waters and Helmchen, 2006). We selected models
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for NMDA receptors and Nav channels to reproduce the statistics and waveforms of
dendritic events observed with direct patch-clamp recordings from the dendrites of
layer 2/3 pyramidal neurons in mouse V1 in vivo (Smith et al., 2013). In addition
to a description of the postsynaptic neuron model, we give a biophysical definition
of dendritic Na+ spikes and NMDA spikes, describe the spike detectors used in our
simulations and describe our analysis used to obtain spike-triggered averages and
measurements of orientation tuning.

In vivo synaptic input model
We used numerous experimental findings to tightly constrain our synaptic input
model. Briefly, we calculated the average single synaptic conductance based on
experimentally measured distributions of somatic EPSP amplitudes (Cossell et al.,
2015), taking into account dendritic morphology (our simulations) and the number
of synapses per contact (Feldmeyer et al., 2006; Hellwig, 2000). We then matched
up a lognormal distribution of these synaptic weights (Buzsáki and Mizuseki, 2014;
Song et al., 2005) with the distribution of their response correlations (Cossell et al.,
2015), while enforcing a time-averaged synaptic conductance (Haider et al., 2013) in
vivo. Under a realistic overall firing rate distribution (Smith et al., 2013) this placed
a tight constraint on the total number of synaptic inputs. Regarding the spatial and
temporal distribution of synaptic inputs on the dendritic tree, we make the simplest
possible and conservative assumption that synaptic inputs are independent of each
other, and are randomly distributed in space across the postsynaptic dendrites as
well as randomly activated in time. In addition, to assess the generality of our results, we performed simulations with functionally clustered synaptic input (Iacaruso
et al., 2017; Wilson et al., 2016), using different amounts of background activity and
simulations with altered E:I balance (Adesnik, 2017). Finally, we explicitly model
spine neck resistance to verify its effect on the initiation of dendritic spikes.

Number and spatial distribution of synapses The model layer 2/3 neuron receives 5001 synaptic contacts, of which 25% are inhibitory (Binzegger et al., 2004).
Furthermore, 50% of inhibitory synapses were located perisomatically (Freund and
Katona, 2007). To achieve a random spatial distribution of excitatory synapses on
the dendritic tree (Larkman, 1991) we proceeded as follows: for any given synapse,
a dendrite was randomly chosen with a probability matching its fractional surface
area, and a location on the dendrite was chosen from a uniform distribution of relative positions along its length (ranging from 0 to 1). For inhibitory synapses, 50%
were randomly distributed across the dendritic tree according to the same rules as
excitatory synapses. Of the remaining inhibitory synapses, 80% were placed directly
on the soma and 20% were randomly distributed on the four dendrites branching off
the soma, as above.
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In vivo-like synaptic activation Two thirds of synapses (“signal synapses”) were
driven by an inhomogeneous Poisson process (Heeger, 2000), with a mean firing
rate of 1.37 ± 0.23 Hz (excitatory) or 6.0 Hz (inhibitory). These rates are consistent
with Smith et al. (2013) and Haider et al. (2013). Notably, a characteristic feature of
synaptic input during visual stimulation in vivo is the ratio of the tuned (F1) to the
untuned postsynaptic response (F0) it evokes (see for example Cossell et al. (2015),
their Figure 4a-d). We therefore modulated the firing rate of all synaptic inputs by
a sine function of time to mimic an oscillating visual stimulus as has been used in
experiments in vivo. We adjusted the scaling and offset of the sine oscillation to
match experimentally observed F0:F1 ratios (Cossell et al., 2015; Smith et al., 2013).
All other synapses (“background (BG) synapses”) were active at a constant rate of 1.0
Hz (excitatory) or 6.0 Hz (inhibitory) (Brecht et al., 2003; Buzsáki and Mizuseki, 2014;
Haider et al., 2013; Waters and Helmchen, 2006). Overall, the total time-averaged
excitatory and inhibitory synaptic conductance received by the postsynaptic neuron
during visual stimulation was consistent with the experimentally measured values
(Haider et al., 2013). We tested the reliability of these conductance estimates by
simulating the in vivo whole-cell recordings in Haider et al. (2013) and Adesnik (2017)
(see B).
Synaptic weight distribution The weights of excitatory signal synapses followed
a lognormal distribution (Buzsáki and Mizuseki, 2014; Loewenstein et al., 2011; Song
et al., 2005). We used the mean, median and standard deviation of the distribution of
somatic EPSP amplitudes (in mV) recently measured by Cossell et al. (2015) between
pairs of layer 2/3 pyramidal neurons in mouse visual cortex (see also Feldmeyer et
al., 2006; Holmgren et al., 2003; Jouhanneau et al., 2015) to fit a lognormal distribution
with parameters µ = –1.51 and sv = 1.14 as the mean and standard deviation of the
underlying normal distribution, respectively.
To translate the measured mean somatic EPSP amplitude into the peak conductance
of a single synaptic contact, we simulated the activation of a single contact, determined the resulting EPSP amplitude at the soma, and averaged the results of iterating
this procedure over all dendritic locations where we placed the single active contact
(see Figure 3.3 and Markram et al., 1997). We then adjusted the peak synaptic conductance of this single contact to match the experimentally measured somatic EPSP
amplitude divided by the number of synaptic contacts per connection between layer
2/3 pyramidal neurons (2.8; Feldmeyer et al. 2006; Hellwig 2000). We used a fixed
number of synaptic contacts per connection for this conversion since the correlation
between the number of synaptic contacts per connection and the somatic EPSP amplitude is weak (Feldmeyer et al., 2006; Markram et al., 1997), and other factors, such
as dendritic location, presynaptic release probability and postsynaptic conductance
per synaptic contact, are more important determinants of somatic EPSP amplitude.
As this procedure assumes a release probability of 1, it yields a conservative estimate
of the peak conductance of an average synaptic contact of 0.162 nS for signal synapses and we set the conductance of BG excitatory synapses to 0.1 nS. Further, we
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used an NMDA:AMPA ratio = 1 (Smith et al., 2013) and verified that this produced
results consistent with experimental data. We used a GABA peak conductance of 0.1
nS, GABA reversal potential of –80 mV and kinetics as in (Smith et al., 2013)
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EPSPs model

EPSPs experiment
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C

EPSP amplitude (mV)

EPSP amplitude (mV)
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dendrite 1

dendrite 2

dendrite 103

...
...
synaptic strength (nS)

Figure 3.3: Calibration of the average synaptic weight
A. To calibrate synaptic weights, we reproduce an experimentally measured EPSP
distribution by simulating a test synapse with weight wtest successively in all dendrites. B. We adjust the weight of the test synapse, until the resulting EPSP distribution
Dmodel (µ, s) (left), matches the experimental EPSP distribution (right) (Cossell et al.,
2015). C. To infer a synaptic weight distribution based on the model EPSP distribution Dmodel (µ, s) and the adjusted test synapse weight wtest , we take into account
that on average an axonal contact consists of 2.8 synapses (Feldmeyer et al., 2002).
The resulting synaptic weight distribution Wmodel (µ, s) is then lognormal, with µ =
–1.51 and sv = 1.14 of the underlying normal distribution. Yellow lines in B and C
show the mean of the distribution.
Implementation of synaptic input for different visual stimulus orientations Neurons with similar receptive field properties are more likely to be connected, and share
stronger synaptic connections than neurons with unrelated receptive field properties (Cossell et al., 2015; Lee et al., 2016). To emulate these findings we implemented the relationship between synaptic weight and preferred orientation similarity as
follows: first, we defined a preferred orientation, 90°, for the postsynaptic neuron
and one preferred orientation for each presynaptic input. We then assigned each
oriented synaptic input a synaptic weight, to fit both the overall distribution of synaptic weights (see previous paragraph and Figure 3.4) as well as the distribution of
synaptic weights per orientation (see Cossell et al. (2015), their Figure 2g). Finally,
the orientation of the visual stimulus was defined by how strongly the postsynaptic
neuron was activated: during the preferred orientation, synapses with a similar orientation (and consequently on average higher weights) were strongly activated, while
synapses preferring the orthogonal orientation were activated weakly, and vice versa
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Figure 3.4: Implementation of grating orientations
A. Top, the lognormal distribution of all synaptic input weights obtained from the
procedure shown in Figure 3.3. Centre, number of connections (i.e., synaptic inputs
to the postsynaptic neuron) as a function of correlation between the sensory response
of the presynaptic input and the postsynaptic neuron (Cossell et al., 2015). Bottom,
distribution of synaptic strengths across presynaptic-postsynaptic response correlation and connections. B. Definition of 0°, 45°, 90° and 135° stimulus orientations. The
postsynaptic neuron is by definition tuned to the 90° orientation, thus for the 90°
orientation, strong synaptic inputs receive high firing rates (the high-frequency tail
of a normal distribution of firing rates), whereas for the 0° orientation, weak synaptic
inputs receive high firing rates. The orientations 45° and 135° lie in-between.
(Figure 3.4). Overall, synaptic input firing rates follow a normal distribution with
a mean of 6 Hz (3 Hz for non-preferred) and standard deviation of 4 Hz (2 Hz for
non-preferred) (Buzsáki and Mizuseki, 2014). Distributed across synapses of different synaptic weights, this achieves the average synaptic firing rates described under
the in vivo-like synaptic activation above.

Alternative input regimes
Clustering of synaptic inputs To reproduce recent experimental results (Wilson et
al., 2016), we used functionally clustered synaptic inputs in a subset of simulations.
To match the dispersion of orientation preferences of synaptic inputs along the dendrite measured by Wilson and colleagues, we fitted a Gaussian to the spiking response
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Figure 3.5: Clustering of synaptic inputs
A. ROIs covering the dendritic tree. These were chosen to replicate the ROIs that
Wilson et al. (2016) used to calculate circular dispersion. B. Circular dispersion within
ROIs for random (grey) and clustered (blue) synaptic input. Arrows indicate the
mean of the distribution.
of each synapse to four different stimulus orientations (0º, 45, 90 and 135), and calculated its preferred orientation. We then calculated the difference in orientation
preference between all synapses. To generate clusters of similarly tuned synapses,
we split the dendritic tree into regions of interest (ROIs) of approximately 20 mm
length (19.9 ± 3.6 µm, mean ± std; see Figure 3.5), within which experimental work
has identified clustering or random synaptic organisation (Iacaruso et al., 2017; Jia et
al., 2010; Wilson et al., 2016). We then calculated the circular dispersion between the
orientation preferences of synapses for each ROI. Next, we swapped the location of
the spine with the highest circular dispersion with another randomly chosen spine;
we then re-calculated the circular dispersion for all spines in the two ROIs affected
by the new locations generated through the swap: if the new locations reduced the
mean circular dispersion, we accepted them, if the new locations increased or did
not change the mean circular dispersion, we rejected the swap. We repeated this
swapping procedure until the mean circular dispersion of all spines was equal to or
less than 15º (Wilson et al., 2016). Our final “clustered” model had a circular dispersion between spines of 15.0º ± 6.7º (mean ± std; see Figure 3.5), in agreement with
experimental data (Wilson et al., 2016).

Altered E:I input ratio The relationship between excitation and inhibition is an
important determinant of dendritic integration (Gidon and Segev, 2012; Müllner et
al., 2015; Rieubland et al., 2012) as well as population dynamics (Brunel, 2000; Van
Vreeswijk and Sompolinsky, 1996; Zhou and Yu, 2018). Thus, we aimed to include the
relative contribution of excitatory and inhibitory synaptic inputs in our synaptic input model: for example, matching up the lognormal distribution of synaptic weights
with the distribution of response correlations (Cossell et al., 2015), while enforcing a

44

Materials and Methods

time-averaged synaptic conductance (Haider et al., 2013) under a realistic overall firing rate distribution placed a tight constraint on the total number of synaptic inputs.
Notably, the results in Haider et al. (2013), which constrain time-averaged synaptic
conductances gAMPA and gGABA to be extremely low, were obtained with orientated
bars, which is a weaker stimulus than the moving oriented gratings used by Smith et
al. (2013). Intriguingly, the number of synaptic inputs we obtained using the above
constraints were nevertheless compatible with experimentally measured values of
synaptic density (Hsu et al., 2017; Vidal et al., 2016). However, most recent electrophysiological data (Adesnik, 2017) - also using moving oriented gratings - suggest
that this strong requirement on the synaptic conductance can be slightly relaxed. In
particular, assuming excitatory reversal potential of Erev = +10 mV and an inhibitory
reversal potential Erev = 70 mV, and assuming approximately 70 mV driving force
during the in vivo experiments (Adesnik, 2017), we calculated the average excitatory
and inhibitory conductance during the peak response to a moving grating as 1.73 nS
and 8.21 nS, respectively. We re-ran simulations posing this adjusted constraint on
the time-averaged synaptic conductance.
Different amounts of BG activity We define background synaptic inputs as all
synaptic activity that is uncorrelated with the stimulus and set it in accordance with
experimental constraints above. To explore the impact of uncorrelated background
input we have performed simulations and analysis where the background in a single
dendritic branch is varied to zero, as well as 1%, 50% and 90% of its original value.
Spine neck resistance To mimic the effect of spines in our simulations, we adjusted
the membrane capacitance of the layer 2/3 pyramidal neuron in all our simulations
but did not explicitly implement a spine neck resistance. Based on theoretical considerations, placing an NMDA receptor-mediated synaptic conductance behind a spine
neck resistance will increase the likelihood for generation of NMDA spikes (Gulledge
et al., 2012) because the more depolarised membrane potential in the spine head compared to the dendritic shaft affects the driving force of currents through AMPA and
NMDA-type glutamate receptor channels and makes it easier to relieve the Mg2+
block of NMDA receptors. However, experimental estimates of spine neck resistance
in pyramidal neurons vary widely (Bloodgood et al., 2009; Grunditz et al., 2008; Hao
and Oertner, 2012; Palmer and Stuart, 2009; Svoboda et al., 1996; Tønnesen et al.,
2014) so that the value of the spine neck resistance is experimentally not well constrained. Nevertheless, to explicitly test the effect of a spine neck resistance on the
initiation of dendritic spikes, we applied a resistance of 100 or 250 MW (Tønnesen
et al., 2014) to all synaptic inputs, both AMPA and NMDA. Briefly, we combined
the NEURON mechanisms for AMPA and NMDA, which are traditionally modelled
separately, and added a resistance term to the synaptic current i.
iAMPA = gAMPA [(v

it

1 Rneck )

EAMPA ]
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1 Rneck )

itotal = iAMPA + iNMDA
where i,g and E are the current, conductance and reversal potential of AMPA and
NMDA synapses, f Mg (v) is the magnesium block of the NMDA receptor.

Biophysical model of a layer 2/3 pyramidal neuron
Fitting the somatic excitability To constrain the biophysical model of the layer
2/3 pyramidal neuron, we fitted a large set of experimental data obtained in vitro
(Nevian et al., 2007; Waters et al., 2003) and in vivo (Brecht et al., 2003; Waters and
Helmchen, 2006; Waters et al., 2003). Using the morphology and a basic biophysical
model (Smith et al., 2013), we first fit the passive properties and somatic excitability
to experimental data in vivo (Waters and Helmchen, 2006).

Fitting the dendritic excitability As a first step, we fit the dendritic excitability
using characteristics of the back-propagating AP (Nevian et al., 2007; Waters et al.,
2003). Briefly, we adjusted the density and voltage-dependence of dendritic voltagegated Nav channels until a back-propagating AP fit the amplitude profile, halfwidths
and latencies observed in vivo. Note, that we only use dendritic distances where
measurements were available in experiment.
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Figure 3.6: Fit of somatic excitability
A. Fit of somatic excitability. B. Fit of membrane time constant. C. I-V curve of the
model in agreement with data. All data from Waters and Helmchen (2006) and F.
Helmchen (personal communication).
For a full description of biophysical model parameters see Supplementary Material
for Chapter 5.

Materials and Methods

Distance (μm)

Distance (μm)

B

AP Latency (ms)

AP Halfwidth (ms)

A

AP Amplitude (mV)

46

Distance (μm)

40 mV

Amplitude (mV)

20 ms

Current Injection (nA)

Figure 3.7: Fit of dendritic excitability
A. Left, decrement in the amplitude of backpropagating APs with distance from the
soma, l = 46 µm. Centre, half-width of backpropagating APs increased with distance
from the soma. Right, latency of backpropagating APs. Propagation velocity (linear
fit) was u = 179 µm/ms. B. Response to dendritic current injection, measured at
the dendritic location of injection (red, filled circles) and at the soma (blue, empty
circles). Example traces at the top show responses to subthreshold (left), dendritic
suprathreshold (centre) and somatic suprathreshold (right) current injections. Note
how the dendritic nonlinearity is more shallow than the somatic nonlinearity.
Fitting the waveforms of dendritic Na+ spikes and NMDA spikes A hallmark of
dendritic integration in layer 2/3 pyramidal neurons in vivo are dendritic Na+ spikes
and NMDA spikes (Palmer et al., 2014; Smith et al., 2013). To correctly represent
their large diversity in vivo - both within a single recording and across recordings
from different cells (data from S. Smith, personal communication) - we did not fit
a specific recording, but rather aim to capture the diversity of shapes observed in
vivo, while matching overall event statistics (Smith et al., 2013, Figure 2A). Thus,
the variability in the model encloses the variability in the in vivo data. To fit the
waveforms and statistics of both dendritic Na+ spikes and NMDA spikes, we selected
and tuned the following NMDA receptor and Nav channel models.

Choice of NMDA receptor model and NMDA receptor time constant We chose
to implement NMDA receptor channel kinetics using a classic double-exponential
function with the Mg2+ -block implemented as suggested by Jahr and Stevens (1990),
see the Exp2synNMDA implementation in NEURON:
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1
1 + exp( gV )

[ Mg2+ ]
3.57 mmol

where [ Mg2+ ] is the local Magnesium concentration in mmol and g = 0.062 in mV-1 .
Notably, higher values for g have been suggested (Rhodes, 2006; Eyal and Segev, personal communication), to achieve a steeper voltage dependence which allows a larger
NMDA spike, as observed in experiment (reviewed in Major et al., 2013). Thus, our
conservative choice for g provides a lower-bound estimate for the NMDA receptor
non-linearity and therefore at most underestimates the contribution of NMDA receptor mediated dendritic spikes to the charge delivered by in vivo synaptic input.

Choice of Nav channels and Nav activation The dendritic events observed in direct
patch-clamp recordings in vivo show high frequencies and fast kinetics (Smith et al.,
2013, Fig.2). The classic Hodgkin & Huxley model of voltage-gated Na+ channels
(Destexhe et al., 1994) with kinetics as in Hamill et al. (1991) and Huguenard et al.
(1988) is not suited to reproduce these events, because of its (comparatively) slow
kinetics. Instead, we used an eight state kinetic model from Schmidt-Hieber and
Bischofberger (2010). To adjust the channel model to the in vivo condition, we added a
temperature-dependence to the kinetics and adjusted the voltage-dependency offsets
for activation and inactivation (see Supplementary Material for Chapter B Table B.2).

Comparison of event waveform characteristics For detecting dendritic Na+ spikes
and NMDA spikes in the model, we developed efficient detectors that capture differences between an active and a passive simulation. However, these rely on variables
such as the local Na+ conductance or NMDA receptor current and can therefore not
be applied to the data from experiment (Smith et al., 2013), where only the membrane voltage in the dendrite is know. Thus, to accurately compare event waveforms
in the model and experiment, we designed detectors that only depend on the dendritic voltage and its derivate. Specifically, for a dendritic event to be detected as a
dendritic Na+ spike, the first derivate of the local membrane potential had to be >
0.0001 mV/ms, a minimum amplitude (foot-to-peak) of 10 mV, and a duration > 0.1
ms and < 8 ms. We found that these criteria provide a reasonably good detector for
“true” dendritic Na+ spikes (see Results).
Before assessing the waveforms of NMDA spikes, we first filtered the noisy dendritic voltage from in vivo recordings with a Savitzky-Golay filter (2nd order, window
length = 0.42 ms). Then, we applied a low-pass, moving average filter to both dendritic voltage recordings from experiment and model, with a window size of 2001 time
steps (equivalent to 40 ms and 100 ms in experiment and model, respectively).
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Pharmacological block of Nav channels and NMDA receptors To compare our
model responses to pharmacological experiments (Palmer et al., 2014; Smith et al.,
2013), we mimicked the block of Nav channels and NMDA receptors by setting gNa
= 0 and freezing the voltage-dependence of NMDA receptors at the resting potential,
respectively. For the Nav channel block, we applied gNa = 0 only to dendrites at
a distance d > 50 µm from the soma to maintain the somatic resting membrane
potential and AP threshold of the model.
We decided to freeze the voltage-dependence of NMDA receptor at its resting potential value – rather than setting gNMDA = 0 – so as to remove NMDA-based
nonlinear events while preserving an ohmic synaptic NMDA conductance. This has
a more mild effect on the results than abolishing NMDA receptors completely: we
only remove non-linear NMDA events, rather than also removing a base-line NMDA
conductance. Thus we assure that the effect we measure is an effect of removing
nonlinear NMDA spikes, rather than decreasing the total linear incoming synaptic
conductance.

Detection of dendritic Na+ spikes and NMDA spikes
NMDA spikes We detect a NMDA spike with both a NMDA current criterion and
a local dendritic voltage criterion. The voltage criterion is equivalent to the local
dendritic voltage exceeding a threshold of –40mV for at least 26 ms (cf. tNMDA =26
ms). To meet the current criterion, synaptic current has to exceed –2.76 nA/µS·w
–2.761863 and the charge delivered before the current decreases below –1.38 nA/µS·w
has to be greater of equal to -0.02 mV·ms2 , where w is the synaptic weight, and
multiplication by the scaling factor of –2.76 nA/µS yields 0.3 of the peak current
through the NMDA conductance at –40 mV. If the current criterion is met in a given
segment, the voltage criterion has to be met in segments up to 50 µm from this
segment for a transient to be classified as a NMDA spike. The function of this NMDA
spike detector was verified by comparing the membrane potential trajectories in a
fully active simulation, and a simulation in which NMDA conductances were frozen
at their value at the resting potential (see Figure 5.3).

Na+ spikes To distinguish regenerative dendritic Na+ spikes from fast EPSPs, we
again compared a fully active model and a model in which dendritic Nav conductances were switched off (Rapp, 1997). We defined an increase in local dendritic event
amplitude of >10% from passive to active as the threshold of an active event. Since
this corresponded to an average increase in dendritic gNa of 0.3 mS/cm2 , we used
this conductance density threshold as an efficient operational definition to apply in
the Na+ spike detectors used in our simulations (see Figure 5.3).
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Analysis
AP-triggered averages of dendritic spikes
We used spike-triggered averaging
(STA) to determine spatiotemporal windows during which dendritic Na+ spikes and
NMDA spikes can drive AP output. We found that windows relative to AP onset
from -15 ms to 0 ms for Na+ spikes and windows from -40 ms to 0 ms for NMDA
spikes over the space of the whole dendritic tree captured dendritic activity preceding somatic APs (see Figure 5.8). We then used these windows to count the number
of dendritic Na+ spikes and NMDA spikes preceding a single AP. As a control, we
counted dendritic Na+ spikes and NMDA spikes in the same spatiotemporal windows placed at random times during the visual response.

Dendritic spike-triggered averages of synaptic inputs Analogous to the STAs of
dendritic spikes, we performed dendritic spike-triggered averages of synaptic inputs.
Here, we found that spatiotemporal windows of 4 ms from dendritic Na+ spike
initiation time and 1.5 ms from an NMDA spike initiation time, as well as 100 µm
from Na+ and NMDA spike initiation site covered all synaptic inputs integrated
by the dendritic spike. We used these windows to count the number of excitatory
synaptic inputs that can generate a dendritic Na+ spike and NMDA spike. As a
control, we used the same spatiotemporal windows but triggered on permuted spike
initiation times while keeping the original spike initiation sites.

Measurement of orientation tuning
We used the orientation selectivity index
(OSI) to determine orientation tuning of synaptic input, dendritic spikes, somatic
APs and subthreshold membrane potential at the soma. OSI is defined as follows:

OSI =

( Rp Ro )
( Rp + Ro )

where Rp and Ro denote the response in the preferred and orthogonal direction,
respectively. For synaptic input, the response is the product of the synaptic strength
and the synaptic firing rate. For dendritic Na+ spikes and NMDA spikes, as well as
somatic AP and Vm we fitted a Gaussian to the orientation tuning curve (Carandini
and Ferster, 2000; number of events during 0°, 45°, 90° and 135° orientation for
dendritic spikes and somatic APs, peak-to-trough amplitude of the cycle average for
somatic Vm).

Removing synapses To “remove” n strong excitatory synapses from the input configuration in the preferred orientation, we first sorted all excitatory synapses by descending synaptic weights and then set the firing rates of the strongest n excitatory
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synapses to 0 Hz. To approximately maintain the excitation-inhibition balance (Adesnik, 2017; Haider et al., 2013), we also set the rates of n randomly chosen inhibitory
synapses to 0 Hz. Constant current was injected at the soma to maintain AP frequency at control levels with zero synapses removed. This was done to engage the
somatic output nonlinearity at the same starting point as in control. To remove n random excitatory synapses from the input configuration in the preferred orientation,
we randomly selected n synaptic inputs and set their firing rates to 0 Hz.

Chapter 4

Optimising ultrastructural
identification of functional
synapses using FIBSEM

Motivation
After decades of research on active dendritic integration – both theoretically and in
experiments in vitro – we now have a good understanding of the biophysical properties and synaptic inputs that allow dendrites to generate spikes in vitro (see London
and Häusser, 2005, for an extensive review). Recent advances in experimental techniques such as two-photon Ca2+ imaging allow measuring dendritic activity in behaving animals in vivo, but these experiments are technically very challenging (Chen
et al., 2011; Jia et al., 2010, 2011; Kerlin et al., 2018; Palmer et al., 2014; Smith et al.,
2013; Varga et al., 2011; Wilson et al., 2016). As a result, our understanding of dendritic integration in vivo is at an early stage. In particular, there is conflicting evidence
on the synaptic inputs impinging on dendrites in vivo, either during spontaneous
activity (Takahashi et al., 2012) or different types of sensory stimulation Chen et al.
(2011), Iacaruso et al. (2017), Jia et al. (2010), Varga et al. (2011) and Wilson et al.
(2016). At present, we can only extrapolate from the large body of in vitro work,
which is difficult due to differences in the biochemistry and synaptic input between
in vitro and in vivo conditions. Most notably, the synaptic bombardment present in
vivo but absent in the slice has been shown to alter the conductance state of the
neuron, but the implications of this for effective patterns of synaptic input (Magee
and Cook, 2000), dendritic integration and single neuron computation (Grienberger
et al., 2015; London and Segev, 2001; Palmer et al., 2016), as well as the computational
properties of the network (Destexhe et al., 2003), is highly debated. Furthermore, except in rare circumstances (Arenz et al., 2008; Chadderton et al., 2004), the synaptic
input patterns received by dendrites in vivo are unknown (Palmer et al., 2016).
What is missing is a mechanistic model of dendritic integration in the behaving animal, that would allow us to explore the conditions under which dendritic spikes can
51
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be generated from synaptic inputs in vivo. Such a model would allow us to integrate
our biophysical knowledge of dendrites obtained in vitro with recent observations in
different experimental systems in vivo, and be a valuable tool to guide future in vivo
experiments (see Chapter 5). In order to build such a model of dendritic integration
in vivo – in particular, to build a detailed biophysical model of dendritic integration –
many and tight parameter constraints are required. Yet, despite recent experimental
progress in monitoring dendritic activity in vivo, important parameters of the synaptic input are still missing: the number, fraction and sign of active synapses on
a dendrite, the local E:I ratio, the spatial distribution of active synapses along the
dendritic branch as well as the variability in distributions across different dendritic
branches.
At the time the project described in this chapter was conceived, two-photon dendritic
Ca2+ imaging in vivo as in Jia et al. (2010) represented the state of the art. Briefly, Jia
and colleagues imaged dendrites and spines of a layer 2/3 neuron in mouse V1 during visual stimulation and observed orientation-tuned dendritic Ca2+ hotspots that
were distributed across the dendritic arbour. Both the spatial and temporal resolution
of dendritic two-photon Ca2+ imaging at the time, as well as the inability to identify
the location and activities of inhibitory synaptic inputs, implied that many of the
local dendritic parameters required for biophysical modelling could not be obtained.
While dendritic two-photon Ca2+ imaging is a much improved technique today (Kerlin et al., 2018), and even if progress in its spatial and temporal resolution continues
at the current rate, several crucial parameters will likely remain inaccessible to the
combination of Ca2+ indicators and light microscopy, such as the local dendritic E:I
ratio, or the spatial pattern of inhibitory synaptic inputs relative to excitatory synapses or synaptic clusters (Gidon and Segev, 2012; Kerlin et al., 2018; Takahashi et al.,
2012; Wilson et al., 2016).
In contrast to two-photon Ca2+ imaging in vivo, electron microscopy is a natural
choice for obtaining many of the missing anatomical parameters. Especially the high,
near-isotropic resolution offered by FIBSEM imaging allows to map synaptic inputs
– both excitatory and inhibitory – onto individual dendrites. In oder to understand
which of the anatomically identified synapses actually transmit a stimulus and how
they are organised locally on the dendritic tree, i.e. whether neighbouring synapses
transmit similar information to the postsynaptic cell, we needed to combine this
high-resolution anatomical map with a functional map of synaptic activity.

Approach
Synaptic activity at presynaptic terminals can be monitored using calcium imaging
(Delaney et al., 1989; Regehr and Tank, 1991a; Regehr and Tank, 1991b; Rusakov
et al., 2004; Smith et al., 1993), or using various genetically-encoded probes that
monitor vesicle release and uptake, such as synaptopHluorin (Miesenböck et al.,
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Figure 4.1: Schematic of FM-dye uptake
A. Synaptic activity leads to vesicle release onto the postsynaptic dendrite. B. FM143FX delivered to the extracellular space is taken up into the synaptic terminal during vesicle recycling. C. Photoconversion leads to an electron dense DAB reaction
product only in vesicles previously labelled with FM1-43FX.

1998; Sankaranarayanan and Ryan, 2000), sypHy (Granseth et al., 2006) or vGlut1pHluorin (Balaji and Ryan, 2007). We chose a fixable FM styryl dye – FM1-43FX
– to read out synaptic activity, because it can be combined with both EM and in
vivo electrophysiology or two-photon Ca2+ imaging. When deposited extracellularly
near a neuron of interest, active synapses impinging on the neuron’s dendrites take
up FM1-43FX during the recycling of released vesicles (see Figure 4.1). The dye
is fixed and rendered electron-dense by photoconversion – a DAB oxidation catalysed by reactive oxygen species generated by FM1-43FX under intense illumination
– forming an osmophilic precipitate that can be identified in the electronmicrograph
(Henkel et al., 1996; Hoopmann et al., 2012; Opazo and Rizzoli, 2010; Sandell and
Masland, 1988). For an FM1-43FX labelled synapse, the presence, number and distribution of vesicles containing the dark DAB precipitate serves not only as a marker
of synaptic activity, but can be used to address structure-function relationships at
the ultrastructural level (Darcy et al., 2006). Importantly, to allow FIBSEM imaging
of the in vivo recorded postsynaptic neuron and FM1-43FX-labelled synapses, their
location has to be tracked carefully across all steps of sample preparation and the
identification of the neuron or its dendrites requires correlating in vivo light microscopy with the FIBSEM images. Finally, to analyse the number and distribution of
active synaptic inputs requires the segmentation of the acquired EM volumes, which
can be performed semi-automatically using a combination of manual reconstruction
and supervised learning algorithms. This chapter therefore consists of three parts:
(1) the development of both in vitro and in vivo protocols to label active synapses
with FM1-43FX and to record and label a postsynaptic neuron with biocytin, both
optimised for FIBSEM, (2) the correlation of the resulting light and EM images, and
(3) semi-automated segmentation of FIBSEM images.
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Expected results
FIBSEM imaging can provide insights that are unique and complementary to previous work using two-photon Ca2+ imaging: by combining in vivo functional labelling
of synapses with FIBSEM imaging, we aimed to map active synaptic inputs during
sensory stimulation to obtain crucial parameters of synaptic organisation on dendrites at a nanoscale. While we are still gathering data and are only starting the analysis of the first successful samples, we expect a fully working technology to answer
the following questions:
1. Is the anatomical placement of synapses structured or random - across the
dendritic arbor and on individual dendrites? A finished technology will provide
the number and spatial distribution of excitatory and inhibitory synapses for
several dendrites of a postsynaptic neuron. These local dendritic maps will
allow us to estimate synaptic distributions as a function of distance from the
soma, and dendrite type.
2. Is the distribution of synaptic activity structured or random? By using a functional synaptic label, we will be able to map the spatial distribution of activity
in excitatory and inhibitory synapses during sensory stimulation in vivo.
3. Is synaptic activity organised into functional clusters on individual dendrites?
What are the properties of these clusters? Our methodology will allow us to
observe functional synaptic clustering (or the absence thereof) and obtain the
number of active synapses per cluster, cluster density (inter-synapse distances),
as well as the frequency and location of functional synaptic clusters within the
dendritic arbor. Importantly, because we are using a presynaptic label of activity, functional synaptic clusters are unequivocal. This is in contrast to functional
clusters identified using two-photon Ca2+ imaging of dendritic spines, where it
is often difficult to distinguish whether the simultaneous activation of several
dendritic spines is causally triggered by synaptic inputs or due to Ca2+ and/or
fluorescence spill-over from the dendritic shaft.
4. Is the strength of a synapse related to its activity and location on the dendritic
tree, relative to other (active) synapses? Based on morphological properties of
synaptic terminals, such as the area of the postsynaptic density, the total number of synaptic vesicles, the number of labelled synaptic vesicles, as well as
their distribution within the presynaptic bouton, we can estimate the “weight”
of a synaptic input and approximate the overall distribution of input strengths.
Importantly, and in contrast to dendritic Ca2+ imaging, our method enables us
to observe even small and inactive synapses, or synapses with a low release
probability due to the long time windows over which our FM1-43FX label integrates.
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5. What synaptic activity does the postsynaptic neuron receive under different
stimulus conditions? We will map the distribution of synaptic activity under
various stimulus conditions, such as preferred vs non-preferred sensory stimulation compared to spontaneous synaptic input. In particular the latter may
provide insights into the level of background activity which can be difficult to
achieve with inherently non-linear Ca2+ indicators.
Whereas several labs have recently addressed questions about the temporal pattern
of synaptic inputs on individual dendrites using two-photon Ca2+ imaging (Chen et
al., 2011; Jia et al., 2010; Kerlin et al., 2018; Varga et al., 2011; Wilson et al., 2016), the
above listed local parameters of dendritic integration can only be obtained with the
superior spatial resolution afforded by FIBSEM imaging and the ability to identify inhibitory synaptic inputs in EM images. Furthermore, of the variety of tools available
for circuit mapping, such as glutamate uncaging (Nikolenko et al., 2007), optogenetic
(Petreanu et al., 2007) or genetic labelling approaches (Livet et al., 2007; Wickersham
et al., 2007) to map networks, none can provide the comprehensive anatomical detail
and local dendritic constraints that would be required to fully constrain a detailed
biophysical model. Our method is therefore ideally complementary to other available approaches. Finally, the methodology addresses the interface between the circuit
and the single neuron in a manner that can easily be integrated with connectomic
analyses of neural circuits, a combination that has been extremely challenging for
two-photon imaging approaches (Bock et al., 2011; Briggman et al., 2011; Lee et al.,
2016). In the long term, we expect the combination of in vivo synaptic labelling with
electron microscopy to provide the crucial functional label of connections that is currently missing from connectomics.

4.1 Chapter Outline
Part 1 – Optimisation of functional synaptic labelling in vitro and in vivo
Several of the techniques used in our work have been performed successfully in
isolation, such as in vivo electrophysiology, FM1-43FX loading of synaptic vesicles in
vitro and photoconversion as well as FIBSEM microscopy of small volumes of tissue.
Yet they have not been combined, such as the combination of FM1-43FX labelling
of synaptic inputs in vivo with measuring the postsynaptic activity of a neuron. To
achieve this, we adapted several techniques to suit our experimental constraints and
scientific questions.
To make the optimisation process more efficient, we developed several protocols in
vitro. An optimal combination of single-cell biocytin-labelling and photoconversion
of FM1-43FX requires the combination of two di-amino-benzidine (DAB) conversions,
one to render the biocytin label light and electron dense and one to photoconvert
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FM1-43FX labelled vesicles, which have not been combined previously. Further, to
use the FM1-43FX label in a quantitative manner requires a calibration of the number
of presynaptic APs to the number of FM1-43FX loaded and photoconverted vesicles,
which still needs to be established in cortical tissue.
Furthermore, the combination of electrophysiology and two-photon (2P) light microscopy in vivo with FIBSEM imaging for functional analyses of synaptic contacts, has
three main requirements. First, efficient loading of presynaptic vesicles with FM143FX requires a “saturating” sensory loading stimulus, equivalent to the saturating
loading stimuli used in vitro (Marra et al., 2014). Second, tissue ultrastructure has to
be carefully preserved, despite an invasive electrophysiology protocol in vivo, slice
permeabilisation and staining as well as photoconversion, to allow identification of
the loaded vesicles. And third, the targeting of the FIBSEM field of view to identify
a cell labelled in vivo requires the optimisation of sample embedding and sample
geometry.
Aim 1 Our goal was to establish an optimal combination of single-cell biocytinlabelling and photoconversion of FM1-43FX, first in vitro, by combining the biocytin
DAB reaction with the photoconversion of FM1-43FX labelled vesicles. We also aimed
at calibrating the FM1-43FX label, by controlling the number of presynaptic APs
and measuring FM1-43FX loading to quantify the conversion of APs to the number
of labelled vesicles. To combine electrophysiology and 2P light microscopy in vivo
with FIBSEM imaging for functional analyses of synaptic contacts, we needed to
establish a saturating loading stimulus, optimise previous experimental protocols
for the preservation of tissue ultrastructure and find strategies to target the FIBSEM
field of view.
Relation to prior work In a proof-of-principle experiment, Marra and colleagues
(2012) demonstrated that FM1-43FX can be used in vivo to label synaptic inputs during sensory stimulation. However, they used single-cell patch clamp recordings only
to verify network activity prior to FM1-43FX loading, but did not achieve recordings
or labelling of a single neuron at the same time as functionally labelling synaptic
inputs.
Contribution Here, we describe the key optimisation steps and trade-offs that were
required to achieve the combination of presynaptic FM1-43FX loading and postsynaptic single-neuron labelling while accommodating the strict requirements for
sample preparation posed by FIBSEM imaging. We present in vitro protocols that
were used in the initial stages of the optimisation process, as well as the solutions
to in vivo specific challenges. For example, we show how to trade-off the need for
invasive labelling of an individual cell and the need to maintain good tissue ultrastructure for vesicle identification. Further, we describe a compromise between the
mild fixation necessary for antibody labelling (see Chapter 3 Section 3.1) and the
strong glutaraldehyde fixatives required for ultrastructure preservation in FIBSEM.
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Part 2 – Correlating in vivo light microscopy with FIBSEM
The correlation of electrophysiology and EM has been a tool of choice to investigate
synaptic connections: for example, multiple patch-clamp recordings have previously
been combined with classical TEM to map both excitatory and inhibitory synaptic
connections in the neocortex and hippocampus (Buhl et al., 1997; Helmstaedter et al.,
2008) and to localise and identify synaptic input from different presynaptic neuron
types (Buhl et al., 1994; Miles et al., 1996; Tamas et al., 1997). Most of these studies
solved the problem of correlating light and electron microscopy images by labelling
the recorded cells intracellularly with a fluorescent dye, such as lucifer yellow or
biocytin, followed by an electron-dense staining for EM. In vitro, this approach simplifies the correlation of light and electron microscopic images as the slice in the
electrophysiological experiment and EM is identical. In vivo, correlating 2P and EM
volumes requires targeting of the EM field-of-view first. This has been achieved by
adding "landmarks" through several steps of near-infrared laser branding (NIRB) and
2P re-imaging (Bishop et al., 2011; Maco et al., 2013).

Aim 2 Our aim was to target small volumes of interest – containing the presynaptic
FM1-43FX label and a single labelled postsynaptic cell – for FIBSEM imaging and
to identify cellular structures observed in vivo in the electronmicrograph, without
the need for additional imaging, such as confocal laser-scanning microscopy, or processing steps, such as NIRB.

Relation to prior work Matching images from light microscopy and EM has been
performed previously: Sonomura et al. (2013) used a recombinant viral vector to
label dendrites with a membrane-targeted GFP as well as their afferent terminals
with Cy5 fluorescence for vesicular glutamate transporter 2 (VGluT2). They identified the fluorescent markers using confocal laser-scanning microcopy (CF-LSM) and
then developed them for EM with either immunogold/silver enhancement (on GFP)
and immunoperoxidase/DAB methods (on Cy5-VGluT2). The resulting in fine dark
grains and diffuse dense profiles, respectively, could be identified in 3D FIBSEM
volumes. Similarly, Bosch and colleagues (2015) used a CAG-GFP retrovirus to label adult-generated granule cells, which were then immunostained, developed with
DAB and hydrogen peroxide and embedded for EM. The samples were first viewed
under a light wide-field microscope, followed by volume acquisition using FIBSEM.
Notably, both these methods require immunohistochemistry and additional LM imaging steps (see also Discussion 4.3).
Correlative light and electron microscopy (CLEM) without additional NIRB and reimaging can be achieved if large volumes are reconstructed (Bock et al., 2011; Briggman et al., 2011). In these examples imaging volumes of about 450 × 350 × 52 µm3
(Bock et al., 2011) and 60 × 350 × 300 µm3 (Briggman et al., 2011) were used, which
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ensure that a sufficient number of overlapping labelled cellular structures or natural landmarks is contained in both LM and EM. Notably, the identification of LM
structures was done after EM imaging and reconstruction. In contrast, in FIBSEM
imaging, common volume sizes of approximately 50 × 40 × 10 µm3 would not be
sufficient for un-labelled matching. Furthermore, to target focused ion beam milling
for FIBSEM, we needed to know the location of the LM volume within the embedded
sample before imaging.

Contribution We optimised several approaches for identifying cells in both 2P and
EM images: first, we outline a procedure for identifying a cell which has been labelled using biocytin in vitro in combination with applying FM1-43FX over a wide
region. Second, we show the key optimisation steps to label a single cell in vivo in
combination with FM1-43FX loading. Third, we identified the cell and location of the
FM bolus in slice, and used natural and artificial landmarks, as well as X-ray tomography, to anticipate and target the FIBSEM field of view, respectively. Finally we
matched light microscopy images (both of the in vivo brain and brain slices), radiographs and EM images to show FM1-43FX labelled synapses on a biocytin-labelled
postsynaptic neuron. We also explored alternatives to single-cell labelling, namely
sparse antibody labelling, as well as directly targeting the cells of interest with a
photo-convertible label (APEX2).

Part 3 – Semi-automatic EM segmentation
EM images pose the problem of image segmentation, i.e. the partitioning of the image into meaningful subregions, corresponding to cellular or subcellular structures
(Helmstaedter, 2013). This is especially challenging for large EM volumes, where
automated analysis becomes necessary as manual annotation would cost prohibitive
amounts of money and time: Berning et al. (2015) estimate that reconstructing the
connections between 100 pre- and postsynaptic neurons in a cortical layer IV would
cost $2– $5 million, equivalent to approximately 200,000–500,000 hours of manual
work, as fully automated approaches do not yet offer the required reconstruction
accuracy. Thus, the automatic analysis of large-scale data, in particular neuroanatomical data sets, has become a new field in neuroscience (Helmstaedter and Mitra,
2012). To date, there are several different segmentation approaches for 3D electron
microscopy images: they either focus on the manual annotation of neurons (Cardona
et al., 2012; Helmstaedter et al., 2011; Saalfeld et al., 2009) or allow the user to combine automated analysis with proof-reading capabilities (Kaynig et al., 2015; Sommer
et al., 2011). Even more so than membrane segmentation, the identification of subcellular structures as required for our study is a time-intensive and highly error-prone
task (Merchán-Pérez et al., 2009).
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Aim 3 Our aim was to automate the analysis of the subcellular label generated in
our experiments by developing a pipeline for the semi-automated detection of FM143FX loaded vesicles, exploiting the near-isotropic resolution of FIBSEM image data.

Relation to prior work Manual or automated identification of vesicles has not received much attention in the literature, since it is difficult at the low resolutions afforded by SBFEM and TEM. Furthermore, EM imaging and segmentation pipelines
are typically optimised for the detection of cellular membranes, and thus not suited
to detect subcellular structures (but see Mishchenko et al., 2010). Yet, there have previously been successful attempts to automatically detect subcellular structures (Lucchi et al., 2010; Narasimha et al., 2009), in particular synapses (Kreshuk et al., 2011),
which used FIBSEM imaging to achieve the necessary near-isotropic resolution. Kreshuk and colleagues (2011) used Ilastik, a software framework for supervised image
classification at both the pixel- and object-level, for interactive labelling and proofreading of training data in combination with the learning of image features in the
synapse neighbourhood.

Contribution For the purpose of automatic vesicle segmentation, we used a combination of Ilastik and custom-written analysis routines in Mathematica. Briefly,
Ilastik recognises a set of generic image features of both individual pixels as well
as small pixel neighbourhoods. We then used Mathematica’s extensive image processing library in combination with custom-written routines to further improve Ilastikbased predictions.
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4.2 Results
In vitro functional labelling of synaptic inputs
FM1-43FX loading of active synapses with subsequent photoconversion has been
successfully applied in the past in brain slices of rat hippocampus with serial section
TEM (Marra et al., 2012), but not with FIBSEM. Since we require the high, nearisotropic resolution afforded by the combination of FIB milling and SEM imaging to
identify FM1-43FX loaded and photoconverted vesicles, we needed to adapt these
methods for FIBSEM. As a first step, we reproduced the hippocampal experiments
from Marra et al. (2012) and adapted the preparation to FIBSEM. The resulting datasets allowed us to fine-tune FIBSEM imaging parameters and start work on image
segmentation. Next, we adapted the hippocampal FM1-43FX loading protocol (Marra
et al., 2014) for use in mouse V1. Finally, we tested different protocols for combining
the loading of active synapses with FM1-43FX with intracellular biocytin labelling of
a cell.
FM-loading with electrical stimulation
To generate blocks that contain FM1-43FX labelled and photoconverted vesicles, we
performed in vitro experiments as in Marra et al. (2014). Briefly, we used a stimulating
electrode to activate Schaffer collaterals by applying a short train of depolarising
voltage pulses. To minimise recurrent excitation, we applied CNQX during loading.
After loading, the slice was washed, fixed and prepared for FIBSEM (see Chapter
3 Section 3.1 and 3.1). We used the resulting samples (see Figure 4.2) to optimise
imaging parameters of the FIBSEM microscope and to generate preliminary data for
a semi-automated image segmentation and analysis pipeline described below.
Preservation of ultrastructure in vitro
Good ultrastructure is crucial for the reconstruction of the postsynaptic cell and in
particular for identifying FM1-43FX loaded presynaptic vesicles. Thus, slices should
be exposed to minimal physical stresses and tissue fixation should be performed as
soon as possible after slicing. The process of slicing brain tissue itself is strongly
invasive and leads to a degradation of ultrastructure, especially in comparison to
in vivo perfusion fixed tissue (Kirov et al., 1999). Ultrastructure further degrades
rapidly after 2-3 hours following slicing, which means that if single-cell filling and
FM loading for FIBSEM have been unsuccessful during this time, new slices should
be made.
This degradation of ultrastructure was particularly apparent at the surface of our
slices due to the death of cells damaged during slicing (see Figure 4.3). Similarly,
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Figure 4.2: In vitro FM1-43FX loaded axon terminals
A, B. Two examples of datasets obtained using electrical stimulation in vitro (see
Chapter 3 Section 3.1). Both datasets (voxel size 6.2 ⇥ 6.2 ⇥ 9.3 nm3 ) contain rat hippocampal CA1 region. C. Magnification of region outlined in pink in B. Examples of
black FM1-43FX labelled and photoconverted vesicles (pink arrow). D. Magnification
of region outlined in yellow in A. Examples of unlabelled vesicles with light lumen
(yellow arrow). Scale bars in C and D are 0.25 µm.
Ko et al. (2011) found that connection probability increases when slices are patched
at depths of >50 µm. Yet, this depth marks the lower limit of depth in the slice
accessible to photoconversion of the FM1-43FX bolus. Therefore, in all experiments
we aimed to target cells that were about 50 µm from the surface. Another determinant of ultrastructure quality is slice temperature: while facilitating vesicle release
and recycling, keeping the slice at physiological temperatures (about 37ºC) accelerated the degradation of ultrastructure in our hands. Therefore we chose to perform
in vitro experiments at room temperature. Finally, while overnight immersion fixation is used as standard for preserving brain slices, the time taken for the fixative to
permeate the slice lead to further deterioration of ultrastructure. Instead, we found
that microwave fixation (Kirov et al., 1999) sped up the perfusion of fixative – in
particular the glutaraldehyde rich fixatives used for FIBSEM (Kosaka et al., 1986)
– and could successfully preserve the structure of the slice, without impairing the
photo-convertibility of the presynaptic FM1-43FX label.

Controls for FM1-43FX and photoconversion
We performed and imaged two different control experiments to verify that the labelling of vesicles was due to the photoconversion of DAB in the presence of FM143FX, and not the result of DAB oxidation in the absence of FM1-43FX, or formation
of an osmophilic precipitate in the presence of FM1-43FX, alone. This would also
allow us to assess the impact of each procedure on slice ultrastructure. First, we
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Figure 4.3: Examples of ultrastructure at different slice depths
A. Ultrastructure at the top of the slice (imaged at about 10 µm deep). Notice the
accumulation of heavy metals in dead structures (yellow arrow) and the amount
of extracellular space (pink arrows). B. Ultrastructure deeper in the slice (about 30
µm deep). At this depth, the ultrastructure is good enough to identify labelled and
unlabelled synaptic vesicles. There are fewer dead structures (yellow arrow) and less
extracellular space (pink arrows).

performed photoconversion in the absence of FM1-43FX and imaged the photoconverted region (“no FM control”, see Figure 4.4). Second, we performed an electrical
stimulation experiment, as described above, but imaged a region adjacent to the region containing the photoconverted FM1-43FX bolus (“position control”, see Figure
4.5).

In either condition, we observed a good ultrastructure and the absence of photoconverted vesicles in all synaptic terminals we examined. We omitted an additional
control already performed by Marra and colleagues (2012). They photoconverted
the FM1-43FX bolus in the absence of electrical stimulation in vitro. This addressed
the number of spontaneous recycling events during the FM1-43FX incubation period,
which they found to be very low, at an average fraction of 0.005 ± 0.002 (based on 92
synapses).
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Figure 4.4: No FM control
A. Schematic of “no FM control” condition: imaging of a region where photoconversion was performed in the absence of FM1-43FX. B-D. Typical terminals in a photoconverted region that did not contain FM1-43FX. Scale in C,D as in B. E. Magnification of the region outlined in pink in C. Examples of unlabelled vesicles with light
lumen (pink arrow). F. Magnification of the region outlined in yellow in D. Examples
of unlabelled vesicles with light lumen (yellow arrow). Scale bars in E and F are 0.25
µm.
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Figure 4.5: Position control
A. Schematic of “position control” condition: imaging of a region adjacent to the
region containing the photoconverted FM1-43FX bolus. B. Region laterally displaced
to the photoconverted region with typical terminals. C. Magnification of the region
outlined in pink in B. Examples of unlabelled vesicles with light lumen (pink arrow). D. Magnification of the region outlined in yellow in B. Examples of unlabelled
vesicles with light lumen (yellow arrow). Scale bars in C and D are 0.25 µm.
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Calibration of FM1-43FX in mouse visual cortex
To use FM1-43FX labelling to map synaptic inputs during visual stimulation, we first
needed to adapt the hippocampal loading protocol to mouse V1. Furthermore, while
FM1-43FX loading of vesicles can distinguish between active and inactive synapses,
ideally we would like the label to be quantitative in terms of presynaptic APs and
release probability. For this, one would need to know the transfer function from the
number of APs to the number of labelled vesicles in a presynaptic bouton. The number of labelled vesicles is proportional to the product of the number of presynaptic
APs and synaptic release probability, and so a calibration determines the proportionality constant. In previous work, the frequency with which specific axon tracts
were stimulated provided a good estimate of the number of APs fired, because of
the structured connectivity in hippocampus (Branco et al., 2010b; Marra et al., 2014,
2012): by stimulating Schaffer collaterals originating from the CA3 region one loads
their presynaptic terminals in the CA1 region. In contrast, while there is abundant connectivity within cortex (Dhruv, 2015; Douglas and Martin, 2010; Harris and
Mrsic-Flogel, 2013), axons are not organised in tracts and do not generally run in
parallel, so that stimulation in one location leads to synaptic release in various locations in the slice (see Lübke et al. (2003), their Figure 8A). To locate the terminals
of an axon would require patching of its neuron as extracellular stimulation and/or
dye application cannot unequivocally deliver an axonal label that allows tracing of
the axon in both light- and electron microscopy. However, by labelling the axon, we
would obscure the labelling of photoconverted vesicles (but see Zhou and Grofova,
1995).

FM-loading with electrical stimulation
To label presynaptic vesicles with FM1-43FX, we electrically stimulated axon terminals by placing a stimulating electrode near a layer 2/3 pyramidal neuron. We patched
the layer 2/3 pyramidal cell and filled it with a fluorescent dye (Alexa 488) and biocytin, to localise its dendritic tree in vitro and to localise its soma and dendritic tree
in EM, respectively. This allowed us to characterise the electrophysiological response
profile of the layer 2/3 pyramidal neuron and verify that the electrical stimulation
activated its presynaptic axons.
We found that this method has several drawbacks in comparison to the hippocampal
stimulation protocol (data not shown): first, the loading times required for filling the
neuron (>15 mins) led to a deterioration of ultrastructure in EM, compared to the
stimulation duration required in hippocampus (Marra et al., 2014). Second, stimulating axon terminals in a location close to the dendritic tree of the layer 2/3 cell
only activated a fraction of its inputs. This meant that only a small number of terminals can take up the FM1-43FX label which made localising them in FIBSEM very
difficult. Finally, due to the small number of stimulated inputs, recording from the
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postsynaptic layer 2/3 neuron did not allow us verify the conversion of stimulation
pulses into presynaptic APs and so the electrical stimulation could not be used for
calibration.

FM-loading with optogenetic stimulation
Since FM-loading in V1 with electrical stimulation was unsuccessful, we aimed to
calibrate the transfer function from the number of evoked APs to the number of labelled vesicles by optogenetically stimulating a population of ChR2 positive (ChR2+)
layer 5 pyramidal neurons in V1 while monitoring AP generation in a single ChR2+
pyramidal neuron (see Chapter 3 Section 3.1). In contrast to electrical stimulation,
which activates nearby axons from a mixed population of neurons, the optogenetic
stimulation allowed us to FM-load axons from a genetically defined population. We
used blockers of glutamatergic synaptic transmission to prevent recurrent excitation
so that only axons of ChR2+ neurons would contain FM1-43FX labelled vesicles. We
filled a single ChR2+ pyramidal neuron neuron with biocytin to facilitate LM-EM
correlation (see Figure 4.6). Where the patch was unstable, we kept the cell in cellattached recording mode to monitor its AP output. We developed the biocytin label,
performed photoconversion of FM1-43FX and prepared the slice for FIBSEM, as described above.

B

A
ChR+
ChR+
ChR+

FM

patch/biocytin fill

25 μm

Figure 4.6: Optogenetic stimulation and biocytin fill
A. Schematic of experiment. ChR2+ layer 5 pyramidal neuron population (blue) in
mouse V1. One layer 5 neuron is patched and filled with biocytin (yellow) to record
its responses (black) to optogenetic stimulation (blue flash and pulses). During stimulation, FM1-43FX (green) is puffed into the region of the neuron. Inset: schematic
of ChR2+ terminals active during optogenetic stimulation after take-up of FM1-43FX
(green vesicles). B. Examples of a biocytin-filled layer 5 cell in mouse V1 (red arrows).
The image was taken in three steps to achieve a high resolution at different depths
of the slice in the Neurolucida microscope.
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At present, we have not been able to recover FM1-43FX labelled vesicles in the FIBSEM micrographs. Therefore, we could not use the optogenetic stimulation to calibrate the FM1-43FX label, and we discuss potential reasons and improvements in the
Discussion (Section 4.3). Since the presence, absence and number of labelled synaptic
vesicles can still provide valuable information, we used FM1-43FX for the functional
labelling of active synaptic inputs nevertheless.
Combining photoconversion and biocytin processing with good ultrastructure
The experiments described above showed that presynaptic FM loading in vitro is
challenging. In the following, we describe the optimisation steps required to perform it successfully. To combine the functional labelling of active synaptic inputs
with FM1-43FX and the labelling of a postsynaptic neuron with biocytin requires the
combination of two protocols: the processing of biocytin – an enzymatic DAB oxidation using HRP in the presence of H2 O2 (Deerinck et al., 2010; Porstmann et al., 1985)
– and the photoconversion of FM1-43FX – a DAB oxidation catalysed by reactive oxygen species generated by FM1-43FX under intense illumination (Henkel et al., 1996;
Hoopmann et al., 2012; Opazo and Rizzoli, 2010; Sandell and Masland, 1988). Since
both involve a DAB oxidation to generate a light and electron dense reaction product,
we needed to ensure that the enzymatic DAB development for biocytin labelling did
not interfere with the photoconversion of FM1-43FX. Notably, the efficiency of photoconversion decreases with tissue depth due to light scattering. Furthermore, the
high light intensity at the surface of the slice severely damages the ultrastructure of
superficial tissue. Thus, we needed to verify that the volume in which photoconversion efficiency and good ultrastructure are achieved can be matched to the volume
containing the biocytin-labelled cell.
We found that both DAB oxidation protocols can be combined while achieving a
satisfactory ultrastructure if performed as follows:
Biocytin processing – finding a compromise between label and ultrastructure To
identify the recorded and biocytin-labelled cell in FIBSEM we performed an enzymatic DAB oxidation using HRP in the presence of H2O2 (see Chapter 3 Section
3.1). Delivering the HRP-avidin-biotin complex (ABC) used for DAB oxidation to the
cytoplasm required permeabilisation of the slice, which is usually performed with
Triton. Here, we had to find a compromise: permeabilisation with high (>1%) Triton concentrations delivered maximal amounts of HRP inside the cell and ensured
a dense staining, but deteriorated ultrastructure. Conversely, while permeabilisation with low Triton concentrations preserved ultrastructure, it lead to very weak
stainings, which are often not visible in EM.
We found a compromise by permeabilising with a Triton concentration of 0.05% for
18-20 hrs. This delivered sufficient ABC for the formation of a black reaction product
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in the cell’s soma and most dendrites that could be identified in both light- and
electron microscopy. While slices that contained only a part of the dendritic tree
were not usually labelled under these conditions, the ultrastructure of the samples
was good.

Photoconversion – finding a compromise between ultrastructure and FM1-43FX
conversion During photoconversion, high intensity blue light from a mercury lamp
is focused through an objective onto the slice at the location of the FM1-43FX bolus
(see Chapter 3). FM1-43FX is excited and generates reactive oxygen species that
oxidise DAB, forming a light- and electron-dense precipitate. This approach poses
several challenges: first, the heat and reactive oxygen species produced during the
reaction cause damage to the ultrastructure, especially to superficial tissue. Second,
photoconversion requires bubbling with carbogen (see Chapter 3 Section 3.1) and
carbogen bubbles can get caught between the slice and the microscope objective.
Finally, the extent of photoconversion is limited by light penetration to the superficial
0-50 µm of the slice (Marra et al., 2012, their Supplemenary Figure 1). Thus, we had
to find a compromise between sufficiently photo-converting the small region of the
FM bolus without damaging that very region.
We found that shorter photoconversion times (<20 minutes) retain a good ultrastructure, but lead to insufficient photoconversion inside vesicles, so that only their rim
but not lumen was electron dense (see Figure 4.7 B and D). Conversely, photoconversion times of >40 minutes were sufficient for a full photoconversion, but tissue
ultrastructure was negatively affected (see Figure 4.7 C and E). Notably, longer photoconversion times also increased the risk of bubbles forming below the microscope
objective: they can act like a lens focussing light onto the tissue and burning “holes”
(see Figure 4.7 A, yellow arrow). As a result, we achieved the best tradeoff between
effective photoconversion and minimising photoconversion damage by focusing the
light on the surface of the slice and photo-converting for about 40 minutes, monitoring bubble formation during photoconversion to remove air bubbles where necessary.
While this photoconversion burnt the superficial tissue – tissue that already suffered
from degraded slice ultrastructure – the ultrastructure at about 50 µm or deeper
inside the slice remained sufficiently intact.

Optimisation for FIBSEM imaging
In FIBSEM, the image quality is effectively determined by milling stability, which in
turn depends on many factors including properties of the sample, such as sample
conductivity, resin hardness, sample geometry and surface structure (see Figure 4.8),
as well as environmental conditions during volume acquisition. Below, we describe
the optimisation of each of these parameters.
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Figure 4.7: Different photoconversion times
A. Increasing duration of photoconversion time from left to right: 10 minutes, 20
minutes, 30 minutes and 45 minutes. Note the DAB precipitate (pink arrow) and photoconversion damage (yellow arrow) caused by long photoconversion times. Scale
bars are 50 µm. B. Tissue with terminals containing semi-photoconverted vesicles
(pink arrow). C. Tissue containing fully photoconverted vesicles. Scale bars in B,C
are 1 µm. D. Magnification of the region outlined in pink in B with examples of
semi-photoconverted vesicles (pink arrow). E. Magnification of the region outlined
in yellow in C with examples of fully photoconverted vesicles (pink arrow). Scale
bars in D and E are 0.25 µm.
Osmification We prepared the slices for FIBSEM as described in Chapter 3. To maximise heavy metal loading and achieve the high contrasts necessary to identify individual labelled vesicles in FIBSEM, we performed a rOTO protocol which includes
two osmification steps, followed by a uranyl acetate stain (Deerinck et al. (2010), Hua
et al. (2015), Tapia et al. (2012) and Willingham and Rutherford (1984), see Chapter
3 Section 3.1). The dense staining increased sample conductivity and reduced the
absorption of negative charge by the sample from the scanning electron beam (SEM)
during imaging (“charging”), and the absorption of positive charge from the focused
ion beam (FIB) during the milling process. Both types of charging could otherwise
severely decrease imaging resolution, alter the course of the FIB and lead to unstable
milling (see Figure 4.8).

Embedding and sample geometry To ensure high image quality through smooth
FIB milling requires a sharp sample edge on which to focus the FIB (Knott et al.,
2008). To achieve this, we embedded the slices in Durcupan, an epoxy resin suitable
for FIBSEM (Kizilyaprak et al., 2015; Knott et al., 2008; Stäubli, 1963). We found that
adjusting the Durcupan composition to cure a hard resin increased the smoothness
of FIB milling (Rieubland (2013), see Chapter 3 Section 3.1).
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To prepare a sample from the embedded slice, we cut a small piece (approximately
2 ⇥ 3 mm2 ) and glued it onto the surface of a filed and polished resin block (about
10 mm ⇥ 3 mm ⇥ 2 mm). We aligned the pia with the x axis of the FIBSEM field of
view, and used a freshly cut glass knife on an ultramicrotome to trim a step of
approximate dimensions 2000 µm ⇥ 200 µm ⇥ 100 µm. Importantly, we found that the
height of the step should not exceed 300 µm (best: 200 µm or less) because the FIB
was only in sharp focus for the top ~ 20 µm: milling became irregular with increasing
depth and the unfocused beam deposited milled material at the edges and lower end
of the vertical surface. We discovered that a non-circular beam profile – with the FIB
aperture adjusted to reduce tails towards the sample – helped to prevent this.
Furthermore, any unevenness in the block surface or the block edge caused irregularities in FIB milling, referred to as “curtaining” (see Figure 4.8), and distortions in
SEM imaging. To minimise surface unevenness introduced by trimming, we always
used a freshly cut glass knife. We aimed to trim off the sample surface up to the
depth of the labelled cell to reduce milling times, as well as to prevent FIB deterioration and sample charging during milling (see Figure 4.8). As a final step to prevent
charging artefacts, we mounted the sample on a conductive stub and applied a continuous layer of silver paint before sputtering the sample with gold (see Chapter 3
Section 3.1).
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Figure 4.8: Sample geometry and curtaining artefacts
A. Sample geometry before (left) and after (right) ultramicrotomy with the field of
view of the FIB (yellow) and SEM (red). B. SEM image of a sample with FIB and
SEM field of view as in B. C. Schematic of the sample orientation relative to the FIB
(yellow) and SEM (red). D. SEM view of a FIBSEM field of view of a block with
an uneven edge (yellow arrow) and curtaining (black outline). E. FIB view of the
block shown in A, yellow arrow corresponding to D. F. Magnification of the region
outlined in black in in D with magnification of curtaining artefacts (pink arrows).

Volume acquisition In addition to the quality of the sample, environmental conditions, such as temperature in the laboratory, can affect milling stability during the
acquisition of volumes over the course of several days. Since we did not manage to
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sufficiently control environmental parameters using the clean-room air conditioning
system, we aimed to perform volume acquisitions during periods of stable external
temperatures.
In addition to affecting FIB stability, environmental conditions repeatedly caused
drift in the SEM focus during an imaging series. We could correct this by repeatedly
re-aligning the beam, re-focusing and adjusting beam stigmatism. However, we
found that any adjustments made during a volume acquisition should be kept to a
minimum, both in terms of the magnitude of parameter changes as well as the time
taken for the adjustment: adjusting SEM parameters required pausing the millingimaging cycle which lead to sample de-charging, interrupting volume continuity and
impairing the image quality of the first few slices after the re-starting of imaging.

In vivo functional labelling of synaptic inputs
Having established optimal combinations for biocytin and photoconversion protocols, as well as preparation and imaging of the sample in vitro, we applied our methods in vivo, described in the following: we first identified an optimal combination
of single cell labelling and FM1-43FX delivery in vivo, and established a saturating
sensory loading stimulus (high contrast visual gratings). Second, we addressed the
preservation of ultrastructure under in vivo conditions, including optimisations of
craniotomy, bolus loading and pipette handling. Finally, we describe how we optimised the timing and throughput of our protocol.

Combining single cell labelling with FM1-43FX delivery in vivo
To record and label the postsynaptic neuron with Alexa/biocytin for visualisation in
LM/EM while simultaneously labelling active synaptic inputs with FM1-43FX, we
inserted two pipettes into the brain to attempt a simultaneous patching and delivery
of FM1-43FX to the extracellular space. However, we found that we could not bolusload the extracellular space before inserting the patch pipette as the lipophilic FM143FX dye would clog our patch pipette. Similarly, patching onto the postsynaptic
neuron first, and maintaining the patch while delivering FM1-43FX in the vicinity
with the second pipette had a very low success rate due to the pressure introduced
by the FM1-43FX bolus (ca 0.03-0.06 µl). Thus, we decided on a compromise, namely
to patch the cell and determine its response properties first. We maintained the patch
for 15 minutes to ensure diffusion of biocytin into the cell and slowly retracted the
pipette to reseal the cell. We then lowered the second pipette filled with 20% FM143FX in ACSF, and loaded the dye into the extracellular space surrounding the basal
dendrites of the labelled neuron by applying high manual pressure. The sequential
patching and loading meant that we could not record the neuron’s responses during
the same stimulus labelling the active synaptic inputs. However, this was justified
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given that the temporal resolution of the FM1-43FX labelling (several minutes) was
orders of magnitude larger than of the electrophysiological recording (several ms),
so that we could not have inferred a direct relationship between labelled synapses
and recorded AP responses on a ms timescale. Furthermore, it is reasonable to assume that the orientation selectivity of the postsynaptic cell was stable over the time
course of the experiment, given that orientation preferences have been observed to
be stable over the course of several weeks (Chen et al., 2013). Notably, the sequential
procedure required re-sealing the cell and the seal had to hold for the duration of the
stimulation. This significantly increased the risk of dye leakage or death of the cell
(see Discussion).
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Figure 4.9: Mapping orientation preference and FM1-43FX loading in vivo
A. 2P maximum projection of Alexa488+biocytin filled cell. B. Responses to nonpreferred (top) and preferred (bottom) orientation of the cell shown in A. C. Responses to all 12 tested orientations. D. Application of the FM bolus using a thindiameter pipette, white arrow denotes the location of the soma of the cell shown in
A. Martine Groen contributed an earlier version of this figure.

Mapping orientation preference In in vitro experiments, saturating electrical stimulation of presynaptic axons has been used to maximise FM1-43FX loading into presynaptic vesicles (Branco et al., 2010b; Darcy et al., 2006; Marra et al., 2012). In vivo,
we used a maximum-contrast grating stimulus at 12 different orientations over 10
trials to map orientation selectivity of the postsynaptic cell, in particular its preferred
and non-preferred orientations (Smith et al., 2013). However, this stimulus turned
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out to be insufficient to ensure vesicle labelling. Instead, we found that FM1-43FX
loading required stimulation for at least 7 minutes. Importantly, to prevent shortterm depression of synaptic inputs (Regehr, 2012), we repeated the stimulus at 15 sec
intervals interspersed with a grey screen.

Preservation of ultrastructure in vivo

Similar to the in vitro situation, we aimed to optimise ultrastructure by minimising
physical stresses to the tissue and by shortening preparation times where possible. In
comparison to tissue from in vitro experiments, in vivo experiments generally produce
better ultrastructure, as the tissue remains intact during single cell filling and FM
loading and the brain can be fixated with perfusion fixation.
Still, in vivo experiments pose ultrastructural challenges: first, performing a craniotomy is invasive and can result in tissue swelling and an increased number of dead
cells beneath the cranial window (see Figure 4.3). Second, insertion of a patch pipette
and in particular FM1-43FX bolus loading put high pressure on the tissue.

Craniotomy We minimised tissue expansion and degradation as a result of the
craniotomy by keeping surgery times shorter than 20 mins, by minimising drilling
stress and by avoiding rupture of major blood vessels through careful targeting of the
cranial window. Crucially, while we performed some experiments with duratomy –
which is considered to be benefit seal formation and a fill of the recorded postsynaptic neuron – we found that leaving the dura mater intact significantly reduced the
number of dead cells and improved ultrastructure (see Figure 4.10).

Bolus loading Because of the lipophilic nature of FM1-43FX, in vivo loading of FM143FX with traditional patch pipettes (~ 2-3 µm diameter) resulted in a very small
FM volume (approximately 50 µm bolus diameter). We found that applying high
pressure increased the delivered volume and sped up the loading process – thereby
increasing the chance that the postsynaptic neuron would survive – but it had a
detrimental effect on ultrastructure in the region of the FM bolus (similar to Figure
4.10 A). Thus, to improve loading we increased the pipette diameter to approximately
5 µm. While this exacerbated the initial damage caused by the pipette on insertion
into the brain and lead to deteriorated ultrastructure at the brain surface, it increased
the bolus volume (~ 300-500 µm) without the need for high pressure. We found that
this compromise resulted in better ultrastructure at the location of the bolus.
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Figure 4.10: Impact of duratomy on ultrastructure
A. Ultrastructure in a sample with duratomy. Notice the dead and exploded structures and the accumulation of heavy metals (pink arrows). B. Ultrastructure in a
sample without duratomy. Dendrites look healthy and subcellular structures can
be identified (yellow arrows). C. Example of bulging of tissue out of craniotomy,
extent of craniotomy indicated by black arrows. Notice also the bleeding during
surgery, which reacts during the DAB reaction on the cell to form a brownish precipitate (white arrow). D. Example of minimal tissue swelling , extent of craniotomy
indicated by black arrows. Scale bars in C, D are 50 µm.
Pipette handling Since insertion of two pipettes – one patch pipette for recording
and labelling the postsynaptic neuron and a second pipette to deliver the FM bolus
– damaged the tissue directly surrounding the labelled cell, we aimed to minimise
the number of attempts made to fill the postsynaptic neuron. In an ideal case, a
fill and seal was achieved with the first pipette, followed by bolus loading with a
large-diameter pipette. Then, to prevent FM1-43FX unloading and minimise tissue
degradation, the brain had to be perfused immediately after loading.
To minimise the number of patch attempts and perform immediate perfusion fixation
after the end of FM loading during visual stimulation, we found that it was necessary
to work in pairs: while one person was patching on the first animal, the other person
could perform another surgery on a second animal. If the first few patch attempts
were unsuccessful, the first animal could be sacrificed and replaced by the second,
and so on. This also reduced surgery times and allowed the second person to prepare
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an immediate perfusion fixation once a patch attempt had been successful.

Timing and throughput
Having to work as a team to shorten experimental times for the preservation of
ultrastructure held the opportunity of increasing the throughput of the protocol. As
the low throughput of our protocols was a major disadvantage, we tested the storing
of brains at different stages and their preparation for FIBSEM in parallel. Notably,
because photoconversion had to be performed in series (unless several dedicated
photoconversion microscopes are available) there was still a limit on the number of
slices that we could process in parallel (about 3-4 slices, corresponding to 2-4 mice,
depending on the experiment). However, we found that storing either brains or slices
in fixative (>1 hr) impaired the photo-convertability of FM1-43FX and in addition
degraded ultrastructure. Thus, tissue had to be brought up to the photoconversion
and first osmium step on the same day as the in vivo experiment. Below we discuss
alternatives to increase the throughput of the preparation timeline.

Correlating light and electron microscopy
To correlate in vivo light microscopy with FIBSEM, we had to address the severe
spatial and time constraints imposed by both the experimental preparation and FIB
milling. On the one hand, the experimental preparation, in particular the spatial
constraints introduced by photoconversion, reduced addressable tissue to a volume
of about 100 ⇥ 100 ⇥ 35 µm, located within the top 50 mm of the slice. On the other
hand, FIB milling imposed both spatial and temporal constraints: imaging the whole
cell would have required prohibitive amounts of time and large fields of view (about
100 ⇥ 200 mm), imaged at a relatively low resolution to maintain milling stability over
reasonable imaging times (about 1 week). In contrast, to identify labelled vesicles the
resolution had to be about 7 ⇥ 7 nm in xy, with less than 10 nm in z, which reduced
the FIBSEM field of view to a mere 50 ⇥ 25 µm. Thus, the challenge was to anticipate
this very small field of view during the whole preparation process – from in vivo
imaging, to photoconversion and osmification, and finally ultramicrotomy. At the
same time, the conversion steps required for biocytin and FM1-43FX and the need for
good ultrastructure limited the amount of additional steps, such as laser branding,
that could be applied to the slice. To nevertheless achieve a matching between in
vivo 2P images and the FIBSEM volume, we optimised key steps described below:
we prepared the FIBSEM field of view in vivo, we used the biocytin label to target
photoconversion, we used artificial and natural landmarks to locate the cell after
photoconversion and to target ultramicrotomy and finally we used X-ray tomography
to locate the cell in the block prepared for FIBSEM.
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Targeting the FIBSEM field of view – from in vivo to block
2P reconstruction To facilitate the matching between 2P images and EM volumes
we reconstructed the morphology of the neuron from the 2P stack. Since our FIBSEM
field of view was very small, the dendritic volume contained in the corresponding
2P stack was not characteristic enough to be used alone to identify dendrites in
the EM volume. Furthermore, the match between the 2P stack – acquired at the
beginning of the in vivo experiment – and the EM volume – acquired at the very end
of the embedding and imaging process – cannot be used to locate the labelled cell
during the FIBSEM preparation, especially to correctly place the photoconversion
spot and to cut the sample for FIBSEM in the correct geometry. Thus, in addition to
reconstructing the 2P volume, we relied on natural and artificial landmarks in the 2P
volume, slice and block.

Landmarks To help with the matching of LM and EM, we cut coronal slices so that
the apical dendrite was in the plane of the slice. This also allowed us to use blood
vessels running perpendicular to the pia as natural landmarks. For optimal LM-EM
correlation it would have been ideal to image the resulting slices using a confocal
microscope (Sonomura et al., 2013) or to rely on additional techniques to solve the
problem of “matching” during the protocol (Bishop et al., 2011; Maco et al., 2013).
However, due to the lack of readily available additional equipment and to reduce
the preparation time in order to preserve ultrastructure (K. Staras, personal communication), instead we determined the location of the FM bolus using a fluorescent
microscope. We noted the location of the FM bolus as well as the outline of the slice
and landmarks, such as blood vessels and deformations resulting from the craniotomy. We used these landmarks both to target photoconversion to the FM-bolus as
well as to mark the location of the biocytin-labelled cell after photoconversion and
osmification. Where natural landmarks were not sufficient to unequivocally mark
the location of the biocytin-labelled cell, we manually added landmarks, e.g. by
trimming the slice or adding cuts. Crucially, we imaged the slices on a Neurolucida
microscope at different magnifications (4X, 10X, 20X) before photoconversion, after
photoconversion and after osmification (see Figure 4.11). We could often identify
the approximate location of the photoconversion in the osmificated slice due to its
different surface structure, in addition to our landmarks.

X-Ray tomography
A major problem for correlating light and electron microscopic images using FIBSEM
imaging was the fact that – despite 2P reconstructions and landmarks – it was difficult to know the location of the labelled cell to a precision of 10s of µm, which was
required for a time-efficient milling and imaging setup. If the FIBSEM field of view
was not targeted correctly and the cell was not found on the first milling-imaging
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Figure 4.11: Biocytin label and landmarks
Example of artificial landmarks (pink arrow) next to biocytin-labelled cell (white
arrow) in slice prior to photoconversion (left), after photoconversion (centre) and
after the first osmification (right).
cycle, re-starting milling and imaging cost time, and milling and imaging in several
locations was strongly invasive to the block: it repeatedly damaged the top and front
surfaces, which lead to imaging artefacts such as curtaining when imaging adjacent
locations (see Figure 4.8).
Thus, to non-invasively identify the location of a cell we used X-ray tomography. Xray tomography allows to generate 3D image volumes from a stack of 2D X-ray slices.
To do so, the sample is rotated and a series of 2D radiographs are taken from slightly
different angles and reconstructed into a 3D volume. As X-rays pass through the
block, they are attenuated to different degrees by different materials, generating contrast. The heavy metal stains used in our FIBSEM preparation are therefore suitable
as a marker for both EM and X-ray tomography. In particular, X-rays were attenuated
by the electron-dense label of the biocytin-filled cell which appeared white in the radiographs; conversely, structures which contained less electron-dense material, such
as cell bodies and blood vessels, appeared at darker grey scales (see Figure 4.12).
Using X-ray tomography allowed us to view a cross-section of the sample hidden by
the electron-dense label and gold coat, and to target the FIBSEM field of view precisely to the location of the cell. In addition, the radiograph provided low-resolution
cross-sections of the sample at the FIBSEM imaging plane, which cannot be obtained
non-destructively by FIBSEM. It was therefore a crucial link for identifying this plane
in the 2P in vivo volume for correlating it with the EM volume (see Figure 4.13).
Correlating light microscopy and EM volume
The correlation of light- and EM images required reconstructing the filled neuron
in the 2P image, using landmarks and biocytin conversion to locate the cell and
FM-bolus for photoconversion, anticipating the FIBSEM field of view in the sample
preparation on the ultramicrotome and finally targeting the FIBSEM imaging to the
correct location. If all steps have been performed successfully, the ROI imaged in vivo
could now be identified in the FIBSEM volume.
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Figure 4.12: Correlating light and X-ray images
A. xy view of Neurolucida image of a coronal slice with a biocytin-labelled cell (black
rectangle and yellow arrow) and natural landmarks (white arrows) with blood vessels visible in several z depths. B. xz view of X-ray tomograph at y plane indicated in
A (dotted black line), with biocytin-labelled cell (black rectangle) and natural landmarks (white arrows), aligned with A and C. C. xy view of X-ray tomograph at z
plane indicated in B (dashed black line) with biocytin-labelled cell (black rectangle)
and natural landmarks (white arrows), aligned with A and B. D. Another example
Neurolucida image of a slice with biocytin filled cell (white arrow and box). E. X-ray
tomograph of the slice in D with biocytin filled cell (black arrow and box). Arnd
Roth contributed to this Figure. All scale bars are 25 µm.
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Figure 4.13: Correspondence between 2P and X-ray
A. z projection of a 2P stack containing two Alexa+biocytin filled cells (as in Figure
4.12). B. Neurolucida reconstruction of cell 2 in A. C. Schematic of 2P (green) and
X-ray tomography (yellow) imaging planes. D. Image series containing two biocytinlabelled cells (pink arrows) and three prominent blood vessels (orange arrows) from
A,B in 2P (left, X-ray plane indicated by yellow line) and X-ray (right, 2P plane
indicated by green line).
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Figure 4.14: Correlating structures in 2P, X-ray and EM
A. 2P xy plane (yellow axes) containing two Alexa+biocytin filled cells (white and
pink arrows) and a characteristic blood vessel (yellow arrow, as in Figure 4.12). The
yellow line shows the x-axis in B. B. X-ray tomograph of a slice cut from the region
in A, showing the same cells (white and pink arrows) and blood vessel (yellow arrow). Note also the large blood vessel on the right, as in A. Yellow horizontal line
shows the xy plane in A. The outlined region has been contrast enhanced to facilitate
identification of the biocytin-labelled cell body (white arrow). Note the inversion of
contrast in X-ray compared to EM. C. FIBSEM image of the region outlined in grey
in B, containing the same cell and dendrite (white and pink arrows) and blood vessel
(yellow arrow) as in A and B. Inset: magnification of dendrite. Scale bar in region
outlined in black is 1 µm.

We first had to identify the corresponding imaging plane, facilitated by landmarks
and the use of the X-ray radiograph as an intermediate step. In Figure 4.14, the
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surface plane of the radiograph – which was the same as the surface of the EM
volume – has been identified in the 2P stack by intersecting four objects: two biocytinlabelled cells, one small and one very large blood vessel. Three of these can also be
seen in the EM image. Having identified the EM imaging plane in the 2P volume, we
could then rotate the neural reconstruction to facilitate identification of individual
dendrites as shown in Figure 4.15.
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Figure 4.15: Correspondence between 2P reconstruction and EM
A. Neurolucida reconstruction of a neuron at its orientation in the original in vivo
2P x-y plane (grey axes, as in Figure 4.12). The yellow line shows the x-axis in B. B.
Same as A, rotated to match the orientation of the EM volumes in C. C. Maximum
z projection through the EM volume containing the soma and proximal dendrites
(pink arrow) of the cell in A and B. Inset: magnification of the region indicated in B,
highlighting the dendrites identified in C.
Having found a correspondence between our two-photon light microscopy and FIBSEM images allowed us to find the region of the FM1-43FX bolus and the photoconversion. Here, we could identify FM1-43FX labelled vesicles in the vicinity of
the postsynaptic biocytin-filled neuron, based on their characteristic dark lumen. By
following individual dendrites, we can identify their active inhibitory and excitatory synaptic inputs (see Figure 4.16). Due to the large number of synaptic boutons
containing labelled vesicles, a manual segmentation and analysis of these datasets
would take prohibitive amounts of time. We therefore developed a semi-automated
segmentation pipeline (see Semi-automated segmentation of vesicles in EM volumes).
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Figure 4.16: Example of FM1-43FX labelled synapses on biocytin-labelled neuron
Example dataset of tissue containing in vivo FM1-43FX labelled and photoconverted
vesicles and a biocytin-filled neuron. A. Example of a presynaptic terminal containing FM1-43FX labelled and photoconverted (PC+; yellow arrow) and unlabelled
(PC-) vesicles, synapsing onto the dendritic shaft of the biocytin-filled postsynaptic
neuron (pink arrow). This example illustrates the necessity for high z resolution to
distinguish between PC+ and PC- vesicles. B. Two synaptic boutons filled with PC+
(pink arrows) and PC- (yellow arrows) vesicles. C. Presynaptic bouton containing
PC- (yellow arrow) vesicles, synapsing onto a biocytin-filled dendritic spine (pink
arrow). D. Presynaptic bouton containing PC+ (yellow arrow) and PC- vesicles, synapsing onto a biocytin-filled dendritic spine (pink arrow). This example illustrates
the necessity for high z resolution to distinguish between PC+ and PC- vesicles. E.
Example of an inhibitory synapse (yellow arrow) made onto the dendritic shaft (pink
arrow) of the postsynaptic neuron. All scale bars are 1 µm.
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Semi-automated segmentation of vesicles in EM volumes
To relate the FM1-43FX synaptic activity label to the stimulus preference of the
biocytin-labelled postsynaptic neuron, we would need to reconstruct the biocytinlabelled postsynaptic dendrites and presynaptic FM-labelled boutons (see Figure
4.16). We chose to focus our efforts on the segmentation of presynaptic boutons
and their photoconverted vesicles for two reasons: first, the automated reconstruction of neurites in 3D EM volumes is well-developed (Berning et al., 2015; Cardona
et al., 2012; Saalfeld et al., 2009; Sommer et al., 2011), and may not be required in
our small volumes. Furthermore, many useful parameters – such as the number and
spatial distribution of excitatory and inhibitory synaptic inputs, the distribution of
their strengths, or whether synaptic activity is organised into functional clusters –
do not require the reconstruction of a postsynaptic neuron, and can already be obtained in the absence of a postsynaptic biocytin label. This allows us to extract useful
parameter constraints from regions adjacent to a biocytin-labelled neuron or from
datasets that did not contain a biocytin-labelled postsynaptic neuron.
The segmentation and analysis of presynaptic boutons and their photoconverted vesicles can be achieved either by laborious manual reconstruction or by developing a
dedicated segmentation software (Berning et al., 2015; Cardona et al., 2012; Saalfeld et
al., 2009; Sommer et al., 2011), which was beyond the scope of this work. Therefore,
we used existing segmentation software, Ilastik (Sommer et al., 2011), and optimised its parameters for the segmentation of photoconverted vesicles. We combined
this with custom-written software in Mathematica into a pipeline for semi-automatic
segmentation (see Figure 4.17).
Briefly, we first generated a manual consensus segmentation (the “test dataset”) to
evaluate automated segmentation (Helmstaedter, 2015). We then trained a classifier
in Ilastik by manually annotating FM1-43FX-loaded vesicles. We compared classifier
performance to the segmentation performance of humans, both on the full dataset
and on subvolumes. Based on an analysis of Ilastik classification errors, we explored
improvements to the segmentation using Mathematica’s image processing library.

Datasets
For all image reconstruction and prediction, raw FIBSEM images were aligned using
the Linear Stack Alignment with SIFT plugin of Fiji (see Chapter 3). Representative
image stacks had volumes of 1500 ⇥ 1000 ⇥ 200 voxels with an anisotropic resolution
of 6.2 ⇥ 6.2 ⇥ 9.3 nm (x, y, z). We developed and tested our segmentation pipeline using two different in vitro datasets. Both datasets contain a block of the CA1 region in
rat hippocampus, where axon terminals have been loaded with FM1-43FX using electrical stimulation (see Chapter 3 Section 3.1). The tissue contains FM1-43FX labelled
and photoconverted vesicles (PC+ vesicles) alongside unlabelled vesicles and other
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Figure 4.17: Overview of segmentation pipeline
1. Raw EM image volume used for automated segmentation (aligned using Fiji). 2.
Manual consensus segmentation to assess classifier performance. 3. Training volume
with manual labels for “photoconverted vesicle” (PC+) and “other” (PC-) in Ilastik. 4.
Ilastik prediction. 5. Prediction from Ilastik after post-processing. 6. Final automated
segmentation.

structures (PC-, see Figure 4.18). Both dataset 1 (voxel size of 6.2 ⇥ 6.2 ⇥ 9.3 nm3 )
and dataset 2 (voxel size of 6.2 ⇥ 6.2 ⇥ 9.3 nm3 ) were used as training and test sets
for training the classifier in Ilastik and for developing the post-processing steps in
Mathematica.
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Figure 4.18: Examples of PC+ and PC- vesicles
A. Overview of a field of view in dataset 1 used for training. B. Example of a bouton
with unlabelled vesicles (PC-, yellow arrows). C. Example of axon with FM1-43FX
labelled and photoconverted vesicles (PC+ vesicles, pink arrows).

Voxel segmentation in Ilastik
We used Ilastik (Sommer et al., 2011) for an interactive voxel segmentation of our
datasets and compared the performance of our trained classifiers to humans, both on
the full datasets and on subvolumes. We defined two object classes, one PC+ class for
voxels corresponding to a labelled vesicle and one PC- class for voxels corresponding
to all other structures, including unlabelled vesicles, synapses, extracellular space,
mitochondria, membranes and dead objects (see Figure 4.19), and human annotators
used Ilastik’s user interface to label voxels belonging to each class. All annotators
received several weeks of training for identifying PC+ vesicles in FIBSEM volumes.
Notably, unlike for many supervised learning tasks, there is no “true” label for PC+
voxels and so the automatic classification will emulate the performance of human
annotators at best.
We identified 206 PC+ vesicles in the consensus segmentation dataset (see below and
Chapter 3), which were labelled by annotating their central voxel (0.05% of voxels
of the total dataset). Their distribution and neighbourhood features are described in
Figure 4.20.
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Figure 4.19: Examples of labels in Ilastik
A. Overview of a field of view used for training and testing. Photoconverted (PC+)
vesicles are labelled as one class (red dots) and other structures as class 2 (green
patches) B. Magnification of axon terminal with PC+ vesicles (black lumen), obscured
by label in A. C. Examples of whole-vesicle (left) and single-voxel (right) labelling
strategies for photoconverted vesicles.
To distinguish between the two voxel classes we used Ilastik’s standard features (see
Table A.1 in Supplementary Material for Chapter A), which account for four types
of image structure: colour/intensity, edge, texture and orientation. We also tested
various labelling strategies (Sax, 2014) to generate training data with different image
features for the object and its neighbourhood. The interactive annotation of the training set, proof-reading and training of the classifier required about half an hour for
an expert human annotator and about 2 hours for a trained non-expert.
To evaluate human and Ilastik classification performance we used the F-Score metric.
true positives
Briefly, the F-score is the harmonic mean of precision (p = all positives , the classifier’s
ability to identify positive samples correctly) and recall (r =
fier’s ability to find all positive samples):
F1 = 2 ·

true positives
f alse positives ,

the classi-

p·r
p+r

The F-score can take values from 0 (no precision, no recall) to 1 (perfect precision and
recall). While in most supervised classification applications accuracy is reported, this
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Figure 4.20: Distribution of PC+ vesicles
A. Spatial distribution of PC+ vesicles (black dots) in the consensus segmentation
of dataset 2. PC+ vesicles were annotated as described in Chapter 3. B. Pairwise
distances between PC+ vesicles across the whole dataset. C. Number of nearest
neighbours within a 100 nm neighbourhood. D. Distribution of nearest neighbour
distances within a 100 nm neighbourhood.
requires samples to be balanced across target classes, which is not the case in our
datasets. Further, we would like to compare our work to relevant literature (Kreshuk
et al., 2014, 2011) using the F-Score metric.
Human performance
To judge automated vesicle classification it is informative to analyse human performance. A comparison between the annotations made by three human experts revealed
different annotation strategies. First, with respect to time management: expert 2
spent eight hours of continuous work to label the full dataset, whereas expert 1 spent
the same amount of time spread over four consecutive days. Expert 3 spent about six
hours of continuous labelling, but due to time constraints did not examine all axons.
Second, with respect to accuracy: despite the relatively short time spent annotating,
expert 3 labelled the largest number of vesicles (348, see Table 4.1). Notably, a large
number of these were vesicles in dead structures, which were later omitted from the
consensus segmentation. In contrast, expert 1 labelled less than 200 vesicles only
in healthy axons, but excluding vesicles located in close proximity to cell filaments.
These are included in the consensus segmentation if they meet certain criteria (see
Methods).

§4.2 Results

87

These differences demonstrate that the expert annotations have subjective biases for
accepting or rejecting vesicle-like objects as PC+, leading to characteristic false positive and false negative rates for each expert (see Table 4.1 and Figure 4.22). Thus when
evaluating human expert annotations against the consensus segmentation, the results
should be treated with caution, given that the consensus segmentation is the result of
a discussion among the same three human experts (see Methods). Several examples
of structures where expert annotators disagreed are shown in Figure 4.21. Most of
these questionable cases could be identified as PC+ or PC- by taking into account the
object’s neighbourhood. Overall, human segmentation performance is very variable
and generally poor (see Table 4.2 and Figure 4.22), reflecting the inherent difficulty of
detecting photoconverted vesicles in EM image stacks. Below we provide examples
of the errors made by humans and provide and analysis and strategies to improve
human
annotation
performance.
Full dataset
# PC+
labelled
true positive
false positive
false negative
Expert 1

179

100

79

106

Expert 2

277

146

131

60

Expert 3

348

126

222

80

Consensus

206

-

-

-

Table 4.1: Expert annotations on consensus segmentation

Full dataset

true positive

false positive

false negative

Expert 1

100

79

106

Expert 2

146

131

60

Expert 3

126

222

80

Trained Human 1

93

70

115

Trained Human 2

99

149

107

precision

recall

miss rate

F-score

Expert 1

0.56

0.49

0.52

0.52

Expert 2

0.52

0.71

0.29

0.61

Expert 3

0.36

0.61

0.39

0.45

Trained Human 1

0.57

0.45

0.55

0.50

Trained Human 2

0.40

0.48

0.52

0.44

Table 4.2: Human classification performance on full dataset
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Figure 4.21: Conflicting annotations and PC+/PC- intensity distribution
A. Two examples of axon terminals containing PC+ vesicles (red rectangle) in a structure that can be identified as dead in a lower z plane. These were not included in
the consensus segmentation. B. Distribution of voxel intensities (AU) for the central
(darkest) voxel of true PC+ vesicles. Note that the peak above 200 makes up only
a small fraction of the same peak in D. C. Vesicular-like structures that were identified as PC+ in the z plane shown but could be identified as filaments by taking into
account z planes above and below the currently shown z plane. D. Distribution of
voxel intensities (AU) for PC- (i.e. the full dataset except PC+ vesicles). All scale bars
are 0.25 µm.
Classifier performance
We first evaluated Ilastik’s performance on the whole datasets (see Table 4.3). As was
the case with manual segmentation, classifier segmentations are highly variable and
their performance is generally poor in comparison to previous work (Kreshuk et al.,
2014, 2011). Therefore, we also assessed classification performance on a subvolume,
by restricting training and classification to individual axons, so-called “Carving”. To
select a subvolume, we used Ilastik’s Carving tool: first, the user annotates a region,
in this case individual axons with healthy ultrastructure. Second, Ilastik generates a
boundary map for segmentation using a watershed algorithm (Straehle et al., 2012).
Carving significantly improved segmentation performance, both of human annotators and ilastik’s classifier (see Table 4.4), which was now comparable to the results
in (Kreshuk et al., 2014, 2011). Thus, the additional time required to carve out axons
paid off in increased segmentation accuracy. In addition, we found that restricting
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Full dataset

precision

recall

F-score

Classifier (best)

0.44

0.47

0.45

Classifier (average)

0.39 ± 0.03

0.45 ± 0.04

0.42 ± 0.02

Trained Human 1

0.57

0.45

0.50

Trained Human 2

0.40

0.48

0.44

Table 4.3: Near-human classification performance on full dataset
On the full dataset, the best classifier performs comparable to trained human annotators (threshold parameters: sv = 0.3, probability = 0.25, size = 1). The overall best
classification performance is achieved by a trained human. Averages are reported as
mean ± standard deviation.
training and testing to an individual axon reduced the performance differences for
different labelling strategies and made classification more robust.
Error analysis
With the aim of further improving classification performance, we investigated the
classification errors made by both humans and Ilastik’s classifier.
Human errors can be split into two categories, false negatives and false positives.
False negative errors are PC+ vesicles that are not annotated when they should have
been. These form the majority of human errors. Notably, there were no apparent systematic features to false negative errors, suggesting that they are accidental misses
perhaps due to a lack of concentration (see Table 4.1: the highest number of false
negative errors was made by expert 3, who performed annotations for eight consecutive hours). Examples or false negative errors are individual PC+ vesicles within a
group of labelled and unlabelled vesicles or the omission of a whole group of vesicles
containing PC+ vesicles (see Figure 4.22). False positive errors concern objects that
“look like” vesicles, but could have been identified as “other” based on their neighbourhood (see Figure 4.21 and Figure 4.22). Examples are black dots in extracellular
space, segments of the rough endoplasmatic reticulum or desmosomes inside dead
structures. The second error type – erroneously annotating non-vesicular black objects – could be reduced to as much as 10% by asking annotators to only consider
axons with good ultrastructure, or restricting segmentation to individual axons, as
shown in Table 4.4.
Classifier errors were mostly false positive and fell into two categories. On the one
hand, these errors were objects that shared all voxel and object features of true vesicles, but could be identified as “other” based on their neighbourhood (see the equivalent category for human errors). On the other hand, there was erroneous classification of objects with different voxel and/or object features than true vesicles.
Examples are vesicle-like structure that are too bright, too large or “fuzzy”, resulting
in inconsistent texture features and misclassification.
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Figure 4.22: Analysis of annotation errors
A/B. Accidental misses of individual/a group of PC+ vesicles (red rectangles). C.
Bouton with correctly identified (green rectangles) and missed PC+ vesicles (red rectangles). D. PC+ vesicles in a dead axon (identifiable in at lower z). E. Comparison
of correctly annotated vesicles (left), false positive errors (centre) and false negative
errors (right; all in % of true PC+ vesicles) for both expert and trained annotators.
Orange lines show median, whiskers denote the 95% confidence interval. Best/worst annotators indicated by open/closed circles. F-G. Parts of larger objects (red
rectangle) erroneously marked as PC+ vesicle. Anne-Lene Sax contributed to this
figure.
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Axon dataset

precision

recall

F-score

Classifier (best)

0.62

0.68

0.65

Classifier (average)

0.57 ± 0.09

0.61 ± 0.08

0.58 ± 0.04

Human (best)

0.61

0.49

0.54

Human (average)

0.63 ± 0.02

0.48 ± 0.01

0.54 ± 0.0

Single axon

precision

recall

F-score

Classifier (best)

0.95

0.89

0.92

Classifier (average)

0.88 ± 0.05

0.90 ± 0.03

0.89 ± 0.02

Human (best)

1.0

0.79

0.89

Human (average)

0.97 ± 0.03

0.77 ± 0.03

0.86 ± 0.03

Table 4.4: Best classifier outperforms humans on subvolumes
Classification performance on subvolumes containing only axons or a single axon
is comparable to classification performance of trained humans. The best classifier
on the axon dataset and on the single axon dataset outperforms humans on these
datasets. Averages are reported as mean ± standard deviation.
Connected component segmentation in Mathematica
To avoid these errors and improve on the Ilastik prediction – a probability map assigning each voxel a probability of belonging to the PC+ class – we treated the Ilastik
segmentation as an image pre-processing step (Krig, 2016) and performed a second
segmentation of the probability map generated by Ilastik in Mathematica, using features of voxel groups, so-called connected components, and two measures of connected component density. An overview of all pre-processing and classification steps
can be found in Figure 4.23.
We first thresholded the Ilastik segmentation – a probability map assigning each
voxel a probability of belonging to the PC+ class – by performing a morphological
binarisation using Mathematica’s MorphologicalBinarize (http://reference.wolfram.
com/language/ref/MorphologicalBinarize.html). This leaves only continuously connected non-zero voxels (“connected components”), which are candidate PC+ vesicles.
For each connected component, we extracted both individual connected component
features, as well as features of its neighbourhood (see Table A.2 in Supplementary
Material for Chapter A), since the presence of other connected components nearby
carries important information and human annotators frequently use this prior biological knowledge to assess the likelihood of an object being a vesicle.
Because there is a spatial structure in the class distributions of our data, we cannot
randomly split the datasets into separate subvolumes for training and testing. To
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Figure 4.23: Vesicle classification pipeline
A. “Pre-processing” of the raw EM image using manual labelling followed by voxel
classification in Ilastik (orange). The resulting segmentation is thresholded to produce a binarised image containing only connected components, used subsequently
for a connected component segmentation in the Mathematica (B). B. Component features and component densities obtained by thresholding the voxel probability map
generated in Ilastik (A) are calculated using Mathematica’s Image Processing Library (yellow) or custom-written functions (green), respectively. These are used for
classification and the resulting segmentation is evaluated.

maintain as much of the structure as possible, we decided to train on one dataset
and test on the other, and vice versa. Thus all classification errors reported are (twofold) cross-validation errors rather than test errors.

We used the naïve Bayes classifier implemented in Mathematica (within http://
reference.wolfram.com/language/ref/Classify.html). To be able to evaluate its performance, we calculated the F1 score of a classifier performing a “random guess” (see
Table 4.5). We found that segmentation performance of the naïve Bayes classifier is
significantly above chance and – even without parameter optimisation – comparable
to the best human annotators (see Table 4.5). This suggests that despite the limited
training and testing data as well as a lack of parameter optimisation, our two-step
segmentation pipeline could be used in place of human annotation on the in vitro
datasets.
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method

precision

recall

F1-score

Random guess

0.19 ± 0.02

0.20 ± 0.02

0.20 ± 0.02

Naive Bayes

0.42 ± 0.10

0.69 ± 0.14

0.50 ± 0.03

Trained Human 1

0.57

0.45

0.50

Trained Human 2

0.40

0.48

0.44

Table 4.5: Classification in Mathematica
Automatic segmentation scores are the mean ± standard deviation of a two-fold
cross-validation on datasets 1 and 2.

4.3

Discussion

The aim of the work described in this chapter was to obtain local parameters of synaptic input in vivo – the number, fraction and sign of active synapses on a dendrite,
the local ratio of excitation to inhibition (E:I ratio), the spatial distribution of active
synapses along the dendritic branch as well as the variability in distributions across
different dendritic branches – which would allow us to build a detailed biophysical model of dendritic integration in vivo (see Chapter 5). Therefore, we developed
a protocol for functional labelling of synaptic inputs during sensory stimulation in
vivo, and applied this protocol to label active synaptic inputs on the dendritic tree
of a postsynaptically recorded neuron. To do so, we established an effective loading
stimulus, found an optimal combination of single-cell biocytin labelling and photoconversion of FM1-43FX, and demonstrated how light and electron microscopic
volumes – acquired using 2P microscopy and FIBSEM imaging, respectively – can
be matched with the limited temporal and technical resources of our FIBSEM preparation protocol. In addition, we have developed a semi-automated segmentation
pipeline for the identification of FM1-43FX labelled vesicles in EM volumes, using a
combination of Ilastik and custom-written analysis routines in Mathematica.
Due to the large expenditure of time associated with our methods developments,
we have not been able to analyse our datasets containing FM1-43FX-labelled synaptic inputs and a biocytin-labelled postsynaptic neuron, yet. The first application of
this data will be to test and refine our combined synaptic input and postsynaptic biophysical model of dendritic integration in layer 2/3 pyramidal neurons in vivo, which
we have fitted using various parameter constraints from the literature (see Chapter
5). In addition to providing local parameter constraints for a mechanistic model of
dendritic integration, we suggest additional applications of our method: by providing a functional link from in vitro and in vivo experiments to electron microscopy,
the combination of FM1-43FX labelling and FIBSEM presented above could be used
to address three-dimensional aspects of synaptic physiology and vesicle dynamics
(Fowler and Staras, 2015). Furthermore, the functional label of synaptic connections may find applications in the field of functional connectomics. We also discuss
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the limitations of the methodology and suggest improvements or alternatives: first,
we suggest an alternative to calibrating the FM1-43FX label in cortex, where it was
severely constrained by effective stimulation protocols and cortical circuit anatomy.
Second, we propose to combine the methods described above with 2P Ca2+ imaging
of dendritic spines in order to increase the temporal resolution of our method (reliable FM1-43FX loading (> 7min) takes much longer than the timescales relevant for
single neuron output (several ms)) as well as to facilitate sample preparation. Finally, we suggest steps to further improve the correlation between light and electron
microscopy, including better landmarks, the imaging of larger volumes and using
alternative fluorescent probes. We also discuss improvements to our semi-automated
segmentation pipeline.

Applications of the FM1-43FX labelling with FIBSEM imaging
Parameter constraints for biophysical modelling of dendritic integration in vivo
Recent experiments have observed non-linear dendritic integration in vivo and demonstrated its importance for the output and feature selectivity of the postsynaptic
neuron (Lavzin et al., 2012; Palmer et al., 2014; Smith et al., 2013; Wilson et al.,
2016), and the behaviour of the animal (Takahashi et al., 2016). However, we lack a
mechanistic understanding of dendritic integration in the behaving animal because
important parameters of the synaptic input patterns received by dendrites in vivo are
unknown (Palmer et al., 2016). Biophysical modelling of dendritic integration in vivo
presents an approach that would allow us to explore the conditions under which
dendritic spikes can be generated from synaptic inputs in vivo (see Chapter 5) and
address controversies in the field (Iacaruso et al., 2017; Jia et al., 2010; Moore et al.,
2017; Varga et al., 2011; Wilson et al., 2016). However, constructing a detailed biophysical model requires numerous constraints on parameters of the synaptic input
during sensory stimulation as well as the postsynaptic neuron. Mapping functional
synaptic inputs using FM1-43FX in combination with FIBSEM imaging can provide
important parameters of the synaptic input: the number, fraction and sign of active
synapses on a dendrite, the local E:I ratio, the spatial distribution of active synapses
along the dendritic branch as well as the variability in distributions across different
dendritic branches. While recent work using two-photon Ca2+ imaging has allowed
us first insights into some properties of synaptic input, crucial features – such as
the local dendritic E:I ratio, or the spatial pattern of inhibitory synaptic inputs –
are only accessible via the high-resolution datasets provided by FIBSEM imaging
in combination with a functional synaptic label. Our methods will therefore be a
tool for studying synaptic input patterns that is complementary to previous imaging
approaches and can fill in details necessary to build a tightly-constrained realistic
model of dendritic integration in vivo.
3D high-resolution functional datasets for synaptic physiology High-resolution
near-isotropic FIBSEM images of subcellular structures, such as the data shown in
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Figures 4.2 and 4.18, are required to address outstanding questions about the physical organisation of defined vesicle pools (Chamberland and Tóth, 2016; Fowler and
Staras, 2015; Kaeser and Regehr, 2017; Neher, 2015). To date, this analysis has been
limited by the 2D appearance that TEM images provide at the spatial scale of synaptic
vesicles: due to the low z resolution, individual synaptic vesicles are only apparent
in a single TEM slice and so it is difficult to identify unequivocally whether they are
FM-dye-labelled and photoconverted or not (K. Staras, personal communication). By
(semi-)automating the detection of labelled and photoconverted vesicles as above, it
might be possible to unlock the isotropic, high resolution benefits of FIBSEM imaging
to study synaptic transmission at the ultrastructural level in 3D.
For example, it has been suggested that the physical organisation of vesicles inside the bouton and along the axon could determine the characteristics of a synapse
(Chamberland and Tóth, 2016; Fowler and Staras, 2015; Goldstein et al., 2008; Kaeser
and Regehr, 2017; Mochida, 2011; Neher, 2015) and that there is a correlation between
the size of the total recycling pool (TRP, the total vesicle population that engages in
stimulus-evoked recycling) and synaptic efficacy (Murthy et al., 1997; Waters and
Smith, 2002). While there is no single stimulus paradigm in the field, labelling of
TRP vesicles is thought to require the type of “saturating” stimuli used in our experiments. By semi-automatically mapping and counting the number of FM1-43FX
labelled vesicles one could therefore estimate the size of the TRP in hippocampal synapses. This would be interesting because the TRP is in a prime position to influence
synaptic information transmission properties, such as synaptic strength.
However, we know very little about the distribution of TRP sizes between synapses
and between axons, which could be an important mediator for plasticity. Similarly,
we don’t know what fraction of the overall variability in released vesicles per bouton
is due to differences in release probability (differences across boutons of the same
axon), and what fraction is due to differences in activity (differences in number of
APs across axons). To address these questions, experiments in vitro and in vivo using FM1-43FX loading and a semi-automatic segmentation of labelled vesicles could
jointly reconstruct the distribution of release probabilities and the distribution of
mean firing rates (up to a scale factor each).
Functional synaptic labels for functional connectomics While an immediate application of our methodology is the detailed study of synaptic inputs on individual
dendrites, FM1-43FX loading in vivo has potentially many applications in the field of
connectomics. While the publication of the C. elegans connectome sparked decades of
research on C. elegans and arguably founded the yet-to-be-named field of connectomics (White et al., 1976), the description of ’the mind of a worm’ is purely structural
and does not contain any information about the function of the reconstructed neurons and their connections. It is therefore insufficient to predict neural dynamics
and the computations performed by the circuit (Honey et al., 2010): for example,
work in other small invertebrate circuits prominently demonstrated that different
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functional properties of the synaptic connections in a wiring diagram can lead to
drastically different network dynamics (Prinz et al., 2004) and that the anatomical
connectome provides only a minimal structure based on which the “neuromodulatory environment constructs and specifies the functional circuits that give rise to
behaviour” (Bargmann, 2012; Marder, 2012).
The approaches we describe are powerful because they can provide a functional label
for synaptic connections which is currently lacking from connectomics. Specifically,
in contrast to the laborious targeted characterisation of individual neurons (Bock et
al., 2011; Lee et al., 2016), one could apply FM1-43FX to a (small) circuit during a
defined stimulus or spontaneous activity, which would supply the circuit’s wiring
diagram with a functional label for each connection for the given activity pattern.
This could be especially relevant to circuits (or subsets of circuits) that are small
enough to be easily and fully penetrated by an FM-bolus (~ 500 µm diameter).
The main challenge for scaling up our methods to a functional connectomics setting,
however, is not the small circuit volume imposed by the FM bolus, but the small
volume that can reasonably be covered using FIBSEM imaging (~ 50 ⇥ 25 ⇥ 25 µm).
As discussed above and illustrated in Figure 4.24, matching a biocytin-filled dendrite
in a FIBSEM field of view with a fluorescently labelled dendrite in a 2P field of view
in vivo is challenging. The volumes covered by FIBSEM can be increased somewhat
by improving the laboratory environmental conditions for stable FIB milling over
long periods of time (>1 week), or by compartmentalising the tissue with a hot knife
for parallel FIBSEM imaging (Hayworth et al., 2015; Xu et al., 2017). However, it
is unclear whether these methods are compatible with the tissue consistence after
photoconversion. Ultimately, to achieve larger volumes one would resort to other
(non-isotropic) automated EM imaging methods. In non-isotropic images, where
labelled and unlabelled vesicles are difficult to identify unequivocally, the presence,
size or density of a vesicle cloud may be sufficient as a functional label of connection
strength.

Calibration of the FM1-43FX label for future work
At present, the labelling of vesicles with FM1-43FX can only provide a proxy for synaptic strength, namely the product of synaptic release probability and presynaptic
activities. We wanted to define the transfer function from the number of APs to the
number of labelled vesicles – the proportionality constant relating the number of labelled vesicles to the product of the number of presynaptic APs and synaptic release
probability – to make the FM1-43FX label quantitative in terms of presynaptic APs.
To determine the proportionality constant in the transfer function from the number
of evoked APs to the number of labelled vesicles, we performed in vitro experiments
using optogenetic stimulation in combination with single cell electrophysiology, but
could not retrieve FM1-43FX labelled vesicles. It is likely that the optogenetic activation was not strong enough to load stimulated axon terminals with FM1-43FX,
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Figure 4.24: Biocytin-filled cell in FIBSEM field of view
A. FIBSEM field of view (red rectangle) superimposed on a 2P maximum z projection.
B. FIBSEM field of view superimposed on Neurolucida reconstruction of cell in A.
C. Maximum z projection through an EM volume with a biocytin-labelled dendrite.
Note that the dendrite in C could not be unequivocally identified with a dendritic
segment in A and B, but that the superposition of the FIBSEM field of view in A and
B is for demonstration purposes of the spatial dimensions only.
or that the tissue prepared in our experiments contained loaded axons outside the
region imaged in FIBSEM. We used blockers of glutamatergic synaptic transmission
to prevent recurrent excitation so that only axons of ChR2+ neurons would contain
FM1-43FX labelled vesicles to avoid having to trace a individual ChR2+ axons. For
determining the location of individual ChR2+ axons in FIBSEM, the same spatial
constraints as for imaging and identifying individual dendritic branches both in vivo
and in FIBSEM apply: as discussed above, without an electron-dense label such as
biocytin to target the FIBSEM field of view, the calibration experiments in cortex
had an extremely low success probability and so we did not pursue them further. Instead, future work on the calibration of FM1-43FX should be performed, for example,
in hippocampus, where the circuit layout facilitates targeting of the photoconversion
and FIBSEM field of view.

Using in vivo 2P microscopy as an alternative for mapping synaptic inputs
(see 4.4 Future directions)
In some circumstances, two-photon Ca2+ imaging presents an attractive alternative
to the FM1-43FX loading of recycling vesicles to map active synaptic inputs in vivo.
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For example, addressing the temporal pattern of synaptic input on a dendrite during sensory stimulation requires a temporal resolution that cannot be provided by
the combination of FM1-43FX labelling and FIBSEM imaging. One of the first uses
of 2P microscopy was the imaging of Ca2+ signals in dendritic spines (Denk et al.,
1996). Since then, both chemical and genetically-encoded fluorescent dyes as well
as imaging techniques have improved significantly: while the spatial resolution of
EM – in particular 3D FIBSEM imaging – remains unparalleled, 2P Ca2+ imaging
has evolved from resolving dendritic hotspots (Jia et al., 2010) to resolving Ca2+ signals in individual dendritic spines (Chen et al., 2013; Iacaruso et al., 2017; Wilson
et al., 2016). Similarly, recent efforts in protein engineering have led to a significant
improvement in the imaging properties of genetically encoded Ca2+ indicators: in
less than a decade, the most widely used single-wavelength GCaMP indicators have
gained both sensitivity and signal-to-noise ratio several fold (Akerboom et al., 2012,
GCaMP5) and increased their sensitivity down to the reliable detection of single APs
(Chen et al., 2013, GCaMP6). These dyes have been applied successfully to image
genetically defined neurons, their dendrites and spines during sensory stimulation
in vivo at a temporal resolution of a few ms (Iacaruso et al., 2017; Wilson et al., 2016).
However, Ca2+ sensitive dyes have several drawbacks (and similar considerations
apply to the use of other fluorescent activity sensors, such as iGluSnFR (Marvin et
al., 2013, 2017)). First, because spine Ca2+ imaging looks at a postsynaptic signal
and only a limited number of dendritic spines can be recorded at any one time,
it is often not possible to distinguish whether events are EPSPs, locally generated
dendritic spikes or APs back-propagating from the soma (S. Smith and N. Spruston,
personal communication). Second, the imaging omits synapses whose Ca2+ concentration changes are below the sensitivity of the Ca2+ dye, as well as spines that are
perpendicular to the imaging plane of the microscope. Further, Ca2+ imaging does
not capture the location and activity of inhibitory synapses, both of which can play
an important role in dendritic integration (Gidon and Segev, 2012). Therefore, one
should not rely on 2P Ca2+ imaging alone to obtain and accurate map of synaptic
inputs on dendrites in vivo. Only a functional synaptic label, such as FM1-43FX combined with high-resolution electron microscopy, can provide sufficient local detail to
be useful for a tightly constraining a mechanistic model of synaptic input in vivo.
Nevertheless, the advantages of in vivo 2P Ca2+ imaging can be harnessed by integrating it into the methods described above. While it may be used to image dendritic
spines and monitor excitatory synaptic activity during sensory stimulation (Chen et
al., 2013; Iacaruso et al., 2017; Jia et al., 2010; Kerlin et al., 2018; Varga et al., 2011;
Wilson et al., 2016), we propose to use it in place of single-cell electrophysiology. This
combination avoids the drawbacks of two-photon spine Ca2+ imaging – for example
by providing a high spatial resolution and functional labels for inhibitory synaptic
inputs – as well as avoiding several of the shortcomings of our method described
above.
Briefly, to avoid the need for the time-consuming patching of a single cell and the
failure-prone re-sealing, one could record spine input and somatic output of the
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postsynaptic cell via Ca2+ imaging, using a combined fluorescent and electron dense
label to identify the cell in the EM micrograph (see 4.4 Future Directions). By sparsely
labelling a neural population with the Ca2+ indicator GCaMP and choosing a sensory
stimulus that engages several of these neurons within the 2P field of view, ideally
within the size of an FM bolus of about 500 µm, this strategy could also increase the
throughput of the experimental protocol: it would allow to deliver the FM bolus to
2-3 neurons at the same time, thus increasing the chances for an optimal location of
at least one of these cells in the slice.

Improving LM-EM correlation to identify individual dendrites
Improving landmarks for precise LM-EM correlation The main challenge for correlating LM and EM images has been to anticipate the FIBSEM field of view to the
location of the biocytin labelled cell and the FM bolus. Above, we describe strategies
that allowed us to retrieve the cell imaged in 2P and to locate its proximal dendrites
in FIBSEM. However, to identify individual dendrites imaged in vivo and to find their
inputs labelled with FM1-43FX in FIBSEM, requires a higher level of coordination.
While such a precise matching was not required and therefore beyond the scope of
our work, it could be achieved by improving the precision of landmarks, e.g. by
taking confocal images of the location of the FM bolus (Sonomura et al., 2013), or by
applying fiducial marks (Bishop et al., 2011; Maco et al., 2013).

Using fluorescent probes for direct LM-EM correlation A big limitation in the approach presented above – both for its throughput but also for targeting the FIBSEM
field of view – is that generally only one postsynaptic cell is labelled with biocytin
(but see Figure 4.13). By labelling several neurons within or nearby the volume of the
FM bolus, the additional labelled cells could help to determine the orientation of any
given postsynaptic neuron in the 2P and EM volumes and could further facilitate targeting of the FIBSEM field of view not just to one particular cell, but more specifically
to a region of that cell. Patching, filling with biocytin and re-sealing several cells for
this purpose is not feasible given how difficult and damaging to the ultrastructure
even the patching of a single cell has proven. One way forward could be to identify
cells using a sparsely expressed genetic label, such as GFP. If the label was also a
Ca2+ indicator, then one could use it for identifying the cells as well as characterising
their output during sensory stimulation in vivo, without the need for invasive patching. Then, instead of using biocytin processing to generate an electron-dense label,
one can use an HRP antibody against GCaMP or a dual LM-EM label, such as APEX,
following preparation procedures described below (see 4.4 Future Directions).

Using larger EM volumes to facilitate LM-EM correlation The measures we suggested to increase LM-EM correlation are mainly required because our EM volume
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is very small, and the additional steps could be (partially) avoided if a larger volume
would be reconstructed from EM, which could then directly be matched to 2P (Bock
et al., 2011; Lee et al., 2016). Larger volumes than ours can be achieved even with
FIBSEM – at least in a piece-wise fashion – with very stable milling under optimised
laboratory environmental conditions (Maco et al., 2013, 2014) or hot knife cutting
and parallel imaging (Hayworth et al., 2015; Xu et al., 2017). Finally, another way to
increase volume size would be to move away from FIBSEM imaging to other block
face EM imaging or even TEM methods.

Improving semi-automated segmentation
The pipeline described above provides a first attempt at automating the segmentation and future analysis of FM1-43FX labelled and photoconverted (PC+) synaptic
vesicles. To assess the performance of our semi-automated segmentation of PC+ vesicles, it is useful to compare them to previous work. Since most connectomic efforts
focus on the segmentation of whole neurites (Helmstaedter, 2013; Helmstaedter et al.,
2011; Helmstaedter and Mitra, 2012), the most comparable work is that of Kreshuk
and colleagues (2011), who automatically detected synapses and achieved F-scores
of 0.91 (recall = 0.92; precision = 0.89) and 0.95 (recall = 0.98; precision = 0.92) for
their best classifier and the best manual segmentation, respectively. In comparison,
our best classifiers and best human annotator perform much worse at F-scores of
0.50 ± 0.03 (recall = 0.42 ± 0.10; precision = 0.69 ± 0.14) and 0.50 (precision = 0.57;
recall = 0.45), respectively, suggesting that the segmentation task is hard, even for
humans. Further reasons for the poor performance may lie in the different nature
of our segmentation task from the segmentation task in Kreshuk et al. (2011), and in
the limited optimisation efforts we have spent on our classifiers. In the following we
discuss potential improvements.

Alternative performance measures than F1-scores While using the F1-score as performance metric allows us to compare our results to previous work, the F1-score
does not take into account the classifier’s performance in correctly handling negative
examples (Powers, 2011): we do not know the performance of our classifier on correctly identifying the PC- class, as recall measures only the fraction of identified PC+
vesicles and precision measures their correctness. While we reduced the number of
PC- examples (see Figure 4.19) by classifying connected components in the thresholded segmentations from Ilastik as opposed to classifying voxels directly (see Figure
(4.17)), their classification could vary drastically without affecting the F1-score. Furthermore, since our classes are not balanced (see Class imbalance), there will be
many more errors in correctly rejecting PC- examples (false positives) than errors of
incorrectly identifying PC+ vesicles (false negatives). Given that the F1-score equally
weighs false positives and false negatives, the contribution of false positives to the
error will be exaggerated simply because true negatives are more common.
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An alternative would be to use a different weighting of recall and precision to evaluate classification performance (Van Rijsbergen, 2004), placing a higher weight on
recall. By selecting a classification method with high recall, we could also facilitate human proofreading: given the low recall of our current classifiers, human
proofreading of the whole dataset is necessary to detect missed objects. Using a
classifier with high recall (i.e. the ability to find all positive examples), possibly at
the cost of precision, reduces the number of examples to proofread to the number of
detected objects (true and false positive).

Addressing class imbalance to improve classification performance One reason for
the relatively poor classification performance was likely the severe class imbalance in
our datasets. We addressed class imbalance by thresholding the segmentations from
Ilastik, equivalent to treating the infrequent class (PC+) as signal and all other structures (PC-) as “noise”, including unlabelled vesicles, synapses, extracellular space,
filaments and membranes. Yet the binarised image on which the connected component classification was performed still contained only about 15% true PC+ vesicles.
Thus in our current pipeline, restricting segmentation to subvolumes was be the best
way to achieve a better balance between the PC+ and PC- classes. In future work,
the class imbalance in the full datasets could be addressed by using dedicated classification or outlier detection methods, such as one-class SVMs (Dreiseitl et al., 2010;
Schölkopf et al., 2001; Schölkopf and Smola, 2002).

Increasing dataset size to improve classification performance Because of the effort
involved in manual labelling, in particular the redundant annotations required for
generating the consensus segmentation (see Chapter 3), we only used small datasets
to develop the semi-automated pipeline. Thus, little data was available for training
the classifier and we could only estimate validation errors, as on the small dataset we
could not afford to hold out data for testing. As a result, the F1-scores we measured
likely underestimate the overall test error. To get an unbiased estimate of the overall
test error and to reduce the uncertainty of our F1-scores, we would use a larger
dataset for training in future work.

Using alternative classification methods instead of Ilastik We chose Ilastik for image segmentation, because it allows the annotation of intracellular structures, such
as presynaptic vesicles and mitochondria, and can achieve nearly human performance at identifying synapses from both isotropic (FIBSEM, Kreshuk et al., 2011) and
anisotropic EM images (ssTEM, Kreshuk et al., 2014). Furthermore, we relied on
Ilastik’s convenient user interface through which annotators naïve to the biological
samples could interact intuitively with the image data. Ilastik’s online classification
also allowed our annotators to get feedback about their labelling strategy and could
drastically improve classification performance by highlighting regions that required
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further annotation. However, Ilastik’s in-built routines for online voxel classification perform poorly compared to state-of-the art methods, such as convolutional
neural networks (CNNs) (Helmstaedter and Mitra, 2012). Thus, instead of performing a pre-segmentation in Ilastik followed by classification in Mathematica, future
work should explore alternative segmentation strategies and classification methods.
These generally perform two computations, similar to our approach: the detection
of boundaries between objects (using only local image information, i.e. voxel features) and the following grouping of voxels within boundaries into segments (using
connected component or watershed methods). Importantly, the newest boundary
detection methods use supervised learning rather than a simple thresholding operation and achieve significant improvements in segmentation accuracy. Furthermore,
the two processes of boundary detection and object segmentation have recently been
merged to so-called “instance” segmentation methods, which generally use CNNs to
directly produce segmentation masks from an image (Januszewski et al., 2016, 2017;
Pinheiro et al., 2016; Romera-Paredes and Torr, 2016). Several of these approaches,
such as flood-filling networks (Januszewski et al., 2016, 2017), can outperform previous methods by an order of magnitude, and present a promising alternative.
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To facilitate future applications of our methodology, we performed pilot experiments
addressing some of its main limitations. In particular, replacing in vivo electrophysiology with 2P Ca2+ imaging in combination with an EM-compatible genetic
cellular label could circumvent several of the challenges described above.

Using correlative 2P Ca2+ imaging and peroxidase delivery to replace in
vivo electrophysiology
The main limitation of our method was the requirement for patch-clamp recordings
to characterise single neuron response properties and to deliver the cellular label
biocytin: this step was slow (because of the patching), error prone (because of the resealing) and in the process of inserting pipettes into the brain, the ultrastructure was
strongly damaged, as discussed above. Furthermore, the benefit of electrophysiology
– a millisecond precise characterisation of the neuron’s output – could not be harnessed in our experiments due to the temporal resolution of the presynaptic FM label
(several minutes).
An alternative way to characterise single neuron output is somatic 2P Ca2+ imaging.
It is non-invasive (beyond a craniotomy) and one can characterise the responses of
several cells at the same time. This approach requires the sparse expression of a Ca2+
indicator, such as GCaMP, to distinguish neurons identified in vivo in the electron
micrograph. To label GCaMP expressing cells for EM there are two options: either to
use a HRP-conjugated primary antibody or to follow a standard procedure of combining a primary antibody (anti-GFP) with a biotinylated secondary antibody. We
tested both approaches at different antibody concentrations and developed the biocytin label. Since antibody penetration requires tissue permeabilisation with Triton
– which as we have shown above negatively affects ultrastructure – we also tested
tissue permeabilisation using the Freeze & Thaw method.
Labelling postsynaptic neurons with anti-GCaMP HRP We performed experiments as described in Chapter 3 Section 3.1. Briefly, we sparsely expressed GCaMP6s
(2 x 200-400nL of 1:2 AAV1-CAG-FLEX-GCaMP6s and 1:10K AAV1-CaMKII-Cre) in
V1 of mice (around P60) and at 2-3 weeks post injection fixed the brains with cardiac
perfusion. We sectioned the brain and verified GFP expression levels on a fluorescent
microscope. We permeabilised the slices using either a Triton or Freeze & Thaw permeabilisation for antibody labelling, using either a combination of primary anti-GFP
antibody, biotinylated secondary antibody and ABC complex, or a HRP conjugated
primary antibody. We then performed biocytin processing as described in Chapter 3
Section 3.1. The stains obtained with these different permeabilisation and labelling
strategies are shown in Figure 4.25. Notably, we found that antibody labelling was

104

Optimising ultrastructural identification of functional synapses using FIBSEM

A

B

50 μm
NORMAL CRYO 1:500

NORMAL CRYO 1:1000
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NORMAL Triton 1:500

HRP CRYO 1:100

HRP CRYO 1:500
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NORMAL Triton 1:1000

HRP Triton 1:100

HRP Triton 1:500

Figure 4.25: Anti-GCaMP pilot experiments
A, B. Freeze & Thaw permeabilisation (“CRYO”). C,D. Triton permeabilisation. A,
C. Example Neurolucida images of GCaMP-expressing cells labelled with a primary
anti-GFP antibody and a biotinylated secondary antibody (“NORMAL”) at two different concentrations. B,D. Example Neurolucida images of GCaMP-expressing cells
labelled with anti-GFP-HRP at two different concentrations. All scale bars are 50 µm.
incompatible with the high glutaraldehyde concentrations we had used previously
for FIBSEM (2.5% and 6%). We noted that lowering the glutaraldehyde component
of the fixative to 0.1% permitted antibody labelling while maintaining a surprisingly
good ultrastructure.
We show that GCaMP expressed in layer 2/3 pyramidal neurons for 2P microscopy
can be tagged using biotinylated antibodies (see Figure 4.25). Furthermore, the procedure was compatible with the protocols we developed for in vivo electrophysiology
and FIBSEM, and we determined optimal antibody concentrations (1:500 for GCaMPprimary-biotinylated secondary; 1:100 for GFP-HRP). We found that Freeze & Thaw
permeabilisation increased both the permeabilisation depth for antibodies and retained a good ultrastructure, which allowed the identification of labelled dendrites
and vesicles (see Figure 4.26). In contrast, antibody penetration depth with Triton
permeabilisation was low: since the combination of primary anti-GFP + biotinylated
secondary antibody is a large complex, good tissue penetration would require long
Triton permeabilisation times which we avoided to prevent deterioration of ultrastructure. Notably, in our original protocol the slice could be permeabilised with Triton since the biocytin-filled cell was labelled with an avidin/biotin/HRP-complex,
which is small and can sufficiently penetrate the ~50 µm required for photoconversion.
A possible solution to the trade-off between sufficient antibody penetration and ultrastructure preservation has been suggested by Pallotto et al. (2015): with the aim
of reducing the error rate for automatic segmentation algorithms, they adapted the
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Figure 4.26: Example EM images of GCaMP-expressing cells
A. FIBSEM image of GCaMP-expressing cells, labelled with antiGFP-Normal AB
(Freeze & Thaw permeabilisation). Dendrites can be clearly identified by the accumulation of the DAB polymer (pink arrows). B, C. Two examples of tissue ultrastructure
that allows the identification of vesicles.
osmolarity of their fixation solution to preserve extracellular space (ECS) in brain
tissue prepared for EM. Interestingly, ECS preservation increased the penetration
depth of antibodies, which should facilitate the combination of LM and EM by allowing fluorescent immunolabeling while preserving good ultrastructure. Notably, the
penetration depth of antibodies was tested in flat-mounted retinas, immunolabelled
for vGAT/vAChT with rabbit anti-VGAT/rabbit anti-VAChT antibodies which are
small compared to the combination of avidin-biotin used for the HRP reaction (see
Chapter 3), which forms large complexes. Nevertheless, ECS preserving fixation protocols are a promising alternative to increase the reach of anti-GCaMP HRP labelling
as described above.

Labelling postsynaptic neurons with genetically encoded peroxidases While antibodies are the most common approach to deliver the peroxidase complex required
for DAB conversion (Sosinsky et al., 2007), genetically encoded peroxidases, such
as HRP, miniSOG (Shu et al., 2011) or APEX (Martell et al., 2012), are an attractive alternative which requires minimal or no permeabilisation. For example, APEX
(“enhanced” Ascorbate PeroXidase) is an engineered, monomeric ascorbate peroxidase with improved activity toward DAB; APEX2 (Lam et al., 2015) is a more active
version of APEX. We are currently performing experiments to test the use of APEX2
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as a cellular label – in combination with the genetic expression of GCaMP – to replace
the antibody delivery to GFP positive cells in future work.

Chapter 5

Modelling single neuron
computation in vivo

Motivation
There is longstanding evidence from in vitro experiments that dendrites of mammalian neurons are electrically excitable (London and Häusser, 2005; Major et al.,
2013), and theoretical work has demonstrated that these active properties can be exploited for computations (Archie and Mel, 2000; Gidon and Segev, 2012; Koch et al.,
1983; Mel, 1994). Recently, technical breakthroughs have enabled dendritic integration to be studied in vivo using both imaging and electrophysiological techniques
(Grienberger et al., 2015; Stuart and Spruston, 2015). These experiments have revealed that the integration of synaptic events in vivo can be highly nonlinear, and
that this influences the response properties of single neurons and neuronal populations in vivo (Helmchen et al., 1999; Lavzin et al., 2012; Moore et al., 2017; Palmer et
al., 2014; Sheffield and Dombeck, 2015; Takahashi et al., 2016; Xu et al., 2012). However, the mechanism by which dendritic spikes integrate synaptic inputs and shape
neuronal output in vivo are not well understood. For example, Smith and colleagues
performed patch-clamp recordings from dendrites in layer 2/3 pyramidal neurons
in mouse V1 (Smith et al., 2013) and observed two types of dendritic events in response to a oriented gratings: fast high-frequency spikes carried by a voltage-gated
sodium current, as well as slower and more sustained depolarisations, mediated by
an NMDA receptor conductance. Both types of spikes were associated with the preferred orientation of the neuron and could be suppressed by hyperpolarisation of
the dendritic membrane potential or by blocking NMDA receptors through intracellular application of the MK-801, respectively. Notably, suppressing dendritic spikes
decreased the orientation selectivity of the neuron’s output, despite having only a
small effect on tuning of the membrane potential at the soma. A similar observation
has been made by Palmer et al. (2014) who showed that intracellular NMDA receptor
blockade can abolish neuronal output while subthreshold somatic membrane potential was little affected. Yet the biophysical mechanism by which dendritic spikes can
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determine somatic output and its tuning is unknown. Furthermore, several studies
suggest that the types of dendritic spikes and their somatic influence depends on
the patterns of synaptic input that evokes them. In Smith et al. (2013), the very high
frequency of dendritic Na+ spikes as well as NMDA spikes was only observed when
the recorded neuron was stimulated with its preferred orientation. Wilson and colleagues (2016) demonstrated that functional synaptic clustering and the frequency of
local dendritic Ca2+ events, but not somatic action potential (AP) threshold, could
predict differences in orientation selectivity of different neurons. Again, the mechanism underlying these observations remains unclear.

Approach
What is missing is a mechanistic model of dendritic integration in the behaving animal, that would allow us to explore the conditions under which dendritic spikes can
be generated from synaptic inputs in vivo. Such a model would consist of a detailed
biophysical model of a postsynaptic neuron, and a model of the synaptic input it receives during sensory stimulation in vivo. Data from decades of experiments in vitro
and in vivo provide sufficiently tight parameter constraints to build realistic models
of single neurons (Almog and Korngreen, 2016; Druckmann et al., 2007, 2008, 2011;
Hay et al., 2011; Keren et al., 2009, 2005). Our postsynaptic model satisfies a large
set of experimental constraints obtained in vitro (Nevian et al., 2007; Waters et al.,
2003) and in vivo (Brecht et al., 2003; Waters and Helmchen, 2006; Waters et al., 2003).
In particular, we constrained dendritic excitability and membrane potential dynamics during sensory processing by taking advantage of direct patch-clamp recordings
from the dendrites of layer 2/3 pyramidal neurons in mouse V1 in vivo (Smith et al.,
2013).
However, to build a model of synaptic input in vivo, data from experiments in brain
slices is of limited use. In order to obtain currently missing, crucial parameters of
synaptic input patterns in vivo – such as the number, fraction and sign of active synapses on a dendrite, the local ratio of excitation to inhibition (E:I ratio), the spatial
distribution of active synapses along the dendritic branch as well as the variability
in distributions across different dendritic branches – we have developed methods to
map synaptic inputs using a combination of in vivo electrophysiology and FIBSEM
imaging (see Chapter 4). Unfortunately, the progress of our method development
has not been fast enough to provide the necessary parameters required to constrain
a model of synaptic input. We have therefore relied on parameters described in
experimental literature in vitro and in vivo. Where experimental data for L2/3 pyramidal neurons has not been available we have relied on data obtained in similar
brain regions or species (see Table B.3).
Our synaptic input model (see Figure 3.3 and Figure 3.4) satisfies constraints set by
the experimentally measured distribution of firing rates of the presynaptic neuron
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population (Cossell et al., 2015), the overall number of synaptic inputs to the neuron
(Binzegger et al., 2004), the mean number of synaptic contacts per connection (2.8;
Feldmeyer et al., 2006), and the connection probability and strength as a function of
receptive field similarity (Cossell et al., 2015; Ko et al., 2011). A key feature of the
synaptic input model is the lognormal distribution of synaptic weights (Buzsáki and
Mizuseki, 2014; Loewenstein et al., 2011; Markram et al., 1997; Song et al., 2005),
which exhibits a small number of relatively strong connections among many weaker
ones. In cases where parameters were unknown entirely, or highly debated, such as
the spatial distribution of synaptic inputs (Chen et al., 2011; Jia et al., 2010; Takahashi
et al., 2012; Varga et al., 2011; Wilson et al., 2016), we compared the effects of different
assumptions. For example, no direct and complete recordings of the synaptic input
received by a layer 2/3 neuron in vivo are available, and there is conflicting evidence
regarding the spatial and temporal structure of active synapses (Gökçe et al., 2016;
Jia et al., 2010, 2011; Larkum and Nevian, 2008; Takahashi et al., 2012; Wilson et
al., 2016). First, we make the simplest possible (and conservative) assumption that
synaptic inputs are independent of each other, being randomly distributed in space
over the postsynaptic dendrites as well as randomly activated in time (Chen et al.,
2011; Jia et al., 2010; Varga et al., 2011). Second, we test the effect of functional
clustering of synaptic inputs (Iacaruso et al., 2017; Wilson et al., 2016). We use a
similar comparative approach for parameters of E:I ratio, spine neck resistance and
the amount of background synaptic activity.
The result is the best-estimate model of synaptic input during visual stimulation in
vivo to date. The model integrates our current knowledge of synaptic inputs and
dendritic integration in vitro and in vivo and allows us to study the mechanism by
which synaptic inputs drive dendritic spikes and neuronal output in vivo. Further,
we use our combined pre- and post-synaptic models to gain insight into recent experimental data and hope that it will serve as a valuable tool to guide future in vivo
experiments.

Relation to prior work
Previous models of single neuron computation could not address the biophysical
translation from synaptic inputs to somatic output during sensory stimulation because they have used very constructed input schemes (Archie and Mel, 2000; Branco
et al., 2010a; Poirazi et al., 2003b; Ujfalussy et al., 2017): on the one hand, models
have either used realistic synaptic weight distributions (Iyer et al., 2013) or a realistic
dendritic morphology (Farinella et al., 2014; Poirazi et al., 2003b; Ujfalussy et al.,
2017), but not both. On the other hand, where in vivo-like synaptic input schemes
have been used (Farinella et al., 2014) – notably without realistic synaptic weight
distributions – these have not been linked to functional somatic output as would be
required to reproduce and explain experimental results, such as those of Smith et
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al. (2013) and Wilson et al. (2016). It is therefore questionable whether previous
models can capture the full contribution of dendritic non-linearities to neuronal output during sensory processing and we are unaware of modelling work that address
recent experimental results in vivo (Lavzin et al., 2012; Palmer et al., 2014; Takahashi
et al., 2016; Xu et al., 2012), such as the fact that functional synaptic clustering and
the frequency of local dendritic Ca2+ events, but not somatic action potential (AP)
threshold, can predict differences in orientation selectivity (Wilson et al., 2016), the
observation of a very high frequency of dendritic spikes (Smith et al., 2013) and the
mechanism by which intracellular NMDA receptor blockade can abolish neuronal
output while subthreshold somatic membrane potential is little affected (Palmer et
al., 2014).
To bridge this gap in our understanding, we have used the most recent experimental
data on non-linear dendritic processing and synaptic inputs (such as Adesnik, 2017;
Cossell et al., 2015; Haider et al., 2013; Smith et al., 2013; Wilson et al., 2016) to
constrain a postsynaptic biophysical model of a layer 2/3 neuron in mouse V1 and
a model of the input it receives during sensory stimulation in vivo. The combined
model reproduces key features of the experimental data on dendritic and somatic
responses to visual stimulation as observed in vivo, and allows us to identify the
synaptic inputs that trigger dendritic Na+ spikes and NMDA spikes in vivo. Importantly, we constrained our model of the synaptic input by data on the synaptic weight
distributions and the local network connectivity in layer 2/3 (Cossell et al., 2015).

Contribution
We used our model to address important mechanistic questions: What defines a
dendritic spike in vivo? How many synaptic inputs must be locally co-active on a
dendrite to recruit dendritic spikes? What is the contribution of individual dendritic
spikes to somatic AP output and its orientation selectivity? How do the answers
to these questions depend on the type of dendritic spike? Finally, how do active
dendrites, by supporting dendritic spikes, influence which synaptic inputs control
AP output and its tuning?
Our work contributes a quantitative understanding of the relationship between synaptic input, dendritic spikes, and AP output during sensory processing in V1, and
our model provides a mechanism explaining recent experimental results: we show
that dendritic spikes can be triggered by a surprisingly small number of synaptic
inputs – in some cases even by single synapses. We also find that during sensory
processing, already few dendritic spikes are effective at driving somatic AP output
and determining its tuning. Overall, this strategy allows a remarkably small number
of strong synaptic inputs to dominate neural output, which may reduce the number
of neurons required to represent a given sensory feature.
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Results

A layer 2/3 pyramidal neuron model reproduces somatic and dendritic responses to visual stimulation as observed in vivo
To study the mechanisms of synaptic integration during visual stimulation in vivo,
we built and combined models of the sensory-evoked synaptic input and the postsynaptic pyramidal neuron (see Section 5 above, Figure 5.1 and Chapter 3 Section
3.2). The combined model reproduced somatic and dendritic responses to visual
stimulation in vivo, including their orientation tuning (Smith et al., 2013 and Figure
5.1). In particular, the model exhibited a range of dendritic spikes and plateau potentials at different dendritic locations, which closely resembled the visually-evoked
events observed in experimental dendritic recordings (see Figure 5.1 C).
Notably, the dendritic events observed in vivo are very diverse (Palmer et al., 2014;
Smith et al., 2013), both within a single recording and across recordings from different cells (data from S. Smith, personal communication). Thus, rather than reproducing dendritic event waveforms in one specific recording, we aimed to capture the
diversity of shapes that is expected for events occurring at different locations across
the dendritic tree, while matching overall event statistics. In particular, using the
same definition of events, event characteristics such as the maximum instantaneous
and mean rates of somatic and dendritic events, as well as the variance-to-mean ratio
of inter-event intervals (Fano factor) were comparable between model and dendritic
recordings in vivo (see Figure 5.2 and Smith et al., 2013, their Figure 2A). Because the
model allows us to record from many more dendritic locations within the patchable
range (diameter > 0.5µm), the variability in the model encloses the variability in the
in vivo data.
The in vivo experiments collect evidence for some of the events being local dendritic
spikes. To define different types of active dendritic events observed in experiment
and dissect the mechanisms underlying their generation in vivo, we developed detectors for fast local Na+ spikes , NMDA spikes and backpropagating APs (see Figure
5.3 and Chapter 3 Section 3.2).

Biophysical definition of dendritic spikes
Identifying and discriminating different types of active dendritic events has been a
problem in experimental dendritic recordings (see also Chapter 2, ’Dendritic Spikes’).
Particularly in vivo where it is challenging to record dendritic and somatic voltages
simultaneously, the signals from synaptic inputs, locally generated dendritic spikes
and back-propagating action potentials (bAPs) are difficult to separate. In the model,
the ability to accurately track all of the relevant variables, namely synaptic currents,
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Figure 5.1: Somatic and dendritic responses to visual stimulation in vivo
A. Morphology of the layer 2/3 pyramidal neuron used, with pipettes indicating
the locations of the recordings shown in B. B. Example somatic (black, left) and
dendritic (light blue, right) responses of the postsynaptic model neuron to simulated
synaptic inputs corresponding to visual stimuli with orientations 0°, 45°, 90° and
135°, where 90° is the preferred orientation of the model neuron. C. Examples of
dendritic recordings in the model neuron (light blue, left) in comparison to dendritic
recordings in vivo (pink, right; data from Smith et al., 2013).
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membrane potentials, and the activation state of voltage-gated conductances, allowed
us to develop detectors for dendritic Na+ spikes, NMDA spikes and backpropagating
APs based on a rigorous biophysical definition of individual events.

We detected local dendritic Na+ spikes using a conductance density threshold of 0.3
mS/cm2 . To validate this threshold, we compared simulations in our fully active
model and a model in which dendritic Nav conductances were switched off (Rapp
(1997); see Figure 5.3A, Figure B.4 and Methods). We defined dendritic Na+ spikes
by an increase in local dendritic event amplitude of >10% from passive to active,
which was well predicted by a local dendritic gNa of more than 0.3 mS/cm2 (Figure
Figure B.4C). Notably, actively back-propagating APs can also reach this conductance
threshold. To prevent erroneous classification of bAPs as local Na+ spikes, we first
identified a characteristic spatiotemporal bAP profile (latency and halfwidth) for each
dendrite. Any dendritic event detection following a recent somatic AP and matching
the bAP profile for that dendrite was then classified as back-propagating, rather than
locally generated Na+ spike.

We detected dendritic NMDA spikes using both a voltage criterion and an NMDA
current criterion, scaled by synaptic weight. The voltage criterion is fulfilled if the
local dendritic membrane potential exceeds a threshold of –40 mV for at least 26
ms (compare tNMDA =26 ms). The current criterion combines an NMDA current
threshold, equivalent to synaptic weight multiplied by 30% of the peak NMDA conductance at –40 mV, and a charge threshold of –0.1 nA * ms. For NMDA spike
detection, both the current and voltage criteria have to be met within a spatial window of ± 50 mm (see Chapter 3 Section 3.2 for details). We verified these criteria using
fully active simulations, and simulations in which NMDA conductances were frozen
at their resting potential (Rapp (1997); see Figure 5.3).

To provide and overview of the heterogeneity in dendritic events, more examples of
spikes and events that are not classified as spikes are shown in Figure B.2.
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Figure 5.2: Somatic and dendritic event statistics: comparison with experiment
A. Representative recording of dendritic voltage (magenta) from layer 2/3 pyramidal neuron in vivo with detected events (black; data from Smith et al., 2013). Right:
magnification of grey square. Events are defined as episodes of monotonically rising
membrane potential with a baseline-to-peak difference of more than 10 mV. B. Representative recording of dendritic voltage (light blue) in biophysical model, with
detected events (black). Right: magnification of grey square. C. Comparison of event
rates and Fano factor in the experiment (magenta; data from Smith et al., 2013) and
model (blue).
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Figure 5.3: Active-passive difference for dendritic NMDA spikes and Na+ spikes
A. Three examples of local dendritic NMDA spikes showing dendritic membrane
potential (top row) in a fully active simulation (light blue) and a simulation where
NMDA conductances were frozen at their resting potential value (grey), local NMDA
current (orange, centre row) and somatic membrane potential (black, bottom row).
Dendritic NMDA spikes (initiation at dashed orange lines) are detected using a combination of thresholds on the local NMDA current and dendritic membrane potential
and are characterised by a >10% voltage amplitude difference (light orange shading)
between active and passive simulations. B. Four examples of local dendritic Na+
spikes showing dendritic membrane potential (top row) in a fully active simulation
(light blue) and a passive dendrite (grey), dendritic Na+ conductance (red, centre
row) and somatic membrane potential (black, bottom row). Dendritic Na+ spikes
(initiation at dashed red lines) are detected using a local Na+ conductance threshold
(grey horizontal dashed line) and characterised by a >10% voltage amplitude difference (light red shading) between active and passive simulations. By simultaneously
monitoring somatic Vm, we can distinguish local events from backpropagating APs
(vertical dashed lines). See Chapter 3 Section 3.2 for details.
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The model can reproduce in vivo experiments
Why choose operational definitions for dendritic events, as opposed to using phase
slope analysis as has been done in vivo experiments (Smith et al., 2013)? While the
experiments in Smith et al. (2013) have given us unprecedented insight into dendritic processes during sensory stimulation in vivo, by recording from a single dendrite, Smith and colleagues did not have access to the membrane potential in other
dendrites or the soma. Therefore, it is difficult to distinguish between events generated at or near the recording location, events generated in nearby dendrites, or
back-propagating APs (bAPs, see Waters et al. (2005) for review). While they show
convincingly that some of the observed events have to be generated locally (see their
Figure 2a; and Figure 5.2 C), it is difficult to tell which of them are. Smith et al. (2013)
attempted to dissect between locally generated dendritic events and bAPs on the
basis of their waveforms using the initial slope in phase plots. Briefly, they found that
propagated spikes show a sharp inflection at their onset, whereas spikes in bursts –
assumed to be locally generated – show a smooth rise (see Figure 5.4). However,
while phase slope might differentiate between locally generated and propagating
events, it is not a clear diagnostic on a single spike basis (S. Smith, personal communication). Furthermore, the biophysical model allows us to demonstrate that the
phase slope criterion at event onset is not well suited to capture the regenerativity of
events. For example, it could not tell apart a large, local EPSP and a local dendritic
spike: these can be distinguished by looking at a later timepoint (see Figure 5.4).
To demonstrate this, we stimulated either a fully active or a passive dendrite with
a single synapse of threshold synaptic weight for generating an active event. At a
(dendrite-dependent) threshold weight, the triggered event in the active simulation
deviates from the passive voltage trace (see Figure 5.4). This can also be clearly seen
in the activation of the voltage-dependent sodium conductance (see Figure 5.3).
However, in vivo on a background of other synaptic inputs, the dendritic traces for
individual events – even in our model – are too noisy to identify the regenerative
phase (data not shown). Therefore we could not use phase slope analysis of dendritic
voltage to reliably distinguish between locally generated dendritic spikes and EPSPs
and so chose to use the biophysical definitions of dendritic Na+ spikes and NMDA
spikes described above.
In addition to addressing the experiments by Smith and colleagues, we performed
simulations to reproduce the results in Jia et al. (2010) and Wilson et al. (2016). Jia and
colleagues combined 2P Ca2+ imaging and electrophysiological recordings to observe
dendritic Ca2+ signals (“hotspots”), corresponding to orientation-tuned synaptic inputs. Notably, orientation preferences of Ca2+ hotspots were randomly distributed
across the dendritic tree and this was the case both neurons with a weak or strong
tuning of AP output. The authors thus suggest that neuronal integration involves
the summation of distributed synaptic inputs, rather than integration of convergent
inputs to single dendrites (Cash and Yuste, 1999; Häusser and Mel, 2003). Our input
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Figure 5.4: Phase slope analysis
A. The inflection in membrane potential (Vm) for “spikes in bursts” (adapted from
Smith et al., 2013 Figure 2c), in the voltage vs time plots (left) and dV/dt vs voltage
plots (right). The insets show magnifications of the onset at early time points. B.
The inflection in membrane potential (Vm) for the active dendritic response (light
blue) and the response of a passive dendrite (dashed, dark blue) to the same synaptic
stimulation in the voltage vs time plots (left) and dV/dt vs voltage phase plots (right).
The insets show magnifications of the onset at early time points (black rectangle; x
axis labels on right are -80.01, -80.02). Note the divergence of active and passive
traces and the acceleration of the active trace in the phase plot (*).
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model uses this conservative assumption of a random dispersion of the orientation
preferences of synaptic inputs along the dendrite (their Figure 3 and 4a,b; see Figure
5.5 B).
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Figure 5.5: Reproducing in vivo experimental results
A. Top: Example tuning for somatic APs (red) and somatic subthreshold membrane
potential tuning (blue). Bottom: average across different random seeds. Compare to
Jia et al. (2010), Figure 1e-f. B. Examples of heterogeneity and distribution pattern
of orientation-tuned dendritic input on different dendritic branches. Compare to Jia
et al. (2010), Figure 3c. C. Input-output relationship in a highly tuned neuron. Left:
orientation selectivity indices (OSIs) for dendritic events (red: dendritic Na+ spikes;
orange: dendritic NMDA spikes) and somatic AP output (blue). Compare to Jia et al.
(2010), Figure 4d. D. Summed spine orientation selectivity is broader than somatic
orientation selectivity, but both exhibit significant variation. Compare to Wilson et al.
(2016), Figure 2d and 2d.
Using a random dispersion of orientation preferences of synaptic inputs, we reproduce the tuning of APs and subthreshold depolarisations found by Jia and colleagues
(their Figure 1; see Figure 5.5 A). Similarly, our model reproduces the input-output
relation of a well-tuned neuron (their Figure 4d; Figure 5.5 C).
A recent study by Wilson and colleagues (2016) found that the orientation preference
of the summed synaptic input could predict the orientation preference of individual
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neurons and that the summed spine orientation selectivity was broader than somatic
orientation selectivity, however both exhibited significant variation. We also reproduce this finding (see Figure 5.5). Notably, while the summed synaptic input could
predict the orientation preference of the somatic output, the orientation selectivity of
individual neurons was strongly correlated with spatial clustering of synaptic inputs
with a shared orientation preference. We can replicate these results in a model that
reproduces the functional clustering of synaptic inputs as observed by Wilson et al.,
2016(see Figure B.5).

Multiple dendritic Na+ spikes and NMDA spikes are initiated near-simultaneously
across the dendritic tree
The relationship between dendritic spike initiation and the output of the neuron
under in vivo conditions is unknown, and is critical for defining the input-output
function of the neuron. Our simulations allow us to provide a quantitative account
of this transformation, as we can track the initiation and propagation of all dendritic
spikes and their relationship with output APs in the axon. Figure 5.6A shows membrane potential traces from different dendritic recording locations as mapped onto
the neuronal morphology during presentation of a preferred stimulus. Figure B.3
shows a similar plot, providing more widespread dendritic recording locations, together with the activation of synapses on the dendrite from which the recording has
been made. These simulations indicate that dendritic Na+ spikes and NMDA spikes
can be triggered near-simultaneously on multiple dendrites across the morphology.
Such representations provide us with a useful snapshots of membrane potential at
different locations in the neuron, yielding information which is not available from
single-site electrophysiological recordings. However, it is still difficult to use such
plots to assess the quantitative relationship between near-simultaneous events in different dendrites, and their link to APs at the soma. We therefore chose to represent
the overall spatiotemporal dynamics of membrane potential across the entire neuron,
by plotting a maximum membrane potential projection against time, with individual
dendritic Na+ spikes and NMDA spikes and their propagation identified using our
detectors. These spatiotemporal “panoramas” allow us to track the evolution of individual events in space and time, and determine their relationship with each other.
Figure 5.6B shows an example of such a panorama which represents the same events
as shown in Figure 5.6A, except across the entire morphology. An even more powerful representation of the spatiotemporal interactions between synaptic inputs, dendritic spikes and APs is provided by animating such a spatiotemporal snapshot and
annotating it with active synapses (movie available on request). Such a movie allows
the evolution of membrane potential to be linked to the location of synaptic inputs
on the morphology.
Next, we quantified where in the morphology dendritic Na+ spikes and NMDA
spikes are initiated, by plotting the fraction of spikes generated across the morphology during prolonged simulations (Figure 5.7). This analysis indicates that most
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dendritic branches in the layer 2/3 pyramidal cell morphology support the generation of both dendritic Na+ spikes and NMDA spikes. The frequency of initiation
was approximately dependent on the distance from the soma, with the majority of
dendritic events being initiated in the most distal dendrites, with the most proximal
dendrites (<50 mm from the soma) representing unfavourable locations for initiation
of dendritic spikes. These simulations also indicate that it is unlikely that there exist
discrete “hotspots” in the dendritic tree where dendritic spike initiation is particularly favourable, but rather that spike initiation probability is graded across the
morphology.
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Figure 5.6: Dendritic Na+ spikes and NMDA spikes precede AP output.
A. Neural morphology (left), indicating the recording locations of example dendritic
voltage traces (centre) corresponding to the voltage contours (right and B). Voltage
traces have been sorted by distance from soma; contours are lines of equal membrane
potential (maximum projection across all dendrites at this distance from the soma).
Multiple dendritic Na+ spikes (white diamonds indicate a triggering of the spike
detector; red triangles show the first trigger, i.e. spike initiation) and NMDA spikes
(initiation at orange triangles) initiate and propagate across the dendritic tree. B.
Maximum voltage projection over a longer time frame, showing inset of A (pink
rectangle). A backpropagating AP (blue triangle and white diamonds) occurs near
time t = 54 ms.
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Figure 5.7: Dendritic spike initiation probability across the dendritic tree
A. Distribution of the probability of initiating a dendritic Na+ spike across the dendritic tree. B Distribution of the probability of initiating dendritic NMDA spike across
the dendritic tree.

AP output strongly depends on dendritic Na+ spikes and NMDA spikes

To link dendritic spike initiation to AP output we computed the spatiotemporal somatic AP-triggered average of dendritic Na+ spikes and NMDA spikes (see Figure
5.8), taking into account the background frequency of dendritic spikes not associated
with an AP. The resulting plot shows that dendritic Na+ spikes that are linked to
output of the neuron (i.e. a somatic AP) can occur at all distances from the soma
(aside from the most proximal 50 µm), with the largest number of spikes occurring
in a zone approximately 100 – 150 µm from the soma. With respect to timing, the
majority of dendritic Na+ spikes occurred in the 5 ms prior to the AP, with a long
“foothill” of tens of milliseconds where dendritic Na+ spikes could still influence AP
initiation (Figure 5.8 A, left). For NMDA spikes, the spatial distribution was comparable to that of dendritic Na+ spikes, while the timing relationship was broader with
the peak shifted to more negative values (Figure 5.8 A, right). The latter effect is due
to the much longer duration of NMDA spikes, which allows them to exert their effect
on AP initiation over a longer time window. In summary, the dendritic spikes which
are associated with the triggering of an AP can originate and cooperate over the full
extent of the dendritic tree.

§5.1 Results

A

123

nt
ro
l
nt
ro
l
co

AP
pr

e

Time before AP (ms)

NMDA spikes per AP

Distance from soma ( m)

Additional NMDA spikes per AP

pr

e

Time before AP (ms)

co

AP

Na+ spikes per AP

Distance from soma ( m)

Additional Na+ spikes per AP

B

Figure 5.8: Spatiotemporal AP-triggered averages and number of spikes per AP
A. Spatiotemporal AP-triggered averages of dendritic Na+ spikes (left) and NMDA
spikes (right), with background dendritic spiking activity subtracted. Values in the
red rectangles sum to the average numbers of dendritic events (shown in B) preceding
a single AP. B. Number of dendritic Na+ spikes (red, left) and NMDA spikes (orange,
right) preceding a single AP compared to random time points (control, grey). Mean
± standard deviation.
How many dendritic spikes are involved in triggering a single AP? To provide an
estimate, we counted the number of dendritic spikes occurring across the dendritic
tree in a spatiotemporal window corresponding to the peak temporal influence of
the respective spike types (see Figure 5.8, red rectangles).
This count revealed that 9.9 ± 3.2 dendritic Na+ spikes occurred in the neuron in the
15 ms prior to each AP (compared to 4.1 ± 2.6 spikes in a randomly selected control
window of the same duration and spatial extent; Figure 5.8E, left). In contrast, 5.5
± 2.3 NMDA spikes occurred in the 40 ms prior to each AP (compared to 2.5 ± 3.1
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NMDA spikes in a randomly selected control window; Figure 5.8E, right). These
results indicate that a surge in dendritic spike activity across the dendritic tree leads
to initiation of an AP, with an approximately two-fold increase above baseline for
both dendritic Na+ spikes and NMDA spikes. While spatial clustering of functionally
similar excitatory inputs (Gökçe et al., 2016; Takahashi et al., 2016; Wilson et al., 2016)
increases the frequency of dendritic Na+ spikes, NMDA spikes and 10 output APs,
the average number of dendritic spikes preceding each AP remained similar when
we systematically clustered synaptic inputs (Figure B.5D and B.5E) and when we
simulated the effects of including spines (Figure B.6C and SB.6D).
Many dendritic spikes occurred when the other type of dendritic spike occurred
(72.81 ± 2.5% of dendritic NMDA spikes were triggered within 20 ms of a dendritic
Na+ spike and 16.84 ± 1.1% of dendritic Na+ spikes within 20 ms of a dendritic
NMDA spike). The high incidence of dendritic spikes prompt the question: do the
additional dendritic spikes preceding an AP contribute to the generation of the AP?

A causal link between dendritic spikes and output APs
In the previous figure we showed that output APs are associated with a dramatic
increase in dendritic spikes preceding these APs. To demonstrate that the additional
dendritic Na+ spikes and NMDA spikes causally drive somatic AP output, we selectively deleted the dendritic voltage-gated conductances (mediated by voltage-gated
sodium [Nav] channels and NMDA receptors) that are driving the Na+ spikes and
NMDA spikes, respectively.
First, we removed dendritic Nav channels to prevent dendritic Na+ spikes, and examined the consequences for AP output using identical synaptic input. Preventing
dendritic Na+ spikes substantially reduced, on average from 6.0 Hz to 2.3 Hz, but did
not abolish output APs (Figures 5.9A and 5.9B). Second, we blocked NMDA spikes
by freezing the NMDA conductance at its resting potential value, thus removing
NMDA-based regenerative events while preserving an ohmic synaptic NMDA conductance. This completely abolishes output APs (Figures 5.9A and 5.9B), implying
that NMDA spikes are more efficient than dendritic Na+ spikes at driving AP output.
Notably, AP output was abolished even when the mean depolarisation at the soma
was maintained by constant somatic current injection. This suggests that the way
NMDA spikes drive APs is not only via the additional charge they provide, but by
their influence on the time course of the membrane potential: already the standard
deviation of the membrane potential at the soma, which was 8.4 mV in control conditions, but 6.7 mV with Nav removed and 3.8 mV when the voltage dependence of
the NMDA conductance was frozen, is markedly reduced in the absence of dendritic
spikes. Removing dendritic Na+ spikes or NMDA spikes from progressively larger
numbers of dendritic branches revealed a nonlinear relationship between the number
of manipulated branches and the output firing rate (Figure 5.9C). In both cases, the
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Figure 5.9: Causal role of dendritic spikes in triggering AP output
A. Example recordings from the soma with a fully active dendritic tree (black), or
when blocking dendritic Na+ spikes (red) or NMDA spikes (orange) by blocking
dendritic Nav channels or freezing the voltage dependence of the NMDA conductance at the resting potential, respectively, while maintaining the mean membrane
potential by somatic current injection. B. Blocking dendritic Na+ spikes (red) and
NMDA spikes (orange) in the entire dendritic tree reduces AP output relative to a
fully active dendritic tree (black). C. Blocking dendritic Na+ spikes (red, left) and
NMDA spikes (orange, right) in an increasing number of individual dendrites leads
to a decrease in AP output frequency that can be fit with an exponential decay (vertical lines correspond to 1/e).
relationship was described by an exponential decay, which was steeper for NMDA
spike removal than for dendritic Na+ spike removal (on average, freezing the NMDA
conductance in only 12 dendritic branches reduced the somatic output rate to 1/e
of the control value, while deletion of Nav channels in 32 dendritic branches was
necessary to achieve the same effect at the soma). The stronger impact of NMDA
conductance freezing compared with Nav removal is consistent with our simulations
using spatially widespread manipulations (Figures 5.9A and 5.9B), as well as with experimental results on the impact of dendritic NMDARs on neuronal output (Palmer
et al., 2014; Smith et al., 2013).

Which synaptic inputs are most important for evoking dendritic spikes?
We next turned to the question of the synaptic inputs generating the dendritic spikes.
Specifically, we asked: which constellations of active synapses are most successful in
evoking dendritic spikes? To determine the spatial and temporal scale over which
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synapses interact to “trigger” a dendritic spike, we first mapped the locations and
timing of excitatory synaptic inputs relative to the initiation of a dendritic Na+ spike
or NMDA spike (Figure 5.10A). This was quantified and visualised using spatiotemporal dendritic spike-triggered averages for dendritic Na+ spikes (Figure 5.10B, left)
and NMDA spikes (Figure 5.10 B, right). In the case of dendritic Na+ spikes, most
active synapses were located within ~20 mm of the initiation site, and their activation preceded the initiation of the spike by less than 2 ms (Figure 5.10 B, left). Most
NMDA spikes were evoked by synapses located at the initiation site, and were activated less than 1 ms before spike initiation (Figure 5.10B, right).
To determine how many active excitatory synapses are required to trigger a dendritic spike, we counted the number of active synapses in a spatiotemporal window
preceding dendritic spike initiation (Figure 4B, red rectangles: up to 100 mm from the
initiation site and 4 ms or 1.5 ms before the initiation of a Na+ spike or NMDA spike,
respectively). On average, dendritic Na+ spikes and NMDA spikes were triggered
by 2.3 ± 1.4 and 1.6 ± 0.9 active excitatory synapses, respectively (Figure 5.10 C).
In some cases, even a single synapse is sufficient to trigger either a dendritic Na+
spike or an NMDA spike (Figure 5.10D). This is also the case if synaptic inputs are
functionally clustered (Figure B.5F and B.5G), and when we simulated the effects of
including spines (Figure B.6B and B.6E).
We also investigated the relationship between inhibitory inputs and dendritic spikes
by performing spatiotemporal dendritic spike-triggered averaging to reveal the pattern of inhibitory synaptic input preceding dendritic Na+ spikes and NMDA spikes.
In the spatiotemporal windows preceding the initiation of dendritic spikes, inhibitory synapses are less active than in the same window at a random time point (Figure B.8C and D), though the effects are more modest than for excitatory synapses.
This suggests that a brief, spatially localised reduction in inhibition is permissive for
dendritic spikes near that location (Doron et al., 2017; Gidon and Segev, 2012).
We also examined how changes in the overall ratio between inhibition and excitation
(Adesnik, 2017) may influence our conclusions. Increasing the overall amount of
excitation and inhibition and changing their relative strength affects the frequency
of AP output, but the biophysical mechanisms of dendritic spike generation remain
relatively unaffected: where dendritic spikes are triggered by several synaptic inputs,
dendritic spike initiation is associated with an absence of simultaneous inhibition
(Figure B.8E-H). Interestingly, enhancing inhibition further increases the requirement
for strong excitatory synapses to trigger dendritic spikes.

Strong but sparse synaptic inputs trigger dendritic spikes
Are all synapses equal in their ability to drive dendritic spikes or are there ‘privileged’ synapses with respect to dendritic spike initiation? We plotted the probability that activation of a synapse leads to successful initiation of a dendritic spike as
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Figure 5.10: Synaptic inputs driving dendritic spikes are surprisingly sparse
A. Schematic of the spatiotemporal dendritic spike-triggered average used in B.
Circles of increasing diameter and increasingly “hot” colours indicate increasing synaptic strength (scale in G). B. STA for dendritic Na+ spikes (left) and dendritic NMDA
spikes (right), with the background level of synaptic activity subtracted. C. Number
of excitatory synaptic inputs active before dendritic Na+ spikes (mean ± std; red,
top) and NMDA spikes (mean ± std; orange, bottom), compared to a random control
(grey; see Methods). D. Dendritic Na+ spikes (red, top) and NMDA spikes (orange,
bottom) broken down by the number of synapses that triggered them. E. Synapse
strengths preceding a random control timepoint (grey), dendritic Na+ spikes (top)
and NMDA spikes (bottom), split into cooperative trigger synapses (> 1 synapse active during STA window; dark red and dark orange) and individual trigger synapses
(1 synapse active during STA window; light red and light yellow). Dots represent
the mean values of the respective distribution. Note the peak at 0.1 nS resulting from
background synapses (w=0.1 nS) that contribute to dendritic Na+ spikes and NMDA
spikes. F. Average probability for a synapse to trigger a local dendritic Na+ spike
(red) or NMDA spike (orange) as a function of synaptic strength. G. Left: Snapshot
of synaptic inputs across the dendritic tree (circles; colours as in A) contributing to
the initiation a dendritic Na+ spike. Right: silencing a strong trigger synapse (yellow
circle at t = 4.5 ms, marked with a star) abolishes the Na+ spike. Contours are lines of
equal membrane potential (maximum projection across all dendrites at this distance
from soma, as in Figure 5.6B).
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a function of peak synaptic conductance (Figure 5.10F). This revealed a sigmoidal
relationship: the probability of success is low for synapses with less than 0.5 nS
peak conductance, increases several-fold from 0.5 nS to 2 nS peak conductance, and
saturates for larger conductances. While synapses which trigger dendritic spikes
in cooperation with other synapses include both strong and weak synapses (Figure
5.10E, dark red and dark orange), synapses which can single-handedly trigger local
dendritic spikes are exclusively from the large-conductance tail of the lognormal synaptic weight distribution (Figure 5.10E, light red and light yellow). In these cases the
dendritic spike was initiated at the location of this synapse (Figure 5.10G). What is
the functional role of this subset of strong synapses which we show have disproportional power in triggering dendritic spikes?

Dendritic spikes enable the strongest 1% of synapses to determine orientation selectivity of AP output
Since the generation of action potentials involves a threshold, they are often more
sharply tuned than the average of the synaptic inputs triggering them, a phenomenon
known as the “iceberg effect” (Priebe and Ferster, 2008; Rose and Blakemore, 1974).
This effect has previously been observed for orientation selectivity in L2/3 neurons in
primary visual cortex (Jia et al., 2010; Wilson et al., 2016), and our model reproduces
these results (Figure 5.5). Can dendritic spikes contribute to sharpening of action potential tuning by nonlinearly amplifying and selectively weighting different synaptic
inputs? To investigate this, we measured the orientation tuning of dendritic Na+
spikes, NMDA spikes, subthreshold membrane potential at the soma, and the AP
output (Figure B.9 and B.10). As shown in Figures 5.11A and 5.11B, orientation selectivity index (OSI) values – with the exception of somatic VmOSI, which is low both
in the experiment (Smith et al., 2013) and in our model as it reflects the subthreshold
tuning before application of the somatic 14 iceberg effect – increase progressively
from synaptic input via dendritic Na+ spikes and NMDA spikes to AP output (mean
OSIsynaptic _tuned = 0.18 < mean OSINa _tuned = 0.64 < mean OSINMDA _tuned = 0.74
< mean OSIAP _tuned = 0.90; see also Figure B.11 for full OSI distributions). This
progression, which is also observed when synaptic inputs are functionally clustered
(Figure B.12), indicates that active dendrites enable two iceberg effects to enhance
tuned responses to in vivo synaptic inputs: the first is the conversion of synaptic
input to dendritic spikes, and the second involves their transformation into output
APs.

Role of Na+ spikes vs NMDA spikes
To quantify how synaptic inputs with different orientation preferences are integrated
by dendritic Na+ spikes, dendritic NMDA spikes and APs, we measured the circular
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dispersion among preferred orientations (Wilson et al., 2016) of synaptic inputs triggering dendritic Na+ spikes or NMDA spikes (i.e. the synaptic inputs falling within
the spatiotemporal windows shown in Figure 5.10). We found that, on average, the
synaptic inputs integrated by a dendritic Na+ spike have a circular dispersion of 11.2
± 13.6º (mean ± std) compared 4.9 ± 10.2º (mean ± std) circular dispersion of the
synaptic inputs integrated by a dendritic NMDA spike. Notably, since individual
dendritic Na+ spikes and NMDA spikes are "singular" events, their orientation tuning is ill-defined. However, it is possible to define the sensory tuning of Na+ spikes
and NMDA spikes per individual dendritic branches and to see how this integrates
the sensory tuning of the synaptic inputs to that branch. To do this, we calculated the
preferred orientation of synaptic inputs on a dendritic branch and compared this to
the preferred orientation of dendritic Na+ spikes and NMDA spikes of that branch.
We found that, on average, the difference between the preferred spine orientation
and the preferred Na+ spike orientation is smaller than the difference between the
preferred spine orientation and the preferred NMDA spike orientation (29.3 ± 12.6º
compared to 34.6 ± 19.2 º, respectively), suggesting that indeed Na+ spike tuning
better reflects average sensory tuning than NMDA spike tuning.
In addition, the circular dispersion of the preferred orientations for Na+ spikes and
NMDA spikes across different branches followed the same trend: the circular dispersion of preferred orientations for dendritic Na+ spikes was smaller (12.81º), than for
NMDA spikes (14.67º).

A causal link from dendritic spikes to AP tuning
To test this model, we directly measured the impact of dendritic spikes on the orientation tuning of AP output. We abolished either dendritic Na+ spikes by blocking
dendritic Na+ conductances (Figure 5.11 A and B, centre left and Figure B.11 B), or
NMDA spikes by freezing the voltage dependence of the NMDA conductance (Figure 5.11 A and B, centre right and Figure B.11 C) while maintaining the mean AP
frequency by somatic current injection. When NMDA spikes were blocked, both the
somatic subthreshold membrane potential tuning (as measured by the membrane
potential orientation selectivity index, VmOSI) and the tuning of AP output were
weakened compared to control conditions (Figure 5.11 A and B, left and centre right
and Figure S3C). Blocking dendritic Na+ spikes did not significantly affect VmOSI
nor AP output OSI (Figure 5.11 A and B, centre left and Figure S3B). However, simultaneous block of dendritic Na+ spikes and NMDA spikes strongly reduced both
VmOSI and output OSI (Figure 5.11 A and B, right and Figure B.11 D), indicating
that dendritic spikes contribute substantially to the orientation tuning of AP output.
Figure 5.11 B also shows that the tuning of dendritic Na+ spikes and NMDA spikes
is reduced when the other type of dendritic spike is blocked, respectively, suggesting
that they act cooperatively. A hallmark of this cooperativity, the combined contribution of dendritic Na+ spikes and NMDA spikes to AP output, exceeds the linear
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sum of their individual contributions (see Figure 5.9B): the firing rates when either
dendritic spike is blocked (2.3 Hz and 0 Hz) sum to less than the rate when they are
both present (6.0 Hz).

Thought experiments
These results suggest that sharply tuned, strong synaptic inputs, selectively amplified
by dendritic spikes, have a disproportionate effect on the tuning of somatic output.
To test this idea, we “deleted” inputs from the preferred input pool and measured
the effect on AP output, as well as AP tuning (Figure 5.11 C, top and D). In all conditions, the relationship was described by an exponential decay, which was less steep
when the NMDAR conductance was frozen alone or in combination with a block of
Nav, making the dendritic tree passive. We found that on average, removing as few
as 46 of the strongest synapses, corresponding to less than 1% of the total synaptic
input population, reduced AP output to 1/e of the initial value in the active model.
Importantly, this effect relied on dendritic NMDA spikes: when the NMDA conductance was frozen to its value at the resting potential, twice the number (82 synapses)
needed to be deleted to achieve the same reduction in AP output (Figure 5.11 C, top).
When dendritic Nav was blocked in addition to freezing the NMDA conductance, the
number of synapses to be deleted increased further to on average 95. Interestingly,
the relationship was much more linear when random synaptic inputs as opposed to
the strongest were removed (Figure 5.11 C, bottom). Below, we propose experiments
that could provide support for our model by verifying the results of these “thought
experiments” (see Section “Experimentally testable predictions” in 5.2 Discussion).

Robustness of the results to parameters of the layer 2/3 biophysical model
By combining a biophysical model of a L2/3 pyramidal neuron, and a model of
the synaptic input it receives during visual stimulation in vivo, we have shown that
strong synaptic inputs, selectively amplified by dendritic spikes, drive somatic AP
output and have a disproportionate effect on its tuning. Notably, these results rely
on a lognormal distribution of synaptic weights, featuring few, strong synapses, in a
sea of weaker ones, as well as a network architecture where neurons sharing tuning
to a particular orientation are preferentially connected, and connected with stronger
weights (Cossell et al., 2015). Given the limited experimental data available to fit
several important parameters of the synaptic input model (see Methods 3.2), we
performed simulations with alternative input models, as well as modifying central
parameters of the postsynaptic neuron model, to ensure that our results on the transformation of in vivo synaptic inputs into dendritic spikes and somatic APs are robust
to changes in some of the most critical parameters for dendritic spike initiation.
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Figure 5.11: Dendritic spikes enhance control of AP output and its tuning by a
small number of strong synaptic inputs
A. Mean OSI of dendritic Na+ spikes (red), NMDA spikes (orange), somatic Vm (grey)
and APs (black) under control conditions (left), with Nav channels blocked (second
from left), with NMDA conductances frozen (third from left) or both (right). B. Mean
OSI of dendritic Na+ spikes (red), NMDA spikes (orange), somatic Vm (grey) and
APs (black) under control conditions (left), with Nav channels blocked (second from
left), with NMDA conductances frozen (third from left) or both (right). C. Removing
strong (top) or random (bottom) synapses decreases AP frequency in response to a
preferred visual stimulus in the full model (black) and under Nav channel block (red)
(see Chapter 3). The decrease can be fit with an exponential decay. When random
synapses are removed and NMDARs only (orange) or NMDARs and Nav channels
(purple) are blocked the decrease can be fit linearly and is less steep. D. Schematic of
the STAs of synaptic activity and dendritic spikes that we used to dissect the spatiotemporal constellations of synaptic inputs that evoke dendritic spikes, and the effect
of such dendritic spikes on action potential output. Bottom: progressive increase in
OSI from synaptic inputs (light blue: all synapses; dark blue: strong synapses), dendritic Na+ spikes (red) and NMDA spikes (orange) – excluding subthreshold somatic
Vm (grey) – and APs (black).

132

Modelling single neuron computation in vivo

First, addressing the biophysical model of the postsynaptic L2/3 neuron, we investigated how parameters such as dendritic morphology, dendritic diameter and properties of the spine head receiving the excitatory synaptic input, set the local dendritic
input resistance, which in term determines whether a (single) synaptic input can trigger a dendritic spike (see Figure 5.12). Since our original model does not explicitly
model synaptic spines, we performed additional simulations where we introduced a
spine neck resistance at different values (see Figure B.6).
Second, we investigated whether a change to important parameters of the synaptic
input, such as its spatial distribution on the dendritic tree, the amount of background
activity or the ratio of excitatory to inhibitory synaptic input, would alter our conclusions on dendritic spike initiation. We verified the in vivo conductance estimates
underlying our synaptic input model (see B), and we discuss below the evidence supporting our lognormal distribution of synaptic weights. Furthermore, we constructed alternative synaptic input schemes, by imposing functional synaptic clustering
as observed in experiments in vivo (Wilson et al., 2016), by alternating the amount
of background synaptic activity, comparable to the conditions during experiments in
brain slices (Gasparini et al., 2004; Losonczy and Magee, 2006) and also by adjusting
the E:I ratio, as measured in recent experiments in vivo (Adesnik, 2017).

The efficacy of strong synapses depends on their location on the morphology
We performed simulations to measure the local EPSP amplitude in response to a synaptic input of average synaptic weight (0.162 nS) in all segments of the neuron, one
synapse at a time (equivalent to an in vitro situation). Due to the high input resistance in distal dendrites with small diameter, a synaptic input at a distal location will
produce a larger response and more easily cross the threshold for regenerativity compared to a more proximal location (see Figure 5.12 A and B). This can also be seen in
simulations with in vivo-like input, where we kept the locations of all synapses constant, but changed their temporal activation (equivalent to an in vivo situation, see
Figure 5.12 C and D): the location of strong synapses in distal dendrites often correspond to "hotspots" of dendritic Na+ spike or NMDA spike generation. Finally, when
distinguishing between dendritic Na+ spikes and NMDA spikes triggered proximally (< 150 µm from the soma) or distally, we found a difference in the number of
synaptic inputs contributing to the spike. For excitatory synapses preceding a Na+
spike, there is a small difference, with 2.47 ± 1.54 preceding a proximal dendritic Na+
spike compared to 2.12 ± 1.17 excitatory synapses preceding a distal dendritic Na+
spike (p < 0.001; Mann-Whitney-U). For NMDA spikes, the number of preceding excitatory synapses in proximal dendrites is also higher (1.75 ± 1.05) than the number
in distal dendrites (1.48 ± 0.72; p < 0.001). Interestingly, the difference in the number
of inhibitory synapses preceding a Na+ spike in proximal dendrites – 2.12 ± 1.11 compared to 2.12 ± 1.17 in distal dendrites – is very small (p = 0.47; Mann-Whitney-U),
and similarly, the difference in the number of inhibitory synapses preceding NMDA
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spikes shows only a small difference (1.47 ± 0.74 proximally vs 1.48 ± 0.72 distally; p
< 0.001; Mann-Whitney-U).
Therefore — as expected — the efficacy of strong synaptic inputs to evoke dendritic
Na+ spikes and NMDA spikes, depends on their location within the dendritic tree
and on neuronal morphology. However, since we used a realistic morphology that
features dendritic branches of various diameters, our results already cover the natural variability in synaptic efficacies given dendritic location, and will be robust to
changes in neural morphology.
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Figure 5.12: Robustness of synaptic efficacy on neural morphology
A. Local EPSP amplitude in response to a synaptic input of average synaptic weight
(0.162 nS). B. Dendritic diameter. C. Example of the probability of NMDA spike
initiations (colour scale) relative to the locations of the 100 strongest synaptic inputs
(orange circles). D. Example of the probability of dendritic Na+ spike initiations
(colour scale) relative to the locations of the 100 strongest synaptic inputs (orange
circles).

The results are robust to changes in spine neck resistance
Early theoretical work suggested that spines, in particular the high input resistance
imposed by the narrow spine neck, are a prerequisite for the initiation of “spine
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spikes”. By using very high spine neck resistances (up to 20 GW; Jaslove, 1992), single
synapses could trigger regenerative events confined to a single spine head (Jaslove,
1992; Miller et al., 1985; Perkel and Perkel, 1985). While our model features dendritic
spines, we chose not to explicitly implement a spine neck resistance, as based on biophysical considerations placing an NMDA receptor-mediated synaptic conductance
behind a spine neck resistance will increase the likelihood for generation of NMDA
spikes (Gulledge et al., 2012). Furthermore, the experimental evidence for the value
of a spine neck resistance and its effect on synaptic input is inconclusive, starting
with the first measurements of dendritic spine neck resistance using photobleaching
(between 4 to 50 MW and <150 MW; Svoboda et al., 1996), calcium imaging (Bloodgood et al., 2009; Grunditz et al., 2008; Hao and Oertner, 2012) and voltage-sensitive
dye imaging (Palmer and Stuart, 2009). As a result, the value of the spine neck resistance is experimentally not well constrained. However to test the robustness of
our model against this parameter, we have implemented a spine neck resistance for
all excitatory synapses (100 MW; Tønnesen et al., 2014) in a subset of simulations,
while keeping all other parameters the same. These simulations show that output of
the neuron, and importantly, the number of NMDA spikes generated with different
spine neck resistances, is similar to the number in our original simulations (see Supplementary Material for Chapter B Figure B.6). Our results are thus robust to a range
of spine neck resistances.

Robustness of the results to parameters of the synaptic input model
The results are robust to moderate changes in E:I ratio
An important parameter of synaptic input is the ratio of excitatory to inhibitory
conductance. Therefore, we performed simulations where inhibition is increased
relative to excitation, in agreement with recent measurements of the total excitatory
and inhibitory synaptic currents in vivo (Adesnik, 2017). Notably, these currents were
measured in response to moving oriented gratings similar to those used by Smith et
al. (2013), and yield slightly higher time-averaged synaptic conductance values for
the inhibitory synaptic input than the experiments of Haider et al. (2013)(see also
Figure B.1). Under an increase (+ 50%) in the contribution from inhibitory synaptic
inputs , we found that dendritic Na+ spikes are preceded by on average 2.33 ± 1.4
excitatory synaptic inputs (random control: 1.25 ± 1.4) and 1.01 ± 2.9 inhibitory
synaptic inputs (random control: 1.09 ± 2.9), whereas dendritic NMDA spikes are
preceded by 1.58 ± 0.9 excitatory synaptic inputs (random control: 0.66 ± 0.9) and
0.51 ± 1.4 inhibitory synaptic inputs (random control: 0.51 ± 1.3), using the same
spatiotemporal windows preceding Na+ spike and NMDA spike initiation as in our
main simulations. These numbers are comparable to the number of synaptic inputs
preceding dendritic spikes in our original input model. Similarly, we found that AP
initiation was preceded by on average 9.8 ± 3.1 dendritic Na+ spikes (random control:
3.9 ± 2.4) and 5.3 ± 2.3 dendritic NMDA spikes (random control: 2.3 ± 2.1).
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While our results are thus robust to moderate changes in E:I ratio, we were interested
at which point the model would fail. We therefore performed additional simulations
with a dramatic increase in inhibitory synaptic conductance (+ 250%), as well as a
reduction in excitatory synaptic conductance (- 25%), matching the ratio of excitation to inhibition observed in some of the more extreme experimental measurements
(Adesnik, 2017). Under these conditions, our differentially fitted synaptic input was
no longer sufficient to generate somatic AP output. This was expected, as if one
wanted to use the larger time-average synaptic conductances from Adesnik (2017),
one would have to re-fit synapse numbers and their firing rate distribution as well.
Nevertheless, it suggests that we might be slightly underestimating the inhibitory
conductance in our original simulations. We expect that increased inhibition may
be mediated through a combination of larger inhibitory synaptic weights and an
increase in inhibitory firing rates, since to achieve the time-averaged inhibitory conductance measured by Adesnik (2017) with our original inhibitory synaptic weights
already required high, but not unrealistic, inhibitory firing rates of 15.02 ± 1.6 (background) and 14.9 ± 1.5 (signal).

The markedly reduced E:I ratio also hand an effect on the transformation from synaptic inputs to dendritic spikes: when using the same spatiotemporal windows preceding Na+ spike and NMDA spike initiation as in our main simulations, we found
that there are 1.75 ± 0.9 excitatory synapses (random control: 0.7 ± 0.9) and 1.79 ±
4.9 inhibitory synapses (random control: 1.85 ± 5.0) active preceding a dendritic Na+
spikes and 1.3 ± 0.5 excitatory synapses (random control: 0.75 ± 0.7) and 0.65 ± 1.2
inhibitory synapses (random control: 0.63 ± 1.4) preceding an NMDA spike. Interestingly, under these conditions, the proportion of dendritic Na+ spikes and NMDA
spikes triggered by a single synapse was higher (about 50% for Na+ spikes compared to about 25% under our original E:I regime and about 75% for NMDA spikes,
compared to about 50% under our original E:I regime). The reason for this lies in
the mechanism of cooperation of synaptic inputs in generating dendritic Na+ spikes
and – to a lesser extent – NMDA spikes: where the activity of several synapses is
required to trigger a local dendritic spike, “elimination” of any one of these cooperative synapses by simultaneous activation of a nearby inhibitory synapse will prevent
the initiation of the dendritic spike that would otherwise have been triggered. Put
simply, for a dendritic spike triggered by the simultaneous activation of five synaptic
inputs, an inhibitory synapse is five times more likely to shut down spike initiation
compared to a dendritic spike initiated by a single strong synaptic input. As a result — somewhat counterintuitively — increasing inhibition as suggested by recent
experimental work, amplifies the effect of strong synaptic inputs predicted by our
model. Therefore, the mechanism we describe is robust even to marked changes in
E:I ratio, whereas our quantitative results are even robust to only moderate changes
in E:I ratio.
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The results are robust to synaptic clustering
Using spatially random distributed synaptic inputs requires a minimal number of
assumptions about the spatial distribution of synaptic inputs during sensory stimulation in vivo. The assumption of randomness is also traditionally used in theoretical
and computational neuroscience where specific parameters, such as inter-synapse
distances, or the presence and characteristics of synaptic clusters, are unknown. Finally, we show that a random spatial distribution of synaptic inputs is conservative
in the sense of providing a lower limit of the number of dendritic spikes generated
by the synaptic input under different spatial arrangements.
However, recent experiments suggest that there may be functional clustering of synaptic inputs both spontaneously (Takahashi et al., 2012) and in particular during
visual stimulation in vivo (Gökçe et al., 2016; Iacaruso et al., 2017; Wilson et al., 2016).
To test the effect of functional synaptic clustering on the ability of our model to generate dendritic spikes as well as its effect on AP output and tuning of our model,
we clustered synaptic inputs according to their preferred orientation (see Chapter 3
Section 3.2). Our final clustered model has a circular dispersion between spines of
15.0º ± 6.7º (mean ± std), in agreement with experimental data (Wilson et al., 2016).
We have not investigated the effects of other more radical clustering schemes, which
have been proposed theoretically and were demonstrated in silico to impact dendritic
integration and somatic AP output (Poirazi et al., 2003b; Ujfalussy et al., 2017).
Running the model with clustered synaptic input increases the incidence of dendritic
Na+ spikes, NMDA spikes and somatic APs (see Figure B.5), reproducing the results
from Wilson and colleagues, who showed that neurons with lower circular dispersion
– i.e. more clustered synaptic inputs – show a higher incidence of dendritic activity
(see Wilson et al., 2016, their Figure 6E). Interestingly, functionally clustering synaptic
inputs does not have a major effect on our conclusions about the transformation of
dendritic Na+ spikes and NMDA spikes into somatic AP output (see Figure B.5,
D and E) and on the triggering of dendritic Na+ spikes and NMDA spikes by few,
strong synaptic inputs (see Figure B.5, F and G). Indeed in our clustered model in the
spatiotemporal window preceding dendritic Na+ spikes, on average there are 2.31 ±
1.4 excitatory synaptic inputs active, compared to 1.26 ± 1.4 in the same window at
a random point in time and dendritic location. Preceding dendritic NMDA spikes,
there are 1.62 ± 0.9 active excitatory synapses compared to 0.69 ± 0.9 in control.
In comparison, we found 2.29 ± 1.4 synaptic inputs preceding dendritic Na+ spikes
and 1.59 ± 0.9 synaptic inputs preceding dendritic NMDA spikes in our model with
randomly distributed synaptic inputs. Furthermore, the number of dendritic Na+
spikes and NMDA spikes triggering an AP, as well as their spatial and temporal
distribution remained similar (see Figure B.5).
This suggests that our results are robust to changes in the spatial arrangement of
synaptic input. In particular, under conditions of in vivo-measured synaptic clustering and in particular using realistic synaptic weight distributions, the spatial ar-
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rangement of synapses on the dendrite has only a small effect on the mechanism of
dendritic spike generation.

The results require in vivo-like background activity
One of the main features that distinguishes an in vivo synaptic input regime from the
slice situation – and therefore a great opportunity for new insights contributed by our
model – is the presence of “background” synaptic activity. Despite our limited understanding of in vivo synaptic input and its separability into signal and background,
it is assumed that background activity contributes to the richness of synaptic input
patterns in vivo and could provide context for direct sensory input. It could therefore
underpin much of the properties of in vivo dendritic integration, in contrast to the
integration rules observed in vitro (Katona et al., 2011; Losonczy and Magee, 2006;
Murayama and Larkum, 2009; Polsky et al., 2009; Weber et al., 2016).
To explicitly investigate the effect of background synaptic activity, we have performed simulations and analysis where the background synaptic input to all but the
single dendritic branch we recorded from is varied (to zero, as well as 1%, 50% and
90% of its original value, see Figure B.7). We show that under in vitro-like conditions
(with synaptic stimulation limited to the dendrite of interest and no background in
the rest of the dendritic tree), the in vivo synaptic input patterns used to stimulate our
model are not generally sufficient to evoke nonlinear dendritic events when they are
limited to a single dendritic branch (see Figure B.7 A), because in vivo synaptic input
in a given spatiotemporal window is much more sparse than in typical glutamate uncaging experiments evoking local dendritic spikes (see Figure B.7B, C). This means
that synaptic inputs in vivo are less synchronous that the synaptic input that has been
shown to be required to trigger local dendritic spikes in slice (compare Gasparini et
al. (2004) and Losonczy and Magee (2006) to Figure B.7 B) and the number of synaptic inputs in vivo falling within the experimental "windows" (Losonczy and Magee,
2006) are much smaller than is required in the in vitro experiment to evoke a dendritic
spike. This suggests that under in vivo conditions strong, but sparse synaptic inputs
rely on the background depolarisation provided by randomly activated synapses in
the rest of the dendritic tree to trigger dendritic spikes.
Having performed simulations using various alternative synaptic input schemes –
specifically, the introduction of an explicit spine neck resistance, the functional clustering of synaptic inputs as observed in vivo (Wilson et al., 2016), the reduction of
in vivo background activity to compare our results to previous experiments in vitro
(Gasparini et al., 2004; Losonczy and Magee, 2006), and the change in the E:I ratio
of our synaptic input (Adesnik, 2017) – we demonstrate that our conclusions on the
transformation of in vivo synaptic inputs into dendritic spikes and somatic APs are
robust to some of the most critical determinants of dendritic spike initiation.
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5.2 Discussion
We have developed a realistic model of synaptic integration during sensory processing in vivo to address a longstanding question in neuroscience: how do active
dendrites contribute to determining the stimulus selectivity of a neuron? Despite
decades of work on this topic (Hubel and Wiesel, 1959; Priebe, 2016), we still lack a
good understanding of how neurons in primary sensory cortex respond selectively to
a particular stimulus feature given a barrage of weakly selective inputs or inputs with
mixed selectivity. Our model provides a mechanistic explanation for how narrowly
tuned orientation-selective responses can arise from only weakly tuned synaptic input: a few strong synapses, which provide input from similarly tuned presynaptic
neurons, preferentially trigger dendritic spikes. Dendritic spikes in turn are more
narrowly tuned to orientation than the synaptic input, and efficiently drive the majority of somatic AP output. Thus, by triggering dendritic spikes, a small subset of
strong synapses drives amplification of orientation selective signals, effectively determining the tuning of neuronal output. They do so in the context of the activity
of other synapses on nearby dendrites, which can modulate their gain and thus implement a rich spectrum of nonlinear computations in dendrites (Jadi et al., 2014).
These results indicate that active dendrites play an essential role in shaping stimulus selectivity in cortical circuits, and have important implications for coding and
connectivity in sensory cortex.

An active dendritic model of in vivo synaptic integration
To study the mechanisms of synaptic integration during visual stimulation in vivo, we
have built and combined models of the synaptic input and the postsynaptic pyramidal neuron that are tightly constrained by a large set of experimental data obtained
in vitro (Cossell et al., 2015; Larkman, 1991; Nevian et al., 2007; Waters et al., 2003)
and in vivo (Brecht et al., 2003; Cossell et al., 2015; Haider et al., 2013; Smith et al.,
2013; Waters and Helmchen, 2006; Waters et al., 2003), many of which are non-trivial
to reproduce, especially in combination. For example, dendritic spike waveforms
and event statistics as observed experimentally have to be reproduced using sparse
synaptic input patterns which are implied by the low values of the time-averaged excitatory and inhibitory synaptic conductances evoked by sensory stimulation (Haider
et al., 2013).
Because no direct and complete recordings of the synaptic input received by a layer
2/3 neuron in mouse V1 are available, we took advantage of direct patch-clamp recordings from the dendrites of layer 2/3 pyramidal neurons in mouse V1 in vivo
(Smith et al., 2013) to constrain dendritic excitability and membrane potential dynamics during sensory processing. These dendritic recordings (see also Moore et al.
(2017)) present especially valuable sets of constraints because the spatial and temporal structure of synaptic input during sensory processing is unknown and actively
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debated. In particular, there is conflicting evidence for spatial clustering of active
synapses (Gökçe et al., 2016; Iacaruso et al., 2017; Jia et al., 2010, 2011; Larkum and
Nevian, 2008; Takahashi et al., 2012; Wilson et al., 2016). We therefore began with a
conservative approach: different synaptic inputs are activated independently of each
other, so that any spatial or temporal clustering occurs by chance. Our simulations
show that this is sufficient to reproduce the pattern of dendritic Na+ spikes and
NMDA spikes observed in vivo. We show that implementing systematic clustering
of excitatory inputs (Gökçe et al., 2016; Takahashi et al., 2012; Wilson et al., 2016)increases the incidence of dendritic Na+ spikes, NMDA spikes and output APs, but
does not change the number of extra dendritic spikes per AP, nor the number of active local synapses per dendritic spike (see Figure B.5). Furthermore, clustering has
only small effects on the tuning of dendritic spikes and their orientation selectivity
(see Figure B.12). Thus, clustering of synaptic input does not fundamentally change
our conclusions about the relationship between synaptic input, dendritic spikes and
AP output.

Already few synaptic inputs can trigger dendritic spikes in vivo
The relationship between synaptic input in vivo and dendritic spikes is unknown.
Here we show that surprisingly few – even a single synaptic input – can trigger a
dendritic spike under in vivo conditions. In contrast, previous experimental work on
pyramidal cells in brain slices suggested that a large number of synaptic inputs are
required to engage dendritic nonlinearities (Gasparini and Magee, 2006; Gasparini
et al., 2004). Even with synchronous activation of inputs, activation of several tens
of synapses was required to trigger dendritic spikes (Losonczy and Magee, 2006;
Losonczy et al., 2008). While early theoretical work suggested that single synapses
could trigger regenerative events confined to a single spine head, these studies used
very high spine neck resistances (Jaslove, 1992; Miller et al., 1985; Perkel and Perkel,
1985). More recent theoretical work has suggested that large numbers of synchronised synaptic inputs are needed to initiate regenerative NMDA events in dendrites
(Rhodes, 2006) and to reproduce experimentally observed AP firing patterns in cortical pyramidal neurons (Softky, 1995; Softky and Koch, 1993).
Our work challenges these findings and suggests that during sensory processing,
surprisingly few, but strong synaptic inputs – acting on a background depolarisation provided by randomly activated synapses elsewhere in the dendritic tree – are
sufficient to trigger local dendritic Na+ spikes and NMDA spikes (see also Co-active
synaptic inputs support few trigger synapses). The discrepancy with previous experimental and theoretical work can be explained by the properties of the synaptic input
that is present in vivo, but absent in slice. Earlier attempts to include in vivo-like synaptic input to dendrites (Destexhe et al., 2003; Farinella et al., 2014; Kalmbach et al.,
2017; Williams and Truman, 2005; Williams, 2004) did not use realistic input weight
distributions, which we have constrained using recent experimental data (Cossell et
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al., 2015), featuring a tail of strong synapses among many weaker ones, a key element of our synaptic input model. Moreover, the frequencies and properties of active
dendritic events during sensory processing could not be adequately constrained in
earlier work, as no direct dendritic recordings of membrane potential in vivo were
available until recently (e.g. Helmchen et al., 1999; Larkum and Zhu, 2002; Moore
et al., 2017; Palmer et al., 2014; Smith et al., 2013; Xu et al., 2012).

Experimental evidence for lognormal synaptic weight distributions
Theoretical work suggests that the dynamics and computations implemented in
neural circuits in the brain are more easily generated from networks with heavytailed synaptic weight distributions compared to networks with uniform or normally
distributed synaptic weights (Iyer et al., 2013; Teramae et al., 2012). Indeed, evidence
for a heavy-tailed distribution of synaptic weights in neocortex has accumulated for
a long time, both structurally (Bromer et al., 2018; Loewenstein et al., 2011) and on
a functional level (Buzsáki and Mizuseki, 2014; Cossell et al., 2015; Markram et al.,
1997; Song et al., 2005). Loewenstein and colleagues (2011) found that the stationary
distribution of spine sizes in a single neuron can be fit by a lognormal function and
that plasticity follows multiplicative dynamics, i.e. spine size changes are proportional to the size of a spine. A lognormal distribution of spine head volumes was
also observed by Bromer and colleagues (2018), who combined signal detection theory and precise 3D reconstructions from serial section EM applied to hippocampal
synapses in vivo. Three functional studies used simultaneous whole-cell recordings
between several pyramidal neurons to measure connections strengths. Markram and
colleagues (1997) performed paired recordings between layer 5 pyramidal neurons
in vitro and constructed compartmental models from morphological reconstructions
(see also Experimental evidence for strong synaptic inputs). They observed a 20-fold
range in synaptic efficacies, mainly as a result of differences in synaptic release probability. Their work already suggests that, if activated synchronously, as few as five
presynaptic neurons forming strong and reliable connections (equivalent to between
20 – 40 individual synaptic contacts) may be sufficient to recruit a postsynaptic layer
5 pyramidal neuron, whereas up to 100 presynaptic neurons with weak connections
would be necessary. The study by Song et al. (2005) used quadruple whole cell recordings in layer 5 pyramidal neurons, to determine synaptic connection strengths
based on the measurement of peak EPSP amplitudes. Synaptic strengths followed a
lognormal distribution and interestingly, pre- or post-synaptic neurons that shared
synaptic connections had correlated connection strengths. Finally, using a combination of two-photon Ca2+ imaging in vivo to characterise response properties of layer
2/3 pyramidal neurons in mouse V1 and multiple patch-clamp recordings of the
same neurons in vitro, Cossell and colleagues (2015) observed that neurons with correlated responses were more likely to be connected and with stronger connections,
while the overall distribution of synaptic connection strengths was lognormal.
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Experimental evidence for strong synaptic inputs
Notably, neither structural experiments (Loewenstein et al., 2011) nor functional experiments (Buzsáki and Mizuseki, 2014; Cossell et al., 2015; Markram et al., 1997;
Song et al., 2005) measured the “weight” of an individual synaptic contact. Instead,
the experiments recorded somatic EPSPs generated by multiple synaptic contacts
made by the presynaptic axon at different locations on the dendritic tree. To obtain
the amplitude of synaptic conductances from this data (see Methods Section 3.2 and
Markram et al., 1997) we have taken into account both the fact that unitary somatic
EPSPs are due to multiple synaptic contacts made by the presynaptic axon on the
dendritic tree, and the fact that these contacts are randomly distributed over the
dendrites. Briefly, we simulated the activation of a single synaptic contact, averaged
over all dendritic locations, and adjusted the amplitude of this synaptic conductance
to match the mean somatic EPSP amplitude (Cossell et al., 2015), divided by the average number of synaptic contacts per connection. The mean synaptic conductance
amplitude determined by this procedure is then used as the mean of the lognormal
distribution of synaptic conductance amplitudes. We find that synapses located at
the upper end of this experimentally constrained log-normal distribution – via dendritic Na+ spikes and NMDA spikes – can drive (orientation) selective output. It is
therefore important to ask: are the strong synaptic weights we find realistic?
The largest synapses in our simulations have a synaptic weight of about 3 nS. While
this may seem large relative to previous theoretical work using uniform synaptic
weights (e.g. Poirazi and Mel, 2001: 1 nS; Farinella et al., 2014: 1 nS; Ujfalussy et
al., 2017: 0.5 nS; Bono and Clopath, 2017: 1.5 nS), individual synaptic contacts onto
pyramidal neurons in neocortex with even greater strength have been found in experiment. For example, Markram et al. (1997) use a procedure similar to our own (see
Methods Section 3.2), to determine the amplitudes of the synaptic conductance of
a single synaptic contact in anatomically reconstructed synaptic connections. These
simulations showed that contacts with very large synaptic conductance must exist to
explain the largest unitary somatic EPSPs (see Table 4 of Markram et al., 1997: up to
5.45 nS per synaptic contact, which is larger than our largest synapse in the model).
It is important to keep in mind that the strong synapses made onto pyramidal neurons in visual cortex are unlike “detonator” synapses such as those made by mossy
fibers onto CA3 pyramidal neurons in the hippocampus. Mossy fiber boutons contain
a large number of release sites, display prominent short-term synaptic facilitation,
and the combination of these features allows them to single-handedly trigger APs in
CA3 pyramidal neurons. In contrast, the strong excitatory synapses made onto neocortical pyramidal neurons have a much smaller number of release sites, typically
do not show short-term facilitation, and cannot single-handedly trigger APs in the
absence of background synaptic input. That said, in our simulations of in vivo-like
input on dendrites we do for the first time implement the fact that synapses exist
that are 10 times more powerful than average synapses (see Figure 5.10). These synapses, which are preferentially made by presynaptic neurons whose tuning is similar
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to that of the postsynaptic neuron (Cossell et al., 2015), can trigger dendritic spikes
operating on a background of randomly activated synaptic inputs.

Co-active synaptic inputs support few trigger synapses
While we have demonstrated that individual, strong synaptic inputs can pull the trigger on a dendritic spike - in some cases “single-handedly”, this requires the presence
of other co-active synapses, as found under in vivo-like conditions. This is apparent
from the spatiotemporal dendritic spike-triggered averages shown in Figures 5.10,
B.8, B.6 and B.5: with on average more synapses active in the window preceding a
dendritic spike, both the temporal and spatial distances between synapses are smaller than in a randomly placed control window. Similarly, inhibitory synapses close
to the initiation site of dendritic spikes have to be silent for excitatory synapses to
trigger dendritic spikes (see Figure B.8).
Arguably, if several active excitatory synaptic inputs precede the initiation of a dendritic Na+ or NMDA spike, could not any one of the synapses involved be considered
the “trigger”? For example, the first in a series of active synapses leading to dendritic spike initiation might be considered the trigger as it causes the initial increase
in dendritic membrane potential that eventually sets of the dendritic spike. Conversely, but equally justified, the final synaptic input before the onset of dendritic
spike can be thought of as the trigger that initiates the regenerative event. While
these temporal considerations are valid, we chose to refer to the strongest in a group
of synapses as the trigger, because it provides the largest contribution - both in terms
of the absolute conductance change as well as the acceleration of dendritic membrane potential. We have verified this by abolishing the strongest synapse in a group
of active synapses preceding a dendritic spike (see Figure 5.10G), which leads to a
failure of dendritic spike initiation. However, removing a weak synapse only delays
dendritic spike initiation or has no perceivable effect (data not shown).
Exactly because of this interdependence of synaptic inputs in triggering dendritic
spikes, is it very difficult to determine synaptic efficacy for individual synapses:
while we have performed the equivalent to a synapse-triggered average of dendritic
Na+ spikes and NMDA spikes (see Figure 5.12), this method does not separate the
effect of coincident activity of nearby synapses. The only way to reliably assign a trigger probability to individual synapses would be to perform two types of simulations:
one, in which the synapse in question is active at time t, and a second simulation, in
which the same synapse is silent at time t (and only time t; see Figure 5.10 G). Due to
time constraints, we have not performed the large number of simulations required to
get a somewhat robust estimate of trigger probability for individual synaptic inputs.
Instead, we chose to focus on extracting general principles and synaptic properties
that convey “trigger privileges” to a synapse.
Finally, while strong synaptic inputs are privileged in triggering dendritic spikes, it
is important to keep in mind that about half of NMDA spikes are triggered by more
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than one synapse, and more than 75% of dendritic Na+ spikes are triggered by more
than one synapse (see Figure 5.10D). Thus, by acting on a background depolarisation
provided by randomly activated synapses elsewhere in the dendritic tree, the few,
but strong synaptic inputs are sufficient to trigger local dendritic Na+ spikes and
NMDA spikes during sensory processing.

Dendritic spikes strongly influence AP output in vivo
How many dendritic Na+ spikes and NMDA spikes are required to trigger a single
somatic AP? We used spatiotemporal AP-triggered averaging to identify dendritic
events leading up to a somatic AP. On average, 5.5 ± 2.3 NMDA spikes and 9.9 ± 3.2
dendritic Na+ spikes occurred in the relevant time windows before a single AP. Notably, dendritic Na+ spikes and NMDA spikes provide different contributions to AP
generation and AP tuning: NMDA spikes are good amplifiers even of single inputs,
and already few spikes drive somatic AP output (see Figure 5.8), which inherits their
tuning (see Figure 5.10). Conversely, each dendritic Na+ spike integrates a larger
number of synaptic inputs, forming an average of their sensory tuning – and more
dendritic Na+ spikes are required to drive a single somatic AP in turn.
Our simulations also explain a surprising finding in recent experiments using intracellular MK-801 to block NMDA receptors (Lavzin et al., 2012; Palmer et al., 2014;
Smith et al., 2013), which almost completely prevents AP output while the mean somatic membrane potential is little affected. Our model reproduces these results (see
Figure 5.9 A and B), and using a cumulative block of NMDA spikes in individual
dendrites (see Figure 5.10C) we provide a mechanistic link between NMDA spikes
and AP generation at the soma: NMDA spikes provide additional somatic membrane
potential variance and higher order statistics which are responsible for triggering
APs, without strongly affecting the mean membrane potential at the soma.

Output tuning is determined by dendritic spikes
The prevailing view of synaptic integration is that the preferred orientation, and the
tuning width of the output of a neuron, are set by the sum of its synaptic inputs and
the nonlinearity of AP generation (Anderson et al., 2000; Chen et al., 2013; Ferster
and Miller, 2000; Jia et al., 2010). Even in models where the distribution of synaptic
weights is taken into account (Cossell et al., 2015; Iyer et al., 2013), a linear sum
of those inputs drives somatic membrane potential fluctuations, and the sharpness
of output tuning is effectively set by the somatic AP threshold. However, this single
“iceberg effect” (Priebe and Ferster, 2008; Rose and Blakemore, 1974) at the soma cannot explain the almost complete suppression of AP output by intracellular MK-801
block of NMDA receptor-mediated synaptic nonlinearities observed in vivo (Lavzin
et al., 2012; Palmer et al., 2014; Smith et al., 2013). Furthermore, direct dendritic
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recordings from neurons in mouse V1 show a progressive increase in orientation selectivity from synaptic input via dendritic spikes to AP output, while subthreshold
somatic membrane potential remains weakly tuned (Smith et al., 2013). Finally, recent work using in vivo two-photon Ca2+ imaging (Wilson et al., 2016) demonstrated
that spatial clustering of similarly tuned synaptic inputs and the frequency of local
dendritic Ca2+ events, but not somatic AP threshold alone, can predict differences
in orientation selectivity between neurons. Here we demonstrate a mechanism that
for the first time explains these results: well-tuned, strong synapses are privileged in
their ability to trigger dendritic spikes, which in turn drive AP output. This mechanism effectively corresponds to two iceberg effects in series (Figure 5.11 D): the
first being dendritic, resulting from the selective amplification of synaptic inputs by
dendritic spikes, and the second being axosomatic. It is likely that the same nonlinearities underlying these two iceberg effects can also implement more complex
dendritic computations (Poirazi et al., 2003b).
To demonstrate this mechanism directly, we performed simulations in which we
blocked dendritic Na+ spikes or NMDA spikes while exactly matching the mean somatic firing rate by constant somatic current injection. In this case, output tuning
specificity is degraded (Figures 5.11 A and B). To conclude, dendritic spikes engaged
by distributed synaptic input are an essential step in the transformation of synaptic
input tuning to neuronal output tuning. Importantly, active dendrites strongly reduce the number of synapses that are required to determine output tuning compared
to a model without dendrites (Cossell et al., 2015).

Implications for circuit function
We show that a small fraction of strong synaptic inputs determines postsynaptic output and its tuning. What are the implications of such a sparse input representation
for the function of single neurons and for the operation of the circuit? First, sparser
synaptic connectivity allows more robust storage of a given number of patterns in
recurrent neural networks (Brunel, 2016). Second, heavy-tailed synaptic weight distributions allow neuronal networks to respond faster, have a larger dynamical range
and be less sensitive to random fluctuations in synaptic activity (Iyer et al., 2013),
compared to networks with normally distributed synaptic weights. Finally, computational and empirical evidence suggests that sparse, strong synapses embedded
within a large pool of weak synaptic inputs might allow the neuron to “reside one
synaptic input away from the threshold” (Teramae et al., 2012). The resulting strong
correlations in activity between pre- and postsynaptic neurons connected by strong
synapses have indeed been observed in vivo (Cossell et al., 2015), and may be both
cause and consequence of the synaptic plasticity creating and maintaining the functional architecture of the circuit.
Why use active dendrites to achieve a sparse representation? By amplifying the effect
of strong synaptic inputs and helping them to reach threshold for the somatic AP,
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active dendrites enable an even sparser input representation than passive dendrites
(Figure 5.11 C). Active dendrites therefore provide several advantages. First, encoding stimulus features with a smaller number of active neurons further increases
the energy efficiency of the circuit (Olshausen and Field, 2004), as chemical synaptic
transmission is energetically costly (Attwell and Laughlin, 2001) and AP propagation
in presynaptic axons is more expensive than having active dendrites (Hallermann et
al., 2012). Second, the large number of “background” synapses with small weights
could provide the neuron with a reservoir to represent new stimuli through synaptic
plasticity. For example, a recent model of learning (Guerguiev et al., 2017) suggests
that in the absence of dendritic amplification, weak synaptic input only minimally affects AP output, while plateau potentials not only drive somatic output but also lead
to synaptic weight updates (Bittner et al., 2015). Finally, nonlinear subunits in active
dendrites increase the number of input patterns that can be stored and nonlinearly
discriminated (Poirazi and Mel, 2001).

Given that a small number of strong inputs determines output tuning, this leaves
open the question of the immediate functional role of the majority of weaker synaptic inputs. First, they can provide weakly or untuned background depolarisation
(Cossell et al., 2015) to allow dendritic spikes – which are driven by the sparse, highly
tuned input – to trigger output APs. Second, they might be involved in a distributed
representation of more complex visual stimuli, such as natural scenes (Iacaruso et al.,
2017). In this way, they could allow dendritic mechanisms to implement computations that had previously been ascribed to network function, such as complex cell
responses (Mel et al., 1998) and binocular disparity (Archie and Mel, 2000). Finally,
they could carry additional information about brain state and modulate postsynaptic response properties depending on the level of attention or motion of the animal
(Haider et al., 2013; Keller et al., 2017; Keller et al., 2012).

We expect the mechanism uncovered here to generalise to any neural circuit where
sparse synaptic inputs engage postsynaptic dendritic nonlinearities. It should be
particularly relevant in sensory systems where different sensory features are represented by a subnetwork of strongly coupled neurons with similar response properties
(Yassin et al., 2010). While our quantitative predictions are based on responses in
well-tuned layer 2/3 pyramidal neurons in mouse V1, the NMDA spikes and dendritic Na+ spikes studied here illustrate a more general principle of single neuron computation: dendritic excitability serves to selectively amplify the impact of a subset of
strong synaptic inputs. In cells that do not support dendritic Na+ spikes or NMDA
spike potentials, NMDA current boosting might provide sufficient input amplification to cross threshold for AP generation (Weber et al., 2016). This amplification
could equally be performed by other nonlinear dendritic mechanisms, such as dendritic Ca2+ spikes (Schiller et al., 1997) or BAC firing (Larkum et al., 1999).
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Experimentally testable predictions
Our results lead to a number of clear, experimentally testable predictions. First, our
model predicts that activating a small number of strong synaptic inputs in addition
to a sensory stimulus 45º off the preferred orientation should increase AP output
to match the original sensory response to the preferred orientation. This number
should be insufficient if randomly chosen synaptic inputs of average weight are activated, or if dendritic spikes are inactivated e.g. using targeted pharmacological
intervention (Palmer et al., 2014). The necessary experiment would require mapping
the orientation selectivity of presynaptic neurons and a postsynaptic neuron, and
targeted photostimulation (Packer et al., 2015) of a set of presynaptic neurons whose
tuning is similar to that of the postsynaptic neuron.
Second, we predict that the response to a preferred grating orientation should decrease to a level corresponding to 45° off the preferred orientation when a small
number of strong synapses coding for the preferred orientation are successively “removed”, or inactivated. Importantly, this effect should be absent if the same number
of random synapses are inactivated, or if dendritic spikes are pharmacologically inactivated. To test this prediction, one could characterise the sensory response properties of presynaptic neurons, then progressively inactivate those presynaptic neurons
whose response properties are most similar to those of the postsynaptic neuron using targeted optogenetics, with or without block of NMDA spikes by postsynaptic
MK-801 (Palmer et al., 2014). The effect on AP output could then be compared to the
predictions of our model (Figure 5.11 C).
Third, we can our biophysical model generates hypotheses on the local distribution of
synaptic activities that can be tested using the methods developed in Chapter 4. Our
model is based on experimental data of a lognormal distribution of synaptic weights
(Buzsáki and Mizuseki, 2014; Song et al., 2005) and the functional connectivity and
in layer 2/3 (Cossell et al., 2015; Ko et al., 2011), using a conservative assumption
of a random distribution of synaptic inputs. This lognormal distribution of synaptic
weights should be observed using FIBSEM imaging, where pre- or post-synaptic
structural correlates can be used to “measure” synaptic strength (Bartol Jr et al.,
2015; Biró et al., 2006; Holderith et al., 2012; Hsu et al., 2017; Kasthuri et al., 2015).
We have shown that already few, strong synapses can drive dendritic Na+ and
NMDA spikes – in turn determining neuronal output and its tuning – without the
requirement for functional synaptic clustering. Our model therefore predicts that
layer 2/3 pyramidal neurons receive many strong synaptic inputs during stimulation with the preferred orientation, compared to stimulation with the non-preferred
orientation, when few strong synaptic inputs should be active. The distribution of
FM1-43FX loaded synaptic terminals on the dendrites of layer 2/3 pyramidal neurons during presentation of the preferred visual stimulus, should therefore be sparse
and not necessarily show spatial clustering. Furthermore, the distribution of the
FM1-43FX label should be different under different stimulus conditions: in “strong”
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synapses FM1-43FX labelled vesicles should occur when a neuron was stimulated
with its preferred orientation – perhaps in particular in distal dendrites where the
favourable high input resistance implies a low conductance threshold for dendritic
spikes – but absent when stimulated with its non-preferred orientation. In “weak”
synapses, FM1-43FX labelled vesicles should occur predominantly during stimulation with a non-preferred stimulus.

Conclusions
By synthesising the latest data on synaptic connectivity, synaptic weight distributions
and dendritic excitability in V1 in vivo, we have shown that the selective amplification
of the strongest 1% of synaptic inputs by dendritic spikes enables them to determine somatic AP output and its tuning. This occurs in a two-step process, whereby
a small number of strong synapses trigger local dendritic NMDA spikes and Na+
spikes, and few dendritic spikes in turn are sufficient to drive AP output. As a
consequence, many synapses are freed up to encode other input features, increasing
the computational capacity of the postsynaptic neuron and the surrounding circuit.
Finally, this design provides the local network with great flexibility and efficiency
for learning: only a small number of connections need to be changed to encode a
different stimulus and alter the response properties of a neuron.

148

Modelling single neuron computation in vivo

Chapter 6

Discussion

Summary
More than 50 years after the first observations of dendritic spikes, neuroscientists
have gained an understanding of their diversity, the underlying biophysical mechanisms, their contribution to neuronal output in vitro and the conditions under which
they can be generated in the slice preparation (Major et al., 2013). Recently, several
exciting studies have observed dendritic spikes during sensory processing in vivo
(Bittner et al., 2015; Moore et al., 2017; Palmer et al., 2014; Sheffield et al., 2017; Sheffield and Dombeck, 2015; Smith et al., 2013; Takahashi et al., 2016), raising important
questions: how can dendritic spikes be generated from synaptic inputs under in vivo
conditions? What do they mean for the output of the neuron? And, the biggest
challenge for answering these questions so far, what are the patterns of synaptic input in vivo? Our work combined experimental and modelling approaches to study
dendritic computation in vivo, and in particular the contribution of dendritic spikes
to neuronal output and its tuning.

Key Results
In Chapter 4, we address synaptic input patterns in vivo. We have developed experimental protocols and analyses to combine electrophysiology and synaptic labelling
in vivo with FIBSEM, to functionally map synaptic activity at the nanoscale. We
presented key optimisation steps to combine in vivo presynaptic FM1-43FX loading
and postsynaptic single-neuron labelling with the strict requirements for sample preparation posed by FIBSEM imaging. We described several approaches for correlated
light and electron microscopy, both in vivo and in vitro. Furthermore, we developed
a pipeline for the semi-automatic segmentation of photoconverted vesicles using a
combination of Ilastik and custom-written analysis routines. We discussed in depth
the limitations of the method and tested or suggested possible solutions, such as combining FM loading with two-photon Ca2+ imaging in vivo. We hope that our results
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are valuable for neuroscientists using the described methods or similar experimental
techniques.
In Chapter 5, we address the problem of how dendritic spikes can be generated from
synaptic inputs under in vivo conditions and the contribution of dendritic spikes to
single neuron computation. By combining a realistic biophysical model of a postsynaptic layer 2/3 neuron and a model of the presynaptic input patterns it receives
during sensory stimulation, we elucidated for the first time the significance of liketuned, strong synaptic inputs in the generation of dendritic spikes in vivo. Importantly, we demonstrated the crucial role of the distribution of synaptic weights and
their interaction with other determinants of synaptic efficacy, such as dendritic location. In particular, and in contrast to previous models of dendritic integration in
vitro (Polsky et al., 2009) and in vivo (Archie and Mel, 2000; Farinella et al., 2014;
Mel et al., 1998; Ujfalussy et al., 2017), we showed that functional synaptic clustering
was not required for the initiation of dendritic spikes under in vivo-like conditions.
Furthermore, we provided a first quantitative relation between dendritic spikes, AP
output, and its tuning, during sensory processing (Bittner et al., 2015, 2017; Lavzin
et al., 2012; Palmer et al., 2014; Sheffield et al., 2017; Sheffield and Dombeck, 2015;
Smith et al., 2013).
Our model advances the conceptual and mechanistic understanding of single neuron
computation in vivo by integrating a large part of the available experimental literature
and knowledge on dendritic integration. In addition to providing a realistic model
of the single neuron input-output function, we show that the details of how this
function is implemented matter for the computation performed by a circuit. Namely,
the wiring and properties of the presynaptic circuit (Cossell et al., 2015; Ko et al.,
2011) are set up to cooperate with the active properties of the postsynaptic neuron,
driving its output by engaging dendritic spikes. These conclusions are supported by
experiments that use pharmacological intervention to show the direct link between
dendritic spikes and somatic output (Palmer et al., 2014; Smith et al., 2013). The
ability of a small fraction of strong, similarly tuned presynaptic neurons to engage
dendritic spikes and drive neuronal output allows a sparse encoding of stimulus
features.

Implications
A unifying principle for dendritic spikes in vitro and in vivo
A large diversity in regenerative behaviours of dendritic spikes – in particular for the
longer-lasting and less stereotyped dendritic Ca2+ and NMDA spikes – has been observed both in vitro and in vivo (Kamondi et al., 1998; Larkum and Zhu, 2002; Major et
al., 2013; Nevian et al., 2007; Palmer et al., 2014; Smith et al., 2013; Weber et al., 2016).
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In addition, the literature on dendritic integration suffers from a confusing multitude of terms to describe the diversity in regenerative dendritic events: dendritic
Na+ , Ca2+ and NMDA spikes have variously been termed “dendritic action potential” (Moore et al., 2017), “Ca2+ and Na2+ action potential” (Larkum and Zhu, 2002),
(Ca2+ -dependent) “plateau potentials” (Oakley et al., 2001; Xu et al., 2012), “dendritic Na+ spikes” riding on a “depolarisation envelope” carried by synaptic NMDAR
currents (Smith et al., 2013), “dendritic Na+ spikes/ dendritic NMDA spikes” (our
work), “dendritically generated spikes (dspikes)” (Sheffield and Dombeck, 2015), as
well as “dendritic Ca2+ spikes” (Helmchen et al., 1999; Takahashi et al., 2012, 2016)
in the tuft of layer 5 pyramidal neurons. Despite these apparent differences, the
experimental evidence for dendritic spikes in vitro and in vivo is not as controversial and conflicting as the diversity in events and descriptions may suggest: one
the one hand, the diversity can be explained by different experimental conditions,
such as the synaptic input density along the dendrite and in time, different neuron
types or recording locations within the dendritic tree, or differences in the effective AMPA:NMDA ratio. On the other hand, the various experimental observations
are unified by the biophysical mechanism underlying dendritic electrogenesis, and
the diversity reflects various current-voltage (I-V) relationships of different dendritic
compartments (Major et al., 2013) – from linear synaptic integration, to boosting, to
spikes with a voltage threshold (see Chapter 1, Figure 2.7). We will focus our discussion on the I-V relationships of the NMDA receptor, where instructive examples
from experiments in vitro and in vivo are available, however similar considerations
apply to the voltage response of dendritic Nav and Cav channels, without the added
requirement for glutamate-binding.
Briefly, a linear or boosting response will occur at low maximum NMDAR conductances, when the dendritic I-V curve is exclusively in the positive regime (see Figure
2.7, blue and light blue curves). Examples of such linear summation of synaptic inputs can be found in early work on dendritic integration (Agmon-Snir et al., 1998;
Rall, 1964) and boosting of dendritic NMDAR-mediated spine Ca2+ signals has been
observed more recently (Weber et al., 2016). At larger maximum NMDA conductances, the instantaneous net I-V curve is N-shaped and crosses the zero axis at three
fixed points with the middle point being the voltage threshold for an NMDA spike.
Many examples of this type of dendritic behaviour have been found in brain slices
(see Chapter 1, Figure 2.5 for examples and London and Häusser (2005) and Major
et al. (2013) for a review).

Synaptic input patterns driving dendritic spikes in vitro and in vivo
Addressing dendritic spikes from this mechanistic point of view – which we have
taken in our modelling approach – is useful to make sense of a veritable controversy
regarding dendritic integration: the number and pattern of synaptic inputs required
to evoke dendritic spikes in vivo. From a biophysical perspective, whether any given
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pattern of synaptic inputs will trigger an all-or-none dendritic spike, a graded regenerative event or only an EPSP, depends on the I-V regime the dendrite is in,
which is a function of the maximum local NMDA conductance. Given the dendritic
conditions for all-or-none spikes, their threshold, amplitude and time course is determined by the rate of rise of the stimulus that triggers them. This in turn depends
on local dendritic properties, such as the input impedance (which is tied to network
state (Destexhe et al., 2003)), the density of dendritic AMPAR, NMDAR and voltagedependent ion channels, as well as the local glutamate density and current dendritic
depolarisation. Therefore, rather than disagreeing about the synaptic input pattern
that is required to trigger a dendritic spike, seemingly conflicting pieces of experimental and theoretical evidence can be united to generate mechanistic insights by
considering which synaptic input patterns – present under what condition – evoke
what types of dendritic event.
Conditions for evoking dendritic spikes in vitro NMDA spikes with a sharp
threshold can be triggered by focal synaptic stimulation (Gordon et al., 2006; Larkum
et al., 2009; Nevian et al., 2007; Polsky et al., 2004; Schiller et al., 2000) or glutamate
uncaging using a UV-laser (Gordon et al., 2006; Major et al., 2008; Polsky et al., 2004;
Schiller et al., 2000) or two-photon microscope (Branco et al., 2010a). Similarly, sharp
dendritic Na+ and Ca2+ spikes in the tuft of layer 5 neocortical pyramidal neurons in
vivo could be evoked by dendritic current injection or through extracellular stimulation of afferent fibers in layer 1 (Larkum and Zhu, 2002). In general, the short, large
amplitude depolarisations required to trigger dendritic spikes, seem to imply very
localised, synchronised activation of multiple synapses. As a consequence, much
work in vitro has focused on determining the number as well as spatial and temporal
pattern of synaptic input required to evoke these thresholded, sharp-onset dendritic
spikes. Different experiments estimate the synaptic input pattern required to trigger
a dendritic Na+ /NMDA spike in CA1 pyramidal neurons to be about 20 synaptic
inputs arriving almost synchronously within 6 ms, located within 10 µm of dendrite
(Losonczy and Magee, 2006), approximately 50 synaptic inputs within 100 µm and
activated within 3 ms (Gasparini et al., 2004) or approximately 50 inputs confined to
~20 µm within a temporal window of less than 3 ms (Gasparini and Magee, 2006), depending on the dendritic region and network state. In summary, these experiments
suggested that the initiation of dendritic spikes requires a relatively large number
of synchronised, spatially clustered synaptic inputs, leading to the hypothesis that
also under in vivo conditions, the requirements for dendritic spikes (as well as plasticity (Losonczy et al., 2008)) could only be met with a relatively large number of
functionally clustered synaptic inputs (Larkum and Nevian, 2008).
However, these numbers and patterns are intimately linked to experimental conditions in the slice. In particular, two-photon uncaging experiments typically involve
adjustment of the laser intensity to generate relatively standardised somatic EPSP
amplitudes, because it is generally difficult to know how close the uncaging-evoked
EPSP amplitude is to the EPSP amplitude evoked by AP-triggered glutamate release
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at the same synapse. This approach artificially imposes uniform synaptic weights
which directly impacts the number and distribution of synapses required to trigger
a dendritic event. Under these circumstances, the conductance density threshold
for dendritic Na+ and NMDA spikes is indeed high and it should not be surprising
that it can only be reached with a cluster of synaptic inputs. Furthermore, in all
of the above in vitro experiments, the synaptic input patterns were concentrated in
time and localised to one or very few dendritic branches, with no background activity elsewhere in the neuron (with the exception of the work of Polsky et al. (2009)).
Therefore extrapolations from the number of uncaging spots in vitro to the number
of synaptic inputs required to trigger a dendritic spike in vivo should be made with
utmost caution.
Conditions for evoking dendritic spikes in vivo In the behaving animal, the conditions for the generation of dendritic spikes are rather different and much more
variable: dendritic spikes have been observed in the awake, behaving animal (Bittner
et al., 2017; Moore et al., 2017; Takahashi et al., 2016), or associated with the upstate
under anaesthesia (Smith et al., 2013) – conditions that produce background activity
across the whole of the dendritic tree. Furthermore, our results suggest that dendritic
spikes may be numerous in smaller dendritic branches that have been inaccessible
to experimental observation so far (see Figure 5.7). As a result of the variability in
conditions, the dendritic spikes observed in vivo are much less stereotyped, and in
addition to characteristic all-or-none spikes include graded or only little-regenerative
events (Bittner et al., 2017; Grienberger et al., 2014; Moore et al., 2017; Palmer et al.,
2014; Smith et al., 2013; Takahashi et al., 2016). Indeed, it is unclear whether under
in vivo conditions we should see fewer events on the lower end of the regenerativity
scale due to a lack of available dendritic voltage-gated ion channels during ongoing
synaptic bombardment from sensory stimulation, or conversely, an increase in their
prevalence and amplitude (Farinella et al., 2014). The small number of direct observations of dendritic spikes in vivo suggest that the threshold for their initiation is
lower than expected from slice experiments (Smith et al. (2013); see Chapter 5). This
is most likely due to background synaptic input that is present in vivo, but absent
in the slice (Farinella et al., 2014; Polsky et al., 2009). Furthermore, sensory stimulation will lead to synaptic inputs distributed across the whole dendritic tree, and the
resultant depolarisation as well as the presence of other dendritic spikes in nearby
dendrites should facilitate dendritic spike generation. Last but not least, the existence
of highly skewed synaptic weight distributions (Buzsáki and Mizuseki, 2014; Cossell
et al., 2015; Markram et al., 1997; Song et al., 2005) means that the lower requirement
for regenerativity in vivo could potentially be reached by a much smaller number of
synaptic inputs than has previously been assumed.
Indeed, we have shown that under in vivo-like input conditions and with realistic
synaptic weight distributions, dendritic spikes can be evoked by a much smaller
number of synapses than has previously been assumed, and in some cases individual, strong synapses can be sufficient to trigger dendritic Na+ spikes and NMDA
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spikes (see Chapter 5). Only at first glance is this finding contradictory to the in vitro
experiments described above: based on biophysical considerations, dendritic Na+
spikes and NMDA spikes occur predominantly in thin dendrites with a high input
resistance during sensory stimulation – conditions which have so far been elusive
to experimental manipulations and have only been studied in detailed models such
as ours (Farinella et al., 2014; Poirazi et al., 2003b; Polsky et al., 2004, 2009). Our
finding is nevertheless surprising and has important computational implications for
the single neuron and network: if functional synaptic clustering is not necessary for
non-linear dendritic integration, this places a much smaller requirement on the total
number of synaptic inputs required to fire the neuron (see Figure 5.11), as summing
only a couple of non-linear dendritic events to generate an AP is much more efficient than summing a large number of individual synaptic inputs (Major et al., 2008;
Poirazi et al., 2003b; Polsky et al., 2004; Rhodes, 2006).
A unifying principle for synaptic input patterns in vitro and in vivo
Our work, together with the evidence from in vitro and in vivo experiments summarised above, suggests that functionl synaptic clustering – i.e. a near-simultaneous
activation of synaptic inputs by the same sensory stimulus, located within a short
stretch of dendrite – may not always be required to evoke dendritic spikes. It is
important to note however, that our results should not be interpreted as evidence
against synaptic clustering. Rather, it may help to explain and unify discrepancies
in the experimental evidence for the synaptic configurations underlying non-linear
dendritic events.
Evidence for distributed synaptic inputs in vivo Early experimental work in layer
2/3 neurons observed dendritic NMDA-dependent calcium hotspots under sensory
stimulation in the mouse visual cortex (Jia et al., 2010, 2011) and whisker cortex
(Chen et al., 2011). Both studies came to the conclusion that synaptic inputs carrying similar sensory information did not show any local clustering or organisation
on a subset of dendrites, but were distributed across the entire dendritic tree. Chen
et al. (2011) used low power temporal over-sampling (LOTOS) two-photon imaging
to observe single spine activity in response to sounds in layer 2/3 neurons in mouse
auditory cortex. In agreement with their previous studies, active spines were distributed widely across the dendritic arbor. Only a small minority of spines that shared
stimulus tuning were in local clusters, but the majority of synaptic inputs showed no
local compartmentalisation, as had been suggested in earlier in vitro work observing
calcium signals restricted to individual dendritic spines (Yuste and Denk, 1995). Additional support for a distributed layout of synaptic inputs came from a study by
Varga and colleagues (2011), who observed calcium hotspots arising stochastically
from dendritic spines of layer 2 pyramidal neurons of mouse whisker cortex using a combination of in vivo two-photon imaging and whole-cell recordings. Furthermore, Chen et al, (2013) used ultra-sensitive Ca2+ indicators to image dendritic
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spines in both layer 2/3 pyramidal neurons and interneurons. Whereas neighbouring spines in layer 2/3 pyramidal neurons often preferred different orientations, most
interneuron dendrites showed several different orientation domains (5–20 µm). Despite the improved sensitivity of their Ca2+ indicator, it was unclear whether these
domains reflected clustered synaptic inputs or could rather be explained by input
from individual, large synapses.
Evidence for clustered synaptic inputs in vivo and in silico Conversely, a number of studies provide evidence for (learned) functional clustering of synaptic inputs
during sensory stimulation or spontaneous activity. McBride and colleagues (2008)
observed functional clustering of axodendritic contacts in the barn owl auditory system. In a compartmental model of a layer 2/3 pyramidal neuron, synaptic inputs
carrying different sensory information were grouped into separate clusters by a local
STDP learning rule (Iannella and Tanaka, 2006). Furthermore, Takahashi and colleagues (Takahashi et al., 2012) showed using Ca2+ imaging of spines on layer 2/3
pyramidal neurons in the mouse somatosensory cortex, that synaptic inputs are locally clustered during spontaneous activity. Work in the ferret visual cortex demonstrated a higher incidence of dendritic activity in those layer 2/3 pyramidal neurons
that featured more clustered synaptic inputs on their dendrites (Wilson et al., 2016),
and similar results have been obtained in mouse visual cortex (Iacaruso et al., 2017).
How do the contradictory pieces of evidence fit together? Several apparent discrepancies can be integrated by a close inspection of the experimental conditions
and results. Early observations of synaptically evoked dendritic or spine Ca2+ signals should be interpreted with utmost caution, as local signals in the spine and/or
dendritic shaft can be difficult to distinguish from back-propagating action potentials. This is exemplified by the work of Svoboda and colleagues (Svoboda et al.,
1997), where the amplitude of calcium signals was largest in proximal dendrites and
correlated with the number of APs, suggesting that the observed signals in fact backpropagating APs rather than locally initiated dendritic spikes. Yet despite recent
technical improvements both in terms of the calcium indicators (Akerboom et al.,
2012; Chen et al., 2013), two-photon imaging and image analysis (Kerlin et al., 2018),
identifying the origin of dendritic Ca2+ signals unequivocally remains a challenge (N.
Spruston, personal communication). Several studies have circumvented the problem
by monitory AP generation at the soma (Kerlin et al., 2018), imaging dendrites in
neurons with a low resting potential (Chen et al., 2013), preventing AP generation by
hyperpolarising the soma (Jia et al., 2010; Varga et al., 2011), or the intracellular application of sodium channel blockers (Takahashi et al., 2012). Unfortunately, it is very
likely that these experimental conditions have had an influence on the probability of
observing both functional synaptic clustering, as well as dendritic Ca2+ events:
On the one hand, the study by Chen et al. (2013) chose neurons that did not show
visually evoked APs. In these neurons, we should not expect synaptic inputs to be
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organised into functional clusters that drive dendritic non-linearities and somatic AP
output during visual stimulation. As a consequence, the probability of observing
either synaptic clustering or dendritic events under these conditions should be low.
On the other hand, experimental manipulations to prevent AP generation, such as
hyperpolarising the soma, likely increased the threshold for dendritic spikes and
therefore the studies by Jia et al. (2010) and Varga et al. (2011) were prone to only
observe synaptic inputs but not dendritic spikes. In these cases, the dendritic Ca2+
hotspots are likely caused by clustered synaptic input (Jia et al., 2010), unless very
high-resolution imaging can resolve their origin from individual spines (Varga et al.,
2011). In the study where intracellular application of sodium channel blockers was
used to prevent AP generation (Takahashi et al., 2012), neurons were also clamped
to a depolarised voltage (–30-0 mV). This should facilitate the generation of dendritic spikes, and it is possible that the functional clustering of inputs observed under
these conditions could in part be Ca2+ spill-over from a shaft Ca2+ event into dendritic spines. Furthermore, the criteria for “functional clustering” were set more generously, implying a co-activation of dendritic spines within a time-window of 100 ms
(compared to much shorter time-windows on the order of 10 ms used in in vitro work
above). In summary, it is often difficult to determine the origin of dendritic Ca2+ signals and to distinguish whether they originate from functional synaptic clusters or
are primarily driven by individual (large) synaptic inputs.

More recent studies provide evidence for both scenarios. On the one hand, using an
ultra-sensitive Ca2+ indicator allowed Chen et al. (2013) to observe a large variability
in amplitudes of single spine signals in layer 2/3 pyramidal neurons and interneurons in mouse visual cortex, suggesting that dendritic “orientation domains” may
be dominated by only a few strong synaptic inputs, sparsely distributed across the
dendritic tree but amplified non-linearly by dendritic mechanisms. On the other
hand, Wilson and colleagues (2016) showed a link between functional clusters, the
occurrence of dendritic Ca2+ events and the tuning of somatic AP output (where
functional clustering was defined as a circular dispersion between spine orientation
preferences of <15°; see also Iacaruso et al. (2017)). Both observations are plausible
and in line with our results: while most dendritic Na+ spikes and NMDA spikes
are triggered by several synapses, the existence of strong synaptic inputs means that
functional synaptic clustering is not strictly required for the generation of dendritic
spikes. Yet whether the minimum conductance required to evoke a regenerative
dendritic event can be achieved only by simultaneous activation of several synapses
in a “functional cluster” or by individual synapses, or by a combination of the two,
needs to be determined on a case-by-case basis. As the experimental tools for in
vivo spine imaging continue to improve, we expect that both evidence for functionally clustered synaptic inputs, as well as evidence for the strong, impactful synapses
predicted by our model will be observed in vivo.
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Generalisation to other neuron types
How do our findings on layer 2/3 pyramidal neurons extend to other cell types and
circuits? The mechanism described in Chapter 5 to generalise to any neural circuit
where sparse synaptic inputs engage postsynaptic dendritic nonlinearities. It should
be particularly relevant in sensory systems where different sensory features are represented by a subnetwork of strongly coupled neurons with similar response properties (Yassin et al., 2010). More generally, active dendrites – whether in layer 2/3
and layer 5 cortical pyramidal neurons (Chen et al., 2013; Larkum et al., 2009; Palmer
et al., 2014; Smith et al., 2013; Takahashi et al., 2016; Wilson et al., 2016), hippocampal
pyramidal neurons in CA3 and CA1 (Bittner et al., 2015; Gasparini and Magee, 2006;
Gasparini et al., 2004; Grienberger et al., 2014; Losonczy and Magee, 2006; Losonczy
et al., 2008; Sheffield and Dombeck, 2015), L4 spiny stellate neurons (Lavzin et al.,
2012), interneurons (Chen et al., 2013)or neurons in the brain stem (Agmon-Snir et
al., 1998; McBride et al., 2008) – have the computational role of integrating synaptic
input, implemented in very similar neuronal hardware. What differs are only the
details of the regenerative mechanism – whether graded events or spikes, carried by
a Na+ , Ca2+ or NMDAR conductance – and the pattern of synaptic input engaging
this mechanism. While dendritic conductances and synaptic input patters are naturally different, already in different types of pyramidal neuron (Branco et al., 2010a;
Larkum et al., 1999; Losonczy and Magee, 2006; Nevian et al., 2007), it is instructive
to consider whether our quantitative predictions for layer 2/3 pyramidal neurons
generalise.
We will use the most closely related layer 5 cortical pyramidal neurons for an exemplary comparison, as they share a similar basal morphology, voltage-gated channel
configuration and are similarly able to generate dendritic Na+ and NMDA spikes.
However, they are not only larger than the pyramidal neurons in layer 2/3, but also
electrotonically less compact with a more complicated dendritic tree featuring a pronounced apical tuft. This tuft can act as a separate compartment, which is connected
to the rest of the neuron by a specialised integration zone at the apical trunk (Larkum
et al., 1999; Larkum et al., 2009), that displays a high density of voltage-gated calcium channels, allowing layer 5 pyramidal neurons to generate characteristic Ca2+
spikes. They are main drivers of somatic output and have an important functional
role (Larkum et al., 1999; Larkum et al., 2009). Concurrent with this morphological
compartmentalisation, the spatial and temporal pattern of synaptic inputs received
by layer 5 pyramidal neurons is also compartmentalised by type: the basal tree receives predominantly feedforward input, whereas synaptic input arriving in the apical tuft seems to carry feedback information from higher cortical areas.
Would the synaptic input patterns observed to trigger dendritic Na+ spikes and
NMDA spikes in our combined model be effective drivers of dendritic spikes in
layer 5 pyramidal neurons? Layer 5 neurons display similar dendritic Na+ spikes
and NMDA spikes (Larkum and Zhu, 2002; Moore et al., 2017) and it is reasonable to assume that they fulfil a similar function as in layer 2/3 pyramidal neurons
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(Palmer et al., 2014). Thus, despite the morphological and biophysical differences
between these two types of neuron (see above), it is likely that our predictions for
the number and strength of synaptic inputs evoking dendritic spikes will be similar,
both qualitatively and even quantitatively in the same order of magnitude. Tuft Ca2+
spikes on the other hand are unlikely to be triggered by just a few, or even a single
synaptic input: first, the Ca2+ spike has a higher initiation threshold, i.e. very large
synapses – possibly with an unrealistically large synaptic weight – or a larger number of synaptic inputs activated simultaneously, would be required. Second, while
synaptic input can evoke dendritic Ca2+ spikes (Larkum et al., 2009; Manita et al.,
2015; Murayama and Larkum, 2009; Schiller and Schiller, 2001a), they are generally
only observed when there are coincident synaptic inputs or a bAP has lowered the
threshold for Ca2+ spike initiation (Larkum et al., 1999). Third, layer 5 neurons occupy a different position in the circuit and accordingly, their function is different.
Whereas dendritic spikes evoked by strong synaptic inputs drive the output and
tuning of our model layer 2/3 neuron to reliably convey orientation preference using
sparse coding, layer 5 pyramidal neurons seem to implement coincidence detection
between different types of synaptic inputs, arriving simultaneously at tuft and basal
compartments (Larkum et al., 2009; Manita et al., 2015; Murayama and Larkum,
2009; Schiller and Schiller, 2001a). Nevertheless, it is likely that also in the tuft of
layer 5 pyramidal neurons, synaptic inputs are not uniform and that strong synapses
might be able to evoke e.g. dendritic Na+ spikes (Moore et al., 2017), amplifying their
contribution to the generation of dendritic Ca2+ spikes.
Thus, while our quantitative predictions are based on responses in well-tuned layer
2/3 pyramidal neurons in mouse primary visual cortex, the NMDA spikes and dendritic Na+ spikes studied here illustrate a more general principle of single neuron
computation: dendritic excitability serves to selectively amplify the impact of a subset of strong synaptic inputs. The details of how many synaptic inputs and of which
strength are required to engage what type of dendritic spike will of course depend
on the neuron and circuit in question. Therefore, where a quantitative description
of the transformation from synaptic inputs, to dendritic spikes, to somatic output is
required – e.g. to build detailed biophysical models of single neurons and networks
thereof (Markram, 2006; Markram et al., 2015) – it will be necessary to determine the
relevant synaptic input patterns for the particular case. We provide insights into how
modifications of the synaptic input, such as different amounts of background activity
or E:I ratios, affect the number of synapses required to evoke dendritic spikes, so that
our work may serve as a guidance.

Computational consequences for the single neuron and network
We have shown that already few, strong synaptic inputs may be sufficient to generate
local dendritic Na+ and NMDA spikes and determine postsynaptic output and its
tuning. What are the implications for the function of the single neuron and for the
operation of the neural network?
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Implications of multiple dendritic integration sites A simplified view of single
neurons (“point neurons”) poses that synaptic inputs are linearly summed and the
sum is transformed at a single integration or spike-generating zone at the soma.
However, any dendritic property that allows non-linear synaptic integration – such
as dendritic Na+ spikes and NMDA spikes – increases the computational complexity of the neuron, allowing it to implement linearly non-separable functions, such as
the exclusive OR (Cazé et al., 2013; London and Häusser, 2005). Our work provides
evidence that the output and tuning of layer 2/3 pyramidal neurons can only be
explained by assuming an additional integration step or “iceberg effect” (Rose and
Blakemore (1974); see Figure 5.11), realised by the generation of dendritic Na+ spikes
and NMDA spikes across the dendritic tree. It has been argued previously that an
increase in the number of integration steps can expand the computational repertoire
of the neuron (Häusser and Mel, 2003; London and Häusser, 2005). However, it has
been unclear what could reasonably be defined as integration step and how small
these “integrative compartments” could be, as the electrical properties of thin dendrites pose a limit on the electrical compartmentalisation of synaptic inputs and dendritic spikes (Gordon et al., 2006; Rall, 1977; Rall, 1964). Our work suggests that small
groups of synaptic inputs – in particular, strong synaptic inputs carrying preferred
stimulus information – can trigger local dendritic Na+ spikes and NMDA spikes
and may therefore be considered functional subunits. Importantly, while the sum of
dendritic spikes powerfully determines somatic output and its tuning, individually
many of these spikes remain local: when travelling towards the soma, dendritic Na+
spikes are faced with an unfavourable impedance mismatch at branch-points (Rall,
1964); similarly, NMDA spikes remain local unless there are glutamate-bound postsynaptic NMDAR available across the dendritic tree (Farinella et al., 2014; Schiller
et al., 2000).

By providing an overview of synaptic integration via dendritic spikes across the
whole of the dendritic tree (see Figure 5.6, Figure B.3, Figure 5.7 and Figure 5.12),
our work suggests that there may be more integrative compartments to a neuron than
previously thought. The relative independence of non-linearities in different dendritic compartments makes the dendritic tree equivalent to a two-layer neural network
architecture (Poirazi et al., 2003a,b). A two-layer neural network view of the single
neuron is consistent with the interactions between dendritic compartments – notably
proximal and distal compartments – observed in cortical pyramidal neurons (Golding and Spruston, 1998; Kamondi et al., 1998; Schiller and Schiller, 2001b; Stuart et al.,
1997a), and these interactions could have important modulatory effects and provide
a mechanistic basis underlying abstract learning rules (Körding and König, 2001a,b).
Finally, increasing the number of integrative compartments and consequently the
computational power of single neurons increases the potential computational power
of networks built of such neurons and allows networks to represent information using a sparse code.
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Implications of a sparse input representation What are the implications of such
a sparse input representation for the operation of the circuit? First, recent theoretical work demonstrates that sparse excitatory synaptic connectivity allows robust
storage of a maximum number of activity patterns in recurrent neural networks
(Brunel, 2016). The optimally connected networks showed an overrepresentation
of bi-directionally connected neurons pairs, which had stronger connections – something which has been shown for the recurrent network of layer 2/3 pyramidal neurons in V1 that we studied – and the distribution of synaptic weights were very close
to the experimentally measured EPSP distribution used to fit the synaptic weights
for our input model (Cossell et al., 2015; Ko et al., 2011). Interestingly, this sparse
connectivity featured many synapses of zero weight (“potential” synapses; see below). Second, heavy-tailed synaptic weight distributions allow neuronal networks to
respond faster, have a larger dynamical range and be less sensitive to random fluctuations in synaptic activity , compared to networks with normally distributed synaptic
weights (Iyer et al., 2013). Finally, computational and empirical evidence suggests
that sparse, strong synapses embedded within a large pool of weak synaptic inputs might allow the neuron to “reside one synaptic input away from the threshold”
(Teramae et al., 2012). The resulting strong correlations in activity between pre- and
postsynaptic neurons connected by strong synapses have indeed been observed in
vivo (Cossell et al., 2015), and may be both cause and consequence of the synaptic
plasticity creating and maintaining the functional architecture of the circuit.
There are numerous advantages of using active dendrites to achieve a sparse representation. First, by amplifying the effect of strong synaptic inputs and helping them
to reach threshold for the somatic AP, active dendrites enable an even sparser input
representation than passive dendrites. Second, encoding stimulus features with a
smaller number of (strong) synapses, and consequently a smaller number of active
presynaptic neurons increases the energy efficiency of a neuronal circuit (Olshausen
and Field, 2004), because active dendrites are energetically more efficient compared
to the high combined energetic cost of AP propagation in presynaptic axons (Hallermann et al., 2012) and chemical synaptic transmission (Attwell and Laughlin, 2001).
Furthermore, a sparse stimulus representation implemented by a small number of
synapses is more amenable to targeted inhibition than a representation requiring
many presynaptic inputs. On the one hand, inhibitory control could be achieved
by inhibitory synapses directly targeting input from excitatory synapses (Gidon and
Segev, 2012; Koch et al., 1983), or their plasticity (Bar-Ilan et al., 2013): already in a
passive dendritic tree, inhibitory synaptic inputs can “veto” excitatory synaptic inputs through shunting the excitatory synaptic conductance (Koch et al., 1983). In
active dendrites, even an individual inhibitory axon, making between 10 and 20 synaptic contacts, can exert powerful distal inhibition on excitable dendritic “hotspots”
(Gidon and Segev, 2012). On the other hand, inhibitory synapses could have an
even greater effect on neuronal output by directly targeting dendritic spikes: when
timed correctly, a single inhibitory input may be sufficient to shut down a dendritic NMDA spike (Doron et al., 2017), back-propagating AP (Müllner et al., 2015) or
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back-propagation activated calcium spike (BAC) firing (Larkum et al., 1999).
Finally, a sparse input representation comes with a large number of “background”
synapses with small weights, which could provide the neuron with a reservoir to
represent new stimuli through synaptic plasticity. For example, a recent model of
learning (Guerguiev et al., 2017) suggests that in the absence of dendritic amplification, weak synaptic input only minimally affects AP output, while plateau potentials
not only drive somatic output but also lead to synaptic weight updates (see also
Bittner et al. (2015)). Finally, nonlinear subunits in active dendrites increase the number of input patterns that can be stored and nonlinearly discriminated (Poirazi and
Mel, 2001).
Given that a small number of strong inputs determines output tuning, this leaves
open the question of the immediate functional role of the majority of weaker synaptic inputs. As shown in our model, they can provide weakly tuned or untuned
background depolarisation (Cossell et al., 2015) to allow dendritic spikes – which
are driven by the sparse, highly tuned input – to trigger output APs. “Background”
synaptic inputs might also be involved in a distributed representation of more complex visual stimuli, such as natural scenes (Iacaruso et al., 2017). In this way, they
could allow dendritic mechanisms to implement computations that had previously
been ascribed to network function, such as complex cell responses (Mel et al., 1998)
and binocular disparity (Archie and Mel, 2000). Furthermore, it has been suggested
that they could carry additional information about brain state and modulate postsynaptic response properties depending on the level of attention or motion of the
animal (Haider et al., 2013; Keller et al., 2017; Keller et al., 2012).
Finally, background synaptic activity could serve not just local dendritic spike generation but underlie temporally precise neuronal output (Bryant and Segundo, 1976;
Jolivet and Gerstner, 2004; Jolivet et al., 2006; Mainen and Sejnowski, 1995). Namely,
the effect of background synaptic activity on dendritic spike generation (see Figure
B.7) and consequently somatic AP output is related to the effect of “noise” injected
into the soma on the precision of AP initiation. The latter phenomenon is well studied in the literature (e.g. Bryant and Segundo, 1976; Jolivet and Gerstner, 2004; Jolivet
et al., 2006; Mainen and Sejnowski, 1995). For example, Mainen and Sejnowski (1995)
recorded from layer 5 pyramidal neurons in rat neocortical slices to show that stimulation with a constant current injection leads to imprecise spike-timing whereas injection of a fluctuating stimulus produced APs with sub-millisecond precision. While
dendritic spikes are less all-or-none than the somatic AP (see Chapter 1), their initiation similarly requires a change in local membrane potential that can be brought
about by either a local conductance or by the influence of dendritic spikes and fast
EPSPs in nearby dendrites. Crucially, this influence on dendritic spike generation
can only be achieved by the activity of nearby synaptic inputs, but not through a
noisy mechanism located at the soma: membrane fluctuations injected at the soma in
experiments – especially the high frequencies effective at driving the neuron past AP
threshold – are strongly attenuated as they spread into the dendritic tree, and therefore contribute little to the initiation of local dendritic spikes, especially in distal
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dendrites. Conversely, much of the background synaptic activity arriving into the
dendritic tree would be barely visible at the soma. However, due to the non-linear
amplification of a subset of synaptic inputs via dendritic spikes, the soma receives
the types of fluctuating stimuli that have been shown to drive temporally precise AP
generation.

Caveats in biophysical modelling
Due to experimental limitations, realistic modelling of presynaptic inputs and postsynaptic dendrites may currently be the most suitable approach to answer mechanistic questions about in vivo synaptic integration, as a realistic model allows the biophysical dissection of dendritic events which can only be identified with difficulty in
experiment (see Figure 5.4 and Biophysical definition of dendritic spikes in Chapter 5).
Yet it poses an obvious question – how realistic is the model (Almog and Korngreen,
2016)?

Fitting procedure
While we have used a large number of experimental results, which jointly provide
tight constraints on both the synaptic input model as well as the model of the postsynaptic layer 2/3 neuron, both models suffer a “curse of dimensionality”, i.e. the
time required to search the full parameter space increases exponentially with the
number of model parameters (Bellman, 2015). There are two approaches to parameter fitting in high dimensions. Either, all parameters can be fit simultaneously, or
the fitting procedure can be broken down into sequential steps: first, fit the passive,
then the active parameters, and finally test a range of behaviours. We and others
(Keren et al., 2009; Mäki-Marttunen et al., 2018; Roth and Bahl, 2009) have successfully applied the latter approach, but it remains fundamentally ad hoc as the volume
of parameter space sampled in this way is somewhat random and extremely sparse
(Almog and Korngreen, 2016).
An alternative to manual parameter fitting is to automatically fit the model, targeting a specific subset of parameter space and using pre-defined criteria for evaluation.
Whereas genetic algorithms have become the stochastic search algorithms of choice to
optimise biophysical models (Almog and Korngreen, 2014; Bahl et al., 2012; Druckmann et al., 2007, 2008, 2011; Gerken et al., 2005; Gurkiewicz and Korngreen, 2007;
Gurkiewicz et al., 2011; Hay et al., 2011; Keren et al., 2009, 2005; Tabak and Moore,
1998; Tabak et al., 2000), their objective functions are highly non-linear already in
vitro (Bhalla and Bower, 1993; Jolivet and Gerstner, 2004; Keren et al., 2005) and it
is unclear how to construct a suitable score function from highly variable dendritic
recordings in vivo. For example, singular spike events are not well fitted by naively minimising the squared difference between predicted and measure membrane
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voltage. More importantly, model performance on any given evaluation criterion has
to be compared to both intrinsic and experimental reliability on the same criterion
(Druckmann et al., 2007; Jolivet et al., 2006, 2008), which is extremely low in vivo.
It has therefore been suggested that in order to use a genetic algorithm for model
optimisation, recordings from several locations, including the dendrites, soma and
axon of a neuron, are required to sufficiently constrain parameters (Keren et al., 2009,
2005). Simultaneous recordings from a single neuron or neuron type are routinely
performed in vitro, however, in the anaesthetised or awake animal they are difficult
to achieve experimentally. In addition, separate access to different parameters of the
neuron – such as its passive state, or a single type or specific combination of voltagegated ion channels exposed through pharmacological interventions – is crucial to
address specific parameters both automatically or for a standard peeling procedure.
To fit the in vivo state of a neuron, neither of these were available for us at the same
time as dendritic recordings during sensory processing. We therefore had to resort to
a manual three-stage approach. First, we fit the passive parameters of the layer 2/3
pyramidal neuron using in vitro measurements and parameter values from literature.
Second, we fit the somatic and dendritic excitability to match standard response
protocols as observed previously in vitro (Nevian et al., 2007) and in vivo (Waters and
Helmchen, 2006). Finally, we implemented an in vivo-like input model (Brecht et al.,
2003; Cossell et al., 2015; Haider et al., 2013; Waters et al., 2003).

Unknown parameters and systematic errors
Statistical and systematic errors In any biophysical model – whether fit manually or automatically – the model behaviour depends on the underlying parameters,
which may be affected by several sources of error. First, there may be errors in estimating model parameters from experimental data (Keren et al., 2009, 2005; Roth
and Bahl, 2009; Roth and Häusser, 2001), where statistical and systematic errors can
be distinguished. Statistical errors concern noise in experimental measurements and
can be estimated using bootstrap methods (Efron and Tibshirani, 1994; Press et al.,
2007). However, except in the case of the dendritic recordings from Smith et al.
(2013), we do not have access to the raw experimental data on which our model is
based. While it is therefore very difficult for us to estimate statistical errors arising
from experimental measurements, we expect this error type to have only a small influence on model parameters (A. Roth, personal communication; Roth and Häusser,
2001). Conversely, systematic errors – such as the scaling of membrane capacitance
(Cm ) to mimic the effect of spines in our simulations – could have a major effect on
“raw” model parameters such as the membrane resistance (Rm ) (Major et al., 1994).
Notably, “core” model properties like the membrane time constant, tm = Rm Cm , are
little affected by concerted changes in underlying model parameters. And so rather
than focusing on errors in individual model parameters, it is imperative to evaluate
the overall effect of parameter combinations that constitute core properties of the
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model, such as dendritic excitability. Importantly, these model behaviours were directly fit to experimental data and therefore reliably represent model properties. For
example, during the step-wise manual fit of our biophysical model of the postsynaptic layer 2/3 pyramidal neuron, the activation curve and dendritic density of the
eight-state kinetic Nav model (Schmidt-Hieber and Bischofberger, 2010) have have
been changed significantly: in an early model, g Nav was only 3.5 mS·cm-2 with a shift
in the Nav activation curve of 25 mV whereas in the final model, dendritic g Nav is
5 mS·cm-2 with a much smaller shift of 13.5 mV. Despite the difference in underlying parameters, we were able to reproduce dendritic Na+ spikes and bAP profiles
from experiment in both cases (Nevian et al., 2007). Furthermore, even the choice
of Nav model (Hodgkin-Huxley vs eight-state kinetic) had only a small influence on
the qualitative pattern of increase/decrease in the number of excitatory/inhibitory
inputs preceding the initiation of a dendritic Na+ spike, respectively (Goetz et al.,
2015). Therefore, core model behaviours and accordingly our predictions based on
them are likely more accurate than the error in individual underlying parameters
suggests (Major et al., 1994).

Effect of single parameters on model behaviour This observation of the robustness
of core model properties to changes in raw model parameters or their combinations,
is supported by both theoretical and experimental work. At the single neuron level,
several studies using biophysical models have demonstrated that similar neural output can be generated with varying combinations of ion channels (Foster et al., 1993;
Golowasch et al., 2002; Prinz et al., 2003). At the network level, an elegant study by
Prinz and colleagues (2004) suggests that network output is tightly regulated while
many of the underlying cellular and synaptic properties are not: by constructing a
database of models of the lobster pyloric network, they found that a diverse set of
parameters (combinations of synaptic strengths and intrinsic membrane properties)
could produce virtually indistinguishable network activity. These findings should
not come as a surprise if we consider that current measurements and the underlying conductance densities in different identified neurons can vary severalfold (Goldman et al., 2001; Golowasch et al., 2002). Furthermore, Golowasch et al. (2002) have
demonstrated that a biophysical model fit to raw parameters that are averages of
measurements from a neural population can fail to reproduce the neuronal behaviour overall, because the mean and (1 standard deviation) covariance are often a
poor characterisation of the distribution of (correlated) parameters.

Testing impact of single parameters If one wants to seriously test the robustness
of our model behaviour to individual underlying parameters, such as the density
of voltage-gated Na+ channels or the spatial distribution of synaptic inputs, an approach similar to Prinz et al. (2003) would be necessary. They constructed a database comprising nearly 2 million single-compartment model neurons from lobster
stomatogastric ganglion, each differing in the density of one or several membrane
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conductances. Importantly, they characterised the spiking behaviour of each neuron
model within this 8-dimensional conductance space. This allowed them to screen the
database for neurons with realistic behaviours, and identify how they are brought
about by the neuron’s membrane conductances. Again, similar neuronal outputs
could be produced by different combinations of channel densities (see also Marder
and Prinz, 2002). Unfortunately, such an approach is unfeasible for realistic multicompartmental models, where the number of parameters is an order of magnitude
larger and where the range of individual parameters, such as dendritic conductance
densities, are less well constrained due to the difficulty of measuring them experimentally. It will therefore be difficult to link raw parameters to spiking behaviour as
in Prinz et al. (2003) and to perform a full exploration of the parameter space to find
alternative sets of effective parameters. However, given that integral properties and
behaviours of V1 layer 2/3 neurons, such as the statistics and waveforms of dendritic
Na+ and NMDA spikes are faithfully reproduced by our model, notably with raw
parameter values that are well within the experimentally describe range, this may
not be strictly necessary for a mechanistic description of dendritic integration in vivo.
Estimating unknown parameters Despite our own efforts (see Chapter 4) and an
increasing interest in the synaptic input patterns underlying dendritic integration in
vivo (Chen et al., 2013; Grienberger et al., 2015; Iacaruso et al., 2017; Jia et al., 2010;
Scholl et al., 2017; Varga et al., 2011; Wilson et al., 2016), the dendritic distribution of
active synapses during sensory stimulation is not well known. This implies that our
results – that few, strong synaptic inputs can efficiently drive dendritic spikes – are
a prediction more than a mechanistic reproduction of experimental data. While our
results do not rely on the assumption of a random distribution of synaptic weights
(see Robustness of the results to parameters of the synaptic input model in Chapter 5,
especially Figure B.5), it means that there is leeway in our quantitative predictions.
For example, if we knew exactly the synapse distributions on the dendrites recorded
in Smith et al. (2013), our model would put us in a position to predict exactly the
temporal activation patterns giving rise to the observed dendritic spikes. Vice versa,
knowing the temporal activation pattern of synaptic inputs would allow us to predict
their spatial distribution that explains the experimental observations. Given that both
the spatial and temporal distribution of active synapses are a free parameter, we can
only explain the observed dendritic spikes as a combination of both.
Another parameter on which our results rely is the lognormal distribution of synaptic weights. While we do not know the exact distribution of synaptic weights on
the dendrites of layer 2/3 pyramidal neurons, the assumption that overall synaptic
weights are log-normally distributed is supported by several pieces of experimental
evidence (Buzsáki and Mizuseki, 2014; Cossell et al., 2015; Song et al., 2005). Furthermore, while such a distribution differs significantly from a uniform distribution
of synaptic weights (Bono and Clopath, 2017; Farinella et al., 2014; Mel, 1993; Mel
et al., 1998; Poirazi et al., 2003a; Ujfalussy et al., 2017), even our largest weights are
well within the experimentally observed range (Markram et al., 1997).

166

Discussion

It is similarly unclear, what proportion of synaptic inputs arriving on the dendritic
tree during sensory stimulation carry information about a sensory stimulus as opposed to “background” information, or what proportion of inputs for a given stimulus are feed-forward, recurrent or feed-back connections. In these cases we had to
make assumptions. We base our synaptic input model on the recurrent network in
layer 2/3 in V1 (Cossell et al., 2015; Ko et al., 2011), assuming that two thirds of
synapses carry information about the visual stimulus, consistent with experimentally observed firing patterns (Haider et al., 2013; Smith et al., 2013) and F0:F1 ratios
(Cossell et al., 2015; Smith et al., 2013) (see 3). We also matched and tested the total
time-averaged excitatory and inhibitory synaptic conductance received by the postsynaptic neuron during visual stimulation (Adesnik, 2017; Haider et al., 2013)(see
Appendix B). As the “signal” and “background” are very similar, their relative contribution to the generation of dendritic spikes may vary without a major effect on the
(quantitative) transformation from synaptic inputs via dendritic spikes to somatic
output. Nevertheless, the different activity patterns likely present in feed-forward,
recurrent or feed-back pathways will no doubt have an effect on the synaptic input
patterns locally on the dendrite and will therefore affect e.g. the number of synapses
required to trigger a spike.
Extrapolating parameters from other neuron types or species Finally, where no
experimental data was available from mouse layer 2/3 V1, we fit several parameters
of our detailed layer 2/3 pyramidal neuron model to data obtained from different
cortical layers, brain regions or even species (see Table B.3). Since it is unclear how
one should extrapolate experimental measurements from one layer, area or species
to another, we used the original parameters for our fit. It will be interesting to revisit
these parameter choices once experimental data from mouse V1 layer 2/3 becomes
available and to possibly revise our results. At present, we expect the experimental
variability of raw parameters across different layers, cortical areas or species to be on
the same order as the variability in samples of the same neuron type from different
animals (see Eyal et al., 2016, for examples). In the following, we discuss notable
examples where this may not be true.
First, the parameters of functional clustering of synaptic inputs that we used in a
subset of our simulations (see Figure 3.5 and Figure B.5) were obtained in ferret
primary visual cortex (Wilson et al., 2016). The primary visual cortex of carnivores is
organised into orientation columns (Goris et al., 2015; Kremkow et al., 2016)(see also
Orientation selectivity in V1 in Chapter 1), which may facilitate functional synaptic
clustering on the dendrites of single neurons which receive synaptic connections
from nearby neurons with a similar orientation preference. Conversely, the spatial
distribution of orientation preferences in rodent primary visual cortex is random.
While there are biases in the selectivity of local connections (Cossell et al., 2015;
Iacaruso et al., 2017; Ko et al., 2011), it is unclear whether these connectivity biases
are sufficient to achieve a functional synaptic organisation comparable to ferret V1.
Consequently, dendritic integration in the dendrites of rodent V1 may be tuned to
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features of the synaptic input – such as the activity of few, strong synapses – that do
not require the same level of local clustering of stimulus preferences. Interestingly,
we have shown that the quantitative transformation from synaptic inputs via dendritic spikes to AP output is surprisingly robust to the spatial organisation of synaptic
inputs on a dendrite (see Figure B.5).

Second, the fraction of inhibitory synaptic inputs contributing to perisomatic inhibition is unclear. Fortunately for our purposes, the fraction of inhibition delivered to
the perisomatic region has its biggest impact on somatic excitability but not dendritic spike generation. As there is very little experimental data on synaptic inhibition
available – let alone data at a spatial and temporal precision sufficient to implement
local shunting of excitatory inputs or regenerative events (Doron et al., 2017; Gidon
and Segev, 2012; Koch et al., 1983; Müllner et al., 2015) – our analyses of dendritic
inhibition reveal mechanistic insights into dendritic integration rather than providing an accurate description of input patterns during sensory stimulation (e.g. Figure
B.8).

Third, the somatic and dendritic excitability of our biophysical model were fit to data
from mouse barrel cortex rather than visual cortex (taking into account experimental
data from rat). On the one hand, we don’t expect large differences between barrel
and visual cortex: while barrel cortex is well-known for its sparse network activity,
neural responses in V1 are also sparse when probed with natural visual stimuli, such
as natural scenes, as opposed to full-contrast moving gratings (Cossell et al., 2015;
Ko et al., 2011; Smith et al., 2013). Neurons in either type of cortex should therefore
share a similar level of dendritic and somatic excitability. On the other hand, we can
speculate that even if there were large differences in the responsiveness of pyramidal
neurons in barrel compared to visual cortex this is likely compensated by an altered
activation pattern. For example, in pyramidal neurons with more excitable dendrites,
a larger number of synaptic inputs would be able to evoke more dendritic spikes and
consequently drive higher frequencies of somatic output. The fact that this has not
been observed experimentally suggests that if pyramidal neuron dendrites were more
excitable, this is compensated e.g. by a more sparse synaptic input or a downscaling
of synaptic weights.

To conclude, there are some individual parameters that likely contain error – either
through measurement or through fitting – but we reproduce overall model behaviour very well. Indeed, in vivo the variabilities in different parameters compensate
for each other leading to robust characteristic neural behaviours. Given that all our
parameters are within the experimentally observed range and that our model is robust to various changes of crucial parameters (see Chapter 5), our results should be
robust as well, at least qualitatively.
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Synthesis of Chapter 4 and Chapter 5
Despite their contrasting technical nature, Chapter 4 and Chapter 5 share a common
aim: to gain a mechanistic understanding of dendritic integration in vivo, and in
particular the synaptic input patterns that drive dendritic spikes. Namely, despite
our knowledge on the biophysical properties of neurons and recent observations of
dendritic integration in the behaving animal (Chen et al., 2011; Iacaruso et al., 2017;
Jia et al., 2010, 2011; Kerlin et al., 2018; Moore et al., 2017; Palmer et al., 2014; Smith
et al., 2013; Varga et al., 2011; Wilson et al., 2016), our understanding of dendritic
integration in vivo is at an early stage. The main reason lies in the experimental
difficulty of addressing synaptic inputs impinging on dendrites in vivo, which has
led to conflicting evidence on their spatial and temporal activation (Chen et al., 2011;
Iacaruso et al., 2017; Jia et al., 2010; Takahashi et al., 2012; Varga et al., 2011; Wilson et
al., 2016) and their integration by active dendritic mechanism. What has been missing is a mechanistic biophysical model of dendritic integration in vivo, that would
allow us to explore the conditions under which dendritic spikes can be generated
from synaptic inputs during sensory stimulation. This thesis therefore proceeded in
two approaches: first, the methods presented in Chapter 4 aim to measure important parameters of the synaptic input that are necessary parameter constraints for a
detailed biophysical model of dendritic integration. Second, employing parameter
constraints from experiment, Chapter 5 provides a mechanistic model of dendritic
integration in vivo.
While FIBSEM imaging can provide local spatial constraints on synapse distributions
in vivo, when used in combination with a functional synaptic label such as FM1-43FX
the spatial pattern of synaptic inputs also contains information about the stimulus during which synaptic activity was captured. This tightly constrains models of
synaptic input such as ours: instead of choosing a random spatial distribution of
synaptic inputs, a synaptic distribution constrained by functional FIBSEM could be
used. Important parameters obtained would include the number, fraction and sign
of active synapses on a dendrite, the spatial distribution of active synapses along the
dendritic branch as well as the variability in distributions across different dendritic
branches. Furthermore, if calibrated, our combined in vivo and FIBSEM experiments
could provide a second line of evidence for the total synaptic input received by a layer
2/3 pyramidal neuron during visual stimulation (Adesnik, 2017; Haider et al., 2013).
Finally, FIBSEM imaging would allow us to determine the ratio of active excitatory to
inhibitory synaptic inputs at the nanoscale. It has been found previously (Rieubland,
2013) that the E:I ratio locally on a dendrite is not necessarily the same as globally,
and this could be a crucial parameter determining the generation of dendritic Na+
and NMDA spikes.
We have established a methodology that can provide the measurements required to
constrain biophysical models of dendritic integration, but we have not been able to
perform the measurements themselves yet. Instead we have used various parameter
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constraints from the literature to build a biophysical model of a layer 2/3 pyramidal
neuron, and a model of the synaptic input it receives during sensory stimulation.
Thus, whereas our in vivo experiments combined with FIBSEM imaging were meant
to provide constraints for our model, due to the high time cost of methods development work in comparison with computational modelling, our biophysical model
can now provide hypotheses to be tested in EM. We have shown that a lognormal
distribution of synaptic weights and the functional connectivity in layer 2/3 allow
already few, strong synapses to drive dendritic Na+ and NMDA spikes, which in
turn determine neuronal output and its tuning. Interestingly, the mechanism we
describe does not require functional synaptic clustering. Our model suggests that
during the preferred stimulus a layer 2/3 pyramidal neuron should receive a synaptic input pattern comprising a larger number of strong synaptic inputs, compared
to the input pattern received during a non-preferred stimulus. Thus, the distribution
of FM1-43FX loaded synaptic terminals on the dendritic tree of a layer 2/3 neuron
stimulated with its preferred visual stimulus, should be sparse and not necessarily
show spatial clustering. Furthermore, we expect to see the lognormal distribution of
synaptic weights approximating synaptic strength with pre- or post-synaptic structural correlates, such as spine size, size of the postsynaptic density (Bartol Jr et al.,
2015; Hsu et al., 2017; Kasthuri et al., 2015), the number of labelled vesicles in the
RRP, the number of docked vesicles or the number of release sites (Biró et al., 2006;
Holderith et al., 2012). Finally, we can make predictions for different stimulus conditions: during stimulation with a preferred stimulus, we expect the FM1-43FX label to
be present in “strong” synapses. Conversely, during stimulation with a non-preferred
stimulus, those same synapses should be inactive and FM1-43FX should mostly be
present in “smaller” synapses. Future in vivo experiments in combination with FIBSEM could then refine and verify the details of our synaptic input model.

Open questions and Future Work
Synaptic input patterns in vivo Despite the novel approaches and results presented
in Chapter 4 and Chapter 5, respectively, many questions about dendritic computation in vivo concerning the structure and function of synaptic inputs during sensory
stimulation, remain: the number, density and spatial distribution of synaptic inputs,
both during spontaneous activity and during a preferred or non-preferred stimulus,
whether they are excitatory or inhibitory and the local E:I ratio, are still unknown.
Furthermore, there are currently no definite structural correlates for important functional parameters such as synaptic weight. Other questions, such as the contribution
of inhibitory synaptic input to the computation of orientation selectivity in V1 have
not been answered despite decades of theoretical and experimental research (Alitto
and Dan, 2010; Anderson et al., 2000; Katzner et al., 2011; Liu et al., 2010; Nelson
et al., 1994; Priebe and Ferster, 2008). As discussed above, using FM1-43FX as a functional label in combination with FIBSEM or other EM approaches could provide both
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structural and functional information – both answer some long standing questions
about synaptic input patterns in vivo and to inform realistic modelling of dendritic
integration. While EM provides several advantages for mapping synaptic inputs –
it allows one to identify inhibitory synapses, it can resolve the subcellular detail
and through combination with FM1-43FX can provide functional labels – FM1-43FX
loading cannot capture the temporal component of the synaptic input, as the effective loading stimulus is two orders of magnitude longer than the timescale of single
APs. In future, FM loading may therefore be combined by measurements of synaptic activity with a higher temporal resolution, such as two-photon Ca2+ imaging
of dendritic spines. Furthermore, for a quantitative interpretation of the number and
distribution of labelled vesicles found in our EM images a calibration of the FM143FX label will be required in future work. Finally, the severe spatial constraints
imposed by photoconversion and even more so by FIBSEM imaging meant that we
could only cover a small fraction of the dendritic tree of each neuron at a very low
throughput. To address these limitations we tested an alternative way to characterise
single neuron output using two-photon Ca2+ imaging in combination with a photoconvertible genetic cellular label (see Chapter 4, Section 4.4) and these experiments
will be continued in future.

Improvements and applications of the model While we have tested the robustness of both our synaptic input model and our biophysical model of a layer 2/3
pyramidal neuron to various conditions – such as the spatial distribution of synaptic inputs (Figure B.5), the presence or absence of dendritic spine neck-resistance
(Figure B.6), the amount of background synaptic input (Figure B.7), as well as ratio
of excitatory to inhibitory input (Figure B.8) – ideally future work would test a dependence of our results on further model parameters, such as neural morphology
(Schaefer et al., 2003b), the large biological range of synaptic input frequencies (Adesnik, 2017; Haider et al., 2013) or changes in the distribution of synaptic weights.
As experimental data mapping synaptic inputs in vivo at a high spatial and temporal
resolution, including data from our experiments combining FM1-43FX labelling and
FIBSEM imaging, become available we will also be able to refine both the synaptic
input model and the biophysical model, and revisit our current results and conclusions.
Furthermore, our combined model offers exciting opportunities for further theoretical investigations. For example, Ujfalussy et al. (2017) fit a hierarchical cascade of
linear-nonlinear subunits to a layer 2/3 pyramidal neuron model that is a precursor
to ours (Smith et al., 2013). By performing the same analyses on our experimentally
tightly constrained combined models we could obtain a mathematical description of
how dendritic non-linearities contribute to the overall input-output transformation of
single neurons. Such abstract descriptions of dendritic integration and single neuron
computation could be used as building blocks for neural network models of sensory
processing (Abbott et al., 2016).
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Mechanisms for synaptic plasticity It has not escaped our notice that the mechanism we propose for dendritic integration may have powerful implications for synaptic plasticity or the plasticity of dendritic excitability. We have shown that few,
strong synapses can trigger dendritic spikes during sensory integration, but it is unclear whether the same synaptic inputs and dendritic spikes are also involved in
synaptic plasticity. The substantial rise in local dendritic Ca2+ associated with dendritic NMDA spikes (Major et al., 2008; Schiller et al., 2000; Schiller and Schiller,
2001b) and Ca2+ spikes (Larkum et al., 1999; Larkum et al., 2009) could modify the
strength of contributing synaptic inputs. While NMDA spikes do not always lead
to synaptic plasticity, under neuromodulation by brain-derived neurotrophic factor
NMDA spikes drive long-term potentiation (LTP) that can recruit additional synapses into the functional cluster which triggered the NMDA spike (Gordon et al.,
2006).
If NMDA spikes were triggered by very few, even individual strong synaptic inputs,
would the associated Ca2+ transients be sufficient to drive mechanisms of synaptic
plasticity? On the one hand, the Ca2+ transient evoked in spike-timing dependent plasticity (STDP) protocols can be localised to individual spines and can thus
modify the strength of individual synaptic inputs independently of their neighbourhood (Nevian and Sakmann, 2004). STDP may therefore be considered a “dispersed
learning rule” (Larkum and Nevian, 2008), that does not require or lead to synaptic
clustering per se. On the other hand, LTP at one synapse has been shown to lower
the plasticity threshold for synapses within a ~10 µm neighbourhood (Harvey and
Svoboda, 2007). This plasticity cross-talk might establish functional synaptic clustering on short stretches of dendrite (Harvey et al., 2008). Which one out of many
potential plasticity rules applies, may be determined by the local dendritic excitability and constantly modified in a dendrite-specific manner (Losonczy et al., 2008).
At present, experimental data on the details of such plasticity mechanisms, as well
as how they evolve and are engaged during development of the visual cortex, are
insufficient for an explicit implementation firmly based on experimental data (but
see Bono and Clopath, 2017). However, as more parameters of synaptic plasticity
mechanism in vivo become available, it will be interesting to associate them with
synaptic input patterns obtained by the methods described in Chapter 4 and to study
the effect of the dendritic integration mechanisms described in Chapter 5. At a higher
level, the principles of dendritic non-linearities and their effect on somatic output and
function can already be applied to simulations of synaptic plasticity and have found
exciting applications in recent work on learning in single neurons and networks
(Guerguiev et al., 2017; Sacramento et al., 2017; Urbanczik and Senn, 2014).

Conclusions
Our work timely contributes to a renewed interest of neuroscientists in the computational properties of dendrites (Häusser and Mel, 2003; London and Häusser, 2005;
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Migliore and Shepherd, 2002; Oviedo and Reyes, 2012; Poirazi et al., 2003b; Polsky
et al., 2004; Silver, 2010), sparked by the observation of complex single neuron computations in recent in vivo studies (Bittner et al., 2015; Grienberger et al., 2014, 2015;
Lavzin et al., 2012; Palmer et al., 2014; Sheffield et al., 2017; Sheffield and Dombeck,
2015; Smith et al., 2013). In Chapter 4 we described methods that provide a functional
link from experiments in vitro and in vivo to EM and promise many applications in the
rising field of functional connectomics (Boergens et al., 2016; Chamberland and Tóth,
2016; Fowler and Staras, 2015; Goldstein et al., 2008; Helmstaedter, 2013; Kaeser and
Regehr, 2017; Kleinfeld et al., 2011; Kononenko and Haucke, 2015; Mochida, 2011;
Musazzi et al., 2015; Neher, 2015; Rieubland, 2013). Our approach allows for the
first time to address three-dimensional aspects of synaptic physiology and vesicle
dynamics and to map the spatial pattern of active synaptic inputs on dendrites at the
nanoscale.
Inspired by recent experiments in vivo (Bittner et al., 2015; Grienberger et al., 2014,
2015; Lavzin et al., 2012; Palmer et al., 2014; Sheffield et al., 2017; Sheffield and
Dombeck, 2015; Smith et al., 2013), the models and results presented in Chapter
5 provide a biophysical mechanism for the phenomena observed in vivo, help to
address technical limitations of these experiments, such as the difficulties of distinguishing between locally generated dendritic events and backpropagating APs in
two-photon Ca2+ imaging of dendritic spines, and make predictions for future studies. Furthermore, the computations performed in dendrites have recently received
attention from researchers studying machine learning, because dendrites can endow
single neurons with a multi-layer architecture (Mel, 1993) that also lies at the heart
of deep learning approaches. Therefore, dendrites are increasingly considered as
a potential substrate for a biological implementation of (deep) learning algorithms
that have been extraordinarily successful in artificial neural networks (Bengio et al.,
2015, 2016; De Schutter, 2018; Guerguiev et al., 2017; Marblestone et al., 2016; Sacramento et al., 2017; Urbanczik and Senn, 2014). Our work elucidating the biophysical
mechanisms of dendritic integration in vivo can inform research on the biological
implementation of learning algorithms, since learning and synaptic plasticity are
underpinned by shared biophysical mechanisms that also mediate information processing during ongoing activity.
Thus, the lessons learnt from an in-depth study of the single neuron, such as the
importance of the distribution of synaptic weights or the impact of dendritic nonlinearities on AP output and its tuning, can provide a starting point for research on
synaptic plasticity and the principles we describe can be applied to an increasing
number of network simulations (Körding and König, 2000, 2001a,b; Markram, 2006;
Markram et al., 2015). This is particularly important since new experimental possibilities of in vivo population imaging and accompanying opportunities for neural
circuit models are likely to reduce individual neurons to “simple” circuit components
(Chen et al., 2016; Chen et al., 2017; Hamel et al., 2015; Peron et al., 2015; Resendez
et al., 2016; Stirman et al., 2016). Simple neuron models are indispensable to extract
general principles from the biological complexity of neural networks and variations
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of the integrate-and-fire point neuron are widely used as a matter of mathematical
convenience. However, our work suggests that in order to identify the appropriate
level of simplification for a single neuron model, first a thorough understanding of
important behaviours of a complex model is required, such as the close link between
active dendritic integration and the distribution of presynaptic weights. The insights
gained from a close engagement – down to the nanoscale – with single neurons and
their computations can then provide the basis for reduced models that faithfully
emulate essential input-output characteristics of the real neuron while being simple
enough to be understood (Segev, 1992).
In addition to advancing our understanding of individual neurons, by studying
single neuron computation in vivo, one can read out important characteristics of the
circuit – such as its connectivity, distribution of synaptic weights, or the active fraction of neurons for a given stimulus – because these circuit parameters are set up to
drive a single neuron’s output. We have shown that this readout of the presynaptic
circuit is non-linear (in contrast to Cossell et al., 2015), as synaptic input patterns are
targeted to engage the dendritic non-linearities of the postsynaptic neuron. Thus, by
studying dendritic spikes and the synaptic input patterns that underlie them in vivo,
we can gain insights into both the computations performed by single neurons as well
as neural networks.
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Semi-automated segmentation of vesicles
Features in Ilastik
To distinguish between the two voxel classes we used ilastik’s standard features,
which account for four types of image structure: colour/intensity, edge, texture and
orientation. All features are functions of the structure tensor. Edge is defined using
so-called edge indicator functions of the structure tensor, such as its eigenvalues, the
eigenvalues of its Hessian, the magnitude of the gradient, a difference of Gaussians
and the Laplacian of the Gaussian. Texture is defined by the eigenvalues and the
eigenvalues of the Hessian. Orientation is defined using the raw structure tensor and
parts of the Hessian. We calculated each feature on seven different spatial scales (0.3,
0.7, 1.0, 1.6, 3.5, 5.0, 10.0), i.e. the size of the voxel’s neighbourhood, corresponding
to the sv of a Gaussian filter used for isotropic smoothing of the data.
Somewhat unsurprisingly given the distinct dark appearance of PC+ vesicles, voxel
colour was the most important feature for discriminating PC+ vesicles from other
cellular and extracellular structures. However, membranous structures, such as the
rough endoplasmatic reticulum and dead cellular structures also accumulate significant amounts of heavy metal and so cannot be separated based on their similar high
colour value alone. Thus, to distinguish between these structures and PC+ vesicles,
we decided to apply the full set of 35 image features to use a maximal amount of
feature information. This implied longer processing time which would be prohibitive in larger datasets, but using ilastik’s batch processing mode only required several
hours on our data.
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Feature

Function

Sigma

Colour/Intensity

intensity of smoothed Gaussian image

0.3-10

Edge

gradient magnitude, DOG

0.3-10

Texture

image eigenvalues, eigenvalues of Hessian

0.3-10

Table A.1: Voxel features in ilastik

Features in Mathematica
Individual connected component features To extract features for the classification
of labelled and unlabelled vesicles, we used Mathematica’s ComponentMeasurements (http://reference.wolfram.com/language/ref/ComponentMeasurements.html). We
extracted the following features for individual vesicles: AdjacentBorderCount, AreaRadiusCoverage, Circularity, Count, Eccentricity, Elongation, Energy, EquivalentDiskRadius, Max, MaxCentroidDistance, Mean, Min and MinCentroidDistance.

Neighbourhood features In addition to individual component features, we generated the neighbourhood features Local Density and Discrete Density, which reflect
the number of other connected components in the neighbourhood using a soft or
hard distance threshold, respectively. The soft distance threshold was implemented
as a 3D Gaussian function centred on the seed voxel coordinates with a variable s.

203

Feature

Description

Adjacent Border Count

number of adjacent image borders

Area Radius Coverage

fraction of voxels within the equivalent disk radius

Circularity

ratio of equivalent disk perimeter to the perimeter length

Count

number of elements

Eccentricity

eccentricity of the best-fit ellipse

Elongation

elongation, computed as 1

widht/height

Energy

data energy

Equivalent Disk Radius

radius of a disk that has the same area

Max

maximum voxel value of each component

Mean

mean voxel value of each component

Min

minimum voxel value of each component

Max Centroid Distance

maximum distance of all elements from the centroid

Min Centroid Distance

minimum distance of all elements from the centroid

Table A.2: Connected component features in Mathematica
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Parameter
morphology
axon, hillock and
initial segment
Cm (soma, axon, hillock)
Cm (dendrites)
Rm
Ra
Ra_axon
Eleak
Temperature
cad

Value
L2/3 pyramidal cell
Laxon = 210 m,
Lhill = 14.3 m, Liseg=28.6 m
2
1.0 F/cm
2

1.5 F/cm
2
15000 *cm
150 *cm
100 *cm
- 78.5 mV
37 ºC
30 ms

Reference
Smith et al, 2013

Hodgkin et al, 1952; Cole
1972
Rapp et al, 1992
Smith et al, 2013
"
"
"
"
"

Table B.1: Passive Model Parameters
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Soma:
Parameter
EK
ENa
ECa
gNasoma
giAsoma
gKslow
gKm
gKca
gCa
gCaT

Supplementary Material for Chapter 5

Value
-80 mV
60 mV
140 mV
80 *cm
450 *cm
4500 *cm
2.2 *cm
200 *cm
1 *cm
0.0003 *cm

Reference
Hodgkin et al, 1952; Cole
1972
"
"
Smith et al, 2013
Korngreen & Sakmann, 2000
"
"
"
Smith et al, 2013
Destexhe et al, 1996

Axon, axon hillock and initial segment:
Parameter
Value
-80 mV
EK
60 mV
ENa
140 mV
ECa
gNa
30 *cm
gNahill
180 *cm
gNaiseg
30 *cm
giA
150 *cm
giAhill
360 *cm
giAiseg
150 *cm
gKslow
600 *cm
gKslowhill
1800 *cm
gKslowiseg
600 *cm

Reference
Smith et al, 2013
"
"
"
Smith et al, 2013
Korngreen & Sakmann, 2000
Smith et al, 2013
Korngreen & Sakmann, 2000
Smith et al, 2013

Dendrites:
Parameter
EK
ENa
ECa
gNa
giA
gKslow
gKm
gKca
gCa
gCaT

Reference
Smith et al, 2013
"
"
"
Korngreen & Sakmann, 2000
"
"
Smith et al, 2013
"
Destexhe et al, 1996

Value
-80 mV
60 mV
140 mV
5 *cm
20 *cm
10 *cm
1 *cm
3 *cm
0.5 *cm
0.00015 *cm

Table B.2: Active Model Parameters
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Parameter

Value

Neuron

Connectivity
# synapses per
contact
# synapses

2.8

L2/3 pyramidal
L2/3 pyramidal

5651 ± 3120

L2/3 pyramidal

Area,
Species
V1, mouse
Barrel cortex,
rat (juvenile)
V1, cat

% inhibition

25

L2/3 pyramidal

V1, cat

% perisomatic
inhibition
Weight
distribution

20 – 30

pyramidal

neocortex

lognormal
(µ = –1.51,σ = 1.14)
lognormal
0.35 nS
0.65 nS
0.34 – 0.71
0.35 ± 0.05
(100% contrast)
1.2 Hz
(anaesthetized)
0.6 ± 0.2 Hz
(anaesthetized)
0.08 ± 0.03 Hz
(awake)
1.33
random

L2/3 pyramidal

V1, mouse

Cossell et al., 2015
Feldmeyer et al.,
2006
Binzegger et al.,
2004
Binzegger et al.,
2004
Freund & Katona,
2007
Cossell et al., 2015

L5 pyramidal
L2/3 pyramidal

V1, rat
V1, mouse

Song et al., 2005
Haider et al., 2013

L2/3 pyramidal
L2/3 pyramidal

V1, mouse
V1, mouse

Haider et al., 2013
Adesnik 2017

L2/3 pyramidal

V1, mouse

Smith et al., 2013

L2/3 pyramidal

V1, mouse

Haider et al., 2013

L2/3 pyramidal
L2/3 pyramidal

V1, mouse
V1, rat

Cossell et al., 2015
Larkman, 1991

circ. variance <15º
within 20 µm
1:1

L2/3 pyramidal

V1, ferret

Wilson et al., 2016

L2/3 pyramidal

V1, mouse

Smith et al., 2013

100, 250 MΩ

CA1 pyramidal

RIN, τM, f-I curve

L2/3 pyramidal

bAP properties

L2/3 pyramidal

Tønnesen et al.,
2014
Waters & Helmchen,
2006
Waters et al., 2003

L5 pyramidal
L2/3 pyramidal

NMDAR

bAP properties
statistics and
waveforms
-1
γ =0.062 mV

hippocampus,
mouse
barrel cortex,
mouse
barrel cortex,
mouse
rat
V1, mouse

Nav

kinetics

granule cell

hippocampus,
rat (juvenile)
dentage
gyrus, mouse

Jahr & Stevens,
1990
Schmidt-Hieber &
Bischofberger, 2010

∆gE
∆gI
∆gE:∆gI ratio

firing rates

F0:F1 ratio
spatial
distribution
clustering
AMPA:NMDA
ratio
spine neck
resistance
somatic
excitability
dendritic
excitability
dendritic spikes

CA1 pyramidal

Reference

Nevian et al., 2007
Smith et al., 2013

Table B.3: Parameter Constraints from Literature
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Verification of in vivo conductance estimates
A key parameter of the synaptic input model is the time-averaged excitatory and
inhibitory synaptic conductance received by the postsynaptic neuron during visual
stimulation, which we fit to experimentally measured values (Haider et al., 2013).
These recordings of synaptic currents are obtained with whole-cell recordings under
voltage-clamp, which has several problems. First, to record inhibitory synaptic currents, the neuron is held at the inhibitory reversal potential (0; often +10 mV). In order to prevent this depolarisation from activating voltage-gated channels that would
distort conductance measurements, N-Ethyllidocaine chloride (QX-314-Cl), an antagonist of fast voltage-gated Na+ channels is added to the pipette solution. Second,
voltage-clamp requires a high quality cell-membrane break-in to give a low series
resistance (generally between 20-50 MW) to achieve an effective command holding
potential. At higher series resistances, the command potential does not equal the
actual holding potential, leading to a distorted reading of conductances. Finally,
extended neuronal structures, such as layer 2/3 neurons with a basal and apical
dendritic tree, lack “space-clamp” (Rall et al., 1992; Schaefer et al., 2003a, 2007; Spruston et al., 1993): as dendrites are not isopotential electrical structures the voltage
across the neuron cannot be accurately controlled and voltage-clamp recordings are
difficult to analyse.
Schaefer et al. (2003a) address this problem by estimating and correcting inadequate
space clamp in their voltage-clamp recordings, using a detailed biophysical model
of the recorded neuron. However, the method requires knowing the morphology
and passive parameters of the recorded neuron in order to build a biophysical model
to perform the space clamp correction. Furthermore, while it can work with single
electrode voltage-clamp, in order to improve the accuracy of the correction and eliminate series resistance errors, a two electrode voltage clamp experiment is required.
Unfortunately, these conditions can rarely be met during in vivo recordings of excitatory and inhibitory synaptic conductances as in Haider et al. (2013) and Adesnik
(2017). However, our detailed biophysical model and the model of the synaptic input it receives during visual stimulation in vivo, allowed us to test the reliability of
the experimental conductance estimates post-hoc by simulating the in vivo whole-cell
recordings in Haider et al. (2013) and Adesnik (2017).
We simulated somatic voltage clamp experiments during our in vivo-like synaptic
input and compared the resulting currents to the synaptic conductances inferred in
Haider et al. (2013) and Adesnik (2017). As in the experiments, we assume that
the excitatory reversal potential is Ee = 70mV, the inhibitory reversal potential is
Ei = +10mV , and the driving force is approximately 70 mV. During the in vivo
measurements, Nav and Kv channels were blocked with QX-314-Cl and KCa was
blocked with Tetraethylammonium chloride (TEA-Cl) to prevent AP generation; in
the model, we set the conductances of all active conductances to zero. To measure
excitatory and inhibitory synaptic conductance, we clamped the membrane voltage
of the cell to -70 mV and +10 mV, respectively.
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Haider and colleagues estimated the change in total conductance at the soma in
response to visual stimulation. To estimate the equivalent change in synaptic conductance in our model, we stimulated the postsynaptic neuron with either the visual
stimulus of the preferred orientation or “background” input only. We averaged the
somatic current over 1000 ms and subtracted the conductance measured during background activity from the conductance measured during visual stimulation to obtain
the stimulus-driven synaptic conductance (as in experiment; see Figure B.1). While
there is great variability in the experimental measurements (Adesnik, 2017; Haider et
al., 2013), we found that their estimates of synaptic conductances fit surprisingly well
with the time-averaged synaptic conductance measured in our — perfectly spaceclamped — model.
Notably, the good match between model and experimental recordings cannot be
explained by our fitting procedures, because we fit synaptic conductances directly,
without taking into account potential distortions as a result of space clamp. Rather, it
suggests that the measures taken by Haider et al. (2013) and Adesnik (2017) to correct
their recordings for space-clamp distortions were successful. These include keeping
series resistance well below 50 MW (Haider et al. report a compensated series resistances of 22 ± 3 MW and 24 ± 3 MW, during anaesthetised and awake voltage clamp
recordings, respectively; Adesnik, reports series resistances of 18 ± 1 MW, prior to
compensation) and performing any corrections of series resistance or junction potential offline, which has been shown to limit distortion of current recorded at the soma
due to voltage fluctuations and membrane capacitance (Borg-Graham et al., 1996; Liu
et al., 2011). Further, Haider et al. (2013) clamped the voltage to +20 mV rather than
0 mV, a measure which has been found to alleviate voltage decay across the dendritic
tree (Atallah et al., 2012; Poo and Isaacson, 2009).
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Inhibitory conductance gi

Excitatory conductance ge

1.8
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5
1.4
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1.2
1.0

4
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gx Haider (awake)
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3
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0.8
2
0.6
1

model

Haider et al
2013

Adesnik
2017
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Haider et al
2013

Adesnik
2017

0.4

Figure B.1: In vivo conductance measurements obtained from voltage-clamp - comparison of model and experiment
Left: comparison of average inhibitory conductance from in vivo experiments in Adesnik, 2017 (left), Haider et al., 2013 (centre) and our biophysical model (right). Right:
comparison of average inhibitory conductance from in vivo experiments in Adesnik,
2017 (left), Haider et al., 2013 (centre) and our biophysical model (right).

20 mV
20 ms

Figure B.2: Diversity of events classified as spikes and other (EPSPs, bAPs)
Left and centre-left columns: representative examples of EPSPs in dendritic recordings. Note the back-propagating AP (bAP), marked by a black inverted triangle in
the centre-left top trace. Right and centre-right: representative examples of dendritic recordings containing several dendritic Na+ spikes, marked by a red inverted
triangle, and bAPs (black inverted triangle). Further examples of EPSPs, dendritic
Na+ spikes, as well as NMDA spikes, can be see in Figure B.3.
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1
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soma

6
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10 mV
100 ms
6

7

8

20 mV
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Figure B.3: Overview of dendritic activity
We indicate the recording locations from 8 dendrites with some of the largest synapses. The recording is made at the location of the strongest synapse on that dendrite. The spike-times of this strongest synapse are indicated with a dot, along with
the spike times of all other synapses on that dendrite (indicated with a vertical bar,
scaled by synaptic weight). The lowest trace shows the soma, thus in comparison
with the soma, bAPs can be clearly identified in all dendritic traces. Dendritic Na+
spikes are indicated with inverted triangles, dendritic NMDA spikes are shaded in
orange.
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Synapses per NMDA spike
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Spine neck resistance (MΩ)
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pre NMDA
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random
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Number of synapses

E

Time before AP (ms)

Distance from initiation site (μm)

Time before AP (ms)
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-0.05
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Distance from soma (μm)

Additional Na+ spikes per AP

D

Time before Na+ spike (ms)

Time before NMDA spike (ms)

Figure B.6: Simulations and analysis with explicit spine neck resistance
A. Example somatic (black) and dendritic traces (light blue) in a model with a spine
neck resistance of 0, 100 and 250 MW. B. Number of excitatory synaptic inputs preceding a single dendritic Na+ spike (left, red) and NMDA spike (right, orange) in
the spatiotemporal windows indicated in E. C. Number of dendritic Na+ spikes (left,
red) and NMDA spikes (right, orange) preceding a single action potential in the spatiotemporal windows indicated in D. D. Spike-triggered average of dendritic Na+
spike and NMDA spikes. E. Dendritic spike-triggered average for dendritic Na+
spike and NMDA spikes.
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A
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Time (ms)
Number of events (normalized)

C

Number of events (normalized)

Time (ms)

gNa (mS·cm-2)

% Difference active-passive

Figure B.4: Definition of dendritic Na+ spikes
A. Comparison of dendritic Na+ spikes as detected by a local dendritic Na+ conductance criterion (red vertical lines, each line represents the detection in one segment
of the recorded dendrite; see Chapter 3) and a theoretical criterion of an inflection
point in the second derivative of the local dendritic voltage and event amplitude
10 mV (vertical grey lines). B. Comparison of initiations of dendritic Na+ spikes as
detected by a local dendritic Na+ conductance criterion (red triangles: Na+ spike
initiation; white diamonds: Na+ spike propagation) and a criterion of 10% difference in Vm (blue dots and blue shading) between an active (light blue) and a passive
(grey) simulation. Somatic voltage shown in black. Inset: magnification of a dendritic Na+ spike shown on left (red rectangle). C. Left: distribution of events across all
dendrites with a Vm difference greater than (blue) or smaller than (grey) 10% of the
passive dendritic voltage. Right: distribution of Vm differences for events detected
as dendritic Na+ spikes (red) or EPSPs (grey).
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Figure B.5: Additional simulations and analysis using functionally clustered synaptic input
A. ROIs reproducing the ROIs Wilson et al. (2016) used to calculate circular dispersion. B. Example somatic (left, black) and dendritic responses (right, light blue) to
stimulation of four different orientations with functionally clustered synaptic input.
Functional clustering of synaptic inputs increases the incidence of both dendritic Na+
spikes and NMDA spikes, as well as APs. C. Circular dispersion within ROIs for random (grey) and clustered (blue) synaptic input. D. Number of dendritic Na+ spikes
(left)/NMDA spikes (right) preceding a single AP compared to the number of dendritic Na+ spikes/NMDA spikes preceding a random timepoint. E. STA of dendritic
Na+ spikes (left) and NMDA spikes (right). Red outlines indicate the spatio-temporal
windows during which dendritic Na+ spikes and NMDA spikes were counted for D.
F. STA of excitatory synaptic inputs preceding dendritic Na+ spikes (left) and NMDA
spikes (right). G. Number of excitatory synaptic inputs preceding a dendritic Na+
spike (left)/ dendritic NMDA spike (right) compared to the number of excitatory
synaptic inputs preceding a random timepoint.
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Figure B.7: Simulations and analysis with different amounts of background input
A. Effect of abolishing background synaptic input on dendritic voltage (with background: top, light blue; without background: bottom, grey), somatic voltage (black)
and initiation of dendritic Na+ spikes (red vertical lines), NMDA spikes (orange shading) and bAPs (black vertical lines). B. Direct comparison between dendritic voltage
in full simulation (light blue) and simulation without background (grey), with dendritic Na+ spikes (red vertical lines) and bAPs (black vertical lines). For reference, we
show the synaptic inputs on the recorded dendrite (coloured dots). C. Frequency
of dendritic Na+ spikes (red) and NMDA spikes (orange) in simulations with and
without background activity. D. Comparison of example dendritic voltage under reduced (1%, 50%, 90%) background activity, colours as for A. E. Number of synaptic
inputs falling within the summation window common in in vitro experiments (< 6
ms) and our detection windows (< 50 ms).
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Figure B.8: Additional simulations and analysis of inhibitory synaptic input
A. Dendritic STA of excitatory synaptic inputs preceding a dendritic Na+ spike (left)
and NMDA spike (right; same as in Figure 5.10). B. Number of excitatory synaptic
inputs preceding a dendritic Na+ spike (left, red) and NMDA spike (right, orange;
same as in Figure 5.10). C. Dendritic STA of inhibitory synaptic inputs preceding a
dendritic Na+ spike (left) and NMDA spike (right). D. Number of inhibitory synaptic
inputs preceding a dendritic Na+ spike (left, red) and NMDA spike (right, orange).
E. Dendritic STA of excitatory synaptic inputs preceding a dendritic Na+ spike (left)
and NMDA spike (right) under conditions of increased inhibition. F. Number of
excitatory synaptic inputs preceding a dendritic Na+ spike (left, red) and NMDA
spike (right, yellow) under conditions of increased inhibition. G. Dendritic STA of
inhibitory synaptic inputs preceding a dendritic Na+ spike (left) and NMDA spike
(right) under conditions of increased inhibition. H. Number of inhibitory synaptic
inputs preceding a dendritic Na+ spike (left, red) and NMDA spike (right, yellow)
under conditions of increased inhibition.
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Random Synapse Placement

A

Clustered Synapse Placement

B

Figure B.9: Orientation tuning of synaptic input, dendritic charge, dendritic Na+
spikes and NMDA spikes, somatic Vm and AP output
A. Orientation tuning curves using randomly distributed synaptic inputs. From left
to right, top to bottom: orientation tuning of synaptic inputs (yellow); orientation
tuning of dendritic charge (light blue); orientation tuning of dendritic Na+ spikes
(red); orientation tuning of dendritic NMDA spikes (orange); orientation tuning of
subthreshold somatic membrane potential (grey) and orientation tuning of somatic
AP output (black). B. Orientation tuning curves using functionally clustered synaptic inputs. From left to right, top to bottom: orientation tuning of synaptic inputs
(yellow); orientation tuning of dendritic charge (light blue); orientation tuning of
dendritic Na+ spikes (red); orientation tuning of dendritic NMDA spikes (orange);
orienta- tion tuning of subthreshold somatic membrane potential (grey) and orientation tuning of somatic AP output (black).

Supplementary Material for Chapter 5

218

A

C

NMDAR frozen

B

no Nav

NMDAR frozen & no Nav

Figure B.10: Orientation tuning of dendritic Na+ spikes and NMDA spikes, somatic Vm and AP output under blockage of dendritic non-linearities
A. Orientation tuning curves with NMDAR frozen at their resting conductance: top:
orientation tuning of dendritic Na+ spikes (red). Bottom: orientation tuning of subthreshold somatic membrane potential (grey) and orientation tuning of somatic AP
output (black). B. Orientation tuning curves with dendritic voltage-gated Na+ conductance blocked. Top: orientation tuning of dendritic NMDA spikes (orange). Bottom: orientation tuning of subthreshold somatic membrane potential (grey) and orientation tuning of somatic AP output (black). C. Orientation tuning curves with both
NMDAR frozen at their resting conduct- ance and dendritic voltage-gated Na+ conductance blocked: orientation tuning of subthreshold somatic membrane potential
(grey) and orientation tuning of somatic AP output (black).
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Figure B.11: OSI under blockage of dendritic non-linearities
A. Progression of mean OSI in the control condition (top), distribution of dendritic
Na+ spike OSI (second from top), distribution of NMDA spike OSI (third from top),
distribution of somatic Vm OSI (fourth from top) and distribution of AP OSI (bottom).
B. Progression of mean OSI with dendritic Nav conductances blocked (top): corresponding distribution of dendritic Na+ spike OSI (second from top), distribution of
NMDA spike OSI (third from top), distribution of somatic Vm OSI (fourth from top)
and distribution of AP OSI (bottom). C. Progression of mean OSI when NMDAR
conductances are frozen at the resting potential (top): corresponding distribution of
dendritic Na+ spike OSI (second from top), distribution of NMDA spike OSI (third
from top), distribution of somatic Vm OSI (fourth from top) and distribution of AP
OSI (bottom). D. Progression of mean OSI when both dendritic Nav conductances
are blocked and NMDAR conductances are frozen at the resting potential (top): corresponding distribution of dendritic Na+ spike OSI (second from top), distribution
of NMDA spike OSI (third from top), distribution of somatic Vm OSI (fourth from
top) and distribution of AP OSI (bottom).
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Figure B.12: OSI under blockage of dendritic non-linearities during clustered synaptic input
A. Tuning of dendritic Na+ spikes (red) and NMDA spikes (orange) as well as subthreshold somatic membrane potential (grey) and APs (black), under control conditions and with dendritic Na+ spikes (second from left), NMDA spikes (third from left)
or both (right) blocked. B. Progression of mean OSI in the control condition (top),
distribution of dendritic Na+ spike OSI (second from top), distribution of NMDA
spike OSI (third from top), distribution of somatic Vm OSI (fourth from top) and distribution of AP OSI (bottom). C. Same as B with dendritic Nav conductances blocked.
D. Same as B with NMDAR conductances frozen at the resting potential. E. Same as
B with both dendritic Nav conductances blocked and NMDAR conductances frozen
at the resting potential.

