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Abstract

Glaucoma is the leading cause of irreversible blindness worldwide. It is a progres-

sive optic neuropathy in which retinal ganglion cell (RGC) axon loss, probably as

a consequence of damage at the optic disc, causes a loss of vision, predominantly

affecting the mid-peripheral visual field (VF). Glaucoma results in a decrease in

vision-related quality of life and, therefore, early detection and evaluation of dis-

ease progression rates is crucial in order to assess the risk of functional impairment

and to establish sound treatment strategies. The aim of my research is to improve

glaucoma diagnosis by enhancing state of the art analyses of glaucoma clinical trial

outcomes using advanced analytical methods. This knowledge would also help bet-

ter design and analyse clinical trials, providing evidence for re-evaluating existing

medications, facilitating diagnosis and suggesting novel disease management.

To facilitate my objective methodology, this thesis provides the following con-

tributions: (i) I developed deep learning-based super-resolution (SR) techniques for

optical coherence tomography (OCT) image enhancement and demonstrated that

using super-resolved images improves the statistical power of clinical trials, (ii) I

developed a deep learning algorithm for segmentation of retinal OCT images, show-

ing that the methodology consistently produces more accurate segmentations than

state-of-the-art networks, (iii) I developed a deep learning framework for refining

the relationship between structural and functional measurements and demonstrated

that the mapping is significantly improved over previous techniques, iv) I developed

a probabilistic method and demonstrated that glaucomatous disc haemorrhages are

influenced by a possible systemic factor that makes both eyes bleed simultaneously.

v) I recalculated VF slopes, using the retinal never fiber layer thickness (RNFLT)
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from the super-resolved OCT as a Bayesian prior and demonstrated that use of VF

rates with the Bayesian prior as the outcome measure leads to a reduction in the

sample size required to distinguish treatment arms in a clinical trial.



Impact

The analyses presented in this thesis have advanced the knowledge underlying

glaucoma progression and diagnosis, better design clinical trials, and how linking

structure and function measurements, allows clinicians to corroborate damage esti-

mates by considering the measurements in tandem and to combine measurements

to gain precision in estimates of the rate of progression. Academic impact has been

achieved through the scientific papers I have published in peer-reviewed journals

and conferences and through subsequent presentations or posters in conferences

and academic events. Most importantly, impact has also been achieved through

the collaborative research effort which underlies every single chapter of this thesis;

I had the fortune and good guidance to establish collaborations within my group

and the centre for medical image computing (CMIC), with other groups at UCL,

UCL’s Institute of Ophthalmology, City University of London and Moorfields Eye

Hospital, as well as Santen Pharmaceuticals Ltd. Beyond academia, some of my

contributions may have an impact, if adopted, on the diagnosis or the reliability of

the individual measurements in glaucoma, on facilitating structure/function integra-

tion, on improving the precision of estimates of rates of glaucoma progression or

on the drug development pipeline in the pharmaceutical industry. These contribu-

tions may help better recruit participants in clinical trials, exploratory analysis in

imaging meta-studies of existing trials, drug re-purposing strategies, and evaluation

of differential drug efficacy and safety between strata (for instance, fast vs slow

progressors). Moreover, since the prevalence of glaucoma contributes to signifi-

cant direct and indirect costs on a societal level, my contributions could potentially

lead to reduced direct medical costs such as ocular medication, hospital visits and
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glaucoma-related procedures and examinations, as well as direct non-medical costs

such as transportation, public health costs and guide dogs. More importantly, these

contributions could perhaps put an early stop in the degradation in quality of glau-

coma patients and loss of productivity. Lastly, on a personal level, the work of these

four years has had a huge impact on my professional development, allowing me to

acquire a wealth of knowledge and technical skills.
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Chapter 1

Introduction

“If the eye were an animal, sight would be its soul; for this is the eye’s substance –

that corresponds to its principle. The eye is a matter for sight, and if this fails it is

no longer an eye, except homonymously, just like an eye in stone or a painted eye.”

- Aristotle, On the Soul

1.1 Historical background

1.1.1 Ophthalmic history

The eye has been the subject of conflicting interpretations since antiquity. In the

fourth century BC, in the Timaeus, Plato wrote that eyes emanated “a substance akin

to the light of every-day life” that flowed “in a stream smooth and dense” seizing ob-

jects with its rays [Zeyl and Sattler, 2017]. Theophrastus, Aristotle’s disciple, wrote

that the eye had “the fire within” and was among the first to reject the extramission

theory of vision [Gross, 1999]. In general, it is unreasonable to suppose that seeing

occurs by something issuing from the eye,“ he declared. Aristotle advocated for a

theory of intromission by which the eye received rays rather than directed them out-

ward [Gross, 1999]. The Greek physician, Galen (CE 129–c.216), whose influence

on anatomy prevailed in the Western world until the 16th century, believed in sight

as a function of an optical pneuma, flowing forth from the ventricles of the brain to

the eyes through hollow optic nerves and, naturally, distributed through the nerves

to all parts of the body to provide them with sensation and motion [Galen, 1968].

’Nerve ‘channels’ were described by Herophilus (c.330–260 BCE) and Erasistratus
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(c.330–255 BCE), the first documented human anatomists who taught in Hellenis-

tic Alexandria [Galen, 1821]. Interestingly, a huge part of the fundamentals in the

anatomy and physiology of the eye until the seventeenth century was defined by

Galen. He believed that fiber-thin nerves might not have a lumen but those in the

optic nerves (πόροι οπτικοί — optic channels) were big enough to be visible and

to be probed with a hog bristle. Due to their size, the psychic pneuma could flow

in abundance, coming up from the eyes to unite with the incoming light, a process

crucial for vision [Galen, 1968]. In Galen’s model of the eye, the retina was formed

by the optic nerve as it broke up and spread out; the retina’s rich supply of blood

vessels performed a nutritive function since the crystalline humour (lens) was the

organ of vision. The optic nerves came together at the chiasma (from the Greek

letter χ — chi) in order to produce a single impression in binocular vision but did

not interchange [Reeves and Taylor, 2004]. In medieval Islamic medicine and phi-

losophy, the eye was a subject of special interest and most of the Islamic scholars

were influenced by Galen. Hunain ibn Ishaq (c.809–c.873) was a prominent scholar

who wrote the Kitab al-’ashr maqalat fi l-’ayn (Book of the Ten Treatises on the

Eye) [Goldstein, 1929], one of the most influential books at the time with respect

to ophthalmology. He reasoned that if the pupil did not enlarge when one eye was

shut, the power of vision was destroyed at its source through an obstruction in the

optic nerve, which prevented the passage of pneuma. In such a case, prognosis for

restoration of sight was poor. The only intraocular surgery performed at this period

(ninth century) was that of couching for cataract and the patency of the optic nerve

in the affected eye was used to assess suitability for surgery. The book contains

some of the earliest known illustrations depicting the anatomy of the eye (Fig. 1.1).
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Figure 1.1: Diagrams depicting Galen’s theories of vision and anatomy survive in Arab-
Islamic manuscripts such as this of Hunain ibn Ishaq (c.809–c.873). From
Kitâb al-’ashr maqalat fi l-’ayn (Book of the Ten Treatises on the Eye). Well-
come Library, London. Reproduced from [Reeves and Taylor, 2004].

In the early tenth century, Rhazes (d. 925) noted the pupil’s contraction and

dilation; a century later, Alhazen (c.965–1038) wrote in his Book of Optics that

strong light can injure the eye. Avicenna (d. 1037), Alhazen’s contemporary, of-

fered a more systematic critique of the Galenic account of the eye, arguing for the

intromission theory. These findings remained the same over the course of eight

centuries, and they were characteristic of a system belief that endured until the

mid-18th century. Alhazen’s optical model of vision (Fig. 1.2) was the concep-

tual basis of Johannes Kepler (1571–1630) in building his theory of the retinal

image. Medieval European medical practitioners were less taken with the extramis-

sion theory than their Islamic predecessors. The famous anatomist Andreas Vesalius

(1514–1564) doubted the presence of Galen’s optic nerve channel. Vesalius’ succes-

sors, Gabrielle Fallopia (1523–1563) and Volcher Coiter (1534–c.1600), not only

embraced Vesalius’ theory but believed that ‘fibres’ were composing the nerves.

(Fig. 1.3).
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Figure 1.2: The eye according to Ibn al-Haitham (Alhazen, c. 965–1038). From Opticae
thesaurus Alhazeni Arabis . . . (1572). Wellcome Library, London. Reproduced
from [Reeves and Taylor, 2004].

Figure 1.3: René Descartes’ (1596–1650) model of the eye with the optic nerve composed
of fibres. From Discours de la methode pour bien conduire sa raison . . . (1637).
Wellcome Library, London. Reproduced from [Reeves and Taylor, 2004].

A century later, modern anatomy of the eye did not emerge till the physicists

had demolished the old conceptions of the nature of vision. It began when it was re-

alized that the lens is not the seat of vision, but part of a refractive system. Fabricius

(1537–1619) showed the true position of the lens (A.D. 1600), whereas Fallop-

ius (1523–1562) rediscovered the greater corneal curvature and stressed the struc-

tural difference between the sclera and the cornea. He regarded the ciliary body
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as a membrane, and considered it to be a ligament binding the lens to the choroid.

Briggs, who demonstrated the existence of the optic papilla, showed that the retina

extended up to the ciliary ”ligament.“

Antoni van Leeuwenhoek (1632–1723) made the first observations with the

microscope and illustrated a peripheral nerve showing a bundle of myelinated ax-

ons surrounded by the myelin sheath while at the same time he interpreted the

axon, as a channel that had collapsed following the escape of ‘a very fluid hu-

mour’ [Leeuwenhoek, 1719]. For the first time, a few remarkable clinicians began

to perform autopsies on a grand scale and to relate their pathological findings to

signs and symptoms of disease during life. One such clinician was Giovanni Bat-

tista Morgagni (1682–1771) who performed more than 700 autopsies. Morgagni’s

case notes show that he stood in both camps as far as explaining disease in terms

of humoral and mechanical philosophy and he found fluid between the capsule and

the lens fibres. The description of the spaces of Fontana, the canal of Petit, the

Zonula of Zinn contributed to the anatomical knowledge of the time [Reeves and

Taylor, 2004]. In 1728, Petit clearly demonstrated the posterior chamber. How-

ever, its existence was being questioned until 1855 and it was not until the work

of Helmholtz that this matter was finally resolved. By the end of the 18th cen-

tury the retina was barely recognized, since cellular anatomy was not discovered

yet. At the turn of the century Sömmering (1755-1830) described the macula lutea.

At the same time, by the 1830s, sensitive electrophysiological measuring devices

were developed and had been available to many influential physiologists such as

François Achille Longet (1811–1871), Emil du Bois-Reymond (1818–1896) and

Johannes Müller (1801–1858) who conducted physiological and electrophysiolog-

ical research. In 1851, Helmholtz invented the ophthalmoscope and revolutionized

ophthalmology (Fig. 1.7a). Edward Greely Loring (1837–1888) said that ‘in the

whole history of medicine there is no more beautiful episode than the invention

of the ophthalmoscope . . . by its means we are able to look upon the only nerve

in the whole body which can ever lie open to our inspection under physiological

conditions . . . ’ [Loring, 1891]. For the first time, an instrument allowed to look
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inside a person’s eye; it was possible to investigate the fundus. The introduction of

the ophthalmoscope into clinical practice, however, did not change ideas overnight.

It was not until the introduction of the compound microscope and the rise of the

cellular theory that eye anatomy was fully unraveled. Before the introduction of

the microscope, advances recorded during the earlier part of the 19th century are

typified by the description of Jacob’s membrane; a layer in the eye, lying between

the retina and the choroid. Jacob’s membrane ultimately came to be regarded as

a constituent part of the retina, which consisted of three layers: a limiting layer, a

nervous layer and Jacob’s membrane. We’ve seen so far how throughout the Mid-

dle Ages, the structure and function of the eye was studied with the use hand lenses

and microscopes, advancing scientific perception of the organ’s anatomy signifi-

cantly. However, many questions remained unclear such as ”why the pupil changes

in size? or “what is the nature of the retina?”. Additionally, the posterior chamber of

the eye had not yet been discovered. Despite this lack of knowledge, Georg Joseph

Beer introduced Beer’s operation as a treatment for cataract and Baron Michael Jo-

hann Baptist de Wenzel, who was the oculist of King George III, was very skilled

in cataract removal. The first hospital dedicated to the practice of ophthalmology

opened in 1805 in London. The hospital still exists and is known as the Moorfields

Eye Hospital. Sir Stewart Duke Elder founded the Institute of Ophthalmology there,

which made the hospital the largest eye hospital worldwide.

1.1.2 Anatomy of the human eye

Figure 1.4: Near-axial section of
the eye.

After the invention of the ophthalmoscope in

1851 by Hermann von Helmholtz (Fig. 1.7a),

followed a period of consolidation and deep-

ened knowledge of the eye as well as treat-

ment of various ocular diseases. Throughout

the 20th century, the investigations in the field

of ophthalmology were further expanded and

exponentially advanced anatomical knowledge.

Now, our level of understanding with respect to
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the anatomy of the eye has reached an exceptional level. In what follows, I describe

the major parts of the eye and their respective anatomical connections and parts.

The following anatomical parts are depicted in Fig. 1.4.

• Iris: regulates the amount of light that enters your eye. It forms the coloured,

visible part of your eye in front of the lens.

• Pupil: the circular opening in the centre of the iris through which light passes

into the lens of the eye. The iris controls widening and narrowing of the pupil.

• Cornea: the transparent circular part of the front of the eyeball. It refracts the

light entering the eye onto the lens, which then focuses it onto the retina. The

cornea contains no blood vessels and is extremely sensitive to pain.

• Lens: a transparent structure situated behind your pupil. It is enclosed in a

thin transparent capsule and helps to refract incoming light and focus it onto

the retina.

• Choroid: the middle layer of the eye between the retina and the sclera. It

also contains a pigment that absorbs excess light that reduces light scattering

within the eye.

• Ciliary body: the part of the eye that connects the choroid to the iris. The

ciliary body also contains muscles important for changing the lens shape and

focusing and the ciliary body epithelium which produces aqueous humour -

the balance between the inflow and outflow of which regulates the intraocular

pressure.

• Retina: a light sensitive layer that lines the interior of the eye. It is composed

of light sensitive cells known as rods and cones. The rods and cones connect

to bipolar cells which in turn connect to retinal ganglion cells, the axons of

which lie on the retinal surface as the retinal nerve fibre layer; the axons leave

the eye through the optic nerve head.

• Macula Lutea: a yellow spot on the retina at the back of the eye which sur-

rounds the fovea.
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• Fovea: forms a small indentation at the centre of the macula and is the area

with the greatest concentration of cone cells. When the eye is directed at an

object, the part of the image that is focused on the fovea is the image most

accurately registered by the brain.

• Optic disc: the visible (when the eye is examined) portion of the optic nerve.

The optic disc identifies the start of the optic nerve where messages from cone

and rod cells leave the eye via nerve fibres to the visual centre of the brain.

• Optic nerve: leaves the eye at the optic disc and transfers all the visual infor-

mation to the brain.

• Sclera: the white part of the eye, a tough covering with which the cornea

forms the external protective coat of the eye.

• Rod cells are one of the two types of light-sensitive cells in the retina of the

eye. There are about 125 million rods, which are necessary for seeing in dim

light.

• Cone cells are the second type of light sensitive cells in the retina of the eye.

The human retina contains between six and seven million cones; they function

best in bright light and are essential for acute vision.

More specifically, the region where the nerve fibers meet, form the optic nerve

(papilla or the optic disk) and exit the eye is represented by the optic nerve (Fig. 1.5).

The optic nerve head (ONH) is situated approximately 1.5° below and 15° nasally

from the fovea and is a vertical oval subtending 7.5° by 5.5°. It contains the axons

of the retinal ganglion cells (RGC) gathered into bundles of approximately 20μm in

diameter. This location is referred to as the blind spot since there are no photore-

ceptors in the area. Upon examination of the retina and especially the ONH with

ophthalmic instrumentation, the following structures can be identified (see Fig. 1.5,

Fig. 1.6): the neuroretinal rim which is formed by the nerve fibers and the glia cells,

the excavation (cup), the blood vessels, and in some cases the parapapillary atro-

phy. The normal healthy rim appears as a reddish ring, and it is wider in the infero-
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temporal sector, then supero-temporal, then nasal and then temporal (the ’ISNT’

rule). The ONH is not fully occupied by the nerve fibers; they are located in the

border of the ONH which leads to a small cavity in the center, namely the ‘cup’.

The white colour of the optic disc is a combination of exposure in the hyper reflec-

tive tissue, i.e. the lamina cribrosa. The lamina cribrosa is an extension of the sclera

and its role is to provide support to nerve fibers and blood vessels. In some cases,

the ONH can be quite small, leaving space for a very small cup (or none at all),

because the whole ONH area is occupied by the nerve fibers. Note that the para-

papillary atrophy is induced by atrophic changes in the retinal pigment epithelium

(RPE) which offer a clear view of the hyper reflective layer, the sclera (see Fig. 1.5).

Figure 1.5: Basic anatomy of the eye and the optic nerve head. The cross-section of the
optic nerve head is shown without blood vessels. Reproduced from [Chrástek
et al., 2005].
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Figure 1.6: The optic nerve head structures shown in the reflectivity image provided by
scanning laser tomography.

1.1.3 History of glaucoma

Aristotle was the first writer to use the term γλαύκωμα (glaucoma) during the Hip-

pocratic period [Mailer, 1966], whereas Hippocrates himself used the term γλαύκ-

ωση (glaucosis) to characterise a medical condition leading to a blue-green hue of

the pupil. The term originates from the ancient Greek word γλαυκός (glaucous) and

the ending -ωμα. The former translates to light blue/blue-green hue and the latter

denotes manifestation of some sort of symptom. Despite the fact that this term ac-

tually included several eye diseases, such as cataract, it is probably the first known

written description of glaucoma [Mackenzie, 1830; Taylor, 2009]. To the ancient

Greeks, the term was occasionally used to describe the blue-greenish pupillary hue

in the eyes which is quite different to the normal pupillary colour. However, in

general, it was used to described healthy irides which were glaucous [Leffler et al.,

2015]. As a result, both normal green or pathological irides or with an opacity that

was not dark were referred to as glaukos. The ’Hippocratic texts’ from the tenth

century also described an ophthalmic disorder with symptoms such as inflamma-

tion and raised eye pressure, and in 1348, an eye condition involving hardness of

the eyeball, reduced vision, migranes and a dilated pupil was reported by the Arabic

eye surgeon Sams-ad-Din in Cairo. Nevertheless, besides those findings, very little

is known about the subsequent developments in the understanding of glaucoma un-

til the 1700s [Duke-Elder and Jay, 1969]. The first to deduce that glaucoma is not
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associated with pathology of the lens were the ophthalmologist Pierre Brisseau and

the pathologist Maréchal. In 1709, they conducted a post-mortem examination of

the eyes of the blind physician of King Louis XIV, and deduced that glaucoma is not

associated with lens pathology; Brisseau credited the vitreous for the presence of

the pathology. For more than 100 years, this was the dominant view amongst oph-

thalmologists, until when it was possible to directly assess the (ONH) [Duke-Elder

and Jay, 1969; Brisseau, 1709]. Moreover, since the cataractous lens is exposed by

a medium-dilated pupil in acute angle closure which appears to be rather green and,

until the 17th century, the clinical differential diagnosis of poor visual acuity due to

glaucoma or cataract was not clear [Leffler et al., 2015; Parihar, 2016]. In 1800s,

scientific advancements in the understanding of the anatomy of the eye (Sec. 1.1.2),

made the role of intraocular pressure (IOP) in glaucoma the subject of further re-

search. In 1830, one of the first comprehensive books on Ophthalmology was writ-

ten in the English language by William Mackenzie [Mackenzie, 1830]. Mackenzie

wrote that, compared to healthy eyes, the eyeball in glaucoma always feels harder,

and hence, the role of IOP in glaucoma was established [Mackenzie, 1830; Duke-

Elder and Jay, 1969]. Jaeger and von Graefe presented the first illustration of a

glaucomatous optic disc (Fig. 1.7b). Their findings were associated with globular

protrusion and swelling of the optic disc, perhaps based on the fact that glaucoma

was still considered to be an inflammatory disease at that time. Salomon Stricker

(1834–1898) wrote the ’Manual of Human and Comparative Histology’ between

1869 and 1872. It could be shown, for the first time, that optic nerve fibres and

ganglion cells were diminished in diseases such as glaucoma [Reeves and Taylor,

2004]. In the late 1850s, von Graefe defined three categories with respect to dif-

ferent types of glaucoma, using clinical signs of inflammation: i) acute, ii) chronic

and iii) secondary. He also used a sheet of paper with dots in a row, in order to

assess the visual field at a short distance (Sec. 1.1.3) [v. Graefe, 1856]. von Graefe

noticed the difference in central and peripheral vision between patients with early

stages of chronic glaucoma and those with normal vision. Naturally, von Graefe’s

method was not very accurate due to the proximity and flat surface of the test paper.
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Thus, the peripheral VF was further out than the centre point of vision. However,

von Graefe noticed the difference in central and peripheral vision between patients

with early stages of chronic glaucoma and those with normal vision. Following von

Graefe’s VF test came the arc perimeter, the first instrument for kinetic perimentry

(Fig. 1.8a), which was invented by Aubert and Förster [Aubert and Föerster, 1857].

In the 1890s, this very first perimetric method was further advanced by Bjärrum to

detect specific patterns of visual field defects [Bjerrum, 1889]. Danish ophthalmol-

ogist Jannik Bjärrum identified the characteristic arcuate VF defect, which is now

known as Bjärrum scotoma, and correlated it with defects in the retinal nerve fibre

layer (RNFL) [Harrington, 1964; Salzmann, 1914, 1915; Dellaporta, 1975]

(a) (b)

Figure 1.7: a) Drawings of the first ophthalmoscope from the article by Helmholtz entitled
Beschreibung eines augen-spiegels: zur untersuchung der netzhaut im leben-
den auge, which was published in 1851. b) Eduard Jaeger’s illustration of a
glaucomatous optic disc from 1854 (Ueber Staar und Staaroperationen, Wien),
showing ‘amaurosis arthritica (glaucomatosa)’. Note that the glaucomatous
optic disc is perceived to be swollen, not cupped. Reproduced from Jaeger E.
Ueber Staar und Staaroperationen (1854): Figure XXXIV, p 103.
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(a) (b)

Figure 1.8: a) Illustration of the first simple arc perimeter. Reproduced from [Aubert and
Föerster, 1857]. b) Drawing of the angle, made by Trantas in 1918. The angle
was viewed with an ophthalmoscope while the limbus was indented by the
examiner’s finger. Reproduced from [Dellaporta, 1975].

In 1898, the Greek physician Alexios Trantas investigated the iridocorneal an-

gle in vivo with the aid of an ophthalmoscope and finger indentation [Trantas, 1907;

Alward, 2011; Dellaporta, 1975]. He accidentally visualized the iridocorneal angle,

while examining the anterior part of the retina and the ora serrata, together with

the ciliary body (Fig. 1.8b). Following Trantas, Austrian ophthalmologist Maxim-

ilian Salzmann actually improved this gonioscopic technique using specially man-

ufactured contact. Despite the fact that the first scleral indentation tonometer for

measuring IOP had already been invented by von Graefe in 1865 [Monnik, 1868],

the Norwegian ophthalmologist Schiøtz, in 1905, constructed a well-standardized

and easily used corneal indentation tonometer. At that time, tonometry was adopted

more widely by ophthalmological community [Schiötz, 1905]. In the 1960s, Hans

Goldmann developed the more accurate applanation tonometer which is still in use

in modern glaucoma clinical practice [Goldmann, 1955]. In 1916, Zeiss invented

the sitlamp biomicroscope which resulted in a more accurate evaluation of the iri-

docorneal angle in glaucoma and improvements in gonioscopy. This instrument is

perhaps one of the greatest inventions in ophthalmology leading to bettter under-

standing of a variety of ocular diseases and their management. In 1920, Koeppe

developped a contact lens for optimal gonioscopy [Koeppe, 1918, 1920]; this lens

is still widely used today. The American ophthalmologist Otto Barkan classified

glaucoma through categorization of primary glaucoma according to the appearance
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of the iridocorneal angle on gonioscopy [Barkan et al., 1936]. A few years ear-

lier, Thorburn concluded that the majority of his glaucoma patients actually had

open iridocorneal angle [Thorburn, 1927]. In 1969, a study using the cup-to-disc

ratio (C/D ratio) to assess structural changes in glaucoma made a big impact [Ar-

maly, 1969]. Concurrently, other groups investigated morphological changes spe-

cific to glaucoma, such as thinning of the neural rim [Cher and Robinson, 1973],

disc haemorrhages [Drance and Begg, 1970; Airaksinen et al., 1981], saucerization

of the disc [Snydacker, 1964; Read and Spaeth, 1974], focal nothches [Hitchings

and Spaeth, 1976] and RNFL defects [Hoyt and Newman, 1972; Hoyt et al., 1972;

Sommer et al., 1977; Quigley et al., 1980; Airaksinen and Alanko, 1983; Jonas

et al., 1989].

1.2 Glaucoma: a clinical overview
The term ‘glaucoma’ represents a family of chronic, progressive optic neuropathies,

characterised by distinctive structural changes to the ONH and retinal nerve fibre

layer (RNFL). Retinal ganglion cell (RGC) axon loss, probably as a consequence of

damage at the optic disc, causes a loss of vision, predominantly affecting the mid-

peripheral visual field and in the ‘macula vulnerability zone’ [Hood et al., 2013;

Garway-Heath et al., 1997]. More specifically, glaucoma is caused by progressive

retinal ganglion cell (RGC) loss in which RGC axons degenerate. This progressive

damage and loss is associated with characteristic structural changes in the optic

nerve and RNFL, giving rise to a characteristic appearance of the ONH and pattern

of VF loss. The neuro-retinal rim, the region of entry of the optic nerve into the

eye, is progressively damaged leading to vision loss and blindness. The damage to

the optic nerve cannot be reversed and glaucoma cannot be cured. Progression of

glaucoma is generally slow and quiet, often with no symptoms in the early stages.

Naturally, there are some rare acute forms of glaucoma but most glaucoma patients

have a chronic, slowly progressive disease. Progression of the disease can vary

widely between patients: some may not experience any substantial sight loss over

the course of their lifetime, whereas others may deteriorate very quickly. Thus,
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evaluating the rate of deterioration of the pathology is crucial in order to assess the

risk of functional impairment and to establish sound treatment strategies.

1.2.1 Main classification

There are two main classification schemes for glaucoma: (i) that based on the

etiology, or underlying ocular or systemic disorder, and (ii) that based on the

anatomic mechanism of pressure elevation. The latter primarily separates glaucoma

by whether the angle is open or closed, and further subdivides these main categories

into primary and secondary forms [Morrison and Pollack, 2003]. Thus, glaucoma

can be broadly classified into open-angle glaucoma (OAG) and angle-closure glau-

coma (ACG) based on the gonioscopic appearance of the angle. In what follows, I

will briefly describe OAG and ACG as further analysis on the subcategories (child-

hood glaucomas, glaucomas associated with ocular and systemic disorders, etc.) is

beyond the scope of this thesis and it is more convenient to keep these two categories

intact because they usually present as distinct clinical entities.

1.2.1.1 Angle-closure glaucoma

Primary angle-closure glaucoma (PACG) accounts for the majority of patients in

the ACG category. The most common type of ACG affects shallow-chambered

eyes, in which the aqueous humor cannot pass freely from the posterior chamber,

through the pupil, and into the anterior chamber. The peripheral iris is pushed as

a result of the resistance of the iridolenticular block upon surpassing the pressure

in the posterior chamber. Thus, the major causes for this type of glaucoma are

either the temporary apposition of the peripheral iris to the trabecular meshwork or

the permanent adhesions in the anterior chamber angle. The former can occur as a

primary condition, without associated ocular abnormalities, and present as either an

acute, chronic, or intermittent elevated IOP. Thus, primary anatomic conditions can

pre-dispose the eye either to pupillary block glaucoma or to gradual shallowing of

the anterior chamber angle.
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1.2.1.2 Open-angle glaucoma

The family of open-angle glaucomas accounts for the majority of all types of glau-

coma. Patients with primary open-angle glaucoma (POAG) have typical glaucoma-

tous optic nerve damage and characteristic visual field loss. In about 50% of cases,

initial measured IOP is above 21 mm Hg. Those patients with elevated pressures

but no nerve damage are said to have ocular hypertension, and in some cases, war-

rant observation. Other patients with characteristic optic nerve damage may not

have IOP above 21 mm Hg and are categorized as having normal-tension glaucoma

(NTG). To some degree, the differences among these three conditions may reflect

a spectrum of optic nerve susceptibility to IOP. Primary open-angle glaucoma con-

stitutes the majority of patients in the OAG category, and this group includes NTG.

The initiating event, or underlying etiology, may reside in the trabecular meshwork,

increasing aqueous outflow resistance and IOP. It could also be a genetic predispo-

sition for structural alterations in the that affect the support or nutrition of the optic

nerve axons.

As we improve our understanding of the genetic basis of these diseases, we

will eventually be able to omit the terms primary and secondary because all forms

of glaucoma will have a known etiologic basis, either a genetic or more direct ocular

cause.

1.2.2 Risk factors and genetic predisposition

Evidence-based risk assessment is crucial for patient-specific glaucoma manage-

ment. Identifying high-risk individuals by employing knowledge of risk factors for

VF deterioration allows for individualized treatment strategies and better monitor-

ing.

1.2.2.1 Risk factors for primary angle-closure glaucoma

Several studies have suggested that individuals of Asian decent present high risk of

PACG [Quigley and Broman, 2006; Cook and Foster, 2012], and, more specifically,

those of Chinese descent have a even greater risk for PACG as shown in [Seah

et al., 1997]. Known risk factors, indeed, include smaller eye size [Alsbirk, 1975],
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more crowded anterior chamber, short axial length, and a thick and anteriorly po-

sitioned lens [Alsbirk, 1975; Rosengren, 1950; Lowe, 1970]. The mean anterior

chamber depth and axial length is not significantly different between different eth-

nicities [Congdon et al., 1997]. Age, sex and refractive error have been shown to

increase risk of PACG as well [Lowe, 1970; Seah et al., 1997; Salmon et al., 1993];

older patients, women and patients with refractive errors of more than +1 dioptres

have been shown to be more likely to develop PACG.

1.2.2.2 Risk factors for primary open-angle glaucoma

Many studies have previously tried to identify risk factors for POAG. Among them,

five large, randomized controlled trials stand out and have investigated risk factors

for the progression of established OAG: the United Kingdom Glaucoma Treatment

Study [Founti et al., 2020], the Early Manifest Glaucoma Trial (EMGT) [Leske

et al., 2007], the Advanced Glaucoma Intervention Study [Nouri-Mahdavi et al.,

2004], the Collaborative Initial Glaucoma Treatment Study [Musch et al., 2009] and

the Collaborative Normal Tension Glaucoma [Alward et al., 1998; Drance et al.,

2001]. Their findings suggest that older age [Leske et al., 2007; Nouri-Mahdavi

et al., 2004; Musch et al., 2009], higher intraocular pressure (IOP) [Leske et al.,

2007; Nouri-Mahdavi et al., 2004; Musch et al., 2009; Alward et al., 1998; Drance

et al., 2001; Founti et al., 2020], bilateral disease [Founti et al., 2020], smok-

ing [Founti et al., 2020] and disc hemorrhages [Leske et al., 2007; Drance et al.,

2001], have been associated with the progression of OAG. The most important and

only known modifiable risk factor is the level of IOP.

1.2.2.3 Genetics

Glaucoma is not only a clinically complex disease but also a genetically complex

one. Advancements in genetics and genome-wide association studies and tech-

niques have enabled us to localize several genes related to POAG as well as iden-

tified genes related to other types of glaucoma. Recent genome-wide association

studies have identified novel loci for POAG (ABCA1, AFAP1, GMDS, PMM2,

TGFBR3, FNDC3B, ARHGEF12, GAS7, FOXC1, ATXN2, TXNRD2) [Thorleif-

sson et al., 2010; Burdon et al., 2011; Wiggs et al., 2012; Gharahkhani et al.,
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2014; Springelkamp et al., 2015; Chen et al., 2014; Bailey et al., 2016] and PACG

(primary angle-closure glaucoma (EPDR1, CHAT, GLIS3, FERMT2, DPM2-

FAM102) [Vithana et al., 2012; Khor et al., 2016]. Thus, understanding the genetics

of glaucoma [Team et al., 2021; Khawaja et al., 2016] and the functions of the iden-

tified genes, will shed light to the mechanism of disease and, consequently, to novel

treatments.

1.2.3 Relationship to other diseases

The retina, anatomically and developmentally, is an accessible and directly visible

extension of the Central Nervous System (CNS) and, naturally, the brain; it con-

sists of retinal ganglion cells, the axons of which form the optic nerve, the fibres

of which are, in effect, CNS axons. As a result, exploiting the fact that the eye is

a window to the brain, contemporary retinal research is focusing on examining and

unravelling the complexity of other neurological changes [London et al., 2013] such

as Alzheimer’s disease [Koronyo-Hamaoui et al., 2011; Guo et al., 2010], Parkin-

son’s disease [Matlach et al., 2018], multiple sclerosis [Oliveira et al., 2012; Trip

et al., 2005] and Gaucher disease [McNeill et al., 2013].

1.2.4 Therapeutic approaches for glaucoma

Glaucoma treatment and management currently aims at reducing IOP; the most

important and only known modifiable risk factor (Sec. 1.2.2.2). There are three

categories of glaucoma treatments:

• Medical therapy: The vast majority of glaucoma is initially treated with top-

ical agents delivered as eye drops. There are several effective classes of oc-

ular medications for glaucoma, including prostaglandin analogues (PGAs),

β -blockers, α-adrenergic agonists and carbonic anhydrase inhibitors (CAIs),

pilocarpine, and rho-kinase inhibitors and nitric-oxide donating compounds,

such as latanoprotene bunod. Patient-specific pharmacological management

is based on the type and severity of the pathology.

• Laser therapy: Trabeculoplasty using laser aims to lower IOP by causing fo-

cal contraction of the trabecular meshwork beams and widening of adjacent
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intertrabecular spaces, or by altering endothelial cell function to decrease the

resistance to aqueous humor outflow. In [Gazzard et al., 2019], the authors

showed that selective laser trabeculoplasty should be offered as a first-line

treatment for open angle glaucoma and ocular hypertension, supporting a

change in clinical practice.

• Surgical therapy: When medical management fails to lower IOP, filtration

surgery, i.e. trabeculectomy, to remove of a block of limbal tissue beneath

a scleral flap is usually performed. Surgery may be an acceptable primary

treatment when patients present with an advanced stage of glaucoma: better

IOP-lowering and similar quality of life [King et al., 2021].

As seen in Sec. 1.2.2.3, genetic technology has provided previously unimag-

inable insights to glaucoma-related genes. Studying and manipulating biological

disease pathways can pave the way for novel gene-based therapies. Gene discovery

and genome sequencing also enables the development of individual screening tests

capable of identifying individuals at risk before disease onset [Hamid et al., 2021].

1.2.5 Public health impact

In spite of many advances in the treatment and diagnosis of glaucoma, the funda-

mental causes of most glaucomas remain unknown. PACG accounts for <10% of

glaucoma cases in the USA and Europe, but almost for half of glaucoma cases in

other nations (mostly Asia), whereas POAG accounts for 90% of glaucoma cases in

the USA and Europe. In 2010, a total of 60.5 million people were affected by pri-

mary open-angle glaucoma (POAG) and primary angle-closure glaucoma (PACG)

globally, accounting for 2.65% of the population over the age of 40 years [Fried-

man et al., 2004; Tham et al., 2014]. The frequency of glaucoma worldwide rep-

resents about 13% of all cases of blindness and has a prevalence rate of almost

1% in the whole population. Fewer than 50% of individuals with glaucoma are

aware of their disease in developed countries. In the developing world the rate

of awareness of this disease is even lower [Quigley et al., 1992; Michelson and

Groh, 2001]. Today, glaucoma is the leading cause of irreversible blindness world-
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wide and the second major cause for blind registration in the UK [Quartilho et al.,

2016; Resnikoff et al., 2004; Bunce and Wormald, 2008]. The global distribution

of glaucoma (Sec. 1.2.2.1, Sec. 1.2.2.2) strongly suggests that people of certain

ethnic groups are more likely to have either PACG or POAG. This helps the prac-

titioner diagnose and treat the individual glaucoma patient. From a public health

perspective, understanding the epidemiology of PACG and POAG helps us deter-

mine why certain individuals are more likely to develop these conditions, and can

improve the screening, treatment, and prevention of blindness. The vision loss is

associated with restricted mobility [Friedman et al., 2007], falls and motor vehicle

accidents [Haymes et al., 2007; Sotimehin and Ramulu, 2018; Odden et al., 2020].

The VF loss and medications for treatment of the pathology highly affect daily

life activities. As a result, the economic impact of glaucoma cannot be easily es-

timated. However, the prevalence of glaucoma contributes to significant direct and

indirect costs. Direct medical costs include ocular medication, hospital visits and

glaucoma-related procedures and examinations, whereas direct non-medical costs

include transportation, public health costs, guide dogs and (nursing) home care. As

far as the indirect costs are concerned, they mainly reflect degradation in quality of

life and loss of productivity, mostly including the productivity costs born by care-

givers such as family members and friends [Tham et al., 2014]. Statistical data

indicate that the direct costs for glaucoma treatment in the United States of Amer-

ica are about $400 million a year and data from the United Kingdom from 1990

showed direct costs for glaucoma treatment of about £88.2 million. As a result, low

awareness and high costs, both direct and indirect, connected to glaucoma are obvi-

ous reasons for improved methods of screening and therapy for glaucoma [Quigley,

1996; Michelson and Groh, 2001]. Thus, it is evident that glaucoma is a significant

public health matter.

1.3 Diagnosis of glaucoma
Glaucoma is an important public health issue (Sec. 1.2.5) and thus, it is of utmost

importance to be able to identify and diagnose the pathology. Also, in glaucoma
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management, the preservation or improvement of visual function is the primary ob-

jective. As a result, both a valid definition of glaucoma and good clinical knowledge

and instrumentation are required. In this section, I will present the most significant

tools for glaucoma diagnosis [Sanchez-Galeana et al., 2001; Greaney et al., 2002;

Medeiros et al., 2004]: i) evaluation of the optic nerve head, ii) confocal scanning

laser ophthalmosocpy, iii) scanning laser polarimetry, iv) optical coherence tomog-

raphy and v) visual field testing with standard automated perimetry.

1.3.1 Structural diagnosis

1.3.1.1 Optic nerve imaging

In spite of our advanced knowledge of the appearance of a glaucomatous ONH, its

assessment is still a difficult and demanding task that requires better understanding

with respect to both the specific characteristics of glaucomatous changes and normal

population variability [Garway-Heath and Hitchings, 1998]. Quantitative descrip-

tion of morphological optic disc features, such as the optic cup, area of the optic

disc, and neuroretinal rim, is possible by the usage of optic disc photographs [Bal-

azsi et al., 1984; Airaksinen et al., 1985b; Britton et al., 1987; Jonas et al., 1988b,a;

Garway-Heath and Hitchings, 1998]. Airaksinen et al. [Airaksinen et al., 1985b]

and Balazsi et al. [Balazsi et al., 1984] showed that the neuroretinal rim area is a

useful indicator of glaucoma presence but the high variability in normal and glauco-

matous populations presents difficulties in discriminating the two groups [Balazsi

et al., 1984]. A significant proportion of referrals to glaucoma clinics is largely due

to disc appearance. However, many of those patients have large discs with large

cups, which might be normal as shown in previous studies [Britton et al., 1987;

Jonas et al., 1988a; Caprioli and Miller, 1987]. In Fig. 1.9, optic disc photographs

of individuals with and without glaucoma are illustrated. Note the size differences

at the area of the optic disc.
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Figure 1.9: (A) Left optic disc of a 65 year old man from the control group. (B) Left optic
disc of a 62 year old man with an early glaucomatous visual field defect. (C)
Left optic disc of a 65 year old man from the control group. (D) Right optic
disc of a 40 year old woman with an early glaucomatous visual field defect.
Reproduced from [Garway-Heath and Hitchings, 1998].

1.3.1.2 Confocal scanning laser ophthalmoscopy

Qualitative evaluation of disc photographs is highly variable and subjective but after

the development of the scanning laser ophthalmoscope (SLO), a greater objectiv-

ity in the description of disc topography was introduced [Wollstein et al., 1998].

Firstly, the laser tomographic scanner was developed which uses light to produce

multiple depth scans and to create topographic data [Zinser et al., 1989]. The prin-

ciple of Moorfields regression analysis (MRA [Wollstein et al., 1998]) was estab-

lished for optic disc photographs and then applied to SLO images. The MRA and

the Glaucoma Probability Score (GPS) [Swindale et al., 2000], were incorporated

into the Heidelberg Retina Tomograph (HRT), resulting in a more sophisticated ver-

sion of this instrument. Both instruments achieve high reproducibility of measure-

ment data [Rohrschneider et al., 1994; Chauhan et al., 1994; Dreher et al., 1991;

Rohrschneider et al., 1993]. Fig. 1.10 and Fig. 1.11, show the usefulness of this

method to distinguish between normal discs and early glaucomatous changes.
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Figure 1.10: Heidelberg Retina Tomograph images of two participants of the study with
similar cupping of the optic nerve head. Reproduced from [Wollstein et al.,
1998].

Figure 1.11: Heidelberg Retina Tomograph images from the same participants as in
Fig. 1.10 after analysis. The central coloured areas represent the optic disc
with the red area representing the optic cup. The linear regression technique
correctly identifies the left image as a normal optic nerve head and the right
image as an optic nerve head with early glaucomatous changes. Reproduced
from [Wollstein et al., 1998].

1.3.1.3 Scanning laser polarimetry

Scanning laser polarimetry uses scanning laser technology and is based on the bire-

fringent properties of the RNFL. A scanning unit is coupled with an integrated po-

larization modulator to provide a retardation map of the peripapillary retina thereby

indirectly quantifying the thickness of the RNFL; the returning light that has been

naturally phase-shifted by the birefringence in the RNFL is compared to the orig-

inal laser beam polarization [Schlottmann et al., 2004]. The GDx was the third-

generation polarimeter after the Nerve Fiber Analyzer II, and an integrated com-

ponent to compensate for the contribution of the corneal retardation was used, i.e.
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fixed corneal compensator (FCC). However, the GDx assumed that all corneas have

the same polarization axis and magnitude, i.e. slow axis of corneal birefringence of

15° nasally downward and a magnitude of 60 nm. As a result, the RNFL thickness

(RNFLT) was poorly estimated [Greenfield et al., 2000]. In 2002, a prototype GDx

with a variable corneal compensator (VCC) was developed to compensate for the

individual corneas [Zhou and Weinreb, 2002]. In the VCC, to measure the corneal

birefringence, the radial birefringence of Henle’s fiber layer in the macula was used

as an “intraocular polarimeter”. Based on these measurements, the VCC can be ad-

justed for each eye. Fig. 1.12 shows three RNFL profiles with different retinal nerve

fibre loss. Production of the GDx was discontinued once OCT technology became

established (Sec. 1.3.1.4).

Figure 1.12: GDx optic nerve fiber analyzer. (a) Normal retinal fibres (b) Moderate retinal
fibre loss (c) Sever nverve fibre loss.

1.3.1.4 Optical coherence tomography

Optical coherence tomography (OCT) is a noninvasive technique of tissue imaging

and, since its introduction in 1991, it has become an essential part of ophthalmo-

logical clinical practice and of the quantitative evaluation of the RNFL in glau-

coma [Fujimoto et al., 2000; Huang et al., 1991; Fercher et al., 2003]. OCT imag-

ing can be thought of as a form of “in vivo histology” [Jaffe and Caprioli, 2004]

(Fig. 1.13) and offers ophthalmologists the ability to perform detailed analysis of

structural changes in the eye during disease progression or management. The first

ophthalmic applications of OCT were in tissues in the anterior part of the eye [Izatt

et al., 1994] and to detect various diseases of the macula, identification and char-
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acterization of macular holes, lamellar macular holes, macular cysts, vitreomacular

traction, subretinal fluid, pigment epithelial detachment, and choroidal neovascular-

ization, macular edema, and to measure retinal fiber layer thickness (RNFL) [Jaffe

and Caprioli, 2004; Puliafito et al., 1995].

OCT is based on the principle of low coherence interferometry and uses low

coherent light to capture micrometer-resolution images from within biological tis-

sue offering high-resolution, cross-sectional tomographic imaging. Low coherence

interferometry measures indirectly the reflected waves that return from the individ-

ual tissue surfaces (where there is a change in refractive index). Light from a low

coherent light source is split in two parts: one part is directed to the sample tissue

and the other is directed to a reference beam with a known path length. The op-

tical delay and the strength of back-reflection are computed using the interference

patterns as the light returns from the individual tissue surfaces. The depth-resolved

line profile of the tissue, i.e. one interferometric measurement, form one reflec-

tivity profile for that depth and is referred to as A-scan. Repeating the process at

incremental steps, i.e. scanning the beam laterally across the tissue sample, forms

cross-sectional images referred to as brightness scans (B-scans).

Despite its usefulness, OCT has its limitations in terms of image quality, the

presence of media opacity and it is highly dependent on operator technique. Even

with perfect fixation, small eye movements such as tremor, drift and microsaccades

occur throughout fixation. However, the advantages of OCT imaging include:

• Axial resolutions of 1 to 15µm which is close to that of histopathology

(Fig. 1.13), allowing visualization of the architectural and partial cellular mor-

phology. This resolution is two orders of magnitude higher than that of ul-

trasound (US) and in contrast to US there is no need of either a transducing

medium or direct contact with the tissue.

• In situ and real-time application without the need of biopsy. As a result, OCT

provides instant differential diagnosis.

• Interface with a wide range of surgical devices and instruments such as endo-

scopes and laparoscopes.
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The OCT variants that have been developed are different implementations of the in-

terferometric detection method: time-domain OCT (TD-OCT) and Fourier-domain

OCT (FD-OCT), with latter having a a clear sensitivity advantage over the former.

FD-OCT can be further divided into two categories: swept-source OCT (SS-OCT)

and spectral-domain OCT (SD-OCT). Generally, the OCT image can be displayed

on a gray scale where more highly reflected light is brighter than less highly re-

flected light. Alternatively, it can be displayed in colour whereby different colours

correspond to different degrees of reflectivity. Highly reflective structures are shown

with bright colours (red and white), while those with low reflectivity are represented

by darker colours (black and blue). Those with intermediate reflectivity appear

green [Jaffe and Caprioli, 2004]. I will briefly introduce TD-OCT and FD-CT in

the following paragraphs.

Figure 1.13: Comparison of OCT to histopathological section. (Top) OCT of the normal
macula. (Bottom) Histopathological section through normal macula. GCL
= ganglion cell layer; ILM = internal limiting membrane; INL = inner nu-
clear layer; IPL = inner plexiform layer; IS = photoreceptor inner segments;
NFL = nerve fiber layer; ONL = outer nuclear layer; OPL = outer plexiform
layer; OS = photoreceptor outer segments; RPE = retinal pigment epithelium.
Reproduced from [Fujimoto et al., 2000].

Time-Domain OCT In TD-OCT (introduced in the late 1990s) depth-information

is obtained after a reference arm is translated longitudinally in time and thus, im-

age resolution is a function of time since the interference pattern is resolved in

time [Huang et al., 1991]. The back-scattered light is superimposed with light from
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a reference beam, obtained with a beam splitter in the path from the light source

to the tissue. Only light from a small depth range contributes to the oscillatory

signal since only that light has a substantial temporal coherence with the reference

beam. TD-OCT greatly improved the resolution of the two-dimensional imaging

of its earlier simpler OCT predecessors [Drexler et al., 1999, 2001, 2003; Drexler,

2004]. Stratus OCT (Carl Zeiss-Meditec, Dublin, California, USA) was one of the

modern OCT instruments based on the time-domain technique. This device has a

theoretical resolution of <10µm and can acquire images at a rate of 400 axial scans

per second [Paunescu et al., 2004]. However, the speed of TD-OCT scanning is

limited by the temporal coherence properties of the light source, as well as its need

for a movable reference mirror. Fig 1.13 illustrates a TD-OCT image and the cor-

responding histopathological section of the macula and overlay the corresponding

segmentation of the depicted retinal layers. Until recently, TD-OCT was the most

widespread OCT technology, until a newer SD-OCT technique appeared.

Fourier-Domain OCT Fig. 1.14 illustrates the main components of an FD-OCT

system, including the key technical differences between SD- and SS-OCT. For both

systems, instead of recording only the overall back-scattered optical powers, the in-

strument records the whole optical spectra of that light. The system gathers depth

information from spectral data by Fourier transformation, thus measuring the inter-

ferometric signal as a function of optical frequencies. The light is directed to an

interferometer, which designed similarly for both SD- and SS-OCT systems. SD-

OCT eliminates the need for a moving reference mirror [Nassif et al., 2004; Chen

et al., 2005] and at the beam splitter, the light is split into a reference arm and a

sample arm. The reference arm consists of a reflector at a known distance whereas

in the sample arm the light is deflected by a scanner. After back-reflection from the

sample and the reference arm, the light is recombined at the beam splitter and leaves

the interferometer. The detector samples the combined light wavelength-by-wave-

length to record the interference spectrum. Essentially, we can consider each optical

wavelength to provide information about the variation of optical properties of the

tissue with a certain spatial period. The spatial dependence can then be retrieved
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by applying a Fourier transform to convert the spectral information into an A-scan.

For instance, SD-OCT improves depth resolution by a factor of three (axial resolu-

tion up to 3.8µm) and allows a significantly higher acquisition speed (40.000 axial

scans per second); imaging speeds are 50 times faster than TD-OCT, the density of

images per unit area is increased and motion artefacts are minimized [Leung et al.,

2010b]. Fig. 1.15 depicts the backscattered intensity difference between adjacent

retinal layers for 845 and 1060 nm in decibel.

Figure 1.14: The setup of Spectral-Domain OCT (left pane) and Swept-Source OCT (right
pane) mainly differs with respect to the light source and detector. Other core
elements needed for OCT, including the interferometer, scanning, and focus-
ing optics can be the same. Reproduced from [Teussink et al., 2019].

Figure 1.15: The relative contrast or backscattered intensity difference between adjacent
retinal layers for 845 and 1060 nm in decibel. A positive value in contrast
means that the upper layer is more reflective than the lower. Reproduced
from [Teussink et al., 2019].
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OCT is employed to assess glaucoma obtaining estimates of RGC axon loss

by the surrogate measurement of retinal thickness measurements and of ganglion

cell layer in the macula [Hood et al., 2013]. Thickness measurements are made

of the segmented retinal layers so that OCT provides quantitative measurements of

both the ONH and the RNFL 1.16. OCT is an accurate and reproducible method to

assess glaucoma particularly, when used in combination with standard automated

perimetry. As a result, the combination of structure and function is a powerful tool

to differentiate glaucomatous from normal eyes.

Figure 1.16: Optical coherence tomograph scan of the RNFL. (a) En face view of the
ONH, position of the scan circle (green circle) and fovea (blue line extend-
ing between the ONH and the fovea); (b) retinal image cross-section around
the ONH (the red lines delimit the RNFL on the retinal surface; glaucoma-
tous thinning is indicated); (c) classification of the RNFL thickness in sec-
tors around the ONH (the inferotemporal sector is outside normal limits); and
(d) segmented RNFL thickness (black line) in relation to population normal
ranges (green 5–95%, yellow 1% to > 5%, red < 1%) with glaucomatous
thinning indicated. Reproduced from [Garway-Heath et al., 2018].

Fig 1.17 illustrates a pair of TD- and SD-OCT images depicting the same

anatomical retinal layers. Fig 4.6a, Fig 4.6b are acquired from Stratus OCT (Carl

Zeiss-Meditec, Dublin, California, USA) and from Heidelberg Spectralis OCT

(Heidelberg Engineering, Heidelberg, Germany), respectively.
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(a) TD-OCT (b) SD-OCT

Figure 1.17: Example of a TD-OCT and SD-OCT image pair depicting the same anatomi-
cal retinal structure. (a) TD-OCT (b) SD-OCT

1.3.2 Functional diagnosis

In 1940s, following Bjärrum advancements, static perimetry was developed [Sloan,

1940] enabling quantitative measurements of light sensitivity in the visual field.

The automation of the technique came after years of research [Fankhauser et al.,

1972, 1977; Heijl and Krakau, 1975] and the advent of modern technology led to

revolutionising perimetry by enhancing the accuracy and the standardization of VF

measurements into its current form, i.e. standard automated perimetry (SAP): both

the presentation of the stimuli and the registration of patient responses are auto-

mated.

Although both structural and functional changes occur overtime, func-

tional progression correlates more closely with quality of life for glaucoma pa-

tients [McKean-Cowdin et al., 2008]. Therefore, vision tests are of utmost clinical

importance. The principal vision function test in glaucoma management is the

visual field (VF) test (perimetry); this aims to locate damaged areas in a patient’s

field of vision using an automated instrument that systematically measures the

eye’s sensitivity to detect dim spots of light at various locations across the VF

(Fig. 1.18). White-on-white SAP remains the reference standard to assess rates

of visual function loss in glaucoma and estimate risk of impairment from the dis-

ease. In Fig. 1.18a, a contrast stimulus from SAP is projected on different locations

of the retina and the subject responds whenever the stimulus is perceived. Fig.

1.18b and Fig. 1.18c illustrate differential light sensitivity (DLS) of the retina and

corresponding visual pathway. SAP assesses the DLS defined as:
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DLS =
Lb

Lt−Lb
(1.1)

where Lb is background luminance and Lt the stimulus luminance at thresh-

old [Greve, 1973]. DLS is evaluated at different locations in the central retina and

is typically expressed in a decibel scale:

DLS = 10× log10
Lmax

Lt−Lb
(1.2)

where Lmax is the perimeter’s maximum stimulus luminance.

Figure 1.18: Visual field measured by standard automated perimetry (SAP). (a) Contrast
stimulus from SAP is projected on different locations of retina. (b) SAP as-
sesses differential light sensitivity (DLS) of the retina and corresponding vi-
sual pathway. (c) DLSs are measured at various locations (dots) on the retina.
(e) Conventional DLS plot in log-scale. Darker shading represents lower DLS.
(f) Measurements of DLS over time form a complex spatial-temporal time se-
ries. Reproduced from [Zhu et al., 2014].
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Fig. 1.18c illustrates DLSs measured at various locations (dots) on the retina.

Central vision is marked by the point (0°, 0°) which corresponds to the fovea on

the retina; the optic nerve head is the anatomical blind spot. In the most widely

used perimeter - the Humphrey perimeter - locations are tested in a regular grid

across a patient’s field of view. Nevertheless, this grid does not respect the actual

anatomical arrangement of the retinal nerve fibres transmitting signals from the

retina to the brain. These test locations are not only correlated to their neighbours

but also to the optic nerve fibres (blue curves) passing through them [Garway-Heath

et al., 2000]. The visual field is divided into superior and inferior hemifields on

the vertical axis and into nasal and temporal regions on the horizontal axis. As

shown in Fig. 1.18d, the DLS at a location on the retina is derived at the 50%

probability of the visual system responding to a contrast stimulus and is related to

the biological response to light of relay neurons in the visual pathway [Zhu et al.,

2014]. In Fig. 1.19, a grayscale representation of a VF is illustrated. In the left part

of the image the physiological blind spot can be readily seen, whilst in the center

of the image the central vision point is pointed out. On the top part of the image,

one amongst other reduced peripheral sites of vision, is illustrated. The stability

of glaucoma treatment is evaluated by monitoring the visual field with SAP tests.

The tests are repeated at regular intervals which range between two months and two

years over the patient’s lifetime. The major problem in VF testing is variability in

measurements. The sources of variability include variation in cognitive function

and cognitive load (such as fatigue, tension etc.) and in - decision criteria, learning

effects and distractions in the test environment.
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Figure 1.19: Greyscale representation of the VF. Glaucomatous VF showing loss of retinal
light sensitivity in the upper part of the peripheral VF. The central vision is
mediated by the fovea. The physiological blind spot is the location of the
ONH. Reproduced from [Garway-Heath et al., 2018].

1.3.3 Structure-Function relationship

The association between neural rim image-based measurements, RNFL loss and

VF damage is well studied and recognised [Airaksinen et al., 1985a; Jonas and

Guündler, 1997; Bartz-Schmidt et al., 1999; Garway-Heath et al., 2002; Ajtony

et al., 2007] and the spatial relationship between the structural damage and VF

loss has been established [Garway-Heath et al., 2000]. The relationship has been

found to be curvilinear for the relationships between differential light sensitivity

(DLS), measured in decibels (dB), and number of ganglion cells [Garway–Heath

et al., 2000; Harwerth et al., 1999] and neuroretinal rim area [Airaksinen et al.,

1985a; Jonas and Guündler, 1997; Garway-Heath et al., 2002]. However, Garway-

Heath et al. [Garway-Heath et al., 1999], showed that function appears to have a

linear relationship to structure when differential light sensitivity is expressed in the

unlogged-DLS scale.

The diagnostic utility of imaging-based measurements is well-recognised

[Izatt et al., 1994; Schuman et al., 1995b,a; Garway-Heath and Hitchings, 1998;

Wollstein et al., 1998; DeLeón-Ortega et al., 2006; Akashi et al., 2013] and the abil-

ity of imaging-based measurements to detect glaucoma deterioration is supported

by a plethora of publications [Chauhan et al., 2001; Wollstein et al., 2005; Artes and

Chauhan, 2005; Strouthidis et al., 2006; Leung et al., 2010a; Mansouri et al., 2011;
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Xin et al., 2011; Leung et al., 2012, 2013; Leung, 2014; Abe et al., 2016]. Pro-

gressive structural change has been shown to be useful as a predictor of subsequent

VF loss [Chauhan et al., 2009; Medeiros et al., 2009] and the potential benefits of

combining VF and OCT data could i) result in more sensitive and, perhaps, more

rapid identification of glaucoma progression ii) more accurate assessment of rates

of deterioration, with consequently improved clinical outcomes, and iii) a reduced

frequency of patient visits to clinics and subsequent testing. Combining VF and

OCT data may also enable a reduction in study population size and study duration

in clinical trials, thus allowing a greater number of new treatments to be assessed

and brought to patients more rapidly.

1.4 Research Problem

1.4.1 Problem statement and motivations

As outlined in Sec. 1.2, glaucoma is represented by a family of chronic, progressive

optic neuropathies. The disease is characterised by distinctive structural changes to

the ONH and to the RNFL that lead to loss of visual function. Evaluating the pro-

gression rate of the pathology is crucial in order to assess the risk of functional

impairment and to establish sound treatment strategies. Currently, all therapies

for glaucoma have been licensed on the basis of their ability to lower intraocular

pressure (IOP). However, the main outcome of interest to people with glaucoma is

vision-related (VR) quality of life (QoL). Although lowering IOP has been shown

to slow visual field (VF) loss [Garway-Heath et al., 2015], IOP is a far-removed

surrogate for VR QoL in glaucoma. Furthermore, IOP would obviously be an inap-

propriate outcome for a trial of a neuroprotective treatment with no effect on IOP.

In contrast, the association of VR QoL measures with VF loss and other measures

of vision has been established [Shakarchi et al., 2019]. Measurements of visual

function are recognised by regulatory authorities as the appropriate primary out-

come measure for clinical trials in glaucoma [Weinreb and Kaufman, 2011] and the

major clinical trials which have evaluated vision function as the primary outcome

have used progressive VF loss as the main outcome measure. VF tests results are
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recognised to be highly variable, making the detection of change challenging. The

low precision leads to the requirement for large trial sample sizes, a long duration of

follow-up and frequent repeat VF tests. Before the UK Glaucoma Treatment Study

(UKGTS) [Garway-Heath et al., 2012], typical observation periods for trials of vi-

sual field preservation in glaucoma were > 5 years. Long trial duration increases

drug development costs and delays bringing new treatments to the patient. Because

of the well-established association between VF loss and imaging-based measure-

ments of glaucoma-relevant structures (such as the peripapillary retinal nerve fiber

layer [RNFL] thickness), evidence that imaging can identify progressive glauco-

matous damage and the perceived better measurement precision of imaging-based

measurements, there has been considerable interest in investigating the potential

role of such measurements as surrogate outcomes for clinical trials. Furthermore,

imaging measurements are often considered more precise than VF measurements,

making them attractive as potential surrogate outcomes for clinical trials and clini-

cal practice.

Moreover, assessing the way in which structural and functional measures in

glaucoma interact is clinically important. Visual loss is assumed to follow from,

and correlate to, structural loss caused by the disease process. It would be clini-

cally useful to know the magnitude and location of structural loss that will result in

visually important functional loss. However, current clinical devices for measuring

structural and functional deficits are far from accurate and have imperfect precision.

Standard automated perimetry (SAP), the clinical cornerstone of functional testing

in glaucoma, is subject to considerable measurement variability and is also a poor

surrogate for RGC count and function, whereas optical imaging techniques pro-

vide only surrogate measures of the biological variable of real interest [Anderson,

2006]. Despite their limitations, these techniques are currently central to the diag-

nosis and management of glaucoma. It would, therefore, be beneficial if structure

and function measurements were directly linked in some way, allowing clinicians

to corroborate damage estimates by considering the measurements in tandem.
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1.4.2 Thesis Contributions

This thesis addresses the current problems by making the following contributions:

1. I developed a novel deep learning-based super-resolution probabilistic frame-

work for improving the statistical power of trials utilizing TD-OCT im-

ages. More specifically, the only clinical trial with quantitative imaging, the

UKGTS (Sec. 3.1), used TD-OCT; previous analysis of RNFLT segmented

from the TD-OCT images showed that the rate of TD-OCT RNFLT change

failed to distinguish between treatment arms. We wished to enhance the im-

ages, to establish whether OCT has the potential to discriminate treatment

arms. I converted TD-OCT images from the UKGTS to synthesized SD-OCT

images and re-segmented them via Bayesian fusion of an ensemble of GANs.

I demonstrated, through validation in two independent datasets, that there is

significantly better separation between treatment arms (using the new RNFLT

segmentations derived from synthesized SD-OCT images), and that the sta-

tistical power of TD-OCT is improved on par with visual field measurements.

2. I developed a novel deep learning-based method to segment all retinal layers

in SD-OCT images, tailored to the bio-topological geometry they present. I

validated the effectiveness and generalisation of the method by implementing

three sets of networks using my method based on different backbone mod-

els. I demonstrated, through validation in three independent datasets that the

methodology consistently produces more accurate segmentations than state-

of-the-art networks, and shows better precision and agreement with ground

truth. I demonstrated that the method not only improves retinal layer seg-

mentation of SD-OCT images, but also enhances the statistical power of clin-

ical trials with layer thickness change outcomes due to the repeatability and

precision of the measurements.

3. I developed a novel deep learning-based ensemble methodology to predict

pointwise VF sensitivity values from OCT images. I demonstrated through

validation in two independent datasets, that the method yields estimates of
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functional deficits from structural measures are better than those derived from

previous approaches. Thus, the model could provide a relevant clinical tool

that indicates concordance between the VF and the chosen surrogate measure

for structural loss.

4. I performed a study of glaucoma progression using the disc haemorrhage sta-

tus per eye of the participants of the UKGTS (Sec. 3.1). I fit variable length

Markov Chains (MC) per participant to predict the probability of detecting

DH at each visit. I demonstrated that simultaneous DHs in BE occur four

times more often than expected from DH incidence and that this may be ex-

plained by a systemic factor causing simultaneous bleeding.

5. I performed an analysis using the RNFLT slopes derived form the synethe-

sized SD-OCT images (from the super-resolution analysis on the UKGTS

[Contribution 1]) and the VF data of all participants of the UKGTS

(Sec. 3.1). I recalculated the VF slopes, by integrating OCT measurements

as a prior, using Bayesian linear regression and demonstrated that the sample

size of the UKGTS is reduced as compared to the raw VF slopes without the

RNFL prior.

1.5 Thesis Structure
The thesis is structured in six chapters: in Chapter 1, an introduction to the pathol-

ogy and to current glaucoma research is given. In Chapter 2, literature review on the

research methods and topics is provided. In Chapter 3, a detailed description of the

clinical trials used in the present thesis is presented. Chapter 4 focuses on a deep

learning technique to improve the statistical power of glaucoma clinical trials by

enhancing OCT image quality. Chapter 5 presents a novel deep learning segmenta-

tion technique for OCT images. Chapter 6 addresses a new deep learning method

to improve the structure-function relationship using VF and OCT data. Chapter 7

presents the probabilistic method that shows glaucomatous disc haemorrhages are

influenced by a possible systemic factor that makes both eyes bleed simultaneously.

Chapter 8 introduces a Bayesian regression technique to reduce trial sample size
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using the RNFLT from super-resolved OCT as a Bayesian prior in recalculating VF

slopes. Finally, in Chapter 8 and 9, prior and concurrent work will be discussed and

conclusions will be drawn, as well as a detailed plan on future work.



Chapter 2

Literature Review

“The face is a picture of the mind with the eyes as its interpreter.”

- Marcus Tullius Cicero

2.1 OCT image enhancement
Extensive efforts have been made to develop better image acquisition, reconstruc-

tion and processing methods for medical images in order to improve clinical diag-

nosis of ocular diseases. Specifically for OCT images, several methods attempt

to decrease the noise and artifacts which can compromise diagnostic informa-

tion [van Velthoven et al., 2007]. However, despite advancements in OCT tech-

nology, B-scans are still contaminated by speckle noise [Du et al., 2014], low signal

strength [Hardin et al., 2015] and motion artefacts [Asrani et al., 2014].

Speckle noise is an intrinsic artifact of coherence imaging and significantly

deteriorates image contrast, preventing small and low-intensity structures to be de-

tected, i.e. intra-retinal structures [Du et al., 2014; Bashkansky and Reintjes, 2000],

compromising the clinical interpretation of OCT data. Consequently, automated

segmentation algorithms or manual delineation of retinal layers may fail systemat-

ically [Asrani et al., 2014], leading to incorrect tissue thickness estimation that can

potentially affect clinical decisions or trial outcomes. Therefore, speckle reduction

is important for the clinical analysis of retinal OCT images.

Conventional schemes to denoise OCT B-scans, rely on software or hardware
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implementations. Software methods to denoise OCT images are based on custom

engineered schemes and can be divided in filter-based and diffusion-based meth-

ods: Filter-based methods employ a plethora of filters (Kuan filter [Kuan et al.,

1985], Lee filter [Lee, 1981], adaptive Lee filter [Lopes et al., 1990], weighted

median filter [Hojjatoleslami and Avanaki, 2012]), wavelet transforms [Rabbani

et al., 2013; Chang et al., 2000; Mayer et al., 2012], block matching and 3D fil-

ter [Dabov et al., 2006], and low-rank decomposition [Chang et al., 2000] tech-

niques, whereas diffusion-based approaches use anisotropic [Yu and Acton, 2002b;

Perona and Malik, 1990b] and nonlinear complex diffusion [Bernardes et al., 2010]

to perform speckle denoising. Hardware approaches use frequency [Pircher et al.,

2003], angular [Desjardins et al., 2007] or spatial compounding (multi-frame av-

eraging) [Bashkansky and Reintjes, 2000; Szkulmowski and Wojtkowski, 2013] to

suppress noise. The most common approach amongst the aforementioned method-

ologies is averaging (Fig. 2.1), i.e. the retina is scanned multiple times, and then the

data are averaged to form a single tomographic line [Szkulmowski and Wojtkowski,

2013].

Figure 2.1: Illustration of a raw slice of an OCT image captured by DRI OCT-1 (left), and
its high quality version which is averaged from 96 overlapping scans (right).
Reproduced from [Yan et al., 2020].

Although these methods have been shown to enhance image quality, they

are limited by domain-specific knowledge, registration errors or longer acquisition

times [Wu et al., 2013], computational complexity [Rabbani et al., 2013] and sen-

sitivity with respect to the choice of parameters [Mayer et al., 2012]. For instance,
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since the speckle noise level is high in OCT images, methods based on spatial fil-

ters tend to oversmooth the OCT image, resulting in reduced contrast at the edges,

whereas block matching-based methods result in edge distortions caused by dis-

agreement of the edges in different blocks. Each algorithm is tailored for a specific

task and knowledge about the underlying OCT generative process and the structures

of the eye is not incorporated. This knowledge, however, is highly relevant to this

task, given the complex and sample-dependent nature of noise. Thus, clinical usage

of these algorithms is limited.

Meanwhile, deep learning algorithms based on Convolutional Neural Net-

works (CNNs) (Fig. 2.2) have been shown particularly efficient at extracting rel-

evant image features from 2D and 3D images [LeCun et al., 2015]. A CNN consists

of an input layer, output layer, and many hidden layers. CNNs successfully capture

the spatial and temporal image characteristics through the application of a series

of convolutions using kernels, pooling (a form of feature map sub-sampling) and

activation functions. The dot product between the filter values and the image pixel

values gives rise to the convolutional layer which acts as a feature extractor, whereas

an activation function decides which information should activate forward neurons

and which not after a convolutional layer. Pooling reduces resolution of the result-

ing feature map by reducing its height and width, but retaining the information it

contains. The neurons of the hidden layers can be partially or fully connected and

at the end, there is the fully connected layer.

Figure 2.2: Basic architecture of CNNs. Reproduced from [mathworks.com].

Recently, it was also shown that deep learning can provide previously unimag-
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inable insights into images, as, for example predicting the sex of a person from

a snapshot of their ocular fundus [Poplin et al., 2018]. Even though this particu-

lar application is not clinically relevant, as sex can be readily known, it showcases

that deep learning can identify links between quantities that may have been consid-

ered as disconnected. Therefore, deep learning networks are promising modeling

methodologies when quantities that do not have a foreseen mathematical or even di-

rect physical relationship, are considered. Based on this rationale, various methods

for noise reduction and super resolution (SR) image enhancement using CNNs, have

replaced image filters, such as Sobel filters, FFT, bilateral filters and other hand-

crafted mappings. For instance, generative adversarial networks (GANs) [Goodfel-

low et al., 2014], have been proposed to perform noise reduction or to transform

image quality and appearance learning the semantic characteristics of their input

domains [Nie et al., 2017; Wolterink et al., 2017b; Ben-Cohen et al., 2017a; Wang

et al., 2018a; Zhu et al., 2017; Isola et al., 2017a; Halupka et al., 2018; Huang et al.,

2019; Dong et al., 2014; Gondara, 2016; Yang et al., 2018; Chen et al., 2017; Chen

et al., 2017; Li et al., 2018a; Devalla et al., 2019; Shi et al., 2018; Fei et al., 2017;

Johnson et al., 2016; Ledig et al., 2016]. Typical GANs involve two sub-models

which are CNNs (Fig. 2.3): a generator model for generating new examples and a

discriminator model for classifying whether generated examples are real, from the

domain, or fake, generated by the generator model. The two networks are trained

adversarially until an equilibrium is reached [Goodfellow et al., 2014]. More specif-

ically, this training procedure is formulated as a min-max optimization task over the

adversarial loss function:

LGAN(G,D) = min
G

max
D

V (D,G) =

Ex∼pdata(x)[logD(x)]+Ez∼pz(z)[log(1−D(G(z)))] (2.1)

where x is a real image from the true data distribution pdata, and z is a noise vec-

tor sampled from the prior distribution pz (e.g., uniform or Gaussian distribution).
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In practice, the generator G is modified to maximize log(D(G(z))) instead of mini-

mizing log(1−D(G(z))) to mitigate the problem of gradient vanishing [Goodfellow

et al., 2014].

Figure 2.3: The training procedure for G is to maximize the probability of D making a
mistake. The architecture is a minmax two-player game.

In medical imaging, various GAN-based architectures have been success-

fully employed to address the ill-posed nature of the noise reduction problem.

Such approaches include removing noise in images by translating an image with

noise to one with reduced noise, recovering a high-resolution image from a sin-

gle low-resolution image, or performing cross-modal synthesis. Isola et al. [Isola

et al., 2017b] proposed a general purpose image-to-image translation method. This

method is successfully applied to a wide range of problems when paired data are

available. The theory is further extended to unpaired data by introducing a cycle

consistency loss [Zhu et al., 2017]. For example, in [Nie et al., 2017; Wolterink

et al., 2017b; Ben-Cohen et al., 2017a], GANs have been proposed to predict com-

puted tomography (CT) and positron emission tomography (PET) images from

magnetic resonance imaging (MRI) with positive results. Concerning image de-

noising and signal enhancement, GAN-based approaches have been adopted with

significant performance gains [Halupka et al., 2018; Huang et al., 2019; Dong et al.,

2014; Gondara, 2016; Yang et al., 2018; Chen et al., 2017; Chen et al., 2017; Li

et al., 2018a; Devalla et al., 2019; Shi et al., 2018; Fei et al., 2017; Wolterink et al.,
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2017b; Wang et al., 2018a]. In our case, we are dealing with the problem of enhanc-

ing the quality of TD-OCT images. As previously described, schemes to denoise

TD-OCT images have been shown to improve significantly the quality of TD-OCT

images [Adler et al., 2004], but recent GAN-based approaches have been proposed

to denoise or enhance the quality of an image by generating a cross-modal synthe-

sized image counterpart, which is not acquired during the clinical workflow. Thus,

one can recover a synthesized high-resolution image from its single low-resolution

version. SD-OCT images have a a clear sensitivity advantage over TD-OCT im-

ages and thus the problem reduces in translating a TD-OCT image to a synthesized

SD-OCT.

2.2 Layer segmentation of retinal OCT imaging
Albeit optical coherence imaging (OCT) is widely used to assess ophthalmic

pathologies, localization of intra-retinal boundaries suffers from erroneous segmen-

tations due to image artifacts or topological abnormalities. The retina is organized

into layers and, clinically, OCT is used as a surrogate measure to evaluate retinal

cell loss by measuring layer thicknesses around the optic nerve head. Thus, OCT

enables us to extract this depth information from retinal layers, which is known

to change with certain ophthalmic pathologies, i.e. RNFL thickness for glaucoma,

and is also associated with neurodegenerative and vascular disorders [London et al.,

2013]. Although deep learning-based methods have been effectively applied in

OCT imaging, accurate automated layer segmentation remains a challenging task,

with the flexibility and precision of most methods being highly constrained. There-

fore, accurate and precise segmentation of retinal layers is necessary to assess

morphological retinal changes in order to quantify the presence or progression of

pathologies.

OCT layer segmentation has produced a veritable soup of methodologies try-

ing to address this challenging task. Classical approaches attempt to formulate the

problem as a topologically correct graph or as an optimization problem based on

a set of predefined or heuristic rules [Garvin et al., 2009; Chiu et al., 2010; Zhu
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et al., 2010a; Lang et al., 2013; Carass et al., 2014; Keller et al., 2016]. While these

methods achieve remarkable results, their segmentation efficiency is limited in the

presence of noise and artifacts, and results are highly sensitive to the choice of ini-

tial parameters. Moreover, topological continuity and smoothness in the obtained

surfaces is not always guaranteed. Meanwhile, various methods using convolutional

neural networks (CNNs) have been proposed to segment retinal OCT images [He

et al., 2019; Ben-Cohen et al., 2017b; Liefers et al., 2019; Roy et al., 2017; Qu

et al., 2018; Devalla et al., 2018b]. The majority of the methodologies are based

on a popular encoder–decoder network, called the U-Net [Ronneberger et al., 2015]

and its variants. U-Net uses skip connections to connect the output of the first down-

sampling layer to the input of the last up-sampling layer, the output of the second

down-sampling layer and input of the penultimate layer, etc. The two inputs to each

up-sampling layer are stacked as extra channels. The idea is to transfer the raw,

non-abstract information, especially that of a high-frequency signal, directly to the

final output. Skip connections are also useful for mitigating the vanishing-gradient

problem and accelerating learning.

Figure 2.4: U-net architecture (example for 32x32 pixels in the lowest resolution). Each
blue box corresponds to a multi-channel feature map. The number of channels
is denoted on top of the box. The x-y-size is provided at the lower left edge
of the box. White boxes represent copied feature maps. The arrows denote the
different operations. Reproduced from [Ronneberger et al., 2015].
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For example, in [He et al., 2019], CNNs have been used to segment retinal

layers by modeling the position distribution of the surfaces and by using a soft-

argmax method to infer the final positions. In [Ben-Cohen et al., 2017b], layer

segmentation is achieved by extracting the boundaries from probability maps and

using a shortest path algorithm to obtain the final surfaces. The authors in [Liefers

et al., 2019] employ a modification of the encoder-decoder paradigm to produce

dense predictions for every vertical column in each slice of the OCT volume, trying

to maintain spatial correlation, whereas in [Devalla et al., 2018b], the authors use

a U-Net [Ronneberger et al., 2015] with residual blocks and diluted convolutions

to achieve retinal layer segmentation. In [Roy et al., 2017], the authors propose

to segment layers by classifying each pixel into layer or background based on a

hierarchy of contextual features. In [Qu et al., 2018], segmentation is achieved by

uniformly dividing the image into strips and then decomposing them into a sequence

of connected regions.

2.3 Structure-function mapping
There is an established anatomical correspondence between regions of the VF and

sectors of the ONH (Fig.) In some analyses we make use of this mapping, so that ei-

ther regions of the VF or individual VF locations are associated with corresponding

RNFL measurements.

Figure 2.5: Structure-function map according to Garway-Heath et al. Visual field test
points/sectors of the visual field can be related to sectors of the optic nerve
head. Reproduced from [Lamparter et al., 2013a].

Clinically, optical coherence tomography (OCT) is used as a surrogate mea-
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sure to evaluate retinal ganglion cell (RGC) loss by measuring retinal nerve fibre

layer (RNFL) thickness around the optic nerve head (ONH), whereas standard au-

tomated perimetry (SAP) is employed to assess the status of the visual field (VF).

Assessing the way in which structural and functional measures in glaucoma inter-

act is clinically important. Visual loss is assumed to follow from, and correlate to,

structural loss caused by the disease process. It would be clinically useful to know

the magnitude and location of structural loss that will result in visually important

functional loss. However, current clinical devices for measuring structural and func-

tional deficits are far from accurate and have imperfect precision. Standard auto-

mated perimetry (SAP), the clinical cornerstone of functional testing in glaucoma,

is subject to considerable measurement variability and is also a poor surrogate for

RGC count and function, whereas optical imaging techniques provide only surro-

gate measures of the biological variable of real interest [Anderson, 2006]. Despite

their limitations, these techniques are currently central to the diagnosis and man-

agement of glaucoma. It would, therefore, be beneficial if structure and function

measurements were directly linked in some way, allowing clinicians to corroborate

damage estimates by considering the measurements in tandem.

Several studies have been conducted in an attempt to quantify the struc-

ture–function relationship using clinical measurements [Brigatti and Caprioli, 1995;

Weinreb et al., 1995; Iester et al., 1997; Teesalu et al., 1997; Garway-Heath et al.,

2000; Gardiner et al., 2005; Wollstein et al., 2005; Raza et al., 2011; Sato et al.,

2013; Lee et al., 2017]. Most typical approaches proceed by taking one summary

value to represent function (for example, mean deviation [MD] of the visual field

from SAP) and one number to represent the structural data (for example, average

neuroretinal rim area or mean RNFL thickness (RNFLT)), then assessing the curvi-

linear (e.g., log-linear) or monotonic association between the two variables via R2,

Pearson, or Spearman coefficients. This approach has two major flaws: The use of

summary data loses spatial information and may reduce power, and these associa-

tion measures and regression models assume a particular shape of the relationship.

Furthermore, these analyses fail to take account of spatial associations in the data,
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an integral attribute of glaucomatous loss. These shortcomings provide a motiva-

tion to explore whether it may be possible to predict a visual field test by includ-

ing structural data in its high-resolution form. For instance, in SD-OCT, RNFLT

estimates are yielded over an image space of several hundreds pixels. The high-

dimensionality of this kind of data should be ideally taken into account when devel-

oping methods linking structural measures to the 50 or so individual locations in the

VF. Moreover, individual locations from both structure (pixel or sector values) and

function (areas of VF or individual locations) are more likely to interact as groups

rather than single independent measurements. Spatial information contained in raw

imaging data, such as SDOCT or scanning laser ophthalmoscopy (SLO), as well

as in RNFLT measurements derived from image segmentation could be efficiently

combined to guide the structure-function learning process by imposing helpful oth-

erwise unknown anatomical priors.

Linear methods to predict visual fields using OCT images have been proposed,

but the accuracy of the results has been poor [Guo et al., 2017; Bogunović et al.,

2015; Zhang et al., 2011]. Meanwhile, deep learning algorithms based on Con-

volutional Neural Networks (CNNs) have been shown particularly efficient at ex-

tracting relevant image features from 2D and 3D images [LeCun et al., 2015]. In

ophthalmology, the application of deep learning led to advances in automated dis-

ease detection, such as the development of models to detect diabetic retinopathy

and glaucoma using fundus images [Christopher et al., 2018; Abràmoff et al., 2016;

Shibata et al., 2018; Li et al., 2018b]. Deep learning models have also been applied

to SDOCT images with respect to diagnosis and segmentation tasks [De Fauw et al.,

2018; Kermany et al., 2018; Muhammad et al., 2017; Devalla et al., 2018a]. How-

ever, little has been done to apply deep learning models to predict function from

structure in glaucoma. Zhu et al. [Zhu et al., 2010b] predicted measurements of the

RNFLT derived from scanning laser polarimetry (SLP) and individual VF locations

from SAP. However, they used a simple shallow mutli-layer preceptor (MLP) for

the high-dimensional RNFLT estimates which might be insufficient to fully learn

and characterise the required mapping function. In [Hashimoto et al., 2020; Park
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et al., 2020; Asaoka et al., 2020; Mariottoni et al., 2020], deep learning models

were applied to map structure to function. However, the modeling methods were

compromised by important limitations and thus, the results provided marginal im-

provements. For instance, in [Hashimoto et al., 2020; Mariottoni et al., 2020] the

method was a simple CNN architecture, whereas in [Park et al., 2020] the authors

used a combination of software-generated macular ganglion cell-inner plexiform

layer (mGCIPL) and peripapillary retinal nerve fibre layer (pRNFL) thicknesses

maps and an off-the-shelf deep learning network. In [Asaoka et al., 2020], the net-

work was mostly focused on removing the noise from the VFs.

Given the success of deep learning techniques in modeling quantities that

do not have a foreseen mathematical or even direct physical relationship, deep

learning-based methods that accurately predict the severity of VF loss from struc-

tural measurements, i.e. SDOCT or SLO, would potentially help clinicians more

effectively optimize the frequency of VF testing to the individual patient with the

possibility of reducing unnecessary and time-consuming VF testing in eyes pre-

dicted to be stable. Moreover, by translating the OCT data into the VF domain, it

may be possible to increase the precision of estimates of the rate of VF loss and it

would also aid evaluating the concordance between VF testing and imaging-based

estimates of damage.



Chapter 3

Clinical Data Sets

“Since we cannot change reality, let us change the eyes which see reality.”

- Nikos Kazantzakis

The content of the present chapter aims to introduce the major clinical data

sets, the data from which were used to perform the analyses of this thesis.

3.1 The United Kingdom glaucoma treatment study
The UKGTS is a multicentre, randomized, double-masked, placebo-controlled

trial assessing visual function preservation in newly diagnosed open-angle glau-

coma (OAG) patients (trial registration number, ISRCTN96423140). 516 newly-

diagnosed (previously untreated) participants with OAG were prospectively re-

cruited at 10 UK centres between 2007 and 2010 [Garway-Heath et al., 2012]. The

primary objective was to test the hypothesis that medical treatment with a topical

prostaglandin analog reduces the incidence of VF deterioration events compared

with placebo by 50%. Secondary objectives were (1) to evaluate velocity of dete-

rioration as a trial outcome, (2) to evaluate quantitative imaging measurements as

additional trial outcomes, (3) to identify risk factors for OAG deterioration, (4) to

establish whether initial observation, rather than immediate treatment, is feasible

for selected patients, and (5) to evaluate the association of VF loss with measures

of quality of life (QoL) [Garway-Heath et al., 2015]. The observation period was 2

years, with subjects monitored by VF testing, quantitative imaging, optic disc pho-
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tography and tonometry at 11 scheduled visits. ONH structure was monitored with

Heidelberg Retina Tomograph at all study sites and with Stratus TD OCTTM(Carl

Zeiss Meditec Inc., Dublin, CA, USA) (software version 5.0) and GDxECC Nerve

Fiber Analyzer (Carl Zeiss Meditec Inc., Dublin, CA, USA) at study sites with

those devices. Images were acquired through dilated pupils with the fast RNFL

thickness (3.4) scanning protocol and using the landmark function. With this scan-

ning protocol, three images are acquired in quick succession. The OCT instrument

software averages the measurements from these three images. A signal strength of

≥ 7 was required; images were retaken if necessary to acquire adequate-quality im-

ages. Images of lower quality, or those with a software alert, were not included in

the analyses.

The participants were allocated randomly to receive the IOP-reducing

prostaglandin analog latanoprost (0.005%) or placebo eye drops. The UKGTS,

and the subsequent analysis of anonymized data in this study, adhered to the tenets

of the Declaration of Helsinki and was approved by local institutional review boards

(Moorfields and Whittington Research Ethics Committee on June 1, 2006, ethics

approval reference, 09/H0721/56). Study participants provided written informed

consent.

A total of 488 from 516 enrolled participants with post-baseline data were

analysed, as set out in the statistical analysis plan, in the trial (latanoprost, n=244;

Table 3.1: Principal baseline characteristics for the UKGTS cohort. Age is a subject vari-
able; IOP, and SAP MD, RNFL thickness are eye variables. Data are provided
for eligible eyes, dB = decibel; mmHg = millimetres of mercury; IOP = intraoc-
ular pressure; MD = mean deviation; SAP = standard automated perimetry

Placebo (n = 258 participants, 393 eyes) Latanoprost (n = 258 participants, 384 eyes)

Median 5th to 95th Percentile Median 5th to 95th Percentile

Age (years) 66.5 47.5 - 80.7 66.2 44.8 - 79.9
IOP (mmHg) 19 12-28 19 12.5 - 28.7
SAP MD (dB) -2.62 -9.89 - 0.00 -2.66 -9.95 - 0.00

Visual acuity (Snellen) 6/6 6/5 - 6/9 6/6 6/5 - 6/9
Refractive error (D) 0.00 -6.9 - 2.8 -0.1 -6.1 - 2.6
RNFL thickness (μ) 75.3 48.2 – 106.6 77.2 56.1 – 101.3
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placebo, n=244). The principal baseline characteristics of the participants are pre-

sented in Table. 3.1. Out of those, a subset of 284 participants (143 participants in

the placebo group and 141 participants in the latanoprost group) had adequate qual-

ity VF and OCT data, with > 6 months of follow-up, and five or more visits and with

data for both VFs and OCT at the baseline visit. For eye-based analysis, the eye with

the worse MD was used. VF deterioration was the primary end point in the trial;

time to VF deterioration within 24 months. Deterioration (progression) analysis

was performed in the Humphrey Field AnalyserTM (HFA) II-i Guided Progression

AnalysisTM (GPA) software (version 5.1.1) (Carl Zeiss Meditec Inc., Dublin, CA,

USA), a sensitive technique that considers changes at individual test locations in the

visual field. Deterioration (progression) criteria and details of the trial design and

trial outcome are published elsewhere [Garway-Heath et al., 2012]. In short, the

time to VF deterioration was significantly longer in the treatment group than in the

placebo group (adjusted hazard ratio, 0.44; 95% confidence interval, 0.28 to 0.69).

3.2 The RAPID test-rest study
Eighty-two clinically stable glaucoma patients under standard treatment (intraoc-

ular pressure mean 14.0 mmHg [5th to 95th percentile 8.0 to 21.0 mmHg] and VF

MD -4.17 dB [5th to 95th percentile -14.22 to 0.88dB]) were recruited to a test–retest

study [Garway-Heath et al., 2018, 2017b]. Seventy-seven (148 eyes) of the partic-

ipants recruited attended for up to 10 visits within a 3-month period, for a total of

1256 patient-eye visits. This data set was taken to represent a ’stable glaucoma’

cohort; assumptions made include that, over such a short length of time, no clin-

ically meaningful changes in the VF or RNFL structure would occur and that the

variability characteristics of the VF and RNFL measurements are similar to those

seen in clinical practice over longer periods of time. The study was undertaken in

accordance with good clinical practice guidelines and adhered to the Declaration

of Helsinki. The study was approved by the North of Scotland National Research

Ethics Service committee on 27 September 2013 (reference no.: 13/NS/0132) and

NHS Permissions for Research was granted by the Joint Research Office at Uni-



3.2. The RAPID test-rest study 85

versity College London Hospitals NHS Foundation Trust on 3 December 2013. All

patients provided written informed consent before the screening investigations were

carried out. Recruitment criteria were based on those for the UKGTS [Garway-

Heath et al., 2012]. Patients were required to have reproducible VF loss with cor-

responding damage to the ONH and no other condition that could lead to VF loss,

be aged > 18 years and have a visual acuity of 20/40, a refractive error within 8

dioptres and an IOP of < 30 mmHg. The VF MD had to be better than –16 dB in

the worse eye and better than –12 dB in the better eye. VF loss was defined as a

reduction in sensitivity at two or more contiguous locations with p < 0.01 loss or

more, three or more contiguous locations with p < 0.05 loss or more, or a 10-dB dif-

ference across the nasal horizontal midline at two or more adjacent locations in the

total deviation plot. Participants attended approximately once a week for 10 visits,

with VF testing and OCT imaging carried out twice at the first visit and once at each

subsequent visit. VF testing was undertaken with the Humphrey Field AnalyserTM

(HFA) and OCT imaging was carried out using Stratus TD OCTTM (Carl Zeiss

Meditec Inc., Dublin, CA, USA) and Spectralis SD OCT (Heidelberg Engineering,

Heidelberg, Germany) (software version 5.2.4, fast RNFL protocol). The principal

baseline characteristics of the RAPID test-retest cohort can be seen Table 3.2.

Table 3.2: Principal baseline characteristics for the RAPID test-retest cohort. Age is a sub-
ject variable; IOP, refractive error, and SAP MD, and RNFL thickness are eye
variables. Data are provided for eligible eyes, D = dioptres; dB = decibel; mmHg
= millimetres of mercury; IOP = intraocular pressure; MD = mean deviation;
SAP = standard automated perimetry

Glaucoma (n = 77 participants, 144 eyes)

Median 5th to 95th Percentile

Age (years) 70.8 61.8 - 77.3
IOP (mmHg) 14 13 - 16

Axial length (m) 23.64 22.85 - 24.38
Refractive Error (D) -0.12 -1 - 0.62

Quality Index of OCT scan (dB) 23.3 20.0 - 25.9
RNFL thickness (μ) 70.41 56.82 - 81.44
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3.3 The COMPASS study
444 healthy and 499 glaucoma subjects were recruited to a technology assessment

study at eight study sites [Montesano et al., 2019]. These were as follows: ASST

- Santi Paolo e Carlo, Milan, Italy; Azienda Ospedaliero Universitaria Santa Maria

della Misericordia di Udine, Udine, Italy; NIHR Clinical Research Facility at Moor-

fields Eye Hospital, London, United Kingdom; Department of Ophthalmology and

Visual Sciences University of Iowa, 200 Hawkins Drive, Iowa City, Iowa; Depart-

ment of Optometry & Vision Sciences, The University of Melbourne, Parkville,

Australia; IRCCS Fondazione “G. B. Bietti,” Clinica Oculistica Università degli

Studi di Roma “La Sapienza,” Rome, Italy; and Azienda Ospedaliera Sant’Andrea,

Rome, Italy. The study was designed to compare the clinical performance of the

HFA and the Compass perimeter. Only data obtained from the HFA test have been

used in this research and will be described. The study was undertaken in accordance

with good clinical practice guidelines and adhered to the Declaration of Helsinki.

All patients gave their written informed consent to participate in the study. Ethics

Committee approval was obtained (International Ethics Committee of Milan, Zone

A, 22/07/2015, ref: Prot. n° 0019459) and the study was registered as a clinical

trial (ISRCTN13800424). Patients were recruited consecutively and required to be

aged between 18 and 90 years, to have best corrected visual acuity > 0.8 deci-

mals (if ≤ 50 years old) or > 0.6 decimals (if >50 years old) in the study eye,

refractive error between -10 Diopters (D) and +6 D, astigmatism ±2 D, absence of

systemic pathologies that could affect the VF, no use of drugs interfering with the

correct execution of the perimetric test and no past ocular trauma or surgery (apart

from uncomplicated cataract surgery) in the tested eye. Healthy subjects were ad-

ditionally required to have a normal optic nerve head in both eyes (no evidence of

excavation, rim narrowing or notching, disc haemorrhages, RNFL thinning), IOP

less than 21 mmHg in both eyes and no other signs of ocular disease. Glaucoma

subjects were additionally required to have glaucomatous optic neuropathy (GON)

defined as glaucomatous changes to the ONH or retinal nerve fibre layer (RNFL)

as determined by a specialist from fundus photograph or SD-OCT, independently
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of the VF, to be receiving anti-glaucoma therapy and to have no ocular pathologies,

other than glaucoma, in the tested eyes. Eligible glaucoma patients were identified

based on a clinical diagnosis of GON from the clinical registry of the glaucoma clin-

ics in the recruiting centres. An expert clinician confirmed the diagnosis of GON

using imaging data (RNFL SD-OCT or optic nerve photograph) acquired during the

protocol examination (see below).

Protocol examination Each subject underwent an ophthalmological evaluation fol-

lowing a standard operating procedure. Axial length (AL) was measured with an

IOL Master (Carl Zeiss Meditec Inc., Dublin, CA, USA) biometer. A perimetric

practice test was offered to subjects naı̈ve to perimetry. All subjects performed a

perimetric test with a HFA 24-2 grid (SITA Standard) to both eyes (if both eligi-

ble). Fundus pictures with the Compass perimeter and SD-OCT scans of the ONH

and the of circumpapillary RNFL were acquired for the purpose of clinical con-

firmation of GON; the acquisition of OCT data was not subject to a standardised

procedure. For the purpose of this study, only eyes with a circumpapillary RNFL

scan performed with a Spectralis SD-OCT were included. The final selection in-

cluded 954 eyes from 552 people (332 with GON). Descriptive characteristics of

the COMPASS cohort are summarised in Table 3.3 and a detailed description of the

COMPASS study can be found in [Montesano et al., 2019].
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Table 3.3: Principal baseline characteristics for the COMPASS cohort. Age is a subject
variable; IOP, axial length, spherical equivalent, and SAP MD, PSD and RNFL
thickness are eye variables. Data are provided for eligible eyes, D = dioptres; dB
= decibel; mmHg = millimetres of mercury; IOP = intraocular pressure; MD =
mean deviation; SAP = standard automated perimetry; PSD = Pattern Standard
Deviation; FP = False Positive

Glaucoma (N=533) Healthy (N=421)

Median 5th to 95th Percentile Median 5th to 95th Percentile

Age (years) 70.8 61.8 - 77.3 46.5 29.7 - 62.5
IOP (mmHg) 14 13 - 16 15 13 - 16

Axial length (m) 23.64 22.85 - 24.38 23.57 22.96 - 24.44
Spherical equivalent (D) -0.12 -1 - 0.62 -0.12 -1.75 - 0

Quality Index of OCT scan (dB) 23.3 20.0 - 25.9 25.0 22.5 - 28.8
RNFL thickness (μ) 70.4 56.8 - 81.4 99.2 92.0 - 105.4

SAP MD (dB) -5.26 -11.22 - -2.01 -0.92 -1.84 - -0.15
PSD (dB) 5.16 2.08 - 9.93 1.48 1.27 - 1.7

FP (%) 1 0 - 2 1 0 - 2

3.4 The Duke Dataset
The Duke dataset from the A2A SD-OCT Study was used, which was registered at

ClinicalTrials.gov (Identifier: NCT00734487) and approved by the institutional re-

view boards of the four A2A SD-OCT clinics (Devers Eye Institute, Duke Eye Cen-

ter, Emory Eye Center, and National Eye Institute). With adherence to the tenets of

the Declaration of Helsinki, informed consent was obtained from all subjects. 115

subjects without AMD and 269 subjects with intermediate AMD were recruited to

a multicenter, multi-year, randomized trial to determine whether early AMD fea-

tures quantified on SD-OCT can be used to predict vision loss and progression to

advanced disease. In the A2A SD-OCT study, volumetric scans were acquired us-

ing the SD-OCT imaging systems from Bioptigen, Inc. (Research Triangle Park,

NC) located at the four clinic sites. For each patient across all sites, 0° and 90°

rectangular volumes centered at the fovea with 1000 A-scans and 100 B-scans were

captured for one eye. The scan sizes and the axial, lateral, and azimuthal resolutions

varied slightly by site, and are specified in Table 3.4. The eye length was not mea-

sured. For this study, volumes from all four clinical sites were included to validate

algorithm performance for images acquired at slightly varying axial resolutions and
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by different clinical operators. In the A2A SD-OCT Study, of the 345 participants

with AMD, 314 had at least 1 eye with intermediate AMD, and of the 122 control

subjects without AMD, 119 had no eye disease at baseline. From these, 1 eligible

eye of each subject had been randomly selected as the study eye. Eye length was

not measured. Certified SD-OCT readers assessed the scan quality for each volume.

Table 3.4: Rectangular volumetric scans were acquired with 1000 A-scans and 100 B-scans
at all sites. The axial full-width at half-maximum (FWHM) resolution of the SD-
OCT system in retina, axial image pixel spacing resolution in retina, lateral pixel
resolution (distance between A-scans), and azimuthal pixel resolution (distance
between B-scans) varied by site.

Study Site Denvers Duke Emory NEI

Age (years) 70.8 61.8 - 77.3 46.5 29.7 - 62.5
Axial FWHM resolution in retina, µm 4.54 4.38 4.56 4.56

Axial pixel resolution in retina, µm /pixel 23.21 3.23 3.06 3.24
Lateral pixel resolution, µm/pixel 6.60 6.54 6.58 6.50

Azimuthal pixel resolution, µm/pixel 68.2 67.0 69.8 65.0
Scan width, mm 6.60 6.54 6.58 6.50

Scan Length, mm 6.82 6.70 6.98 6.50

As part of the A2A SD-OCT study, each volume was graded for quality by

graders certified by the Duke Advanced Research in Spectral Domain OCT Imag-

ing (DARSI) group. In addition to an overall scoring of good, fair, or poor, they

assessed these volumes for the following characteristics: (1) foveal centration (a

fovea located approximately at the center of the volume); (2) presence of low res-

olution or saturation; (3) presence of artifacts produced by subject blinking; (4)

presence of artifacts produced by eye motion or loss of fixation; (5) presence of

complex conjugate artifacts; (6) scan artifacts arising from the imaging system; (7)

tilt, clipping, or blank frames; and (8) ungradable. These existing scores were used

to classify the volumes as high quality, low quality, or excluded from the study.

Volumes with motion or loss of fixation artifacts, for example, could not be cate-

gorized as high-quality, because they result in inaccurate retinal layer volume mea-

surements. Likewise, volumes with blinking or complex conjugate artifacts in the

region of interest were excluded, to avoid validating B-scans with missing retinal

data.
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The Duke dataset [Chiu et al., 2010] consists of 110 annotated SDOCT ob-

tained from 10 patients suffering from Diabetic Macular Edema (DME) (11 B-scans

per patient). Scans were annotated by two experts. They include: region above the

retina (RaR), inner limiting membrane (ILM), nerve fibre ending to inner plexiform

layer (NFL-IPL), inner nuclear layer (INL), outer plexiform layer (OPL), outer nu-

clear layer to inner segment myeloid (ONL-ISM), inner segment ellipsoid (ISE),

outer segment to retinal pigment epithelium (OS-RPE) and region below the retina

(RbR).
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Improving statistical power of

glaucoma clinical trials
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adversarial networks. Medical Image Analysis, 2021;68:101906.
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ing the statistical power of the UKGTS by OCT image enhancement via Bayesian

fusion of ensemble generative adversarial networks. Investigative Ophthalmology

& Visual Science, 2021;61(7):874-874.

4.1 Introduction
Evaluating the progression rate of the pathology is crucial in order to assess the risk

of functional impairment and to establish sound treatment strategies. Clinically,

optical coherence tomography (OCT) is used as a surrogate measure to evaluate

retinal ganglion cell loss by measuring retinal nerve fibre layer (RNFL) thickness

around the optic nerve head (ONH), whereas standard automated perimetry (SAP)

is employed to assess the status of the VF [Garway-Heath et al., 2015].

Glaucoma research has produced several clinical trials to monitor disease pro-

gression and the efficacy of disease-modifying drugs [Wormald et al., 2020]. Typi-

cally, the observation period for trials of VF preservation in patients with open-angle

glaucoma has been > 5 years [Musch et al., 2009] with the shortest observation pe-

riod lasting 30 months [Krupin et al., 2011]. One of the disadvantages of long trial

duration is that assessment of new interventions to prevent vision loss is not efficient

and cost-effective in terms of drug development cost. For this reason, the likelihood

of new treatments being made available for patient benefit is reduced. The only

clinical trial with quantitative imaging, the UKGTS (Sec. 3.1), used TD-OCT. The

UKGTS was the only glaucoma study to assess the vision-preserving efficacy of

one disease-modifying drug, i.e. Latanoprost, with both VF and OCT outcomes.

The UKGTS preceded the introduction of high-resolution SDOCT and relied on

old TDOCT devices, characterized by lower quality images. Thus, structural mea-

surements provided low statistical power in detecting significant treatment effects

and the combination of TDOCT information with VF outcomes did not improve de-

tection of a treatment effect [Garway-Heath et al., 2018]. Improving the quality of

image-related anatomical measurements is therefore of high priority for increasing

statistical power in clinical trials which should lead to a shorter trial duration with

cost-effective interventions.
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A considerable amount of research has been done to improve acquisition, re-

construction and processing methods of OCT images. Although most methods at-

tempt to decrease the noise and artifacts, B-scans are still contaminated by speckle

noise [Du et al., 2014] low signal strength [Hardin et al., 2015] and motion arte-

facts [Asrani et al., 2014] (See 2.1). Consequently, automated retinal layer segmen-

tation algorithms may fail systematically [Asrani et al., 2014], leading to incorrect

tissue thickness estimation that can potentially affect clinical decisions or trial out-

comes. The majority of schemes to denoise OCT B-scans, rely on either software

or hardware implementations. Although these methods have been shown to en-

hance image quality, they are limited by registration errors or longer acquisition

times [Wu et al., 2013], computational complexity [Rabbani et al., 2013] and sen-

sitivity with respect to the choice of parameters [Mayer et al., 2012]. Moreover,

knowledge about the underlying OCT generative process and the structures of the

eye is not incorporated. This knowledge, however, is highly relevant to this task,

given the complex and sample-dependent nature of noise. Thus, clinical usage of

these algorithms is limited.

Deep learning networks are promising modeling methodologies when quanti-

ties that do not have a foreseen mathematical or even direct physical relationship,

are considered. Based on this rationale, various methods for image super resolution

(SR) using CNNs, such as GANs [Goodfellow et al., 2014], have been proposed to

perform noise reduction or to transform image quality and appearance learning the

semantic characteristics of their input domains [Nie et al., 2017; Wolterink et al.,

2017a; Ben-Cohen et al., 2017a; Wang et al., 2018a; Zhu et al., 2017; Isola et al.,

2017a; Halupka et al., 2018; Huang et al., 2019; Dong et al., 2014; Gondara, 2016;

Yang et al., 2018; Chen et al., 2017; Chen et al., 2017; Li et al., 2018a; Devalla et al.,

2019; Shi et al., 2018; Fei et al., 2017; Johnson et al., 2016; Ledig et al., 2016].

In medical imaging, GANs have been successfully employed to address the ill-

posed nature of cross-modal synthesis. For example, in [Nie et al., 2017; Wolterink

et al., 2017a; Ben-Cohen et al., 2017a], GANs have been proposed to predict com-

puted tomography (CT) and positron emission tomography (PET) images from
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magnetic resonance imaging (MRI) with positive results. Concerning image de-

noising and signal enhancement, GAN-based approaches have been adopted with

significant performance gains [Halupka et al., 2018; Huang et al., 2019; Dong et al.,

2014; Gondara, 2016; Yang et al., 2018; Chen et al., 2017; Chen et al., 2017; Li

et al., 2018a; Devalla et al., 2019; Shi et al., 2018; Fei et al., 2017; Wolterink et al.,

2017a; Luo et al., 2018] . These works, however, may present important limita-

tions for SR in OCT imaging. First, due to the restricted view of GANs spatial

window, preservation of spatial smoothness and anatomical features in predictions

is not always guaranteed. Second, the use of standard metrics, such as per-pixel

mean-squared error (MSE), to assess joint statistics of results, may fail in prop-

erly quantifying spatial coherence of the predicted signal. Finally, single GAN

predictions are characterized by spatial and intensity variability regardless of the

loss function used. Therefore, to extract robust anatomical quantifications from the

output of GANs, principled schemes accounting for prediction uncertainty must be

developed. This requires, for instance, probabilistic modeling of the uncertainty of

the underlying signal distributions on distinct image parts, to preserve anatomical

structures and account for spatial coherency. For example, in [Wang et al., 2018a],

synthesis was achieved at different resolution scales, albeit not focusing on medical

applications.

This chapter presents a novel ensemble method to improve the signal-to-noise

ratio of TDOCT imaging and subsequent image segmentation, thereby leading to

improved statistical power with low quality images. Βecause analysis of TDOCT

RNFLT identified that the rates of loss were faster in the placebo group compared

to the latanoprost group, but the differences were not statistically significant, Ι hy-

pothesised that image enhancement might improve the precision of RNFLT mea-

surements and improve the statistical power to distinguish the treatment groups. My

methodology leverages Bayesian fusion of modified GANs to infer morphological

descriptors from low to high quality anatomical information. The transfer mapping

is learned in one dataset and my SR method is tested in an independent dataset,

i.e. the UKGTS data, enhancing the power of TDOCT via quality transfer from
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SDOCT. As a result, RNFL segmentations are improved and further refined via the

effective label-propagation of multi-atlas segmentation (MAS) inheriting the ability

to preserve anatomical shape, including faint or invisible boundaries, e.g., between

layers or layer regions. In particular, to preserve anatomical structures and account

for spatial coherency, I require to learn a range of possible distributions on distinct

image parts and propagate anatomical information to provide robust morphological

assessment of the underlying anatomy. Generally, GANs are not stable [Goodfellow

et al., 2014; Arjovsky et al., 2017], and their objective function depends on a pixel-

wise loss function, e.g. based on L1 or L2 metrics, to make the generated output

image closer to the ground-truth image. Although in [Isola et al., 2017a], the authors

use L1 instead of L2 loss to avoid over-smoothed edges and loss of details [Johnson

et al., 2016; Ledig et al., 2016], sometimes results still suffer from blurring effects.

For this reason, I further propose a cycle-consistent perceptual loss, which itself is a

deep CNN, and I also explore the Wasserstein distance [Arjovsky et al., 2017] as an

alternative metric between distributions in my modified cyclical GAN. As loss net-

work I employ the VGG-19 network [Simonyan and Zisserman, 2015] pretrained on

ImageNet [Russakovsky et al., 2014] and compute the difference between images

in a standard feature space. Note that the target domain in my setting is still noisy,

but to a far lesser degree. Furthermore, in order to improve synthesis and training, I

separate actual layer signal from background information before training and stitch

them back together during inference. Results illustrate that using the ensemble of

modified GANs with different field of views, and with this separation taking place,

as well as including the cycle-consistent perceptual loss, does improve synthesis in

all scenarios. Results in the UKGTS clinical trial further show a significantly better

separation between treatment arms than conventional segmentation of TDOCT, and

that imaging and visual field (VF) measurements have similar power to distinguish

treatment groups. The chapter is structured as follows. In Section 4.2, I present

the study data used in my research. In Section 4.2.2, I introduce my framework.

Section 4.3 describes my experiments and results. Finally, Section 4.4 concludes

the chapter providing discussion and future perspectives.
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4.2 Materials and Methods

4.2.1 Data

I used two data sets to validate and test my methodology. For training and val-

idation, I used the RAPID study [Garway-Heath et al., 2017a](See Sec. 3.2). For

testing, I consider the UKGTS trial [Garway-Heath et al., 2013](See Sec. 3.1). Note

that there are no common participants between the two datasets.

4.2.2 Methodology

Fig.4.1 illustrates the flow diagram of the architecture: Firstly, the training data are

created by generating the maximum number of suitable TDOCT and SDOCT im-

age pairs. Secondly, after separating the part of the image with relevant signal (the

retina) from the part of the image without useful signal (essentially the vitreous), I

model them with my ensemble of cycleGANs using typical cycleGAN losses, cycle-

consistent perceptual loss, Wasserstein loss and combination of Wasserstein loss

with cycle-consistent perceptual loss. Thirdly, I stitch predictions of the retina with

a painted-black background (’non-signal’) vitreous layer - I also explored stitching

with a predicted background - and average the three candidate super-resolved im-

ages from each of the three cycleGANs. Finally, I propagate RNFL labels to this

test image and obtain the final RNFL segmentation.

Figure 4.1: Flow diagram of training architecture.

My framework has a number of challenges to be addressed. Firstly, due to differ-

ent acquisition protocols, the pairing between target SDOCT and predictor TDOCT
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n*k

SDTD SDTD

Figure 4.2: A patient with n TDOCT images and k SDOCT images can theoretically pro-
duce a maximum of n×k images.

training images is ill-defined. To solve this issue, I propose an automated method for

target-predictor image pairing, i.e. Section 4.2.2.1. Secondly, in 4.2.2.2 - 4.2.2.7, I

describe the image synthesis model and objectives, including the standard cyclical

GAN loss, the cycle-consistent perceptual loss, the Wasserstein loss and the combi-

nation of cycle-consistent perceptual loss with Wasserstein loss. Thirdly, I introduce

my networks (Section 4.2.2.8) and in Section 4.2.3, I present the methodology to ob-

tain representations accounting for the different spatial coherence of OCT images.

This is a critical requirement as OCT signal is characterized by diverse degrees of

noise and spatial information, whereas RFNL segmentation is subject to variability

due to the different attributes of the synthesized images. Finally, in Section 4.2.5 I

identify a probabilistic consensus strategy for RNFL segmentations.

4.2.2.1 Training Pairs Generation

Despite the fact that TDOCT and SDOCT images were obtained at each visit, across

patients, there is not a mapping between the two sets of target (SDOCT) and pre-

dictor (TDOCT) acquisitions, respectively. The images do not have an identifier

with respect to the eye and visit. The acquisitions are at different visits, but I can

make the assumption that the underlying anatomy is comparable given the nature of

the human anatomy and the strict inclusion criteria of the test-retest study [Garway-

Heath et al., 2017a]. Moreover, a spatial matching can be estimated up to some



4.2. Materials and Methods 98

noise level that will be subsequently accounted by the model. To generate a valid

set of paired TD- and SD-OCT images, I establish a pairing based on local and

global image descriptors given by (i) the vessel profile represented by the attenua-

tion in retinal pigment epithelium (RPE) reflectivity below a retinal vessel, (ii) the

contour of the internal limiting membrane (ILM) and (iii) the average norm of the

deformation fields between the patient’s test-retest TDOCT and SDOCT acquisi-

tions. First, given the fact that the topography around the ONH undulates, I flatten

TDOCT and SDOCT images based on a pilot estimate of the RPE, which is the

most hyper-reflective layer. As a result, using this fixed vertical RPE offset, I align

all images accordingly. Furthermore, I detect the vessels, using the estimation of the

RPE, since they appear as shade-like bands in the RPE. I then use the dark-to-bright

gradient image to determine the upper high-contrast boundary. This boundary is

the contour of the ILM and I use Gaussian Process interpolation to further smooth

it. To evaluate the matching between the descriptors in (i) and (ii), I employ the

iterative closest point algorithm and to assess the image registration in (iii), I use

mutual information. The robustness of my pairing methodology is evaluated on a

dataset of synthetic images with various degrees of noise and spatial variability. I

achieve 100% sensitivity in finding the right pair for each image (see Supplemen-

tary material). I note that a patient with n TDOCT and k SDOCT can theoretically

produce a maximum of n×k images (Fig. 4.2). For instance, at a visit, a patient can

have 9 left eye TDOCT acquisitions but 3 left eye SDOCT acquisitions and thus, the

pairing method results to 9× 3 = 27 pairs. Application to the RAPID dataset lead

to 24,792 TDOCT and SDOCT pairs. Appendix A, Section A.1 provides a detailed

explanation on the end-to-end analytical process used in this section.

4.2.2.2 Image Synthesis Model

Typically, speckle noise in TDOCT acquisitions is multiplicative and drastically re-

duces the already low resolution. On the contrary, in SDOCT images, the noise

model is still defined by speckle noise, but in a far lesser degree. Thus there is

no clear way that indicates how data distributions of TDOCT and SDOCT images

are related to each other. This makes it difficult to translate TDOCT to SDOCT
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images and more importantly to evaluate the resulting synthesized image. How-

ever, uncertainty in noise modeling can be ignored in adversarial denoising as the

underlying OCT generative process and the structures of the human eye can be effi-

ciently learnt. Given the complex and sample-dependent nature of noise, the model

should efficiently learn high-level features and a representation of the data distribu-

tion from modest sized image patches. To this end, I propose the following image

synthesis model. Let IIIT D ∈RN×N be a TDOCT image and IIISD ∈RN×N be the cor-

responding SDOCT image. I seek to learn a mapping from the observed TDOCT

image IIIT D to the target SDOCT image IIISD, G : IIIT D→ IIISD. CycleGANs allow bidi-

rectional synthesis between the source and the target domain. Thus, two mapping

functions are incorporated: G1 : IIISD→ IIIT D and G2 : IIIT D→ IIISD where G1 and G2

are two generator CNNs. Each of the generator networks is trained adversarially

using a corresponding discriminator network, D1 and D2. The first generator net-

work G1 receives a source domain TDOCT image, as an input, x ∈ IIIT D, and outputs

a synthetic target SDOCT image, ŷ = G1(x). D1 receives as input both the syn-

thetic output ŷ and a paired image sampled from the desired target domain, y ∈ IIISD.

The two networks, G1 and D1, compete against each other, where D1 acts as a

binary classifier attempting to distinguish between the translated samples and the

target domain samples. On the other hand, G1 attempts to improve the quality of

the translated output, thus deceiving the discriminator. A typical CycleGAN uses a

combination of adversarial losses and the pixel-wise cycle-consistency loss. Here, I

explore the typical CycleGAN losses in my framework and I also propose an extra

cycle-consistent perceptual loss and further examine the use of Wasserstein loss.

Although Pix2Pix [Isola et al., 2017a] was investigated in my first experiments, I

noticed repeated vessel filling, leading to artificial information in the area of ves-

sels and elsewhere. For this reason, I focus on modifying cycleGANs for ’almost-

paired’ image synthesis to obtain better representations of anatomical structures. In

what follows, I introduce the losses and optimization tasks which incorporate the

perceptual loss.
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4.2.2.3 Adversarial Loss

This training procedure is formulated as a min-max optimization task over the ad-

versarial loss function:

LGAN(G,D) = min
G

max
D

V (D,G) =

Ex∼pdata(x)[logD(x)]+Ez∼pz(z)[log(1−D(G(z)))] (4.1)

where x is a real image from the true data distribution pdata, and z is a noise vec-

tor sampled from the prior distribution pz (e.g., uniform or Gaussian distribution).

In practice, the generator G is modified to maximize log(D(G(z))) instead of mini-

mizing log(1−D(G(z))) to mitigate the problem of gradient vanishing [Goodfellow

et al., 2014]. I use this modified non-saturating objective in all my experiments. A

similar adversarial loss for the opposite mapping function F : IIISD → IIIT D and its

discriminator is used as well.

4.2.2.4 Cycle Consistency

In some cases, training GANs solely with adversarial losses is not sufficient since

it may lead to mode collapse, where a set of different input images is mapped into

a single image in the target domain [Zhu et al., 2017]. Therefore, an additional

constraint to regularize the mapping functions, i.e. reduce the mapping dimensions,

is necessary, exploiting the property that synthesis should be cycle consistent. This

is achieved by enforcing cycle consistency between the two mapping functions,

G1 and G2. As a result, the two generator networks should satisfy the inversion

x̂ = G2(G1(x))≈ x and ŷ = G1(G2(y))≈ y.

Lcyc(G1,G2) =Ex∼pdata(x)[‖x−G2(G1(x))‖1]

+Ey∼pdata(y)[‖y−G1(G2(y))‖1]
(4.2)

4.2.2.5 Wasserstein GAN Gradient Penalty

In adversarial training (Eq.4.1), the GAN-loss attempts to minimize the KL-

divergence between the generated distribution and the true data distribution. In a
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Wasserstein GAN (WGAN) setting, the minimization search is equivalent to min-

imizing the Jensen-Shannon (JS) divergence between the generated and the real

sample data distributions. Instead of computing a probability of the sample be-

ing real or fake, the discriminator instead evaluates an unbounded score of sample

realism. The WGAN loss can be expressed as:

LWGAN(G) = Ex∼pg(x)[D(x)]−Ex∼pr(x)[D(x)] (4.3)

and solves the following minmax problem:

LWGAN(G,D) = min
G

max
D

V (D,G)

=−Ex∼pr(x)[D(x)]+Ez[D(G(z)]
(4.4)

To accelerate convergence, [Arjovsky et al., 2017] propose to clip the weights

of the discriminator which, nevertheless, leads to a vanishing gradient, exploding

gradients, or weights being pushed towards the extremes of the clipping range [Gul-

rajani et al., 2017]. Hence, I impose a gradient penalty method [Gulrajani et al.,

2017] and solve the following minmax problem:

LWGAN(G,D) = min
G

max
D

V (D,G)

=−Ex∼pr(x)[D(x)]+Ez[D(G(z))]

+λEx̂[(‖∇x̂D(x̂)‖2−1)2]

(4.5)

where the first two terms perform a Wasserstein distance estimation, the last term

is the gradient penalty term for network regularization and λ is a constant weight-

ing parameter. Compared to the original GAN, WGAN: (a) does not use the log

function in the losses and (b) removes the sigmoid activation from the final layer of

the discriminator, so predictions are no longer constrained to fall in the range [0,1]

but (c) clamps the weights to a small fixed range after every gradient update on the

discriminator function.
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4.2.2.6 Proposed Perceptual Loss

To keep image details or information content, perceptual loss functions are often

used in cross-domain synthesis by extracting representations of a feature map. Typ-

ically, a pure MSE-based loss function is used, which tries to minimize the pixel-

wise error between source and target image patches. Nevertheless, the MSE loss

sometimes still suffers from the blurring effect and can potentially cause distortion

or loss of details [Johnson et al., 2016]. Here, instead of solely applying a MSE

measure (see paragraph 4.2.2.4), a perceptual loss is additionally utilized for cycli-

cal consistency. Fig. 4.3 illustrates the proposed cyclical perceptual loss. Thus,

to minimize the difference of content representation between the source and target

images, I use the following perceptual loss function defined in feature space:

LPerc(G) = E(x,y)[
1

hiwidi
‖φi(G(z))−φi(x)‖2

F ] (4.6)

where hi,wi,di, are the spatial height, weight and depth of the extracted feature

map of the ith layer of the feature extractor network, respectively. Specifically, the

perceptual loss function extracts feature responses in different layers of a CNN. The

deeper the network, the more the input image is represented by features instead of

pixel values; higher layer features have larger receptive fields, representing actual

image content and spatial structure [Johnson et al., 2016]. For this reason, I use a

deep VGG-19 network pretrained on the ImageNet classification task [Russakovsky

et al., 2014] as a feature extractor; the VGG-19 contains 16 convolutional layers

followed by 3 fully-connected layers. The output of the 16th layer is the feature

Feature Extractor Feature Extractor

Figure 4.3: Modified CycleGAN architecture with the proposed perceptual cyclical loss
calculated using VGG-19 as a feature extractor.
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map extracted by the VGG network and used in the perceptual loss function. I

duplicate the OCT images to make them RGB-compatible before feeding them to

the VGG network as the pretrained VGG network takes colour images, while OCT

images are grayscale.

4.2.2.7 Objectives

I formulate the four different objectives I compare in my ensemble methodology.

• cycleGAN

min
G

max
D
L = LGAN +λcycLcyc (4.7)

• cycleWGAN

min
G

max
D
L = LWGAN +λcycLcyc (4.8)

• cycleGAN-Perceptual

min
G

max
D
L = LGAN +λcycLcyc +λpercLperc (4.9)

• cycleWGAN-Perceptual

min
G

max
D
L = LWGAN +λcycLcyc +λpercLperc (4.10)

where where λcyc and λperc are the weighting parameters for the cycle-

consistency and perceptual losses, respectively, i.e. they control the trade-off

between the GAN/WGAN adversarial loss and the VGG perceptual loss. For

each case, I aim to solve:

G∗,F ∗ = argmin
G

max
D
L (4.11)

4.2.2.8 Networks

The generator part of the network contains two stride-2 convolutions, 9 residual

blocks, and two fractionally strided convolutions with stride 1
2 . Similar to [Johnson
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et al., 2016], I use instance normalization. To tackle the blurring effect, I further add

skip connections to both generators; concatenate the output of each down-sampling

layer to the input of the corresponding up-sampling layer.

The proposed perceptual calculator part of my network is the cycle-consistent

perceptual loss network, which is the pre-trained VGG network [Simonyan and Zis-

serman, 2015]. Fig. 4.3 illustrates the cycle consistent perceptual loss path through

the feature extractor. The calculation of such losses does not require any explicit

pairing of the input datasets during training although paired inputs increase consis-

tency. The output images from generators G1, G2 and the reconstructed images x̂, ŷ

are fed into the pre-trained VGG network for feature extraction. Then, the objective

loss is computed using the extracted features from the 16th VGG-layer according

to Eq. 4.6. The perceptual reconstruction error updates only the weights of the

generators, while keeping the VGG parameters intact.

For the discriminator I use PatchGANs, i.e. ConvNets. Such a patch-level

discriminator architecture has fewer parameters than a full-image discriminator and

can work on arbitrarily-sized images in a fully convolutional fashion [Isola et al.,

2017a]. I note that a N×N PatchGAN is mathematically equivalent to manually

chopping up the image into N×N overlapping patches, running a regular discrimi-

nator over each patch and averaging the results.

4.2.3 Ensemble GANs

The specific signal properties and anatomical geometry found in OCT images need

to be addressed. As a result, to improve the accuracy and robustness of the modal-

ity transfer, I propose an ensemble of my perceptually modified cycleGANs [Zhu

et al., 2017], i.e. Fig. 4.4. Geometry in OCT images is very specific, where the

vitreous cavity, i.e. background, is clearly distinct with respect to the layers at the

ILM border. As a result, I identify and separate layer signal from background using

image stitching, exploiting the identification of the ILM before feeding images into

my network. Moreover, while learning of mappings and spatial filters is usually

performed using a fixed window in cycleGANs, a fixed spatial window modality

transfer method might not be adequate enough to capture all the spatial information
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necessary for synthesis as noise and signal properties are defined by different spa-

tial scales. Thus, the probability for cross-modal distributions to share supports in

latent space is reduced. To address this problem, I propose an ensemble of spatially

coherent cycleGANs (Fig. 4.4) to learn TDOCT-to-SDOCT image mapping and to

translate TDOCT images into synthesized SDOCT ones.

TDOCT

SDOCT

Painter

Ensemble 
GAN

𝑰

Stitch

Stitch

Stitch

Average

SD

TD

GAN

GAN

GAN

Patch128x128

Patch256x256

SD

TD

A

B

IBlack

I128x128

IBlack

I256x256

IBlack

I512x512

Image512x512

Paint Black

Paint Black

Paint Black

Figure 4.4: SDOCT synthesis via ensemble of GANs. Box A: Backgrounds are painted
black. Box B: Three GANs are trained with pairs containing only layers. Syn-
thesized images are stitched back with the backgrounds and the average syn-
thesized stitched image is obtained. Separation of layers and background is
illustrated with scissors.

4.2.4 Training

Inspired by spatial compounding which is the most commonly adopted denoising

scheme by OCT instrumentation, I propose the ensemble of GANs. The scheme

is the following. To avoid producing scores for each image region where minimal

or not relevant information is present, i.e. vitreous cavity (top dark background), I

separate background from layer signal. Images are of size 512×512 and after back-

ground separation are 256× 512. I load them as rectangular images, and modify

receptive fields of different size, i.e. 128×128, 256×256, while in the latter case I

use the full resized 512×512 image, i.e. referred to as ImageGAN [Radford et al.,
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2015]. As a result, each GAN is trained by employing a different spatial window

size on the pure signal: I use Patch128×128, Patch256×256 and Image512×512, learning

a mapping from the observed TDOCT image IIIT D and random noise vector zzz, to the

target SDOCT image IIISD, G :
{

IIIT D, zzz
}
→ IIISD. As a result, for each approach -

cycleGAN, cycleGAN with perceptual loss, WGAN, WGAN with perceptual loss

-, I train three GANs with pairs containing only layer information, whereas the

backgrounds are painted black and are stitched back with the corresponding layers

according to size. I produce predictions of size 512× 512. A N×N PatchGAN

is mathematically equivalent to manually chopping up the image into N×N over-

lapping patches, running a regular discriminator over each patch and averaging the

results. Since my network is fully convolutional, the resulting learnt spatial filters

should be in principle independent from image and patch size. However, in my ex-

periments, I show that there is a significant difference between networks associated

with different patch sizes, and combining them provides an optimal representation

of RNFL appearance. Finally, I average the three synthesized candidates and the

average synthesized stitched image ĪII is obtained. Note that to further preserve the

morphological relationship between training pairs, cycleGANs were trained with

windows centered at the same geometrical location in both pairs, i.e. I modify the

training window to look at the same region in both input images. Albeit cycleGANs

are used in the absence of paired aligned examples, I implicitly also show that hav-

ing paired examples with input windows looking at the same location (instead of

random ones) in input pairs improves prediction. Note that for TDOCT, the circu-

lar scan is centered on the ONH with a diameter of 3.4 mm, whereas for SDOCT,

with a diameter of 3.5mm. Thus, really small alignment issues between pairs do

exist by acquisition. Although preliminary experiments naturally took place using

Pix2Pix [Isola et al., 2017a] (used for aligned input training pairs), results indeed

showed improved image quality, but falsely generated artificial information and re-

peated blood vessel ’filling-in’. As a result, I focused on modifying cycleGANs in

order to bring them up to the task of training almost-aligned input pairs and get-

ting the best out of them. Fig. 4.4 shows my framework for OCT synthesis via
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the ensemble of perceptually modified GANs. For convenience, I use the notation

III128×128, III256×256, III512×512 for the previously mentioned generated images.

4.2.5 Label Fusion

After obtaining the average synthesized stitched image ĪII, I need to find a sound

RNFL segmentation taking into account the variability modelled during synthesis.

Thus, I consider synthesized images as being in a theoretical stack of images: I use

ĪII as test image, while, I use III128×128, III256×256, III512×512, and the original ITDOCT

as atlases, here denoted by {In(xxx)}n=1,...,4 (Fig. 4.5a). I need to propagate RNFL

labels from the atlas image to the novel coordinates of the test image, where the

label of each pixel is selected through a fusion scheme. To take into account the

variability across atlases, I employ a Bayesian averaging technique, the graphical

model of which is shown in Fig. 4.5b. In what follows, I adopt the layer segmen-

tation model of [Mayer et al., 2010]. Let {Ln(xxx)}n=1,...,4 be the segmentations of

atlases {In(xxx)} and these atlases which are assumed to be registered to the test image

Ī(xxx), with unknown labels L(xxx). A label fusion approach tries to estimate the label

map LLL associated with ĪII, given the registered atlases. I assume that the posterior

segmentation probability p factorizes over pixels:

p(LLL|{IIIn},{LLLn}, ĪII) = ∏
xxx∈Ω

px(L(xxx)|{IIIn},{LLLn}, ĪII) (4.12)

The local label fusion model from [Sabuncu et al., 2010] is chosen for infer-

ence of the labels, i.e. to model px. The model is based on a latent discrete field

MMM(xxx) that indexes the segmentation of the test image at each location and which

atlas generates it. Moreover, the image intensities ĪII and labels L are assumed to

be conditionally independent given the field MMM. Following [Sabuncu et al., 2010],

a Gaussian likelihood term for the intensities of the images and a LogOdds model

which relies on the labels signed distance transform are used. To reflect the lower

reliability for the atlases with lower registration accuracy, I choose a prior for the

field MMM [Atzeni et al., 2018]. The prior, for each 2D location xxx takes the form

p(M(xxx) = n) ∝ exp(−knα), where the coefficients kn, n = 1,2,3,4, are the dis-
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tances between the test image ĪII and the atlases, while α is a parameter that allows

us to control the sharpness of the prior. Based on the measured agreement when

evaluating GANs performance individually, decaying weights were set accordingly.

I set the lowest distance value, k1 = 1, for atlas III256×256, and increasing ones, ki = i,

for atlases III128×128, III512×512 and ITDOCT, respectively based on my experimental

results (see Supplementary Material). The labels’ posterior probability finally is:

p(L(xxx)|{IIIn},{LLLn}, ĪII) =

∑
N
n=1N

(
Ī(xxx); In(xxx),σ2)eρDx[L(x);LLLn]e−knα

∑
N
n=1 e−knαN (Ī(xxx); In(xxx),σ2)

(4.13)

where Dx is the signed distance transform evaluated at location x;N is the Gaussian

probability density function; and ρ and σ2 are the likelihood parameters.
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Figure 4.5: (a) Stack of images, where k1,k2,k3,k4 are the distances between ĪII and III256×256,
III128×128, III512×512 and ITDOCT. (b) Graphical model representing the relation-
ship between the model variables in MAS. Replications are illustrated with
plates. Shaded variables are observed.

4.3 Experiments and Results

4.3.1 Experimental Setup

For quantitative analysis in RAPID, I compare the best performing method (GAN +

Perceptual loss) to the original TDOCT and the ground truth SDOCT images. The

method with label fusion strategy on the GANs output with cycle-consistent per-

ceptual loss plus image stitching is further compared to the results obtained using
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different optimization objectives. I calculate the peak signal-to-noise ratio (PSNR)

and structural similarity (SSIM). I note that these metrics may not capture fine de-

tails in the image, and thus give high scores to images with unsatisfying quality.

For this reason, to further quantify the anatomical plausibility of the synthesized

SDOCT images, I segment their RNFL and compare the resulting average RNFL

thickness with the original SDOCT average RNFL thickness. The intuition is that if

I can produce realistic SDOCT images, an off-the-shelf segmentation model should

estimate the same RNFL thickness as that obtained with the original data; it should

generate RNFLT values in close agreement with the Spectralis RNFL segmentation

applied to the real SDOCT images. For label fusion, as atlases, I used the segmented

RNFL sections of the synthesized SDOCT and the original TDOCT RNFL segmen-

tation. For the test image, I used the average synthesized stitched image in which I

register the retinal layers of the atlases. I use the method from [Du et al., 2017] for

non-rigid registration of OCT layers, and compute predictions for the final RNFL

labels with Eq.4.13. The parameters were kept constant for all experiments: σ2 =

625, ρ = 30µm−1, α = 1mm−1. Testing on UKGTS images was instead performed

by quantifying the statistical power of the trial using the RNFLT measurements ob-

tained with my method compared with those derived from the Stratus TDOCT. All

experiments were performed on a NVIDIA Titan X (12GB) GPU using PyTorch.

4.3.2 Validation on RAPID Test-Retest Dataset

(a) TDOCT (b) SDOCT (c) cycleGAN

(d) cycleWGAN (e) cycleWGAN-Perceptual (f) cycleGAN-Perceptual

Figure 4.6: OCT synthesis results via fusion of GANs. (a) and (b) illustrate a pair of
TDOCT and SDOCT images. (a) - (f) Synthesized SDOCT from (a) using
ensemble methodology with different objectives.

I illustrate the SDOCT synthesis results on a randomly selected B-scan as
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shown in Fig. 4.6. Significant synthesis results are observed in all networks; the

synthesized images are very similar to real SDOCT images. I do notice, how-

ever, differences in the vessel locations and how they appear in the outer RNFL

between the different ensemble methods; this is largely due to the fact that the

cyclical perceptual loss used in cycleGAN-Perceptual and cycleWGAN-Perceptual

is computed in a feature space trained on a very large natural image dataset. By

using the VGG loss, the knowledge of human perception that is embedded in VGG

network is transferred to OCT image quality evaluation. Nevertheless, the perfor-

mance of using an ensemble cycleWGAN or an ensemble cycleGAN alone is still

highly acceptable despite the fact that these networks solely model the original data

distribution from TDOCT to SDOCT. As far as the RNFL is concerned, it can be

seen that all networks enhance the layer’s visibility compared to the original noisy

TDOCT images. In all my experiments, I did not observe deformations nor sub-

stantial blurs and distortions in the synthesized images. Moreover, all images have

global structure which closely matches that of the target ground-truth images. It

can be seen that the ensemble methodologies all lead to recovery of information

that cannot be seen in TDOCT images. This is not only observed in the retinal

layers, but more importantly, in the vessels. In Table 4.1, PSNR and SSIM met-

rics for all ensemble methods are summarized. Although the ensemble cycleGAN

with perceptual loss appears to rank first in terms of PSNR and SSIM, I note that

these metrics do not properly quantify anatomical plausibility of the estimated im-

ages [Yang et al., 2018]. This indicates that PSNR and SSIM may not be sufficient

in evaluating image quality despite my PSNR and SSIM validation results being

consistent with literature [Yang et al., 2018; Wolterink et al., 2017b]. For this rea-

son, I extend validation by comparing the RNFL segmentations in the synthesized

and real SDOCT images.

Table 4.2 illustrates the 95% limits of agreement (LOA), mean difference and

the mean standard deviation (SD) of the difference for three visits across all subjects

in RAPID comparing the RNFL segmentations of the synthesised images with the

ground truth. I observe that the GAN + Perceptual loss leads to significantly better
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Table 4.1: Peak signal-to-noise ratio (PSNR) and structural similarity (SSIM) for each en-
semble method.

PSNR (SD) SSIM (SD)

GAN 20.9418 (±3.45) 0.7990 (±0.16)
WGAN 20.8327 (±3.66) 0.7874 (±0.13)

WGAN+Perceptual 22.9919 (±3.17) 0.7981 (±0.11)
GAN+Perceptual 23.4185 (±3.08) 0.8030 (±0.14)

agreement and less variability than the TDOCT images. For reference, I present the

limits of agreement and SD for repeat SDOCT images to illustrate the best possi-

ble performance if synthesized images were identical to SDOCT images. Fig. 4.7

illustrates the agreement of the measurements in Bland-Altman plots between the

ensemble methodologies and the ground truth SDOCT segmentations. My approach

not only manages to produce a RNFL segmentation closer to the ground truth, but

also reduces variability in the measurements in all cases.
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Table 4.2: Limits of agreement and mean difference of all methods versus ground truth
thickness, and mean thickness SD of the first three test-retest visits for both
eyes.

Method GAN WGAN WGAN + Perceptual GAN + Perceptual TDOCT SpectralisOCT

95% LOA (µm) [8.11, -6.73] [7.97, -6.65] [7.20, -6.27] [6.57, -5.79] [26.64, -22.95] [4.16, -4.04]
Mean Diff. (µm) 0.69 0.71 0.46 0.39 1.84 0.06
Mean SD (µm) 1.29 1.27 1.13 1.06 2.76 0.77

20 40 60 80 100 120

Means

40

30

20

10

0

10

20

30

40

D
i
f
f
e
r
e
n
c
e

mean diff:
0.69

-SD1.96: -6.73

+S  D1.96: 8.11

GAN

40 60 80 100 120

Means

�40

�30

�20

�10

0

10

20

30

40

D
if

f
e
r
e
n
c
e

mean diff:
1.84

-SD1.96: -22.95

+SD1.96: 26.64

StratusOCT

Figure 4.7: Bland-Altman plots on the thickness agreement between all ensemble methods
versus ground truth on RAPID. The ensemble method with cycle-consistent
perceptual loss leads to significantly better agreement (lower spread on the y-
axis). Units in µm.

Below (Fig. 4.8, Table 4.3), I also report results on the RAPID study with

respect to the rationale behind the choice to ensemble cycleGANs, the stitching

process, and the usage of label fusion on their output: I illustrate that this individual

GAN256×256 yields better scores (limits of agreement, mean difference, Pearson r,

mean SD) compared to GAN128×128 and GAN512×512. Also, label fusion, without

image stitching, on the average synthesized image outperforms the individual output

of GANs, while a further improvement is obtained by integrating image stitching.

These results suggest that combining the synthesized images of each individual

GAN enables us to take advantage of the strengths of all architectures.
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Table 4.3: Limits of agreement, mean difference, correlation of all methods versus ground
truth, and mean SD of the first three test-retest visits for both eyes.

Method
GAN Label Fusion

StratusOCT
128x128 256x256 512x512 Direct Stitching

95% LOA [22.53, -18.7] [16.9, -14.2] [23.34, -19.35] [11.72, -9.72] [8.11, -6.73] [26.64, -22.95]
Mean Diff. 1.92 1.44 1.99 1.00 0.69 1.84
Pearson r 0.79 0.85 0.71 0.89 0.92 0.76
Mean SD 2.27 1.87 3.01 1.33 1.29 2.67
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Figure 4.8: Bland-Altman plots on the agreement between individual GANs with differ-
ent spatial windows versus ground truth on RAPID. The method with image
stitching and label fusion leads to significantly better agreement.
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4.3.3 Results on the UKGTS

For the UKGTS TDOCT images, all raw intensity OCT data were used, includ-

ing each of the three individual sequential “fast” circular scans; and images with

any signal quality were accepted for analysis. A total of 36,169 (31.6%) TDOCT

individual scans failed my RPE-vessel detection detection algorithm and were ex-

cluded from further analysis. In the original investigation [Garway-Heath et al.,

2013], a) the averaged measurement from three images acquired in quick succes-

sion and b) a signal strength of 7 or more were required for structural imaging

of participants, resulting in 10,633 (21.3%) TDOCT scans to be excluded. In my

study, each of the raw images prior averaging was used and participants were not

excluded because of poor conventional scan quality metrics since those scans could

theoretically become scans with good quality after image enhancement. As a re-

sult, the total proportion of excluded TDOCT scans in my analysis is similar to

Garway-Heath et al. [2013] and does not have analytical implications as analysis

was based on participants who did have five or more time points with both VF tests

and OCT images available [Garway-Heath et al., 2013] in both datasets. I applied

my ensemble methodology with the cycle-consistent perceptual loss function to the

TDOCT images available from the UKGTS and subsequently segmented the newly

synthesized SDOCT images as described above. I further calculate a rate of change

of the segmented RNFL thickness over time and compare the rates of RNFL loss

in the two treatment arms of the UKGTS to calculate a sample size for a new trial.

Thus, the methodology is tested by quantifying the sample size required for 90%

statistical power (Type I error 5%) when using the original TDOCT measurements

and the measurements obtained with my method. Table 4.4 shows the results of my

method compared to the original Stratus TDOCT; the mean and the range of RNFL

loss rates for TDOCT and synthesized SDOCT images and the respective sample

size calculations for a study to distinguish the UKGTS treatments groups are pre-

sented. Note that for the sample size calculation I assume that all patients would

have usable SDOCT images. I appreciate a statistically significant improvement

in the separation between treatment and placebo groups (p = 0.0017), leading to a
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Table 4.4: Comparison of rate of RNFL change between my method and Stratus TDOCT
in the UKGTS. Significance between group progression rates (p < 0.05,
Mann–Whitney U test) is indicated with (*). Sample size for 90% power with
p = 0.05.

Method
TDOCT Synthesized SDOCT

Treatment Placebo Treatment Placebo

Mean (SD) (µm/visit) 0.034 (1.964) -0.073 (2.066) -0.069 (1.204) -0.352 (1.231)
Diff. in mean rate (95% CI) 0.107 (-0.358 to 0.574) 0.282* (0.0003 to 0.5654)

Sample size 7356 578
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Figure 4.9: (a) Distribution of the rate of VF mean sensitivity (MS) change in decibels per
year for the subset of UKGTS participants with OCT images (placebo, n = 131
participants; latanoprost, n = 127 participants). (b) Original UKGTS TDOCT
data. (c) Synthesized UKGTS SDOCT data. Distributions of the rate of OCT
RNFL thickness change are for the subset of UKGTS participants with OCT
images.
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markedly lower sample size in power analysis.

Fig.4.9 illustrates the VF mean sensitivity (MS) change in decibels per year and

the distribution of rate of RNFL thickness change for the subset of UKGTS partic-

ipants with usable OCT images. Fig. 4.9b is generated from the original TDOCT

whereas Fig. 4.9c from the synthesized SDOCT data. The rate of loss was taken

from the eye with the worse baseline MD. My method allowed the detection faster

rates of deterioration in the placebo than the latanoprost group, which the original

TDOCT was unable to do. This effect can be qualitatively appreciated from the

shift towards the left of the placebo RNFL rate histogram (Fig.4.9). For the original

TDOCT UKGTS data, the difference in distribution of slopes was not statistically

significant (Mann-Whitney U Test, p = 0.18). For the synthesized SDOCT UKGTS

data, the difference was statistically significant (Mann-Whitney U Test, p = 0.04).

4.4 Discussion
In [Garway-Heath et al., 2017a], the rate of RNFL loss from TDOCT measurements

was not able to distinguish the treatment arms in the UKGTS. In this work, I demon-

strate that my ensemble methodology with further adoption of the cycle-consistent

perceptual loss applied to TDOCT images significantly improves the agreement of

RNFL thickness measurements with RNFL thickness measurements derived from

real SDOCT images segmented in the Spectralis software and significantly reduces

the test-retest variability. When the rate of RNFL loss in the UKGTS data set is

calculated from the synthesized SDOCT images, the difference in RNFL slopes is

able to distinguish the treatment groups. In contrast, the analysis of the capability

of TDOCT images to distinguish the UKGTS treatment arms shows that, although

the rate of RNFL loss was faster in the placebo-treated eyes, the difference from

the latanoprost-treated eyes did not reach statistical significance. The difference

between treatment groups in the rate of RNFL thinning was similar to the differ-

ence between groups for the rate of VF MD deterioration. Moreover, there is an

appreciable reduction in the sample size required to distinguish the treatment arms

in the UKGTS if SDOCT RNFL thickness were to be the outcome, compared to
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TDOCT RNFL thickness. Therefore, I have shown that the rate of RNFL thinning

responds in a similar manner to treatment as does the rate of VF deterioration. My

contributions extend current literature on image synthesis, as I propose to learn the

image distribution by probabilistic fusion of several generative models and using a

novel cycle-consistent loss. My approach is based on semi-automated segmenta-

tion of synthesized SDOCT images and image stitching is shown to further improve

statistical separation between treatment groups (see Supplementary Material). My

methodology appears robust and flexible both in terms of architecture and label fu-

sion. Since the training dataset is large and of high resolution, training of each

individual GAN model is computationally expensive. This however is a negligible

problem in practice as the model can be run offline. Future work will focus on

regularized attention schemes to improve conditioning on the RNFL.



Chapter 5

Bio-inspired attentive segmentation

of retinal SD-OCT imaging

The content of the present chapter is based on the following publication:

Lazaridis, G., Xu, M., Afgeh, S. S., Montesano, G., & Garway-Heath, DF. Bio-

Inspired Attentive Segmentation of Retinal OCT imaging. Ophthalmic Medical

Image Analysis (OMIA). Lecture Notes in Computer Science 2020 Oct 12069;1-

10.

5.1 Introduction
Optical coherence tomography (OCT) is a non-invasive imaging modality that pro-

vides high-resolution scans of the structures of the human retina [Garway-Heath

et al., 2017b]. The retina is organized into layers and, clinically, OCT is used as

a surrogate measure to evaluate retinal cell loss by measuring layer thicknesses

around the optic nerve head. Thus, OCT enables us to extract this depth information

from retinal layers. Depth information is known to change with certain ophthalmic

pathologies, e.g. retinal nerve fibre layer (RNFL) thickness for glaucoma. RNFL

is also associated with neurodegenerative and vascular disorders [London et al.,

2013]. Therefore, accurate and precise segmentation of retinal layers is necessary

to assess morphological retinal changes in order to quantify presence or progression

of pathologies.

OCT layer segmentation has produced a veritable soup of methodologies try-
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ing to address this challenging task. Classical approaches attempt to formulate the

problem as a topologically correct graph or as an optimization problem based on

a set of predefined or heuristic rules [Chiu et al., 2010; Keller et al., 2016; Carass

et al., 2014; Garvin et al., 2009; Lang et al., 2013]. While these methods achieve

remarkable results, their segmentation efficiency is limited in the presence of noise

and artifacts, and results are highly sensitive to the choice of initial parameters.

Moreover, topological continuity and smoothness in the obtained surfaces is not al-

ways guaranteed. Meanwhile, various methods using convolutional neural networks

(CNNs) have been proposed to segment retinal OCT images [He et al., 2019; Ben-

Cohen et al., 2017b; Liefers et al., 2019; Roy et al., 2017; Qu et al., 2018; Devalla

et al., 2018b]. For example, in [He et al., 2019], CNNs have been used to segment

retinal layers by modeling the position distribution of the surfaces and by using a

soft-argmax method to infer the final positions. In [Ben-Cohen et al., 2017b], layer

segmentation is achieved by extracting the boundaries from probability maps and

using a shortest path algorithm to obtain the final surfaces. The authors in [Liefers

et al., 2019] employ a modification of the encoder-decoder paradigm to produce

dense predictions for every vertical column in each slice of the OCT volume, trying

to maintain spatial correlation, whereas in [Devalla et al., 2018b], the authors use

a U-Net [Ronneberger et al., 2015] with residual blocks and diluted convolutions

to achieve retinal layer segmentation. In [Roy et al., 2017], the authors propose

to segment layers by classifying each pixel into layer or background based on an

hierarchy of contextual features. In [Qu et al., 2018], segmentation is achieved by

uniformly dividing the image into strips and then decomposing them into a sequence

of connected regions.

These works may, however, present important limitations for OCT layer seg-

mentation. Firstly, the previous approaches have inconsistent prediction boundaries

which may not have spatial continuity. Secondly, signal and noise properties in

OCT images occur at different spatial scales and, therefore, these methods might

not be able to capture all the necessary information needed for segmentation. Fi-

nally, the specific geometry of OCT images is not fully exploited, thus reducing the
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probability for accurate and topologically sound segmentations. Therefore, prin-

cipled schemes accounting for boundary morphology and signal topology must be

developed, in order to preserve anatomical information and allow for spatial co-

herency.

In this work I present a novel end-to-end trainable method to improve retinal

layer segmentation. My methodology uses efficient high-order attention descrip-

tors leveraging on the specific anatomical OCT geometry to extract robust quan-

tifications of all retinal layers. The model increases feature correlation and ex-

pression learning, exploiting the horizontally-layered retinal structure and the bio-

logical knowledge that retinal surfaces can be modeled as partitioned layers along

the vertical dimension. I showcase the diagnostic precision and agreement of my

method with ground truth (reference device methods) RNFL (commonly assessed

layer) segmentations from two independent studies [Garway-Heath et al., 2017b;

Montesano et al., 2019]. Finally, I demonstrate the superiority of my method in

segmenting all retinal layers using the Duke dataset [Chiu et al., 2015].

5.2 Materials and methods

5.2.1 Data

I used data from the COMPASS [Montesano et al., 2019](See Sec. 3.3) and

RAPID [Garway-Heath et al., 2017a](See Sec. 3.2) and the publicly available Duke

dataset [Chiu et al., 2015](See Sec. 3.4) to evaluate my methodology, conducting

both binary and multi-class segmentation. For binary segmentation, the RAPID

dataset was used for training and the COMPASS dataset for independent testing.

For multi-class segmentation, both RAPID and COMPASS datasets were used for

training and the Duke dataset for testing. All acquisitions are 496×768. Note that

my method’s ability to segment all retinal layers is illustrated in the Duke dataset

where eight boundaries are annotated. The precision, repeatability and agreement of

my method are evaluated independently on COMPASS and RAPID dataset images,

segmenting one layer, i.e. the RNFL.
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5.2.2 Bio-Inspired Attentive Segmentation

OCT images have a very specific geometry, where layers and retinal boundaries are

oriented along the horizontal and vertical directions. For this reason, I conjecture

that segmentation tasks on these type of images can benefit from exploiting the ori-

entation of the extracted features. Also, ignoring these structural priors aggravates

the issue of topological inconsistencies and incorrect pixel classifications near the

layer boundaries that OCT segmentation models often suffer from [Roy et al., 2017;

Romero et al., 2017; Devalla et al., 2018b].

Instead of mathematically formulating prior anatomical knowledge or infor-

mation around layer edges, I propose a method that implements these topological

priors by constraining the orientation of the feature extraction layers - that is to say,

by constraining the receptive field of the convolutional layers to focus separately

on each direction. The features are, then, combined into an attention mask used to

enhance the supervision signal for the segmentation task. Thus, our model is bet-

ter able to extract features that are primarily oriented in the horizontal and vertical

direction.

5.2.3 Low-Rank Oriented Attention (LROA)

Given an input tensor XXX ∈ RS×S×C and a parametrized bilinear weight matrix WWW ∈

RN×M, the output is given by:

Y = XXXTWWWXXX (5.1)

where Y ∈RN×M. Although pair-wise dependencies of discrete pixels (Eq. 5.1 ) are

typically modelled as a non-local mean operation [Wang et al., 2018b], the resulting

computational cost is very high due to high-rank matrix product multiplications.

To enable cost-efficient computing, we model spatial correlations using a low-rank

approximation based on the Hadamard product [Kim et al., 2016]:

Y = XXXTUUUVVV T XXX = PT (UUUT XXX ◦VVV T XXX) (5.2)

where ◦ denotes the Hadamard product. Bias terms are omitted for simplicity. In

the original formulation [Kim et al., 2016], UUU , PPP, VVV are linear projections. To incor-
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porate prior anatomical knowledge (Sec. 5.2.2), we replace these with different pro-

jection operations via asymmetric convolutions. More specifically, we parametrize

UUU and VVV as convolutional layers with kernel size (1,kernel size), (kernel size,1) and

stride of (1,2), (2,1), respectively. As a result, UUUT XXX ∈RS× S
2×C, and focuses on the

contextual information along each vertical column. VVV T XXX ∈R S
2×S×C, and focuses on

the contextual information of the horizontally layered structures. Apart from these

two structure-orientated asymmetrical convolutional operations, we also replace the

original linear projection PPP with a third parametrized convolutional operation for

feature extraction. This operation is adopted as two consecutive standard convolu-

tional blocks; each convolutional block consists of a convolutional layer followed

by a Batch Normalisation [Ioffe and Szegedy, 2015] and a ReLU [Krizhevsky et al.,

2017]. This operation generates features as PPPT XXX ∈ R S
2×

S
2×2C. The two streams of

the bilinear model are multiplied together using the Hadamard product after a trans-

pose operation to match their shapes. We, then, reshape the feature to R S
2×

S
2×2C to

match the shape of tensor PT X . Finally, we apply a Sigmoid function for normal-

ization to generate an attention mask, which is then combined to the result of the

third feature extraction stream. The higher-order low-rank attention is then given

by:

Y = PT X ◦σ(UUUT XXX ◦XXXTVVV )+PT X (5.3)

To further increase modelling efficiency and capacity, we apply a multi-scale

strategy and multi-grouped channels: Let {Pi}i=1,...,4 be sets of asymmetrical con-

volutional layers with kernel size of (1,2), (1,3), (1,5), (1,7), respectively and Cout

the output channel number. Then, ∀ {Pi}i=1,...,4 ∃ different numbers of groups of

filters at Cout//8,Cout//4,Cout//2,Cout . Our proposed attention model is finally:

Y = PT X ◦σ(
4

∑
k=1

UUUT
k XXX ◦

4

∑
k=1

XXXTVVV k)+PT X (5.4)
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(a) Block diagram of the proposed architecture.

(b) Oriented attention block. Dotted lines indicate parameters sharing. Note that all residual and
skip connections are omitted for clarity.

Figure 5.1: Illustration of the proposed methodology.

5.2.4 Architectural Overview

My architecture consists of three branches: an encoder-decoder main branch and

two parallel attention side branches. Hereinafter, the main branch is referred to

as backbone. The backbone captures multi-scale visual features and integrates low-

level features with high-level ones, whereas the two side branches attend to the hori-

zontal and vertical directions. The two side branches calculate the attention weights

as described in Sec. 5.2.3. Fig. 5.1 illustrates the proposed framework. My proposed

architecture is composed of downsampling and upsampling components, each alter-

nating between a convolutional block and an oriented attention block. Each down-

sampling block halves the size of the feature maps in height and width and doubles

the channels, while each upsampling block doubles the feature maps in height and

width while halving the channels.
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5.3 Experiments and Results

5.3.1 Experimental Setup

To illustrate the effectiveness of my model-agnostic LROA modules, I compared

each LROA-enhanced network with the corresponding backbone architecture. I

used the following models that have been shown to perform well on retinal OCT

segmentation tasks: U-Net [Ronneberger et al., 2015], SegNet [Badrinarayanan

et al., 2017], DRUNET [Devalla et al., 2018b] and ReLayNet [Roy et al., 2017]

to prove my hypothesis. Since LROA is based on attention mechanisms, I further

included a state-of-the-art attention enhanced network, namely Attention-Unet [Ok-

tay et al., 2018]. All baselines models are re-implemented in an identical fashion

as the respective papers, without pre-training, for fair comparison. Henceforth,

the network using U-net [Ronneberger et al., 2015] as backbone is referred to as

“LROA-U”, the network using SegNet [Badrinarayanan et al., 2017] as backbone

is referred to as “LROA-S”, the network using DRUNET [Devalla et al., 2018b]

as backbone is referred to as “LROA-D” and the one using RelayNet [Roy et al.,

2017] as backbone is referred to as “LROA-R”. I also implemented two versions of

LROA-S with different sized kernels in {Pi}n=1,...,4 and {Vi}n=1,...,4 to investigate

the effect of size kernel. The first variant of LROA-S uses a large kernels with a size

of (1,3), (1,5), (1,7) and (1,9) in {Pi}n=1,...,4, and is referred to as “LROA-SL”.

The second variant of LROA-S uses large kernels with a size of (1,3), (1,7), (1,9)

and (1,15) in {Pi}n=1,...,4, and is referred to as “LROA-SVL”.

To assess the relative diagnostic precision, repeatability, I tested, indepen-

dently, the segmentation of one layer (RNFL); as performed in similar studies,

i.e. predicted versus ground truth (device software method) RNFL thickness on

RAPID dataset: I quantified agreement between each method and the device soft-

ware method - that is mean difference and limits of agreement - and the test-retest

variability (SD of 3 repeat measurements) on the RAPID dataset images.

To illustrate the method’s segmentation improvement, I segmented all layers

on the Duke dataset, but the fluid region, which is beyond the scope of this work

due to the very limited number of training images. I looked at agreement between
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the expert manual segmentations and my methodology in the Duke dataset using

standard machine learning metrics: intersection over Union (IoU), F1-score, Recall,

Precision and Mean Squared Error (MSE). IoU, also known as the Jaccard Index, is

one of the most commonly used metrics in semantic segmentation. The IoU is the

area of overlap between the predicted segmentation and the ground truth divided

by the area of union between the predicted segmentation and the ground truth, as

shown on Figure 5.2 left. This metric ranges from 0–1 (0–100%) with 0 signifying

no overlap and 1 signifying perfectly overlapping segmentation. For binary (two

classes) or multi-class segmentation, the mean IoU of the image is calculated by

taking the IoU of each class and averaging them. F1-Score, also known as Dice

Coefficient, is 2 * the Area of Overlap divided by the total number of pixels in both

images as shown on Figure 5.2 right. The Dice coefficient is very similar to the IoU.

They are positively correlated, meaning if one says model A is better than model

B at segmenting an image, then the other will say the same. Like the IoU, they

both range from 0 to 1, with 1 signifying the greatest similarity between predicted

and truth. Precision is the proportion of positive identifications that was actually

correct. Of all of the objects that we predicted in a given image, how many of those

objects actually had a matching ground truth annotation? It is defined as follows:

Precision =
T P

T P+FP
(5.5)

Recall is the proportion of actual positives that was identified correctly. Of all

of the objected annotated in our ground truth, how many did we capture as positive

predictions? It is defined as follows:

Recall =
T P

T P+FN
(5.6)

All experiments are patient-independent. All images were resized to 512×512.

Training images are augmented with random probability using channel ratio modi-

fication, horizontal and vertical flipping and Gaussian and speckle noise corruption.

I used Standard cross-entropy loss, AdamW optimizer, an initial learning rate of
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Figure 5.2: Left: Intersection over Union (IoU). Right: F1-Score.

10−3, and a minibatch size of 4 until convergence, across all experiments. All

experiments were performed on a NVIDIA Titan V (12GB) GPU. The code is im-

plemented in Pytorch.

5.3.2 Results

Tables 5.1, 5.2 and Fig. 5.3 illustrate my results. On binary RNFL segmentation, Ta-

ble 5.1 shows the 95% limits of agreement (LOA), mean difference, and the mean

standard deviation (SD) for the first three visits across all subjects on the COM-

PASS cohort. The results show that my approach outperforms all base methods:

lower test-retest variability. Importantly, we appreciate a statistically significant

improvement in the RNFL segmentations obtained with LROA-U (best of proposed

submodels) as compared to those obtained with U-Net (best baseline)(p = 0.037,

Mann–Whitney U test) as compared to ground truth. Fig. 5.3 illustrates the cor-

responding Bland-Altman plots. It can be seen that LROA leads to significantly

better agreement as systematic differences between measurements are markedly

improved. Table 5.2 shows multi-class segmentation results on the Duke dataset,

including the positive impact from larger sized asymmetrical kernels. It can be

seen that the proposed method outperforms all backbone methods by huge margins.

For instance, LROA-S improves over its backbone SegNet by 55% in IoU. Fig. 5.4

shows visual segmentation results.
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Table 5.1: Limits of agreement, mean difference of the best four methods versus expert
segmentations, and mean SD (test-retest variability) of the first three visits. Re-
sults of binary RNFL segmentation on COMPASS study. LROA-S: Low-Rank
Oriented Attention on SegNet. LROA-U: Low-Rank Oriented Attention on U-
Net.

Method SegNet LROA-S U-Net LROA-U
95% LOA [4.78, -4.42] [3.50, -3.75] [4.07, -3.95] [3.72, -3.76]
Mean Diff. 0.18 -0.13 0.06 -0.02
Mean SD 1.93 1.22 1.84 1.13

Figure 5.3: Bland-Altman plots between the best four methods and expert segmentations.

Table 5.2: Multi-Class segmentation results on the Duke dataset.

Networks IoU (%) F1 (%) Recall (%) Precision (%) MSE
SegNet 45.22 52.98 58.68 53.17 0.94
LROA-S 70.20 82.33 84.43 81.98 0.31
LROA-SL 75.99 88.40 89.97 88.63 0.28
LROA-SVL 76.68 89.08 90.42 92.81 0.26
U-Net 69.08 81.47 83.38 80.77 0.39
Atten-UNet 70.52 83.52 85.07 83.16 0.41
LROA-U 76.65 89.07 90.03 89.48 0.30
ReLayNet 74.80 87.64 88.49 87.99 0.36
LROA-R 78.59 91.27 91.57 92.25 0.29
DRUNET 69.73 81.97 83.81 81.12 0.39
LROA-D 75.77 88.22 89.79 89.31 0.31
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Figure 5.4: Segmentation results on the Duke dataset. Columns 1-4 refer to four different
scans/patients.
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5.4 Discussion
I presented a novel, end-to-end trainable, attentive model for retinal OCT segmen-

tation. My contributions extend current literature as I highlight valuable features of

high-level layers, efficiently combined with high-order attention information in two

relevant dimensions, to guide the final segmentation. The main strength of my ap-

proach is based on feature correlation learning, exploiting the horizontally-layered

retinal structure and the vertical partitioning of retinal surfaces. The proposed

methodology appears robust and flexible in terms of capacity and modularity. My

results show that the model not only significantly improves segmentation results,

but could also increase the statistical power of clinical trials with layer thickness

change outcomes if used to segment the RNFL since it improves test-retest variabil-

ity and provides improved segmentation results as compared to all base methods.



Chapter 6

Predicting visual function from

retinal nerve fiber layer thickness

measurements and SD-OCT imaging

The content of the present chapter is based on the following publication:

Lazaridis, G., Montesano, G., Afgeh, S. S., Mohamed-Noriega J., Ourselin S.,

Lorenzi M., & Garway-Heath, DF. Predicting visual fields from optical coherence

tomography via an ensemble of deep representation learners. American Journal of

Ophthalmology (2022)

6.1 Introduction
Assessing the way in which structural and functional measures in glaucoma inter-

act is clinically important. Visual loss is assumed to follow from, and correlate

to, structural loss caused by the disease process. It would be clinically useful to

know the magnitude and location of structural loss that will result in visually im-

portant functional loss. However, current clinical devices for measuring structural

and functional deficits are far from accurate and have imperfect precision. Stan-

dard automated perimetry (SAP), the clinical cornerstone of functional testing in

glaucoma, is subject to considerable measurement variability and is also a poor

surrogate for RGC count and function, whereas optical imaging techniques pro-

vide only surrogate measures of the biological variable of real interest [Anderson,
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2006]. Despite their limitations, these techniques are currently central to the diag-

nosis and management of glaucoma. It would, therefore, be beneficial if structure

and function measurements were directly linked in some way, allowing clinicians

to corroborate damage estimates by considering the measurements in tandem and

to combine measurements to gain precision in estimates of the rate of progression.

Several studies have been conducted in an attempt to quantify the struc-

ture–function relationship using clinical measurements [Wollstein et al., 2004; Sato

et al., 2013; Raza et al., 2011; Garway-Heath et al., 2000; Gardiner et al., 2005; Lee

et al., 2017; Brigatti and Caprioli, 1995; Weinreb et al., 1995; Iester et al., 1997;

Teesalu et al., 1997]. Most typical approaches proceed by taking one summary

value to represent function (for example, mean deviation [MD] of the visual field

from SAP) and one number to represent the structural data (for example, average

neuroretinal rim area or mean RNFL thickness (RNFLT)), then assessing the curvi-

linear (e.g., log-linear) or monotonic association between the two variables via R2,

Pearson, or Spearman coefficients. This approach has two major flaws: The use

of summary data loses spatial information and may reduce power, while classical

association measures and regression models assume a linear shape of the relation-

ship. Furthermore, these analyses fail to take account of spatial associations in

the data, an integral attribute of glaucomatous loss. These shortcomings provide a

motivation to explore whether it may be possible to predict a visual field test by in-

cluding structural data in its high-resolution form. For instance, in spectral-domain

OCT (SDOCT), RNFLT estimates are yielded over an image space of several hun-

dred pixels. The high dimensionality of this kind of data ideally should be taken

into account when developing methods linking structural measures to the 50 or so

individual locations in the VF. Moreover, individual locations from both structure

(pixel or sector values) and function (areas of VF or individual locations) are more

likely to interact as groups rather than single independent measurements. Spatial

information contained in raw imaging data, such as SDOCT or scanning laser oph-

thalmoscopy (SLO), as well as in RNFLT measurements derived from OCT image

segmentation, could be efficiently combined to guide the structure-function learning
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process by imposing helpful, otherwise unknown, anatomical priors. Linear meth-

ods to predict visual fields using OCT images have been proposed, but the accuracy

of the results has been poor [Guo et al., 2017; Bogunović et al., 2015; Zhang et al.,

2011].

In ophthalmology, the application of deep learning led to advances in au-

tomated disease detection, such as the development of models to detect diabetic

retinopathy and glaucoma using fundus images [Christopher et al., 2018; Abràmoff

et al., 2016; Shibata et al., 2018; Li et al., 2018b] or to transform image quality and

appearance of OCT images [Lazaridis et al., 2019, 2021b,a]. Deep learning models

have also been applied to SDOCT images with respect to diagnosis and segmen-

tation tasks [De Fauw et al., 2018; Kermany et al., 2018; Muhammad et al., 2017;

Devalla et al., 2018a; Lazaridis et al., 2020]. Recently, it was also shown that deep

learning can provide previously unimaginable insights into images, such as predict-

ing the sex of a person from a snapshot of their ocular fundus [Poplin et al., 2018].

Even though this particular application is not clinically relevant, as sex can be read-

ily known, it showcases that deep learning can identify links between quantities

that may have been considered as disconnected. However, little has been done to

apply deep learning models to predict function from structure in glaucoma. Zhu et

al. [Zhu et al., 2010b] predicted measurements of the RNFLT derived from scanning

laser polarimetry (SLP) and individual VF locations from SAP. However, they used

a simple shallow mutli-layer preceptor (MLP) for the high-dimensional RNFLT es-

timates which might be insufficient to fully learn and characterise the required map-

ping function. In other work [Hashimoto et al., 2021; Park et al., 2020; Asaoka et al.,

2020; Mariottoni et al., 2020], deep learning models were applied to map structure

to function. However, the modeling methods had important limitations and thus,

the results provided marginal improvements over previous methods. For instance,

in two studies [Hashimoto et al., 2021; Mariottoni et al., 2020] the method was a

simple CNN architecture, whereas in another [Park et al., 2020] the authors used

a combination of software-generated macular ganglion cell-inner plexiform layer

(mGCIPL) and peripapillary retinal nerve fibre layer (pRNFL) thicknesses maps
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and an off-the-shelf deep learning network. In one study [Asaoka et al., 2020], the

network was mostly focused on removing the noise from the VFs.

Given the success of deep learning techniques in modeling quantities that

do not have a foreseen mathematical or even direct physical relationship, deep

learning-based methods that accurately predict the severity of VF loss from struc-

tural measurements, i.e. SDOCT or SLO, would potentially help clinicians more

effectively optimize the frequency of VF testing to the individual patient with the

possibility of reducing unnecessary and time-consuming VF testing in eyes pre-

dicted to be stable. I propose an ensemble of two custom deep learning models

to predict visual fields using RNFLT estimates from OCT alone and OCT images

along with the corresponding RNFLT estimates. I train my ensemble model in one

dataset and I test and evaluate its performance in an independent dataset. I built my

ensemble model using a state-of-the-art custom architecture attempting to provide a

clinically useful tool for mapping and charting concordance between VF measure-

ments and RNFLT measurements in glaucoma.

6.2 Materials and methods

6.2.1 Data Preparation

To optimize the input into the deep learning models, all OCT images were ‘flat-

tened’ based on a pilot estimate of the retinal pigment epithelium (RPE) position,

which is the most hyper-reflective layer in the scan, and aligned to each other. If

a subject’s left eye VF was tested, the recorded data were mapped to a right-eye

format for analysis, and, similarly, all left-eye scans were mirrored to conform to

the scans of the right eye. All scans were resized to 512 x 512 pixels. Training

images were augmented with random probability using channel ratio modification

and Gaussian and speckle noise corruption. All OCT images used are SD-OCT

peripapillary circular Β-scans as per Heidelberg Engineering protocol “Peripapil-

lary circular scans”. Segmented RNFL thickness profiles from the same images

were derived using the segmentation obtained with the Heidelberg Eye Explorer

software.
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6.2.2 Learning Models

What follows is a description of the principal methods and models developed. We

first developed two models (a multi-input convolutional neural net [MICNN] and

multi-channel variational autoencoder [MCVAE]) with the same objective: map-

ping a structural measurement (RNFLT values from a software generated profile

with or without additional raw imaging data, i.e. the OCT image, input) to a sen-

sitivity value profile (in decibels) for all VF locations. Both models attempt to

represent the relationship between VF and OCT measures without the limiting as-

sumptions associated with the standard linear models, concerning the linearity of

the relationship between VF and OCT and the independence across spatially dis-

tributed measurements. We then sought to combine these two models into an en-

semble model. Such an ensemble model would allow the prediction of a VF from

RNFLT values and the OCT image by maximising the information provided by the

two sub-models. We generated two ensemble models, one with an RNFLT input

(model 1) and one with an RNFLT and OCT image input (model 2).

6.2.2.1 Multi-input Convolutional Neural Net

The multi-input convolution neural net consists of two separate sub-models trained

on the data. It is composed of two separate input heads, taking as input the OCT

image and the corresponding RNFLT measurements respectively, and of a shared

regression module. The first head takes the OCT image as input and is composed of

6 convolutional blocks. The first 4 blocks are composed of two convolutional layers,

each followed by a Leaky ReLU activation, while the last two blocks are composed

of 3 convolutional layers followed by a Leaky ReLU. A batch normalisation layer

follows each activation layer, and a Max Pooling operation is applied after each ac-

tivation. Kernel size is kept constant at 3 and stride at 1, while the number of filters

starts at 32 and is doubled at each block. The final convolutional block is followed

by two linear layers: a Leaky ReLU activation, Batch Normalisation and Dropout

are applied after the first linear layer; only a ReLU activation is applied after the

second linear layer. The second input head takes the RNFLT segmentation as input

and is composed of 5 linear layers, with Leaky ReLU activation, Dropout and Batch
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Normalisation layers after each linear layer except the last, that is followed only by

a ReLU activation. Both input heads output a 1x52 vector (matching the 52 VF lo-

cations to be predicted) and the two vectors are combined through summation. The

resulting 1x52 vector is then passed on to a linear layer, followed by a Leaky ReLU

activation, Dropout layer and a Batch Normalisation layer, and to a final regression

head, composed of a Linear layer with ReLU activation. The models are initialised

with Xavier initialisation[37] and trained for 150 epochs with the Adam optimiser

and a learning rate of 0.001, and using a Mean Squared Error loss.

6.2.3 Multi-Channel Variational Autoencoder

Variational Autoencoders (VAEs) [Kingma and Welling, 2013] are models that cou-

ple a recognition function, or encoder, to infer a lower dimensional representation

of the data, with a generative function, or decoder, which transforms the latent rep-

resentation back to the original observation space. The VAE is a Bayesian model:

the latent variables are inferred by estimating the associated posterior distributions.

Within this setting, I jointly analyse OCT and VF by using the multi-channel VAE

(MC-VAE)(https://gitlab.inria.fr/epione ML/mcvae) [Antelmi et al., 2019]. This

approach extends the standard VAE by assuming the existence of a latent repre-

sentation common to the different data channels, e.g., VF, OCT image, and RNFLT

measures, which describes their common variability. Similarly, as with classical

VAEs, the latent space is estimated from the data itself through an encoding opera-

tion and is optimized to predict the different channels through a decoding operation.

Being a generative model, MC-VAE also allows cross-channels imputation and pre-

diction.

In what follows, we implemented the MC-VAE so as the encoding to the la-

tent space and the decoding from the latent space are convolutional neural networks,

with architecture similar to that of the multi-input convolutional neural net presented

above. Solving the optimization problem allows the discovery of the common latent

space from which the observed data in each channel are generated, along with de-

coding and encoding transformations allowing cross-channels prediction. I choose

a 3-dimensional latent space shared by each channel; we selected the subspace gen-
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erated by the most relevant latent dimensions identified by variational dropout (p ¡

0.2). More information can be found in Antelmi et al. [Antelmi et al., 2019].

6.2.3.1 Ensemble Technique

I adopt stacked generalization or “stacking” [Wolpert, 1992] in order to combine

the predictions of my two models. Stacked generalization is an ensemble method

where a new model learns how to best combine the predictions from multiple exist-

ing models. In the absence of specific domain knowledge, it is better to ensemble

different models rather than intensify computational efforts into selecting and opti-

mising a specific model type.

The motivation to ensemble my two models is that each model performs well

on a different range of VF locations. Also, model stacking is less sensitive to

changes in a data set and generalizes better than a single model. That is, it makes

better predictions on unseen data than just a single model. Furthermore, model

stacking deduces the bias in a model on a particular data set so that I later can

correct for the bias in a meta-learner.

I combine my models using tree boosting, namely XGBoost [Chen and

Guestrin, 2016]. XGBoost takes the outputs of my two models as input and at-

tempts to learn how to best combine the input predictions to make a better output

prediction. This final model is trained on the predictions made by the two base mod-

els. That is, data not used to train the base models are fed to the multi-input CNN

and the MC-VAE, predictions are made, and these predictions, along with the ex-

pected outputs, provide the input and output pairs of the training dataset used to fit

the meta-model. The outputs from the base models used as input to the meta-model

are real values since I perform regression. The training dataset for the meta-model

is treated via 5-fold cross-validation of the base models, where the out-of-fold pre-

dictions are used as the basis for the training dataset for the meta-model. Note that

unlike a weighted average ensemble, a stacked generalization ensemble can use the

set of predictions as a context and conditionally decide to weigh the input predic-

tions differently, resulting in better performance.
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6.2.4 Linear and Bayesian Radial Basis Function models

6.2.4.1 Linear Model

In the classic linear model, individual VF sensitivity values are predicted from a set

of independent variables xi, i.e. RNFLT values, and their corresponding weights

wi. The weights quantify the contribution made by x values to predict the y values.

The largest absolute weight value indicates the x value contributing most to the pre-

diction. Similarly, the next largest absolute weight term would indicate the second

most important term and so on. To find the optimal weights w, the difference be-

tween the predicted and measured values must be minimal. Thus, this difference is

optimised to predict a complete VF from a given vector of x values.

6.2.4.2 Radial Basis Functions

The RBF models the relationship between y and x without the following limiting

assumptions associated with the classic linear model: (a) each x value is indepen-

dent of all the other x values (b) assumes that the relationship between y and x is

either linear or becomes linear after some transform (typically logarithmic) (c) out-

lier points exert an overly strong influence and can yield a false association. The

central idea of the RBF is the basis functions, each of which performs very much

like a dynamic window or kernel that moves across the data, both spatially and at

various stages in disease severity, identifying groups of measurements that appear

to behave in a similar pattern. Moreover, the RBF learns the parameters from the

data and makes predictions in multiple dimensions. The non-normalized Gaussian

basis function used in Zhu et al. [Zhu et al., 2010b] has an activation field that has

a center—that is, a particular input value at which it has a maximal output. The

output tails off as the input moves away from this point. In this way, those hidden

basis functions that have centers similar to the input x patterns will have stronger

activation and will thus contribute more to the prediction of y. On the other hand,

those basis functions with weak activation will be isolated and will not affect the

prediction. More information can be found in Zhu et al. [Zhu et al., 2010b].
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6.2.5 Testing

It is essential to evaluate a modelled relationship between variables on an inde-

pendent external validation dataset that doesn’t involve the data used to learn that

relationship, i.e. train the learning algorithm. If the validation is performed on

the training dataset, then the model estimates will be overly optimistic because the

model has already seen the data and knows exactly how to handle them, identify

patterns and determine how to best predict the target variables. Therefore, the mod-

els were developed on the COMPASS study data alone, leaving the RAPID data as

an external validation/test dataset.

The predictive performance of the tested models was evaluated with a location-

by-location analysis of the predictions of VF sensitivity from each OCT scan in the

RAPID dataset. A single VF is an imprecise estimate of the true retinal sensitivity;

VF testing is known to exhibit considerable test retest variability [Artes et al., 2002].

As the RAPID dataset comprises up to 10 VFs per eye obtained over a short period,

I used the series to calculate a best available estimate (BAE) for the sensitivity at

each VF location (selecting one VF per visit if more than one VF had been obtained

on the same day). The BAE is the median of the test-retest sensitivity values for

each location, assuming that the error distribution would be symmetric around the

true sensitivity. This allowed us to have a BAE that was not affected by the lower

bounds on the measurement (i.e. values censored at 0 dB) as opposed to the raw

mean of the sensitivity values. In clinical perimetry, the BAE is as close as it is

possible to get to the ‘true’ retinal sensitivity. I assess prediction performance for

each model for both 1-1 pairs (single OCT prediction to single VF) and for the

BAE (single OCT prediction to the BAE of the VF). For the 1-1 pair comparisons,

for each visit, I take the OCT and the corresponding VF. As a result, I have 10

OCT-VF comparisons per eye. With these, I calculate the prediction error for the

pairs. For the BAE, the difference between each OCT prediction and the BAE is

calculated. The errors of the models to predict the BAE were taken as the principal

evaluation of model performance. The prediction errors from the 1-1 pair analysis

represents the error of the model plus the variability inherent in both OCT imaging
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and VF testing. The overall prediction performance was summarized by the mean

error (ME) and mean absolute error (MAE) for predictions at the 52 locations of the

VF. Graphic representation of the predictions is stratified by VF location sensitivity

level in the BAE VF. I compare my ensemble models (RNFLT-only and RNFLT

+ OCT image) with the classic linear model and with the Bayesian Radial Basis

Function (BRBF) network [Zhu et al., 2010b].

All experiments were performed on a NVIDIA Titan V (12GB) GPU using

PyTorch and 5-fold cross-validation is used for training: 80% of the training data

is used for training and the remaining 20% for validation in each fold. I present a

structure–function map in a format similar to that described by Gardiner et al. [Gar-

diner et al., 2005] as well as location-by-location predictions of each subject’s VF,

as represented by the HFA grayscale (which was replicated for this purpose). These

outputs were considered for (1) the classic linear model, (2) the BRBF model, and

(3) for my ensemble model 2.

6.3 Experiments and Results
Figure 6.1 illustrates the distributions of the error between the pairwise predicted

and the measured sensitivity for each VF location in the RAPID data, stratified by

VF sensitivity, for each of the two individual models that make up the ensemble

model 2, MCVAE (RNFLT + OCT image) and Multi-Input CNN (RNFLT + OCT

image), respectively. The different error distribution justifies the rationale for stack-

ing the two models into an ensemble to obtain the final predictions.

Figure 6.2 summarizes the pairwise predictive performance of the linear

model, the BRBF model [Zhu et al., 2010b] and my two ensemble models across

the range of VF sensitivity measurements. Each error bar summarizes the predictive

performance over a 1-dB range from 0 to >36 dB. Predictions at higher sensitiv-

ities (>30 dB) tend to be slightly lower than the actual values, whereas at lower

sensitivities (<20 dB), the predictions tend to be higher.

Table 6.1 summarises the MAE and SD of pairwise and BAE predictions for

all methods. For pairwise predictions, the ensemble model 2 achieved significantly
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(P<0.05) better predictions than model 1 (mean absolute prediction errors 2.8 dB

and 3.6 dB, respectively). Compared with the linear regression and BRBF mod-

els, the ensemble model 2 yielded a statistically significant improvement (P<0.001

paired t-test) in performance of predicting VF sensitivity in the test/external vali-

dation dataset. To set the OCT prediction errors in the context of the measurement

variability inherent in VF testing, I plot model 2 single (real) VF pointwise sensi-

tivity against the BAE VF (Figure 6.3a) and pointwise OCT sensitivity predictions

against the BAE VF (Figure 6.3b). On average, the OCT predictions are highly

accurate (the median prediction is very close to the BAE sensitivity).

Figure 6.1: Distributions of the error between the predicted and the measured sensitivity
(single OCT/VF pairs) for each VF location in RAPID data, stratified by VF
sensitivity, for the two sub-models of the final ensemble model 2 (RNFLT +
OCT image inputs). Left: Multi-channel variational autoencoder. Right: Multi-
input convolutional neural net. OCT: optical coherence tomography. VF: visual
field. RNFLT: retinal nerve fiber layer thickness.

Table 6.1: Quantification of pairwise and Best Available Estimate (BAE) pointwise predic-
tion errors for each method. RNFLT: retinal nerve fiber layer thickness. OCT:
optical coherence tomography. MAE: Mean Absolute Error. SD: Standard De-
viation of AE. dB: Decibels. BRBF: Bayesian Radial Basis Function.

Method
Error Pairwise (dB) BAE (dB)

MAE SD MAE SD

Linear 5.5 6.4 5.1 6.1
BRBF 3.9 4.7 3.4 4.4

Model 1 (RNFLT only) 3.6 4.6 3.0 3.9
Model 2 (RNFLT + OCT image) 2.8 3.7 2.3 3.1
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(a) (b)

(c)
(d)

Figure 6.2: Distributions of the error between the pairwise (single OCT/single VF) pre-
dicted and the measured sensitivity for each VF location in RAPID data, strat-
ified by VF sensitivity. Each error bar summarizes the predictive performance
over a 1-dB range from 0 to >36 dB. Each box indicates the interquartile range
of the prediction error (25th and 75th percentile error) with the line in the box
indicating the median error. The dotted line of unity indicates perfect predic-
tion (no error). The predictive performances of (a) the classic linear model,
(b) the BRBF and (c) the ensemble method using only RNFLT (model 1) (d)
the ensemble model using both RNFLT and OCT images (model 2) are shown.
VF: visual field. dB: decibel. BRBF: Bayesian radial basis function. RNFLT:
retinal nerve fiber layer thickness. OCT: optical coherence tomography.

The average mean error (ME) per eye between the OCT-predicted VF and the

BAE VF was 0.5 (SD 0.8) dB and the ME stratified by pointwise BAE VF sensitivity

is shown in Figure 6.4-left. The average MAE between the OCT-predicted VF and

the BAE VF per eye was 2.3 dB (SD 1.2). The MAE stratified by pointwise BAE
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VF sensitivity is shown in Figure 6.4-right. The MAE for single VFs predicting the

BAE VF per eye is 1.5 dB (SD, 0.7 dB). The association between OCT-predicted

and BAE pointwise VF sensitivity was R2 = 0.78, compared to R2 = 0.88 for sin-

gle VFs and the BAE. Thus, the precision of the VF predictions from OCT scans

compares favourably with the prediction from single real VF measurements. For

predictions of the VF summary measure ‘mean sensitivity’, the MAE for the pre-

diction of the BAE of mean sensitivity was 0.64 dB for ensemble model 2 (ME 0.45

dB), compared to 0.67 dB for single VF predictions of the BAE (ME -0.10 dB). The

negative bias at higher sensitivities and positive bias at lower sensitivities seen for

single OCT/single VF pair prediction (Figure 6.2d and Figure 6.4-left) was almost

eliminated for the single OCT/BAE VF prediction (Figure 6.3b). As the sensitiv-

ity values are ranked, the smaller bias for the BAE likely represents a reduction in

regression-to-the-mean obtained by averaging ∼10 VFs for each eye. The residual

positive bias in the ME below about 10dB (Figure 6.3-left) results from the censor-

ing of VF sensitivity at 0dB (the median error is very close to the line of equivalence

[Figure 6.3] for both real VF and OCT predictions of the BAE.

(a) (b)

Figure 6.3: Prediction error: individual VFs and OCT scans (model 2) predicting the BAE
VF. a: Prediction errors for individual VFs predicting the BAE (represents the
VF prediction accuracy and measurement variability). b: Prediction errors for
individual OCTs (model 2) predicting the BAE (represents the OCT prediction
accuracy and measurement variability). VF: visual field. BAE: best available
estimate. OCT: optical coherence tomography.
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Figure 6.4: Mean error (ME) and mean absolute (MAE) error for single OCT/VF pair
(model 2) and for single OCT/BAE VF (model 2); the MAE for single OCT/VF
pair (model 2), for single OCT/BAE VF (model 2) and the MAE for single VF
to BAE VF. Single OCT/VF pair MAE from Mariottoni et al. [Mariottoni et al.,
2020] is reported for comparison. VF: visual field. BAE: best available esti-
mate. OCT: optical coherence tomography.

Figure 6.5 gives some case examples of the predictions. In all cases, the lin-

ear model underestimates the defect severity of the VF, when compared with the

true (paired) single measured VF. In Figure 6.5I, Figure 6.5III, Figure 6.5IV, the

linear model matches the overall average sensitivity of the VF but fails to capture

the spatial location of this loss (Figures 6.5I – 6.5IV). The BRBF model provides

better estimates compared to the linear model, better predicting the damaged VF

and partially capturing the spatial location of the loss. In each case, the proposed

ensemble method (model 2) better estimates the true VF, with spatial features of the

measured defects generally retained. The proposed ensemble method (model 2) not

only predicts the damaged VF and captures the spatial location of the loss but it also

manages to predict the advanced defect severity (Figure 6.5III, Figure 6.5IV).
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Measured Proposed BRBF Linear Prediction Measured Proposed BRBF Linear Prediction

I II

III IVMeasured Proposed BRBF Linear Prediction Measured Proposed BRBF Linear Prediction

Figure 6.5: Model predictions for four cases from the RAPID dataset. For each case (I–IV),
the top row shows, from left to right, VF grayscales for the measured VF, the
VFs predicted from the proposed ensemble method (model 2), the BRBF and
the classic linear regression, respectively. The row of graphics (below) shows
the corresponding OCT image and 768-pixel segmentation RNFLT profile (blue
line) used to predict the VFs. VF: visual field. BRBF: Bayesian radial basis
function. OCT: optical coherence tomography. RNFLT: retinal nerve fiber layer
thickness.

6.4 Discussion
The main objective of this study was to develop a state-of-the-art deep learning ar-

chitecture to predict 24-4 VF threshold values at each location of the VF from OCT

imaging. Although the application of artificial neural networks (ANNs) to both

functional and structural measurements in glaucoma is not novel [Bowd et al., 2002;

Goldbaum et al., 1994; Bengtsson et al., 2005; Brigatti et al., 1996; Uchida et al.,

1996; Brigatti et al., 1997; Spenceley et al., 1994], most of these studies have used a

conventional shallow multi-layer perceptron (MLP) which presents important limi-

tations. The main disadvantage of MLPs is that the number of total parameters can

grow to be very great because it is fully connected; each perceptron is connected

with every other perceptron. This is inefficient because there is redundancy in such

high dimensions, resulting in slow convergence during training. Another disadvan-

tage is that MLPs disregard spatial information. While there are many reasons for
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that disadvantage, one of them is because their dense connections do not allow them

to scale easily and do not provide a translation-equivariant data representation. This

means that if there is a signal in one part of the image to which they needed to be

sensitive, they would need to re-learn how to be sensitive to it if that signal moved

around. This reduces the capacity of the network, and so training becomes hard.

CNNs solved the signal-translation problem, because they convolve each input sig-

nal with a detector, i.e. kernel, and thus are sensitive to the same feature regardless

of its location in the image. Hence, MLP ANNs are less suitable for the mapping of

points in different measurement spaces, which requires a detailed understanding of

the hidden layer output and other manipulation within the network.

The proposed model allows the unsupervised stratification of the latent space

by disease status, providing evidence for a clinically meaningful interpretation of

the latent space. This relationship indicates that both RNFLT values and OCT im-

ages are correlated with the VF measurements. The range and distribution of dif-

ferences between the measured VF sensitivity values and those predicted by the

various models, stratified by sensitivity level, for individual OCT-VF pairs is shown

in Figure 6.2. The best predictions are clearly obtained by my ensemble model 2

(Figure 6.2d). Although the MAE in predictions from single OCT to single VF in

model 2 is reduced compared to the linear and the BRBF models, the standard devi-

ations of the absolute prediction errors of my model are still relatively high (3.7 dB),

although lower than those reported in previous studies. There is a general similarity

between the prediction limits (Fig. 6.2d) and VF test–retest limits (Fig. 7a of Artes

et al. [Artes et al., 2002]), with predictions at the normal end of the range tending

to be more precise and with a small negative bias (slightly lower than the actual VF

measurements) and less precise at the damaged/low sensitivity end, with a positive

bias (predictions tending to be a bit higher than actual VF measurements). This

bias is likely a regression-to-the-mean effect, because the sensitivity values have

been ranked. The floor effect, which is associated with glaucoma severity [Christo-

pher et al., 2020], may be an additional cause of the small overestimation at the

lower end of the VF sensitivity. However, when the predictions of model 2 were
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compared with the BAE VF, the regression-to-the-mean effect is largely removed

and the median prediction was very close to the ‘true’ value across the range of

sensitivity measurements. To give context to the VF predictions from OCT, I plot

the errors for single VFs predicting the BAE for the same eye (Figure 6.3). This

essentially reflects the test-retest noise. The OCT-based VF predictions from my

model resemble this noise profile. This similarity suggests that, on average, a VF

predicted by my model has measurement noise only slightly greater than that found

in a newly measured field. This finding is not as exciting as it may first appear,

because it is well established that the measurement noise in VFs is already very

high, hindering clinical diagnosis of glaucomatous defects and monitoring progres-

sion. Nevertheless, this finding illustrates that the range and scale of the average

predictive performance of my model is much better than most modern approaches

and the classic linear model, which completely fails to predict the full range of VF

values (Fig. 6.2a). For model 2, the MAE, across all sensitivity levels, for a single

OCT predicting the BAE VF was only 2.3 (SD 3.1) dB. This compares favourably

with a single VF predicting the BAE VF: MAE 1.5 (SD 0.7) dB. The predictability

of the BAE VF, both by single VFs and OCT-predicted VFs, varies with the VF

sensitivity itself. Whereas, on average, the predictions are accurate across the range

(Figures 6.3b and 6.4-left), the size of prediction errors increases as VF sensitivity

decreases (Figure 6.4-right); the effect is slightly greater with OCT-predicted VFs

than with single real VFs predicting the BAE. The R2 value for the association of

OCT-predicted VF sensitivity values with the BAE VF values was 0.78; the associ-

ation of single VF values with BAE VF values, the R2 0.88. The prediction errors

for the VF mean sensitivity are even lower: the MAE was 0.64 (ME 0.45 dB) for

model 2 predictions of the BAE, compared to 0.67 (ME -0.10 dB) for single VF

predictions of the BAE. Thus, it appears that an OCT-predicted VF is almost as ac-

curate a representation of the ‘true’ VF (BAE) as a real single VF test result. This

has clear implications for clinical practice and clinical trials, were taking an OCT in

addition to a VF in one visit may improve the precision of estimates of rates of VF

progression. It also implies that assessment of concordance between VF and OCT
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results will be less error prone.

The improvement of model 2 (Fig. 6.2d) over model 1 (Fig. 6.2c), obtained

with the addition of the OCT image to the RNFLT profile, indicates that additional

information can be extracted from OCT images besides the RNFLT. This might

include RNFL reflectivity [Gardiner et al., 2016; Van Der Schoot et al., 2012],

choroidal features [Maul et al., 2011] and the location of the major vessels, which

is associated with the RNFLT profile and bundle geometry [Qiu et al., 2015; Lam-

parter et al., 2013b].

My method outperforms other methods described in the literature. In a recent

study, Christopher et al. [Christopher et al., 2020] used a deep learning method to

predict glaucomatous visual fields from Spectralis SD-OCT ONH images. The au-

thors used various inputs (RNFLT maps, RNFL en-face images, and SLO images)

and the predictions for each input were compared. The main limitation of this study

is that it used only one type of input each time and predicted only visual field global

indices, including the mean deviation (MD), pattern standard deviation (PSD), and

mean sectoral pattern deviation. The best MAEs, between the predicted and real

(single VF) values, were 2.5 dB for MD and 1.5 dB for PSD; this compares to the

MAE of 0.64 (ME 0.45 dB) for my ensemble model 2 predictions of the BAE mean

sensitivity. The improvement in the results from my model, compared to those of

Christopher et al. [Christopher et al., 2020], probably underestimates the difference

because the magnitude of prediction error is related to the VF sensitivity (Figures 3

and 4). Christopher et al. [Christopher et al., 2020] did not stratify prediction errors

by VF sensitivity level. Although not stated directly, their test data set probably had

an average MD of around -2.3 dB, whereas my external validation data set had an

average MD of -4.2 dB. Park et al. [Park et al., 2020] introduced a deep learning

method and the inputs were macular ganglion cell-inner plexiform layer (mGCIPL)

and peripapillary retinal nerve fibre layer (pRNFL) thickness maps acquired from

Cirrus SD-OCT images. The authors achieved root mean square error (RMSE) of

4.79 dB for pointwise predictions. This compares with an MAE 2.8 dB for single

OCT/VF pairs and 2.3 dB for single OCT/BAE predictions with my model. Park et
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al. identified that glaucoma severity was related to the prediction errors, but did not

stratify their prediction errors by severity. The average MD in their external vali-

dation data set was about -4.5 dB, so it is reasonable to compare their average pre-

diction error (RMSE 4.8 dB) to mine (MAE 2.8 dB). Zhu et al. [Zhu et al., 2010b],

using the BRBF framework for ‘single scan to single VF’ predictions, achieved a

MAE of 2.9 dB, which was better than both the classical linear regression model

(4.9 dB) and that reported by Park et al. [Park et al., 2020] (4.79 dB). The main lim-

itation of this study is that the test dataset (Blue Mountains Eye Study data) largely

consisted of healthy subjects (230 healthy and 76 glaucomatous subjects). As ex-

pected, the prediction error was worse in glaucoma patients than healthy subjects;

the large proportion of healthy subjects in their study likely reduced the predic-

tion error. The distribution and magnitude of errors of the BRBF model in OCT

is similar to that reported for SLP (Fig. 6.2b, Fig. A2), underlining the superior

performance of my ensemble models. Moreover, the BRBF model assumes that the

variability in the VF measurements is largely Gaussian, which is not optimal, given

that it is often skewed and heavily tailed. Mariottoni et al. [Mariottoni et al., 2020]

developed a deep learning-based structure-function map using RNFL thickness pro-

files from SDOCT images and VF measurements. The authors achieved an average

pointwise MAE of 4.25 dB in their test dataset which had an average MD of -4.5

dB. Appropriately, they plotted the MAE by VF sensitivity level. I included their

results, stratified by sensitivity level, for comparison in Figure 6.4; the prediction

performance is similar to my model 2 between about 13 and 23 dB sensitivity, but

notably less good above and below that range. Hashimoto et al. predicted the VF

in the central 10◦ from SDOCT images using the thickness of the retinal nerve fibre

layer, the ganglion cell layer + inner plexiform layer and the outer segment + retinal

pigment epithelium [Hashimoto et al., 2020]. They used the thickness of the three

macular layers as input to a CNN achieving a MAE for individual locations of 5.47

dB for an average MD of -10.4 dB. They did not stratify their prediction errors by

VF sensitivity, making a comparison with my results difficult. However, the MAE

for my model 2 was worse than 5.5 dB only at locations with sensitivity below about
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18 dB (for the single OCT/single VF pair predictions).

All the referenced studies report prediction errors for single OCT/VF pairs,

which includes errors arising not only from the predictions, but from the variabil-

ity inherent in VF testing. This makes it difficult to interpret the true prediction

accuracy. I include predictions of the BAE VF, which should largely remove the

VF variability element. Figure 6.4 can be used to infer the underlying prediction

accuracy by comparing the single OCT/VF pair prediction error curve with that of

the OCT/BAE VF curve in the data from my study.

My methodology overcomes many of the limitations discussed. First, the en-

tire visual field is predicted, using both the RNFLT segmentation and peripapillary

retinal SD-OCT images simultaneously. Second, the deep learning architecture is

purposely designed for the task as opposed to the off-the-self tools used in previous

studies. Third, I employ a sound probabilistic ensemble prediction based on my sub-

models to obtain a final prediction estimate derived through cross-validation on the

training data. Fourth, the model does not rely on specific assumptions, i.e. linearity,

with respect to the variability in the VF measurements. Finally, my training dataset

consists of a sound ratio of healthy and glaucoma subjects, whereas the test/external

validation dataset is a test-retest study with clinically stable glaucoma patients, for

which the VF prediction is more valuable because I were able to generate a BAE

VF.

One goal is for my model to provide a relevant clinical tool that indicates con-

cordance between the VF and the chosen surrogate measure for structural loss. For

instance, when a VF and a structural measure are available, a chart mapped in VF

space could be provided indicating areas where the measurements are in concor-

dance (within a certain range of accuracy and precision) and where they are not [Zhu

et al., 2011]. This chart could provide clinically useful information about the diag-

nosis or the reliability of the individual measurements. Another goal is to facilitate

structure/function integration, by translating the structural measures into VF space,

to improve the precision of estimates of rates of glaucoma progression. This now

seems feasible, especially as the median prediction errors are close to zero across
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the range of VF sensitivity levels, and needs to be tested in longitudinal data.

It is imperative that any new statistical method should be developed and tested

on more than one dataset [Altman and Royston, 2000]. In my study, I had ac-

cess to two large, independent datasets and the inclusion criteria for glaucoma were

generally consistent. However, as the purpose of this study was not to determine

diagnostic performance, the precise range of glaucoma damage was less important.

In fact, the range of glaucoma severity in the data can be viewed as an advantage in

the study design. Moreover, testing on different datasets, where realistic estimates

of measurement precision have been performed (from test–retest measurement, i.e.

RAPID study), is the biggest advantage of my study design. The method is not

limited to one type of input of structural measurement or imaging device. It was

shown to handle input of the RNFLT profile (768 values) as well as the SD-OCT

image. The same approach could be used on neuroretinal rim area values from SLO

technology or any other surrogate measure of glaucomatous structural loss.

In conclusion, I have introduced a method for translating functional and struc-

tural measurements used in the clinical evaluation of glaucoma into the same do-

main, predicting the VF from OCT images. Evidence from a dataset independent of

that used to derive the model indicates that my method has advantages over standard

statistical and deep learning approaches for modeling these relationships. Estimates

of functional deficits from structural measures yielded from this method are better

than those derived from previous approaches, reaching the accuracy of single VF

tests.



Chapter 7

Bilateral disc haemorrhages in the

UKGTS: a probabilistic approach to

explore a possible systemic

pathophysiological mechanism.

The content of the present chapter is based on the following abstract: Lazaridis, G.,

Mohamed-Noriega, J., & Garway-Heath, D. F. (2019). Bilateral disc haemorrhages

in the United Kingdom glaucoma treatment study (UKGTS): a probabilistic ap-

proach to explore a possible systemic pathophysiological mechanism. Investigative

Ophthalmology & Visual Science, 60(9), 4273-4273.

7.1 Introduction
Optic disc haemorrhages are an important clinical sign and risk factor for glaucoma

progression [Ernest et al., 2013]. Disc haemorrhages (DHs) are a transient phe-

nomenon, usually lasting 6-12 weeks [Kitazawa et al., 1986] that tend to appear

more frequently in the infero- and supero-temporal sectors of the optic nerve which

correlates with the sectors of the optic nerve that are damaged more frequently by

glaucoma [Yoo et al., 2017]. DHs have also been reported to precede future retinal

nerve fibre layer (RNFL) defects in the same location as the DH [Airaksinen et al.,

1981], are commonly present in eyes with lamina cribosa disinsertion [Sharpe et al.,
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2016], and appear at the edge of or in a RNFL defect [Lee et al., 2018]. The as-

sociation of DHs with the previously mentioned changes in the optic nerve is not

only present in cross-sectional but also in longitudinal studies in which DHs have

been associated with faster RNFL reduction [Akagi et al., 2017] and progressive

visual field deterioration [Bengtsson et al., 2008]. Despite its clinical importance,

the pathogenesis of DHs is still not fully understood. The two most commonly

proposed mechanisms for disc haemorrhage pathogenesis are similar to the two

mechanisms most frequently described for glaucoma, namely vascular [Sonnsjö

and Krakau, 1993; Flammer, 1994] and biomechanical [Yang et al., 2017]. The

former proposes the hypothesis that a primary vascular factor is involved (either

local or systemic), while the latter proposes that structural changes at the level of

the lamina cribrosa cause the mechanical rupture of small blood vessels. There are

clinical characteristics, such as RNFL defects [Akagi et al., 2017; Jeoung et al.,

2008; Nitta et al., 2011] and lamina cribosa disinsertion [Sharpe et al., 2016] that

could support a possible biomechanical mechanism due to the deformation of the

topography of the RNFL surface or lamina cribosa that could stretch vessels, dam-

age its wall, and cause the bleeding. However, RNFL defects and lamina cribosa

disinsertion could also support a vascular mechanism in which an abnormal vas-

culature fails to provide nutriments to a focal sector of the optic nerve until the

characteristic RNFL defects or LC disinsertion appear. It would be expected that, if

a non-acquired biomechanical susceptibility is influencing the appearance of DHs

in one eye, that same susceptibility would also be present in the fellow eye and re-

sult in DHs in both eyes. However, in this situation, DHs would not be expected

to appear in both eyes simultaneously, except by chance. On the contrary, a vas-

cular theory that includes characteristics such as abnormal vascular autoregulation,

systemic hypotension, altered levels of vasoactive substances (such as endothelin-1

or nitric oxide), vasospasm, or systemic medications would be systemically present

in all vessels of a patient and manifests clinically in parts of the body in which the

microcirculation is more vulnerable [Flammer et al., 2013]. In this theory that sys-

temically affects all parts of the body [Pache and Flammer, 2006], a DH might be
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expected to appear in both eyes simultaneously.

It is uncertain why DHs appear in healthy individuals or in patients with glau-

coma that do not progress. Krakau in 1983 [Krakau, 1983] explored these problems

with a probabilistic approach and suggested that patients with DHs have ‘It’ and

‘dry’ periods referring to episodes with frequent or infrequent DHs. This novel

approach of using probabilities to analyse the occurrence of DHs and explain its

natural history was developed assuming independency between the eyes in relation

to the moment in time when DHs appeared. He identified a probability of finding

at least one DH in a random examination of 26% and then constructed conditional

probabilities given a previous DHs to calculate the undetected DHs. Unfortunately,

no details were published about why DHs are more commonly detected in the fel-

low eye of a patient with a previous DHs or why DHs are occasionally seen in both

eyes simultaneously.

I hypothesise that the presence of simultaneous bilateral DHs indicates a sys-

temic pathophysiological mechanism. I evaluate, in the context of clinical trial

data, whether the incidence of simultaneous bilateral DHs occurred by chance.

The United Kingdom glaucoma treatment study (UKGTS) is the first clinical

trial that showed visual field preservation with Latanoprost for open-angle glau-

coma [Garway-Heath et al., 2015]. I explored the frequency of DHs in the images

acquired in UKGTS at an eye, participant, and visit level, and calculated conditional

probabilities for the occurrence of DHs and explored the clinical interpretation of

the observed patterns.

7.2 Materials and Methods

7.2.1 HRT in the UKGTS

The Heidelberg Retina Tomograph 3 (HRT3) equipment uses a diode laser (670nm

wavelength) and a confocal optical system that is centred at the optic nerve with a

scan angle of 15 x 15 degrees and a resolution of 384 X 384 pixels. The instrument

software creates a topography and reflectance image. Images were excluded from

further analysis if any part of the optic nerve was not visible or if the image quality
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of the mean pixel height standard deviation (MPHSD) was greater than 40 microns.

All the SLO scans were analysed with the Topographic Change Analysis (TCA)

algorithm of the Heidelberg Eye Explorer HRT3. It automatically aligns all follow-

up images with the baseline and analyses the probability of topographic change

at each superpixel (4X4 pixel) [Chauhan et al., 2000]. The software has a flicker

function that allows good visual comparison between the baseline and each of the

follow-up images. A DH was defined as the appearance of a darker change in the

HRT reflectivity image within one-disc diameter of the rim with a dot or flame

shape. The flicker rate was set at two frames per second to best highlight the DH in

the reflectance scans.

7.2.2 Fundus photography in the UKGTS

Fundus photography was monoscopic, digital, under pharmacological mydriasis,

and centred at the optic nerve or macula with a view of 15 or 30 degrees depending

on the preferences and equipment of the site. Images were excluded if any part of

the optic nerve was not visible or if poor image quality precluded correct identifi-

cation of the main vessels of the disc. A DH was defined as a red splinter-shaped

region straddling in the optic nerve rim or peripapillary area within one-disc diam-

eter of the rim.

One glaucoma specialist experienced with the analysis of optic nerve HRT im-

ages and photographs assessed all photographs and HRT data, masked to treatment

allocation and outcome status. All DH + eyes identified by either fundus photog-

raphy or HRT were re-graded by a second glaucoma specialist, and a consensus on

DH status was reached on all participants using the whole sequence of HRT and

fundus photographs data.

The possible disc haemorrhage categories among the UKGTS participants are

summarised in Table 7.1):

(a) No disc haemorrhage in either eye at any visit

(b) Disc haemorrhage in the left eye in at least one visit

(c) Disc haemorrhage in the right eye in at least one visit
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(d) Disc haemorrhage in both eyes but not at the same visit

(e) Disc haemorrhage in both eyes simultaneously in at least one visit

Patients in categories b) and c) are termed unilaterals, while those in categories d)

and e) are termed non-simultaneous bilaterals and simultaneous bilaterals, respec-

tively. At a participant analysis level, participants in category a) are labelled DH-

participants and any of b), c), d), or e) DH+ participants.

Table 7.1: Example of possible disc haemorrhage statuses amongst participants.

Disc haemorrhage status
Visits

1 2 3 4 5 6 7 8 9 10 11

No DH at any visit 7 7 7 7 7 7 7 7 7 7 7

DH LE in at least one visit 7 3LE 7 7 7 7 3LE 7 7 7 3LE
DH RE in at least one visit 3RE 7 7 7 7 7 7 7 3RE 7 7

DH BE but not at the same visit 7 7 3LE 7 7 7 7 3RE 7 7 3RE
DH BE simul. in at least one visit 7 7 7 7 3BE 7 7 7 7 7 7

7.2.3 Probabilistic analysis

In modelling the probabilities of bilateral DHs, I have to consider the rules of prob-

ability and independent events. The probability P of an uncertain event A, P(A), is

defined by the frequency of that event based on previous observations. The condi-

tional probability of an uncertain event B occurring given that another event A has

already occurred is read “the probability of B given A“ and is written: P(B|A). Two

events are independent if the occurrence of one does not change the probability of

the other occurring. Figure 7.1 illustrates two events, i.e. A and B, and their inter-

section. In my modelling, A is left/right eye disc haemorrhage, and B is fellow eye

disc haemorrhage, whereas a bilateral DH patient is the intersection of both. If the

events are independent, then the probability of the events occurring simultaneously

is the product of the probabilities of each occurring:

P(A∩B) = P(A)∗P(B) (7.1)
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Figure 7.1: Intersection of two events: event A is the left/right eye DH, and event B is the
fellow eye DH. A bilateral DH patient eye is the intersection of both events.

If the occurrence of one event does affect the probability of the other occurring,

then the events are dependent:

P(A∩B) = P(A)∗P(B|A) (7.2)

As a result, in the biomechanical theory, given that each eye is assumed to be

independent from the fellow eye in the time of bleeding, I calculate the probability

of a simultaneous bilateral DH using Eq. 7.1, whereas according to the ‘systemic’

theory, the probability of a DH in one eye is affected by the status of the fellow eye,

and thus, the probability of simultaneous bleeding can be modelled using Eq. 7.2.

Extending the analysis, using conditional probabilities, I can evaluate the like-

lihood of a disc haemorrhage in either or both eyes given that the same or fellow

eye had a DH in a past visit. In this way, I can assess the effect of past states, i.e. the

probability of a DH at the current visit, given the patient’s DH status on previous

visits. Moreover, to model realistically such a real-world process in order to pre-

dict likelihood estimates of a DH at each visit, I implement a parsimonious model

which efficiently models high-order dependencies among visits and produces robust

estimates.

7.2.4 Variable Length Markov Chains

One of the most commonly used stochastic models is that of a Markov chain [Gag-

niuc, 2017]. Given the discrete nature of my data, where each individual’s eye is

marked with 1 or 0 depending on whether there is a disc haemorrhage present or not,
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I chose to use Markov chains in discrete time. More can be found in Appendix A,

Section A.2. Furthermore, given the different number of visits per patient, I further

extended my treatment with Variable Length Markov Chains (VLMC) [Bühlmann

and Wyner, 1999] -an extension of the discrete-time Markov model which is a prob-

abilistic suffix tree (PST)-based sequential model and whose dimension is allowed

to grow with increasing sample size. VLMCs generate transition probabilities from

a context function that depends on a variable number of previous states. The state

of the process is represented with a context function and context tree1. As a re-

sult, the memory of the model can be long when needed and short when not. In

some cases, this approach identifies with higher order Markov chains and it allows

sequential learning without the need to assume that the labels are drawn from a

particular parametric process. In Eq. A.18, the first order Markov chain can be re-

defined as a Markov property of higher order and more than just the previous state

can be ’remembered’. As a result, I can represent any higher order Markov chain

as a first order Markov chain using tuples of states. Although higher order Markov

chains can model more complicated relationships in the data sequence, more data

are needed with increasing the order of the chain. A VLMC does not depend on

each one of the previous states of the process, but it also does not depend on a fixed

number of past states either. As a result, although there is Markovian dependence

on the previous states, it is not of a fixed order. Such a model is quite suitable for my

task as some of my processes have a long memory, whilst others have a short mem-

ory, i.e. many visits vs few visits. For a detailed information on VLMCs, please see

this dissertation [Magaric, 2016].

In my case, I used the disc haemorrhage status per eye of the 481 (93.2%)

UKGTS participants who had a minimum of two visits with fundus photography or

HRT3. I computed the observed incidence of disc haemorrhage at three levels: (i)

participant, (ii) eye and (iii) visit. Furthermore, I calculated the conditional proba-

bilities given all previous disc haemorrhage statuses and I compared the observed

1A context tree can be conceptualized as a representation of a context function where the value
is calculated by traversing a tree with edged labeled by the alphabet of the string and recording the
path taken until a leaf is reached
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incidence of simultaneous disc haemorrhages in both eyes, i.e. P(A∩B), with the

expected probabilities assuming each eye to be independent, i.e. P(A) ·P(B).

VLMCs [Bühlmann and Wyner, 1999] per participant were fit to capture the

full transition history and used to predict the probability of detecting disc haem-

orrhage at each visit given all possible initial disc haemorrhage statuses. I are as-

suming that transition probabilities are stationary and that they do not vary across

patients. As a result, assuming a first-order Markov chain I get:

P(s′|s, patient) = P(s′|s) (7.3)

For a second-order Markov chain:

P(s′|s1,s2) (7.4)

where s1, s2 are the previous two states observed. With these assumption, the like-

lihood becomes:
N

∏
i=1

mi

∏
j=2

P(si j|si, j−1) (7.5)

where N is the number of patients, with i∈N, and mi is the number of observa-

tions for patient i. For a second or third order chain, the likelihood can be extended

in a similar manner. For a second order, for example, the inner term will be:

P(si1,si2)
mi

∏
j=3

P(si j|si, j−1,si, j−2) (7.6)

VLMCs consider high-order statistical correlations and are efficient to model

complex sequential data. The VLMC model is learnt from each patient’s sequential

visit data and is stored in a PST by analysing all individual sequences of disc haem-

orrhage events that occurred across visits. VLMCs can learn easily and efficiently

from the data without requiring complex estimation procedures, making them su-

perior to both Markov chain models and hidden Markov models [Begleiter et al.,

2004]. PSTs were built by successively adding contexts of increasing length. PSTs,

both pruned and unpruned, were constructed with an increasing order with a maxi-
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mal possible depth L = 10, i.e. the memory of the model goes up to the 10 previous

visits. The log-likelihood and Akaike’s information criterion (AIC) are reported.

I split all UKGTS participants to train and validate a model that classifies par-

ticipants as DH+ or DH-. The splitting ratio was 80% for the training set and 20%

for the test set. Cross-validation ensures that every observation from the original

dataset has the chance of appearing in training and test set. To assess the perfor-

mance of the model, I formulate the problem as a multi-class classification on the

probabilistic output of my model. Let x be a data point P(ck|y) ∈ [0,1]. The prob-

ability that y belongs to class ck where k = 1 . . .n. A data point can thus belong

to one of the ck classes. For example, suppose that I have a predicted sequence

y→{P(c1|y),P(c2|y),P(c2|y),P(c4|y)} where c1=DH LE, c2=DH RE, c3=DH BE,

c4=NO DH. The class to which y has the highest probability of belonging to is sim-

ply given by argmaxP(ck|y), where k ∈ 1,2,3,4 Converting the problem into binary

using One Vs All approach, I end up with four ROC curves.

To test the effectiveness of my machine learning model, I perform 5-fold cross-

validation on my sample. Since my dataset consists of discrete longitudinal data

which exhibit complex and, most probably, high-order dependencies, I choose to

leverage the properties of VLMCs, assuming time-homogenous transition probabil-

ities. All analyses were done using R version 3.5.1 (R Foundation for Statistical

Computing, Vienna, Austria) and Python version 3.7.0 (Python Software Founda-

tion. Available at http://www.python.org). Statistical significance for the difference

between the conditional probabilities predicted from different subgroups of the par-

ticipants and observed probabilities of subgroups with bilateral simultaneous DH

was calculated using two-proportions z-test for equality of proportions with conti-

nuity correction.

7.3 Experiments and Results
Among the 516 participants of the UKGTS, 488 (94.6%) had more than one visit

with imaging of the optic nerve and were included for this analysis. In 77% of the

patients’ visits, the DHs were identified in both fundus photograph and HRT images.
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In the remaining 23% of visits, DHs were identified based only in HRT images due

to the absence of fundus photography for that visit. One hundred and twenty-one

participants (24.9%) had a DH in either eye during at least one visit. Seventy-seven

participants (15.9%) had at least one visit with a DH in the right eye (RE) and

61 (12.56%) in the left eye (LE). Eighteen participants (3.7%) had at least one visit

with a DH in the RE and at least one in the LE (‘bilaterals’). Among these ‘bilateral’

participants, 11 (2.32%) had a DH in at least one visit in both eyes simultaneously,

and 7 (1.45%) had a DH in BE but at different non-simultaneous visits (Figure 7.2).

At a visit level, the 488 analysed participants had a mean of 8.5 visits; however,

fifty-five participants (10.7%) never attended a visit after baseline and others were

lost to follow-up for various reasons during the first visits. Figure 7.3 illustrates the

number of participants with imaging of the optic nerve at each visit. Among the

4151 visits analysed, in 357 (8.6%) a participant was noted to have a DH in either

eye (participant DH+), and 3794 (91.4%) were DH-. The four possible categories of

DH state and the number of visits in which the participant had that state are reported

in Table 7.2.

Figure 7.2: Intersection of two events in the UKGTS.
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Table 7.2: Participant categories and number of visits with disc haemorrhage.

Participant Categories
Visits

DH RE DH LE DH in any eye Mean

No DH (n=366) - - - -
Unilaterals (n=104) 140 111 251 2.4

Non-simultaneous bilaterals (n=7) 16 15 31 4.4
Simultaneous bilaterals (n=11) 60 51 75 6.8

Figure 7.3: Number of participants with imaging of the optic nerve across the UKGTS
visits.

Predictions for observing a simultaneous bilateral DH were calculated as the

expected frequency of coincidental DHs at a visit, given the observed frequency of

DHs in either eye across all visits. In all participants with at least one DH in an eye

at any visit, the probability of finding a simultaneous bilateral DH at each visit was

3.2%. In participants with at least one DH in both eyes, either at the same or differ-

ent visits, the probability of observing a simultaneous bilateral DH at each visit was

15.8%. In participants with a simultaneous bilateral DH at least one visit, the prob-
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Table 7.3: Probability of observing a simultaneous bilateral disc haemorrhage at each visit.
p = p-value associated with the 2-sample test for equality of proportions with
continuity correction between the predicted probabilities of each participant cat-
egory and the observed probabilities of simultaneous bilaterals. For each cate-
gory, the prediction is based on the observed frequency of DHs in that category.

Participant categories
Probabilities

Predicted Observed p-value

Unilaterals and non-simultaneous bilaterals (n=111) 1.9% - 0.007
Simultaneous and non-simultaneous bilaterals (n=18) 15.8% - 0.003

Simultaneous bilaterals (n=11) 23.9% 31.9% 0.2072

ability of a simultaneous bilateral DH at each visit was 23.8%. In participants with

at least one simultaneous DH, the observed probability of a simultaneous bilateral

DH was 31.7%, higher than all predictions. The difference between the observed

and predicted probabilities as well as the statistical significance values are shown in

Table 7.3.

Conditional probabilities were analysed to assess the effect of a previous RE

or LE DH on the fellow eye. The probability of a left eye having a DH at any visit

during follow-up increased from 4.2% to 38.8% at any future visit when the right

eye previously had a DH and from 5.2% to 35.6% for the right eye when the left

eye previously had a DH (Table 7.4).

Table 7.4: Observed and conditional probabilities at visit level. Column one: Probability
of a right eye disc haemorrhage. Column two: Probability of a left eye disc
haemorrhage. Column three: Probability of a right eye disc haemorrhage given
that the left eye had a disc haemorrhage at any previous visit. Column four:
Probability of a left eye disc haemorrhage given that the right eye had a disc
haemorrhage at any previous visit.

Groups
Probabilities

P(RE=DH+) P(LE=DH+) P(RE=DH+ | LE=DH+) P(LE=DH+ | RE=DH+)

All UKGTS (n=488) 5.2% 4.2% 35.6% 38.8%
Placebo (n=244) 4.6% 3.5% 29.3% 34.3%

Latanoprost (n=244) 5.6% 4.8% 42.1% 42.2%

Moreover, by calculating conditional probabilities, I can further examine how

previous visits affect the probability of observing a DH in either or both eyes at
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the current visit; I conditioned the appearance of a DH at each visit to all previous

visits. Figure 7.4 shows the conditional probability of a DH, given a DH+ status at

a previous visit. It can be seen that the likelihood of a participant being classified

as DH+ increases dramatically after previous visits are used to predict a future DH

status irrespective of the treatment group.

Figure 7.4: Conditional probabilities of disc haemorrhage positive participants at each visit
(shaded 95% confidence intervals). At each visit, the probability of positive
disc haemorrhage is calculated by considering all previous visits with disc
haemorrhage in either or both eyes. UKGTS refers to all participants.

The cumulative observed probabilities of identifying a participant as DH+ in

the UKGTS and in Krarau’s probabilistic analysis are reported in Figure 7.5. The

cumulative probability curves have a Spearman correlation coefficient of 0.981 (p≤

.0001).
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Figure 7.5: Cumulative probabilities of classifying a participant as DH+ in the UKGTS
(brown line) and in a previous publication from [Krakau, 1983](blue line).

More than 80% of all participants that were classified as DH+ identified in the

first 6 visits. The pruned PSTs of order L = 3, i.e. memory that goes up to three

visits, has the best AIC, while the pruned PST of order L = 6, i.e. memory that

goes up to six visits, has the highest log likelihood (Figure 7.6). I can observe that

a higher L does not necessarily mean the model is better, because of overfitting. It

can be seen that after L = 6 the pruned PST plots reach a plateau meaning that there

is no information gain and possibly overfitting occurs. As a result, the memory that

goes up to three to six visits gives the best fit. Figure 7.7 reports the ROC curves

for DH classification based only on the first 6 visits.
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Figure 7.6: Probabilistic suffix trees of increasing order. Memory L starts from 0, i.e. mem-
oryless, and goes up to the 10 previous visits.

Figure 7.7: Receiver operating characteristic (ROC) curves for DH classification based on
the first 6 visits.
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The diagnostic ability to detect that no DH will occur is the highest

7.4 Discussion
The probability of a patient to have a DH at any visit during follow-up increased

up to eight times when the fellow eye previously had a DH (Table 7.4). The strong

influence that a previous DH in one eye has in the fellow eye supports the possibility

of a ‘bleeders’ phenotype. Patients with similar characteristics as the participants

in the UKGTS were recruited in the early manifest glaucoma trial (EMGT) and fol-

lowed for up to 13 years with regular clinical examinations and fundus photography,

and only 55% had a DH ever identified [Bengtsson et al., 2008]. DHs seem to be

a common but not a universal characteristic of glaucoma. The observed probability

of identifying simultaneous bilateral DHs at each visit was two times higher than

that predicted from the participants who had at least one DH in both eyes (Table 7.3,

from 15.8% to 31.9%). The higher frequency of observed than predicted bilateral

simultaneous DHs supports the possibility of a relationship in the time of bleeding

within both eyes. This could be explained by a systemic factor that simultaneously

affects the vasculature, the IOP, or the structure of the optic nerve and causes both

optic discs to bleed simultaneously. The possible systemic factor that makes both

eyes bleed more frequently also seems to make both eyes bleed simultaneously (Ta-

ble 7.2). The observation of a high number of simultaneous bilateral DHs may

be explained by the greater frequency of DHs in these patients. The number of

observed simultaneous bilateral DHs was almost 50% greater than the number pre-

dicted, however, the ’n’ was small and the difference was non-significant. Although

it is conceivable that DHs might appear in the optic nerve by only a biomechanical

deformation of the rim and stretching of the vessels, the association of DHs and

NTG, and the absence of DHs in childhood glaucoma that characteristically have

very high IOP and large deformation of the optic nerve support the idea that there

must be another mechanism contributing to the bleeding.

There appears to be a spectrum of ‘bleeders’, with the majority of UKGTS

participants (75%) not developing a DH, followed by 21.3% of the participants who
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developed infrequent DHs and in one eye only. Finally, 3.7% of trial participants

were observed to have a DH in both eyes, and 61% of these had simultaneous bi-

lateral DHs. Only 2.3% of trial participants presented with a simultaneous bilateral

DH and these patients had more frequent DHs than the other trial participants, sug-

gesting that there may be a subgroup of patients in whom a systemic factor has

greater importance. In the patients with unilateral DHs that very rarely bleed, the

systemic factor could be less significant, or the optic disc is less susceptible to the

systemic factor. On the other extreme of the spectrum are patients who had DHs

at most of the visits, frequently in both eyes simultaneously, in whom either the

systemic factor is stronger, or the optic disc is more susceptible to bleed.

The type of systemic factors that influence the appearance of DHs and even

the pathogenesis of glaucoma has been a topic of debate for many decades. In

contrast to the 1950’s optimism, where the debate considered to be in “its final

phase” and “the pathological findings in glaucoma were to a large extent lesions

of cardio-vascular system” [Dienstbier et al., 1950] , the current understanding of

glaucoma and DHs is still unclear and with a complex interplay between multi-

ple factors such as mechanical, vascular, mitochondrial, aberrant immunity, and

inflammation [Weinreb and Khaw, 2004]. The European Glaucoma Society guide-

lines [EGS, 2017] recommend clinicians to acquire six VF during the first two years

of follow-up after diagnosis. If a careful examination of the disc to detect DHs were

included in the recommendation, it would be possible to detect a large proportion of

the patients who will have a DH during their follow-up. Based on the eleven visits

of the UKGTS, patients who were categorised as DH+ were more likely to have a

DH in the first visits (Figure 7.5). When the first six visits are used to predict future

DH the residual error of the prediction is around 10%. Similarly, but on a patient

level, the larger the number of patients’ sequences of visits that are included to pre-

dict future DH status, the more precise is the result. From Figure 7.6 it seems that

the inclusion of three to six visits with careful examination is the best compromise

between precision in the prediction of the future DH status and the number of visits

required to predict.
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Krakau’s statistical model to explain disc haemorrhages from 1983 [Krakau,

1983] had many similarities to my results. The participants classified as DH+ were

26% and 25% in Krakau’s and the current study, respectively. Krakau plotted a

figure with the probability of finding at least one DH over 10 visits and identified

a higher probability of classifying participants as DH+ in the first 6 visits, simi-

larly to the current study (Figure 7.5). Krakau’s suggestion that glaucoma patients

might have ‘It’ and ‘dry’ periods that differ between bleeders is compatible with

the findings of the current study in which glaucoma patients seem to be distributed

over the spectrum of ‘bleeders’ that goes from no DHs to very frequent and bilateral

simultaneous DHs.

An important limitation of the use of the term ‘simultaneous’ to refer to DHs

that are seen in both eyes at the same visit is that these DHs that persist long enough

to be observed in both eyes at the same visit could have appeared at different time

points. In Kitazawa’s seminal publication that followed 70 NTG patients every four

weeks and weekly after a DH was found, identified that DH last a mean of 10.6

weeks [Kitazawa et al., 1986]. This would mean that my simultaneous cases could

have bled up to 2 months apart and with the data available, it is impossible to know

if DHs occurred exactly on the same day. A limitation with the method to detect

DH is that in 23% of the visits the DHs were only detected using HRT. Although

this technique has reported very good levels of agreement and very good accuracy

to detect DHs [Mohamed-Noriega et al., 2017] it is possible that it underestimates

the total number of DH by missing DHs that are only located in the cup or rim

with no extension to the RNFL. This would have misclassified some patients as

DH- while they were DH+ but with a DH in the cup or rim that was undetected

by the HRT. In [Kitazawa et al., 1986], many patients had DH that lasted less than

10 weeks. In the UKGTS, the average time between visits was 10 weeks, and it is

likely that I did not observe all DHs that occurred and that some participants were

wrongly misclassified as DH-. Finally, the models constructed to predict further

DHs used the observed frequencies of DH and there is an imbalance between the

classes DH+ and DH-, i.e. the distribution of samples across the DH classes is bi-
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ased or skewed. Imbalanced classifications pose a challenge for predictive modeling

as most of the machine learning algorithms were designed around the assumption

of an equal number of examples for each class. This results in models that have

poor predictive performance, specifically for the minority class. This is a problem

because typically, the minority class is more important and therefore the problem is

more sensitive to classification errors for the minority class than the majority class.

To conclude, the effect of a DH in one eye increased almost eight times the prob-

ability of identifying a DH in the fellow eye, and DHs in the UKGTS appeared in

both eyes simultaneously more frequently than expected. These findings support

the idea of glaucomatous DHs being influenced by a possible systemic factor that

makes both eyes bleed simultaneously.



Chapter 8

Improved Estimates of Visual

Function Using Bayesian Linear

Regression to Integrate Structural

Information

8.1 Introduction
The detection and accurate quantification of VF progression is is of utmost impor-

tance in glaucoma management and imaging measurements are crucial for identi-

fying and monitoring structural aspects of the disease [Weinreb and Khaw, 2004;

Garway-Heath, 2008; Xin et al., 2011]. At present, glaucomatous eyes generally

are identified and monitored using either structural and/or functional change [Xin

et al., 2011; Artes and Chauhan, 2005; Strouthidis et al., 2006]. Change in both

modalities may occur, though not always identified at the same time within the

relatively short time span of typical longitudinal studies. One explanation for this

dissociation is that VF sensitivity, optic nerve head (ONH) topographic parameters,

and RNFLT measurements all are affected by measurement variability [Artes et al.,

2002; Tan et al., 2003; Budenz et al., 2008; Ortega et al., 2007; Strouthidis et al.,

2005; Owen et al., 2006; Lusky et al., 1993; Chauhan et al., 1994; Mikelberg et al.,

1993; Heijl et al., 1989, 1987; Henson et al., 2000], which may confound attempts
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to identify progression when it is present. Structural changes not linked directly to

RGC loss, such as conformational changes in the lamina cribrosa or in glial support

tissue, and changes in function not linked directly to RGC loss, such as the devel-

opment of media opacity or RGC dysfunction, are further possible explanations for

structure-function dissociation. Nevertheless, across the range of glaucoma sever-

ity, structure and function measurements are associated with healthy eyes having

a full VF and normal structure measurements, and eyes with advanced glaucoma

having marked VF loss, thinning of the RNFL, and rim loss in the ONH. Statisti-

cal methods that formally pool different sources of information into a single model

may help in identifying and monitoring glaucoma patients more effectively if func-

tional and structural changes occur as a result of the same biological process that

constitutes glaucomatous progression [Xin et al., 2011; Artes and Chauhan, 2005;

Medeiros et al., 2011]. Such models not only are quantitative and objective, but also

can reduce the effects of measurement variability. Bayesian approaches are useful

for integrating data in this manner, yet there has been little application of Bayesian

methodology to integrate data in different domains in glaucoma research [Medeiros

et al., 2011; Tucker et al., 2005; Russell et al., 2012]. Bayesian statistics are based

on the notion that prior beliefs about the data under investigation should be con-

sidered in the statistical analysis to modify posterior beliefs. Bayesian analysis

specifies this modification statistically using a formula known as Bayes’ theorem.

This theorem expresses the posterior probability of a given hypothesis in terms of

the probability of the hypothesis (before integrating new evidence), the prior prob-

ability of the data under all possible hypotheses, and the conditional probability of

observing the data given the specified hypothesis is true (known as the likelihood

function). To date, changes in VF measurements over time have been investigated

largely using standard ordinary least squares linear regression (OLSLR) methodol-

ogy; such analyses have become known as “trend-based”. These analyses exam-

ine point-wise VF sensitivity or global VF indices over time, and evaluate the rate

(slope) and significance (P value) of change [Heijl et al., 1987; Bengtsson and Heijl,

2008; Viswanathan et al., 1997]. The objective of my study was to assess whether
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Bayesian linear regression (BLR), which integrates RNFLT measurements derived

from SDOCT, as an informative prior, gives more accurate and precise estimates of

the VF slopes in the UKGTS. Thus, I calculate VF rates with the Bayesian prior of

OCT RNFL slopes and compare them with the raw VF slopes, without the RNFL

prior.

8.2 Materials and Methods

8.2.1 Data

I used the UKGTS study to develop my proposed methodology [Garway-Heath

et al., 2013](See Sec. 3.1). Note that I used the super-resolved SDOCT images that

were generated for each TDOCT image of the UGKTS using the method described

in Chapter 4. For the VF measurements, I used the MD in the worst eye.

8.2.2 Methodology

BLR of each patient’s MD measurements against time were computed using cor-

responding RNFLT measurements derived from super-resolved TDOCT to derive

a prior probability distribution. In a linear model, the relationship between two

variables is given by:

yi = βxi + εi (8.1)

In a Bayesian analysis of a linear model, priors must bespecified for β and

εi. In our study, the BLR model was implemented using semi-conjugate priors; a

multivariate Gaussian prior was used for the intercept and slope coefficients and an

inverse Gamma prior was used on the conditional error variance:

β ∼ Normal(b0,B−1
0 ) (8.2)

σ
2 ∼ InverseGamma(

c0

2
,
d0

2
) (8.3)

where b0 is the vector of prior means and B−1
0 is the prior precision of the mul-

tivariate Gaussian prior on b, while c0 is the shape parameter and d0 is the scale



8.2. Materials and Methods 173

parameter for the inverse Gamma prior on σ2. In our study, the mean and preci-

sion of the prior for the slope coefficient were derived from OLSLR of the patient’s

corresponding RNFLT measurements over time. A non-informative prior was used

for the intercept term (precision equal to zero). This assigns equal likelihood to all

possible values of the intercept, and so has no impact on the posterior. The prior

on the conditional error variance was specified using standard non-informative pa-

rameters - c0 = 0.001 and d0 = 0.001. The Markov Chain Monte Carlo (MCMC)

algorithm known as Gibbs sampling was implemented to approximate the joint pos-

terior distribution. To ensure convergence, 200,000 Gibbs draws were taken with

an initial 50,000 burn-in draws and a thinning interval of five (i.e., only every fifth

draw was saved). Before making inference on the posterior density sample, di-

agnostics were performed to assess whether the MCMC converged to a stationary

distribution. Convergence was checked using a trace plot and a density plot for

each parameter; these revealed no evidence for non-stationarity (indicating that the

burn-in period was sufficient), and suggested that the posterior distributions of the

model coefficients were normal. In addition, autocorrelation plots implied that there

was no autocorrelation. In the BLR model, the posterior density is a weighted aver-

age of the prior and likelihood, and will place greater weight on the prior when its

precision is high [Bolstad and Curran, 2016]. Conversely, if the likelihood probabil-

ity distribution is strong, that is the observed dependent variable displays a strong

relationship with the independent variable (follow-up time) or the prior probabil-

ity distribution is concentrated weakly, then the posterior probability distribution is

largely subjugated by the likelihood. This is particularly pertinent to the application

of BLR for monitoring glaucoma patients, since structure-function measurements

are highly variable, and progression may be characterized better by one or the other

quantity — whichever has least variability.

RNFLT measurements were transformed first so that a change in RNFLT over

time scaled to a change in visual function slope over time. The slope coefficient

from Passing and Bablok linear regression (PBLR) [Passing and Bablok, 1983] of

VF against RNFLT (from all measurements of the patients examined) provided this
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scaling factor. Of course, it assumes a linear relationship, but is a parsimonious

approach. PBLR is a non-parametric procedure based on the rank principle that

holds no special assumptions regarding the distribution of the samples or their mea-

surement errors [Bablok et al., 1988]. The procedure requires that there is a signif-

icant, positive correlation using Kendall’s τ test between the two variables, which

we demonstrate for the two variables here. Conventional OLSLR is inappropri-

ate to derive a scaling factor, since it assumes an error-free predictor variable and

normally-distributed error terms in the response variable, both of which are untrue

in this instance. Next, a standard OLSLR of transformed RNFLT over time was

computed. The slope coefficient from this regression and its standard error then

were used as a prior for the slope coefficient in a BLR of corresponding MS mea-

surements.

8.3 Results
After combining the super-resolved TDOCT-derived RNFLT (OCT slopes) and VF

MD data, using the former as a Bayesian prior, I recalculated the VF slopes for all

participants in the UKGTS. Table 8.1 shows the imaging descriptive statistics and

Table 8.2 show the VF descriptive statistics.

Table 8.1: Rate of change in average RNFLT (µm/year) for the super-resolved TDOCT in
the UKGTS. P: percentile. Previous mean refers to the rate of change in average
RNFLT for the TDOCT in the UKTGS.

Groups
Statistics

Previous Mean Mean SD P50 P25 P75 Min Max

Latanoprost -1.09 .14 1.42 .46 -.71 1.16 -4.30 2.76
Placebo -1.65 -.34 2.12 -.03 -1.31 .78 -6.47 5.04

Table 8.3 illustrates statistical power and sample size calculations for an equal-

variance t-test where δ = µ1− µ2 under the hypotheses that H0: δ 6= 0 vs H1:

δ 6= 0. For the VF data, it can be seen that the group sample sizes of 331 and 331

achieve 90% power to reject the null hypothesis of equal means when the population

mean difference is µ1− µ2 = 0.0− 0.5 = −0.5 with a standard deviation for both

groups of 1.8 and with a significance level (α) of 0.050 using a two-sided two-
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Table 8.2: VF MD sensitivity change per year (dB/year) for the UKGTS with BLR. Pre-
vious mean refers to VF MD sensitivity change before BLR in the UKTGS. P:
percentile.

Groups
Statistics

Previous Mean Mean SD P50 P25 P75 Min Max

Latanoprost -.02 .12 1.70 .20 -.55 .71 -8.85 12.40
Placebo -.36 -.34 1.91 -.24 -1.06 .47 -13.82 10.77

Table 8.3: Sample size calculations using two-Sample t-tests assuming equal variance.
Target power: the desired power value (or values) entered in the procedure.
Power: the probability of rejecting a false null hypothesis. Actual Power: the
power obtained in this scenario. Because N1 and N2 are discrete, this value is
often (slightly) larger than the target power. N1, N2: the number of items sam-
pled from each population. N = N1 + N2: the total sample size. µµµ1,,,µµµ2: assumed
population means. δδδ === µµµ1−−− µµµ2: the difference between population means at
which power and sample size calculations are made. σσσ : the assumed population
standard deviation for each of the two groups. ααα: the probability of rejecting a
true null hypothesis.

Type
Statistics

Target power Actual power N1 N2 N µ1 µ2 δ σ α

VF .90 .90 331 331 662 0.0 0.5 -0.5 1.8 0.050
Imaging .90 .90 287 287 574 0.0 0.5 -0.5 1.8 0.050

sample equal-variance t-test. For the imaging data, it can be seen that the group

sample sizes of 287 and 287 achieve 90% power to reject the null hypothesis of

equal means when the population mean difference is µ1− µ2 = 0.0− 0.5 = −0.5

with a standard deviation for both groups of 1.8 and with a significance level (α)

of 0.05 using a two-sided two-sample equal-variance t-test. Table 8.4 illustrates the

sample size calculations using a dropout rate of 20%; meaning that I estimate the

number of subjects who can leave the study/clinical trial due to some reason.

8.4 Discussion
In the follow-up of glaucoma patients, there often are insufficient VF measurements

to estimate progression accurately; this is due to the imprecision (large variability)

of these measurements. Moreover, there are substantial difficulties in obtaining an

adequate amount of VF data to identify glaucomatous progression that is clinically



8.4. Discussion 176

Table 8.4: Dropout-inflated sample size using a dropout rate of 20%. Dropout rate: the
percentage of subjects who are expected to be lost at random during the course
of the study and for whom no response data will be collected. N1, N2, N: the
evaluable sample sizes at which power is computed. If N1 and N2 subjects
are evaluated out of the N1’ and N2’ subjects who are enrolled in the study,
the design will achieve the stated power. N1’, N2’, N’: the number of subjects
who should be enrolled in the study in order to end up with N1, N2, and N
evaluable subjects, based on the assumed dropout rate. After solving for N1
and N2, N1’ and N2’ are calculated by inflating N1 and N2 using the formulas
N1′ = N1/(1−DR) and N2′ = N2/(1−DR), with N1’ and N2’ always rounded
up. D1, D2, D: the expected number of dropouts. D1 = N1’ - N1, D2 = N2’ -
N2, and D = D1 + D2.

Type
Sample Size

Dropout-Inflated
Enrollment Sample Size

Expected Number of
Dropouts

N1 N2 N N1’ N2’ N’ D1 D2 D

VF 331 331 662 414 414 828 83 83 166
Imaging 287 287 574 359 359 718 72 72 144

significant. Supplementing perimetry with imaging measurements allows clinicians

to explore a different manifestation of progression, and is relatively quick to carry

out. Images can be acquired on the same occasion as a VF test, whereas it is difficult

in clinical practice to undertake two VF tests on a single visit. A further difficulty

for clinicians in routine glaucoma management is interpreting the considerable vol-

ume of data generated by SAP and imaging devices. There is a significant, growing

need for clinically relevant automated, objective tools to define progression based

jointly on structural and functional information together. The approach outlined in

this Chapter provides an objective, quantitative framework for integrating structural

and functional measurements that gives an output in the domain of greatest inter-

est—the rate of visual field loss. To derive a prior for BLR, it was necessary to apply

a transformation to RNFLT. Here, I assessed whether BLR, which integrates RN-

FLT measurements derived from super-resolved TDOCT, as an informative prior,

could be used to recalculate the VF slopes in UKGTS. Note that the BLR approach

uses each patient’s prior (structural) information separately. I calculated VF rates

with the Bayesian prior of OCT RNFL slopes and compared them with the raw VF

slopes, without the RNFL prior. Results in Tables 8.1 - 8.4 suggest that visual field
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progression rates are more accurate with the Bayesian method because the sam-

ple size needed to show a difference in treatment groups is reduced by 13%. The

improvement in trial power (as measured by the smaller sample size) is modest.

Nevertheless, there is some benefit and one might expect a greater improvement

with real SDOCT. In Chapter 6, I explore and model the non-linear relationship

between visual function and structural measurements. My work suggests that it is

useful to integrate structural and functional measurements from glaucoma patients

into a single model for progression. It is evident that, with reliable prior informa-

tion, the Bayesian regression model provides a more accurate prediction of VF slope

change. Evidently, with unreliable prior information (or structure-function dissocia-

tion) BLR may not be appropriate; in Chapter 4, I showed that OCT measurements

of RNFL thickness were able to distinguish the treatment arms of the UKGTS,

showing that RNFL thickness is a suitable surrogate outcome. The results of Chap-

ter 6 and this Chapter provide compelling evidence that structural measurements are

informative about visual function, and moreover, that integrated structure-function

statistical models can be useful tools to assist clinicians monitoring glaucomatous

progression.



Chapter 9

Future directions

This thesis has provided five novel contributions to the field of ophthalmic research,

that can be summarised as follows: (i) demonstrated the hypothesis that RNFL

thickness measurements derived from super-resolved OCT images can better im-

prove separation of treatment arms and the statistical power of glaucoma clinical

trials; (ii) demonstrated the hypothesis that more accurate and precise segmentation

of retinal layers can be achieved exploiting OCT-specific geometries; (iii) adds sup-

port for the hypothesis that OCT images and OCT-derived RNFL thickness mea-

surements can predict visual function and further validated the structure-function

relationship; (iv) demonstrated the hypothesis that the presence of simultaneous bi-

lateral DHs indicates a systemic pathophysiological mechanism; (v) the hypothesis

that using RNFL slopes from super-resolved OCT images as a Bayesian prior and

recalculating VF slopes, results in improvement in trial power as measured by the

smaller sample size.

A most straightforward direction for future work is the development of an end-

to-end diagnostic pipeline, where a) segmentation of OCT images, b) translation

of functional and structural measurements into the same domain – predicting the

VF from OCT images, and c) usage of OCT-derived retinal layer measurements to

better calculate VF slopes can be packaged together to provide a relevant clinical

tool that not only indicates concordance between the VF and the chosen surrogate

measure for structural loss but also acts as a mediator for computer-aided diagnosis

of glaucoma. This will allow the most precise and well-rounded evaluation of glau-
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coma patients and the most comprehensive view of the disease, thereby maximising

the statistical power available for conventional glaucoma clinical trial approaches.

The study described in Chapter 6 has the potential to open some broad and ambi-

tious lines of research. For instance, the modeling of structure-function relationship

could be improved by using the Garway-Heath map and enforcing anatomical con-

straints, thus guiding the deep learning model to better learn to translate structural

to functional measurements. Perhaps, more likely, the Garway-Heath map could

be itself updated by using an analysis of heat maps indicating which regions of the

OCT image are important for predicting pointwise data. The other point is that

other data, from anatomical knowledge, could be included in the DL model (such

as the distance and angle between the fovea and ONH centre) or image processing

to highlight RNFL reflectivity. Moreover, when a VF and a structural measure are

available, a chart mapped in VF space could be provided indicating areas where the

measurements are in concordance (within a certain range of accuracy and precision)

and where they are not. This chart could provide clinically useful information about

the diagnosis or the reliability of the individual measurements. Another possibility

is to facilitate structure/function integration, by translating the structural measures

into VF space, to improve the precision of estimates of rates of glaucoma progres-

sion.



Chapter 10

Conclusion

10.1 Chapter 1: Introduction
In this chapter I outlined the historical background of glaucoma and its ophthalmic

origins, as well as introduced the anatomy of the human eye. I then focused on

the clinical overview of the pathology, reviewing the main glaucoma classification,

its risk factors and genetic origins, its relationship with other disease and presented

current therapeutic approaches to glaucoma. Lastly I provided the public health im-

pact of the pathology. I then introduced the main tools and approaches to diagnosis

of glaucoma and briefly discussed the relationship between structure and function.

I concluded this chapter with the statement of the research problem and outlined my

main contributions.

10.2 Chapter 2: Literature Review
Chapter 2 introduces the state of the art in the main topics that are at the very core of

the majority the experiments performed and presented in this thesis, briefly touching

on some of the latest innovations.

10.3 Chapter 3: Clinical Data Sets
In this chapter I present the clinical trials that have been used in all the experi-

ments of my thesis. a) The UKGTS: a multicentre, randomized, double-masked,

placebo-controlled trial assessing visual function preservation in newly diagnosed

open-angle glaucoma (OAG) patients. 516 newly-diagnosed (previously untreated)
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participants with OAG were prospectively recruited at 10 UK centres between 2007

and 2010.

b) RAPID: Eighty-two clinically stable glaucoma patients under standard treat-

ment (intraocular pressure mean 14.0 mmHg [5th to 95th percentile 8.0 to 21.0

mmHg] and VF MD -4.17 dB [5th to 95th percentile -14.22 to 0.88dB]) were re-

cruited to a test–retest study. Seventy-seven (148 eyes) of the participants recruited

attended for up to 10 visits within a 3-month period, for a total of 1256 patient-eye

visits. This data set was taken to represent a ’stable glaucoma’ cohort

c) COMPASS: 444 healthy and 499 glaucoma subjects were recruited to a tech-

nology assessment study at eight study sites. The study was designed to compare

the clinical performance of the HFA and the Compass perimeter. Only data obtained

from the HFA test have been used in this research.

d) Duke Dataset: consists of 110 annotated SDOCT obtained from 10 patients

suffering from Diabetic Macular Edema (DME) (11 B-scans per patient). Scans

were annotated by two experts. Part of the A2A SD-OCT study: each volume was

graded for quality by graders certified by the Duke Advanced Research in Spec-

tral Domain OCT Imaging (DARSI) group. The study was designed to determine

whether early AMD features quantified on SD-OCT can be used to predict vision

loss and progression to advanced disease.

10.4 Chapter 4: Improving statistical power of glau-

coma clinical trials
In this chapter I demonstrated that my deep learning ensemble methodology with

GANs and further adoption of the cycle-consistent perceptual loss applied to

TDOCT images significantly improves the agreement of segmented RNFL thick-

ness measurements with SDOCT measurements and significantly reduces the test-

retest variability. Moreover, I demonstrated that the analysis of the capability of

TDOCT images to distinguish the UKGTS treatment arms shows that, although

the rate of RNFL loss was faster in the placebo-treated eyes, the difference from

the latanoprost-treated eyes did not reach statistical significance. In contrast, the
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same analysis with the synthesized SDOCT images demonstrated a statistically sig-

nificant difference between treatment and placebo progression rates. The difference

between treatment groups in the rate of RNFL thinning was similar to the difference

between groups for the rate of VF MD deterioration. Lastly, I concluded that there

is an appreciable reduction in the sample size required to distinguish the treatment

arms in the UKGTS if SDOCT RNFL thickness were to be the primary outcome,

compared to TDOCT RNFL thickness.

10.5 Chapter 5: Bio-inspired attentive segmentation

of retinal SD-OCT imaging
This chapter presented a novel, end-to-end trainable, attentive model for retinal

OCT segmentation. The methodology highlights valuable features of high-level

layers, efficiently combined with high-order attention information in two relevant

dimensions, to guide the final segmentation; the methodology uses efficient high-

order attention descriptors leveraging on the specific anatomical OCT geometry to

extract robust quantifications of all retinal layers. I argued that the main strength of

my approach is based on feature correlation learning, exploiting the horizontally-

layered retinal structure and the vertical partitioning of retinal surfaces. I showed

that my deep learning methodology appears robust and flexible in terms of capac-

ity and modularity and I showcased the diagnostic precision and agreement of my

method with reference RNFL segmentations from two independent studies. Also, I

demonstrated the superiority of my method in segmenting all retinal layers. Lastly,

I presented my results that show the model not only significantly improves segmen-

tation results.

10.6 Chapter 6: Predicting visual function from RN-

FLT measurements and SDOCT
In this chapter I proposed an ensemble of two custom deep learning models to pre-

dict visual fields using RNFLT estimates from OCT alone and OCT images along

with the corresponding RNFLT estimates. I trained my ensemble model in one
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dataset and I tested and evaluated its performance in an independent dataset. I built

my ensemble model using a state-of-the-art custom architecture and I showed that

the OCT-based VF predictions from my model resemble the original VF noise pro-

file. This similarity suggests that, on average, a VF predicted by my model has mea-

surement noise only slightly greater than that found in a newly measured field. This

finding illustrates that the range and scale of the average predictive performance of

my model is much better than most modern approaches. Thus, it appears that an

OCT-predicted VF is almost as accurate a representation of the ‘true’ VF (BAE)

as a real single VF test result. This has clear implications for clinical practice and

clinical trials, were taking an OCT in addition to a VF in one visit may improve

the precision of estimates of rates of VF progression. It also implies that assess-

ment of concordance between VF and OCT results will be less error prone. Lastly,

I concluded that the model indicates that my method has advantages over standard

statistical and deep learning approaches for modeling the structure-function rela-

tionship and that estimates of functional deficits from structural measures yielded

from this method are better than those derived from previous approaches and ap-

proach the accuracy of single VF tests.

10.7 Chapter 7: Bilateral disc haemorrhages in the

UKGTS: a probabilistic approach to explore

a possible systemic pathophysiological mecha-

nism.
In this chapter I hypothesisde that the presence of simultaneous bilateral DHs in-

dicates a systemic pathophysiological mechanism and I evaluated whether the in-

cidence of simultaneous bilateral DHs in the UKGTS occurred by chance. Since

the UKGTS is the first clinical trial that showed visual field preservation with La-

tanoprost for open-angle glaucoma, I explored the frequency of DHs in the images

acquired in the UGTS at an eye, participant, and visit level, and calculated condi-

tional probabilities for the occurrence of DHs and explored the clinical interpreta-
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tion of the observed patterns. Lastly I concluded that DHs in the UKGTS appeared

in both eyes simultaneously more frequently than expected, and the effect of a DH

in one eye increased almost eight times the probability of identifying a DH in the

fellow eye. These findings support the idea of glaucomatous DHs being influenced

by a possible systemic factor that makes both eyes bleed simultaneously.

10.8 Chapter 8: Improved Estimates of Visual Func-

tion Using BLR
Chapter 8: Improved Estimates of Visual Function Using Bayesian Linear Regres-

sion to Integrate Structural Information In this Chapter, I assessed whether BLR,

which integrates RNFLT measurements derived from super-resolved TDOCT, as an

informative prior, could be used to recalculate more accurately the VF slopes in

UKGTS. I calculated VF rates with the Bayesian prior of OCT RNFL slopes and

compared them with the raw VF slopes, without the RNFL prior. Results suggest

that visual field progression rates are more accurate with the Bayesian method be-

cause the sample size needed to show a difference in treatment groups is reduced by

13%. The improvement in trial power (as measured by the smaller sample size) is

modest. Nevertheless, it is there and one might expect even better with real SDOCT.
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Appendix

A.1 Image Analysis

A.1.1 Intensity Normalization

For any image analysis algorithm, it is necessary that the intensity ranges of the

pixel values are consistent among image data. Particularly, the intensity values

in a specific tissue type should be approximately the same within an image and

across images. Such consistency allows for compatible image analyses and for

harmonious feature extraction with respect to machine learning algorithms training

on intensity and gradient profiles. Two possible causes of these differences are: a)

the automatic scanner intensity rescaling due to high intensity reflection artifacts

and b) the automatic real-time scanner averaging which affects the dynamic range,

i.e. one B-scan could undergo more averaging [Lang et al., 2013]. To address this

issue, I rescaled the intensities on each TDOCT and SDOCT B-scan. Specifically,

I linearly rescaled to [0,1] all intensity values in the range [Imin, Imax]→ [0,255].

This process maintains the overall intensity values in the B-scan, while suppressing

hyper-intense reflections at the surface of the retina. Figures A.1a and A.1b show

the result of intensity normalization on a TDOCT and a SDOCT image, respectively.

Note that both images are not flattened. It can be seen that not only hyper-intense

reflections are suppressed but also speckle-noise is reduced, resulting in less grainy

images.
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(a) TDOCT B-scan before and after intensity normalization.

(b) SDOCT B-scan before and after intensity normalization.

Figure A.1: Intensity normalization in TDOCT and SDOCT B-scans. (a) TDOCT B-scan
before and after intensity normalization. (b) SDOCT B-scan before and after
intensity normalization.

A.1.2 Flattening

Flattening is a common pre-processing step performed by many OCT segmentation

algorithms [Lang et al., 2013; Chiu et al., 2010; Garvin et al., 2009; Mayer et al.,

2012] and refers to processing the B-scan such that a chosen reference boundary in

the image is flat. I chose to flatten OCT images using a pilot estimate of the RPE

boundary using the prior knowledge that the RPE layer is one of the most hyper-

reflective layers within a retinal OCT image. Thus, after applying a diffusion filter

to denoise the SDOCT image (Fig. A.2b), the brightest pixel in each column is as-

signed as an estimate of the RPE. Using this initial estimate, I searched for disconti-

nuities greater than 50 pixels which are often associated with the NFL. These pixels,

along with pixels lying in columns that present a significantly lower signal-to-noise

ratio (SNR) are removed (Fig. A.2c). The remaining RPE points are fit with a sec-
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ond order polynomial. Note the blue points one the top part of Figure A.2d. These

points are wrong estimates of the RPE after deletion of the remaining NFL layer

and therefore the polynomial fit is miscalculated. To deal with this, each column is

shifted up or down in order to force the RPE points to lie on a flat line (Fig. A.2e).

The resulting flattened image1 can be seen in Figure A.2f. The flattening process

is similar for both TDOCT and SDOCT images and is illustrated in Figure A.2 and

Figure A.3.

Figure A.2: SDOCT image flattening. (a) Original SDOCT image. (b) SDOCT image
after filtering with a diffusion filter. (c) Removal of discontinuities with sig-
nificantly loIr SNR. (d) Removal of discontinuities greater than 50 pixels and
second order polynomial fit. Note the blue pixels on the top part of the image.
(e) Column shift forcing RPE points to lie on a flat line. Further deletion of
discontinuities. (f) Flattened SDOCT image.

1If a region of the flattened image lies outside the original field of view (FOV), then those pixels
are extrapolated from the mirror image of the valid pixels and thus, border artifacts can be avoided
if filtering is applied further down the processing pipeline. Of course, the extrapolated pixels are
excluded from Iight calculations.
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Figure A.3: TDOCT image flattening. (a) Original TDOCT image. (b) TDOCT image after
filtering with a diffusion filter. (c) Removal of discontinuities with significantly
loIr SNR. (d) Removal of discontinuities greater than 50 pixels and second
order polynomial fit (e) Column shift forcing RPE points to lie on a flat line.
Further deletion of discontinuities. (f) Flattened TDOCT image.

A.1.3 Speckle Noise Reduction

Ι chose to de-speckle OCT images using an anisotropic diffusion-based technique.

The general idea is that each gray value in the image is associated with a concen-

tration estimate at a certain location. Thus, after diffusion filtering, gray values will

diffuse from high value to low value, giving rise to smoothed images. The simplest

diffusion filter is the linear diffusion with implies homogeneous diffusivity and it’s

equivalent to smoothing with a Gaussian filter. In this case, the filter makes the

noise within regions smoother, while blurring the edges at the same time. For a

two-dimensional OCT image, the diffusion equation is:

∂

∂ t
I(x,y, t) = ∇

2I(x,y, t) =
∂ 2

∂x2 I(x,y, t)+
∂ 2

∂y2 I(x,y, t) (A.1)

and the Gaussian kernel Gσ :

Gσ (x,y) =
1

2πσ2 exp

(
|x|2 + |y|2

2σ2

)
(A.2)
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where I(x,y) is the two-dimensional image, with initial conditions I(x,y,0) =

Io(x,y), Io the original image and σ the standard deviation with σ =
√

2t, where

t is the diffusion time (iteration) and is equivalent to the operation of convolving the

OCT image I(x,y) with the Gaussian kernel. Equation A.1 can be written using the

following general form:

∂

∂ t
I(x,y, t) = ∇ · (d(x,y, t)∇I(x,y, t)) (A.3)

where d(x,y, t) is the diffusion conductance or the diffusivity, ∇ is the gradient oper-

ator, and the ∇· is the divergence operator. If d is a constant, I have a linear diffusion

equation with a homogeneous diffusivity. In this case, all locations in the image,

including the edges are smoothed equally. This is, of course, undesirable, and a

simple improvement would be to change d with the location x and y in the image,

thus converting the equation into a linear diffusion equation with non-homogeneous

diffusivity. By making d image dependent (d(∇I)), the linear diffusion equation

becomes a nonlinear anisotropic diffusion equation, [Perona and Malik, 1990a].

Different approaches using anisotropic diffusion exist in literature [Yu and Acton,

2002a; Abd-Elmoniem et al., 2002; Krissian et al., 2007] for treating the problem

of speckle noise reduction. In my case,

Figure A.4 illustrates the application of nonlinear anisotropic diffusion to re-

move speckle noise in TDOCT and SDOCT OCT images.
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(a) TDOCT B-scan before and after diffusion filtering.

(b) SDOCT B-scan before and after diffusion filtering.

Figure A.4: Nonlinear anisotropic diffusion to reduce speckle noise in TDOCT and
SDOCT images. (a) TDOCT B-scan before and after diffusion filtering. (b)
SDOCT B-scan before and after diffusion filtering.

A.1.4 Vessel Detection

The detection of retinal blood vessels in OCT images is vital both in the diagnosis of

various retinal diseases like diabetic retinopathy or glaucoma, and in aligning differ-

ent images acquired from individuals at different clinical visits [Zhu et al., 2010b].

Manual segmentation of such small retinal structures is extremely time consuming

and exhibits great variability. Furthermore, segmentation of the RNFL and the sub-

sequent RNFL thickness measurement can be more accurate if the vessels are set

apart from the actual nerve fibers [Chiu et al., 2010]. I chose to exploit the RPE

layer boundary identification from the previous step where the vessels are clearly

shown as dark areas. The vessels in OCT images typically appear as shaded bands

along the RPE. As described in the previous paragraph, the RPE is detected as the

tissue layer with the strongest intensity peaks in the OCT image. Figure A.5 shows

the RPE layer boundary identification after applying a Gaussian filter. As can be
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seen, the “shaded streak” feature is detected as the local minimums on the averaged

pixel intensities at the RPE.

(a) SDOCT image.

(b) RPE layer identification.

Figure A.5: RPE layer boundary identification after applying a Gaussian filter. (a) SDOCT
image. (b) RPE layer boundary identification after applying a Gaussian filter.

More specifically, the mean intensity of the RPE of the vessel sections will

be much larger than that of neighboring parts of the RPE with no vessel presence.

Figure A.6c shows, the mean RPE image vector, i.e. average pixel intensity, after

moving average filtering. In the next step, I find the local minima in the vector of

averaged pixel intensities with a 5-point moving average filter in order to get rid of

small peaks. Figure A.6d illustrates the result after removal of most of the small

peaks. It can be seen that many spurious peaks are still present representing false

positives with respect to vessel identification. Thus, for each one of indicated pos-

sible vessel locations, I calculated the average pixel ratio in multiple neighborhood

windows empirically set between 2 and 8 image pixels corresponding to the min-

imum and maximum width of a vessel respectively. The maximum average pixel

ratio of all the windows was saved for each one of the possible vessel locations.
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Next, I calculated the standard deviation (SD) of all the average pixel ratios from

the previous step and removed those smaller than the calculated SD. The result can

be seen in Figure A.6e. Finally, Figure A.6 illustrates the detected vessel locations

overlaid on the SDOCT image.

Figure A.6: Illustration of retinal blood vessel detection in SDOCT image. (a) Flattened
SDOCT image. (b) RPE layer boundary identification. (c) (d) (e)

Figure A.7: Retinal blood vessel detection on SDOCT image. Red crosses indicate vessel
locations.
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A.1.5 ILM Border Segmentation

The ILM border is a high contrast boundary on the dark-to-bright gradient image.

In order to obtain the top border segmentation of the ILM, I performed a series of

steps:

1. Gaussian Blurring.

2. Adaptive Thresholding using Otsu’s method [Otsu, 1979].

3. Morphological operations, i.e. erosion and dilation.

4. Usage of thresholded image information to find border of ILM.

5. Check for discontinuities in thresholded image.

6. Re-iterate from step 3 until discontinuities disappear.

7. Usage of original image gradient information to find border of ILM

8. Obtain final ILM border segmentation using both segmentations.

9. Smooth ILM border segmentation using a Gaussian Process (GP) model [Ras-

mussen, 2004].

In Figure A.8, the thresholded image is illustrated. Note the yellow arrows in

Figure A.8a which indicate discontinuities in the ILM. These discontinuities are a

major issue in obtaining the final ILM segmentation as they do not allow the for-

mation of a closed surface. In order to overcome this problem, an iterative process

of morphological operations, consisting of one dilation followed by one erosion,

was developed. Figure A.8b shows the resulting image after the aforementioned

iterative process and Figure A.8c shows the gradient image.
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(a) Thresholded image.

(b) Thresholded image after erosion and dilation operations.

(c) Gradient image.

Figure A.8: Thresholded B-scan. (a) B-scan after adaptive thresholding using Otsu’s
method. Yellow arrows indicate discontinuities. (b) B-scan after adap-
tive thresholding using Otsu’s method and iterative morphological operations.
Note the disappearance of discontinuities. (c) Gradient image
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A.1.6 Registration

In order to identify left and right eye images within patient visits and classify them

into proper acquisition groups, I have to quantify the dissimilarity between these

images. Therefore, I chose 2D rigid registration framework because it involves

only translations and rotations which is the only kind of transformations I expect in

repeated B-scans and I aligned each possible set of B-scans within a patient’s visit

folder. The 2d rigid registration method implemented is using the mutual informa-

tion (MI) between images.

A.1.6.1 Mutual Information

Maximization of MI involves finding a transformation from the co-ordinate frame

of one image to that of the other image such that the mutual information between the

two is maximized. The intensity values of each image are considered to be random

variables. MI measures how much information one random variable contains with

respect to the other random variable and is calculated based on the entropies of each

of the random variables. The entropy of a random variable, X, is given by:

H(X) =
∫
(log

1
p(x)

)p(x)dx = ∑
i

p(xi) I(xi) =−∑
i

p(xi) logb p(xi) (A.4)

The joint entropy of two random variables, X and Y, is given by:

H(X ,Y ) =−∑
SX

∑
SY

p(x,y) log p(x,y) (A.5)

If X and Y are the random variables defining the image intensities of the two

images in a set, then the MI between the two images is given by:

I(X ;Y ) = H(X)−H(X | Y )

= ∑
y∈Y

∑
x∈X

p(x,y) log
(

p(x,y)
p(x) p(y)

) (A.6)

Typically, the marginal and joint probability densities of the image intensities

are not available and have to be estimated from the image data. Α single set of
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intensity samples2 is drawn from the image and the marginal and joint probability

density function (PDF) is evaluated at discrete positions (uniformly spread bins) us-

ing these samples. Entropy values are computed by summing over the bins. A zero

order B-spline kernel is used to compute the PDF of the fixed image, while a third

order B-spline kernel is used to compute the PDF of the moving image. In each it-

eration, the MI between the two images is computed. The moving image undergoes

rotations and/or translations and then, the MI between the moving and fixed images

is recomputed. The process continues until convergence; the MI between the two

images is maximized. Gradient descent is used for optimization. The function used

as the smoothing kernel needs to have a zero mean and must integrate to one. If N

is the number of samples, the estimation of the random variable, X, is then given

by:

P(x) =
1
N ∑

j∈N
K(x− s j) (A.7)

Figure A.9: Parzen windowing: A continuous density function is constructed by superim-
posing kernel functions (Gaussian function in this case) centered on the inten-
sity samples obtained from the image. Reproduced from [Ibanez et al., 2003].

I usedΜΙ registration to quantify the dissimilarity between images within pa-

tient visits and specifically to identify left and right eye images and further classify

them into appropriate acquisition groups. In Figure A.10, two pairs of B-scans of
2This is done using Parzen Windows where intensity samples from the image are taken and

super-position kernel functions K(·) are centered on the elements of S as shown in Figure A.9.
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the same patient’s visit are illustrated. In both pairs, the left B-scan is kept as the

fixed image and the right B-scan is interchanged with two different B-scans from

the same visit as moving images. In Figure A.10a, the moving image is very similar

to the fixed image as the scans are of the same patient’s eye within the same visit,

whereas in Figure A.10b, the moving image is quite different than the fixed image

as the scans are of the left and right patient’s eye within the same visit.

(a) Pair of B-scans with high similarity.

(b) Pair of B-scans with low similarity.

Figure A.10: Example of B-scan pairs from a patient visit exhibiting different similarities.
(a) Pair of B-scans with high similarity. (b) Pair of B-scans with low similar-
ity.

In Figure A.11, the histograms of both pairs are illustrated. The histograms

show the number of pixels in the images found at each different intensity value. It

can be observed that the moving image in Figure A.11a has a distribution of pixels

concentrated around low intensity values, while the moving image in Figure A.11b

exhibits a wider distribution of pixels in the same range.
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(a) Histogram of pair of B-scans with high similarity.

(b) Histogram of pair of B-scans with low similarity.

Figure A.11: Histograms of pairs. Y-axis shows the counts of pixels. X-axis shows the
intensity values. (a) Histogram of pair of B-scans with high similarity. (b)
Histogram of pair of B-scans with low similarity.

In Figure A.12a, I use the same pair of images to illustrate the effect of signal

between the two pairs of images. In Figure. A.12a, the signal of the image pair of

Figure. A.10a is shown; the fixed B-scan is plotted against the signal of the moving

B-scan. Notice that I can predict the B-scan signal of the first moving B-scan given
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the fixed B-scan signal; it exhibits an almost perfect linear relationship because

the image pair is very similar. In contrast, this prediction cannot be made in the

case of the second pair of images (Figure. A.10b) where it can be seen that there

is not apparent relationship between the signals of the two images. I can capture

this more complicated relationship by doing a 2D histogram using log values to

reduce the effect of the bins with a very large number of values. In Figure A.13,

the log histogram of both pairs is illustrated. As MI is a metric from the joint

(2D) histogram, I can observe that the metric is high when the signal is highly

concentrated in few bins, and low when the signal is spread across many bins.

(a) Signal of fixed B-scan against high similar-
ity moving B-scan.

(b) Signal of fixed B-scan against low similarity
moving B-scan.

Figure A.12: Signal of image pairs: fixed B-scan against moving B-scan. (a) Signal of
fixed B-scan against high similarity moving B-scan. (b) Signal of fixed B-
scan against low similarity moving B-scan.
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(a) Log histogram of fixed B-scan against high
similarity moving B-scan.

(b) Log histogram of fixed B-scan against low
similarity moving B-scan.

Figure A.13: Log histogram of fixed B-scan against moving B-scans. (a) Log histogram
of fixed B-scan against high similarity moving B-scan. (b) Log histogram of
fixed B-scan against high similarity moving B-scan.

A.1.6.2 Mean Squared Error

The mean squared error (MSE) between two images ĝ(x,y),g(x,y) quantifies the

distance between the grey scale values of the original and transformed image and is

defined as:

MSE =
1

MN

M

∑
n=1

N

∑
m=1

[ĝ(n,m)−g(n,m)]2 (A.8)

where M, N are the number of pixels along the vertical and horizontal axis of the

image. Here, g(x,y) represents the values of the moving image and ĝ(x,y) repre-

sents the values of the image that I want to compare it against. So, I consider one

image as the reference image and the second image as the image whose pixel values

I would like to compare with the first one. The MSE informs us how different or

similar is the second image to the first one. Table A.1 shows MSE values for various

image pairs. Values for the previously illustrated pair of Section A.1.6 are shown in

the first row of the table.
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B-scan Moving 1 Moving 2

1 437.477 2833.107
2 318.975 3241.989
3 401.353 2962.438
4 385.124 3312.492
5 398.512 2906.835
6 354.587 3751.258
7 185.220 4389.791
8 329.889 3618.111
9 423.520 2884.216
10 395.812 3045.549

Table A.1: MSE values for various image pairs that belong to the same visit across patients.

A.1.7 Iterative Closest Point

In this section, I describe the Iterative Closest Point (ICP) algorithm, first devel-

oped by [Besl and McKay, 1992; Chen and Medioni, 1992; Zhang, 1994], which

was used to register ILM segmentations. ICP minimizes the difference between two

clouds of points: one of the cloud points is kept fixed, while the other one is trans-

formed to best match it. The transformation is a combination of translations and

rotations. The algorithm revises the transformation in an iterative fashion in order

to minimize the MSE between the coordinates of the cloud points. Let M be a point

set in one points cloud and S be a point set in the other point cloud. I assume that

the number of points in both cloud points are the same, i.e. NM = NS, and that each

point si corresponds to mi. The MSE objective function in my case is defined as:

f (R,T ) =
1

NS

NS

∑
i=1
‖mi−Rot(si−Trans)‖2 (A.9)

where R is the rotation matrix and T is the translation matrix.

Let two 2d points r1 and r2. The Euclidean distance is:

d(r1,r2) = ‖r1− r2‖=
√

(x1− x2)2 +(y1− y2)2 (A.10)
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Given a point r1 and a set of points A, the Euclidean distance is:

d(r1,A) = min
i∈1...n

d(r1,ai) (A.11)

The distance of each points s of S from M is:

d(s,M) = min
m∈M

d‖m− s‖ (A.12)

As a result, the alignment is defined as:

(rot, trans,dMSE) = ICP(M,S)

Snew = rot(S)+ trans
(A.13)

The ICP algorithm always converges monotonically to a local minimum

with respect to the MSE distance objective function. The algorithm steps

are [Rusinkiewicz and Levoy, 2001]:

• For each point in the source point cloud S, match the closest point in the

reference point cloud M, i.e. compute nearest point in the set S in the set M.

• Estimate optimal rotation and translation such that the MSE of the distance

between the transformed points and the target is minimized.

• Update the source points using the obtained transformation.

• Iterate until stopping criteria are met, i.e. error computation until I reach

required accuracy.
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Figure A.14: ICP registration between two random point clouds. Blue line: point cloud S.
Green line: point cloud M. Red line: resulting point cloud after ICP registra-
tion.

A.1.7.1 Gaussian Process Regression.

Here I describe the technique that I used to smooth the ILM segmentations in or-

der to get more robust segmentations. I want to smooth the observed cloud points

(xi,yi) of this unknown 1-dimensional function y = f (x), by finding the new values

(xi,y′i) such that the new data is smoother when moving along the x axis. GP regres-

sion [Rasmussen, 2004] assumes that the dependency between x and y is smooth

and non-parametric function. This does not go as far as assuming a particular func-

tional dependency between the variables. Instead, by controlling the standard devia-

tion of the assumed continuous-time stochastic process I can achieve different levels

of smoothness of the recovered functional dependency at the original data points.

The particular model I are going to discuss assumes that the observed data points are

evenly spaced across the domain of x, and therefore can be indexed by i = 1, . . . ,N

without the loss of generality. I assume independent, normally distributed noise

terms εi ∼ N(0,σ2) with a constant noise variance parameter σ2. The central idea

is to model every finite set of samples yi from the process as jointly Gaussian dis-

tributed, such that the predictive distribution p(y*|x*,D) at arbitrary query points

x* is a Gaussian distribution N(0,σ2) with mean:

µ = kT
x*,x(Kx,x +σ

2 +nI)−1)y (A.14)
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and variance:

σ
2 = k(x*,x*)−kT

x*,x(Kx,x +σ
2
n I)−1)kx* +σ

2
n (A.15)

where Kx,x ∈ IRn×n, Kx,x(i, j) = k(xi,x j), kx*,x ∈ IRn, kx*,x(i) = k(x*,xi),

and y = (y1, . . . ,yn)
T .

I chose the squared exponential covariance function to specify the covariance

of my targets:

kse((x,x′) = σ
2
f exp(

1
2
· (s(x,x′)/σ)2) (A.16)

with s(x,x′)= ‖x−x′‖. The term σ f denotes the amplitude (or signal variance)

and σ is the characteristic length-scale. For more details on Gaussian Processes, see

[Rasmussen, 2004].

Fig A.15 illustrates GP regression in ILM border segmentation and Fig A.16

shows the obtained ILM border segmentation in blue color; left and right eye images

of the same patient.

(a) ILM segmentation. (b) ILM segmentation using GP smoothing.

Figure A.15: Illustration of final ILM segmentation. (a) ILM segmentation without GP
smoothing. (b) ILM segmentation with GP smoothing.
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(a) Pair of B-scans with high similarity and ILM border segmentation. Note that images belong to
the same eye of the same patient.

(b) Pair of B-scans with low similarity and ILM border segmentation. Note that images belong to
the left and right eye of the same patient.

Figure A.16: Example of B-scan pairs from a patient visit exhibiting different similarities
and ILM border segmentation. Note that images belong to same or fellow
eyes. (a) Pair of B-scans with high similarity and ILM border segmentation
belonging to the same eye. (b) Pair of B-scans with low similarity and ILM
border segmentation belonging to the left and right eye.

A.1.8 Synthetic Data and Pair Generation

In order to test the robustness of my methodology in finding and generating ap-

propriate pairs of TDOCT and SDOCT images, I created a benchmark of images

with spatial variability. Since the pairs will be used for my image synthesis task, I

carried out a series of experiments on a synthetic benchmark dataset which consists

of synthetic TDOCT generated from SDOCT images. More specifically, I created

a synthetic dataset of SDOCT and corresponding synthetic TDOCT whose corre-

spondence had to be identified through my methodology. To generate the synthetic

TDOCT, I used the following procedure: I randomly chose ten SDOCT images
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from the RAPID study and for each SDOCT image ten synthetic TDOCT images

Ire generated. First, I downsampled each SDOCT image performing the following

steps:

1. Greyscale dilation using a 2-by-2 flat and full structuring element: a two di-

mensional binary valued neighborhood in which the true pixels are included

in the morphological operation, and the false pixels are not. The center pixel,

of the structuring element, i.e. origin, identifies the pixel in the SDOCT im-

age.

2. Downsampling by local averaging, calculating the local mean of elements in

each block of size 2-by-2 in the SDOCT image from the previous step.

3. Subsample SDOCT image from step 2 in the context of Dokkum’s cosmic ray

removal algorithm [van Dokkum, 2001].

The resulting subsampled image is shown in Fig A.17.

Figure A.17: Subsampling operation. (a) Original SDOCT image. (b) Subsampled
SDOCT image.

After this step, I introduced a certain amount of speckle noise in each of the

ten subsampled SDOCT images in order to approximate the increased speckle noise

content found in TDOCT images. As previously mentioned, speckle noise is mul-

tiplicative noise and, thus, by multiplying the noise with the image and adding the

result back to the original image as seen in Equation A.17, I get an image contami-
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nated with the desired amount of speckle noise.

Is = Io +n× Io (A.17)

where n is uniform noise with specified mean (µ) and variance (σ2). In order to

select the values of µ and σ2 of the uniform noise, I calculated the MSE and struc-

tural similarity index measure (SSIM) [Wang et al., 2004] between the downsam-

pled SDOCT image and the actual TDOCT image pair for that image for different

values of µ and σ2 and then averaged the results for the ten downsampled images.

Table A.2 and table A.3 show the average values of MSE and SSIM obtained for

each value of µ and σ2. I chose µ = 0.5 and σ2 = 20 which gave the best results,

i.e. smallest MSE and highest SSIM. Figure A.18 illustrates the resulting synthetic

TDOCT image for a given SDOCT image.

Variance (σ2)

M
ea

n
(µ

)

0 2 6 10 14 18 20
0 1682.183 1681.979 1681.759 1681.652 1681.620 1681.603 1681.596

0.5 1693.820 1689.220 1682.688 1681.661 1681.622 1681.603 1681.595
2 1698.682 1695.159 1687.257 1682.034 1681.633 1681.604 1681.596
5 1700.203 1697.297 1690.221 1683.147 1681.743 1681.608 1681.597
8 1701.064 1698.618 1692.169 1684.388 1682.033 1681.616 1681.598
12 1701.651 1699.463 1693.457 1685.524 1682.497 1681.668 1681.605
15 1702.081 1699.804 1693.958 1686.039 1682.757 1681.710 1681.608

Table A.2: MSE errors between subsampled SDOCT image and actual TDOCT image pair
from RAPID study.

Variance (σ2)

M
ea

n
(µ

)

0 2 6 10 14 18 20
0 7.43471e-06 7.38069e-06 6.68645e-06 7.34623e-06 7.12988e-06 6.60818e-06 6.33753e-06

0.5 -1.16148e-05 1.38208e-05 1.87539e-05 6.37587e-06 7.04542e-06 6.91193e-06 7.62986e-06
2 1.34045e-05 7.1008e-06 1.24817e-05 3.83709e-06 6.34611e-06 6.6935e-06 6.35239e-06
5 8.5432e-06 -3.41067e-06 -1.41578e-05 1.57201e-05 2.02472e-06 6.50681e-06 6.41022e-06
8 2.62918e-05 1.95161e-05 -1.13698e-05 -1.66131e-06 8.18132e-06 6.72337e-06 7.03578e-06
12 5.76901e-06 1.09393e-06 7.01119e-06 5.11593e-06 3.61629e-06 4.70402e-06 6.54008e-06
15 3.34124e-06 1.29826e-06 -9.58123e-07 -2.00542e-06 5.24505e-06 7.14413e-06 4.93202e-06

Table A.3: Structural similarity index between subsampled SDOCT image and actual
TDOCT image pair from RAPID study.

As previously mentioned, the main problem in my dataset is spatial variability

since a pair of TDOCT and SDOCT images within a patient’s visit might belong

to different eyes or be contaminated with noise or other artefacts. Thus, the robust-
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(a) SDOCT image. (b) Corresponding TDOCT image pair.

(c) Synthetic TDOCT image.

Figure A.18: Illustration of resulting synthetic image and SDOCT and TDOCT pair from
RAPID study. (a) SDOCT image scan of a random individual from RAPID
study. (b) TDOCT image scan of the same random individual from RAPID
study. (c) Synthetic TDOCT image.

ness of my algorithm in finding appropriate pairs of TDOCT and SDOCT images

was put to test. After generating a synthetic TDOCT image for each one of the ten

SDOCT images, I kept this synthetic TDOCT as is and I created nine more synthetic

TDOCT images by deforming this synthetic TDOCT with known random deforma-

tion fields under a constant Eulerian velocity framework as described in [Ashburner,

2007]. Thus, I ended up with ten synthetic TDOCT images for each one of the

ten SDOCT images knowing the exact induced deformations in each one. Conse-

quently, I ended up with ten synthetic datasets, each one containing ten synthetic

TDOCT images that belong to the original SDOCT image used to generate them.

One synthetic image was kept untouched with no applied deformations. Fig. A.19

shows a SDOCT image and the resulting generated synthetic images produced using

my methodology. After generating my synthetic dataset, I evaluated my proposed
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method in finding the best SDOCT match for each synthetic TDOCT image, i.e. the

SDOCT image that generated the synthetic image with no deformations among all.

Figure A.19: Example of synthetic TDOCT images for a given SDOCT image with random
known deformation fields. (a) Original SDOCT image. (b) - (f) Synthetic
TDOCT images with random known deformation fields.

After generating my synthetic dataset, I evaluated my proposed registration

method in finding the best SDOCT match for each synthetic TDOCT image.

Fig. A.20 shows the mean error for all ten groups. It can be seen that image 1

for each group, i.e. the image with no deformations at all, is correctly identified as

the best match for the SDOCT image that generated it. Tables A.5-A.32 illustrate

results for all groups individually. I applied my method to the RAPID study and

generated 24.792 pairs of TDOCT and SDOCT images.
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Figure A.20: Averaged group errors of each method. The image with no deformations
(Image 1) is correctly identified as the best pair match for each SDOCT.

Figure A.21: Examples of resulting TDOCT - SDOCT pairs from the RAPID study.

A.1.9 Summary

I employed the algorithms described in the previous sections and I performed a

comparison on the following metrics: (a) ILM border segmentation (b) Average

RPE pixel intensity profile (c) average norm of the induced deformation field. I ex-

pect that the image with the smallest error between the known deformation field and

the original SDOCT image and the smallest ICP error (between the ILM segmented

border, average RPE pixel intensity profile and those of the SDOCT images) will

be the best match: this image should always be image 1 for each group, i.e. the
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image with no deformations at all. Fig. A.23 summarizes these errors for one of

the ten groups, namely group 1. It can be seen that the synthetic TDOCT images of

group 1 are correctly identified as the best matches for SDOCT image 1 which gen-

erated them. But being able to figure out which group contains the best match does

not solve my problem; I need to further locate, within that group, which specific

synthetic image is actually the best match for my given SDOCT image. Table A.4,

Table A.5 and Table A.6 present the image-specific errors for each one of my met-

rics. It can be seen that synthetic TDOCT image 1 is correctly identified as the

best match for group 1 using the aforementioned methods, while at the same time

the group containing the image is picked up correctly. Results for all groups are

presented in Tables A.5-A.32. The two methods (ILM border segmentation and av-

erage RPE pixel intensity profile) using the ICP error comparison between synthetic

TDOCT and SDOCT images have a sensitivity of 100% in identifying the source

SDOCT for each synthetic TDOCT, while the method based on the average norm of

the deformation field comparison has a sensitivity of 76%. Despite that, this method

always identifies the group that contains the best match.

As a result, I used a fusion of these methods in creating the final TDOCT -

SDOCT pairs. First, I located the group that contains the best match using the

registration-based technique and then I employed the ICP-based methods to locate

the best match and further validate that the best match is indeed in the suggested

folder. I applied my method to the RAPID study and generated 24.792 pairs of

TDOCT and SDOCT images. Fig. A.21 illustrates four randomly selected pairs.



A.1. Image Analysis 212

(a) RPE pixel intensity profile errors.

(b) ILM border segmentation errors.

(c) Registration errors.

Figure A.22: Boxplots illustrating errors for ten synthetic TDOCT images generated from
a single SDOCT image, i.e. group 1, with all ten SDOCT images. (a) RPE
pixel intensity profile errors using ICP between synthetic TDOCT images of
group 1 and all ten SDOCT images. (b) ILM border segmentation errors
using ICP between synthetic TDOCT images of group 1 and all ten SDOCT
images. (c) Registration errors between synthetic TDOCT images of group 1
and all ten SDOCT images.
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(a) RPE pixel intensity profile errors.

(b) ILM border segmentation errors.

(c) Registration errors.

Figure A.23: Boxplots illustrating the different errors for ten synthetic TDOCT images
generated from a single SDOCT image, i.e. group 1. (a) RPE pixel inten-
sity profile errors using ICP between synthetic TDOCT images of group 1
and all ten SDOCT images. (b) ILM border segmentation errors using ICP
between synthetic TDOCT images of group 1 and all ten SDOCT images. (c)
Registration errors between synthetic TDOCT images of group 1 and all ten
SDOCT images.
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SDOCT Groups

Sy
nt

he
tic

T
D

O
C

T

1 2 3 4 5 6 7 8 9 10
1 0.715 18.999 17.447 15.934 8.352 3.720 4.711 3.733 3.703 13.890
2 1.944 55.065 33.995 6.654 8.028 16.869 42.000 5.052 3.668 9.529
3 1.707 14.394 5.222 5.065 11.668 2.544 12.196 3.657 2.591 2.227
4 0.846 14.669 7.213 3.400 6.663 7.779 8.023 6.312 2.257 6.796
5 0.971 2.612 4.813 8.792 6.249 2.898 2.330 8.297 8.590 5.134
6 0.970 39.130 8.347 2.791 12.396 2.024 6.182 8.509 3.802 33.982
7 0.771 13.911 30.007 9.363 6.437 4.689 15.910 7.425 5.916 6.553
8 0.782 53.547 20.659 9.429 5.498 12.986 13.135 7.113 11.114 23.091
9 0.783 36.664 12.898 23.583 14.012 7.274 14.527 8.572 12.504 13.521
10 5.336 14.117 7.100 9.533 11.004 4.176 NA 10.461 1.666 4.992

Mean 1.483 26.311 14.770 9.454 9.031 6.496 13.224 6.913 5.581 11.972

Table A.4: Average norm of the deformation field between synthetic TDOCT images of
group 1 and SDOCT groups.

SDOCT Groups

Sy
nt

he
tic

T
D

O
C

T

1 2 3 4 5 6 7 8 9 10
1 1798 1503678 1465915 1505521 1493993 622788 1379421 59974 1512217 1505133
2 3690 1787632 1668557 1616100 1677497 533096 1385063 103944 1627655 1720331
3 24212 2349537 2253839 2241697 2258524 745706 1856241 195502 2318067 2350078
4 17110 1924640 1859977 1971797 1953781 1137009 1699774 113201 1892351 1913952
5 27162 1412338 1368352 1436784 1391603 733503 1272284 124973 1425870 1412639
6 7547 4943863 4689682 4550213 4660205 1497072 3822205 266055 4837955 4931542
7 16287 2177276 2058395 2161345 2152692 780159 1869790 133887 2116603 2166513
8 4845 1861566 1764876 1790485 1802359 617447 1611088 92689 1769998 1854419
9 30581 2346567 2225276 2227756 12277803 893042 2036454 173567 2216614 2338687
10 29578 3474860 3343806 3374691 3392569 1567082 2803662 272278 3401891 3456567

Mean 16281 2378196 2269867 2287639 2306102 912690 1973598 153607 2311922 2364986

Table A.5: ICP errors of the ILM border segmentation between synthetic TDOCT images
of group 1 and SDOCT groups.

SDOCT groups

Sy
nt

he
tic

T
D

O
C

T

1 2 3 4 5 6 7 8 9 10
1 0.683 2.455 2.749 2.502 8.641 1.874 3.285 2.408 2.637 3.111
2 1.401 2.691 2.556 2.934 8.653 1.781 2.999 2.215 2.594 3.202
3 1.682 2.754 2.909 3.122 9.202 1.928 3.042 2.692 2.420 3.661
4 1.694 2.804 2.953 3.008 9.412 1.858 3.080 2.556 2.540 3.542
5 1.932 2.623 3.114 3.313 9.742 1.929 2.933 2.550 2.651 3.898
6 2.037 2.752 2.954 3.114 9.883 1.977 2.981 2.886 2.854 4.095
7 1.969 2.632 3.213 3.356 9.712 2.009 2.650 2.617 2.678 4.144
8 2.156 2.823 3.409 3.335 10.477 2.217 2.856 2.864 2.942 4.179
9 2.218 2.721 3.879 3.318 10.541 2.316 3.146 3.178 2.890 4.291
10 1.851 2.611 3.353 3.148 10.051 2.165 2.824 2.821 2.646 4.017

Mean 1.762 2.687 3.109 3.115 9.631 2.005 2.980 2.679 2.685 3.814

Table A.6: RPE pixel intensity profile errors between synthetic TDOCT images of group 1
and SDOCT groups.
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SDOCT
Sy

nt
he

tic
T

D
O

C
T

1 2 3 4 5 6 7 8 9 10
1 2.433 0.844 2.824 10.917 23.989 8.279 28.556 0.664 20.687 0.827
2 11.698 0.667 6.262 10.424 28.487 14.154 31.286 1.004 19.76 0.587
3 4.476 2.664 4.252 6.882 28.299 5.327 29.363 3.41 20.361 2.589
4 20.571 2.166 3.53 7.767 27.882 7.347 49.361 2.178 22.143 1.669
5 4.017 0.895 10.451 17.617 28.504 13.237 235.553 12.813 18.982 2.442
6 11.943 4.53 7.977 11.649 28.595 8.139 46.141 8.875 19.876 4.649
7 0.545 1.637 2.111 10.416 35.215 5.647 36.059 1.489 20.259 1.27
8 4.506 1.527 3.528 6.974 26.758 5.207 26.435 4.427 17.88 3.454
9 13.191 4.704 10.769 9.667 31.942 11.644 64.92 9.8 26.515 3.947
10 16.812 3.148 3.963 7.798 30.178 6.024 26.987 4.626 19.049 2.438

Mean 9.0192 2.2782 5.5667 10.0111 28.9849 8.5005 57.4661 4.9286 20.5512 2.3872

Table A.7: Average norm of the deformation field between synthetic TDOCT images of
group 2 and SDOCT images.

SDOCT

Sy
nt

he
tic

T
D

O
C

T

1 2 3 4 5 6 7 8 9 10
1 50414.4 517.324 23900.2 56747.1 39938.9 18908.2 90115.8 42497.2 46225 790.631
2 51232.8 1135.43 24326.5 54419 39324.3 18353.2 91786.3 41477 45471.9 1480.83
3 51699.5 1668.39 25789.8 60535.9 42707.5 19644.7 91389.3 44292.6 50861.3 1972.14
4 52707.5 1918.08 25682.4 58321.9 40104.9 18074.6 90569.6 44967.8 46003.8 1958.49
5 103232 1484370 1424550 1524460 1496880 626833 1417280 217391 1527080 1479930
6 71718.3 544661 534930 606683 582543 260648 592476 109369 578733 542632
7 48712 2042.04 24314.6 61631.6 43806.4 17594.4 83848.8 45535.4 47583.1 2159.58
8 68383.4 361791 365782 423018 405123 179925 429349 85995.4 404174 360306
9 85497.8 720811 708102 700698 717089 202240 605997 167523 787177 720056
10 55418 3262.48 25477.7 63476.2 45064.6 21208.9 90598.6 46359.4 50385.4 3286.37

Mean 63901.6 312218 318285 360999 345258 138343 358341 84540.8 358370 311458

Table A.8: ICP errors of the ILM border segmentation between synthetic TDOCT images
of group 2 and SDOCT images.

SDOCT

Sy
nt

he
tic

T
D

O
C

T

1 2 3 4 5 6 7 8 9 10
1 1.625 1.039 3.686 2.529 9.16 1.998 3.052 2.488 2.497 3.785
2 1.945 2.771 3.502 3.285 8.628 2.288 2.416 2.115 2.455 3.49
3 1.977 2.828 3.178 3.085 8.816 2.157 2.769 2.364 2.426 3.604
4 2.484 2.956 3.804 3.5 9.32 2.308 3.056 2.934 2.447 4.506
5 2.213 2.543 4.031 2.924 9.747 2.221 3.152 2.726 2.585 3.994
6 2.53 2.68 3.867 3.408 9.962 2.184 3.071 2.888 2.787 4.152
7 2.634 2.579 4.159 3.035 10.514 2.398 2.939 3.096 2.82 4.644
8 2.305 2.588 3.791 3.167 10.054 2.357 2.757 2.849 2.616 4.262
9 2.29 2.731 4.347 3.594 10.054 2.72 2.907 3.118 2.516 4.553
10 2.524 2.579 4.24 3.285 10.562 2.608 2.987 3.104 2.696 4.534

Mean 2.2527 2.5294 3.8605 3.1812 9.6817 2.3239 2.9106 2.7682 2.5845 4.1524

Table A.9: RPE pixel intensity profile errors between synthetic TDOCT images of group 2
and SDOCT images.
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SDOCT

Sy
nt

he
tic

T
D

O
C

T
1 2 3 4 5 6 7 8 9 10

1 1.12 2.278 0.849 0.964 15.678 1.301 1.442 1.106 10.181 2.007
2 5.863 2.997 0.744 1.38 13.927 1.575 0.326 2.311 6.242 2.956
3 2.29 5.218 0.967 0.66 14.104 3.128 5.601 3.816 4.117 4.887
4 7.991 10.871 1.585 14.388 18.304 7.174 9.069 11.336 7.655 10.179
5 0.954 3.014 0.634 0.785 13.115 1.592 3.216 1.058 0.506 2.199
6 17.338 3.605 1.281 3.025 13.811 5.71 15.9 8.663 5.322 7.777
7 9.12 8.662 0.649 5.609 13.435 7.842 7.779 8.43 8.078 9.036
8 7.078 6.91 1.192 5.151 13.136 4.707 299.07 6.652 5.283 6.371
9 11.994 4.033 1.224 2.539 16.446 2.248 5.456 1.932 2.337 2.412
10 0.963 3.669 1.835 45.507 19.109 4.265 0.858 0.996 5.869 2.945

Mean 6.4711 5.1257 1.096 8.0008 15.1065 3.9542 34.8717 4.63 5.559 5.0769

Table A.10: Average norm of the deformation field between synthetic TDOCT images of
group 3 and SDOCT images.

SDOCT

Sy
nt

he
tic

T
D

O
C

T

1 2 3 4 5 6 7 8 9 10
1 27897.1 24694.6 683.048 53841.5 39593.5 24088.7 75353.6 21988.9 47913.3 23841.9
2 28874.8 24556.2 1931.39 53542.4 41171.1 23478.7 75290.6 24756.9 45730.8 24138.8
3 27187.4 23560.1 2452.74 50400 37131.4 25784.4 76962.1 23237.3 47006.5 22514.4
4 44852.9 467378 424493 500015 482951 223725 465712 72919.7 487821 463226
5 22005.5 24651 5439.93 56836.2 43609.2 21541.1 71444.3 20962 49038.5 23823.8
6 28180.3 21216.4 3303.55 53509.9 36592 22252.3 73316.5 23777.7 41145.7 20484.3
7 47829.9 536220 492909 513640 523930 151268 433597 107033 579484 535448
8 30092.2 22097 4937.33 49933.7 37234.5 23718.8 72923.7 22361.1 48311.7 22108.7
9 28971.4 23763.8 3424.95 55880.8 43690.3 21344.5 72802.4 21442.3 44341.4 23582.7
10 23585.1 22849.1 5424.72 55588.6 44736.2 25271.8 73007.6 20138.7 48600.7 22251.8

Mean 30947.7 119099 94500 144319 133064 56247.4 149041 35861.7 143939 118142

Table A.11: ICP errors of the ILM border segmentation between synthetic TDOCT images
of group 3 and SDOCT images.

SDOCT

Sy
nt

he
tic

T
D

O
C

T

1 2 3 4 5 6 7 8 9 10
1 1.625 1.039 1.029 2.529 9.16 1.998 3.052 2.488 2.497 3.785
1 1.775 3.616 3.686 3.562 8.379 1.957 3.574 2.475 3.354 3.38
2 1.626 2.835 2.505 3.257 8.466 2.083 3.201 2.905 3.212 3.874
3 1.58 3.03 2.973 3.647 8.749 2.213 3.296 2.972 3.433 3.635
4 1.771 3.131 3.016 3.535 9.303 2.434 3.213 3.252 3.418 3.901
5 1.955 3.191 3.117 3.731 9.549 2.465 3.281 3.323 3.522 4.102
6 1.982 3.12 3.588 4.002 10.217 2.731 3.018 3.628 3.506 4.329
7 2.313 3.496 4.269 4.196 10.821 3.116 3.377 4.004 3.551 4.427
8 2.445 3.488 3.969 3.812 11.283 2.935 3.199 3.614 3.209 4.361
9 2.618 3.682 4.242 3.847 11.983 2.822 3.526 3.627 3.359 4.588
8 2.445 3.488 3.969 3.812 11.283 2.935 3.199 3.614 3.209 4.361

Mean 2.0216 3.2815 3.2562 3.7269 9.9771 2.5513 3.263 3.3338 3.3746 4.09

Table A.12: RPE pixel intensity profile errors between synthetic TDOCT images of group
3 and SDOCT images.
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SDOCT
Sy

nt
he

tic
T

D
O

C
T

1 2 3 4 5 6 7 8 9 10
1 3.435 13.318 16.601 0.861 1.673 0.716 0.751 1.213 2.771 NA
2 2.172 14.299 10.041 1.559 2.872 4.535 10.024 2.115 33.935 2.018
3 9.355 18.387 1.552 0.663 1.858 2.117 0.7 8.731 2.268 12.269
4 2.707 17.411 5.586 2.24 3.275 1.948 2.032 1.989 9.032 3.142
5 6.435 21.494 11.264 2.904 9.529 14.25 5.901 9.205 16.795 18.816
6 0.422 11.75 2.526 1.53 1.826 3.265 1.874 3.516 4.62 5.784
7 7.477 12.875 4.989 1.561 7.102 7.058 6.815 6.101 5.674 5.748
8 2.541 12.231 0.588 2.125 1.449 1.379 2.059 2.402 1.394 1.755
9 2.885 10.578 1.957 1.476 3.189 3.75 4.919 2.768 2.234 2.91
10 20.886 12.015 7.589 3.533 4.531 1.561 8.954 2.821 22.409 11.204

Mean 5.8315 14.4358 6.2693 1.8452 3.7304 4.0579 4.4029 4.0861 10.1132 7.071

Table A.13: Average norm of the deformation field between synthetic TDOCT images of
group 4 and SDOCT images.

SDOCT

Sy
nt

he
tic

T
D

O
C

T

1 2 3 4 5 6 7 8 9 10
1 88804.2 56925.4 47019.4 496.165 38678.2 56898.9 112773 52295.7 60069.8 56902.4
2 84059.3 53588.1 43726 981.985 35273 53302.4 113644 50808.2 57458.5 53518.7
3 91159 58708.8 48235.8 1048.45 40268.4 59211.3 88331.8 54438.6 62236.9 58746.8
4 92338.8 61456.2 50341.6 2203.86 43478.9 63536.2 117964 54727.5 66896.1 61499.1
5 105651 464190 429919 403669 438689 232551 436115 94857.6 456462 461713
6 98226.8 386206 357521 328123 363575 201494 371653 83293.3 383056 383497
7 95608.1 384918 358713 303068 340433 123472 321252 107018 382363 384459
8 91754.5 59043.7 48022.9 2522.18 40322.8 57617.1 120203 57229.7 62084.8 58856.4
9 87303.1 61736.3 50965.1 3476.86 34649.1 55130.3 105373 55278.5 51492.1 61947.1
10 99206.2 68714.5 55815.2 3862.39 43918.2 71765.5 88919.1 61558.8 75436.4 68699.5

Mean 93411.1 165549 149028 104945 141929 97497.9 187623 67150.6 165756 164984

Table A.14: ICP errors of the ILM border segmentation between synthetic TDOCT images
of group 4 and SDOCT images.

SDOCT

Sy
nt

he
tic

T
D

O
C

T

1 2 3 4 5 6 7 8 9 10
1 1.752 2.21 3.781 1.014 9.963 2.099 3.743 2.125 2.16 3.388
2 2.08 2.616 3.255 2.689 9.733 1.82 3.357 2.332 2.159 3.713
3 2.039 2.62 3.937 2.655 9.747 1.936 3.238 2.722 2.154 3.944
4 1.946 2.479 3.711 2.59 9.377 1.799 3.085 2.639 1.951 3.639
5 2.211 2.35 4.303 3.157 9.321 2.128 3.055 2.554 1.982 3.559
6 2.392 2.436 4.315 2.866 9.917 2.084 2.948 2.577 2.159 4.204
7 2.648 2.448 4.446 3.087 10.029 2.353 2.875 2.62 2.188 4.345
8 2.398 2.201 4.292 3.065 9.547 2.503 2.587 2.313 1.983 4.313
9 2.569 2.667 4.186 3.524 9.67 2.513 2.718 2.792 2.316 4.318
10 2.295 2.175 4.015 2.946 9.525 2.262 2.652 2.234 2.079 4.284

Mean 2.233 2.4202 4.0241 2.7593 9.6829 2.1497 3.0258 2.4908 2.1131 3.9707

Table A.15: RPE pixel intensity profile errors between synthetic TDOCT images of group
4 and SDOCT images.
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SDOCT
Sy

nt
he

tic
T

D
O

C
T

1 2 3 4 5 6 7 8 9 10
1 3.665 31.745 31.158 5.363 0.77 3.767 14.089 18.344 1.725 4.64
2 3.092 32.55 35.461 11.334 0.831 11.301 15.731 15.58 1.773 26.716
3 4.518 30.795 30.735 4.023 0.572 4.649 5.895 4.19 1.566 21.95
4 8.383 34.668 31.591 7.458 0.718 4.969 1.599 9.925 5.959 29.857
5 3.082 28.879 26.91 4.094 1.94 5.286 4.165 6.135 1.848 23.757
6 11.046 33.613 42.264 8.851 3.581 40.009 6.827 10.76 9.165 24.187
7 3.054 30.904 22.863 3.522 0.55 12.278 10.804 4.443 3.71 10.711
8 6.441 33.172 33.675 9.351 2.605 8.16 7.63 10.437 8.505 19.776
9 4.249 31.544 36.64 7.486 0.775 10.213 10.501 23.331 7.762 17.443
10 16.052 32.907 31.796 4.553 1.698 9.883 18.54 4.267 2.839 29.44

Mean 6.3582 32.0777 32.3093 6.6035 1.404 11.0515 9.5781 10.7412 4.4852 20.8477

Table A.16: Average norm of the deformation field between synthetic TDOCT images of
group 5 and SDOCT images.
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1 2 3 4 5 6 7 8 9 10
1 64375.6 48884.9 44205.6 59939 10493.7 31622.1 108988 69774.9 43899.6 48825.5
2 67420 50179.3 50314.2 65972.8 13846.2 35018.3 102479 73983.1 39905 49896.1
3 65103.5 48708.7 45303 59006.6 13336.2 33956.8 107060 70868.7 39433.5 48703.2
4 79955.9 786740 734831 791535 753532 335064 759096 123372 760754 782813
5 70706.8 52789.2 49677.7 68557.5 16779 34445.5 105029 83878.6 40353.5 51703.6
6 72565.4 636884 593003 632498 604631 261781 637966 105981 605651 633870
7 68204.8 41673.7 38311.9 46223.9 8039.44 23324.8 107466 68022.1 29811.1 39117.1
8 96514.1 1226709 1167398.2 1170075 1157891.8 386205 999330 201551 1211747.5 1222002.4
9 61709 44503.3 38037.1 52050.2 6121.57 27426.8 108737 64037.8 32566.1 43864.8
10 68762.5 48954 40273.8 58518.2 15406.6 33450 104503 69987.3 42028.6 44299

Mean 71531.8 298603 280136 300438 260008 120230 314065 93145.7 284615 296509

Table A.17: ICP errors of the ILM border segmentation between synthetic TDOCT images
of group 5 and SDOCT images.
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1 2 3 4 5 6 7 8 9 10
1 3.225 3.497 3.157 4.676 2.181 3.486 3.003 2.536 3.935 4.111
2 3.698 4.712 3.008 6.056 2.64 4.082 2.874 3.531 5.025 5.296
3 5.374 4.27 2.943 5.602 2.274 3.602 2.922 3.755 4.984 5.248
4 6.424 4.166 2.96 5.361 2.185 3.421 2.915 3.662 4.845 5.313
5 7.19 5.014 2.993 6.323 2.563 4.118 3.355 4.454 5.778 6.07
6 8.402 6.402 3.839 7.9 3.688 5.074 4.458 6.033 7.464 7.521
7 8.848 5.37 3.076 6.878 3.008 4.096 3.838 5.244 6.385 6.55
8 10.205 5.816 3.423 7.179 3.348 4.391 4.618 5.793 6.831 6.948
9 11.136 6.566 3.687 7.851 3.842 5.158 5.185 6.489 7.823 7.312
10 10.861 7.529 4.124 9.035 4.522 5.833 5.699 7.238 8.801 8.648

Mean 7.5363 5.3342 3.321 6.6861 3.0251 4.3261 3.8867 4.8735 6.1871 6.3017

Table A.18: RPE pixel intensity profile errors between synthetic TDOCT images of group
5 and SDOCT images.
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1 2 3 4 5 6 7 8 9 10
1 1.147 8.529 1.722 15.247 2.626 0.754 5.947 0.919 9.511 7.176
2 2.431 43.921 2.33 12.789 13.326 0.834 8.797 2.001 1.916 3.361
3 1.085 8.664 1.783 3.638 5.598 0.829 13.831 1.248 32.431 7.948
4 4.635 42.92 4.585 4.876 5.769 2.775 7.251 3.901 28.396 6.818
5 4.183 13.428 6.855 10.486 6.515 2.452 8.612 9.339 9.742 10.842
6 3.619 34.046 1.469 1.148 4.746 0.703 7.644 6.111 5.362 5.385
7 1.052 21.205 1.282 6.696 1.13 0.578 20.375 1.334 1.1 2.384
8 10.834 6.701 4.032 8.659 4.603 0.773 13.26 10.183 11.584 9.738
9 2.945 39.559 1.285 0.917 4.015 1.464 14.149 4.916 1.094 3.955
10 3.47 46.029 9.392 16.546 8.33 0.698 6.433 6.1 22.005 14.092

Mean 3.5401 26.5002 3.4735 8.1002 5.6658 1.186 10.6299 4.6052 12.3141 7.1699

Table A.19: Average norm of the deformation field between synthetic TDOCT images of
group 6 and SDOCT images.
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1 2 3 4 5 6 7 8 9 10
1 508152.6 1325019.5 1205737.5 1067442.3 1238451.1 65024.8 635594.1 322238.7 1242875.5 1321251.0
2 493545.5 1511337.9 1373149.9 1193434.2 1399337.1 65361.0 699215.7 304025.9 1391538.0 1508649.3
3 430613.5 1371519.2 1259352.5 1098890.0 1292079.8 61203.0 678284.8 264662.2 1267375.4 1366722.4
4 455706.1 1472966.4 1362287.1 1172841.0 1384523.0 69694.9 740588.5 297905.3 1314352.7 1465966.0
5 534860.1 2446278.1 2302260.6 2129262.5 2293500.2 497794.3 1559844.4 385385.0 2378874.0 2451407.9
6 387719.7 1627488.1 1503893.9 1345898.3 1537043.5 135560.2 883124.8 300590.9 1506692.5 1621000.5
7 552478.9 1470114.6 1338223.7 1151269.9 1349203.1 51898.7 703843.3 303174.8 1361277.1 1465772.7
8 493188.4 1822752.4 1674367.9 1477945.5 1678495.7 228936.3 933865.2 376904.2 1728060.5 1821470.2
9 467284.9 1430370.5 1303504.3 1094340.1 1327115.7 59311.9 658016.5 276308.6 1289609.8 1424244.8
10 335590.6 1327747.2 1217469.3 1030841.7 1208316.1 52862.4 668019.0 203945.6 1153478.3 1319697.6

Mean 465914.0 1580559.4 1454024.7 1276216.5 1470806.5 128764.7 816039.6 303514.1 1463413.4 1576618.2

Table A.20: ICP errors of the ILM border segmentation between synthetic TDOCT images
of group 6 and SDOCT images.
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1 2 3 4 5 6 7 8 9 10
1 1.668 2.315 2.836 2.708 9.656 0.809 3.079 2.285 2.107 3.37
2 1.583 2.257 3.159 2.509 9.435 1.565 2.901 2.328 2.093 3.367
3 2.096 2.715 3.569 3.467 9.485 2.064 2.733 2.548 2.258 3.964
4 2.291 2.529 3.706 3.468 9.33 2.315 2.832 2.58 2.572 4.149
5 2.395 2.449 3.86 3.046 9.388 2.363 2.689 2.568 2.379 4.287
6 2.537 2.642 4.057 3.467 9.764 2.756 2.606 2.743 2.83 4.226
7 2.648 2.746 3.989 3.455 9.686 2.671 2.569 2.741 2.514 4.432
8 2.776 2.704 4.228 3.292 10.295 2.887 2.89 2.988 2.916 4.37
9 2.682 3.002 4.406 3.352 10.17 2.818 2.718 3 2.864 4.533
10 2.585 2.541 4.13 3.101 9.835 2.81 2.707 2.731 2.625 4.269

Mean 2.3261 2.59 3.794 3.1865 9.7044 2.3058 2.7724 2.6512 2.5158 4.0967

Table A.21: RPE pixel intensity profile errors between synthetic TDOCT images of group
6 and SDOCT images.
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1 2 3 4 5 6 7 8 9 10
1 3.843 35.751 54.641 9.962 7.971 10.462 0.828 6.845 15.626 2.401
2 7.85 48.571 71.183 4.988 1.652 9.669 0.7 6.33 1.027 4.244
3 3.673 35.96 51.348 2.395 3.267 10.07 0.837 4.942 0.767 1.732
4 5.746 49.57 54.226 15.618 18.872 12.639 1.696 2.638 14.846 6.957
5 11.483 37.038 58.07 1.979 3.648 9.318 0.699 4.066 2.204 2.159
6 6.212 56.033 19.586 22.944 15.433 9.328 2.359 2.861 18.959 16.088
7 7.312 12.718 52.345 9.653 7.943 11.272 0.524 8.398 6.295 5.857
8 3.894 44.51 49.57 6.253 8.367 11.919 0.879 7.527 7.281 3.568
9 3.762 47.664 52.551 3.352 2.443 10.821 2.503 5.642 0.723 3.298
10 9.04 47.306 51.82 6.485 12.495 18.582 1.398 30.682 40.458 3.889

Mean 6.2815 41.5121 51.534 8.3629 8.2091 11.408 1.2423 7.9931 10.8186 5.0193

Table A.22: Average norm of the deformation field between synthetic TDOCT images of
group 7 and SDOCT images.
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1 2 3 4 5 6 7 8 9 10
1 137730.8 192647.6 128973.5 161267.7 154416.4 170754.6 16215.9 140136.2 169614.7 191859.0
2 190124.9 232233.2 171323.3 165309.8 183760.5 212880.7 47673.7 186930.6 189289.3 228362.7
3 162981.5 215271.8 152695.6 182369.8 181142.5 197000.8 37811.4 156333.3 193755.8 212399.7
4 137124.1 180216.8 115922.1 130971.3 141550.4 157126.3 18039.4 120920.7 151724.5 178558.3
5 187624.0 252486.9 174821.4 178580.0 174524.1 229184.5 17562.4 188393.5 193949.7 249694.3
6 161133.1 222180.8 156994.2 189514.8 189288.4 212754.1 45937.0 181411.0 225910.3 218341.1
7 153875.7 587441.6 514215.1 559199.5 556951.7 309394.0 375514.8 171722.1 540080.6 585429.6
8 237791.9 979384.8 873565.4 906153.8 909906.9 458685.6 661379.2 303681.5 899899.4 974147.0
9 164018.3 209865.8 158448.5 176275.8 159021.8 188464.0 34108.2 169449.1 163599.7 207523.0
10 171273.8 222901.3 158146.6 175353.4 162547.9 197492.3 19164.5 165511.5 165931.7 220139.9

Mean 170367.8 329463.1 260510.6 282499.6 281311.1 233373.7 127340.7 178448.9 289375.6 326645.5

Table A.23: ICP errors of the ILM border segmentation between synthetic TDOCT images
of group 7 and SDOCT images.
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1 2 3 4 5 6 7 8 9 10
1 2.312 2.69 3.681 3.817 8.583 2.395 1.09 2.566 2.662 4.507
2 1.972 2.94 3.618 3.464 8.872 2.618 2.594 2.621 2.615 4.084
3 2.411 3.086 3.611 3.932 8.907 2.578 2.995 2.881 3.032 4.717
4 2.194 3.1 3.098 3.578 9.118 2.446 3.194 2.764 3.27 4.249
5 2.337 2.866 3.283 3.862 9.302 2.401 3.128 3.229 3.239 4.504
6 2.267 2.822 2.964 3.727 9.267 2.392 2.942 3.032 3.306 4.24
7 1.766 2.849 3.055 3.642 9.068 2.562 2.954 2.857 3.224 4.031
8 2.185 3.398 3.053 3.827 9.214 2.792 3.081 2.881 3.573 4.092
9 2.16 3.517 3.254 3.805 9.312 2.988 3.216 2.99 3.482 3.829
10 2.096 3.239 3.18 3.635 9.277 2.653 2.893 2.97 3.353 4.212

Mean 2.17 3.0507 3.2797 3.7289 9.092 2.5825 2.8087 2.8791 3.1756 4.2465

Table A.24: RPE pixel intensity profile errors between synthetic TDOCT images of group
7 and SDOCT images.
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1 2 3 4 5 6 7 8 9 10
1 1.444 1.751 11.837 3.253 5.418 3.06 12.419 0.828 1.913 1.362
2 1.866 3.331 1.418 1.741 7.487 1.843 2.623 0.62 2.909 1.958
3 4.772 4.712 16.989 8.223 4.642 4.147 8.838 1.587 3.62 7.692
4 1.449 4.813 1.17 1.637 4.858 1.032 1.682 0.9 1.671 1.327
5 8.861 11.254 5.109 10.769 14.423 6.889 37.496 0.651 9.333 9.131
6 3.101 9.683 4.585 8.826 7.448 5.323 8.752 2.001 6.151 3.639
7 3.053 2.71 2.877 3.443 4.048 2.27 2.806 3.218 4.195 10.013
8 5.297 4.648 7.285 3.391 7.131 3.747 NA 2.254 4.506 3.613
9 2.033 3.748 2.251 3.208 24.181 2.541 9.011 2.723 3.22 3.143
10 20.469 21.584 18.16 15.392 24.33 14.486 20.452 1.003 20.265 19.754

Mean 5.2345 6.8234 7.1681 5.9883 10.3966 4.5338 11.56435178 1.5785 5.7783 6.1632

Table A.25: Average norm of the deformation field between synthetic TDOCT images of
group 8 and SDOCT images.
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1 2 3 4 5 6 7 8 9 10
1 43599.4 391512.8 367233.3 426796.1 415662.8 192240.9 433479.2 1214.9 431579.6 395966.3
2 47458.5 459891.8 441328.5 497869.0 464029.0 362849.3 505098.5 9531.4 501326.3 470782.2
3 23483.8 319803.6 316440.2 369874.5 377350.7 338222.2 317792.1 2213.9 383515.8 317927.0
4 33503.5 558580.0 514848.2 593867.3 573862.1 188123.5 472105.0 2990.2 539030.2 552919.7
5 89474.4 1464602.7 1384001.7 1392843.2 1419623.7 650167.1 1179453.3 102429.3 1492390.8 1463301.1
6 93898.0 1967879.6 1899017.0 2035388.5 1965072.8 1053888.9 1757306.0 178992.7 2003194.2 1964375.7
7 32975.6 405310.0 373556.4 422616.0 413368.7 168105.3 379665.7 4480.2 396336.9 402528.5
8 37011.7 265463.0 235841.9 289641.7 288343.3 106629.6 260870.4 3437.9 298848.5 265026.6
9 39228.2 446235.1 424626.3 477040.0 450197.4 264133.0 487888.2 4341.4 459589.1 449275.3
10 87106.4 2003195.7 1897828.1 2049779.3 2024497.3 1204110.6 1828309.7 169688.4 2072401.8 2006745.4

Mean 52773.9 828247.4 785472.2 855571.6 839200.8 452847.0 762196.8 47932.0 857821.3 828884.8

Table A.26: ICP errors of the ILM border segmentation between synthetic TDOCT images
of group 8 and SDOCT images.
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1 2 3 4 5 6 7 8 9 10
1 1.785 2.529 2.953 2.431 8.292 1.935 2.845 0.923 2.009 3.207
2 2.008 2.781 2.406 3.009 8.21 1.903 2.807 2.009 2.179 3.701
3 1.624 2.415 2.79 2.882 7.578 1.796 2.916 2.36 2.622 3.557
4 1.626 2.407 2.958 3.209 7.571 2.065 2.67 2.406 2.994 3.607
5 1.906 2.899 3.006 3.703 7.262 2.375 2.505 2.489 3.106 4.029
6 1.642 2.693 2.876 3.58 7.595 2.333 2.609 2.702 2.964 3.881
7 2.016 2.915 3.081 4.002 7.467 2.572 2.66 2.863 3.339 4.134
8 2.237 2.987 3.796 3.697 8.816 2.848 2.858 3.115 3.039 4.305
9 1.883 2.917 3.307 3.669 8.61 2.611 2.633 2.814 2.978 4.194
10 1.99 2.805 3.607 3.609 8.778 2.587 2.771 2.974 2.796 4.324

Mean 1.8717 2.7348 3.078 3.3791 8.0179 2.3025 2.7274 2.4655 2.8026 3.8939

Table A.27: RPE pixel intensity profile errors between synthetic TDOCT images of group
8 and SDOCT images.
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1 2 3 4 5 6 7 8 9 10
1 2.04 27.034 19.686 3.345 19.584 11.143 0.748 6.616 0.864 3.653
2 4.859 30.493 22.749 5.725 10.604 15.624 4.952 6.541 0.757 6.241
3 2.697 30.946 32.003 7.201 16.783 13.76 3.741 5.62 0.987 20.805
4 3.24 27.418 16.261 4.157 3.009 8.852 2.091 9.49 0.886 20.434
5 2.858 23.917 18.812 14.444 15.978 9.589 5.613 2.107 0.783 17.468
6 2.268 25.129 14.268 3.673 3.211 11.141 1.145 3.941 1.484 19.258
7 3.837 23.168 22.07 3.012 7.807 10.848 9.057 15.442 0.811 20.875
8 5.316 22.184 15.577 10.662 10.113 10.381 12.024 6.269 3.04 7.131
9 5.671 34.108 17.543 5.562 27.528 14.092 3.5 6.721 5.203 20.796
10 8.093 35.09 15.819 3.238 6.303 7.858 10.879 9.903 0.951 21.109

Mean 4.0879 27.9487 19.4788 6.1019 12.092 11.3288 5.375 7.265 1.5766 15.777

Table A.28: Average norm of the deformation field between synthetic TDOCT images of
group 9 and SDOCT images.
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1 2 3 4 5 6 7 8 9 10
1 60953.9 47474.2 41972.7 54114.3 29531.2 23661.3 84818.5 70066.9 425.5 47360.2
2 84849.4 374915.2 356662.6 382262.5 356721.5 166264.1 381669.6 108304.5 322810.4 372866.7
3 78085.1 49479.6 50926.6 61078.9 38648.1 30353.7 86432.7 78160.8 6818.5 49203.5
4 56750.8 44171.8 40894.6 56255.4 29252.7 22115.4 82624.6 68125.0 1470.9 43938.9
5 63502.2 51241.9 46235.8 60994.7 29550.0 24741.0 88709.3 75375.2 2085.2 51119.3
6 57425.1 46764.3 40451.6 50691.1 29598.7 23730.0 87071.8 68374.9 2335.9 46682.4
7 58489.2 47548.8 39839.4 51484.3 29272.5 22663.0 88896.0 67995.1 1383.1 47167.3
8 81727.9 957553.8 904650.4 905766.0 896612.4 270242.7 749151.3 163877.7 918598.5 954461.4
9 69681.5 47566.8 50462.8 55863.5 32407.1 27430.3 85401.9 74071.9 7222.9 47211.6
10 79246.2 1042316.5 984316.4 982003.5 976927.7 301405.2 821329.8 170962.2 999148.4 1038583.2

Mean 69071.1 270903.3 255641.3 266051.4 244852.2 91260.7 255610.6 94531.4 226229.9 269859.5

Table A.29: ICP errors of the ILM border segmentation between synthetic TDOCT images
of group 9 and SDOCT images.
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1 2 3 4 5 6 7 8 9 10
1 2.038 2.554 3.821 2.438 9.714 1.661 3.07 1.992 0.855 3.565
2 2.002 2.203 3.123 2.518 9.541 1.451 3.14 2.151 1.776 3.588
3 1.991 2.239 3.591 2.557 8.825 1.759 2.687 1.951 1.979 3.715
4 2.104 2.284 3.344 2.975 8.55 1.86 2.537 2.028 2.049 3.575
5 2.095 2.49 3.402 3.065 8.439 2.103 2.769 2.119 2.257 3.714
6 2.259 2.453 3.698 3.288 7.996 2.361 2.527 2.225 2.225 4.187
7 2.217 2.549 3.433 3.181 8.137 2.267 2.597 2.443 2.617 4.13
8 2.105 2.623 3.562 3.542 7.892 2.274 2.659 2.408 2.569 3.938
9 2.667 2.558 3.865 3.534 8.595 2.609 2.48 2.642 2.865 4.404
10 2.131 2.433 3.522 3.263 8.313 2.116 2.571 2.478 2.589 4.137

Mean 2.1609 2.4386 3.5361 3.0361 8.6002 2.0461 2.7037 2.2437 2.1781 3.8953

Table A.30: RPE pixel intensity profile errors between synthetic TDOCT images of group
9 and SDOCT images.
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1 2 3 4 5 6 7 8 9 10
1 1.391 0.896 15.556 0.628 17.649 1.417 0.898 0.702 0.616 0.808
2 10.218 0.897 13.674 7.38 5.876 6.895 0.978 4.118 15.51 0.756
3 5.053 1.976 4.953 3.769 4.878 4.7 4.09 5.481 3.718 2.404
4 22.538 1.261 5.131 7.287 5.105 4.797 5.134 5.076 5.886 0.877
5 4.49 4.105 5.71 7.493 16.972 7.465 6.85 6.135 14.176 3.449
6 4.97 1.433 6.625 15.638 22.867 1.651 47.893 1.179 3.747 0.928
7 6.663 5.066 6.279 5.766 25.914 5.696 6.794 7.611 14.425 5.76
8 12.542 1.086 5.654 5.501 3.752 6.367 3.971 4.358 4.462 0.711
9 8.39 0.978 2.946 0.53 24.38 1.923 0.472 1.703 0.611 1.355
10 19.923 4.947 18.234 19.122 18.416 25.758 20.588 7.644 17.589 4.45

Mean 9.6178 2.2645 8.4762 7.3114 14.5809 6.6669 9.7668 4.4007 8.074 2.1498

Table A.31: Average norm of the deformation field between synthetic TDOCT images of
group 10 and SDOCT images.
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1 2 3 4 5 6 7 8 9 10
1 50714.2 817.5 23436.4 57738.1 38701.6 17326.4 88097.5 43247.1 44942.0 481.4
2 52733.5 1333.2 24551.2 55500.8 39662.4 19091.8 87214.2 43915.0 45120.3 1036.7
3 85785.2 27173.5 58857.2 86675.8 63994.4 46339.7 120834.4 81751.3 74305.4 26462.6
4 72315.9 285119.0 297081.2 315710.8 305246.7 93692.4 298379.4 104678.7 333410.6 284160.0
5 89476.8 30168.8 61535.5 91187.5 67724.2 50279.7 122747.3 84131.9 80094.8 29515.5
6 63132.6 4249.9 27407.8 63684.2 45164.6 22940.7 92891.4 47657.7 53176.8 4173.4
7 71262.8 368320.8 373211.9 422681.5 405074.8 185804.4 438282.0 90969.7 409445.2 366730.6
8 54074.2 2864.3 27572.1 56352.5 41585.2 19668.3 87923.5 45432.6 43641.8 2831.5
9 57802.0 4033.1 31465.8 62454.0 48117.7 22876.7 94907.7 48440.7 52086.8 4393.3
10 114274.9 1387337.1 1338479.2 1281000.0 1344164.0 358652.4 1058458.8 278585.9 1471279.4 1386270.3

Mean 71157.2 211141.7 226359.8 249298.5 239943.6 83667.3 248973.6 86881.0 260750.3 210605.5

Table A.32: ICP errors of the ILM border segmentation between synthetic TDOCT images
of group 10 and SDOCT images.

SDOCT

Sy
nt

he
tic

T
D

O
C

T

1 2 3 4 5 6 7 8 9 10
1 1.632 3.049 3.15 2.837 9.415 2.301 4.035 2.427 2.678 1.304
2 1.927 3.09 2.788 2.713 8.901 2.401 3.31 2.495 2.777 3.511
3 1.702 2.54 3.056 2.983 8.565 2.188 3.206 2.394 2.523 3.691
4 1.856 2.866 2.976 3.316 8.772 2.268 3.407 2.738 2.825 3.309
5 1.598 2.869 3.265 3.055 8.751 1.981 2.998 2.56 2.648 3.921
6 1.554 2.615 3.395 2.941 8.871 2.247 2.752 2.761 2.448 3.784
7 2.074 2.793 3.377 3.385 9.056 2.172 2.837 2.769 2.557 4.234
8 1.958 2.651 3.709 3.276 9.406 2.299 3.198 3.226 2.8 4.545
9 2.113 2.883 3.656 3.324 9.465 1.992 2.825 2.844 2.679 4.252
10 2.005 2.544 3.828 3.366 9.035 2.258 3.004 2.996 2.543 4.513

Mean 1.8419 2.79 3.32 3.1196 9.0237 2.2107 3.1572 2.721 2.6478 3.7064

Table A.33: RPE pixel intensity profile errors between synthetic TDOCT images of group
10 and SDOCT images.
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A.2 Discrete-Time Markov Chains
One of the most commonly used stochastic models is that of a Markov chain [Gag-

niuc, 2017]. Given the discrete nature of my data, where each individual’s eye is

marked with 1 or 0 depending on whether there is a disc haemorrhage present or

not, I chose to use Markov chains in discrete time. Furthermore, given the dif-

ferent number of visits per patient, I further extended my treatment with Variable

Length Markov Chains (VLMC), whose dimension is allowed to grow with increas-

ing sample size. Let N =
{

0, 1, 2, . . .
}

random variables and X(n), n∈N a discrete

stochastic process. The possible values, S, of X(n) are referred to as the state space

of the process. A stochastic process
{

Xn
}

is called a Markov chain if for all times

n≥ 0 and all states i0, . . . i, j ∈ S. A n-th order Markov model is given by:

P(Xn+1 = j|Xn = in,Xn−1 = in−1, . . . ,X0 = i0) = P(Xn+1 = in+1|Xn = in) = Pi j

(A.18)

Pi j denotes the probability that the chain, whenever in state i, moves next (one

unit of time later) into state j, and is referred to as a one-step transition probability.

The square matrix P = (Pi j), i, j ∈ S, is called transition matrix, and since when

leaving state i the chain must move to one of the states j ∈ S, each row sums to one;

forms a probability distribution: For each i ∈ S:

∑
j∈S

Pi j = 1 (A.19)

We assume that the transition probabilities do not depend on the time n, and

so, in particular, using n = 0 in (A.18) yields

Pi j = P(X1 = j|X0 = i) (A.20)

Eq. A.18 states that the future is independent of the past given the present

state and the term Markov here can be interpreted as ’memoryless’ in the sense

that the distribution of my next position, given my current position and all my past
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positions, is dependent only on the current position. Letting n be the present time,

the future after time n is
{

Xn+1,Xn+2, . . .
}

, the present state is Xn, and the past

is
{

X0,Xn−1, . . .
}

. If the value Xn = i is known, then the future evolution of the

chain only depends (at most) on i, in that it is stochastically independent of the past

values Xn−1, . . . ,X0. In most applications, the long-run distribution of the process is

of interest. For each state i, I have:

πi = lim
t→∞

Nit

t
(A.21)

where Nit is the number of visits the process makes to state i among times

1, 2, . . . , t. The πi are called the steady-state probabilities.

Note that:

P(Xt+1 = i) = ∑
k

P(Xt = k and Xt+1 = i)

= ∑
k

P(Xt = k)P(Xt+1 = i|Xt = k)

= ∑
k

P(Xt = k)pki

(A.22)

Then as t→ ∞ in this equation:

πi = ∑
k

πk pki (A.23)

If I solve these equations for each i, namely the balance equations, I get πi.

Letting π denote the row vector of the elements πi, i.e. π = (π1,π2, ...), these equa-

tions then have the matrix form

π = πP (A.24)

With the constraint ∑i πi = 1. Simply put, if the Markov chain has N possible

states, the matrix will be an N x N matrix, such that entry (i, j) is the probability

of transitioning from state i to state j. Additionally, the transition matrix must be
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a stochastic matrix, a matrix whose entries in each row must add up to exactly 1.

Furthermore, a Markov chain has an initial state vector that describes the proba-

bility distribution of starting at each of the N possible states. Entry i of the vector

describes the probability of the chain beginning at state i.
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H. Schiötz. Et nyt tonometer. Norsk Magazin for Laegevidenskaben, 66:597–622,

1905.

P. G. Schlottmann, S. De Cilla, D. S. Greenfield, J. Caprioli, and D. F. Garway-

Heath. Relationship between visual field sensitivity and retinal nerve fiber layer

thickness as measured by scanning laser polarimetry. Investigative ophthalmol-

ogy & visual science, 45(6):1823–1829, 2004.

J. S. Schuman, M. R. Hee, A. V. Arya, T. Pedut-Kloizman, C. A. Puliafito, J. G.

Fujimoto, and E. A. Swanson. Optical coherence tomography: a new tool for

glaucoma diagnosis. Current opinion in ophthalmology, 6(2):89–95, 1995a.

J. S. Schuman, M. R. Hee, C. A. Puliafito, C. Wong, T. Pedut-Kloizman, C. P. Lin,

E. Hertzmark, J. A. Izatt, E. A. Swanson, and J. G. Fujimoto. Quantification

of nerve fiber layer thickness in normal and glaucomatous eyes using optical

coherence tomography: a pilot study. Archives of ophthalmology, 113(5):586–

596, 1995b.

S. K. Seah, P. J. Foster, P. T. Chew, A. Jap, F. Oen, H. B. Fam, and A. S. Lim.

Incidence of acute primary angle-closure glaucoma in singapore: an island-wide

survey. Archives of ophthalmology, 115(11):1436–1440, 1997.

A. F. Shakarchi, A. Mihailovic, S. K. West, D. S. Friedman, and P. Y. Ramulu.

Vision parameters most important to functionality in glaucoma. Investigative

ophthalmology & visual science, 60(14):4556–4563, 2019.

G. P. Sharpe, V. M. Danthurebandara, J. R. Vianna, N. Alotaibi, D. M. Hutchison,

A. C. Belliveau, L. M. Shuba, M. T. Nicolela, and B. C. Chauhan. Optic disc

hemorrhages and laminar disinsertions in glaucoma. Ophthalmology, 123(9):

1949–1956, 2016.

J. Shi, Q. Liu, C. Wang, Q. Zhang, S. Ying, and H. Xu. Super-Resolution Re-

construction of MR Image With a Novel Residual Learning Network Algorithm.

Physics in Medicine & Biology, 63(8):085011, 2018.



BIBLIOGRAPHY 265

N. Shibata, M. Tanito, K. Mitsuhashi, Y. Fujino, M. Matsuura, H. Murata, and

R. Asaoka. Development of a deep residual learning algorithm to screen for

glaucoma from fundus photography. Scientific reports, 8(1):1–9, 2018.

K. Simonyan and A. Zisserman. Very Deep Convolutional Networks for Large-

Scale Image Recognition. In International Conference on Learning Representa-

tions, 2015.

L. L. Sloan. Instruments and technics for the clinical testing of light sense: Iv. size

of pupil as a variable factor in the determination of the light minimum. Archives

of Ophthalmology, 24(2):258–275, 1940.

D. Snydacker. The normal optic disc: Ophthalmoscopic and photographic studies.

American journal of ophthalmology, 58(6):958–964, 1964.

A. Sommer, N. R. Miller, I. Pollack, A. E. Maumenee, and T. George. The nerve

fiber layer in the diagnosis of glaucoma. Archives of ophthalmology, 95(12):

2149–2156, 1977.
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