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Abstract

Genome-wide DNA methylation analysis is of broad interest to medical research because of its

central role in human development and disease. However, generating high-quality methylomes on

a large scale is particularly expensive due to technical issues inherent to DNA treatment with bisulfite,

requiring deeper than usual sequencing.

In silico methodologies, such as imputation, can be used to address this limitation and improve

the coverage and quality of data produced in these experiments. Imputation is a statistical tech-

nique where missing values are substituted with computed values. The process involves leveraging

information from reference data to calculate probable values for missing data points.

In this thesis, imputation is explored for its potential to increase the value of methylation datasets

sequenced at different depths:

1. First, a new R package, Methylation Analysis ToolkiT (MATT), was developed to deal with

large numbers of WGBS datasets in a computationally- and memory-efficient manner.

2. Second, the performance of DNA methylation-specific and generic imputation tools were

assessed by down-sampling high-quality (100x) WGBS datasets to determine the extent to

which missing data can be recovered and the accuracy of imputed values.

3. Third, to overcome shortfalls within existing tools, a novel imputation tool was developed,

termed Global IMputation of cpgMEthylation (GIMMEcpg). GIMMEcpg default implemen-

tation is based on Model Stacking and outperforms existing tools in accuracy and speed.

4. Lastly, to demonstrate its potential, GIMMEcpg was used to impute ten shallow (17x) WGBS

datasets from healthy volunteers of the Personal Genome Project UK with high accuracy.



Moreover, the extent of missing and low-quality data, as well as the reproducibility and ac-

curacy of methylation datasets, were explored for different data types (Microarrays, Reduced

Representation Bisulfite Sequencing (RRBS), Whole Genome Bisulfite Sequencing (WGBS),

EM-Seq and Nanopore sequencing).
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Chapter 1

Introduction

We live in an era of data science and big data, where vast amounts of data are produced and

consumed every day. This has been driven by advances in technology over the last few decades. The

amount of data produced during the previous five years overshadows the amount of data produced

since the beginning of time [1, 2].

Scientific research disciplines such as physics and astronomy produce an enormous amount of

data in experiments. The CERN Hadron Collider produces over one petabyte (1000TB) of data

per second. However, only a filtered subset is stored due to the volume of data produced [3].

Despite this, in 2017 CERN announced that they had passed the 200 petabytes milestone for data

permanently stored in their data archives [3].

The field ofGenomics has undergone astounding growth in terms of the amount of data produced

over the last two decades [4]. Interestingly, multiple projections show that genomics will surpass

astronomy in terms of data volume by 2025 [5, 6]. This explosive growth has been driven by the

dramatic decrease in sequencing costs over the last two decades, from 2.7 billion dollars (Human

Genome Project (HGP), 2003) to 300 dollars for a single Whole Genome Sequencing (WGS) in

2020 [7–9]. This increased availability (and decreased cost) of genomic data has been critical in

improving our understanding of the underlying mechanisms of disease and, in some cases, has lead

to the development of disease management strategies [10].

Early genomic research involved interrogating a handful of genes, pre-selected based on their

known associations with the disease in question. With the advent of DNA microarrays at the be-
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ginning of the 21st Century, it became possible to examine thousands of genes simultaneously. This

led to the popularity of Genome-Wide Association Study (GWAS), which has been instrumental

in identifying genomic variants associated with (disease-associated) phenotypes [11]. However,

with GWAS, a large cohort is required to ensure sufficient statistical power to identify the genomic

variant-phenotype association [12]. For example, Lee et al. published aGWAS study involving over

1 million individuals using the human Affymetrix HGU133a 2.0 DNA microarray (54,000 probes

targeting 38,500 genes) [13]. Other GWAS studies have started to explore the entire protein-

encoding genome (i.e. Exome Sequencing) as well as the entire genome (WGS) [14–17]. To date

(Feb 2021), the EBI GWAS catalog contains over 245,000 genotype-phenotype associations [18,

19].

Similarly, Epigenome-Wide Association Study (EWAS) identifies epigenomic variants associ-

ated with a phenotype. Over 329,000 high-quality EWAS associations have been collated from

401 publications in the EWAS Atlas [20]. However, the vast majority of these studies only include

information from epigenomic arrays—which only accounts for less than 3% of the entire epigenome.

As such, the epigenome is still understudied and has a high potential of identifying causal variants

associated with disease.

1.1 The Epigenome & DNA Methylation

Epigenetics is the study of heritable changes in an organism’s gene and genome function that occurs

without changes in the DNA sequence itself. Examples of epigenetic coding include DNA methy-

lation and histone modifications, which are recorded through chemical changes on top of the DNA

sequence [21, 22]. These mitotically heritable, yet reversible chemical modifications act upon the

chromatin structure and specific DNA bases to regulate gene expression in a cell-specific manner

[23]. Epigenetic modifications have a central role in healthy human development [24] and have

been implicated in numerous diseases [25].

DNA methylation is an epigenetic modification, where a cytosine base undergoes methylation,

producing 5-methylcytosine [26, 27]. In mammals, the majority of DNA methylation occurs in the

context of CpG sites. A CpG site refers to a cytosine-guanine dinucleotide, where the ‘p’ in CpG
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refers to the phosphodiester bond between the cytosine-guanine dinucleotide. DNA methylation is

also known to occur at non-CpG sites, at CHG and CHH sites (where H is either A, C, or T base).

However, the functional importance of non-CpG DNA methylation is not well-understood [28].

DNAmethylation, and in particular cytosine methylation, is found in a wide range of prokaryotic

and eukaryotic species including plants (e.g. Arabidopsis thaliana), bacteria (e.g. Escherichia coli),

fungi (e.g. multiple yeast species) and mammals [29–33]. Interestingly, despite the ancient origins,

the function of DNA methylation is not conserved and differs significantly across different species

[34]. Moreover, the percentage of the genome that is methylated, varies across different species

[34].

Despite having ancient origins, DNA methylation has been believed to be lost in multiple eu-

karyotic lineages [35]. This is likely due to the fact that 5-methylcytosine spontaneously undergoes

deamination, leading to cytosine to thymine transitions [36]. On the other hand, the deamination of

unmethylated cytosine residues produces uracil, which is caught by cellular machinery and repaired

[37]. As a result, modern-day humans have significantly lower-than-expected frequencies of CpG

sites.

The vast majority (70–80%) of CpG sites across the genome are methylated in humans. The

methylome is referred to as the DNAmethylation signature of all CpG sites across the entire genome.

In humans, the entire diploid methylome consists of approximately 56 million CpG sites, and 28

million CpG sites in a haploid methylome.

DNA methylation has been shown to be important in a wide range of functions, particularly

during early embryonic development and regulating gene expression. DNAmethylation is critical in

repressing genes’ transcription through the hypermethylation of CpG sites at gene promoters [38].

Moreover, DNA methylation plays an important role in X-chromosome inactivation and genomic

imprinting and repressing transposons [39–41]. Conversely, the loss in epigenomic programming

has been highlighted in various diseases. The deregulation of the normal epigenomic signal has

been identified in various human cancers to stimulate cancer phenotypes [40, 42–48]. Furthermore,

DNA methylation deregulation has been highlighted in several common human diseases including

autoimmune, neural, psychiatric and metabolic diseases [49–52]. As a result, due to its role in a

wide range of human diseases, it is of particular interest to be able to sequence the entire methylome.
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Conventional WGS methodologies cannot be used to analyse the methylome as they alone

cannot differentiate between methylated and unmethylated cytosine residues. As such, alternative

methods have been developed to sequence the methylome at a single base resolution. The stan-

dard methodology of sequencing the methylome is the Bisulfite-Sequencing methodology, where

the standardWGS technology is used with some prior chemical or enzymatic preprocessing. Other

more recent methods include EM-Seq and Nanopore sequencing [53, 54]. EM-Seq is similar to

Bisulfite Sequencing as it also requires enzymatic preprocessing, whilst the Nanopore technology is

capable of sequencing the methylome without any preprocessing.

1.1.1 Bisulfite Conversion-based Sequencing Methods

The standard methodology of sequencing the methylome is through bisulfite sequencing where the

DNA is treated with sodium bisulfite before sequencing with traditional WGS methodologies. Bisul-

fite conversion converts unmethylated cytosine residues into a uracil base, which are subsequently

converted into a thymine base during the PCR amplification stage (see Figure 1.1A). On the other

hand, methylated cytosine bases are not converted during this process, and left unchanged as cy-

tosine bases. In this manner, it becomes possible to differentiate between methylated and unmethy-

lated cytosine residues.

1.1.1.1 Methylation Arrays

There are multiple methylome arrays available that require bisulfite treatment. The most widely

used methylome arrays have been produced by Illumina and include the Infinium HumanMethyla-

tion450 BeadChip (450K) and Infinium MethylationEPIC BeadChip (EPIC), which target 450,000

and 850,000 CpG sites respectively [55, 56]. These arrays work by measuring the ratio of oligonu-

cleotides binding to methylated- vs unmethylated-specific probes, allowing the methylation value to

be determined [57].

1.1.1.2 Whole Genome Bisulfite Sequencing (WGBS)

It is possible to sequence the entire methylome usingWhole Genome Bisulfite Sequencing (WGBS),

which involves standard WGS after bisulfite treatment. With this technique, as soon as the DNA is
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Figure 1.1: Preprocessing steps for BS-Seq, EM-Seq and Nanopore sequencing. [A] Chemical Conversions

for Bisulfite Sequencing: Upon bisulfite treatment, unmethylated cytosine residues are converted

into uracil bases, while methylated cytosines are left unchanged. After the PCR amplification, un-

methylated cytosines are represented as thymine bases while methylated cytosine residues are

represented as cytosine residues. [B] Enzymatic conversions for EM Sequencing: With EM-

Sequencing, the DNA is first treated with TET2, which causes all methylated cytosine residues

to be protected. During this process, cytosine is first oxidised to 5-hydroxymethylcytosine, 5-

formylcytosine and then eventually to 5-carboxycytosine. Subsequently, the DNA is treated with

APOBEC, which causes all the unprotected (unmethylated) cytosine residues to be converted into

uracil bases. After PCR, unmethylated cytosines are represented as thymine bases while methy-

lated cytosine residues are represented as cytosine residues. [C] Nanopore sequencing can be

used to directly read the methylome without any preprocessing. The electrical current measured

for a methylated cytosine is different from the corresponding current event seen for an unmethy-

lated cytosine. [D] The conversion of cytosine base residues to uracil base through bisulfite or

TET2/APOBEC treatment.
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bisulfite-treated, it can undergo standard Sanger- or Next-Generation Sequencing (NGS). The pro-

cessing of the data produced differs from that generated with classical WGS because unmethylated

cytosines are sequenced as thymine bases with WGBS.

1.1.1.3 Reduced Representation Bisulfite Sequencing (RRBS) & Target Capture

The high cost of producingWGBSdata led to the development of an alternativemethodology that se-

quences the vast majority of the CpG islands while covering only 1% of the entire genome [58]. This

process is known as Reduced Representation Bisulfite Sequencing (RRBS). Here, restriction enzymes

are used to enrich for areas of high CpG content (CpG islands), thereby allowing for sequencing of

just the highly relevant regions. After the enzyme digestion, library preparation and size selection,

the DNA is bisulfite-treated, before being amplified and sequenced. In this manner, it is possible to

significantly reduce the number of nucleotides sequenced to 1% of the entire genome, while still in-

cluding data from CpG islands and the majority of promoter regions. In a typical RRBS experiment,

roughly 4 million CpG sites are included across the genome — although this largely depends on the

preprocessing kit applied.

Targeted sequencing is an alternative toWGBS and is similar to RRBS as it allows for sequencing

of a specific region of interest [59].

1.1.1.4 Bisulfite Treatment Technical Issues

WGBS is significantly more expensive thanWGS, even though the only difference between the two

methods is the bisulfite pre-treatment. Although bisulfite treatment allows for methylated residues

to be distinguished from unmethylated residues, it introduces multiple technical issues that make it

harder to sequence the DNA.

The bisulfite conversion of cytosine residues can be incomplete, where some unmethylated cyto-

sine residues are not converted into uracil residues. It becomes impossible to differentiate between a

methylated cytosine residue and an unconverted, unmethylated cytosine residue in such situations.

The bisulfite conversion rate usually is between 95–98% [60]. This means that in human WGBS

datasets, roughly 1.4 million cytosine residues are unconverted (assuming a total of 28 million CpGs

and a 95% conversion rate), which would, as a result, be presented as methylated even though they
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are unmethylated. Moreover, bisulfite treatment can cause extensive DNA fragmentation [61]. In

addition, when this results in breaks within the insert, the downstream PCR amplification may not

work properly. One way to reduce these issues is to increase the amount of input DNA, but this can

further complicate the analysis and increase the sequencing cost.

Furthermore, these issues are further exacerbated in bulk-cell sequencing (compared to single-

cell sequencing). The precision of the average methylation value calculation for a CpG relies on the

read depth over its locus. As a result, sufficient sequence coverage is required over each CpG site

to call a methylation value accurately.

One way to potentially overcome these issues and increase the data quality and coverage is to

impute missing data and regions with shallow read depth.

1.1.2 EM Sequencing

EM Sequencing is a more recent technology that is similar to Bisulfite Sequencing but utilises en-

zymatic rather than chemical preprocessing (see Figure 1.1B) [53]. Initially, the DNA is treated

with TET2, which protects all methylated cytosine residues. During this process, all methylated cy-

tosine residues (5-methylcytosine) are oxidised to 5-hydroxymethylcytosine, then subsequently to

5-formylcytosine and eventually to 5-carboxycytosine in successive steps [62]. Subsequently, the

DNA is treated with APOBEC, which causes all the unprotected (unmethylated) cytosine residues

to be converted into uracil bases. After PCR, unmethylated cytosine residues are represented as

thymine bases while methylated cytosine residues are represented as cytosine residues. During PCR,

all the protected (originally methylated) cytosine residues (i.e. 5-carboxycytosines) lose their modi-

fications and are sequenced as cytosine residues. As a result, since the sequenced data is the same

as bisulfite-sequenced data, the downstream analysis for EM-sequenced data is the same as with

bisulfite-sequenced data.

1.1.3 Nanopore Sequencing

Nanopore sequencing is another recent technology classed as a third-generation sequencing tech-

nology [54]. Nanopore sequencing technology is fundamentally different from classical Sanger-
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Figure 1.2: Nanopore sequencing: The change in electrical current is measured (using an ammeter) as a DNA
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structures of the different DNA bases. As a result, it is then possible to work out the sequence of

DNA bases for the DNA strand. Methylated cytosines (and other modified bases) have different

signal compared to the unmodified version of the base — and as such can be directly determined.

Note that this figure was adapted from [63].

based sequencing. Here, the electric current change over time is measured across a pore, while a

single strand of the DNA is passed through this pore (see Figure 1.2). Due to the physical differ-

ence between the different DNA bases, the electrical current across the pore changes as the DNA

is passed through it. The actual differences in the current can then be attributed to the different DNA

bases and thereby read the DNA strand sequence that passed through the pore.

Given the above, the change in electrical current associated with a methylated cytosine is differ-

ent from that of an unmethylated cytosine. As such, it is possible to use Nanopore technology for the

direct sequencing of the methylome [61]. Furthermore, since no laboratory-based preprocessing is

required, the methylome can be extracted from any Nanopore sequenced data.
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1.1.4 Processing DNA Methylation Data

TheDNAmethylation status at a singleCpG site is binary—a cytosine residue can be either unmethy-

lated, methylated, hydroxymethylated, carboxymethylated or formylmethylated. However, it is not

currently possible to directly sequence carboxymethylated or formylmethylated cytosine residues.

As a result, when analysing data from a single, diploid cell, the methylation states are binary when

both alleles have the same methylation status. However, if the methylation state differs between the

two alleles this is known as allele-specific methylation which is the case in imprinted regions [40].

With single-cell sequencing, the methylation value for each CpG site is binary. On the other

hand, with bulk-cell data, the methylation value for each CpG site is the average of the methylation

state across all the cells sequenced. Producing single-cell methylomes tends to be more expensive

than generating bulk-cell methylomes due to the additional preprocessing step to separate individual

cells [64]. Furthermore, single-cell methylomes tend to have significantly lower coverage compared

to bulk-cell methylomes — i.e. 20–40% for single-cell WGBS and 1–10% for single-cell RRBS [65].

Currently, as a result, the vast majority of methylome studies involve bulk-cell methylomes.

Since DNA methylation is cell-type specific, it is essential to take cell-type heterogeneity into

account when analysing bulk cell methylomes [66, 67]. This is important to avoid cells of a different

cell-type (e.g. infiltrating immune cells) from biasing the methylation calls and any further down-

stream analysis (such as identifying Differentially Methylated Position (DMP)). To address this issue

it is possible to either add a preprocessing step before sequencing to separate cellular types, or to

take this into account when analysing the data using computational deconvolution techniques [68–

70]. This is particularly important as cell composition effects are a major confounder and can result

in variations appearing more significant than they actually are.

The methylation changes can be quite drastic in cancer. For example, in a pan-cancer study in-

volving monozygotic twins-pairs, the reported top-ranked DMPs ranged from 53–70% [71]. How-

ever, in non-cancerous diseases, the phenotype can be associated with subtle methylation changes.

Studies in multiple sclerosis and rheumatoid arthritis have reported top-ranked DMPs ranging from

2–26% and 0.1–3.7% [72, 73]. Therefore, in non-cancerous phenotypes, it is important to have

large sample sizes and deeper sequencing to ensure sufficient statistical power to identify DMPs with
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small absolute differences in the methylation values.

Furthermore, in bulk-cell sequencing, higher coverage over CpG sites is desired as the calcu-

lated methylation value refers to the average methylation value across all cells within the sample.

Specifically, the methylation value is computed as the ratio of sequenced reads with a methylated

cytosine base and total number of sequenced reads. Thus, a CpG site needs to be covered by a

sufficient number of sequenced reads to ensure that the computed methylation value is meaningful

and representative of the sample of cells. A CpG coverage filter cut-off of seven to ten reads is com-

monly used in literature. CpG sites with a CpG coverage below this cut-off would be filtered out and

assigned as missing. However, a methylation value calculated from a CpG site with a coverage of

ten reads is only accurate to 10%. On the other hand, with a CpG coverage of seven reads, the

methylation value is only accurate to 14%. At the standard coverage of 30x, the methylation value

is accurate to 3.3%. Therefore, higher coverage is required to be able to capture a more extensive

examination of DNA methylation signals.

1.2 Missing Data & Imputation

The limited availability of funds, time and sample material often causes scientific datasets to have

manymissing values. This can cause issueswhen analysing the generated datasets asmany statistical

analyses require completed datasets without any missing values.

It is crucial to consider the underlying reason why a data point is missing to ensure that any

conclusions made from the dataset are not affected. When the missing data is not a result of a

random event (e.g. when the missing data correlates with a study parameter), ignoring the missing

data can negatively affect any conclusions made from the data. As a result, it is vital to ensure that

the missing data is due to random events when deciding how to deal with missing data points.

A commonly used approach to deal with missing data is to remove all records (in either axis)

containing a missing value; a process known as list-wise deletion — see Figure 1.3A. However, this

approach could be considered naive, as with this solution a large subset of potentially useful data

is removed, thus reducing statistical power and precision. Moreover, in cases where the missing

data points are not absent due to a random reason, list-wise deletion can introduce biases into the
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Figure 1.3: Missing data points within a dataset. [A] List-wise Deletion: Here, we remove each record with

missing data. In the above schematic, there are only five missing values (displayed as a white cir-

cle). However, with list-wise deletion, the size of the dataset is decreased by 42%. [B] Imputation

using the Mean, Median and Mode: We replace each missing data point with the mean, median

or mode calculated across other samples. [C] KNN Imputation: For each sample with a missing

value, we first identify the closest sample (using data points other than the missing value) and then

replace the missing value with the corresponding value in the most comparable sample. [D] Im-

putation using Machine Learning: The dataset is used to iteratively identify the best algorithm for

approximating a known value (using other data available to it). This algorithm is finally applied

to missing values, thereby approximating their value.

dataset.

Imputation is considered to be a better alternative to list-wise deletion, where a missing value is

instead replaced with a computed value [74]. This substituted value is calculated using the remainder

of the data to produce a reasonable estimation of the missing data point.

Imputation could potentially be a powerful tool in methylation sequencing studies. When se-

quencing the methylome, the percentage of the whole methylome included at sufficient coverage

depends on how deep the DNA was sequenced. The high cost and requirements for producing

WGBS can be quite prohibitive. As such, it is desirable to explore in silico methodologies, such as

imputation, to improve the coverage and quality of the data produced in these experiments.
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There are many methodologies available for imputation. The simplest method would be to re-

place a missing value with the mean, median or the mode of the corresponding values from other

records (see Figure 1.3B). Other more complex methodologies include Machine Learning and clus-

tering (see Figure 1.3C-D).

1.2.1 Machine Learning

Machine learning (ML) is a field that has become increasingly popular over the last few years due to

its ability to extract underlying patterns and relationships between different variables from structured

data [75, 76] In its simplest terms, ML can perform clustering, regression and classification.

Clustering algorithms calculate distances between data points and subsequently organise the

data points into clusters [77]. Regression or classification algorithms are trained on a subset of data

and then leverage this learnt knowledge to predict an unknown variable or classify new data.

The vast majority of machine learning algorithms involve splitting a subset of data with complete

information (i.e. cases with no missing information) into training, validation and test datasets. This is

best explained using an example. In a dataset with a variable Y (with multiple missing values) and

many other variablesX1 −Xi, this dataset would firstly be filtered to include cases where there are

no missing values. Secondly, this filtered dataset would be split into the training, validation and test

subsets, usually in a 60:20:20 ratio. The training dataset is the subset of the data that is used for

fitting the model. Here, the algorithm will attempt to estimate this known focal variable (i.e. Y ) using

information already available (i.e. X1 −Xi) in the same record. Thus, by comparing the estimation

to the known value, the algorithm iteratively identifies steps for evaluating the unknown variable.

The validation dataset is then used to optimise the model hyperparameters to increase the accuracy

of the prediction, while ensuring that the data is not overfitting (i.e. become overly specific) to the

training data. Finally, the test data is then used to provide an unbiased evaluation of the final model.

Thereafter, the information gleaned through the training phase can be applied to the subset of the

data where the focal variable, Y , is unknown. In this manner, ML can be effectively used for the

imputation of missing values.

With machine learning, there is a risk that the the model fits the training data very closely but
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performs very poorly on other data (such as the test data). This is known as overfitting and commonly

occurs if the model has more parameters than cases (i.e. rows) in the training dataset. As such, it is

better to have simpler model compared to a more complex model.

1.2.1.1 K-Nearest Neighbours

A common imputation technique uses the K-nearest neighbours (kNN) clustering algorithm to iden-

tify similar records and then utilise information from neighbouring (i.e. similar) records to estimate

the missing value [78]. Here, the ideal scenario would be the case where another record can be

identified where all values (excluding the missing values) are identical, and thus an assumption can

be made that the missing value(s) would also be identical to the corresponding value in the other

identical/similar record. However, it is not always possible to identify a record that is analogous to

the focal record. As such, the ten or so most similar records (i.e. the closest neighbours) are identi-

fied, and the missing value is computed based on these similar records (e.g. by calculating a mean

of the neighbouring values for the variable in question).

1.2.1.2 Ensemble Machine Learning Methodologies

Ensembling is a common ML technique, where multiple weak predictors are merged to produce a

single predictor to decrease bias in the training data (i.e. reduce the risk of overfitting) and increase

the predictive power [79]. There is a wide range of ensembling methodologies that have different

underlying approaches. With ensembling, the individual predictors can be generated indepen-

dently or sequentially. With sequential ensemble methods, each subsequent predictor learns from

the previous predicting outcomes. With ensembling, to increase the merged ensemble predictor’s

performance, each of the individual base predictors has to be as diverse and accurate as possible.

Bootstrap Aggregation Algorithms

Bootstrap Aggregation is amethodology for selecting a subset of the training dataset and is designed

to increase the individual trees’ variance. Here, bootstrap sampling (with replacement) is used to

produce different versions of the input data (i.e. multiple diverse sets of the datasets of the same size).

Each subset can then be used by the individual base predictors and eventually all the base predictors
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can be averaged together to produce a single merged predictor.

Random Forest is a commonly used type of ensembling algorithm that utilises bootstrap aggre-

gation. In this manner, each base predictor utilises a different subset of the data (produced through

bootstrap samplingwith replacement). Furthermore, a random subset of the features is used to further

increase the variations between the individual base predictors.

Each individual base predictor will not be highly accurate against the original dataset due to

being biased towards the subset of data used in that predictor. As the individual predictors are inde-

pendent and incorporate a high level of randomness and variance from one another, the errors will

likely be in random directions. For example, sometimes the predictor will overshoot the actual value,

while in other cases, it will undershoot the real value. When merging all the individual predictors,

an average is taken. As the individual trees are independent of one another, and it is unlikely that

all errors will be in the same direction, taking the average will cause the errors from different base

predictors to cancel one another out.

A further variant of Random forest is Extremely Randomised Trees (XRT), which further increases

the randomisation at the risk of increased bias. Specifically, the ratio of features selected for each

of the base learners are randomised, so each learner has a random number and random subset of

features.

Boosting

Boosting Algorithms use sequential ensembling methods to improve a weak predictor into a robust

predictor sequentially [80]. After an initial (random) model is generated, the predictions are com-

pared with the actual results to identify difficult to predict observations. In the next model, the input

data is adjusted such that the weight of observations that are difficult to predict are increased, and

the weight is decreased for observations that are easy to predict. In this manner, this sequential pro-

cess helps predict observations that were difficult to predict in previous models. The second model

outcomes are calculated and treated in the same manner to build the third model. This process is

repeated for a set number of iterations (i.e. the number of trees is provided as a parameter). The final

merged predictor is generated by using the weighted sum of the individual predictors.

Gradient Boosting (GB) Algorithms improves classical boosting algorithms by using a different
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methodology to update the dataset used in subsequent predictors. As an intermediate step with

GB, a model is built on the residuals (the difference between the predicted and actual values) of

the previous predictor. The next boosted predictor is produced by adding the last predictor together

with the model on the previous predictor’s residuals. At each step, the loss function metric (e.g. mean

squared error) is used to determine each model’s performance. This process is repeated until the loss

function can no longer be decreased.

This process for GB algorithms is summarised in the equations below. Equations 1.1 shows the

process of obtaining the boosted model F2(X) from the previous model F1(X). Specifically, the

modelF1(X) is fitted to the dataY . Thereafter, a newmodel (R1(X)) is then applied to the residuals

of the previous model (F1(X)). Lastly, the boosted model (F2(X)) is generated by adding the

previous model (F1(X)) to the model on the previous model’s residuals (R1(X)). The summarised

version of this process is shown in Equation 1.5.

F1(X) = Y (1.1)

R1(X) = Y − F1(X) (1.2)

F2(X) = F1(X) + R1(X) (1.3)

. . . (1.4)

Fi(X) = F(i−1)(X) + R(i−1)(X) (1.5)

XgBoost is an advanced implementation of GB that stands for eXtremeGradient Boosting [81]. In

particular, XgBoost includes multiple techniques to reduce overfitting and is faster andmore accurate

than standard GB algorithms.

Instead of building a model on the previous predictor’s residuals, XgBoost fits a model on the

gradient of the loss function generated from the previous predictor (Loss function: Li(Y, Fi−10(X))).

At each iteration, Xgboost includes a regularisation component, which penalises complex models

and decreases the risk of overfitting. After fitting a model on the loss function generated from the
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previous iteration, the boosted function is produced by adding the regularisation penalty. Xgboost

also utilises shrinkage (similar to learning rate), column subsampling and cross-validation between

iterations to help decrease overfitting.

Moreover, XgBoost includes a parallelised implementation of generating sequential predictors.

This is possible because the calculations involved in producing the next boosted function can be bro-

ken into smaller building blocks and re-used across multiple predictors in different iterations. XgBoost

utilises an internal cache and an out-of-core option (e.g. for large datasets) to improve performance.

XgBoost starts with large trees and uses tree pruning (utilising a max_depth parameter), rather than

iteratively making models larger (as is the case with GB) — which further improves the speed per-

formance of the algorithm.

Model Stacking

Model Stacking (or Meta Ensembling) is an ensembling method that is commonly the winning algo-

rithm used in machine learning competitions (e.g. Kaggle). Here, multiple low-performing models

are merged to produce a single high-performing model. This typically involves training numerous

models with various algorithms (e.g. KNN, Random Forests, Gradient Boosting, Deep Learning etc.)

with potentially various hyperparameters (i.e. through a grid search).

These models can then be merged into a single model using a meta-learner (e.g. XgBoost). The

output of each of the models (and the actual value) is then passed to a meta-learner (e.g. XgBoost

etc.) to produce the final merged model.

Model Stacking can decrease biases in a model by correcting for this in the meta-learner [82].

As such, in its simplest term, Model Stacking is particularly good when different base models are

good at predicting values for a different subset of the data.

In conclusion, models produced from stacking can take significantly more compute power, as

multiple models need to be trained. The models (or algorithms) included in the stack can vary based

on the requirements and compute availability. However, the stacked model usually works better

than any of the models individually.
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1.2.2 Accuracy Metrics

With ML, it is vital to be able to determine how accurate each prediction is. This is only possible

with imputation during the ML training part or with simulated data when the actual value is known

for each missing value. With the predicted methylation value, the accuracy can be presented using

various manners, including Mean Squared Error (MSE), Root Mean Squared Error (RMSE), Mean

Absolute Error (MAE) and Pearson Correlation Coefficient (R).

When computing theMSE, the difference between each imputed and actual value (i.e. the error)

is first measured and then squared. The MSE is then calculated by taking the mean of these squared

errors across all CpG sites. The MSE can then explain the variance and bias of the imputation

technique. The MSE is particularly sensitive to outliers as squaring an outlier significantly increases

the metric and therefore the outlier plays a more notable role in the produced metric.

RMSE extends MSE further by calculating the square root of the MSE. This means that the RMSE

will have the same units as the methylation value, making the RMSE more meaningful and under-

standable than the MSE. As the RMSE is based on the MSE, the RMSE is also particularly sensitive

to outliers.

The MAE is calculated as the absolute difference of the error. Similar to the RMSE, the MAE has

the same units as the methylation value. The MAE can be understood to be the average value each

methylation value is off by, from the actual value. Even though theMAE considers outliers, the metric

is not as sensitive to outliers as MSE and RMSE since large differences (arising from outliers) are not

squared.

Pearson correlation coefficient (R) is a slightly different metric in that it measures the strength of

a linear relationship between two sets of (methylation) values. Specifically, the Pearson correlation

coefficient is a value between−1 to 1, where−1 refers to a strong negative correlation, 0 refers to

no correlation and 1 refers to a strong positive correlation between the two variables.

It is important to note that two sets of values can have a strong correlation, but still have a high

MAE. For example, when plotting the two variables (i.e. the methylation value of one dataset and

the corresponding methylation value of the other dataset), if all data points fall on the y = x axis,

they would have a high Pearson correlation and also an MAE of zero — i.e. the methylation values
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from both datasets have the same value. However, if all data points fall on the y = 2x + 1 axis,

they may have a high correlation (i.e. a strong relationship between the two), but will still have some

inaccuracy associated with them (i.e. difference between y = 2x+ 1 axis to y = x).
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Datasets & Methods

2.1 Datasets

As a data science project, this work would not have been possible without the production of nu-

merous methylomic datasets by the scientific community. While some of these datasets were pro-

duced for the purpose of this project, this work heavily relies on pre-generated, published datasets

deposited in scientific data repositories. A summary of the samples sequenced can be found in

Table 2.1, and further details regarding each dataset are available in Table 2.3.

2.1.1 Sample ID Convention

In this work, all datasets have a short sample identifier, which starts with the letter 'S'. This is followed

by a donor number that relates to which individual the sample comes from— i.e. all datasets starting

with S3 originate from the same individual. Following an underscore, the dataset type and number

are added. The letter 'W' refers to WGBS, 'R' refers to RRBS or targeted methylation sequencing,

'N' refers to Nanopore sequencing, 'E' refers to EM-Seq, and the letter 'A' refers to an Infinium

methylation array (including 450K and EPIC arrays). Additionally, if a dataset was sequenced over

many runs, the individual runs (or replicates) are identified by adding 'L' and the lane number to

the sample identifier. For example, S3_W3 refers to the third WGBS dataset from Sample S3, and

S3_W3_L2 refers to the data from the second run (or replicate) of this dataset.
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Sample ID Original Sample ID Cell Type Gender Age
# of Datasets

Array RRBS WGBS EM-Seq Nanopore Total

S1 C004SQ CD14-positive, CD16-negative
classical monocyte

Female 0-5 0 0 1 0 0 1

S2 C005PS CD14-positive, CD16-negative
classical monocyte

Female 60-65 0 0 1 0 0 1

S3 NA12878 B-Lymphocyte Female No Data 9 5 7 2 2 25

S4 uk35C650 (PGP-UK) Whole Blood Male 59.67 1 0 1 0 2 4

S5 uk2E2AAE (PGP-UK) Whole Blood Female 56.49 1 0 1 0 0 2

S6 uk2DF242 (PGP-UK) Whole Blood Male 48.93 1 0 1 0 0 2

S7 uk740176 (PGP-UK) Whole Blood Female 47.94 1 0 1 0 0 2

S8 uk33D02F (PGP-UK) Whole Blood Female 44.57 1 0 1 0 0 2

S9 uk0C72FF (PGP-UK) Whole Blood Male 64.7 1 0 1 0 0 2

S10 uk1097F9 (PGP-UK) Whole Blood Male 50.97 1 0 1 0 0 2

S11 uk174659 (PGP-UK) Whole Blood Male 33.65 1 0 1 0 0 2

S12 uk85AA3B (PGP-UK) Whole Blood Female 50.59 1 0 1 0 0 2

S13 uk481F67 (PGP-UK) Whole Blood Male 57.45 1 0 1 0 0 2

Table 2.1: Summary of all the samples included in this project showing information about the sample and the

number (and types) of datasets available for each sample.

2.1.2 EGAD00001001261 (Sample S1 & Sample S2)

Two high-quality reference datasets were produced as part of the Blueprint consortium (study ID:

EGAS00001000418, dataset id: EGAD00001001261). In order to achieve high coverage, 10–

11 runs were sequenced and then merged. The EGAD00001001261 dataset consists of two WGBS

datasets: EGAZ00001016574 (referred to as S1_W1) and EGAZ00001016575 (referred to as S2_W1).

Both datasets are produced fromprimary cells of CD14-positive, CD16-negative classical mono-

cyte cells. The datasets were sequenced on an Illumina HiSeq 2000 instrument using fresh tissue

samples.

Dataset S1_W1 was extracted from a female donor (Blueprint Donor ID: C004SQ) of age 0–5

years, from umbilical cord blood. On the other hand, dataset S2_W1 was extracted from a female

donor (Blueprint Donor ID: C005PS) of age 60–65 years, from venous blood.

The raw data for both samples were downloaded from EGA after applying to the Blueprint Data

Access Committee. The individual runs of these datasets had been uploaded to EGA as unaligned

BAM files and had to be converted to FASTQ files so that the processing pipeline (described in

Section 2.2.1 and Figure 2.1) could be used.

41



CHAPTER 2. DATASETS & METHODS

Coverage
Genomic CpG Coverage Number of CpG Sites Mean Methylation Mean Methylation (β < 0.5) Mean Methylation (β ⩾ 0.5)

Coverage All Data covcpg ⩾ 10 All Data covcpg ⩾ 10 All Data covcpg ⩾ 10 All Data covcpg ⩾ 10 All Data covcpg ⩾ 10

D05 3.5 6.3 11.4 13.5 M 2.1 M 77.7 % 74.7 % 6.7 % 6.8 % 91.8 % 91.1 %

D07 5.5 8.2 12.6 15.8 M 5.4 M 78.0 % 75.4 % 7.3 % 7.0 % 91.6 % 91.2 %

D10 7.5 11.2 14.7 17.8 M 10.3 M 78.4 % 76.4 % 7.8 % 7.4 % 91.5 % 91.3 %

D15 12 16.0 18.7 19.7 M 15.3 M 78.7 % 77.6 % 8.3 % 8.0 % 91.3 % 91.3 %

D20 16 20.8 23.1 20.7 M 17.9 M 78.8 % 78.2 % 8.6 % 8.4 % 91.3 % 91.3 %

D25 20 25.6 27.6 21.4 M 19.4 M 78.9 % 78.5 % 8.9 % 8.7 % 91.2 % 91.2 %

D30 24 30.3 32.1 21.9 M 20.4 M 79.0 % 78.7 % 9.0 % 8.9 % 91.2 % 91.2 %

D60 48 57.9 59.2 23.4 M 22.8 M 79.1 % 79.0 % 9.4 % 9.4 % 91.0 % 91.0 %

Table 2.2: Summary of downsampled datasets produced from S1_W1 and S2_W1. The statistics have been

produced by calculating a mean across 6 datasets at each coverage level. At coverage level,

three datasets were downsampled from S1_W1 and a further three datasets from S2_W1. Most

statistics are displayed for the entire dataset (i.e. CpG sites with a coverage higher than 1) as well

as for filtered subset where the CpG site has a coverage higher or equal to 10x.

2.1.2.1 Downsampled Datasets

Datasets S1_W1 and S2_W1 have a very deep CpG coverage of approximately 100x. This is more

than three times the standard coverage (30x) recommended by IHEC forWGBS. As such, this makes

these two datasets ideal for producingmultiple simulated, downsampled datasets, eachwith a lower

CpG coverage.

Thus, these two datasets have been downsampled as described in Section 2.2.4. A total of 24

datasets were simulated for each dataset, with three datasets produced at each of the following

eight different coverage levels: 5%, 7%, 10%, 15%, 20%, 25%, 30% and 60%. To ensure a high

level of diversity between the 24 datasets, a different seed number was used each time data was

downsampled.

In conclusion a total of 48 downsampled datasets were produced for both samples (i.e. 24

datasets for each sample). A summary of the downsampled datasets is shown in Table 2.2.

2.1.3 NA12878 (Sample S3)

The NA12878 sample (DNA sample referred to as GM12878) is a cell line generated from a female

in the HapMap project [83]. The cell line is available from the Coriell Institute and is commonly used

for benchmark studies. As such, numerous methylation datasets for this sample have been deposited

in data repositories (such as ENA and NCBI GEO).
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Twenty-four datasets (WGBS, RRBS and array) were collated from various online data repos-

itories. The raw data (i.e. FASTQ and IDAT files) were downloaded and re-processed through the

pipeline described below. Where possible, the raw data for each of the individually sequenced runs

were downloaded separately and processed separately.

Datasets S3_W1 and S3_W2 are WGBS datasets produced as part of the ENCODE project.

Datasets S3_W3, S3_W4 and S3_W5 are WGBS datasets published as part of the Illumina Public

data, available through the Illumina BaseSpace Hub. Datasets S3_W6 and S3_W7 are published

WGBS datasets from New England Biolabs that were downloaded from ENA [84].

Datasets S3_W1 and S3_E2 are EM-Seq datasets published as part of the same study by the

New England Biolabs and were also downloaded from ENA [84].

Datasets S3_N1 and S3_N2 are two whole-genome datasets sequenced for this project in col-

laboration with Oxford Nanopore using a Nanopore PromethION (pore R9.4.1). Dataset S3_N1

was produced from native genomic DNA without any preprocessing, while dataset S3_N2 was pro-

cessedwith PCR before sequencing, thus serving as unmethylated control. As a result, dataset S3_N1

can be used to calculate DNA methylation while dataset S3_N2 will not contain any DNA methyla-

tion information.

Further RRBS and target hybridisation BS-seq datasets were sequenced in the UCL Medical

Genomics lab [85]. Specifically, Agilent SureSelect Methyl-seq (S3_R1), Roche NimbleGen Se-

qCap EpiGiant (S3_R2), Illumina TruSeq Methyl Capture EPIC (S3_R3), Diagenode Premium RRBS

(S3_R4), Tecan NuGen Ovation RRBS Methyl Seq (S3_R5) were used to produce multiple RRBS/

targeted BS-seq datasets.

Lastly, multiple array datasets were collated from the public domain, specifically, a total of eight

EPIC (datasets S3_A1-S3_A8) and four 450K (datasets S3_A9-S3_A12) array datasets.

2.1.4 Personal Genome Project UK (PGP-UK) WGBS

The Personal Genome Project UK (PGP-UK) is a unique resource where multi-omic sequencing data

is available for over 100 participants on an open-access license (CC-0) [86, 87]. As part of the

PGP-UK project, ten WGBS datasets are available with matched array datasets. Furthermore, for

43



CHAPTER 2. DATASETS & METHODS

Figure 2.1: Analysis pipeline summary of Bisulfite and EM sequenced data. Raw data is first filtered with FastP

0.20.1. RRBS datasets are additionally processed with TrimGalore. NuGEN RRBS datasets are

also processed with diversity trimming scripts and then NuDup 2.3.3. The filtered reads are then

mapped to theGRCh37/hg19 build of the human reference genome usingGEM3 packaged with

GemBS 3.5.1. Mapping reports are produced by GemBS and Mosdepth 0.3.1. Next, methyla-

tion count information is extracted from the mapped data using BSCall from the GemBS package.

The output is presented in the BED9+5 bedMethyl format.

one participant, there are also two deep Nanopore PromethION sequenced datasets available.

2.2 Methods

Several existing tools and methods were used to preprocess and analyse all the data used in this

project. Next-generation sequencing comes in various formats and needs to be processed accord-

ing to the technology used.

2.2.1 BS-sequencing & EM-Sequencing Pipeline

As described in Sections 1.1.1 and 1.1.2, the outputs of bisulfite sequencing and EM sequencing are

identical (i.e. unmethylated cytosines are sequenced as thymine residues). As a result, both bisulfite

and EM sequencing data can be processed with the same pipeline. See Figure 2.1 for a summary

of the pipeline.
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Dataset
ID

Sample
ID

Type Source Accession
Number

Sequencer
Instrument

Read
Length

Read
Type

# of Runs/
Replicates

S1_W1 S1 WGBS Blueprint EGAZ00001016574 HiSeq 2000 101 PE 11

S2_W1 S2 WGBS Blueprint EGAZ00001016575 HiSeq 2000 101 PE 10

S3_W1 S3 WGBS Encode ENCBS057BBL HiSeq 2500 125 PE 1

S3_W2 S3 WGBS Encode ENCBS232JAP HiSeq 2500 125 PE 1

S3_W3 S3 WGBS Illumina - HiSeq 4000 151 SE 8

S3_W4 S3 WGBS Illumina - HiSeq 4000 76 PE 8

S3_W5 S3 WGBS Illumina - NextSeq v2.5 76 PE 4

S3_W6 S3 WGBS ENA SRX7216106
SRX7216107

NovaSeq 6000 101 PE 2

S3_W7 S3 WGBS ENA SRX7216099
SRX7216100

NovaSeq 6000 101 PE 2

S3_E1 S3 EM-SEQ ENA SRX7216103
SRX7216104

NovaSeq 6000 99 PE 2

S3_E2 S3 EM-SEQ ENA SRX7216097
SRX7216098

NovaSeq 6000 99 PE 2

S3_N1 S3 Nanopore This PhD ONLL04465 PromethION - SE 7

S3_N2 S3 Nanopore This PhD ONLL04467 PromethION - SE 4

S3_R1 S3 RRBS
Agilent

Beck Lab NA HiSeq 100 PE 2

S3_R2 S3 RRBS Roche Beck Lab NA HiSeq 100 PE 2

S3_R3 S3 RRBS EPIC Beck Lab NA HiSeq 100 PE 2

S3_R4 S3 RRBS
Diagenode

Beck Lab NA HiSeq 92 PE 2

S3_R5 S3 RRBS
NuGEN

Beck Lab NA HiSeq 78 PE 2

S3_A1 - S3_A3 S3 EPIC Array minfiDataEPIC R Package EPIC Array NA NA 3

S3_A4 - S3_A7 S3 EPIC Array GEO GSE103498 EPIC Array NA NA 4

S3_A8 S3 EPIC Array Encode ENCSR135FMA EPIC Array NA NA 1

S3_A9 - S3_A12 S3 450k Array GEO GSE103502 450k Array NA NA 4

Table 2.3: Summary description of all datasets for Samples 1–3. Abbreviations: HiSeq: Illumina HiSeq;

PromethION:Nanopore PromethION; RRBSAgilent: Agilent SureSelectMethyl-Seq; RRBS Roche:

Roche EpiCapSeq Giant; RRBS EPIC: Illumina TruSeq EPIC Methyl-Seq; RRBS Diagenode: Di-

agenode RRBS Premium; RRBS NuGEN: NuGEN Ovation RRBS; EPIC Array: Illumina Infinium

Methylation EPIC BeadChip; 450k Array: Illumina Infinium HumanMethylation450 BeadChip;

PE: Paired-ended Sequencing; SE: Single-ended Sequencing.
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Dataset ID
Genomic CpG Coverage Number of CpG Sites Mean Methylation Mean Methylation (β < 0.5) Mean Methylation (β ⩾ 0.5)

Coverage All Data covcpg ⩾ 10 All Data covcpg ⩾ 10 All Data covcpg ⩾ 10 All Data covcpg ⩾ 10 All Data covcpg ⩾ 10

S1_W1 86 96.9 97.9 24.4 M 24.1 M 79.1 % 79.1 % 9.6 % 9.5 % 90.8 % 90.8 %

S2_W1 75 87.7 89.0 23.8 M 23.4 M 78.9 % 79.0 % 9.8 % 9.8 % 90.8 % 90.8 %

S3_W1 28 17.9 19.7 25.7 M 22.0 M 49.8 % 49.6 % 11.8 % 12.3 % 87.7 % 87.6 %

S3_W2 34 23.4 25.8 25.8 M 22.7 M 54.0 % 54.5 % 15.4 % 16.3 % 84.5 % 84.3 %

S3_W3 82 43.6 44.5 26.2 M 25.6 M 52.8 % 53.0 % 16.4 % 16.6 % 82.5 % 82.5 %

S3_W4 77 65.8 68.6 24.8 M 23.6 M 53.0 % 53.0 % 16.4 % 16.6 % 82.6 % 82.6 %

S3_W5 14 17.9 21.2 20.8 M 16.2 M 53.1 % 53.1 % 15.1 % 15.7 % 83.6 % 83.6 %

S3_W6 21 11.8 17.6 21.2 M 10.7 M 52.1 % 52.5 % 13.4 % 15.5 % 83.7 % 83.2 %

S3_W7 21 12.9 19.0 21.3 M 11.4 M 52.4 % 53.0 % 13.6 % 15.6 % 83.8 % 83.4 %

S3_E1 30 21.6 22.2 26.1 M 25.2 M 51.9 % 51.5 % 14.9 % 14.9 % 83.1 % 83.0 %

S3_E2 30 21.0 21.6 26.1 M 25.1 M 52.2 % 51.8 % 14.9 % 14.8 % 83.5 % 83.4 %

S3_N1 71 46.8 47.1 27.8 M 27.6 M 48.5 % 48.5 % 16.1 % 16.1 % 82.1 % 82.1 %

S3_R1_L1 NA 21.3 47.4 2.5 M 1.0 M 43.5 % 37.5 % 7.6 % 9.4 % 83.2 % 83.0 %

S3_R1_L2 NA 29.0 53.3 1.9 M 1.0 M 42.0 % 37.4 % 7.9 % 9.4 % 83.1 % 82.9 %

S3_R2_L1 NA 44.7 70.2 5.9 M 3.6 M 41.7 % 36.0 % 8.2 % 8.6 % 83.9 % 83.4 %

S3_R2_L2 NA 43.0 60.9 4.6 M 3.2 M 42.1 % 38.7 % 9.2 % 10.0 % 83.8 % 83.3 %

S3_R3_L1 NA 47.1 66.3 1.3 M 0.9 M 51.8 % 47.1 % 10.9 % 11.2 % 86.8 % 84.7 %

S3_R3_L2 NA 32.1 51.8 1.3 M 0.8 M 53.2 % 46.4 % 11.0 % 11.3 % 86.6 % 84.2 %

S3_R4_L1 NA 47.3 57.8 2.5 M 2.0 M 50.1 % 48.9 % 11.0 % 11.4 % 85.5 % 85.2 %

S3_R4_L2 NA 31.9 40.4 2.1 M 1.6 M 49.1 % 47.8 % 10.6 % 11.1 % 85.7 % 85.3 %

S3_R5_L1 NA 23.1 27.4 2.6 M 2.1 M 40.8 % 38.7 % 8.7 % 8.7 % 84.6 % 84.3 %

S3_R5_L2 NA 26.8 31.3 2.7 M 2.2 M 41.2 % 39.0 % 8.9 % 8.9 % 84.6 % 84.3 %

Table 2.4: Summary statistics for the processed datasets for Samples 1–3.

2.2.1.1 Filtering Raw Sequencing Data

The raw sequenced reads are available as FASTQ data which needs to be preprocessed before it

can be mapped onto a reference genome. Specifically, it is necessary to remove any sequencing

adapters, remove PCR duplicates and any low-quality reads. Moreover, as the beginning and end

of the sequencing reads tend to have a lower sequencing quality, better mapping can be achieved

by trimming all low-quality bases from the start and end of all reads.

Fastp 0.20.1 was applied to all raw sequencing data to produce a set of filtered sequencing

reads [88]. Fastp automatically analyses the raw data and determines the most suitable techniques

and parameters to preprocess the data. For example, Fastp automatically works out the number of

bases to trim from the start and end of each read, by identifying low-quality bases on both ends of

all reads.

For RRBS data, an additional step was required before running Fastp. Here, TrimGalore 0.6.6

was used since Fastp fails to filter for RRBS-specific issues [89, 90]. For example, TrimGalore re-

moves a cytosine residue added during the end-repair stage of the MspI-digested RRBS library

preparation, which Fastp overlooks.
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ForNuGENOvation RRBS, further additional steps are required to remove the diversity adapters

specific to the NuGEN preparation procedure. For this, tools from the NuGEN Official GitHub

repository (https://github.com/NuGENtechnologies/NuMetRRBS; commit: 5410957)were used.

Specifically, the diversity trimming scripts were used and thenNuDup 2.3.3 was used to identify PCR

duplicates.

2.2.1.2 Mapping to the Reference Genome

Multiple tools have been published for processing Bisulfite Sequencing datasets, including Bismark

[91], BSMAP [92] and GemBS [93]. The International Human Epigenome Consortium (IHEC) rec-

ommends GemBS as its standard pipeline for processing WGBS data and extracting methylation

calls. The GemBS publication shows that it is significantly faster than other processing tools while

achieving a similar sensitivity and quality.

The GRCh37/hg19 build of the human reference genome was used due to the higher level of

annotation available compared to the GRCh38/hg38 build at the start of this work. Specifically,

based on Heng Li’s (Samtools’ author) recommendations, the GRCh37/hg19 build from the 1000

genomes project (human_g1k_v37) was used [94].

GemBS 3.5.1 was used for this work — a copy of the configurations files for WGBS and RRBS

can be found in the Appendix — see Figure S1.

As such, GemBS read aligner (GEM3) was used to align the fastp-filtered sequencing reads

to the hg19 reference genome. GEM3 further filters the sequencing reads based on the mapping

quality, the read-pair orientation, the base quality and the genotype call quality (as defined in the

GemBS configuration files mentioned above). Moreover, GEM3 also removes any duplicate reads

before mapping onto the reference genome.

Finally, a mapping PDF report is produced by GemBS using the statistics outputted by GEM3.

Furthermore, coverage reports are generated by Mosdepth 0.3.1, which include interactive illustra-

tions showing how the read depth changes across the entire genome and per chromosome [95].
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2.2.1.3 Extracting Methylation Information

After the raw reads have beenmapped to the reference genome, the methylation information (i.e. the

number of methylated and unmethylated cytosine residues) can be extracted for each CpG site. The

GemBS package includes a methylation caller, BSCall, that calculates this methylation state (i.e. the

fraction of reads with a methylated cytosine) at each CpG site. Furthermore, BSCall further corrects

this methylation value using a statistical model based on the local bisulfite conversion ratio and

sequencing errors. BSCall is configured to output this methylation data in the BED9+5 bedMethyl

format.

2.2.2 Nanopore Sequencing Pipeline

As detailed in Section 1.1.3 and Figure 1.2, Nanopore Sequencing is completely different from

WGBSand EM sequencing. Notably, theDNA is not chemically or enzymatically preprocessed and

as such, unmethylated cytosine residues are not sequenced as thymine residues etc. as would be the

case with WGBS or EM Sequencing. Consequently, tools developed for analysingWGBS datasets

cannot be used to extract methylation information from datasets sequenced using Nanopore tech-

nology. See Figure 2.2 for a summary of the pipeline.

The raw signal intensities data produced from Nanopore Sequencing are stored as FAST5 files.

The first step is to convert these signal intensities into the DNA sequence through base-calling. Most

Nanopore Sequencing devices have a base-calling software, Guppy, included as part of the device

control software, MinKnow [96]. Guppy (version 3.2.4+d9ed22f) was used to base-call the FAST5

data into the FASTQ format. Mapping reports are generated by Mosdepth 0.3.1 and Seqkit 0.15.0

[95, 97].

2.2.2.1 Mapping to the Reference Genome

The FASTQ data then needs to be mapped to the human reference genome. As the sequencing data

in the FASTQ files are not modified due to an enzymatic preprocessing step, a specific methylation

mapping tool is not required. As such, a regular WGS mapping tool that supports long read data

can be used. Minimap2 (version: 2.17) was used as it works well with the long noisy reads outputted

48



CHAPTER 2. DATASETS & METHODS

from Nanopore sequencing [98]. The human reference genome used in the WGBS pipeline (see

Section 2.2.1.2) was also used here — i.e. the GRCh37/hg19 build from the 1000 genomes project

(human_g1k_v37).

2.2.2.2 Extracting Methylation Information

Even though the latest Guppy version can base-call DNA methylation (as the fifth base), the base-

called data as part of this work only included four bases. Therefore, the signal intensities data in

the FAST5 needs to be further processed to identify methylated cytosine residues. The majority of

these tools require access to the FAST5 files, as the raw data is re-squiggled to identify methylated

cytosine residues.

Nanopolish (version: 0.13.2) is a commonly used tool for extracting methylation information

from Nanopore sequenced data [61]. F5C (version: 0.6) is a re-implementation of Nanopolish

— where the output produced is largely identical to the output produced by Nanopolish (there are

a few differences due to floating-point approximations) [99]. The main benefit of F5C is that it is

significantly faster compared to Nanopolish. This is achieved through improving the GPU, CPU and

IO performance of the underlying algorithm implementation in Nanopolish. F5C requires access

to the mapped sequencing data (BAM file), the sequencing reads (FASTQ file) and the raw signal

intensity data (FAST5 files).

F5C first produces an intermediate tab-delimited file highlighting the per-read, binary methy-

lation state of each CpG site. Next, F5C then collapses this per-read information to produce an

aggregated methylation state for each CpG site (i.e. the fraction of reads with a methylated cytosine

residue) outputted as a TSV file.

2.2.3 Methylation Array Pipeline

Data from EPIC and 450K arrays are available as IDAT files that need to be processed in a wholly

different manner to sequenced data. Extracting the methylation information within these files are

done using the R Programming Language. Specifically, the minfi package was used for reading the

raw IDAT files into the R environment [100]. The raw beta values were used without any normalisa-
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Figure 2.2: Analysis pipeline summary of Nanopore Sequenced data. Raw data in FAST5 files are first

base-called with Guppy 3.2.4. The sequenced reads in the FASTQ files are then mapped to the

GRCh37/hg19 build of the human reference genome using Minimap2 2.17. Mapping report is

produced byMosdepth 0.3.1 and Seqtk 0.15.0. Next, methylation count information is extracted

from the mapped data using Nanopolish and outputted as a TSV file.

tion. The only filtering carried out here was based on the detection P value from the array, where a

cut-off of 0.01 was used.

2.2.4 Downsampling Mapped Reads Data

Downsampling a dataset involves producing another dataset with a lower sequencing coverage via

an in silicomethodology. A random read (together with its paired mate) is selected from all mapped

reads (i.e. from the BAM file) (see Figure 2.3) and then merged to produce another dataset. A

new mapped BAM file with a lower sequencing coverage can be produced by selecting a specific

percentage of read-pairs

The samtools view command from the Samtools package (version: 1.11) was used with the

‘-s’ parameter to randomly select random read pairs from the input BAM file, producing a smaller,
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Reference Genome

Figure 2.3: DownsamplingmappedWGBSdata on the sequenced read-level: After aligning the paired reads

to the reference genome, random read pairs (highlighted above) are extracted for downsampling.

downsampled BAM file [101]. Moreover, to increase the randomness of which read pairs are se-

lected, a different seed number was used each time the input file was downsampled. The down-

sampled BAM file can then be processed using the standard pipeline to extract the downsampled

dataset’s methylation information.

2.2.5 Existing Methylation Imputation Tools

There are number of tools that have been published for the imputation of bulk-cell WGBS datasets.

2.2.5.1 METHimpute

METHimpute is a published imputation tool that was originally designed for plant methylomes [102].

METHimpute can impute cytosine methylation in all contexts. It utilises an Hidden Markov Model

(HMM)based binomial test, that learns from themethylation status of neighbouring cytosine residues.

Moreover, METHimpute provides the option of whether a single HMMor separate HMM should

be built for different cytosine contexts. Using a single HMMallows for the model to take into account

any relationships between the different contexts. In this work, only the CpG context was used when

running METHimpute.

First, METHimpute calculates the Pearson correlation between the methylation value of neigh-

bouring CpG sites. By default, the correlation between neighbouring CpG sites is calculated for

distances of 0 to 50 base pairs. Next, an exponential function is fitted to the correlations, which the

HMM then uses for the imputation of missing cytosine residues.
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Figure 2.4: Information utilised by BoostMe. A schematic showing a focal CpG site (y) with an unknown

methylation value and its two immediate neighbouring CpG sites. The methylation value of the

two neighbouring CpG sites is denoted by β−1 and β1. D−1 andD1 denotes the linear, genomic

distance in base pairs from each neighbouring CpG site and the focal CpG site (with the unknown

methylation value). The sample mean y is the mean methylation value across different samples.

In this work, the latest version ofMETHimpute was used fromGithub (version commit: 3bd6e5a).

2.2.5.2 BoostMe

BoostMe is a published imputation tool, released as an R package, that runs XgBoost (see Sec-

tion 1.2.1.2) with the default XgBoost parameters and hyperparameters [103].

BoostMe leverages information from the two immediately neighbouring, non-missing CpG sites

(i.e. one upstream and one downstream CpG site) for imputation. Specifically, BoostMe utilises the

methylation value for each of the neighbouring CpG sites together with the genomic distance to

each of the adjacent CpG sites (in base pairs). A schematic describing this is shown in Figure 2.4.

Moreover, BoostMe also uses information from other samples if available — i.e. a sample average

for each CpG site across samples is used as input.

BoostMe uses a random one million CpG sites for the training, validation, and test datasets by

default. Moreover, BoostMe uses a default minimum coverage cut-off of 10 reads — i.e. any CpG

sites covered with fewer than 10 reads are assigned as missing.

As part of this work, the latest version of BoostMewas used fromGithub (version commit: cc1eb0c).

52



CHAPTER 2. DATASETS & METHODS

2.2.5.3 DeepCpG

DeepCpG is a published imputation algorithm, originally designed for application on single cell

WGBSdata [65]. However, further to discussionwith the author onGithub and via email, DeepCpG

was updated in order to be able to also impute bulk-cell WGBS datasets. DeepCpG uses deep

neural networks to predict single-cell methylation states and to infer the sources of DNA methylation

variability.

DeepCpG consists of three modules. Firstly, a DNA module learns from DNA sequence pattern,

specifically from 1001 base pairs of DNA sequence centred on the target CpG site. Secondly,

the CpG module learns information from neighbouring CpG sites within individual cells and across

cells. Here, information is uplifted from 51 CpG sites centred on the target CpG site. Specifically,

the methylation value and the corresponding distance to the target CpG site is used as input to the

CpG module. Lastly, information from the DNA module and the CpG module is merged to extract

any associations between the two modules.

As a deep learning tool, the algorithm needs to be trained to produce a model, which can then

impute new data. DeepCpG is trained on data from a subset of chromosomes (i.e. by default: Chr

1, 3, 6, 7, 9) and then validated on a different set of chromosomes (i.e. by default: Chr 13, 14, 15,

16, 17, 18, 19).

DeepCpG is released as a Python package that is a command-line tool that requires a graphics

card (for the training and imputation phases) due to its high computational requirements. Before run-

ning DeepCpG, any CpG sites with a read depth coverage lower than ten are assigned as missing.

The latest version of DeepCpG (version commit: 7f58da5) available onGithub did not work with

the server setup used (see Section 2.2.6). The main reason behind this was the fact that DeepCpG

had not been updated in the last 18 months (i.e. since September 2019) and had not specified

specific versions of dependencies as part of it’s installation setup. As such, when installingDeepCpG,

the latest versions of each of the dependencies were installed. Furthermore, due to requirements of

the latest versions of some of the dependencies, DeepCpG could only be installed in Python 3.7+.

Even after successful installation, due to updates in some of the dependencies, the existing code did

not work. Therefore, some further superficial changes (i.e. changes concerning the usage of libraries)
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were made to the code in order to get DeepCpG working. A modified version of DeepCpG that

was used in this work is available on Github (https://github.com/IsmailM/DeepCpG).

2.2.6 Compute Environment

Multiple High-Performance Computing (HPC) environments were used due to the amount of data

analysed as part of this project.

Firstly, the Medical Genomics Lab compute server was used, which has 80 CPU threads and

512GB RAM. Moreover, there is a total of 4TB of storage space together with 8TB of fast scratch

hard drive space. This machine has RedHat 7 installed.

Due to the fact that this project involved over 50TB of data, a separate storage solution was

required. As such, the UCL Research Data Storage service was used — data was moved to the

server’s scratch space only for the duration of the analysis.

The Medical Genomics Lab GPU server was also used. This server has 16 threads and 64GB

of RAM. Importantly this compute node has an NVIDIA Titan XP GPU with 3840 CUDA cores and

12GB graphics RAM. During the course of the PhD, this machine had to be replaced due to tech-

nical issues. The updated Medical Genomics Lab GPU server has 128 CPU threads, 256GB RAM

together with 16TB of scratch hard drive space. This updated server has two NVIDIA GeForce RTX

3090 GPUs (released six months ago in September 2020), which are powered using NVIDIA Am-

pere architecture. The GPUs each have 10496 CUDA cores 24GB graphics GDDR6X RAM and

3rd generation Tensor cores. Moreover, these two GPUs are interconnected with an NVlink (a di-

rect GPU-GPU connection), which allows the two GPUs to act as a single interconnected unit. The

old and updated Medical Genomics Lab GPU nodes have Ubuntu 18.04 LTS installed.

Lastly, due to the extreme compute requirements ofNanopore data analysis, theOxfordNanopore

Technology Cluster was used. This cluster contains multiple GPU nodes, which could be used at the

same time. Specifically, it became possible to split large jobs into smaller tasks (e.g. run per chro-

mosome), which could be run on multiple GPU nodes at the same time.
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2.2.6.1 Programming Languages

Separate versions of Python and R were installed on all machines (i.e. the default (often outdated)

system version were not used). Python 3.5.1 was installed through the asdf version manager [104].

On the other hand, R 4.0.2 was installed through the Rstudio R installer [105].
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Methylation Analysis ToolkiT

As outlined in chapter 1, the volume of genomic studies has grown exponentially over the last two

decades. Roughly a decade ago, high sequencing costs meant that genetic studies largely involved

cheaper genomic array panels. However, as sequencing costs dropped, genomic studies started to

include exome and eventually whole-genome datasets in increasingly larger cohort sizes. Epige-

nomic studies will likely follow a similar trend. Currently, the vast majority of epigenomic studies

involve array panels; and a few studies have started to utilise RRBS datasets. However, very few

epigenomic studies involve WGBS datasets due to the high costs associated with producingWGBS

datasets. As such, over time, the number of studies utilising WGBS will inevitably increase.

As a consequence of this, many of the tools developed to analyse WGBS methylation summary

files were initially designed for EPIC or RRBS datasets instead of the much larger WGBS datasets.

Since the output files from the analysis of WGBS and RRBS datasets have the same format, these

tools could automatically support the larger WGBS datasets if they already supported the smaller

RRBS datasets. However, there seems to be little consideration that WGBS datasets are significantly

larger than RRBS and EPIC datasets, which are only 14% and 3% of the size of a WGBS dataset,

respectively. In fact, 30 WGBS datasets (total of 840 million CpG sites) would approximately in-

clude the same number of CpG sites as 210 RRBS datasets or 988 EPIC datasets. As such, even

though these analysis tools may work with a fewWGBS datasets (i.e up to 4–5 datasets), they were

simply not designed to deal with a large number of WGBS datasets efficiently.

A large part of this issue is the underlying programming language used to develop these tools
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— the R programming language. The R programming language has many issues that make it harder

to develop tools that scale well with larger datasets. This is principally due to the fact that the R

programming language was designed to make the programmer experience better rather than being

computationally performant.

Firstly, the R programming language is single-threaded by design and is extremely memory

inefficient [106]. Even using basic computing patterns can be extremely inefficient with the R pro-

gramming language; for example using a for loop (which is a fundamental tool in any language) is

inherently inefficient. Any data processed by R needs to be completely loaded into the RAM (i.e. the

onboard memory). Furthermore, R employs a copy-on-modify policy which means that R creates a

separate copy of an object (which also needs to be stored in the RAM) when applying modifica-

tions or processing [107]. Operating systems can help with cases where R requires more RAM than

is available by off-loading data from the RAM to a swap file on the hard drive. However, using a

swap file can further decrease performance because I/O (i.e. speed of access to the data) is sig-

nificantly slower with the hard drive compared to the RAM. Accordingly, using an alternative more

efficient language is highly desirable.

On the other hand, due to the popularity of the R programming language amongst the epige-

nomic and the wider scientific community, it is appropriate to use the R programming language to

ensure that any developed scripts and tools are more widely accessible to researchers. Therefore,

it is important to explore methodologies to make analyses efficient within the R ecosystem. Compu-

tational efficiency in the R language can be improved by developing functions in a different, faster

language, with multi-threaded support (i.e. C++ or Fortran) and in a manner that they can be used

within R. Further to this, when developing, it is important to be aware of the common pitfalls within

the R language and avoid such cases.

Since a single typical WGBS dataset has approximately 28 million rows, and a typical anal-

ysis would involve multiple datasets, it is important to ensure that all analysis code is efficient and

scalable enough to be able to deal with large amounts of data. Common methylation analysis tasks

include collapsing strand information, merging data from numerous samples, and pair-wise compar-

isons. These tasks involve creating union joins between large datasets based on the chromosome

and position number. These processes are extremely computationally intensive and are not speed
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or memory-efficient even when using base R functions (i.e. functions included by default within the

language) or the purpose-built functions from published libraries (e.g. bsseq, Methylkit and RnBeads

[108–110]).

To overcome these limitations, a novel tool, Methylation Analysis ToolkiT (MATT), was devel-

oped in the R programming language that provides more efficient implementations of these standard

methylation analysis tasks to analyse large cohortWGBS (and RRBS) studies. MATT does not import

any existing methylation libraries but is designed from the ground up for the vast amounts of data

included in large cohort studies involvingWGBS datasets. MATT uses an R.data.table backend and

an optional caching design to achieve high performance and memory efficiency.

3.1 Performance & Memory Efficiency

MATT utilises a few different approaches to decrease memory usage during processing while also

decreasing computation time. Computation time is substantially decreased by leveraging R.data.table’s

heavily-parallelised, underlying C++-powered framework.

R.data.table is an open-source framework that provides an optimised data structure built on top

of R’s default data.frame data structure.

The framework is heavily optimised in terms of speed and memory usage and is designed for

large datasets. It has a different, more concise syntax compared to base R. Importantly, the R.data.table

library provides a system for storing and processing large datasets in an extremely memory-efficient

manner.

An up-to-date, open-source benchmark shows that R.data.table is significantly faster compared

to popular alternatives on a single node (including Spark, ClickHouse, Julia’s DataFrames.jl and

Python’s pandas library) [111]. In fact, this benchmark presents the results, involving complex pro-

cessing (i.e. joins, summarising by variables), for very large datasets (i.e. one billion rows and nine

columns). A direct comparison with MySQL or Hive (Hadoop) is not available in this benchmark

since R.data.table is significantly faster than these popular databases. In fact, the official Clickhouse

benchmark shows that its average query speed is a 100 times faster than Hive and 360 times faster

thanMySQL (with a dataset size of 100million), and R.data.table is 1.5 times faster than ClickHouse
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[112].

As a result, by using an R.data.table backend, MATT benefits tremendously from the underlying

power and performance of the R.data.table framework.

In addition, MATT utilises alternative algorithm implementations with a lower time complexity

such that the computational complexity does not drastically increase as the data size grows. Fur-

thermore, instead of using R’s default copy-on-modify policy, MATT only keeps a single copy of

the data and directly modifies the same R.data.table object during processing by using its reference

within the memory (RAM). This helps to decrease the amount of memory used during processing

significantly.

Moreover, information that can be quickly recalculated, is removed from objects. For example,

the end position, which is one position ahead of the start position, is removed by default. The end

position is rarely required, however, in cases where it is required, this is easily and very quickly

recalculated. In this manner, out of the original 11 columns in the bedMethyl format, only four

columns are retained (chromosome, start, total coverage and methylation value). Thus, only 114

million data points are retained (i.e. 4 columns for 28 million CpG sites) instead of 308 million data

points (i.e. 11 columns for 28million CpG sites). Furthermore, depending on the function, the original

object in memory is updated to remove all unusable information within the function in question (e.g.

removing all CpG sites/rows that are not sufficiently covered).

With MATT, a single dataset at 30x coverage typically has roughly 28 million rows and four

columns (as described above). This single dataset takes approximately 860MB of RAM space,

which increases linearly as the number of rows increases (i.e. 10, 20, and 30 datasets require

10.5GB, 21GB and 31.5GB of RAM, respectively). To make use of MATT’s and R.data.table’s

internal parallelisation and other optimisations, multiple datasets are merged into a single object.

In merged objects that contain information from multiple datasets, an additional column specifying

the dataset identifier is added (i.e. 2 datasets would be stored in a single object of 56 million rows

and five columns). In this manner, it becomes possible for MATT to efficiently run computations per

each group. For example, to calculate the mean coverage for each chromosome in each dataset,

MATT would first identify all the possible combinations of dataset identifier and chromosomes, and

thereafter, process each group in parallel.
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Figure 3.1: Computational andmemory efficiency ofMATT vs vectorised Base R implementations of extracting

a single chromosome from each dataset. The time-taken and memory allocated by each process

are shown when carrying this task out with 1, 10, 20 and 30 datasets. Each task was repeated

ten times to calculate the mean time-taken and memory allocation. The two outliers shown in the

time-taken panel are an artefact that took longer due to R’s internal garbage collection process.

In the below section,MATT is comparedwith base R in carrying out common tasks to demonstrate

and emphasise MATT’s computational and memory efficiency compared to alternatives (bsseq,

Methylkit and RnBeads which do not provide specific functions to carry out these tasks, and a user

would be forced to use base R to carry out such tasks when using these libraries).

One common task is to extract a smaller subset from a dataset, for example, extracting data for a

single chromosome. Here, the initial test is to extract Chromosome 1 from 1, 10, 20 and 30 datasets

while measuring the computation time along with the additional memory allocated for carrying out

the task (this does not include the memory allocation of the original dataset). It is important to note

that a single dataset has 28 million rows and 4 columns. In contrast, with 30 datasets, there are

840 million rows and 5 columns, where the fifth column specifies the dataset identifier. This task is

repeated ten times to allow for the mean time duration and memory allocation to be calculated.

The computation time, together with the memory allocation, are shown in Figure 3.1. With

Base R, extracting a single chromosome took 918ms, 11.5s, 22.6s and 37.7s for 1, 10, 20 and

30 datasets, respectively. Furthermore, this process took 800MB, 9.05GB, 18.1GB and 27.4GB of

RAM allocation for 1, 10, 20 and 30 datasets, respectively.
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On the other hand, extracting a single chromosome with MATT took 85ms, 1.09ms, 5.65s and

3.24s for 1, 10, 20 and 30 datasets, respectively. This process took 78.5MB, 958.7MB, 1.87GB

and 2.81GB of RAM allocation for 1, 10, 20 and 30 datasets, respectively.

As shown in Figure 3.1, there are two data-points produced during the benchmark that takes

significantly more time. The added computation time is because the R’s garbage collection is run,

which is where the language attempts to recover free memory by removing objects that are no longer

required.

In conclusion, for this simple task of extracting a single chromosome, MATT is roughly ten times

faster and requires ten times less memory allocated for this task. These simplistic results suggest that

MATT can deal with ten times more data than Base R when using the same amount of RAM and CPU

compute.

A more complex task would be to calculate the mean methylation for each chromosome in each

dataset. To make the results more useful, a vectorised implementation (instead of a naive, slower

for-loop implementation) in base R was compared to the corresponding single line command with

MATT. As shown in Figure 3.2, MATT significantly outperformed base R, especially as the number

of datasets increased. This is largely because MATT (and the underlying R.data.table framework)

are extremely suited to running functions on grouped data. Here, each group is processed in par-

allel using multiple CPU threads; the mean function itself is also optimised within the R.data.table

framework.

With Base R, this task took 8.78s, 33.9m, 1.97h, 4.67h for 1, 10, 20 and 30 datasets, respec-

tively. Furthermore, this process requires 5.93GB, 1023GB, 3.38TB, 8.02TB of RAM allocation for

1, 10, 20 and 30 datasets, respectively. On the other hand, with MATT, this process took 453ms,

17.8s, 34.4s, 52.3s for 1, 10, 20 and 30 datasets, respectively and required 672MB, 6.33GB,

12.7GB, 19GB of RAM allocation for 1, 10, 20 and 30 datasets respectively.

Therefore, as shown in these two examples, MATT is approximately 321 times (at 30 datasets)

faster than the corresponding vectorised implementation in base R. More importantly, MATT utilises

approximately 433 times (at 30 datasets) less RAM than base R, saving 8TB of RAM at 30 datasets.

This more complex task is an excellent example demonstrating how much better MATT is than

base R when grouping and processing large datasets. Therefore, these results make MATT the obvi-
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Figure 3.2: Computational and memory efficiency of MATT vs Base R vectorised implementations when cal-

culating the mean methylation for each chromosome in each dataset. The time taken and memory

allocated are shown when carrying this task out with 1, 10, 20 and 30 datasets. Each task was

repeated ten times to calculate the mean time-taken and memory allocation.

ous choice when analysing more than a single WGBS dataset.

3.2 Caching & out of Memory Analysis

A single 30x dataset takes approximately 860MB of RAM space with MATT, which increases lin-

early as the number of datasets increases (see the previous section). As a result, WGBS analysis for

large cohort studies can only be carried out on high-performance computers with a large amount

of spare RAM space. Since RAM space is still significantly expensive compared to fast hard drive

space, out-of-memory options were explored and implemented into MATT.

The majority of MATT’s potential users are expected to use the library interactively and over

multiple days, as the downstream analysis can rarely be completed in a single day. Moreover, it

is typical to update plots/results during the review phase of submitting analyses to peer-reviewed

journals. As such, caching (or out-of-memory) options are also useful in such situations, as it allows

users to avoid having to re-run computationally heavy processes and load a cached copy of objects

very quickly.

Moreover, different functionswithinMATT commonly carry out similar time-consuming andmemory-

62



RESULT CHAPTER 3. METHYLATION ANALYSIS TOOLKIT

consuming computations and therefore, utilising caching within these functions allows users to avoid

running the same or similar computations more than once.

Several caching options are available within the R ecosystem to serialise R objects into a file

stored on the hard drive and then subsequently retrieve them back into memory as an R object.

Firstly, base R has many functions (save()/ load() and saveRDS()/ loadRDS()) for saving

and loading R objects into and from a binary file. Moreover, the R.datatable framework, uponwhich

MATT is built, also has a number of functions (fwrite() / fread()) for storing tables into a text-

based, delimited file. Other alternative libraries for serialising tables into a file include FST, Feather

and Apache Arrow [113, 114].

FST is a library that only produces files in a binary format with customisable levels of compres-

sion. Importantly, the FST library provides in-built support for R.data.table framework. Specifically,

the FST library can serialise data types specific to the R.data.table framework and when loading

from a cache file, automatically convert the data to the R.data.table format (without the overhead

of actually converting to R.data.table). Furthermore, the FST library remembers keys such that the

reloaded objects are assigned the correct keys. This is also achieved without the added computation

by actually setting keys.

Apache Arrow is a much larger project that is built around the Apache Parquet format. The

Parquet format is a column-oriented, tabular data storage format largely used in Hadoop systems

(and has many cloud-based applications, e.g. with AWS Glue). Apache Arrow provides an API

written in numerous languages that allow converting data to and from objects in each language. As

such, Apache Arrow seems highly useful to end-users who may wish to use the cached temporary

data files in other languages or with cloud-based services (such as AWS Glue).

Feather is another serialisation library that is part of the tidyverse framework, and as such, does

not support R.data.table objects natively. The Feather format has recently been incorporated into the

Arrow library and all further development is undertaken as part of the Arrow library.

In this case, with MATT, the priority would be the speed of reading and writing cached data

as well as the storage size of the cached files. Therefore, a benchmark was carried out, testing the

speed and size of caching a standard 30x methylation dataset.

As shown in Figure 3.3, the FST library has the fastest reading and writing speed. Furthermore, it
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uses very little memory when reading from the cache and requires almost no memory when writing

it. Moreover, the output’s file size can be further decreased by further increasing the default com-

pression from 50 to 100 (i.e. the maximum compression rate). Alternatively, the default compression

value can be decreased to further increase the reading and writing speed of the cached files.

As a result, the FST library was selected to serialise tables for on-disk caching within MATT. This

has been implemented in a transparent manner, where most computationally heavy functions can

automatically benefit from relevant cached objects.

Firstly, by default, MATT creates a folder in the current work directory named matt_cache_store.

This is not a hidden folder since the folder can become quite large, and as such, it is better to ensure

that the end-user is aware that a cached folder is present. By default, the location of this folder is

stored in a global variable (options("matt.cache_directory")) that is set when the library is

loaded. The end-user can easily update this folder location by updating the value of this global vari-

able. In this manner, users can also set this location to networked attached locations or on SSHFS

or CIFS mounted locations. Moreover, all relevant functions have a parameter that can be used to

override this global variable and use a cache file from a different location.

Furthermore, functions also have a parameter (use_cache) for whether to use the cache at

all; it is possible to force a specific function to re-generate the data instead of using a cached file.

Additionally, with the update_cache parameter, end-users can control whether an existing cache

file can be overwritten. Importantly, the user is informed in a clear manner (using time-stamped log

messages), when data is loaded from a cache file or if a cache file is written or updated.

MATT can be used in a cache-first manner, which drastically reduces the memory footprint to

the bare minimum. Within MATT, this mode is known as the ‘placeholder mode’ as all returned

objects are special objects, referred to as placeholders, instead of large objects. These placeholder

objects only contain a small subset of the data (first five and last five rows) as well as some basic

metadata and a cache object identifier. This cache object identifier points to the cache file where

the entire dataset is stored. The metadata stores a variety of useful information, for instance, when

storing multiple datasets in a single object, the start position of each dataset in the object is stored,

and thereby allows for a specific part of the object to be retrieved from the cache.

The placeholder object can be passed to MATT functions in the same manner as normal MATT

64



RESULT CHAPTER 3. METHYLATION ANALYSIS TOOLKIT

objects. Internally, MATT is able to recognise these special objects and automatically pull data from

the cache and continue as normal. After processing, before the end of the function, this dataset is

automatically removed from the memory.

When attempting to view a placeholder object, the first five and last five rows are displayed (in

the same way as actual MATT objects) without accessing the cache. However, when attempting to

view or process any further data, this call is passed to a custom function within MATT that loads the

cache file and then runs the relevant processing as required.

This placeholdermode is controlled by global variable, (options("matt.placeholder_mode")),

that all functions check before returning objects. Furthermore, each function also has a parameter

that could be used to control this mode in a more localised manner (which overrides the global vari-

able for the function in question). Moreover, it is possible to convert between the two formats (i.e.

from placeholder to actual MATT object or vice versa) at any point.

In conclusion, matt.placeholder_mode allowsMATT to function with aminimal memory foot-

print. Due to the speed of the underlying caching library (FST), functions only take approximately

a second longer in order to read the cached file into memory. This mode is largely designed for

cases where sufficient memory is not available, but in most cases, especially when dealing with 10s

of WGBS datasets on a HPC, this mode is not required.

3.3 Reading Methylation Count Files

MATT can read and process data from bedMethyl format datasets directly. Moreover, MATT sup-

ports the GemBS custom format and the output from multiple other common pipelines includes bis-

mark and BSmap. Furthermore, users can easily import data in other formats (e.g. any delimited-type

file) as long as all relevant data is available. Here, users with custom file formats will provide MATT

with details on which columns to use and the information each column contains. Using this informa-

tion, MATT attempts to read data from the source file using the parameters provided.

MATT natively supports compressed files (including gzip and bgzip compression) and can di-

rectly read the file stream as the data is being decompressed. The type of compression used is

automatically determined from the file ending, but this can easily be overridden through a function
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Figure 3.3: Benchmark of several R serialisation functions (including functions from base R, R.data.table, FST,

Feather and Apache Arrow). [A] The Speed and memory allocated when running common seri-

alisation writing methods. [B] Speed and memory allocation when running numerous serialisation

reading functions. [C] The file sizes of the output produced from different serialisation methods.
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parameter. Furthermore, a command-line preprocessing command can be used as the input instead

of a file path. This is particularly useful if the file needs to be preprocessed before it can be read by

MATT or if the file is compressed using a method not supported by MATT. One example where this

is particularly useful is extracting data for a specific area within the genome. For example, by using

tabix from the samtools package (e.g. “tabix file_name 1:35000-50000”), the relevant area

(e.g. chromosome 1 35000 to 50000) can be extracted from the original file and the output stream

would directly be parsed by MATT. Another more common use-case would be removing lines that

some packages add to the beginning of their output without explicitly adding a comment character

(all lines starting with # are automatically ignored). Here, the Linux system command ‘grep’, together

with the inverse option (-v), is particularly useful. For example, to decompress and ignore the first

line starting with ‘track’, the following command (zcat file_name | grep -v '^track') could be

passed to MATT using the cmd parameter.

Furthermore, by default, MATT automatically determines the delimiter used in the file. This is im-

plemented by trying each of the following potential delimiters on a small subset of the data: comma,

tab character, a space character, pipe character (|), semicolon and colon, and identifying the de-

limiter that produces the maximum number of columns. Again, this is an option that can be easily

overridden using a function parameter.

Moreover, MATT only extracts the relevant columns from the input file, which in turn decreases

the memory usage when importing data. MATT attempts to use multiple threads when reading the

file. This is particularly useful when dealing with compressed data but also helps when dealing with

uncompressed data. Lastly, if it is expected that it will take longer than three seconds to read the

input file, a progress bar is displayed.

Once the data is loaded into memory, MATT immediately processes the data further.

First, MATT attempts to map the data against a reference build. MATT includes the methylome

build of the hg19 and hg38 human references (i.e. the positions of CpG sites in both builds); how-

ever, an alternative build can be used. A separate compiled command-line script (written in the

Crystal Programming Language) is available for extracting CpG sites (on both strands) from a ref-

erence Fasta file. By mapping to a reference dataset, it becomes easier to merge data from multiple

datasets, such that data from each dataset can be pasted together. On the other hand, if the data
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is not mapped to the reference dataset, merging data from multiple datasets is significantly more

computationally heavy. MATT informs the user how much of the data maps to the reference and

highlights cases where less than 80% of the data is mapped and suggests potential configuration

issues. Importantly, a common issue with genomic datasets is that different files utilise different co-

ordinate systems (i.e. 1 based (e.g. VCF files) vs 0 based (BED files)). This causes issues if the input

data utilises a different co-ordinate system compared to the reference that MATT uses.

Secondly, MATT normalises the chromosome column (by removing the ‘chr’ prefix, if present)

and the methylation value (by converting from fractions to percentages). Thereafter, MATT merges

data from both strands, if available, by adding together the coverage values from both strands and

then re-calculating a merged methylation value for each CpG site. This is achieved by separating

the data by strand and then merging two subsets based on the chromosomal position.

Finally, the processed input dataset is analysed for CpG sites with extremely high read coverage.

For example, due to mapping issues with highly repetitive regions and other technical sequencing

issues, certain CpG sites can have extremely high read coverage (i.e. greater than 10,000x). It is

important to deal with such CpG sites as they can adversely affect any subsequent analysis. With

MATT, the data from these positions are masked rather than removed (i.e. the coverage and methy-

lation value are set to missing (i.e. the NA symbol within the R programming language)). This is

important, as the data has previously been aligned to the reference methylome, and removing CpG

site positions is not ideal.

Generally, CpG coverage follows a normal distribution, and as such, extreme values (i.e. the

tails of the normal distribution) can be removed by using a cut-off as calculated in Equation 3.1.

Using standard deviation is a common method of calculating a cutoff in normal distributions; with

3 standard deviations, only 0.135% of the data would be removed under the assumption that this

distribution follows a normal distribution. An alternative to standard deviation would be to use mean

absolute deviation (MAD) (see Equation 3.2), which uses the Manhattan distance to measure the

dispersion of the data rather than the Euclidean distance (as would be the case with standard devi-

ation). Using MAD for this metric would be more suitable, as large outliers have a larger effect on

the standard deviation than the MAD. As a result, the cutoff using the MAD is likely to be higher than

that calculated with standard deviation. Another option for dealing with extreme values is to use
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percentiles, where data above a certain percentile (e.g. 99%) would be filtered. By default, MATT

uses the MAD to calculate the cutoff (as per Equation 3.2), but provides options to use the standard

deviation or percentiles if a user wishes.

y = µ+ 3× σx (3.1)

y = µ+ 3×MAD (3.2)

At this point, MATT caches the object to allow faster subsequent access to the data. Impor-

tantly, MATT does not mask low coverage data before caching. Rather, the entire dataset is kept

in the cache, and relevant subsequent functions provide a min_cov parameter so that this is easily

configurable.

3.4 Processing Methylation Datasets

MATT includes several functions for processing methylation datasets.

In particular, MATT can merge data frommultiple datasets efficiently. When reading rawmethy-

lation data, MATT gives the user the option to align the dataset to a reference dataset. In this case,

MATT can concatenate columns from different datasets since they are already aligned to the same

reference dataset. However, if MATT is not aligned to a reference dataset, then a different approach

is taken. As shown by the mean grouping task described in Figure 3.2, MATT is particularly good

at grouping data based on several variables. Here, the rows from the different datasets are first

concatenated to produce a long dataset with 5 columns (i.e. the dataset ID and the four columns

in each dataset). Next, the data is converted from ‘short-format’ (i.e. many rows, few columns) to

‘long-format’ (i.e. fewer rows, more columns). This is more computationally efficient than repeated

pairwise comparisons, which is the methodology used by many existing libraries.

Moreover, MATT includes efficient functions for carrying out a pairwise comparison based on

the chromosome and start/end position. By default, MATT sorts and generates a binary indexing

key for the chromosome and start columns. For objects containing multiple datasets, the binary in-
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dexing key also includes the dataset identifier. This makes it easier to merge two indexed datasets by

carrying out a binary comparison between the two sets of columns from each dataset. In this manner,

when the same chromosome and start position are found in both datasets, the data can be merged.

Furthermore, through a function parameter, it is possible to additionally include all unmatched data

in either or both datasets. Alternatively, by using an alternative function parameter, it is possible

to match to the closest chromosome, start position (instead of looking for an exact match). These

merging functions are built on top of the functions provided by the R.data.table framework, which

are more efficient and faster compared to alternatives within the R language and other common

database solutions.

3.5 Plotting & Visualisations

MATT also includes useful functions for summarising data before plotting and providing functions

for drawing common and useful visualisation. With many types of plots (e.g. bar/density plots,

heatmaps etc.), common plotting functions (e.g. from base R and ggplot2 library) have to prepro-

cess and summarise the data before the plot can be generated. However, these functions were not

designed with large data in mind and, as such, either take a significant amount of time or cause an

out-of-memory error. As a result, MATT provides alternative implementations of these preprocess-

ing functions that are designed for big data. Moreover, scatter plots produced with existing plotting

functions draw a new point for each data point. However, with 10s of millions of data-points, this

usually means that many points are drawn on top of one another; this significantly increases the

computation time and file size unnecessarily. In fact, such vector-based outputs may even be too

large to open with standard programs.

MATT has an alternative implementation for scatter plots that significantly increases the perfor-

mance and memory efficiency. First, MATT determines the size of the dot to be used in the scatter

plot. Next, MATT treats the plot area as a matrix based on the dot’s size (i.e. similar to a pixel map)

and then determines whether a dot needs to be drawn in each dot-sized cell. Additionally, a colour

gradient can also be added to show the dots’ density in each cell within the plot-matrix.

Lastly, MATT makes it easy to include axis / marginal plots that summarise data along an axis.
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This is particularly useful when considering the amount of data plotted. For example, this could be

a boxplot or a bar plot showing data distribution across an axis.

3.6 Distribution & Coding Style

Developing MATT would not have been possible without the work of numerous open-source li-

braries. As such, this ethos has been carried forward, and MATT has been released under the MIT

license. This allows other users to use the codebase in any manner whatsoever, for commercial or

private use, without any liability or warranty provided. Moreover, the MIT license means that there

are no limitations on modifying the codebase and distributing the codebase further. Therefore, it is

hoped that releasing MATT in an open-source manner will help move the field forward.

The codebase has been released on Github as an R package. Since the R package has not

currently been released to Bioconductor, the R package will need to be installed directly fromGithub

using the remotes package (which is part of the R extended standard library).

The codebase itself has been written following the tidyverse style guide where possible [115].

Furthermore, some basic unit tests have been written to ensure that individual parts (as well as the

package as a whole) work as expected during its software lifecycle (i.e. as it is maintained and up-

dated). This is implemented using Docker images and GitHub Actions. Each time a new commit (i.e.

an update) is pushed to GitHub, Github Actions triggers the continuous integration workflow. Here,

a docker image based on Ubuntu is downloaded, and then a copy of MATT is downloaded and

installed from the GitHub repository. Thereafter, several tests are carried out using test data. Specif-

ically, the output produced when running different functions from the MATT package are compared

to the expected value. When the output differs from the expected value, an email is sent to the pack-

age maintainer and the individual who updated the GitHub repository last. Furthermore, a badge

on the package home page is updated from green (i.e. passing tests) to red (i.e. failing tests), which

helps inform end users that output produced from the library may differ from expected.

Data from the PGP-UK is used for unit testing due to the fact that all data is available under a

CC-O license, which means that the data can be made public [86].
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3.7 Discussion

In summary, MATT is a useful tool for processing a large number of genome-wide methylation

datasets within the R programming language. In particular, MATT’s memory efficiency and com-

putation speed make it an ideal solution for large-scale projects and smaller-scale projects where

the speed of analysis is important or significant computational power is not available.

It is expected thatMATT will further improve as the underlying language improves on the account

of the language gaining popularity with data scientists working on ‘big data’. Furthermore, in the

short term, MATT will hugely benefit from updates from the R.data.table framework, especially since

the library is under heavy development and corporate sponsorship.

Even though MATT is a lot better compared to alternatives when it comes to computation speed

and memory usage, there is still lots of room for improvement. Specifically, a memory profiling

tool was not used during the development of the tool and as such, slow and memory-inefficient

parts of the codebase can be further improved. Furthermore, even if these parts of the codebase

cannot be improved, this process would help identify and mark relevant codebase regions for future

improvement.

Currently, MATT has been written in a manner that assumes a single HPC node is used and, as

such, is not designed for multiple node computing (e.g. distributed nodes on a cluster or the cloud).

Multiple node computing would be useful to help generate cache files for all datasets and run other

computationally heavy functions (for example, producing the cache files for pairwise comparisons).

This could potentially be implemented using a wrapper script written in a workflow language that

uses MATT to generate cache files. These cache files could then be used interactively on a smaller,

single computing node.

For large studies, MATT heavily depends on out-of-memory processing using cache files gen-

erated with the FST library. However, there is still some overhead when converting from the FST

serialised format to the R.data.table data structure that MATT utilises. The ideal solution would be to

store the data in the cache files in the same format that they are stored in the RAM. This has been

implemented in the Python port of the R.data.table framework using Jay files, and it is expected that
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the R.data.table framework will eventually also develop the corresponding implementation in the

R language. When this feature is implemented in the R.data.table framework, it will be extremely

beneficial to update MATT to use Jay files.

Alternatively, or potentially in parallel, it may be useful to explore the Parquet format as a caching

format in more detail. The Parquet (and the corresponding Arrow library) are supported by large

organisations and a larger community compared to FST. This is because the Parquet format is more

widespread, and corresponding libraries supporting the format are available in more languages.

Furthermore, cloud computing services (such as AmazonWeb Services (AWS)) use the parquet for-

mat in many of their services. For example, AWS Glue is a serverless ETL (Extract, Transform, Load)

service, which natively supports the Parquet format. Moreover, as the AWS Glue is a serverless

service, end-users only pay for the time taken to run queries (for example, using SQL through AWS

Athena) and therefore is very cost-effective.

Since a Python version of the R.data.table framework exists, it would be trivial to develop a

version of the MATT package that is written using the Python data.table framework in the Python

programming language. In this manner, MATT would immediately benefit from the added features

included in the Python data.table framework (for example, Jay files could immediately be used for

out-of-memory analysis). Furthermore, this would allow for easier integration with other existing

Python and Cython libraries. Moreover, because Python is more commonly used amongst data

scientists, a Python version of MATT would be more accessible to some bioinformaticians.

One issue with MATT is that it does not include functions for carrying out differential analysis.

However, existing libraries, such as limma, could easily be used on the output produced fromMATT

with little, if any, processing. In fact, RnBeads internally leverages the limma package for its dif-

ferential analysis functions. Methylkit utilises a different methodology (F-test / Chi-squared test) for

identifying DMPs and DMRs. In the future, it would be possible (and preferable) to develop functions

within the MATT package that converts the output data structure to the corresponding data structures

in bsseq, RnBeads and Methylkit. However, the ideal solution would be to implement a custom

T-test (or F-test / Chi-Squared) based differential methylation analysis for MATT. This is due to the

fact that developing a custom implementation is likely to be significantly more efficient compared to

limma or methylkit, especially since limma was initially developed for microarrays and methylkit was
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developed for RRBS datasets.

Furthermore, MATT currently lacks extensive documentation. Thus, it is essential that this is added

to the package as soon as possible to make it easier to use for end-users. Additionally, a tutorial with

exemplar data would help demonstrate the potential of theMATT package. One of the tool’s biggest

benefits is the computation speed and memory efficiency of various functions, and it would thus be

useful to publicise the output of benchmarks on the package home page. Ideally, the benchmark

would be automatically run each time the codebase is updated (i.e. via Github Actions), which is

then automatically displayed and published on the package home page. This would help ensure

that new features and updates do not adversely affect computational speed and memory efficiency

of the library. Moreover, the tool would also benefit from in-line code documentation to help future

maintainers update the codebase.

Furthermore, the unit tests currently have a low code coverage — i.e. a small percentage of the

codebase is tested in the automated testing with the continuous integration setup. As such, increasing

the unit test’s code coverage would be desirable and would help make the codebase more resilient

in future updates. For example, when maintaining a codebase, small updates can have far-reaching

effects on different parts of the codebase. With extensive automated unit testing, a large percentage

of the codebase is tested to ensure that there are no unexpected effects of an update. Moreover,

a high code coverage could be displayed on the package home page, increasing the confidence

end-users have in the package.

Even though current benchmarks demonstrate thatMATT can efficiently deal with 100s ofWGBS

datasets, there is still an increase in computational power requirement (i.e. in speed and memory

allocation) as the number of dataset increases. Therefore, for a larger number of datasets, it would be

useful to develop an alternative packagewritten in a language designed for speed (e.g. in the crystal

language). The Crystal Language has only recently come out of beta, however, the main benefit of

the language is that it offers the speed of the C programming language while having an easy-to-use

syntax (inspired from the ruby language). Importantly, with theCrystal language, the tool is compiled

into a static binary, which only needs to be downloaded (and does not require any installation). This

is particularly useful in academic setting where end-users rarely have admin (or sudo) permission to

install new software. Such a tool could be designed as a command line tool (i.e. similar to Bismark
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etc.) so that the tool would be used after GemBS or Bismark in the command line. The tool would

process methylation datasets in a similar manner to MATT and generate several outputs, e.g. a set

of DMPs and DMRs and any other temporary files including matrix summary datasets etc. Ideally,

these output files would be written in the Parquet format, which would allow end-users to access

these files in other programming languages (e.g. R) for further interactive analysis.

When developing MATT, one of the initial consideration was developing the package on top

of a graph database (e.g. Neo4J). Graph databases are known to be extremely efficient in terms

of space, computation and scalability. Here, in a graph database, each data point is represented

as nodes in space with relationships between the data points defined. As part of this exploration, a

basic implementation of the methylation graph database was developed. Here different CpG sites

are represented as nodes within the graph database, connected together with the distance between

the two CpG sites stored as a relationship property. Different samples/ dataset (stored as a different

type of node) are then connected to each CpG node (present in that dataset), storing the methylation

and coverage values as properties.

However, when used together with R, it was discovered that this was no longer an ideal solution,

as data still had to be entirely read into memory before any further analysis could be carried out.

Furthermore, the overhead of reading and writing to the graph database is quite computationally

heavy. An alternative explored was to process the data within the graph database without moving

data between the two languages. However, at the time, there was no official library for connecting

and running queries in Neo4J from R. Recently there has been some effort in developing an official

library for this purpose, however, the library homepage explains it is still experimental.

As such, the current implementation of MATT was developed on top of the R.data.table frame-

work. In further iterations of the MATT package written in Crystal (or a different language), it may

be useful to reignite this graph-based database. Graph database have successfully been used in

other fields for storing and processing large amounts of data. Moreover, the server-client approach

of the Neo4J graph database would allow independent, parallel processing from multiple nodes.

Even the current alpha implementation would be useful to the wider community as a standalone

database engine for epigenomic datasets. The database would be extremely space, memory and

computationally efficient and could efficiently power web servers. The schema together with the
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scripts for reading BedMethyl datasets into Neo4J could be published and made available pub-

licly. An offshoot of this graph database exploration has already been published, by myself and

collaborators, for a genomic use case (Pheno4J — Phenotype to Gene Graph database) and is

already used in several projects within academia and the industry [116].

In conclusion, MATT is a valuable tool for efficiently processing of 100s WGBS datasets. Its

superior memory-efficiency and computational speed helps save hours of time and terabytes of

memory (RAM) when compared to existing toolkits — even when dealing with just 10s of datasets.

In summary, MATT is already relevant today by speeding up analyses involving large cohort RRBS

and WGBS datasets.
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WGBS Imputation Benchmark

The high costs of producing WGBS datasets have prevented the adoption of WGBS datasets in

epigenomic studies on a large scale within the research community. Currently, the vast majority of

epigenomic studies only focus on a small percentage of the epigenome (i.e. 3% and 14% of the

epigenome with EPIC and RRBS studies, respectively). As discussed in Chapter 1, one methodology

of decreasing the cost associated with producingWGBSwould be to sequence at a lower coverage

and then use imputation to recover any missing information.

Thus, imputation is a valuable technique for improving the quality of low-coverageWGBSdatasets,

as attested by its capability to drastically increase the number of CpG sites included within a dataset.

An ideal solution for the imputation of methylation data would be to generate high-quality reference

datasets (i.e. with a CpG coverage greater than 100x), which could then be used for the impu-

tation of other lower quality datasets. However, as methylation data is quite heterogeneous and

cell-type specific, it is not feasible to sequence reference datasets for each cell type at every devel-

opment stage. Therefore, it is most useful to impute missing data using information leveraged from

high-quality data within the same dataset. Even within a single dataset, the amount of data (i.e.

28 million CpG sites) means that sophisticated machine learning methodologies, as well as more

simplistic approaches, can be applied.

Using accurate data in research studies is of utmost importance; inaccurate data points can

lead to adverse consequences such as incorrect conclusions being made. Therefore it is impor-

tant to ensure that imputed values are as accurate as possible and do not significantly increase the
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dataset’s noise. As such, a benchmark of existing DNA methylation imputation techniques, illustrat-

ing the accuracy of imputed values, would be valuable. Furthermore, such a benchmark would help

demonstrate how the accuracy of imputation is affected as the dataset coverage changes.

By definition, imputation is only carried out on missing values, and as such, the corresponding

actual value of the missing value is unknown. Therefore, for the purpose of a benchmark, imputation

needs to be applied to cases where the corresponding actual value is known. One solution is to use

downsampled datasets (at different coverage levels) produced from a high-quality dataset, where

the actual value of all missing data points can be determined from the corresponding value in the

high-quality dataset. In this manner, it becomes possible to determine the accuracy of the imputation

technique. Furthermore, with this plan, it becomes possible to explore how the coverage levels affect

the imputation accuracy and the extent of imputation and data recovery.

As such, two different publicly available high-quality datasets (at 100x coverage, S1_W1 and

S2_W1) were used for downsampling, producing a total of 48 downsampled datasets (six datasets

at eight different coverage levels). See Section 2.1.2.1 and Table 2.2 for further information. In this

benchmark, each downsampled dataset was compared to the corresponding high-quality dataset

that it was downsampled from. Furthermore, all summary statistics and plots are generated by cal-

culating a mean across the six downsampled datasets at each coverage level.

4.1 Baseline Error

Imputation accuracy calculated using downsampled datasets is likely to be over-estimated due to

an expected decrease in accuracy from having data with a lower CpG coverage. It is important to

determine the baseline error (or residual noise) due to the downsampled data being at a lower CpG

coverage. This can be calculated by comparing methylation values in each downsampled dataset

to the original dataset.

Figure 4.1 shows the baseline error present in each downsampled WGBS dataset. Each plot

includes summarised information across six different downsampled datasets at each coverage level

(where the downsampled dataset is compared to the corresponding high-quality dataset). As the

downsampled dataset coverage increases, the distribution shown in Figure 4.1 moves closer to the
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Figure 4.1: Baseline error in the downsampled datasets (i.e. residual noise in the dataset due to being at lower

coverage). Distributions comparing the methylation value in the downsampled dataset and the

original dataset’s corresponding actual methylation value. Each panel only includes information

fromCpG sites with a greater than 10x read depth. Any deviation from the y = x axis corresponds

to an error in the methylation value. Each panel corresponds to a specific coverage level (i.e.

panels A-H correspond to D05, D07, D10, D15, D20, D25, D30 and D60, respectively); also

shown in the y axis title. Each panel includes summarised information from six downsampled

datasets at that specific coverage level.
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y = x axis. This highlights the decreased accuracy in detecting the methylation value when se-

quencing at lower coverage.

Summary statistics of the baseline error are described in Table 4.1 for the entire dataset and for

a filtered subset including only CpG sites with at least ten reads. For the filtered subset of CpG sites

with at least 10 reads, there is an MAE of 5.54% (and an RMSE of 7.63 and an R correlation of

0.98) with the D05 downsampled dataset. The MAE decreases to 4.85% in D10 and 3.08% in D30.

On the other hand, the Pearson correlation is still relatively high at 0.98 at D05, 0.99 at D30 and

1.00 at D60 datasets.

Figure S3 shows that this baseline error is generally quite small across all the different genomic

features. Interestingly, the MAE is minimal in CpG islands, 5’ UTRs, promoters and the first exon.

Furthermore, in order to determine how the accuracy of the methylation value changes with

the CpG site read depth, the MAE was calculated across all sites with the same read depth. To

increase the number of CpG sites with a specific read depth (particularly sites with a lower read

depth), data were collated across all 48 downsampled datasets. In this manner, the MAE was then

calculated on CpG sites with the same read depth across all 48 downsampled datasets. As shown

in Figure 4.2, at shallow read depths, the MAE drops drastically and then slows down at roughly

7x-10x. Interestingly, at even very high read depths, the MAE does not approach zero — in fact, at

60x, the MAE is roughly 1.8% and then 1% at 115x. However, it is important to note that there are

few CpG sites at these high read depths, and as such, the MAE calculated is based on fewer data

points as the read depth increases past 60x.

4.2 Imputation Tools

As part of this benchmark, each of the missing values within each of the downsampled datasets is

imputed using several different imputation techniques and compared with one another. Specifically,

all CpG sites missing in the downsampled datasets present in the high-quality dataset are imputed.

Furthermore, all CpG sites with a read depth lower than 10x are assigned as unknown and conse-

quently imputed together with other missing value.

In order to gain a reference of how well each imputation technique performs, standard imputa-
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Figure 4.2: The effect of the coverage on the methylation MAE in downsampled datasets. All 48 downsam-

pled datasets are merged and compared to the corresponding high-quality dataset. Thereafter,

the MAE of all CpG sites with the same read depth was calculated and plotted.

tion techniques such as a random generator and mean imputation have been carried out on each

downsampled dataset. Published imputation tools including METHimpute (see Section 2.2.5.1),

BoostMe (see Section 2.2.5.2) and DeepCpG (see Section 2.2.5.3) are also explored as part of

this benchmark.

All downsampled datasets are processed using MATT (see Chapter 3), and any non-published

imputation methodology (i.e. random number generator andmean imputation etc.) are implemented

using MATT.

4.2.1 Random Number Imputation

A random number generator was used to replace each CpG site’s methylation value where the

CpG site has a low read coverage or is missing. Here the ‘runif(N, min = 0, max = 100)’

command is used to generate a set of (N) random numbers between 0 and 100.

As described in Table 4.1, the random number imputation is not very accurate. At a CpG cov-

erage of 10x, an extra 17.68M CpG sites are imputed with an MAE of 42.47 and an RMSE of

50.79. However, the Pearson Correlation shows no correlation (i.e. R = 0) between the imputed

values and the actual value. Even at a higher CpG coverage of 60x, the MAE (42.27) and RMSE
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(50.60) are still low for the extra 5.21M CpG sites imputed, and the Pearson correlation is still zero.

Furthermore, as shown in Figure S4, the absolute error is equally bad across all different genomic

features.

4.2.2 Mean

One of the simplest forms of imputation is to replace each missing value with the mean of the re-

mainder of the data. As the vast majority (more than 75%) of CpG sites tend to be highly methylated

with an absolute difference of less than 0.1 from the mean, replacing missing values with the mean

methylation value will be a close estimate of the actual methylation value for the majority of cases.

The mean was calculated using MATT and was used to replace the methylation value of miss-

ing CpG sites. Figure S6 and Table 4.1 show the performance of Mean imputation. Furthermore,

Figure S7 shows the performance of the Mean imputation across different genomic features.

At a CpG coverage of 10x, an extra 17.68million CpG can be imputed, which are, on average,

±21.90% away from the actual methylation value (MAE: 21.90 RMSE: 28.1). As such, a Mean im-

putation can provide a very rough idea of the actual methylation value, especially when compared

to the Random Number Imputation. As shown in Figure S7, in particular, Mean imputation does

not work well for CpG sites within CpG islands at all. This makes sense as the methylation value

in CpG islands tend to have a lower methylation value, while the mean methylation value tends to

be significantly higher. Other genomic regions that tend to have a higher MAE when imputing are

enhancers, 5 UTR, first exon and promoters.

One small enhancement of using a single mean would be to take into account the bi-modal

nature of DNA methylation. Specifically, with methylation data, a large per cent of CpG sites tend

to have a methylation value close to the overall mean (i.e. close to 100%), while the remainder of

data tends to have a methylation value close to 0%. As such, when plotting the DNA methylation of

all CpG sites, there tend to be two peaks, one close to 100% and a second smaller peak close to

0%. This reflects the underlying fact that DNA methylation of a single sequenced read is binary.

Here, two mean methylation values are calculated for values above and below 0.5. Moreover,

it makes sense to take into account that there is an unequal distribution of highly methylated and lowly
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methylated CpG sites. Thus, this is implemented with MATT by using a biased random generator that

selects one of the two means (i.e. either the highly methylated mean or the lowly methylated mean).

The random number generator is biased by using weights calculated on the fraction of highly (or

lowly) methylated CpG sites in the remainder of the dataset. This methodology is referred to as

Bi-Modal Mean.

As shown in Table 4.1, at 10x, an additional 17.68M CpG sites could be imputed with an MAE

of 25.70% and an RMSE 42.67. Even though Bi-Modal Mean is an improvement on the random

generator, it does not outperformMean imputation. As shown by Figure S8, the unequal distribution

of highly and lowly methylated CpG sites and the corresponding weighing of the random number

generator seems to be the reasonwhy the Bi-ModalMean imputation did not work as well expected.

Specifically, the vast majority of missing CpG sites were imputed using the highly methylated mean.

Due to the fact that the vast majority of CpG sites are highly methylated, a large percentage of

these imputed CpG sites are close to their actual value. Unfortunately, the majority of CpG sites

that actually had a low methylation value were also imputed to have a high methylation value. On

the other hand, most CpG sites that were imputed with the lower methylation value actually had a

high methylation value. This explains why the Bi-Modal Mean imputation did not work as well as

expected.

4.2.3 Last Observation Carried Forward (LOCF) & Next Observation

Carried Backward (NOCB)

Another imputation method is simply to replace the missing value with the most recent value prior to

(or after) the missing value. This is a methodology that is commonly used in clinical trials. For exam-

ple, when imputing amissing valuewhen dealingwith weekly weight measurements, the last (or next)

observed weight value is carried forward (or backward). This is particularly relevant to methylation

data because the methylation value in neighbouring CpG sites tends to be highly correlated.

Last Observation Carried Forward (LOCF) and Next Observation Carried Backward (NOCB)

imputation was implemented usingMATT and was shown to be extremely efficient — taking seconds

to impute an entire dataset.
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With LOCF imputation, an additional 17.62 million CpG sites were imputed with an MAE of

14.56% and an RMSE of 25.05. On the other hand, with NOCB imputation, an additional 17.67

million CpG sites were imputed with anMAE of 14.47% and an RMSE of 25.02. As such, both LOCF

and NOCB imputation outperform Mean and Random imputation. NOCB imputation just slightly

outperforms LOCF imputation and also manages to impute more CpG sites.

The error distributions for LOCF and NOCB imputations are shown in Figures S10 and S12,

respectively. These error distributions reflect the fact that NOCB imputation outperforms LOCF — as

shown by the higher percentage of lower frequency colours (i.e. bluer colours) away from the y = x

axis.

Figures S11 and S13 show the accuracy of the imputation in different annotations for LOCF and

NOCB imputation, respectively. Both imputation techniques have a similar overall distribution across

different annotation types. Interestingly, both LOCF and NOCB perform extremely well in CpG

islands and 5 UTRs regions and relatively well in the promoter and first exon regions. However,

both LOCF and NOCB imputation fail to perform accurately at enhancers where DNA methylation

has been shown to hyper-oscillate [117]. This is probably since there tends to be a larger number of

CpG sites with similar methylation value in CpG islands, 5 UTRs, promoters and first exons compared

to at enhancers.

4.2.4 METHimpute

METHimpute (see Section 2.2.5.1) is a published tool forWGBS DNAmethylation imputation using

HMM. The latest version of METHimpute was run on each downsampled dataset to impute with

default parameters.

The performance of METHimpute is shown in Figure S14 and Table 4.1. With the 10x downsam-

pled dataset (D10), METHimpute could impute 17.68 million CpG sites with anMAE of 16.36% and

an RMSE of 22.49. Furthermore, the Pearson correlation of the imputed values against the actual

values is quite high at 0.71.

Interestingly, METHimpute has a higher Pearson correlation than NOCB imputation, but when

comparing the MAE and RMSE, NOCB outperforms METHimpute. This suggests that even though
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the imputed values are more correlated with the actual values, they tend to be less accurate on

average compared to NOCB imputation. This is highlighted when comparing the methylation distri-

butions for METHimpute (Figure S14) and NOCB (Figure S12).

Figure S14 calls attention to the fact that the imputed values have a smaller range than 0− 100

i.e. METHimpute does not impute values at the two extremes at all the different coverage levels. Fur-

thermore, this figure highlights that most imputed values are above 50%—which largely correspond

to a methylation value higher than 50% in the original dataset. There is a higher than expected per-

centage of imputed values between 50% and 80% compared to the corresponding original dataset.

On the other hand, the values that have been imputed with a value lower than 50% correspond to

small values in the original datasets.

As such, METHimpute is very good at differentiating between highly and lowly methylated CpG

sites, which is plausibly what is manifested in the high Pearson correlation. This is likely to be due to

the fact that METHimpute underlying HMM is built using two states for methylated and unmethylated

CpG sites. The smaller range of methylation values probably increased the MAE and RMSE.

4.2.5 DeepCpG

DeepCpGwas applied to each of the downsampledWGBSdatasets as described in Section 2.2.5.3.

The imputed results were then compared to the original, high-quality dataset to determine the impu-

tation’s quality. Due to high computational requirements, DeepCpG was run on a separate server

with a graphics card (NVIDIA GeForce RTX 3090 as described in Section 2.2.6) Even with a high-

performance graphics card, the training and imputation took 6–12 hours for a single dataset.

In this manner, high-quality data (i.e. read depth higher than 10x) was exported into the TSV

format files required by DeepCpG. An additional TSV file was generated with all potential CpG

sites and provided to DeepCpG through the position file argument. In this manner, DeepCpG was

able to train using the high-quality data and then subsequently use the built model to impute the

methylation values of all CpG sites listed in the position file. The training stage was limited to the

default 30 epochs (i.e., the number of times the algorithm processes the training data, and updates

internal hyper-parameters); however, DeepCpG would normally stop training before this limit was
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reached.

As shown in Table 4.1 and Figure S16, DeepCpG is more accurate than NOCB and the other

imputation methodologies explored so far. For the 10x downsampled dataset (D10), an additional

17.68 million CpG could be imputed with an MAE of 11.56% and an RMSE of 21.15. Furthermore,

the Pearson Correlation of the imputed methylation values is 0.7.

As shown in Figure S16, with lower coverage datasets (D05), the methylation values imputed

by DeepCpG are simply the mean (or close to the mean) — i.e. values close to 75–80%. With the

higher coverage dataset (i.e. D07–D60), DeepCpG largely imputes values close to the mean (i.e.

around 90–95%) and then a few values close to 0%. In this manner, DeepCpG then imputes very

few values between the two extremes. Moreover, the DeepCpG does not impute any values at

exactly 100% i.e. the maximum imputed value is around 90–95%. The fact that the majority of the

imputed values by DeepCpG are close to the mean (i.e. around 90–95%) and the fact the majority

of the CpG sites are highly methylated means that DeepCpG is quite accurate.

As shown in Figure S17A, the MAE across the different genomic features are quite inaccurate

across all the different genomic features for the D05 dataset — suggesting that DeepCpG does not

work as effectively on very low coverage datasets. However, on the hand, with higher coverage

datasets, the MAE is particularly low in CpG islands, 5 UTRs and the first exon. Conversely, the

MAE is higher, with a larger range in CpG shores and enhancers.

4.2.6 BoostMe

BoostMe (see Section 2.2.5.2) was applied to each of the downsampled datasets. BoostMe was

run largely with default parameters with the exception that the sample average (i.e. learning from

across different samples) was not utilised.

As shown in Table 4.1 and Figure S18, BoostMe managed to outperform all other imputation

methodologies. Specifically, BoostMe was just slightly more accurate compared to DeepCpG —

however, this was achieved without the additional requirement of specialist hardware (e.g. GPUs).

At a CpG coverage of 10x (D10), BoostMe can impute the methylation value of an additional

16.60 million CpG sites with an MAE of 11.3% (only 0.3% lower than DeepCpG MAE). The corre-
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sponding RMSE for this dataset is 11.13 (again, only 0.3% smaller than DeepCpGMAE) The Pearson

correlation is quite high, at 0.76 (compared to 0.70 with DeepCpG).

Interesting these results were significantly lower compared to the corresponding cross-validation

metrics that are produced by BoostMe. This suggest that BoostMe is potentially overfitting (i.e. be-

coming overly specific) to the training data used.

BoostMe was unable to process the D05 dataset due to a lack of sufficient training data. By

default, BoostMe utilising three million random CpG sites for the training, test and validation stages

— and therefore in cases where there are fewer than three million CpG sites, BoostMe raises an error

and fails to run.

As shown in Figure S18, the distribution has a higher density close to the mean of the dataset.

In particular, as shown by the y axis marginal plots, BoostMe seems to be largely imputing CpG

sites around the dataset mean. As such, CpG sites with an actual high methylation value are largely

imputed correctly (as highlighted by the red cluster in the top right of the plot). Conversely, CpG

sites with an actual low methylation value are imputed with values between 0 and the dataset mean

(as shown by the horizontal higher distribution bar close to the x = 0 axis). Interestingly, as shown

in Figure S18, there is lower density region in the y = 100 axis since BoostMe only rarely seems to

impute values close to 100%. Further to this, the most dense cluster for each of the downsampled

datasets is slightly lower than the y = x axis.

Figure S19 shows the MAE across the different genomic features. In particular, as highlighted

in Figure 4.6H, BoostMe does not perform exceptionally well in certain genomic region (especially

when compared to DeepCpG which performs particularly well in CpG sites, 5’ UTRs etc.).

4.3 Benchmark Summary & Discussion

Table 4.1 and Figure 4.3 reveal the performance of multiple imputation techniques. Summary statis-

tics are displayed that have been calculated after imputing 48 downsampled datasets and then

comparing the imputed values to the corresponding value in the original dataset. Specifically, the

number of imputed CpG sites and the MAE, RMSE, and the Pearson correlation of these imputed

values are shown for each of the eight downsample levels (D05–D60). Furthermore, these tables
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Imputation Method
D05 D07 D10

# of CpGs R MAE RMSE # of CpGs R MAE RMSE # of CpGs R MAE RMSE

Baseline 13.66 M 0.94 7.9 % 11.5 % 15.97 M 0.95 7.0 % 10.2 % 18.03 M 0.96 6.0 % 8.8 %

Baseline (cov ⩾ 10) 2.05 M 0.98 5.5 % 7.6 % 5.43 M 0.98 5.3 % 7.3 % 10.34 M 0.98 4.8 % 6.7 %

Random 26.03 M 0.00 42.6 % 50.9 % 22.58 M 0.00 42.6 % 50.9 % 17.68 M 0.00 42.5 % 50.8 %

Mean 26.03 M NA 24.1 % 30.3 % 22.58 M NA 23.2 % 29.5 % 17.68 M NA 21.9 % 28.2 %

Bi-Modal Mean 26.03 M 0.00 27.8 % 45.1 % 22.58 M 0.00 27.0 % 44.2 % 17.68 M 0.00 25.7 % 42.7 %

LOCF 25.95 M 0.46 18.2 % 31.0 % 22.51 M 0.57 15.7 % 27.1 % 17.62 M 0.60 14.6 % 25.0 %

NOCB 26.01 M 0.46 18.2 % 31.1 % 22.57 M 0.57 15.6 % 27.1 % 17.67 M 0.60 14.5 % 25.0 %

MethImpute 26.03 M 0.70 18.2 % 24.7 % 22.58 M 0.72 16.8 % 23.2 % 17.68 M 0.71 16.4 % 22.5 %

DeepCpG 26.03 M NA 22.9 % 30.2 % 22.58 M 0.69 12.4 % 22.4 % 17.68 M 0.70 11.6 % 21.2 %

BoostMe - - - - 21.31 M 0.75 12.0 % 19.5 % 16.60 M 0.76 11.3 % 18.3 %

Imputation Method
D15 D20 D25

# of CpGs R MAE RMSE # of CpGs R MAE RMSE # of CpGs R MAE RMSE

Baseline 19.89 M 0.97 5.0 % 7.3 % 20.94 M 0.98 4.2 % 6.3 % 21.63 M 0.98 3.7 % 5.6 %

Baseline (cov ⩾ 10) 15.32 M 0.98 4.3 % 6.0 % 17.89 M 0.99 3.8 % 5.4 % 19.41 M 0.99 3.4 % 4.8 %

Random 12.68 M 0.00 42.3 % 50.7 % 10.09 M 0.00 42.2 % 50.6 % 8.57 M 0.00 42.2 % 50.5 %

Mean 12.68 M NA 20.5 % 26.9 % 10.09 M NA 19.9 % 26.5 % 8.57 M NA 19.6 % 26.3 %

Bi-Modal Mean 12.68 M 0.00 24.4 % 41.0 % 10.09 M 0.00 23.9 % 40.1 % 8.57 M 0.00 23.7 % 39.7 %

LOCF 12.62 M 0.59 14.1 % 24.2 % 10.03 M 0.58 14.0 % 24.0 % 8.51 M 0.57 14.0 % 24.0 %

NOCB 12.67 M 0.59 14.0 % 24.1 % 10.08 M 0.58 13.9 % 23.9 % 8.57 M 0.58 13.9 % 23.9 %

MethImpute 12.68 M 0.68 16.6 % 22.5 % 10.09 M 0.66 17.0 % 22.6 % 8.57 M 0.65 17.2 % 22.7 %

DeepCpG 12.68 M 0.69 11.3 % 20.5 % 10.09 M 0.68 11.5 % 20.6 % 8.57 M 0.67 11.5 % 20.5 %

BoostMe 11.81 M 0.74 11.2 % 18.0 % 9.33 M 0.73 11.3 % 18.1 % 7.88 M 0.72 11.4 % 18.3 %

Imputation Method
D30 D60

# of CpGs R MAE RMSE # of CpGs R MAE RMSE

Baseline 22.12 M 0.99 3.3 % 5.0 % 23.58 M 1.00 1.8 % 2.8 %

Baseline (cov ⩾ 10) 20.39 M 0.99 3.1 % 4.4 % 22.78 M 1.00 1.8 % 2.6 %

Random 7.59 M 0.00 42.2 % 50.5 % 5.21 M 0.00 42.3 % 50.6 %

Mean 7.59 M NA 19.5 % 26.2 % 5.21 M NA 19.5 % 26.2 %

Bi-Modal Mean 7.59 M 0.00 23.6 % 39.5 % 5.21 M 0.00 23.8 % 39.0 %

LOCF 7.54 M 0.57 14.1 % 24.0 % 5.15 M 0.54 14.4 % 24.3 %

NOCB 7.59 M 0.57 13.9 % 23.9 % 5.21 M 0.55 14.2 % 24.1 %

MethImpute 7.59 M 0.65 17.3 % 22.7 % 5.21 M 0.67 16.7 % 21.7 %

DeepCpG 7.59 M 0.67 11.7 % 20.6 % 5.21 M 0.64 12.5 % 21.2 %

BoostMe 6.95 M 0.71 11.5 % 18.4 % 4.69 M 0.68 12.3 % 19.1 %

Table 4.1: Benchmark summary statistics for just the imputed CpG sites when applying multiple imputation

techniques. The Baseline rows show the summary statistics before imputation, while the remainder

of the rows refers to the summary statistics calculated from just the imputed values. Specifically,

the following statistics are shown: the number of imputed CpG sites (# of CpG sites) with cover-

age higher than 10, Pearson Correlation (R), the Mean Absolute Error (MAE) and the Root Mean

Squared Error (RMSE).
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Figure 4.3: Comparison of benchmark summary statistics for existing imputation techniques showing: [A] the

number of imputed CpG sites, [B] Pearson Correlation of imputed values, [C] MAE of imputed

values, [D] RMSE of imputed values.
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Figure 4.4: The time taken and memory allocated for the imputation of six downsampled dataset (at different

coverage levels) with multiple different tools. The memory allocation shown is the maximum mem-

ory allocated while applying the function. DeepCpG is not shown on this graph due to the fact

that it takes significantly longer and also requires a separate machine (see Table 4.2 for further

details for DeepCpG and the above imputation tools).
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Figure 4.5: Methylation distribution of imputed values in the D10 downsampled dataset, comparing the im-

puted methylation value and the corresponding actual methylation value in the original dataset.

Any deviation from the y = x axis corresponds to an error in the methylation value. Each panel

refers to a different imputation technique: [A] Baseline, [B] RandomNumber Imputation, [C]Mean

Imputation, [D] Last Observation Carried Forward (LOCF), [E] Next Observation carried Back-

ward (NOCB), [F] METHimpute, [G] DeepCpG and [H] BoostMe.

91



RESULT CHAPTER 4. WGBS IMPUTATION BENCHMARK

Figure 4.6: Box-plots showing the distribution of the absolute error in the imputed value, separated based on

the genomic annotation of the CpG site. Outliers are not shown on the plot due to the number of

outliers; rather, the box-plots whiskers are extended to the maxima andminimawith a dashed line.

Each panel refers to a different imputation technique: [A] Baseline, [B] Random Number Imputa-

tion, [C] Mean Imputation, [D] Last Observation Carried Forward (LOCF), [E] Next Observation

carried Backward (NOCB), [F] METHimpute, [G] DeepCpG and [H] BoostMe. Each panel in-

cludes summarised information from six downsampled datasets at the 10x level. The number of

CpG sites in each genomic annotation type is highlighted in the colour scale on the right of each

panel (with the red colour denoting a lower number of CpG sites).
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Imputation D05 D07 D10 D15

Method Time Memory Time Memory Time Memory Time Memory

Random 12.27s 4.75GB 10.07s 4.29GB 7.76s 3.63GB 5.85s 2.96GB

Mean 12.68s 5.77GB 13.58s 6.45GB 14.35s 7.44GB 14.84s 8.44GB

Bi Mean 31.73s 14.2GB 24.87s 14GB 24.6s 13.8GB 21.63s 13.5GB

LOCF 6.42s 5.52GB 7.83s 5.21GB 7.5s 4.77GB 7.13s 4.32GB

NOCB 8.61s 5.52GB 8.3s 5.21GB 7.04s 4.77GB 6.81s 4.32GB

MethImpute 1.18h 601.82GB 1.02h 601.39GB 1.14h 601.18GB 1.08h 601.03GB

BoostMe 18.14m 95.92GB 27.64m 181.83GB 27.12m 178.8GB 28.63m 175.24GB

DeepCpG* 28.3h - 29.3h - 29.9h - 29.3h -

Imputation D20 D25 D30 D60

Method Time Memory Time Memory Time Memory Time Memory

Random 5.64s 2.61GB 4.45s 2.41GB 4.03s 2.28GB 2.94s 1.96GB

Mean 15.31s 8.96GB 16.89s 9.27GB 17.6s 9.46GB 14.94s 9.94GB

Bi Mean 21.79s 13.4GB 20.32s 13.3GB 24.04s 13.3GB 20.73s 13.1GB

LOCF 6.93s 4.09GB 5.89s 3.96GB 4.37s 3.87GB 4.84s 3.66GB

NOCB 6.1s 4.09GB 7.38s 3.96GB 6.41s 3.87GB 6.02s 3.66GB

MethImpute 1.01h 600.97GB 1.08h 600.95GB 58.72m 600.94GB 46.3m 600.95GB

BoostMe 26.43m 174.17GB 27.49m 173.33GB 27.84m 172.33GB 33.01m 171.12GB

DeepCpG* 29.6h - 29.6h - 28.5h - 29.9h -

Table 4.2: The time taken and memory allocated for the imputation of six downsampled dataset (at different

coverage levels) with multiple different tools. The memory allocation shown is the maximum mem-

ory allocated while applying the function. *DeepCpGwas carried out on a different machine with

two GPU devices installed.

and figures show the corresponding values of these metrics of high-quality data (i.e. CpG sites with

a read depth higher than 10) within each downsampled dataset (i.e. the baseline error). As shown

in Figure 4.3, the distribution and relationship between imputation tools are the same across different

coverage datasets.

All the imputation tools impute the vast majority of missing values. Notably, BoostMe imputes

roughly 1 million fewer CpG sites compared to other imputation tools at all coverage levels. Even

though BoostMe is only marginally more accurate compared to DeepCpG, BoostMe consistently

has a higher Pearson correlation and lower MAE and RMSE than other imputation techniques.

This fact is also highlighted in Figures 4.5 and 4.6, which compare the error distribution and error

per genomic annotation for all the different imputation tools for the D10 dataset (i.e. downsampled
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dataset at 10x CpG coverage). These figures clearly show howwell the different imputation method-

ologies perform with respect to the baseline (i.e. panel A).

As described in Figure 4.3, the relationship between the different tools is very similar across

all coverage levels. The one exception to this rule is the D05 dataset, where DeepCpG performs

particularly poorly (and BoostMe was unable to impute any values). At this coverage level, even the

more simplistic approaches including LOCF, NOCB and METHimpute were able to perform more

accurately. METHimpute, interestingly, is possibly the best performing imputation tool for the D05

dataset. For this dataset it has the joint-lowest MAE, the lowest RMSE while achieving the highest

Pearson Correlation of almost 0.7. However, other tools (including NOCB and LOCF) are able to

outperform it for other coverage levels.

For the other downsampled datasets, BoostMe achieves a very similar, but marginally better,

MAE compared to DeepCpG. Furthermore, for these coverage levels, NOCB and LOCF also out-

performed METHimpute in terms of the MAE. In terms of the RMSE, BoostMe consistently had much

lower value compared to all other tools. Moreover, BoostMe consistently had the highest Pearson

correlation value.

Finally, Figure 4.4 and Table 4.2 show the time taken to run each imputation methodology on six

downsampled datasets of the same coverage level as well as the additional memory allocated as

part of running the imputation. As expected, the more simplistic approaches are significantly more

performant, taking only seconds to run and a relatively small amount of RAM to run. BoostMe, as

a machine learning algorithm, requires significantly more time and resources, taking half an hour

and roughly 175GB of RAM.METHimpute is even slower and computationally heavy — taking over

an hour and requiring more than 600GB of RAM. DeepCpG is the most computationally heavy,

requiring specialist, expensive GPUs to run, and even with the top-of-the-range GPU takes over 24

days to analyse a set of six datasets of the same coverage.

In conclusion, the benchmark results show that it is possible to impute themethylation value of mil-

lions of CpG sites with high accuracy. Interestingly, less sophisticated methods such as the BoostMe

outperform other more sophisticated deep learning algorithms such as DeepCpG. BoostMe has a

simpler architecture and also utlises significantly less information for imputation.

This benchmark demonstrates the power and potential of imputation, whereby the methylation
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value of many millions of CpG sites can be imputed with high accuracy. Such imputation techniques

can increase the number of CpG sites included in a dataset by more than a factor of two in certain

cases.

On the whole, the best scoring algorithm as part of this benchmark is the BoostMe algorithm,

which outperforms other imputation tools included in this benchmark when comparing the Pearson

Correlation, MAE and RMSE metrics. These results are quite impressive as the underlying codebase

of BoostMe uses the stock version of XgBoost with default parameters. As such, these results empha-

sise that a more simple solution can perform better than more sophisticated deep learning-based

solutions that use significantly more data points.

While the reported MAE and RMSE metrics for each imputation technique can be relatively low,

however when exploring the data further (e.g. ‘imputed vs actual’ distributions, such as Figures 4.5

and 4.6), it quickly becomes apparent that there are numerous cases where the imputation is com-

pletely incorrect (i.e. where the imputed methylation value is close to 0, when it should be close 1).

Generally, most imputation techniques (including BoostMe and DeepCpG) tend to be quite biased

toward the mean methylation value of the dataset. As a result, these algorithms tend to be very good

at imputing the methylation value of CpG sites where the actual methylation value is higher than 0.5

(highlighted by the fact that the density of data-points tends to be lower in the first quadrant of the

‘imputed vs actual’ distributions — i.e. y > 0.5 & x < 0.5). Moreover, when these algorithms im-

pute a value close to the mean methylation value, it is highly likely that it is close to the actual value

since a significant proportion (i.e. 75+%) of the methylome is highly methylated.

The fact that BoostMe is a machine learning algorithm means that it utilises a significant amount

of computation resources. Moreover, the nature of machine learning means that BoostMe includes

a training phase, where it potentially leverages information learnt from other areas of the genome

to impute missing values. This could potentially cause issues in cancerous or diseased samples —

where the methylation signature can be distorted (e.g. due to copy number alternations). As such,

this may cause BoostMe to learn from cases that are not representative of the entire genome.

For a similar reason, BoostMe removes the allosomal chromosomes (i.e. X and Y chromosomes)

before processing the data further. This is because allosomal chromosomes can sometimes have a

different methylation signature depending on the individual’s sex. As such, BoostMe does not include
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this data for training and does not attempt to impute missing CpG sites on these chromosomes. Other

tools, such as DeepCpG and METHimpute do not have similar filtering steps — but rather, impute

across all chromosomes by default.

In summary, there is still the potential to improve these imputation techniques further. Firstly and

importantly, the computational load of BoostMe means that it is not as scalable to 100s of WGBS

datasets and as such, it would be of interest to develop a more computationally efficient algorithm

that is just as accurate (if not more accurate) for larger datasets.

Secondly, as shown in the error distribution figures (see Figure 4.5), there is still room for further

improving the imputation accuracy compared to the baseline error. Furthermore, there are many

cases where the imputed value is completely off i.e. where the imputed value is 1 when the actual

value is close to 0. In its simplest terms, improving imputation accuracy involves either imputing

a methylation value closer to the actual methylation value or avoiding imputing CpG sites where

the absolute error is likely to be high. Specifically, the characteristics of CpG sites that are difficult

to impute can be explored by identifying and learning from cases where the imputed value has a

drastically higher absolute error compared to the MAE. For example, as shown in the annotation

box plots (see Figure 4.6), the imputation of CpG sites within the enhancer region tends to have a

higher absolute error.

Furthermore, one of the issues with BoostMe is that it imputes significantly fewer CpG sites com-

pared to other techniques. As such, it may be of interest to develop methods that impute more CpG

sites, but potentially label these as less accurate (if necessary). This would allow users to decide a

cutoff based on the accuracy and increase the number of CpG sites for their own use case.

The importance and level of the accuracy of the imputed values compared to the number of

imputed CpG sites can change depending on the use case. For example, for certain analyses, such

as for classifiers, the accuracy of a single CpG site can be paramount. On the other hand, for other

analyses, the number of CpG sites included in the analysis may bemore important than the individual

CpG accuracy.

It is known that the distance in base pairs to neighbouring CpG site is quite significant when

exploring the correlation between neighbouring CpG sites [118]. In a study, Eckhardt et al. (2006)

show that there is no correlation between CpG sites at distances larger than 1000 base pairs [118].
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BoostMe (and other tools such as DeepCpG) do not take distance correlation into account when

learning from neighbouring CpG sites. As such, a distance filter could be used on the training data

as well as when selecting CpG sites to impute.

However, it is expected that using a distance filter will significantly decrease the number of CpG

sites that can be imputed, particularly in datasets with lower coverage. Furthermore, such a method-

ology will bias certain genomic regions where CpG sites are closer to one another. In order to

potentially overcome this bias, it could be explored whether multiple, consecutive imputation steps

could be carried out; this will potentially allow newly imputed sites to be used to inform the impu-

tation of CpG sites much further away. In this manner, it would be possible to potentially make the

distance cut-off even more stringent while still imputing a large number of CpG sites. However, it

would be important to note that this may cause the accuracy to fall if imputation is based on less

accurate imputed data.

Alternatively, rather than having a single value cut-off on the distance, a multiplier coefficient

can be applied to the distance to take into account the weight of the correlation expected between

CpG sites at a similar distance. It is expected that such a multiplier coefficient would be higher

when the distance between neighbouring CpG sites is small and that the value of such a coefficient

would decrease as the distance increases. This coefficient would eventually become zero when the

distance between CpG sites becomes too large such that no correlation between the neighbouring

CpG sites is expected. The distribution of this multiplier coefficient can be calculated by exploring the

data available in the high quality, original dataset. Moreover, the effects of the genomic annotation

on this distribution can be explored (i.e. does the value of this coefficient differ depending on the

genomic location). Further to this, it would be vital to explore whether this distribution is specific to

the cell type. On the other hand, high-quality data within the dataset in question could be used to

generate a distance correlation specific to the dataset instead of using a generic distance correlation

matrix.

In addition, it may be useful to explore whether BoostMe would work better if the distances are

converted to correlation values (i.e. on a scale from 0 (i.e. no correlation) to 1 (i.e. high correlation)).

In this manner, the machine learning may be able to determine and exclude CpG sites that are too

far away from the focal, missing CpG site.
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Furthermore, it would be worthwhile to explore machine learning algorithms (such as xgboost

etc.) that would benefit from further associated information. For example, the feature dataset could

also be expanded to include information from multiple CpG sites (and the corresponding genomic

annotation) that are further away from the target CpG site. When including CpG sites further away

from the focal CpG site, the value of this increased amount of data is only useful if all these CpG

sites are correlated to the focal CpG site. One example would be to segment the entire genome into

co-methylation blocks (i.e. into COMETs as described in [119]). These COMETs tend to be 1000

base pairs on average and include a set of CpG sites correlated with another. This is particularly

useful as it avoids cases where two CpG sites are physically close to another but do not fall in the

same COMET and, as such, do not correlate with one another. In this manner, a single record could

include information from all CpG sites that correlate with the target CpG site.

As the BoostMe algorithm was quite successful, it may be useful to determine if the same feature

dataset could be used with alternative algorithms — for example, with KNN clustering. KNN is a

powerful technique that is more intricate than using a simplistic mean or random imputation (see Sec-

tion 1.2.1.1). Even though KNN is typically classified as a machine learning approach, it does not

include traditional training, testing and validation phases. Rather, as described in Section 1.2.1.1,

KNN is based on clustering known values and imputing based on the closest neighbours. Specif-

ically, for a missing CpG site, the ten closest cases would be identified (i.e. known CpG sites with

similar upstream and downstream CpG sites), and imputation would be carried out by calculating

the mean of the methylation value of these known, similar CpG sites. Moreover, this could be taken a

step further by using methylation-specific clustering algorithms, such as BPRMeth [120], which could

be used to cluster the local methylation distribution seen within a COMET. Information between clus-

ters (i.e. COMETs) could then be leveraged for imputation, in a similar manner to Melissa [121], a

recently published imputation tool for single-cell WGBS data.

Existing algorithms (in the bulk-cell and single-cell WGBS imputation domain) typically assign

all CpG sites with a low read depth (i.e. lower than ten etc.) as missing and do not make use of

any of this information to inform imputation. However, even though these CpG sites with a low read

coverage are not very accurate, they still provide an approximation of the methylation value at this

CpG site. As shown in Figure 4.2, depending on the imputation tool used, low coverage data can still
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be more accurate than the imputed value. As such, imputation at such CpG sites can potentially be

improved by learning from this information and thereby avoid cases where the imputed methylation

value is significantly incorrect (i.e. imputing a value as close to 1, when it should be close to 0).

In conclusion, this benchmark strongly demonstrates the potential of imputation to increase the

number of CpG sites included in a dataset with varying levels of accuracy. This allows for the recov-

ery of low coverage WGBS sequenced datasets, such that missing CpG sites can be imputed back

in. In this manner, imputation could effectively be used to increase the number of samples included

within a study by decreasing the coverage at which the methylome is sequenced. With larger sample

sizes, imputation could learn between samples (within disease cohort, if appropriate) to accurately

and effectively increase the number of CpG sites included within the dataset. On the whole, even

though there is room for improvement in term of accuracy and computational efficiency, this work

shows that imputation has a lot of potential to make high-quality WGBS datasets more accessible

at a lower cost.
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Novel ImputationAlgorithmDevelopment

Imputation is a valuable technique, and its potential for WGBS datasets has been demonstrated in

the benchmark carried out in the previous Chapter. However, one of the interesting findings from

this benchmark, was that on very low coverage datasets, the best scoring algorithms do not work at

all (i.e. BoostMe) or fail to produce meaningful data (i.e. DeepCpG). This was disappointing as low

coverage datasets are arguably where imputation tools would be most useful and would provide the

most benefit. Even for datasets with sufficient coverage, there is still a lot of room for improvement in

accuracy, as highlighted by the summary statistics (Pearson correlation, MAE and RMSE) calculated

in the previous Chapter.

More importantly, both DeepCpG and BoostMe have very high computational requirements;

thus need a significant amount of time and computational resources to run on a single dataset. Deep-

CpG requires NVIDIA GPUs to run effectively, and even with the top of the range GPUs, it still takes

5 hours to run on a single dataset. On the other hand, even though BoostMe is significantly better, it

still takes over 5minutes to run on a single dataset with very high memory requirements (175–180GB

of RAM). These tools cannot run efficiently on large cohort studies involving 100s ofWGBS datasets

in their current state.

Therefore, a novel tool that is more efficient and accurate than DeepCpG and BoostMe is highly

advantageous. As part of this Chapter, a new tool was developed called Global IMputation of cpg

MEthylation (GIMMEcpg).

GIMMEcpg is an R package that provides end-users with a choice of three different algorithms
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that are all significantly faster than DeepCpG and BoostMe as well as more accurate (or just as

accurate) than these tools. As such, end-users can choose the right algorithm for their particular use

case. Some of these tools highlight speed — and take 4–5 seconds, with minimal memory usage,

to run while being just as accurate as DeepCpG and BoostMe. On the other hand, other included

algorithms prioritise accuracy and, as such, deliver high accuracy that outperforms DeepCpG and

BoostMe, while taking slightly longer (i.e. a few minutes) to impute missing values.

In this Chapter, the process of developing GIMMEcpg is described, highlighting all the novel

algorithms that were developed as part of this PhD. Firstly, I will be reviewing the correlation between

neighbouring CpG sites as this is expected to play an important role in the development of any novel

imputation tool. Thereafter, commonly used imputation clustering techniques, such as KNN would

be explored. Multiple novel imputation tools would then be explored and benchmarked against

one another as well as against DeepCpG and BoostMe. In order to achieve highly efficient code,

all of these novel tools have been built on top of the MATT package described in Chapter 3.

5.1 Correlation Between Neighbouring CpG Sites

It is known that the methylation value of CpG sites correlates highly with neighbouring CpG sites,

in a manner such that this correlation increases as the distance between the neighbouring CpG

sites decreases [118]. This was the most notable feature that DeepCpG and BoostMe leveraged for

imputing missing values.

Eckhardt et al. (2006) showed that a significant correlation was observed between neighbour-

ing CpG sites up to distances of 1kb, which then rapidly deteriorated for distances larger than 2kb

[118]. Since this study was analysed using old Amplicon-based technology over 15 years ago, it

makes sense to re-explore the correlation between neighbouring CpG sites with high-qualityWGBS

data.

In this manner, the two high-quality datasets (i.e. 100x coverage), S1_W1 and S2_W1, were used

for this purpose. Firstly, the absolute difference in methylation value between immediately neigh-

bouring CpG sites was explored, and then the Pearson correlation between immediately neigh-

bouring CpG sites was investigated.
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Figure 5.1: The average absolute difference in methylation value between neighbouring CpG sites as the

distance between the two CpG sites increases. The absolute difference between neighbouring

CpG sites and the distance in base pairs (bp) between them was identified for all CpG sites in

datasets S1_W1 and S2_W2. In Figure A, the distance was filtered to 2500bp and binned into

20bp windows, while the absolute difference in methylation was binned into 0.02 windows. In

Figure B, the distance was filtered to 250bp and binned into 5bp windows, while the absolute

difference in methylation was binned into 0.02 windows.

As shown in the bar plot in the y-axis marginal plot (i.e. to the right of the panel) of Figure 5.1A,

the difference in the methylation between neighbouring CpG sites, in the vast majority of cases, is

zero or close to zero. The spike-like shape of the distribution highlights this. Furthermore, as shown

in the x-axis marginal plot (i.e. to the top of the panel) of Figure 5.1A, most neighbouring CpG

sites are at a small distance from one another — i.e. less than 100bp. This is shown more closely in

Figure 5.1B, which is a zoomed-in version of Figure 5.1A, where it can be seen that the vast majority

of CpG sites are closer than 50bp from one another.

The actual plots in Figure 5.1A-B clearly highlights that the vast majority of neighbouring CpG

sites are close to one another (i.e. less than 50bp) and tend to have a small change in methylation

value. Even though most cases have a methylation difference of zero at these small distances, there

are still many cases where the methylation value change is quite large. This is shown by the gradient

in CpG sites’ frequency away from the y = 0 axis. Furthermore, the distribution gradient away from
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Figure 5.2: Pearson correlation between neighbouring CpG sites. The methylation value and distance be-

tween a CpG site and its immediately upstream neighbouring CpG site were extracted from

datasets S1_W1 and S2_W2. Next, neighbouring CpG sites were binned based on a 5bp neigh-

bouring window and the Pearson correlation calculated using all the CpG sites falling within the

window. Panels B and C are a zoomed-in version (along the x-axis) of panel A to show more

detail.
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the y = 0 axis is mirrored, suggesting that the direction of the change (i.e. increase or decrease in

methylation value) is equally likely.

At larger distances, the same pattern is seen; however, as there are fewer neighbouring CpG

sites with a distance larger than 1000bp (1kb), there are fewer data points between±10 to±100.

The Pearson correlation between neighbouring CpG sites (from datasets S1_W1 and S2_W1) are

shown in Figure 5.2A — which includes information on neighbouring CpG sites up to a distance of

10,000bp (10kb). Figures 5.2B and 5.2C show a closer look at the distributions, up to a distance of

2500bp (2.5kb) and 250bp, respectively. These figures illustrate an interesting story. At very short

distances, there is a very high correlation between neighbouring CpG sites, with a Pearson correla-

tion close to 1.0. There is a rapid, almost-linear decrease in correlation until roughly 250–300bp,

where there is a Pearson correlation of 0.3 at 250bp. After 250–300bp, the Pearson Correla-

tion decrease slows down, reaching a Pearson correlation of roughly 0.125–0.13 at 500bp. After

500bp, the Pearson Correlation distribution is more linear, centred at 0.125 with a wider distribu-

tion as the distance passes 1500bp. After 4500–5000bp (4.5–5kb), the Pearson Correlation is

extremely random, where Pearson correlations between -1 to 1 are seen.

These results are in line with the study from Eckhardt et al. (2006). There is some correlation

between neighbouring CpG sites until 1000bp (1kb), where rapidly deteriorates for distances larger

than 2000bp (2kb). However, Figures 5.2 shows that the Pearson correlation falls at a faster rate

than expected. In fact, at 125bp, the Pearson Correlation is already at 0.5.

In conclusion, this information is beneficial for imputation. A distance cut-off can be selected

based on the information learnt from Figures 5.1 and 5.2. Furthermore, using a cut-off should not

drastically affect the number of CpG sites that can be imputed, as the vast majority of neighbouring

CpG sites are close to one another. However, it remains to be seen whether this is also true for

low coverage data, where many CpG sites are missing and thus increasing the distance between

neighbouring CpG sites.
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Figure 5.3: Imputation using feature dataset produced from information on immediate CpG neighbours. [A]

A schematic showing a CpG site (y) with an unknown methylation value and its two immediate

neighbouring CpG sites. The methylation value of the two neighbouring CpG sites is denoted by

β−1 and β1. D−1 andD1 denotes the linear distance in base pairs from each neighbouring CpG

site and the focal CpG site (with the unknown methylation value). [B] The feature table: showing

cases where the focal CpG site has a known methylation value. This would be used for training

the model where the algorithm will attempt to calculate a value close to the actual methylation

value using the rest of the data in the feature dataset. [C] For each CpG site where the methylation

value is unknown, a similar feature dataset is generated with the value of y left blank. A trained

model can then be used to calculate the value of y using the information in the remainder of the

feature dataset.

5.2 K-Nearest Neighbour Imputation

K-Nearest Neighbour (KNN) is a commonly used imputation technique. It is more intricate than a

simple replacement using a fixed value (e.g. the mean, median or mode) or just using the following

or preceding value. However, KNN is ordinarily used to leverage information between multiple

samples. For example, for a missing CpG site, the ten closest neighbouring samples would be iden-

tified, and imputation would be carried out by calculating the mean of the corresponding CpG sites’

methylation value in these neighbouring samples.

However, for the purpose of this benchmark, only information from the same dataset is used for

imputation. This is desirable because methylation is subject to temporal and spacial changes (such

as copy number variation) and tends to be less stable than other forms of genomic data (where

imputation commonly leverages information from neighbouring samples). For example, one study

showed that one-third of all CpG sites (included on the 450K microarray) were affected by ageing

[122]. Furthermore, this avoids circular analysis, where differential analysis is carried out between
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samples after imputing data points using the same set of samples.

As such, as an alternative, a feature dataset was generated using information from the dataset

in question, on which KNN is then applied to impute missing values. Specifically, data (i.e. dis-

tance and methylation value) from the two immediately neighbouring, non-missing CpG sites were

used for the imputation (see Figure 5.3A). This feature dataset is informed by the data used by exist-

ing, published imputation tools, including BoostMe (see Section 2.2.5.2) and DeepCpG (see Sec-

tion 2.2.5.3). This dataset was generated using MATT and, subsequently, the KNN implementation

from the impute R package [123] was applied to the generated feature dataset.

As part of the KNN algorithm, the closest neighbours are identified using the Euclidean distance.

All the different variables must be on the same scale and range, to ensure that all of the different vari-

ables are equally weighted in the distance calculations. Therefore, the distances and the methylation

values were re-scaled and centred on a 0− 1 scale. The methylation values were simply converted

into a fraction. On the other hand, the distances are first scaled to the 0 − 1 range (divided by the

standard deviation) and then centred (i.e., subtracting the mean of the data).

Figure S20 and Table 5.3 show the performance of the KNN imputation. At a CpG coverage of

10x, an additional 17.68 million CpG sites can be imputed, which are, on average, 35.76% away

from the actual methylation value (MAE: 35.76%, RMSE: 49.85).

Even though KNN imputation does out-perform random number imputation, it performs sig-

nificantly worse than Mean, LOCF and NOCB imputation. The likely reason behind this is due

to optimisations carried out by the KNN implementation used. Typically KNN is quite a compu-

tationally heavy algorithm. The (Euclidean) distance between all different data-points needs to

be calculated, which can then be used to identify the closest neighbours to missing data points.

However, with 28 million CpG sites, this process involves calculating 400,000 billion distances

((28M ∗ 28M)/2− 28M ). Therefore, optimised implementations will attempt to apply KNN on a

smaller search space (i.e. with fewer data points). For example, the KNN implementation used (i.e.

the impute R package) runs KNN on 1500 neighbouring CpG sites at a time. This helps reduce the

computational load and allows each batch to be processed independently, and in parallel. How-

ever, the fact remains that each batch can only learn from 1500 other cases instead of from the entire

dataset.
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As shown in Figure 5.9, even with these optimisations, KNN imputation takes 7–9 minutes to run

on six datasets and, importantly, requires 225–260GB of RAM to run. Therefore, it is not worthwhile

to remove these optimisations to improve accuracy, as this would further increase the computational

load. As a result, it makes more sense to explore alternative clustering algorithms or other methods.

5.3 Closest Observation Carried Over (COCO)

Closest Observation Carried Over (COCO) is a novel imputation technique derived from LOCF

and NOCB imputation methodologies (See Section 4.2.3). The idea behind COCO is based on the

observation that the missing CpG sites are not at an equal distance from one another and the fact

that the methylation value is more correlated between CpG sites that are closer in genomic distance.

As part of the COCO algorithm, both LOCF and NOCB are run on the same dataset. Further-

more, the CpG site position from which the missing value is carried forward (or backward) is also

noted. Thereafter, based on this information, it is determined whether the next or previous observa-

tion is closer in the genomic distance. As such, the closest known value is used for COCO imputation.

Due to the additional computation, COCO imputation is slightly slower than LOCF & NOCB

imputation (as shown in Figure 5.9 and Figure 4.4, taking 30–40 seconds to run compared to 6–7

seconds with LOCF & NOCB for analysing six datasets). Furthermore, COCO imputation requires

roughly five times more memory usage for calculating the imputed values compared to LOCF &

NOCB. However, despite being slower than LOCF & NOCB, COCO is still significantly faster than

DeepCpG and BoostMe.

As expected, COCO imputation outperforms LOCF & NOCB imputation. With a 10x dataset,

as described in Table 4.1, COCO can impute 17.61 million CpG sites with an MAE of 13.24%

(compared to 14.47% with NOCB) and an RMSE of 22.83 (compared to 25.02 with NOCB).

Furthermore, the error distributions in Figure S22 show that the large percentage of data is correctly

imputed with a high density of data points at the two extremes of the y = x axis. However, these

plots also highlight that there is still a significant number of CpG that are not imputed accurately —

as highlighted by the number and density of data point away from the y = x axis.

Figure S23 shows how well COCO imputation performs in different regions of the methylome.
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Figure 5.4: Using a distance filter with DW Local Mean. [A] Showing the drop in MAE, [B] Showing the drop

in the number of CpG sites imputed.

Compared to LOCF & NOCB imputation (see Figures S11 & S13), COCO has a similar distribution

(but with a lower error rate) across the different annotations at higher coverage levels. Interestingly,

at lower coverage levels (i.e. 5x), COCO has a significantly lower error rate across all annotation

types than NOCB imputation.

Furthermore, for the D05, COCO also outperforms DeepCpG — being ±6.8% more accurate

than DeepCpG for this dataset. However, for the other datasets (D07-D60), COCO is marginally

less accurate (0.9− 2% higher MAE) than DeepCpG and BoostMe.
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5.4 Distance Weighted Local Mean

Another imputation methodology would be to take the Distance-Weighted Local Mean (DW Local

Mean) of the methylation values of the two neighbouring CpG sites. The linear, DW Local Mean

of the two immediate neighbours can be calculated with Equation 5.1 (using terms defined in Fig-

ure 5.3A). This can then be further simplified to Equation 5.2:

y = β−1

(
1− |D−1|

|D−1|+ |D1|

)
+ β1

(
1− |D1|

|D−1|+ |D1|

)
(5.1)

y =
β−1|D1|+ β1|D−1|

|D−1|+ |D1|
(5.2)

DW Local Mean was implemented using MATT to efficiently calculate the Distance-Weighted

Local Mean for all missing values in each of the downsampled datasets. The imputed methylation

value was then compared to the corresponding methylation value seen in the original dataset.

Figure S24 and Table 5.3 show the performance of DW Local Mean imputation. At a CpG

coverage of 10x, an extra 17.61 million CpG can be imputed, which are, on average, ±12.2%

away from the actual methylation value (MAE: 12.2%, RMSE: 20.4%). This is particularly appealing,

as both the MAE and RMSE are comparable to those seen with DeepCpG and BoostMe. The MAE

of BoostMe is 0.9% lower than this, while DeepCpG is only 0.6% lower. Across other coverage

levels, DW Local Mean had anMAE that was 0.2−1.0% higher than DeepCpG and BoostMe. This

methodology utilises significantly less information compared to DeepCpG and uses the same input

as BoostMe.

Moreover, compared to BoostMe, this imputation methodology can impute the methylation

value for an extra 1 million CpG sites. Additionally, DW Local Mean is still performant and rel-

atively accurate at lower coverage datasets — i.e. for the D05 dataset, where BoostMe is unable

to impute anything, and DeepCpG has a higher than normal relative error rate. In fact, for the D05

dataset, the DW Local Mean is more accurate than METHimpute (the best performing tool for the

D05 dataset) and can impute an additional 25.93 million CpG sites with an MAE of 15.1%.

Importantly, as shown in Figure 5.9, running theDWLocalMean on six dataset takes 40 seconds
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to run with 29.6GB, while BoostMe takes 28 minutes to run with 178.8GB of RAM for the D10

dataset. Across all datasets, DW Local Mean is 25–52 times faster compared to BoostMe and

138–220 thousand times faster than DeepCpG. Therefore this suggests that DW Local Mean could

be used to process significantly (i.e. 25–220,000 times) more data than BoostMe and DeepCpG,

while only being 0.2−1.0% less accurate than DeepCpG and BoostMe depending on the dataset’s

coverage.

Even though DW Local Mean is marginally less accurate than BoostMe and DeepCpG, this is

overcome by the fact that end-users are provided with the means to filter less accurate results. This

is possible because the accuracy of the imputation correlates with the distance.

Since using a distance filter can cause the number of CpG sites to drastically decrease before

the overall MAE decreases (see Figure 5.4A-B), it does make sense to have a default distance filter.

Rather end-users are provided with the distance to the closest neighbour as a proxy for a confidence

value. This is since the closest CpG has the largest influence on the imputed value as the local mean

is distance weighted.

In conclusion, DW Local Mean is an extremely efficient tool that is roughly as accurate as Deep-

CpG and BoostMe but is extremely fast to run, taking 24–36 seconds to run on six datasets (i.e. 4–5

seconds per dataset). As a result, DW Local Mean is included as part of the GIMMEcpg package

(described in more detail in Section 5.7).

5.5 Pearson Correlation Weighted Local Mean

The Pearson Correlation-Weighted LocalMean (CW LocalMean) is an adaption from the DW Local

Mean. The correlation used here is the Pearson correlation expected from two neighbouring CpG

sites at the same distance from the missing CpG site to the upstream or downstream neighbouring

CpG site.

Specifically, a correlation matrix is first generated from the subset of the dataset with known

CpG sites. Firstly, a table of neighbouring CpG sites and the distance in base-pairs between them is

produced using MATT. Thereafter these CpG sites are grouped in accordance to the distance. For a

distance larger than 200bp, the distances were binned to ensure a larger number of neighbouring
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CpG sites fall within the bin. For distances from 200bp to 500bp, the distances were binned into

10bp windows; and for distances between 500–2000bp, they were binned into 100bp windows.

As highlighted in Figure 5.2, neighbouring CpG sites that are farther than 2kb have a low correlation

between them. Therefore distances larger than 2kb were assigned a correlation value of zero.

After producing a set of neighbouring CpG sites for each distance group, the Pearson correlation

between the methylation values of the neighbouring CpG sites were calculated for each group.

Finally, MATT was used to assign each upstream and downstream distance value to a corresponding

distance group closest to it.

Based on this strategy, the correlation-weighted local mean can be calculated as shown in Equa-

tion 5.3, using the downstream methylation value β−1, the upstream methylation value β1, together

with the downstream Pearson correlation R−1, and the upstream Pearson Correlation R1.

y = β−1

(
|R−1|

|R−1|+ |R1|

)
+ β1

(
|R1|

|R−1|+ |R1|

)
(5.3)

The performance of the CW Local Mean can be seen in Figures S26 and Table 5.3. For the D10

dataset, CW Local Mean was able to impute an additional 7.97 Million CpG sites with an MAE of

11% and an RMSE of 19.2%. Furthermore, CW Local Mean had a Pearson Correlation of 0.82. As

such, CW Local Mean outperforms, both BoostMe and DeepCpG (by 0.3% and 0.6%); however,

at the cost of imputing roughly 10 million fewer CpG sites.

The likely reason why CW Local Mean imputes significantly fewer CpG sites is because it is

automatically filtering out all cases where both CpG sites have a correlation of 0 between the two

neighbouring CpG sites.

Surprisingly, CW Local Mean performed particularly well on the D05 dataset, achieving an

MAE of 10.8%, and as such, outperformed BoostMe (which failed to run), DeepCpG (22.9%) and

DW Local Mean (15.1%).

Furthermore, in a similar manner to DW Local Means, it is also possible to further filter out im-

puted CpG sites that are likely to have a lower accuracy by using the correlation values associated

with each neighbouring CpG site. As correlation is a value between 0 and 1, it is easier to use as a

proxy for confidence than genomic distance. As shown in Figure 5.5, the MAE drops rapidly after
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Figure 5.5: Using a Pearson correlation filter with CW Local Mean. [A] Showing the drop in MAE, [B] Show-

ing the drop in the number of CpG sites imputed.

filtering, and a default filter was not implemented. However, end-users can easily use this filter to

achieve the accuracy required for their use-case.

As shown in Figure 5.9 and Table 5.4, CW LocalMean is slower and requires morememory than

the DW Local Mean. CW Local Mean takes 5–6 minutes and 120–150GB to run on six datasets.

CW Local Mean is 3–5 times faster than BoostMe and 17–19 thousand times faster than DeepCpG.

In conclusion, since CW Local Mean outperforms both DeepCpG and BoostMe, this tool is also

included within the GIMMEcpg package (described in more detail in Section 5.7).
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5.6 Model Stacking

Model stacking (see Section 1.2.1.2) is a great way to try multiple machine learning algorithms;

while optimising each algorithm’s hyperparameters through a grid-search. With machine learning,

the same single formula (or model) is usually applied to each case within a dataset. However, with

model stacking, it becomes possible to use different formulas (or models) on different subsets of

the dataset — depending on which formula (or model) works best for that subset. As such, model

stacking would be a useful potential solution for imputing CpG sites because different regions within

the methylome have different local epigenomic signatures. In particular, model stacking would help

differentiate between cases depending on how close the neighbouring CpG sites are to the focal

CpG site. Another use case would be to include genomic annotation for each CpG site and leverage

model stacking to apply a different formula based on the region’s annotation.

The model stack was built using a MATT backend together with H2O’s (https://h2o.ai) open-

source H2O-3 library (version 3.32.0.5). Specifically, the algorithms used in producing this model

stack include XgBoost, Gradient BoostingMachines (GBM), Extremely Randomised Trees (XRT), Dis-

tributed Random Forests (DRF),Generalised LinearModels (GLM) and a fully-connected, multi-layer

Artificial Neural Network (ANN). Specifically, depending on the time available, multiple versions

of each of the above algorithms would be trained on the dataset. Five-fold cross-validation was

used to avoid overfitting — here, the dataset was split into five parts, and each time a different sub-

set would be used for cross-validation. Specifically, each of these models would be ranked using

cross-validation and used to determine how to further develop new models (i.e. how to improve the

hyperparameter grid search etc.). All of the models would then be merged to produce a stacked

ensemble model. Furthermore, the best performing model from each algorithm family would also be

merged to produce a second ensemble model.

The best performing (ranked by MAE by default) is automatically selected and then applied

on missing data. However, it is possible to gain access to each of the models generated as part

of this stack and use the imputation model for further analysis. For example, when dealing with a

large number of datasets, it may be desirable to train a few similar datasets for an extended period
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and then apply the same trained model on multiple datasets. Moreover, it is possible to extract the

hyperparameters (and any associated parameters) used for each generated model.

This tool was developed in a manner that allows end-user to choose the analysis time, and the

best combination of models would be developed andmergedwithin the allocated time. Furthermore,

the tool includes an early stopping methodology that automatically stops building further models if

no further improvements can be made, as determined through cross-validation. Moreover, this tool

automatically determines whether there are GPUs available and, if so, is able to benefit from the

extra computational power automatically.

Model stacking was run multiple times with each of the downsampled datasets, and their per-

formance was compared against the original dataset. The downsampled dataset was first split into

two subsets based on whether the methylation value was missing. The subset with known methylation

values was further split into five parts for five-fold cross-validation. As described in Section 1.2.1,

the training dataset is used for training the model. In contrast, the validation dataset is used for

cross-validation to ensure that the model does not over-fit the training dataset. The final subset of the

data with unknown methylation values is used as the final test dataset — where the corresponding

methylation value from the original dataset is used to assess the model, i.e. in a similar way to the

imputation benchmark. Importantly, this final test dataset is not used for the training phase.

As part of the initial approach, model stacking was run with an allocated training time of 2

minutes on a machine with 128 CPU threads.

Here, the same dataset was used as in Section 5.2, which specifically contained data (i.e. dis-

tance and methylation value) from the two immediately neighbouring, non-missing CpG sites (see

Figure 5.3A). As mentioned in Section 5.2, this feature data is informed by the underlying feature

datasets used in existing published tools, including BoostMe (see Section 2.2.5.2) and DeepCpG

(see Section 2.2.5.3).

The produced stacked model was made up of 14 models (see Table 5.1), which were collated

to produce two stacked ensembled models. First, all the models are combined to produce the first

stacked ensemble model, whilst the second stacked ensemble model is built using the best model of

each algorithm family. As shown in Table 5.1, both stacked ensemble models are better than the

corresponding models used to build the stack.
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After the imputation of the missing values, the imputation accuracy was calculated by comparing

the imputed values with the corresponding value in the original dataset. Figure S28 and Table 5.3

show the performance of the stacked model. For the D10 dataset, an additional 17 million CPG sites

were imputed, with an MAE of 7.8% and an RMSE of 14.3%. Furthermore, a Pearson correlation of

0.86 was achieved. For this dataset, the MAE of the imputed sites is only 3% less accurate than the

baseline.

As a result, this stacked model managed to outperform DeepCpG (2–14% difference in MAE)

and BoostMe (1.7–4% difference MAE). Importantly, this stacked model performs very well at all

coverage levels, including shallow coverage datasets (D05), where an additional 25.8 million sites

were imputed with a Pearson correlation of 0.86 and anMAE of 9%. Additionally, as highlighted in

Figure S29, the error in each genomic feature is quite small and follows a similar trend to that seen

with the baseline error (see Figure S3).

Therefore, in conclusion, the model stack was able to outperform all other imputation tools whilst

taking a reasonable amount of time compared to DeepCpG and BoostMe. One of the main benefits

of this tool is the fact that total training time can be pre-allocated by the end-user. As a result, the

model stacking methodology is included with the GIMMEcpg R package (described in more detail

in Section 5.7).

5.6.1 Custom Feature Datasets

An important feature of this package is the ability to provide additional data when running the model

stack. Even thoughmachine learning algorithms are largely known as ‘black-box algorithms’ (i.e. the

motivations underlying a model are usually unknown), some algorithms are more easily interpreted

than others. For example, by determining the effect of removing each parameter one at a time, it is

possible to glean the impact each variable has on a model and potentially understand how it works.

In this manner, multiple plots can be produced to support the explanation of a generated model with

a custom featured dataset.

Thus, to demonstrate this feature, the model stacking algorithm was run with two additional vari-

ables. The distances of the neighbouring CpG sites were converted into two values reflecting the
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Figure 5.6: Interpreting models produced using GIMMEcpgModel Stack with the default feature dataset. [A]

Relative importance of each variable for best scoring model. [B] Variable importance for each

model generated as part of the Model Stack. Models and variables are ordered by similarity. [C]

Summary Shap-value plot. The variables on the y-axis are ordered by importance. Each data

point is corresponds to a data point in the feature dataset (and is normalised so that the different

variables are comparable). The distribution away from the x = 0 represents the effect of that data

point on the outcome (i.e. SHAP contribution). The positive and negative SHAP contribution means

effects on the outcome in the opposite direction. As such in summary — for each row in the feature

dataset, there is a data point for each variable, explaining whether had a positive or negative

effect on the overall outcome. [D] Correlation plot between the the predictions between each of

the models (ordered based on similarity).
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Model MAE RMSE Training Time (ms)

Stacked Ensemble All Models 9.2 % 15.0 % 3462

Stacked Ensemble Best Of Family 9.2 % 15.0 % 1881

XGBoost grid 1 9.8 % 15.1 % 1669

Distributed Random Forests 1 10.7 % 17.3 % 490

Generalised Linear Models 1 12.4 % 17.1 % 2086

Gradient Boosting Machines grid 1 20.8 % 27.1 % 640

Gradient Boosting Machines 5 23.3 % 30.6 % 726

Gradient Boosting Machines 3 23.3 % 30.6 % 328

Gradient Boosting Machines 2 23.3 % 30.6 % 273

Gradient Boosting Machines 1 23.5 % 30.9 % 365

Gradient Boosting Machines 4 24.8 % 32.7 % 99

Extremely Randomised Trees 1 25.1 % 33.2 % 78

XGBoost 1 30.4 % 31.8 % 895

XGBoost 2 30.6 % 32.0 % 6251

XGBoost 3 30.9 % 32.3 % 847

Deep Learning 1 35.2 % 58.1 % 24

Table 5.1: Models generated as part of the model stack using the default feature dataset. The cross-validation

MAE and RMSE and the training time in milliseconds are shown.

correlation expected between neighbouring CpG sites at the corresponding distance. Thereafter,

a new stacked model was built for each of the downsampled datasets and then compared to the

corresponding original high-quality dataset.

In this manner, for the D10 dataset, a total of 10 models were generated, which were then

collated to produce two stacked ensemble models (as described in Table 5.2).

The accuracy of the stacked ensembled model is shown in Figure S30 and Table 5.3.

With the D10 dataset, an additional 17 million CpG were imputed with an MAE of 9.8% and

an RMSE of 15.8%. Furthermore, a Pearson correlation of 0.84 was achieved. Consequently, as

highlighted in Table 5.3, this stacked model outperforms DeepCpG and BoostMe. However, with

the set two minute training time, it does not outperform the default stacked model.

As shown in Figure 5.7, several plots were generated, dissecting and analysing the stacked

model with the custom feature dataset. These plots can be compared to those generated with the
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Model MAE RMSE Training Time (ms)

Stacked Ensemble Best Of Family 9.2 % 15.0 % 952

Stacked Ensemble All Models 9.2 % 15.0 % 1578

Distributed Random Forests 1 10.5 % 17.4 % 1168

Gradient Boosting Machines 2 23.3 % 30.6 % 282

Gradient Boosting Machines 1 23.3 % 30.6 % 258

Gradient Boosting Machines 3 23.4 % 30.7 % 316

Gradient Boosting Machines 4 23.4 % 30.8 % 1263

Generalised Linear Models 1 24.0 % 31.6 % 1116

Gradient Boosting Machines 5 24.7 % 32.6 % 557

XGBoost 1 30.4 % 31.7 % 1538

XGBoost 3 30.5 % 31.9 % 2395

XGBoost 2 30.8 % 32.3 % 8759

Table 5.2: Models generated as part of Model stack using 4 variables. The cross-validation MAE and RMSE

and the training time in milliseconds are shown.

default feature dataset in Figure 5.6.

In both cases (i.e. the default and the stacked model from the custom feature dataset), the most

important variables are the methylation value of the neighbouring CpG sites. Clearly, without the

methylation value of these neighbouring CpG sites, the algorithm’s predictive power would expect-

edly decrease. Interestingly, as highlighted by Figures 5.6C and 5.7C, with the addition of the two

Pearson correlation variables, the distances do have minimal, if any, effect on the final model. This

is highlighted by the fact that the data points associated with the distance variables in Figure 5.7C

are close to (or on) the x = 0 axis; suggesting that they have no or little effect on the final model.

However, it is important to note that the stacked model only had two minutes training time to

process an additional 56 million data points (i.e. two additional columns for 28 million CpG sites).

Therefore, it is possible that this feature dataset may even outperform the default GIMMEcpg feature

dataset if more time is provided to the model stack to develop further.
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Figure 5.7: Interpreting models produced using GIMMEcpg Model Stack with a custom feature dataset (i.e.

with additional correlation variables). [A] Relative importance of each variable for best scoring

model. [B] Variable importance for each model generated as part of the Model Stack. Models

and variables are ordered by similarity. [C] Summary Shap-value plot. The variables on the y-

axis are ordered by importance. Each data point is corresponds to a data point in the feature

dataset (and is normalised so that the different variables are comparable). The distribution away

from the x = 0 represents the effect of that data point on the outcome (i.e. SHAP contribution). The

positive and negative SHAP contribution means effects on the outcome in the opposite direction.

As such in summary — for each row in the feature dataset, there is a data point for each variable,

explaining whether had a positive or negative effect on the overall outcome. [D] Correlation plot

between the the predictions between each of the models (ordered based on similarity).
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Imputation Method
D05 D07 D10

# of CpGs R MAE RMSE # of CpGs R MAE RMSE # of CpGs R MAE RMSE

Baseline 13.66 M 0.94 7.9 % 11.5 % 15.97 M 0.95 7.0 % 10.2 % 18.03 M 0.96 6.0 % 8.8 %

Baseline (cov ⩾ 10) 2.05 M 0.98 5.5 % 7.6 % 5.43 M 0.98 5.3 % 7.3 % 10.34 M 0.98 4.8 % 6.7 %

DeepCpG 26.03 M NA 22.9 % 30.2 % 22.58 M 0.69 12.4 % 22.4 % 17.68 M 0.70 11.6 % 21.2 %

BoostMe - - - - 21.31 M 0.75 12.0 % 19.5 % 16.60 M 0.76 11.3 % 18.3 %

KNN 26.03 M 0.40 37.9 % 51.9 % 22.58 M 0.43 35.4 % 49.6 % 17.68 M 0.41 35.8 % 49.9 %

COCO 25.93 M 0.58 16.1 % 27.9 % 22.50 M 0.66 14.1 % 24.4 % 17.61 M 0.67 13.2 % 22.8 %

GIMMEcpg (DW LM) 25.93 M 0.62 15.1 % 25.0 % 22.50 M 0.70 13.0 % 21.8 % 17.61 M 0.71 12.2 % 20.4 %

GIMMEcpg (CW LM) 4.88 M 0.87 10.8 % 19.4 % 7.52 M 0.85 10.9 % 19.2 % 7.97 M 0.82 11.0 % 19.2 %

GIMMEcpg (Stack - custom) 25.87 M 0.82 11.5 % 17.6 % 22.20 M 0.78 11.5 % 18.4 % 17.06 M 0.84 9.8 % 15.9 %

GIMMEcpg (Stack) 25.87 M 0.86 9.0 % 15.4 % 22.20 M 0.87 9.2 % 14.6 % 17.06 M 0.86 7.8 % 14.3 %

Imputation Method D15 D20 D25

# of CpGs R MAE RMSE # of CpGs R MAE RMSE # of CpGs R MAE RMSE

Baseline 19.89 M 0.97 5.0 % 7.3 % 20.94 M 0.98 4.2 % 6.3 % 21.63 M 0.98 3.7 % 5.6 %

Baseline (cov ⩾ 10) 15.32 M 0.98 4.3 % 6.0 % 17.89 M 0.99 3.8 % 5.4 % 19.41 M 0.99 3.4 % 4.8 %

DeepCpG 12.68 M 0.69 11.3 % 20.5 % 10.09 M 0.68 11.5 % 20.6 % 8.57 M 0.67 11.5 % 20.5 %

BoostMe 11.81 M 0.74 11.2 % 18.0 % 9.33 M 0.73 11.3 % 18.1 % 7.88 M 0.72 11.4 % 18.3 %

KNN 12.68 M 0.38 38.6 % 52.2 % 10.09 M 0.36 40.9 % 54.0 % 8.57 M 0.34 42.5 % 55.2 %

COCO 12.61 M 0.65 13.0 % 22.3 % 10.02 M 0.64 13.0 % 22.2 % 8.51 M 0.63 13.0 % 22.3 %

GIMMEcpg (DW LM) 12.61 M 0.70 11.9 % 20.0 % 10.02 M 0.68 12.0 % 20.0 % 8.51 M 0.67 12.1 % 20.1 %

GIMMEcpg (CW LM) 6.60 M 0.77 11.3 % 19.5 % 5.45 M 0.75 11.5 % 19.8 % 4.69 M 0.74 11.6 % 20.0 %

GIMMEcpg (Stack - custom) 11.97 M 0.83 8.5 % 14.8 % 9.42 M 0.78 10.4 % 17.0 % 7.96 M 0.81 8.9 % 15.4 %

GIMMEcpg (Stack) 11.97 M 0.83 8.5 % 14.9 % 9.42 M 0.81 8.9 % 15.3 % 7.96 M 0.79 9.6 % 16.1 %

Imputation Method D30 D60

# of CpGs R MAE RMSE # of CpGs R MAE RMSE

Baseline 22.12 M 0.99 3.3 % 5.0 % 23.58 M 1.00 1.8 % 2.8 %

Baseline (cov ⩾ 10) 20.39 M 0.99 3.1 % 4.4 % 22.78 M 1.00 1.8 % 2.6 %

DeepCpG 7.59 M 0.67 11.7 % 20.6 % 5.21 M 0.64 12.5 % 21.2 %

BoostMe 6.95 M 0.71 11.5 % 18.4 % 4.69 M 0.68 12.3 % 19.1 %

KNN 7.59 M 0.33 43.5 % 56.0 % 5.21 M 0.35 41.3 % 55.2 %

COCO 7.53 M 0.63 13.1 % 22.4 % 5.15 M 0.60 13.4 % 22.9 %

GIMMEcpg (DW LM) 7.53 M 0.67 12.2 % 20.2 % 5.15 M 0.64 12.7 % 20.8 %

GIMMEcpg (CW LM) 4.17 M 0.73 11.7 % 20.2 % 2.83 M 0.69 12.3 % 20.9 %

GIMMEcpg (Stack - custom) 7.03 M 0.78 10.1 % 16.6 % 4.79 M 0.67 12.2 % 20.3 %

GIMMEcpg (Stack) 7.03 M 0.79 9.8 % 16.1 % 4.79 M 0.79 9.8 % 16.1 %

Table 5.3: Benchmark summary statistics for just the imputed CpG sites when applying multiple novel impu-

tation techniques. The Baseline rows show the summary statistics before imputation, while the re-

mainder of the rows refers to the summary statistics calculated from just the imputed values. Specif-

ically, the following statistics are shown: the number of imputed CpG sites (# CpG sites) with a

read depth higher than 10, Pearson Correlation (R), the Mean Absolute Error (MAE) and the Root

Mean Squared Error (RMSE).
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Figure 5.8: Comparison of benchmark summary statistics for novel imputation techniques showing: [A] the

number of imputed CpG sites, [B] Pearson Correlation of imputed values, [C] MAE of imputed

values, [D] RMSE of imputed values.
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Figure 5.9: The time taken and memory allocated for the imputation of six downsampled dataset (at different

coverage levels). The memory allocation shown is the maximummemory allocatedwhile applying

the function.
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Imputation D05 D07 D10 D15

Method Time Memory Time Memory Time Memory Time Memory

DeepCpG* 28.3h - 29.3h - 29.9h - 29.3h -

BoostMe 18.14m 95.92GB 27.64m 181.83GB 27.12m 178.8GB 28.63m 175.24GB

KNN 9.32m 256.8GB 7.08m 251.6GB 8.04m 244.1GB 7.67m 236.6GB

COCO 46.61s 28.4GB 41.23s 27.2GB 31.22s 25.6GB 35.5s 23.9GB

DW Local Mean 44.23s 33.2GB 32.11s 31.7GB 40.25s 29.6GB 36.93s 27.5GB

CW Local Mean 5.44m 120.8GB 5.68m 125.8GB 5.86m 132.9GB 5.71m 140.1GB

Imputation D20 D25 D30 D60

Method Time Memory Time Memory Time Memory Time Memory

DeepCpG* 29.6h - 29.6h - 28.5h - 29.9h -

BoostMe 26.43m 174.17GB 27.49m 173.33GB 27.84m 172.33GB 33.01m 171.12GB

KNN 7.49m 232.7GB 8.47m 230.3GB 7.89m 228.9GB 8.04m 225.2GB

COCO 28.7s 23GB 29.47s 22.5GB 27.43s 22.2GB 29.9s 21.4GB

DW Local Mean 32.13s 26.4GB 31.85s 25.8GB 27.83s 25.4GB 24.36s 24.3GB

CW Local Mean 6.18m 143.8GB 6.15m 146.1GB 6.24m 147.5GB 6.43m 151GB

Table 5.4: The time taken and memory allocated for the imputation of six downsampled dataset (at different

coverage levels). The memory allocation shown is the maximum memory allocated while applying

the function. *DeepCpG was carried out on a different machine with two GPU devices installed.
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Figure 5.10: Methylation distribution of imputed values in the D10 downsampled dataset, comparing the im-

puted methylation value and the corresponding actual methylation value in the original dataset.

Any deviation from the y = x axis corresponds to an error in the methylation value. Each panel

refers to a different imputation technique: [A] Baseline Error, [B] BoostMe, [C] KNN, [D] Closest

Observation Carried Over (COCO), [E] GIMMEcpg (DW Local Mean), [F] GIMMEcpg (CW

Local Mean), [G] GIMMEcpg (Model Stack), [H] GIMMEcpg (Model Stack — custom feature

dataset with 6 variables).
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Figure 5.11: Box-plots showing the distribution of the absolute error in the imputed value, separated based

on the genomic annotation of the CpG site. Outliers are not shown on the plot due to the number

of outliers; rather, the box-plots whiskers are extended to the maxima and minima with a dashed

line. Each panel refers to a different imputation technique: [A] Baseline Error, [B] BoostMe, [C]

KNN, [D] Closest Observation Carried Over (COCO), [E] GIMMEcpg (DW Local Mean), [F]

GIMMEcpg (CW Local Mean), [G] GIMMEcpg (Model Stack), [H] GIMMEcpg (Model Stack

— custom feature dataset with 6 variables). Each panel includes summarised information from

six downsampled datasets at the 10x level. The number of CpG sites in each genomic annotation

type is highlighted in the colour scale on the right of each panel (with the red colour denoting a

lower number of CpG sites).
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Figure 5.12: Comparison of benchmark summary statistics for novel imputation techniques showing: [A] the

number of imputed CpG sites, [B] Pearson Correlation of imputed values, [C] MAE of imputed

values, [D] RMSE of imputed values.
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5.7 Summary & GIMMEcpg Package Development

As shown in Figure 5.8, Figure 5.12 and Table 5.3, a number of novel imputation algorithms have

been developed that outperform DeepCpG and BoostMe in terms of accuracy and computational

efficiency. Due to the fact that some of the algorithms prioritise speed and computational efficiency,

while others focus on accuracy, all of these algorithms have been packaged into a newly devel-

oped R package, named GIMMEcpg (Global IMputation of cpg MEthylation). Specifically, the

main imputation algorithms included within GIMMEcpg are DW Local Mean, CW Local Mean and

Model Stacking. In addition, other simpler imputation tools (including NOCF, LOCB, COCO, mean

imputation) were also included within the package.

However, the most important and the default imputation methodology within GIMMEcpg is

Model Stacking. Nevertheless, users can easily choose an alternative algorithm—which researchers

may find useful for their specific use case. As some of these imputation techniques have not per-

formed well in our benchmark, a warning is displayed if a low performing imputation tool is used.

Furthermore, the user is shown a link to the package homepage, where some of the plots from this

benchmark are displayed. Once this work is published, it is planned to include the additional link to

the peer-reviewed article for the user’s reference.

The GIMMEcpg package is built on top of the MATT package to achieve fast analysis times and

high computational and memory efficiency when dealing with many WGBS datasets. The package

itself has also been released under the MIT license, allowing other users to freely use the tool and

access the underlying codebase for commercial and private use, without any liability or warranty

provided. It is hoped that by providing an open-source license will help the community to further

research and increase the progress of the epigenomic imputation field.

GIMMEcpg has been structured as an R package but has not yet been released to the Biocon-

ductor repository. End users will currently need to install the package directly from Github using the

remotes package (instructions provided on the package home page).

GIMMEcpg has been developed with a plugin system for different imputation tools. Each of

the different imputation tools are completely independent of one another. The relevant imputation
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function is accessed from a central function, where the end-user provides the data and the method

name (gimme_cpg(data, method)). As such, this makes it easier to add additional imputation

tools to the package. Here a single function can be added to the repository, and then the corre-

sponding name simply needs to be added to the gimme_cpg function. Importantly, new functions

can be added in two modes. If the imputation is vectorised, the method name needs to be added

to an additional list within the library, which informs the library that multiple datasets can be pro-

cessed simultaneously using multi-threading. Alternatively, where it is not possible to fully vectorise

the function, it is also possible to ensure that a single dataset is processed at a time. Furthermore, it is

possible to specify the features that a custom function would require, and thereby avoid processing

additional variables that would remain unused by the custom function. This avoids generating fields

that are not used by the imputation tool in question.

In a similar manner to MATT, GIMMEcpg was developed using the best coding styling guides

and practices. Firstly, the codebase was written in line with the tidyverse styling guide where possible

[115]. Furthermore, unit tests were written using some test data from the PGP-UK. The PGP-UKWGBS

dataset was used rather than the downsampled datasets from the S1_W1 and S2_W1 datasets since

the PGP-UK data is available under a CC-0 license, which means that this data can be used for unit

testings (which would be publicly available).

Specifically, a single WGBS dataset is imputed using each of the imputation methods avail-

able. The output of these methods are compared to the expected results. Furthermore, the summary

statistics from each of these imputation methods are displayed at the end of the unit testing.

Unit testing is implemented in a similar manner to MATT. Specifically, the package is down-

loaded on a Ubuntu Docker image in Github Actions. Thereafter, each time a new commit (an

update) is pushed to Github, then the unit tests are triggered on Github Actions. If the tests fail,

an email is sent to the package manager and the developer who provided the updates (pushed

the failed commit) in order to provide a resolution and a new commit. Moreover, a badge on the

package home page is updated from green (i.e. passing tests) to red (i.e. failing tests). This error

identification process will help by warning the end-user that the current version of the package may

not produce the expected results.
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5.8 Discussion

In conclusion, GIMMEcpg is a very useful tool for analysingWGBS datasets as part of large cohort

studies. Furthermore, GIMMEcpg also works on all other sequencing epigenomic datasets, includ-

ing RRBS datasets. In particular, the GIMMEcpg default imputation technique (model stacking) is

significantly more accurate than existing published tools and provided results faster than BoostMe

and DeepCpG. On the other hand, other imputation tools (i.e. DW Local Mean etc.) included within

GIMMEcpg are significantly faster and computationally efficient than BoostMe and DeepCpG.

Moreover, the default methodology within GIMMEcpg allows end-users to choose the maximum

time the model should be trained for. As such, GIMMEcpg is the ideal solution for several different

use cases, including large cohort studies (where speed is of importance) as well as for biomarker

studies where high accuracy is essential.

Furthermore, GIMMEcpg includes functions that are designed to help end-users improve the

default feature dataset. For example, an end-user may wish to include genomic annotation (or

KEGG/ GO pathway terms etc.) in the feature dataset. After building the model, GIMMEcpg can

generate plots that help explain how the different models in the stack were affected by the updated

feature dataset. Therefore, GIMMEcpg is a useful tool that enables end-users and researchers in

determining methods for further improving the imputation accuracy.

When producing these explain-ability plots, a message to the end-user is displayed, encourag-

ing the user to also run their new feature dataset with the benchmark included with the unit testing.

This allows their custom feature dataset to be fully tested and compared with a simulated known test

dataset. This allows the end-user to determine more accurate metrics for their new feature dataset

and see how it compares with other imputation algorithms included within GIMMEcpg. If the cus-

tom feature dataset does outperform the default feature dataset, then another message is displayed

encouraging the end-user to report this back to the community via the Github issues page.

Additionally, GIMMEcpg provides extensive cross-validation metrics for each of the generated

models, allowing end-users to see which models are included in the final stacked model and how

they perform independently. Furthermore, GIMMEcpg allows end-users to choose a different model
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from the list of models provided — for example, an end-user may wish to use a simpler model (e.g.

a Generalised Linear Model) instead of a complex stacked model if the difference in accuracy be-

tween the two models is not large. End users can also extract the hyperparameter (and all other

associated parameters) associated with a specific model. This allows users to potentially build ex-

actly the same model on a different dataset.

GIMMEcpg is automatically able to determine the amount of resources available and can take

advantage of additional computational power when available. For example, if a GPU is detected,

it is automatically used to build models faster. Therefore, GIMMEcpg can process data faster with

the additional power and thus achieve better results (i.e. more optimised models) within the same

time period.

GIMMEcpgModel stackingmodule is based on theH2O-3 library, which requires a Java based

server to be running in the background. All functions within R then connect to this Java server (using

a REST API), which then processes all the commands as required. By default, the Java based server

is automatically installed when installing the GIMMEcpg R package, and the Java Server is auto-

matically started (from R) when running a function that requires the Java server (i.e. model stacking).

The Java server is automatically stopped when detaching the GIMMEcpg library or when closing R.

Additionally, GIMMEcpg supports distributed computing where more than one server node is

used for analysis. Here, a command is run on each of the server nodes, and then GIMMEcpg

is connected to all of these nodes using their ports and IP addresses. However, most academic

and commercial servers have firewalls that are not easily configurable, and as such, it is usually

very difficult to make a port accessible to other nodes. Therefore a more secure alternative is also

documented, where SSH is used to forward the relevant port to the main analysis server. In this case,

GIMMEcpgwould connect to each of the different server nodes through an SSH tunnel. GIMMEcpg

automatically uses all the computational power in all of the different server nodes in this distributed

mode. However, at this time, it is not possible to utilise GPUs while in the distributed computing

mode. Therefore, when GPUs are available, it is recommended to run GIMMEcpg independently

(i.e. process separate datasets) on each of the nodes, so that the GPUs would be utilised where

possible.

GIMMEcpg does not include the KNN implementation that was described in Section 5.2 be-
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cause it did not perform well in the benchmark. This was particularly because many optimisations

were made in the algorithm to avoid calculating 400,000 billion distances (as would be the case

without these optimisations). However, it may be useful to include an alternative clustering-based

imputation methodology within GIMMEcpg in the future. As such, it may make sense to explore this

further in order to develop an alternative clustering algorithm using MATT. Specifically, each of the

variables would be first binned into set groups, which can be achieved very efficiently with MATT.

This could be improved by using an unequal binning strategy for the distance column (e.g. as de-

scribed in Section 5.5). Thereafter, as MATT is particularly efficient in processing computations per

group, the mean methylation could be calculated for each group of binned variables. This would

be fast since MATT can carry out a binary comparison across the dataset and quickly identify the

closely related neighbours. Therefore, in this manner, GIMMEcpg could include a clustering algo-

rithm that is efficient and optimised, while ensuring that the imputation learns from the entire dataset

rather than just a small subset (as is the case with the current implementation).

GIMMEcpg does not yet include extensive documentation. As such, this should be written as

soon as possible and made available to end-users on the package home page. This would help

decrease the number of support requests on Github while also making the package more accessible

to the epigenomic community. Furthermore, it would be useful to add a tutorial that demonstrates

how to use GIMMEcpg with exemplar data. Specifically, this tutorial could include instructions on

how to run each of the different imputation tools within GIMMEcpg while highlighting their individ-

ual features. The model stacking algorithm’s full power cannot be currently tested as part of the

automated unit testing. For example, due to the limited computational power of the servers included

with Github Actions, it is not possible to automatically test and ensure the model stacking software is

working effectively with GPUs. An offline extended version of the unit tests could be developed that

would then be manually run on an offline server with a GPU.

Since GIMMEcpg is significantly more accurate and computationally efficient than DeepCpG

and BoostMe, it would be useful to publicise the benchmark on the package home page. Ideally,

the benchmark would be automatically run and updated every time the package is updated (i.e.

using Github Actions). This helps ensure that new features and updates do not adversely affect the

package’s accuracy or computational efficiency. Moreover, in-line code documentation could be
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added to the tool to help future maintainers update the codebase.

The GIMMEcpg unit tests currently have very low code coverage — i.e. a small percentage

of the entire codebase is tested in the automated unit tests. It would be desirable to increase the

number of unit tests such that each function within the library is automatically tested as part of the

continuous integration setup. This would help decrease the risk of an update causing unseen effects

on a different part of the codebase. Once a high code coverage is achieved, this could be displayed

on the package home page to increase user confidence in the package.

In conclusion, GIMMEcpg is a valuable new tool for epigenomic studies of all sizes. Its superior

accuracy, as well as its computational efficiency, make it the ideal imputation toolkit. GIMMEcpg’s

ability to drastically improve low-quality RRBS and WGBS datasets have been demonstrated as

part of this work.
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Imputation Application

In the previous chapters, the potential of imputation for improvingWGBS datasets has been demon-

strated through a benchmark involving 48 simulated, downsampled WGBS datasets. In particular,

the value of GIMMEcpg in accurately imputing a large number of CpG sites in low-quality datasets

was highlighted. Therefore, to fully appreciate its potential, it would be useful to apply GIMMEcpg

to actual RRBS and WGBS datasets and determine how well the tool fares in real-life cases.

Additionally, it is important to determine the extent of missing and low-quality data, as well as

the reproducibility and accuracy of different epigenomic dataset types. This would help highlight

cases where imputation would be more useful than generating more sequencing data. Furthermore,

in order to put any calculated statistics into perspective, it would be useful to include microarrays,

RRBS (and other targeted BS-seq) and WGBS datasets as part of this analysis. Microarrays such

as the Illumina BeadArrays are highly accurate because each CpG methylation value is averaged

over orders of magnitude more molecules than can be achieved by sequencing.

6.1 Imputation of Personal Genome Project WGBS data

The Personal Genome Project (PGP) is a global organisation with the aim to make genomic data

from healthy volunteers freely available under an open-source CC-0 license [86, 87]. The UK arm

of the PGP (PGP-UK) has several epigenomic datasets available. Specifically, there are ten shallow

(15x) WGBS datasets and matched 450K datasets from healthy volunteers of the PGP-UK.
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The intended coverage of these WGBS datasets was 30x. However, due to sequencing issues,

the quality of the data produced was lower than expected. Each dataset has a CpG coverage

of 15.9x and included an average of 15.97 million CpG sites with a read depth higher than ten

reads. Therefore, imputation could potentially be used to increase the quality and coverage of this

open-access resource.

When comparing the imputed data to the corresponding methylation values in the microarray

datasets, it is important to be aware that there are likely to be differences due to different sequencing

technologies being used. Furthermore, the array datasets were not necessarily produced from the

same blood sample and time point as the WGBS dataset. Even though each volunteer is healthy,

there may be differences associated with using a different sample/time point (e.g. changes associ-

ated with normal ageing). As a result, one way to circumvent this issue is to calculate the baseline

error associated with each comparison and use this as a reference when calculating summary statis-

tics. Specifically, this baseline error could be calculated by determining the error (or difference)

between known methylation values in both datasets (i.e. before imputation).

The fastest imputation module included within GIMMEcpg was first applied to all ten datasets.

GIMMEcpg (DW Local Mean) was able to run almost instantly on each dataset — in fact, calcu-

lating the summary statistics took longer (by a few seconds) than the imputation. The performance

of GIMMEcpg (DW Local Mean) is shown in Table S3, with the change in the summary statistics

shown in Figure 6.1A.

Each dataset had an average CpG coverage of 15.9x with 15.9 million CpG sites before im-

putation. With GIMMEcpg (DW Local Mean), an additional 12.16 million CpG sites were imputed

on average, bringing the total number of CpG sites to 28.15 million CpG sites. The imputed CpG

sites had an average increase of 4.1% in the MAE and an average increase of 7.2% in the RMSE.

This corresponds to a decrease of 0.10 in the Pearson correlation.

However, when comparing the summary metrics for the entire dataset before and after impu-

tation, the results look even better. After imputation, the average increase in MAE and RMSE was

1.4% and 2.7%, respectively. The Pearson correlation decreased by 0.03 on average.

In conclusion, these results suggest that the increase in accuracy resulting fromGIMMEcpg (DW

Local Mean) imputation is minimal while almost doubling the number of CpG sites included in the
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Sample ID CpG Coverage
# of CpG sites Overlap with array Change in R Change in MAE Change in RMSE

Before Imputed After Before Imputed After Before Imputed After Before Imputed After Before Imputed After

S4 16.7 15.35 M 12.79 M 28.15 M 361 K 121 K 482 K 0.97 -0.11 -0.02 8.7 % +4.4 % +1.11 11.5 % +7.6 % +2.31

S5 9.9 7.69 M 20.43 M 28.13 M 118 K 364 K 482 K 0.95 -0.19 -0.15 10.3 % +7.6 % +5.70 13.4 % +12.8 % +10.28

S6 18.1 18.50 M 9.64 M 28.15 M 390 K 91 K 482 K 0.97 -0.08 -0.01 9.1 % +3.2 % +0.61 11.8 % +6.0 % +1.36

S7 17.0 17.86 M 10.27 M 28.15 M 378 K 103 K 482 K 0.97 -0.08 -0.01 9.2 % +3.2 % +0.69 12.0 % +5.8 % +1.47

S8 16.2 17.38 M 10.74 M 28.14 M 369 K 112 K 482 K 0.97 -0.08 -0.02 9.0 % +3.4 % +0.79 11.8 % +6.0 % +1.66

S9 15.7 16.27 M 11.87 M 28.16 M 356 K 126 K 482 K 0.97 -0.08 -0.02 9.5 % +3.2 % +0.83 12.2 % +5.8 % +1.75

S10 14.6 15.73 M 12.41 M 28.15 M 336 K 146 K 482 K 0.97 -0.07 -0.02 8.7 % +3.5 % +1.06 11.5 % +6.3 % +2.21

S11 14.4 15.18 M 12.96 M 28.15 M 336 K 146 K 482 K 0.97 -0.08 -0.02 9.1 % +3.5 % +1.07 11.9 % +6.4 % +2.24

S12 16.0 17.31 M 10.82 M 28.15 M 367 K 115 K 482 K 0.97 -0.08 -0.02 8.8 % +3.6 % +0.86 11.7 % +6.2 % +1.75

S13 20.7 18.43 M 9.70 M 28.15 M 408 K 74 K 482 K 0.97 -0.14 -0.01 8.3 % +5.2 % +0.80 11.1 % +8.6 % +1.71

Average 15.9 15.97 M 12.16 M 28.15 M 342 K 140 K 482 K 0.97 -0.10 -0.03 9.1 % +4.1 % +1.4 % 11.9 % +7.2 % +2.7 %

Sample ID CpG Coverage
# of CpG sites Overlap with array Change in R Change in MAE Change in RMSE

Before Imputed After Before Imputed After Before Imputed After Before Imputed After Before Imputed After

S4 16.7 15.35 M 12.79 M 28.15 M 361 K 121 K 482 K 0.97 -0.07 -0.01 8.7 % +1.9 % +0.5 % 11.5 % +4.1 % +1.2 %

S5 9.9 7.69 M 20.43 M 28.13 M 118 K 364 K 482 K 0.95 -0.06 -0.05 10.3 % +2.4 % +1.8 % 13.4 % +4.5 % +3.5 %

S6 18.1 18.50 M 9.64 M 28.15 M 390 K 91 K 482 K 0.97 -0.05 -0.01 9.1 % +0.3 % +0.1 % 11.8 % +2.7 % +0.6 %

S7 17.0 17.86 M 10.27 M 28.15 M 378 K 103 K 482 K 0.97 -0.05 -0.01 9.2 % +1.3 % +0.3 % 12.0 % +3.4 % +0.8 %

S8 16.2 17.38 M 10.74 M 28.14 M 369 K 112 K 482 K 0.97 -0.05 -0.01 9.0 % +1.5 % +0.4 % 11.8 % +3.5 % +0.9 %

S9 15.7 16.27 M 11.87 M 28.16 M 356 K 126 K 482 K 0.97 -0.05 -0.01 9.5 % +1.2 % +0.3 % 12.2 % +3.1 % +0.9 %

S10 14.6 15.73 M 12.41 M 28.15 M 336 K 146 K 482 K 0.97 -0.04 -0.01 8.7 % +1.5 % +0.5 % 11.5 % +3.3 % +1.1 %

S11 14.4 15.18 M 12.96 M 28.15 M 336 K 146 K 482 K 0.97 -0.04 -0.01 9.1 % +0.8 % +0.3 % 11.9 % +2.7 % +0.9 %

S12 16.0 17.31 M 10.82 M 28.15 M 367 K 115 K 482 K 0.97 -0.05 -0.01 8.8 % +1.6 % +0.4 % 11.7 % +3.5 % +0.9 %

S13 20.7 18.43 M 9.70 M 28.15 M 408 K 74 K 482 K 0.97 -0.09 -0.01 8.3 % +2.7 % +0.4 % 11.1 % +5.1 % +0.9 %

Average 15.9 15.97 M 12.16 M 28.15 M 342 K 140 K 482 K 0.97 -0.05 -0.01 9.1 % +1.5 % +0.5 % 11.9 % +3.6 % +1.2 %

Table 6.1: Summary statistics running two different modes of GIMMEcpg on PGP-UKWGBS datasets show-

ing the change in Pearson Correlation, MAE and RMSE. Specifically, these statistics are calculated

on the entire dataset before running imputation, on just imputed sites, and then on the entire dataset

after running imputation. Panel A refers to the results from GIMMEcpg (DW Local Mean) while

panel B refers to the results with GIMMEcpg (Model Stack).

dataset. Moreover, the imputation accuracy could be further improved with this methodology by

filtering imputed sites that are less likely to be accurate.

GIMMEcpg (Model Stack) was also applied to each of the ten WGBS datasets, attempting to

impute all missing CpG sites. The accuracy of GIMMEcpg (Model Stack) was calculated in the same

manner as above. The performance of GIMMEcpg (Model Stack) is shown in Table S4, with the

change in the summary statistics shown in Figure 6.1B.

Asmentioned previously, each dataset had an averageCpGcoverage of 15.9xwith 15.9million

CpG sites, on average, before imputation. With GIMMEcpg (Model Stack), an average of 12.16

million CpG sites were imputed, bringing the total number of CpG sites to 28.15 million CpG sites

(i.e. the same number of CpG sites as with GIMMEcpg (DW Local Mean)). The imputed CpG sites

had an average increase of 1.5% in the MAE and an average increase of 3.6% in the RMSE. This
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corresponds to a decrease of 0.05 in the Pearson correlation.

However, when comparing the summary metrics for the entire dataset before and after impu-

tation, the results look even better. After imputation, the average increase in MAE and RMSE was

0.5% and 1.2%, respectively. The Pearson correlation decreased by 0.01 on average.

As a result, as expected, the default (and slightly slower) Model Stacking version of GIMMEcpg

outperforms the faster Distance-Weighted Local Mean GIMMEcpg implementation. In both cases,

the value of this open access PGP-UK resource is drastically improved through imputation with GIM-

MEcpg, while ensuring a high level of accuracy of the imputed sites.

6.2 Imputation of RRBS data

The ability to impute RRBS and other targeted BS-seq data will be very valuable as the use of the

targeted BS-seq datasets in epigenomic studies are currently quite prevalent. A common issue with

RRBS-like datasets is that a large percentage of data can be lost due to a lack of overlapping CpG

sites across different datasets. This is further exacerbated when pooling data across different RRBS

or targeted BS-seq technologies.

As such, it will be useful to determine the extent and the best practices when attempting to impute

RRBS datasets with GIMMEcpg. GIMMEcpg was designed for WGBS data and, therefore, may

not perform as accurately when using default parameters. For example, it may be necessary to

apply distance filters to take into account that data distribution in RRBS-like datasets. RRBS datasets

are likely to contain a large number of CpG sites within CpG-dense regions — and as a result,

GIMMEcpg may not be able to accurately extrapolate information learnt from CpG-dense regions

to more spare regions.

A number of RRBS and corresponding WGBS datasets are available for the S3 sample (see Ta-

ble 2.3). A total of 10 datasets were produced from five different sequencing platforms (i.e. two repli-

cates per platform). Therefore this allows for an in-depth analysis into imputed RRBS-like datasets.

In particular, it becomes possible to explore the overlap between five targeted BS-seq platforms

(including RRBS) and then explore the extent to which imputation can be used to increase the over-

lap between the five platforms. If this issue can be effectively solved, the same procedure can be

136



RESULT CHAPTER 6. IMPUTATION APPLICATION

applied to increase the overlap between samples produced by the same or similar RRBS platforms

(where the overlap issue is smaller).

First, a set of CpG sites are identified that are covered by at least one platform. In order to

increase the overlap, this set of CpG sites was imputed instead of imputing all CpG sites within

the methylome (i.e. the default). As such, each of the ten RRBS and targeted BS-seq datasets were

imputed usingGIMMEcpg (DWLocalMean) and then compared to a high coverageWGBSdataset

(69x). Furthermore, the use of distance filters was explored here in order to see how they overlap in

CpG sites, and the corresponding accuracy correlates with one another.

GIMMEcpg (DW Local Mean) was used here instead of the more accurate Model Stacking

based algorithm as imputation (and training) does not need to be re-run each time a different dis-

tance filter is used. Furthermore, as suggested earlier, the presence of data-points from just CpG-rich

regions is likely to affect any machine learning-based algorithm adversely.

The overlap before and after imputation between the five platforms is shown in Figure 6.1A and

Figure 6.1B, respectively. As highlighted in Figure 6.1A, only 9.7% of CpG sites are present in all

five platforms. This corresponds to 767 thousand CpG sites, which is even less than the number of

CpG sites present in the EPIC microarray.

With imputation, this can be easily increased to 97%overlap (i.e. 7.7Million CpG sites) between

all five platforms (Figure 6.1B). However, this increase in the number of CpG sites is at the cost of a

decrease in accuracy (as highlighted in Figure S32). The MAE across different platforms increases

from a range of 4.1–8.7% to 6.7–21.8%. After imputation, the wide range in MAE is due to the

fact that the MAE between replicates is not affected as significantly as the MAE between different

platforms.

The overall accuracy could be improved by using a distance filter on the imputed CpG sites.

This would increase the accuracy but would decrease the overlap between the platforms. As such,

distance filters of 2500bp, 1000bp, 100bp and 10bpwere applied to the dataset (Figures 6.1C-F).

With a distance filter of 2500bp, the overlap is increased by a factor of eight to 3.9 million CpG

sites (50%). With a distance filter of 1000bp, the overlap is 3.1 million CpG sites (40%), and with

a cutoff of 100bp, the overlap decreases to 2.6 million CpG sites (33%). With a cutoff of 10bp, the

overlap is increased to 2.5 million CpG sites (31%).
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The corresponding MAE for before and after imputation, when used together with a distance

filter, is shown in Figure S32. Using a distance filter of 1000bp, the MAE range between datasets

is 6.8–19.1%. As the distance filter is further decreased to 10bp, the MAE range between datasets

drops to 6.5–14.1%.

In conclusion, GIMMEcpg is able to drastically improve the overlap between CpG sites from

9.7% to 97% between different RRBS and targeted BS-seq methods, thus improving cross-platform

interoperability. The accuracy of the imputed CpG sites can be further improved by using an optional

distance filter.

6.3 Epigenomic Datasets

As described in Section 1.1, there are multiple technologies for reading an individual’s DNA methy-

lation signature. The standard methodology of profiling the methylome involves using microarrays

(450K, EPIC) or sequencing (RRBS and WGBS). Newer methodologies for sequencing the methy-

lome include EM Sequencing and Nanopore Sequencing. However, these newer methodologies

have not been as explored in detail, and therefore it would be useful to investigate each sequencing

technology and compare them with one another.

For this task, close to 30 epigenomic datasets from the same sample (Sample 3) were used (see

Section 2.1.3 and Table 2.3). Even though these datasets have been produced by different labs,

since Sample 3 is a cell-line (NA12878), it is expected that its methylation status is fairly stable.

Nonetheless, it will be interesting to explore the changes in the error when comparing dataset pro-

duced for a single timepoint in the same lab compared to datasets from different labs and timepoints.

6.3.1 Nanopore Sequencing

As Nanopore Sequencing becomes more popular, whole epigenome analysis is likely to become

more common. This is due to the fact that the Nanopore epigenome can be read without any pre-

processing such as treatment with bisulfite. As such, researchers analysing genomic data generated

in this manner will be able to explore the epigenome as well at no additional cost.

In order to determine how well Nanopore Sequencing can be used to read the epigenome, a
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Figure 6.1: Overlap in CpG sites across five targeted BS-seq platforms. Panel A shows the overlap before

imputation, and Panel B shows the overlap after imputation. Panel C-F show the overlap after with

a distance filter of 2500bp (Panel C), 1000bp (Panel D), 100bp (Panel E), and 10bp (Panel F).
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Figure 6.2: Comparing the methylome between the Nanopore sequenced dataset with and without PCR.

Panel A refers to the two datasets for S3, and Panel B refers to the whole blood sample from

the PGP-UK participant.

total of four high-quality datasets were sequenced at a high depth. Specifically, two of these datasets

were for S3 (NA12878), and another two were produced from a whole blood sample taken from

a PGP-UK participant. Moreover, for each sample, one dataset was produced as normal, while

the other dataset was preprocessed with PCR. PCR causes cytosine residues in each of the amplified

reads to lose their methylation signature. Therefore, a PCR and a non-PCR dataset were produced

for S3 and the PGP-UK participant.

Figure 6.2 shows the distribution between the PCR processed and non-PCR processed datasets.

In both cases (i.e. Figure 6.2A and Figure 6.2B), 99% of all methylation values in the PCR-processed

datasets is less than 25%. This is highlighted by the distribution shown along the y-axis marginal plots

(i.e. to the right of the plots). On the other hand, the x-axis marginal plots’ distribution (i.e. above

the plots) shows a normal methylation distribution. With the S3 sample, the distribution shown has

two peaks that are of roughly the same height and weight, reflecting that S3 is a cell line. On the

other hand, the x-axis marginal distribution from the whole blood shows the classical distribution

in methylation, where the vast majority of the epigenome is methylated. Therefore, this highlights

that Nanopore Sequencing can distinguish between methylated and unmethylated cytosine residues
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Figure 6.3: Methylation distribution comparing the methylation value from the Nanopore dataset and the

corresponding actual methylation value in a WGBS dataset (S3_W2). Any deviation from the

y = x axis corresponds to an error in the methylation value.

without any preprocessing of the sample.

Furthermore, by comparing the Nanopore sequenced epigenome (S3_N1) to aWGBS (S3_W2)

produced by the Encode project for the same sample, it is possible to determine how accurate the

Nanopore sequenced epigenome compared to the WGBS dataset. Figure 6.3 shows the distribu-

tion comparing the corresponding methylation values of CpG sites in S3_N1 and S3_W2. The vast

majority of the data points fall on the y = x axis. This corresponds to a Pearson Correlation of 0.911

and anMAE of 11.4%, with an RMSE of 16.4%. These results suggest Nanopore is highly correlated

with WGBS data, but there is still some room to improve the raw MAE accuracy.

As shown in Figure 6.3, there seems to be an unequal distribution away from the y = x axis,

with an increased distribution below the y = x axis. Furthermore, this is highlighted by the fact

the distribution shown in the y axis margin plot decreases at 100% methylation. As such, it is likely

that applying a scaling function on all methylation values may help correct this error and move the

distribution towards the y = x axis.

The raw MAE accuracy is likely to be improved through computational improvements, where
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new tools become better to distinguish the signal between methylated and unmethylated cytosine

residues. For example, Megalodon, a new tool released recently, promises improvements in corre-

lation and accuracy when compared to WGBS [124].

The S3_N1 dataset is further explored and compared with other WGBS and EM-seq datasets in

the next section.

6.3.2 WGBS, EM-Seq & Nanopore datasets

The S3 sample is a cell line that is commonly analysed. As a result, a handful of epigenomic datasets

are available in the public domain, as shown in Table 2.1 and described in Section 2.1.3. A total of

nine genome-wide epigenomic datasets were available — including six WGBS, two EM-Seq, and

a Nanopore sequenced datasets. In this manner, the different datasets can be compared to one

another.

Figure 6.4 shows the differences in the summary statistics calculated through pairwise compar-

isons. Even amongst the WGBS datasets, there are groups that are similar to one another. For ex-

ample, datasets W3-W5 and W6-7 form two different groups. This reflects the fact that these datasets

were produced in the same lab (see Table 2.1).

However, it is interesting to see that there is a relatively high MAE of 5.2% between datasets

W3 and W4, despite the fact they were produced in the same lab. Furthermore, when comparing

across all datasets, even though there are relatively high Pearson correlation values (of higher than

0.98), the MAE reaches as high as 10.7% between different datasets. This is larger than what

is expected because of differences due to the different datasets having different coverages. The

expected differences due to having a lower coverage are shown in Figure S2.

The summary statistics shown for the two EM-Seq datasets are in line with the differences seen

across different WGBS datasets. This suggests the results produced with EM-Seq are comparable

to those produced with WGBS.

In the previous Section, an MAE of 11.3% (between Nanopore and WGBS was highlighted as

being quite high). However, when comparing the same dataset (W2) to other WGBS, an MAE of

7.6–9.3% is seen. Therefore the MAE with the Nanopore dataset is only marginally higher (i.e. 2%

142



RESULT CHAPTER 6. IMPUTATION APPLICATION

higher). Nonetheless, the summary results associated with the Nanopore dataset tend to be the least

accurate across all datasets. Furthermore, when comparing the Nanopore dataset to other, higher

coverage WGBS datasets (i.e. S3_W3 and S3_W4), the MAE is lower at 9.7–9.8.

6.3.3 RRBS & Target Hybridisation BS-Seq datasets

For this analysis, ten RRBS (and targeted BS-seq) datasets were used, all derived for the same S3

dataset. These datasets were produced using five different library preparation methods (methodolo-

gies); each was used to produce two replicates (highlighted by the 'L' number).

Figure 6.5 shows the pairwise summary statistics across ten RRBS/ targeted BS-seq datasets. The

MAE between these datasets are quite high and ranges from 4.3% to 7.9%. As such, these RRBS

datasets are more similar to one another when compared to the WGBS datasets (See Figure 6.4).

However, this is possibly due to the fact that all of these datasets were produced by the same in-

dividual in the same lab. Therefore any differences are likely to be due to background noise and

differences between the different technologies used.

Interestingly, even when comparing replicates, there is still an MAE of 5.4% to 7.9% (i.e. com-

paring L1 to the corresponding L2 dataset). Since these are replicates produced using the same

sequencing technology, these differences are likely to be due to background noise rather than any

biological reason. Moreover, these datasets are sequenced at relatively high coverage (average

of 50.5x). This is surprising as this suggests that using RRBS may not be as reproducible as one may

expect when comparing raw methylation values. However, the Pearson correlation between these

targeted BS-seq datasets is quite high, ranging from 0.94 to 0.98.

These RRBS datasets were also compared to the WGBS, EM-Seq and Nanopore dataset since

they are all produced from the same cell line. The summary statistics shown in Figure S33 high-

lights some RRBS / targeted BS-seq datasets correlate better with WGBS compared to others. For

example, Illumina TruSeq Methyl Capture EPIC (S3_R3_L1 and S3_R3_L2), Diagenode Premium

RRBS (S3_R4_L1 and S3_R4_L2) tend to correlate less with WGBS compared to the other RRBS

datasets. Nonetheless, the Pearson correlation ranges from 0.9–0.98, with a corresponding MAE

of 4.8–10.8%.
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Figure 6.4: Pairwise comparisons ofWGBSdatasets for the S3 sample. Details on each dataset can be seen in

Table 2.3. DatasetS3_W2areWGBSdatasets produced as part of the ENCODEproject. Datasets

S3_W3, S3_W4 and S3_W5 are part of the Illumina Public data. Datasets S3_W6 and S3_W7

are published WGBS datasets downloaded from ENA. Datasets S3_W1 and S3_E2 are EM-Seq

datasets also downloaded from ENA. Datasets S3_N1 is a whole-genome dataset sequenced in

collaboration with Oxford Nanopore using a Nanopore PromethION (pore R9.4.1).
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Figure 6.5: Pairwise comparisons of RRBS and targeted BS-seq datasets for the S3 sample. Agilent SureSelect

Methyl-Seq (S3_R1_L1 and S3_R1_L2), Roche NimbleGen SeqCap EpiGiant (S3_R2_L1 and

S3_R2_L2), Illumina TruSeq Methyl Capture EPIC (S3_R3_L1 and S3_R3_L2), Diagenode Pre-

mium RRBS (S3_R4_L1 and S3_R4_L2), Tecan NuGen Ovation RRBS Methyl Seq (S3_R5_L1

and S3_R5_L2) were used to produce multiple RRBS/ targeted BS-seq datasets.
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6.3.4 Microarray Datasets

A total of eight EPIC and a further four 450k microarray datasets for the same S3 dataset are also

available. Datasets S3_A1-S3_A3are EPIC arrays from theminfiDataEpic R Package. S3_A4-S3_A7

are four EPIC arrays fromGEO. S3_A8 is also an EPIC array that was released as part of the Encode

project. On the other hand, S3_A9-S3_A12 are four 450k array panels.

The summary statistics for the arrays are shown in Figure 6.6. These results show that microarray

datasets are extremely reproducible within each batch. For example, all datasets from the same

source have a Pearson correlation of 1 and an MAE of 1.6–2.7%.

When comparing across all array datasets, there is still a very high Pearson correlation across

datasets from different sources, ranging from 0.97–1. The corresponding MAE ranges from 1.6–

7.2%. However, the higher MAE refer to EPIC to 450k arrays — i.e., a smaller range of MAE is seen

when comparing just EPIC datasets.

Figures S34 shows the summary statistics when comparing microarray to the WGBS, EM-Seq

and Nanopore datasets. EPIC datasets S3_A1-S3_A3 and S3_A8 correlate the best with WGBS,

EM-Seq and Nanopore, as highlighted by the fact they have lower MAE and higher Pearson corre-

lation. Overall, a Pearson correlation of 0.91–0.96 and a correspondingMAE range of 8.8–16.1%

is seen across all array-WGBS comparisons. Interestingly, when comparing to array datasets, the

S3_W6 and S3_S7 datasets perform worse than the Nanopore dataset (S3_N1). This suggests that

the methylation values in the Nanopore dataset are closer to the array datasets than some of the

(lower coverage) WGBS datasets.

Figures S33 shows the summary statistics when comparing microarray to the targeted BS-seq

datasets. Both replicates of dataset S3_R3 (Roche NimbleGen SeqCap EpiGiant) have a lower

concordance with the methylation values seen in the array panels. EPIC datasets tend to be more

similar to the targeted BS-seq datasets than 450k arrays. Furthermore, as mentioned in the previous

paragraph, EPIC datasets S3_A1-S3_A3 and S3_A8 also correlate the best with the targeted BS-seq

datasets, as highlighted by the fact they have lower MAE and higher Pearson correlation.
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Figure 6.6: Pairwise comparisons of Array datasets for the S3 sample. S3_A1-S3_A3 are EPIC arrays from

the minfiDataEpic R Package. S3_A4-S3_A7 are four EPIC arrays from GEO. S3_A8 is also an

EPIC array that was released as part of the Encode project. S3_A9-S3_A12 are four 450k array

panels.
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6.4 Discussion

In this Chapter, the capability of imputation in epigenomic studies is illustrated through a number of

real-life examples.

The imputation of the PGP-UK WGBS datasets really highlights the value of GIMMEcpg (DW

Local Mean) and GIMMEcpg (Model Stack). With the faster GIMMEcpg (DW Local Mean) algo-

rithm, an additional 12 million CpG sites are added to the dataset — and only cause the MAE to

increase by 1.4%. On the other hand, with the more sophisticated GIMMEcpg (Model Stack) algo-

rithm, an additional 12 million CpG sites were added to each dataset, causing the MAE to increase

by 0.5%. Therefore, with GIMMEcpg, the size of the PGP-UK WGBS datasets are almost doubled

with minuscule effects on the accuracy, essentially elevating these shallow methylomes to reference

quality methylomes according to IHEC guidelines.

Furthermore, when applied to RRBS data, the overlap in CpG sites across five different targeted

BS-seq platforms is increased tenfold, from 9.7% to 97%. Even though this additional increase in

overlap comes at the cost of accuracy, this is easily mitigated with GIMMEcpg by using a distance

filter. In this manner, the advantage of being able to filter imputed values with GIMMEcpg is high-

lighted here, particularly since this is a feature that is missing from other published imputation tools.

Thereafter, investigating the reproducibility of different epigenomic datasets was informative.

Firstly, the results from analysing a deep Nanopore Sequenced methylome is extremely promising.

The fact that a methylome sequenced with Nanopore technology does not involve any preprocess-

ing (which could potentially bias the results) makes it the ideal method of sequencing the epigenome.

When comparing to an unmethylated control (i.e. the same dataset produced with PCR), Nanopore

Sequencing technology’s ability to distinguish between a methylated and unmethylated cytosine

becomes apparent. Even though 99% of all CpG sites have a methylation value below 25%, there

are still many CpG sites with a methylation value above zero (which is expected due to the dataset

being an unmethylated control). It is possible that these methylated reads are a result of the fact

that Nanopore’s raw read accuracy is lower than the corresponding error rate of Sanger sequenc-

ing. Development of base calling in silico methodologies have increased the Nanopore’s raw read
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accuracy from 85% (with HMM base calling) to 97% with the latest Flip-flop base calling models.

Therefore, it is highly likely that further improvements to the underlying processing tools will help to

make sequencing the epigenomewithNanopore technologymore accurate. Importantly, newly de-

veloped tools can usually be used to reprocess older datasets so that they can benefit from increased

accuracy.

The Nanopore dataset was very extensively compared with five otherWGBS datasets, two EM-

Sequenced datasets, ten targeted BS-Seq datasets (including two different types of RRBS datasets)

and 12 microarray datasets (eight EPIC and four 450K). In particular, the sequenced data that the

Nanopore dataset was compared to are sequenced at a wide range of depth. Existing Nanopore

benchmarks simply compared the Nanopore dataset to a single WGBS dataset and do not take

into account expected differences as a result of sequencing at a different time/laboratory [125].

Therefore, by comparing to a total of 15 bisulfite sequenced datasets and a further 12 microarray

datasets, it is possible to gain a more in-depth and realistic insight into the accuracy of sequencing

the epigenome with Nanopore technology. For example, when comparing the Nanopore dataset

to a single WGBS dataset (S3_W2, a 26x dataset from the encode project), the Pearson correlation

is only 0.91 with a MAE of 11.3%. However, when comparing to other deeper datasets (e.g. S3_W3

(45x) and S3_W4 (68x)), the Pearson correlation is slightly higher at 0.93 with a lower MAE of

9.7–9.8%.

These statistics are only put into perspective when carrying out a full pairwise comparison across

all 30 odd datasets for the S3 sample. WGBS and RRBS datasets are not as reproducible as one

may expect. In fact, there is still an MAE of 5–7.9% between RRBS replicates. On average, WGBS

datasets have a higherMAE. In particular, the error is higher between data from different sources. As

a result, based on this information, the summary statistics associated with the Nanopore sequenced

epigenome is only marginally less comparable to WGBS and RRBS datasets.

As expected, Microarrays are highly accurate and reproducible, with a Pearson correlation of 1

seen across datasets produced as part of the same batch. This corresponds to anMAE of 1.6–2.7%.

The Pearson correlation decreases to 0.97–0.99 when compared across batches, associated with

an MAE of 3.5–7.2%.

The fact that the MAE of replicates can be as high as 7.9% and as high as 10.7% between
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different WGBS datasets produced as part of the same batch puts the increase in MAE as a result

of imputing missing values into perspective. At the beginning of this Chapter, it was shown that

GIMMEcpg was able to almost double the amount of data within a dataset at the cost of an increase

of 0.5% in MAE. This increase in MAE is negligible when compared to existing inaccuracies present

between datasets. In conclusion, for some projects it may make more sense to use GIMMEcpg to

increase the data size rather than paying for another sequencing run (which, as seen above, may

also introduce inaccuracies).
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Chapter 7

Summary & Future Work

Despite many studies linking disease phenotypes with epigenomic deregulation, the vast majority of

these studies involve analysis of DNAmethylation arrays that cover only a small percentage (approx.

3%) of the entire methylome, which is part of the epigenome. One of the main reasons behind this is

that whole epigenomedatasets such asWGBSare extremely expensive to produce, which canmean

that large cohort studies are not feasible withWGBS. In fact, based on current pricing (March 2021)

from Nebula Genomics (30X WGS at $300) and Epigentek (30X WGBS at $3,300), producing

a WGBS dataset costs up to ten times more than producing a WGS dataset. Nonetheless, the

sequencing costs associated with producing WGBS datasets are likely to fall drastically over the

coming years, making whole-genome epigenomic analyses more common.

Even if all epigenomic studies started to use WGBS datasets today, it would not be possible

to efficiently analyse them with the same amount of computational resources and time. Therefore,

as part of this thesis (see Chapter 3), Methylation Analysis ToolkiT (MATT) was developed specif-

ically to handle large numbers of WGBS datasets. Methylation Analysis ToolkiT was built with an

R.data.table backend and was designed and configured for computational efficiency in terms of

analysis speed and memory usage. Compared to existing tools, MATT helps save terabytes of mem-

ory and hours of analysis time. These differences in efficiency are already apparent and valuable

when analysing just a handful of WGBS datasets. However, these optimisations become indispens-

ablewhen dealingwith tens to hundreds ofWGBSdatasets. Furthermore,MATT includes an intricate

yet straightforward caching system that makes it possible to analyse more WGBS datasets than is
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possible with the computational resources currently available. Moreover, MATT includes numerous

helper functions for processing and visualising methylation data that are efficient and designed for a

large number ofWGBS datasets. MATT was designed in a manner that allows other tools to be built

on top of it, and this has been demonstrated by the fact that the vast majority of all other analyses

carried out as part of this thesis, were built on top of MATT. Therefore, the development of MATT is

already useful today for the analysis of WGBS datasets and will become increasingly more vital to

epigenomic analysis as the demand for large cohort RRBS and WGBS studies increases.

In Chapter 4, imputation was explored as a methodology for combatting the high costs of pro-

ducing sufficiently deepWGBSdatasets. Specifically, the potential of using such in silicomethodolo-

gies to artificially improve and recover the quality of low coverage WGBS datasets was explored.

DeepCpG, BoostMe andMETHimpute are three published imputation tools that are designed to re-

cover missing data with a high level of accuracy. However, when benchmarking these purpose-built

tools, it was discovered that there were several limitations that hindered their adoption in large co-

hort studies. Firstly, even though BoostMe and DeepCpG outperformed standard imputation tools in

terms of accuracy, they failed to work with very low coverage datasets, arguably where they would

provide the most benefit. Furthermore, both tools were highly computationally inefficient, requiring

a large amount of server RAM and time to run.

To overcome these limitations, a novel imputation tool was developed, termed Global IMputa-

tion of cpg MEthylation (GIMMEcpg), as discussed in detail in Chapter 5. This tool was designed

specifically to manage large cohort studies whilst also achieving a high level of accuracy. When

benchmarked against BoostMe and DeepCpG, GIMMEcpg was faster than both of these tools

while consistently achieving a higher accuracy rate (even on lower coverage datasets). Besides its

default Model Stacking-based imputation algorithm, GIMMEcpg also contains several alternative

imputation options that are much faster compared to BoostMe and DeepCpG while achieving simi-

lar accuracy. Specifically, the DW Local Mean implementation within GIMMEcpg takes only 1–2

seconds to process a WGBS dataset and impute 10s of millions of missing CpG sites.

Furthermore, GIMMEcpg’s default Model Stacking-based algorithm is designed to make the

best use of the server infrastructure available. By default, GIMMEcpg is designed to run on a single

server node without a GPU but is able to make use of GPUs automatically when available. In addi-
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tion, GIMMEcpg can distribute computation and analysis across multiple server nodes when run in

its distributed mode. In this manner, even though GIMMEcpg works efficiently on a single machine,

it can easily be adjusted to use larger, complex server infrastructures for larger analyses or when

even higher accuracy is required.

GIMMEcpg’s potential was highlighted using a benchmark involving 48 downsampled WGBS

for various depths. In addition, to further demonstrates its potential, GIMMEcpg was also applied

to ten shallow PGP-UK datasets. By comparing matched microarray datasets for the same individ-

ual, the accuracy of the imputed CpG sites could be determined. GIMMEcpg (DW Local Mean)

increased the number of CpG sites from 15 million to 28 million. The Pearson Correlation was de-

creased by 0.03 as a result of the imputation. Moreover, the MAE was increased by 1.4% and the

RMSE by 2.7%.

GIMMEcpg (Model Stack) was also able to increase the number of CpG sites to 28million CpG

sites. However, in this case, theMAE only decreased by 0.01, and theMAE was increased by 0.5%

and the RMSE by 1.2%.

Furthermore, when carrying out an extensive pairwise comparison across different epigenomic

datasets, it was discovered that technical replicates produced of the same cell-line sample, at the

same time, still have an MAE of 5–11%. Therefore, when taking this into account, an increase of

0.5% in the MAE resulting from applying GIMMEcpg is negligible and is overshadowed by the fact

the data size is almost doubled. In fact, the results from this extensive pairwise comparison analysis,

together with the outcome from GIMMEcpg, suggest that it may be better to use GIMMEcpg to add

additional data compared to sequencing an additional run.

Moreover, GIMMEcpg was explored as a solution for increasing the overlap in CpG sites be-

tween targeted BS-seq data (including RRBS). Specifically, when comparing ten datasets from five

different platforms, the overlap in CpG sites across the different platforms was reviewed, and it was

noted that only 766 thousand CpG sites (i.e. 9.7%) were present (i.e. overlapped) across all of the

different platforms. With GIMMEcpg (DW Local Mean), it was possible to increase the overlap

between the five platforms from 9.7% to 97% (i.e. 7.7 million CpG sites). In order to ensure higher

accuracy, the use of distance filters with GIMMEcpg was also explored. Even with a minimal dis-

tance filter of 10bp, it was possible to increase the overlap from 9.7% to 31% (i.e. 2.5 Million CpG
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sites).

Lastly, in the latter part of Chapter 6, Nanopore Sequencing was explored as an emerging

methylome sequencing technology. When compared to a PCR-processed (unmethylated) control,

it became apparent that Nanopore was able to distinguish between methylated and unmethylated

cytosine residues. Furthermore, an in-depth pairwise comparison was carried out with 30 other

WGBS, RRBS and microarray datasets for the same cell-line. The Nanopore dataset had a Pearson

correlation of 0.9–0.93 with WGBS, 0.91–0.95 with RRBS and 0.92–0.93 with Microarray. This

corresponds to a MAE of 9.7–11.7% against WGBS, 7.4–10.8% and 11.3–14.5% with Microar-

rays.

However, to put these values into perspective, the Pearson Correlation between differentWGBS

is 0.91–0.98 and an MAE range of 5.2–11.7%. Moreover, when comparing RRBS to WGBS (i.e.

excluding Nanopore), the Pearson Correlation is 0.9–0.98, and the MAE is 4.7–10.7%. Con-

versely, with microarray data compared to WGBS (i.e. excluding Nanopore), the Pearson Correla-

tion is 0.91–0.96, and the MAE is 8.8–16.1%. As a result, the summary metrics for Nanopore with

each of the different data types are within the expected range when compared with several WGBS

datasets.

Therefore, these results are very promising and imply Nanopore sequenced methylomes may

even become the standard methodology for sequencing the epigenome in the future. This is partic-

ularly due to the fact that the methylome can be directly read from each DNA molecule without any

transformation or treatment required (e.g. bisulfite sequenced and EM sequenced methodologies).

Furthermore, there is no additional cost associated with producing the methylome if one already has

the genome sequenced with Nanopore technology. As a result, the DNA methylation outputs pro-

duced by commonly used Nanopore methylation pipelines (i.e. Nanopolish, F5C and Megalodon)

are supported by both of the tools developed as part of this work.

Overall, the development of MATT and GIMMEcpg is an important and vital part of providing

the underlying infrastructure for large scale WGBS studies to build upon. However, there is still a lot

of scope for developing this work further.

Firstly, further and more extensive benchmarks can be carried out on both tools released as part

of this work. For example, it will be useful to fully explore the best compression rate and speed of ac-
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cess for MATT cache files. With the default settings (which is the middle ground between speed and

compression), the cache storage can quickly become extremely large when used as part of larger

studies. Furthermore, if newer hard drives are used (e.g. SSD hard drives), they tend to accelerate

the speed of accessing the cache files. Therefore one solution is to detect the speed of writing and

reading data from the file and automatically use optimised settings for the specific storage provided.

Even though it is possible to customise the compression rate for the cache files easily, it is often too

late when this storage issue is identified (i.e. if all available space is used up). As such, it would be

useful to provide the ability to change the compression rate after producing the cache files.

Additionally, it would be useful to benchmark the speed of GIMMEcpg when used with a differ-

ent computational power. In a similar manner, it will be useful to fully explore the effect of the time

allocation used for GIMMEcpg Model Stacking with a range of computational resources. More-

over, it would be interesting and useful to ascertain how different the models perform as the time

allocation changes with a fixed set of computational power (i.e. compare the best performing model

produced with different time allocations). The ideal solution would be if GIMMEcpg automatically

advises the best time allocation based on the computational power resources detected.

Furthermore, some studies have suggested that the majority (roughly 70–80%) of the methylome

is non-dynamic and does not change across different cell types [126]. If this is true, this information

could be useful for GIMMEcpg. For example, distinguishing between dynamic and non-dynamic

CpG sites could potentially help the algorithm produce different methodologies for imputing dynamic

and non-dynamic CpG sites. At the very least, splitting the summary metrics into the dynamic and

non-dynamic CpG sites will help provide a better understanding of the performance of the GIM-

MEcpg tool. However, this study was carried out in 2013, and large cutoffs (30%) were used to

differentiate between dynamic and non-dynamic CpG sites. Moreover, only 40 samples from 30

different tissues were used for this analysis. Therefore it may be useful to repeat this work with over

350 WGBS reference datasets released by the IHEC. Furthermore, a more in-depth analysis of all

350WGBS datasets is now possible with MATT and would be very beneficial for this work. In par-

ticular, it would be advantageous to use raw metrics, such as MAE and RMSE, instead of using a

cutoff to differentiate between dynamic and non-dynamic CpG sites.

Although it is already possible to provide GIMMEcpg with additional data to train the stacked
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model on, it would also be useful to provide a function to exclude certain regions of the methylome

from training and imputation. For example, it would be useful to avoid learning from (or imputing)

regions that are affected by CopyNumber Variants, where the cell would normally attempt to silence

one of the copies through hyper-methylation. However, this requires further analysis. Nevertheless,

sinceGIMMEcpg utilises information from neighbouringCpG sites (that may also bewithin the copy-

number altered region), it may still be able to accurately impute missing CpG sites in such regions.

Furthermore, the allosomal chromosomes tend to have a different epigenomic signature com-

pared to autosomal chromosomes. As such, it may not be ideal for applying knowledge learnt from

autosomal chromosomes on allosomal chromosomes. One simple way around this issue is to pro-

vide the information (i.e. two groups) for training. This would help the stacked model to potentially

distinguish between the autosomal and allosomal chromosomes.

Another potential way to further improve GIMMEcpg’s accuracy is to apply the tool on phased

methylomes and simply imputing the phased data independently from one another. This would be

particularly useful in regions that are affected by allele-specific methylation, such as imprinted re-

gions. Regardless, when phasing methylomes, the coverage of each phased methylome is typi-

cally halved in most regions, and thus running GIMMEcpg would help improve the quality of each

phased dataset. Even though phasing methylomes is significantly harder with short-read technology,

this could potentially be achieved by expanding a recently published tool for epi-allele detection to

phase reads into methylation haplotype blocks [127, 128].

Similarly, cell composition effects are a major confounder in epigenomic analyses, and as such,

deconvoluting cell types before imputation may lead to better accuracy. Due to similar reasons,

cell type deconvolution is also significantly harder with short-read sequencing. However, there are

several tools that attempt to deconvolute this signal and separate the methylation signal for each

aspect of the signal (e.g. for each cell type) [127, 129]. Imputing on the deconvoluted signal may

help GIMMEcpg pick up an actual signal that could help with imputation.

Phasing is easier with long-read Nanopore sequencing. Furthermore, initial analysis suggests

that there are sufficient signal and power to further deconvolute a Nanopore sequenced methylome

into its cellular components. Specifically, every single read could be assigned to the specific cell-

type group it belongs to. GIMMEcpg could then be used to improve the quality of the phased, de-
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convoluted methylomes and thereby help produce more accurate and biologically relevant methy-

lomes.

In conclusion, the development of MATT and GIMMEcpg and the comprehensive benchmark-

ing of imputation tools, advances the epigenomic field by laying the groundwork for large scale,

epigenome-wide analysis.
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APPENDIX A. SUPPLEMENTARY MATERIAL

Imputation Method
D05 D07 D10

# of CpGs R MAE RMSE # of CpGs R MAE RMSE # of CpGs R MAE RMSE

Baseline 13.66 M 0.94 7.9 % 11.5 % 15.97 M 0.95 7.0 % 10.2 % 18.03 M 0.96 6.0 % 8.8 %

Baseline (cov ⩾ 10) 2.05 M 0.98 5.5 % 7.6 % 5.43 M 0.98 5.3 % 7.3 % 10.34 M 0.98 4.8 % 6.7 %

Random 28.22 M 0.10 39.3 % 48.6 % 28.22 M 0.25 33.9 % 44.7 % 28.22 M 0.43 26.2 % 38.5 %

Mean 28.08 M 0.32 22.6 % 29.1 % 28.02 M 0.52 19.2 % 26.2 % 28.02 M 0.70 14.6 % 21.8 %

Bi-Modal Mean 28.22 M 0.10 25.8 % 43.1 % 28.22 M 0.26 21.9 % 38.9 % 28.22 M 0.48 16.7 % 32.4 %

LOCF 28.14 M 0.52 17.0 % 29.7 % 28.14 M 0.69 13.3 % 24.0 % 28.15 M 0.80 10.4 % 19.4 %

NOCB 28.20 M 0.52 17.0 % 29.7 % 28.21 M 0.69 13.2 % 24.0 % 28.21 M 0.80 10.3 % 19.4 %

MethImpute 28.08 M 0.72 17.2 % 23.8 % 28.02 M 0.79 14.2 % 20.7 % 28.02 M 0.84 11.4 % 17.6 %

DeepCpG 28.08 M 0.32 21.4 % 29.0 % 28.02 M 0.77 10.8 % 20.0 % 28.02 M 0.85 8.7 % 16.6 %

BoostMe - - - - 26.74 M 0.82 10.5 % 17.5 % 26.94 M 0.88 8.5 % 14.4 %

Imputation Method
D15 D20 D25

# of CpGs R MAE RMSE # of CpGs R MAE RMSE # of CpGs R MAE RMSE

Baseline 19.89 M 0.97 5.0 % 7.3 % 20.94 M 0.98 4.2 % 6.3 % 21.63 M 0.98 3.7 % 5.6 %

Baseline (cov ⩾ 10) 15.32 M 0.98 4.3 % 6.0 % 17.89 M 0.99 3.8 % 5.4 % 19.41 M 0.99 3.4 % 4.8 %

Random 28.22 M 0.61 18.0 % 30.8 % 28.22 M 0.71 13.6 % 26.0 % 28.22 M 0.77 10.9 % 22.6 %

Mean 28.00 M 0.83 10.2 % 16.9 % 27.98 M 0.88 8.0 % 14.2 % 27.99 M 0.91 6.6 % 12.4 %

Bi-Modal Mean 28.22 M 0.68 11.6 % 25.1 % 28.22 M 0.77 8.9 % 20.8 % 28.22 M 0.83 7.3 % 18.0 %

LOCF 28.15 M 0.87 7.8 % 15.3 % 28.16 M 0.91 6.4 % 13.0 % 28.16 M 0.93 5.5 % 11.4 %

NOCB 28.21 M 0.87 7.8 % 15.3 % 28.21 M 0.91 6.4 % 12.9 % 28.21 M 0.93 5.4 % 11.4 %

MethImpute 28.00 M 0.89 8.8 % 14.4 % 27.98 M 0.92 7.2 % 12.4 % 27.99 M 0.94 6.1 % 10.9 %

DeepCpG 28.00 M 0.90 6.8 % 13.3 % 27.98 M 0.93 5.8 % 11.4 % 27.99 M 0.95 5.0 % 10.0 %

BoostMe 27.13 M 0.92 6.7 % 11.7 % 27.22 M 0.94 5.7 % 10.2 % 27.30 M 0.95 4.9 % 9.0 %

Imputation Method
D30 D60

# of CpGs R MAE RMSE # of CpGs R MAE RMSE

Baseline 22.12 M 0.99 3.3 % 5.0 % 23.58 M 1.00 1.8 % 2.8 %

Baseline (cov ⩾ 10) 20.39 M 0.99 3.1 % 4.4 % 22.78 M 1.00 1.8 % 2.6 %

Random 28.22 M 0.81 9.1 % 20.2 % 28.22 M 0.92 4.0 % 12.1 %

Mean 27.98 M 0.93 5.6 % 11.1 % 27.99 M 0.98 2.8 % 6.7 %

Bi-Modal Mean 28.22 M 0.86 6.2 % 16.0 % 28.22 M 0.95 3.0 % 9.5 %

LOCF 28.16 M 0.94 4.8 % 10.2 % 28.16 M 0.98 2.5 % 6.2 %

NOCB 28.21 M 0.94 4.7 % 10.2 % 28.21 M 0.98 2.5 % 6.2 %

MethImpute 27.98 M 0.95 5.3 % 9.8 % 27.99 M 0.98 2.6 % 5.7 %

DeepCpG 27.98 M 0.96 4.4 % 9.1 % 27.99 M 0.98 2.4 % 5.6 %

BoostMe 27.34 M 0.96 4.3 % 8.1 % 27.47 M 0.99 2.3 % 5.1 %

Table S1: Benchmark summary statistics for the entire dataset after applying multiple imputation techniques

(Chapter 4). The Baseline rows show the summary statistics before imputation, while the remainder

of the rows refers to the summary statistics calculated after imputation. Specifically, the following

statistics are shown: the number of total CpG sites (# CpG sites) with coverage higher than 10,

Pearson Correlation (R), theMeanAbsolute Error (MAE) and the RootMean Squared Error (RMSE).

170



APPENDIX A. SUPPLEMENTARY MATERIAL

Imputation Method
D05 D07 D10

# of CpGs R MAE RMSE # of CpGs R MAE RMSE # of CpGs R MAE RMSE

Baseline 13.66 M 0.94 7.9 % 11.5 % 15.97 M 0.95 7.0 % 10.2 % 18.03 M 0.96 6.0 % 8.8 %

Baseline (cov ⩾ 10) 2.05 M 0.98 5.5 % 7.6 % 5.43 M 0.98 5.3 % 7.3 % 10.34 M 0.98 4.8 % 6.7 %

DeepCpG 28.08 M 0.32 21.4 % 29.0 % 28.02 M 0.77 10.8 % 20.0 % 28.02 M 0.85 8.7 % 16.6 %

BoostMe - - - - 26.74 M 0.82 10.5 % 17.5 % 26.94 M 0.88 8.5 % 14.4 %

KNN 28.22 M 0.43 35.0 % 49.6 % 28.22 M 0.51 28.4 % 43.6 % 28.22 M 0.58 22.4 % 37.8 %

COCO 28.12 M 0.63 15.2 % 26.7 % 28.13 M 0.75 12.0 % 21.7 % 28.14 M 0.83 9.6 % 17.8 %

GIMMEcpg (DW LM) 28.12 M 0.67 14.2 % 24.0 % 28.13 M 0.79 11.2 % 19.4 % 28.14 M 0.86 9.0 % 16.0 %

GIMMEcpg (CW LM) 7.06 M 0.90 9.1 % 16.6 % 13.15 M 0.91 8.4 % 15.1 % 18.50 M 0.92 7.3 % 13.3 %

GIMMEcpg (Stack - custom) 28.22 M 0.84 10.9 % 16.9 % 28.22 M 0.84 10.0 % 16.4 % 28.22 M 0.91 7.6 % 12.6 %

GIMMEcpg (Stack) 28.22 M 0.88 8.7 % 14.8 % 28.22 M 0.90 8.2 % 13.2 % 28.22 M 0.93 6.5 % 11.5 %

Imputation Method D15 D20 D25

# of CpGs R MAE RMSE # of CpGs R MAE RMSE # of CpGs R MAE RMSE

Baseline 19.89 M 0.97 5.0 % 7.3 % 20.94 M 0.98 4.2 % 6.3 % 21.63 M 0.98 3.7 % 5.6 %

Baseline (cov ⩾ 10) 15.32 M 0.98 4.3 % 6.0 % 17.89 M 0.99 3.8 % 5.4 % 19.41 M 0.99 3.4 % 4.8 %

DeepCpG 28.00 M 0.90 6.8 % 13.3 % 27.98 M 0.93 5.8 % 11.4 % 27.99 M 0.95 5.0 % 10.0 %

BoostMe 27.13 M 0.92 6.7 % 11.7 % 27.22 M 0.94 5.7 % 10.2 % 27.30 M 0.95 4.9 % 9.0 %

KNN 28.22 M 0.66 16.7 % 31.7 % 28.22 M 0.72 13.3 % 27.7 % 28.22 M 0.76 10.9 % 24.6 %

COCO 28.15 M 0.89 7.4 % 14.2 % 28.15 M 0.92 6.1 % 12.1 % 28.15 M 0.94 5.3 % 10.7 %

GIMMEcpg (DW LM) 28.15 M 0.91 7.0 % 12.9 % 28.15 M 0.93 5.9 % 11.1 % 28.15 M 0.95 5.1 % 9.8 %

GIMMEcpg (CW LM) 22.13 M 0.94 6.1 % 11.2 % 23.58 M 0.95 5.2 % 9.8 % 24.33 M 0.96 4.6 % 8.7 %

GIMMEcpg (Stack - custom) 28.22 M 0.95 5.7 % 9.9 % 28.22 M 0.95 5.4 % 9.5 % 28.22 M 0.97 4.4 % 7.8 %

GIMMEcpg (Stack) 28.22 M 0.94 5.7 % 9.9 % 28.22 M 0.96 5.0 % 8.8 % 28.22 M 0.96 4.5 % 8.1 %

Imputation Method D30 D60

# of CpGs R MAE RMSE # of CpGs R MAE RMSE

Baseline 22.12 M 0.99 3.3 % 5.0 % 23.58 M 1.00 1.8 % 2.8 %

Baseline (cov ⩾ 10) 20.39 M 0.99 3.1 % 4.4 % 22.78 M 1.00 1.8 % 2.6 %

DeepCpG 27.98 M 0.96 4.4 % 9.1 % 27.99 M 0.98 2.4 % 5.6 %

BoostMe 27.34 M 0.96 4.3 % 8.1 % 27.47 M 0.99 2.3 % 5.1 %

KNN 28.22 M 0.80 9.3 % 22.2 % 28.22 M 0.92 3.9 % 13.2 %

COCO 28.15 M 0.95 4.6 % 9.6 % 28.16 M 0.98 2.4 % 5.9 %

GIMMEcpg (DW LM) 28.15 M 0.96 4.5 % 8.9 % 28.16 M 0.98 2.4 % 5.5 %

GIMMEcpg (CW LM) 24.79 M 0.97 4.0 % 7.9 % 25.84 M 0.99 2.2 % 4.9 %

GIMMEcpg (Stack - custom) 28.22 M 0.97 4.0 % 7.4 % 28.22 M 0.99 2.3 % 5.2 %

GIMMEcpg (Stack) 28.22 M 0.97 4.0 % 7.3 % 28.22 M 0.99 2.1 % 4.4 %

Table S2: Benchmark summary statistics for the entire dataset after applying multiple novel imputation tech-

niques. The Baseline rows show the summary statistics before imputation, while the remainder of the

rows refers to the summary statistics calculated after imputation. Specifically, the following statistics

are shown: the number of total CpG sites (# CpG sites) with coverage higher than 10, Pearson

Correlation (R), the Mean Absolute Error (MAE) and the Root Mean Squared Error (RMSE).
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Sample ID CpG Coverage
# of CpG sites Overlap with array Change in R Change in MAE Change in RMSE

Before Imputed After Before Imputed After Before Imputed After Before Imputed After Before Imputed After

S4 16.7 15.35 M 12.79 M 28.15 M 361 K 121 K 482 K 0.97 0.86 0.95 8.7 % 13.1 % 9.8 % 11.5 % 19.1 % 13.8 %

S5 9.9 7.69 M 20.43 M 28.13 M 118 K 364 K 482 K 0.95 0.76 0.80 10.3 % 17.9 % 16.0 % 13.4 % 26.2 % 23.7 %

S6 18.1 18.50 M 9.64 M 28.15 M 390 K 91 K 482 K 0.97 0.89 0.95 9.1 % 12.3 % 9.7 % 11.8 % 17.8 % 13.2 %

S7 17.0 17.86 M 10.27 M 28.15 M 378 K 103 K 482 K 0.97 0.88 0.95 9.2 % 12.5 % 9.9 % 12.0 % 17.9 % 13.5 %

S8 16.2 17.38 M 10.74 M 28.14 M 369 K 112 K 482 K 0.97 0.89 0.95 9.0 % 12.4 % 9.8 % 11.8 % 17.9 % 13.5 %

S9 15.7 16.27 M 11.87 M 28.16 M 356 K 126 K 482 K 0.97 0.89 0.95 9.5 % 12.7 % 10.3 % 12.2 % 18.0 % 14.0 %

S10 14.6 15.73 M 12.41 M 28.15 M 336 K 146 K 482 K 0.97 0.90 0.95 8.7 % 12.2 % 9.8 % 11.5 % 17.8 % 13.7 %

S11 14.4 15.18 M 12.96 M 28.15 M 336 K 146 K 482 K 0.97 0.88 0.94 9.1 % 12.7 % 10.2 % 11.9 % 18.3 % 14.1 %

S12 16.0 17.31 M 10.82 M 28.15 M 367 K 115 K 482 K 0.97 0.88 0.95 8.8 % 12.4 % 9.7 % 11.7 % 17.9 % 13.4 %

S13 20.7 18.43 M 9.70 M 28.15 M 408 K 74 K 482 K 0.97 0.83 0.96 8.3 % 13.5 % 9.1 % 11.1 % 19.7 % 12.8 %

Average 15.9 15.97 M 12.16 M 28.15 M 342 K 140 K 482 K 0.97 0.87 0.94 9.1 % 13.2 % 10.4 % 11.9 % 19.0 % 14.6 %

Table S3: Summary statistics running GIMMEcpg (DW Local Mean) on PGP-UK WGBS datasets showing

the Pearson Correlation, MAE and RMSE. Specifically, these statistics are calculated on the entire

dataset before running imputation, on just imputed sites, and then on the entire dataset after running

imputation.

Sample ID CpG Coverage
# of CpG sites Overlap with array Change in R Change in MAE Change in RMSE

Before Imputed After Before Imputed After Before Imputed After Before Imputed After Before Imputed After

S4 16.7 15.35 M 12.85 M 28.22 M 361 K 121 K 482 K 0.97 0.90 0.96 8.7 % 10.6 % 9.2 % 11.5 % 15.6 % 12.6 %

S5 9.9 7.69 M 20.51 M 28.22 M 118 K 364 K 482 K 0.95 0.89 0.90 10.3 % 12.8 % 12.2 % 13.4 % 17.9 % 16.9 %

S6 18.1 18.50 M 9.70 M 28.22 M 390 K 91 K 482 K 0.97 0.92 0.96 9.1 % 9.3 % 9.1 % 11.8 % 14.5 % 12.4 %

S7 17.0 17.86 M 10.34 M 28.22 M 378 K 103 K 482 K 0.97 0.92 0.96 9.2 % 10.5 % 9.5 % 12.0 % 15.4 % 12.9 %

S8 16.2 17.38 M 10.81 M 28.22 M 369 K 112 K 482 K 0.97 0.92 0.96 9.0 % 10.5 % 9.4 % 11.8 % 15.4 % 12.7 %

S9 15.7 16.27 M 11.93 M 28.22 M 356 K 126 K 482 K 0.97 0.92 0.95 9.5 % 10.7 % 9.8 % 12.2 % 15.3 % 13.1 %

S10 14.6 15.73 M 12.47 M 28.22 M 336 K 146 K 482 K 0.97 0.93 0.96 8.7 % 10.2 % 9.2 % 11.5 % 14.8 % 12.6 %

S11 14.4 15.18 M 13.02 M 28.22 M 336 K 146 K 482 K 0.97 0.93 0.96 9.1 % 10.0 % 9.4 % 11.9 % 14.6 % 12.8 %

S12 16.0 17.31 M 10.89 M 28.22 M 367 K 115 K 482 K 0.97 0.92 0.96 8.8 % 10.4 % 9.2 % 11.7 % 15.2 % 12.6 %

S13 20.7 18.43 M 9.76 M 28.22 M 408 K 74 K 482 K 0.97 0.88 0.96 8.3 % 11.0 % 8.7 % 11.1 % 16.2 % 12.0 %

Average 15.9 15.97 M 12.23 M 28.22 M 342 K 140 K 482 K 0.97 0.91 0.95 9.1 % 10.6 % 9.6 % 11.9 % 15.5 % 13.1 %

Table S4: Summary statistics running GIMMEcpg (Model Stack) on PGP-UK WGBS datasets showing the

change in Pearson Correlation, MAE and RMSE. Specifically, these statistics are calculated on the

entire dataset before running imputation, on just imputed sites, and then on the entire dataset after

running imputation.
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Figure S1: GemBS config file used within this project. This config file is loosely based on the GemBS config-

uration files used by IHEC.
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Figure S2: Pairwise comparisons of the downsampled WGBS datasets for the S1 and S2 samples. The sum-

mary statistics have been averaged across all downsampled datasets from both samples for each

downsample level.

174



APPENDIX A. SUPPLEMENTARY MATERIAL

Figure S3: Baseline Error per genomic feature in downsampled datasets (i.e. residual noise in the dataset

due to being at lower coverage). Box-plots showing the absolute error distribution in the imputed

value separated based on the genomic annotation of the CpG site. Outliers are not shown on

the plot due to the number of outliers; rather, the box-plots whiskers are extended to the maxima

and minima with a dashed line. Each panel corresponds to a specific coverage level (i.e. panels

A-H correspond to D05, D07, D10, D15, D20, D25, D30 and D60, respectively), shown in the

y axis title. Each panel includes summarised information from six downsampled datasets at that

specific coverage level. The number of CpG sites in each genomic annotation type is highlighted

in the colour scale on the right of each panel (with the red colour denoting a lower number of CpG

sites).
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Figure S4: Random Imputation: Methylation distribution of imputed values, comparing the imputed methy-

lation value and the corresponding actual methylation value in the original dataset. Each panel

only includes information from CpG sites with a greater than 10x coverage. Any deviation from

the y = x axis corresponds to an error in the methylation value. Each panel corresponds to a

specific coverage level (i.e. panels A-H correspond to D05, D07, D10, D15, D20, D25, D30 and

D60, respectively), shown in the y axis title. Each panel includes summarised information from six

downsampled datasets at that specific coverage level.
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Figure S5: Random Imputation: Box-plots showing the distribution of the absolute error in the imputed value,

separated based on the genomic annotation of the CpG site. Outliers are not shown on the plot

due to the number of outliers; rather, the box-plots whiskers are extended to the maxima and

minima with a dashed line. Each panel corresponds to a specific coverage level (i.e. panels A-H

correspond to D05, D07, D10, D15, D20, D25, D30 and D60, respectively), shown in the y axis

title. Each panel includes summarised information from six downsampled datasets at that specific

coverage level. The number of CpG sites in each genomic annotation type is highlighted in the

colour scale on the right of each panel (with the red colour denoting a lower number of CpG

sites).
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Figure S6: Mean Imputation: Methylation distribution of imputed values, comparing the imputed methylation

value and the corresponding actual methylation value in the original dataset. Each panel only

includes information from CpG sites with a greater than 10x coverage. Any deviation from the

y = x axis corresponds to an error in the methylation value. Each panel corresponds to a spe-

cific coverage level (i.e. panels A-H correspond to D05, D07, D10, D15, D20, D25, D30 and

D60, respectively), shown in the y axis title. Each panel includes summarised information from six

downsampled datasets at that specific coverage level.
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Figure S7: Mean Imputation: Box-plots showing the distribution of the absolute error in the imputed value,

separated based on the genomic annotation of the CpG site. Outliers are not shown on the plot

due to the number of outliers; rather, the box-plots whiskers are extended to the maxima and

minima with a dashed line. Each panel corresponds to a specific coverage level (i.e. panels A-H

correspond to D05, D07, D10, D15, D20, D25, D30 and D60, respectively), shown in the y axis

title. Each panel includes summarised information from six downsampled datasets at that specific

coverage level. The number of CpG sites in each genomic annotation type is highlighted in the

colour scale on the right of each panel (with the red colour denoting a lower number of CpG

sites).
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Figure S8: Bi Modal Mean Imputation: Methylation distribution of imputed values, comparing the imputed

methylation value and the corresponding actual methylation value in the original dataset. Each

panel only includes information from CpG sites with a greater than 10x coverage. Any deviation

from the y = x axis corresponds to an error in the methylation value. Each panel corresponds to a

specific coverage level (i.e. panels A-H correspond to D05, D07, D10, D15, D20, D25, D30 and

D60, respectively), shown in the y axis title. Each panel includes summarised information from six

downsampled datasets at that specific coverage level.
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Figure S9: Bi-Modal Mean Imputation: Box-plots showing the distribution of the absolute error in the imputed

value, separated based on the genomic annotation of the CpG site. Outliers are not shown on

the plot due to the number of outliers; rather, the box-plots whiskers are extended to the maxima

and minima with a dashed line. Each panel corresponds to a specific coverage level (i.e. panels

A-H correspond to D05, D07, D10, D15, D20, D25, D30 and D60, respectively), shown in the

y axis title. Each panel includes summarised information from six downsampled datasets at that

specific coverage level. The number of CpG sites in each genomic annotation type is highlighted

in the colour scale on the right of each panel (with the red colour denoting a lower number of CpG

sites).
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Figure S10: Last Observation Carried Over (LOCF) Imputation: Methylation distribution of imputed values,

comparing the imputed methylation value and the corresponding actual methylation value in the

original dataset. Each panel only includes information from CpG sites with a greater than 10x

coverage. Any deviation from the y = x axis corresponds to an error in the methylation value.

Each panel corresponds to a specific coverage level (i.e. panels A-H correspond to D05, D07,

D10, D15, D20, D25, D30 and D60, respectively), shown in the y axis title. Each panel includes

summarised information from six downsampled datasets at that specific coverage level.
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Figure S11: LOCF Imputation: Box-plots showing the distribution of the absolute error in the imputed value,

separated based on the genomic annotation of the CpG site. Outliers are not shown on the plot

due to the number of outliers; rather, the box-plots whiskers are extended to the maxima and

minima with a dashed line. Each panel corresponds to a specific coverage level (i.e. panels A-H

correspond to D05, D07, D10, D15, D20, D25, D30 and D60, respectively), shown in the y axis

title. Each panel includes summarised information from six downsampled datasets at that specific

coverage level. The number of CpG sites in each genomic annotation type is highlighted in the

colour scale on the right of each panel (with the red colour denoting a lower number of CpG

sites).
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Figure S12: Next Observation Carried Back (NOCB) Imputation: Methylation distribution of imputed values,

comparing the imputed methylation value and the corresponding actual methylation value in the

original dataset. Each panel only includes information from CpG sites with a greater than 10x

coverage. Any deviation from the y = x axis corresponds to an error in the methylation value.

Each panel corresponds to a specific coverage level (i.e. panels A-H correspond to D05, D07,

D10, D15, D20, D25, D30 and D60, respectively), shown in the y axis title. Each panel includes

summarised information from six downsampled datasets at that specific coverage level.
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Figure S13: NOCB Imputation: Box-plots showing the distribution of the absolute error in the imputed value,

separated based on the genomic annotation of the CpG site. Outliers are not shown on the plot

due to the number of outliers; rather, the box-plots whiskers are extended to the maxima and

minima with a dashed line. Each panel corresponds to a specific coverage level (i.e. panels A-H

correspond to D05, D07, D10, D15, D20, D25, D30 and D60, respectively), shown in the y axis

title. Each panel includes summarised information from six downsampled datasets at that specific

coverage level. The number of CpG sites in each genomic annotation type is highlighted in the

colour scale on the right of each panel (with the red colour denoting a lower number of CpG

sites).
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Figure S14: METHimpute Imputation: Methylation distribution of imputed values, comparing the imputed

methylation value and the corresponding actual methylation value in the original dataset. Each

panel only includes information from CpG sites with a greater than 10x coverage. Any deviation

from the y = x axis corresponds to an error in the methylation value. Each panel corresponds to

a specific coverage level (i.e. panels A-H correspond to D05, D07, D10, D15, D20, D25, D30

and D60, respectively), shown in the y axis title. Each panel includes summarised information

from six downsampled datasets at that specific coverage level.
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Figure S15: METHimpute Imputation: Box-plots showing the distribution of the absolute error in the imputed

value, separated based on the genomic annotation of the CpG site. Outliers are not shown on

the plot due to the number of outliers; rather, the box-plots whiskers are extended to the maxima

and minima with a dashed line. Each panel corresponds to a specific coverage level (i.e. panels

A-H correspond to D05, D07, D10, D15, D20, D25, D30 and D60, respectively), shown in the

y axis title. Each panel includes summarised information from six downsampled datasets at that

specific coverage level. The number of CpG sites in each genomic annotation type is highlighted

in the colour scale on the right of each panel (with the red colour denoting a lower number of

CpG sites).
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Figure S16: DeepCpG Imputation: Methylation distribution of imputed values, comparing the imputed methy-

lation value and the corresponding actual methylation value in the original dataset. Each panel

only includes information from CpG sites with a greater than 10x coverage. Any deviation from

the y = x axis corresponds to an error in the methylation value. Each panel corresponds to a

specific coverage level (i.e. panels A-H correspond to D05, D07, D10, D15, D20, D25, D30

and D60, respectively), shown in the y axis title. Each panel includes summarised information

from six downsampled datasets at that specific coverage level.
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Figure S17: DeepCpG Imputation: Box-plots showing the distribution of the absolute error in the imputed

value, separated based on the genomic annotation of the CpG site. Outliers are not shown on

the plot due to the number of outliers; rather, the box-plots whiskers are extended to the maxima

and minima with a dashed line. Each panel corresponds to a specific coverage level (i.e. panels

A-H correspond to D05, D07, D10, D15, D20, D25, D30 and D60, respectively), shown in the

y axis title. Each panel includes summarised information from six downsampled datasets at that

specific coverage level. The number of CpG sites in each genomic annotation type is highlighted

in the colour scale on the right of each panel (with the red colour denoting a lower number of

CpG sites).
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Figure S18: BoostMe Imputation: Methylation distribution of imputed values, comparing the imputed methy-

lation value and the corresponding actual methylation value in the original dataset. Each panel

only includes information from CpG sites with a greater than 10x coverage. Any deviation from

the y = x axis corresponds to an error in the methylation value. Each panel corresponds to a

specific coverage level (i.e. panels A-H correspond to D05, D07, D10, D15, D20, D25, D30

and D60, respectively), shown in the y axis title. Each panel includes summarised information

from six downsampled datasets at that specific coverage level.
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Figure S19: BoostMe Imputation: Box-plots showing the distribution of the absolute error in the imputed value,

separated based on the genomic annotation of the CpG site. Outliers are not shown on the plot

due to the number of outliers; rather, the box-plots whiskers are extended to the maxima and

minima with a dashed line. Each panel corresponds to a specific coverage level (i.e. panels A-H

correspond to D05, D07, D10, D15, D20, D25, D30 and D60, respectively), shown in the y axis

title. Each panel includes summarised information from six downsampled datasets at that specific

coverage level. The number of CpG sites in each genomic annotation type is highlighted in the

colour scale on the right of each panel (with the red colour denoting a lower number of CpG

sites).
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Figure S20: KNN Imputation: Methylation distribution of imputed values, comparing the imputed methylation

value and the corresponding actual methylation value in the original dataset. Each panel only

includes information from CpG sites with a greater than 10x coverage. Any deviation from the

y = x axis corresponds to an error in the methylation value. Each panel corresponds to a

specific coverage level (i.e. panels A-H correspond to D05, D07, D10, D15, D20, D25, D30

and D60, respectively), shown in the y axis title. Each panel includes summarised information

from six downsampled datasets at that specific coverage level.
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Figure S21: KNN Imputation: Box-plots showing the distribution of the absolute error in the imputed value,

separated based on the genomic annotation of the CpG site. Outliers are not shown on the plot

due to the number of outliers; rather, the box-plots whiskers are extended to the maxima and

minima with a dashed line. Each panel corresponds to a specific coverage level (i.e. panels A-H

correspond to D05, D07, D10, D15, D20, D25, D30 and D60, respectively), shown in the y axis

title. Each panel includes summarised information from six downsampled datasets at that specific

coverage level. The number of CpG sites in each genomic annotation type is highlighted in the

colour scale on the right of each panel (with the red colour denoting a lower number of CpG

sites).
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Figure S22: Closest Observation Carried Over (COCO) Imputation: Methylation distribution of imputed val-

ues, comparing the imputed methylation value and the corresponding actual methylation value

in the original dataset. Each panel only includes information from CpG sites with a greater than

10x coverage. Any deviation from the y = x axis corresponds to an error in the methylation

value. Each panel corresponds to a specific coverage level (i.e. panels A-H correspond to D05,

D07, D10, D15, D20, D25, D30 and D60, respectively), shown in the y axis title. Each panel

includes summarised information from six downsampled datasets at that specific coverage level.
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Figure S23: COCO Imputation: Box-plots showing the distribution of the absolute error in the imputed value,

separated based on the genomic annotation of the CpG site. Outliers are not shown on the plot

due to the number of outliers; rather, the box-plots whiskers are extended to the maxima and

minima with a dashed line. Each panel corresponds to a specific coverage level (i.e. panels A-H

correspond to D05, D07, D10, D15, D20, D25, D30 and D60, respectively), shown in the y axis

title. Each panel includes summarised information from six downsampled datasets at that specific

coverage level. The number of CpG sites in each genomic annotation type is highlighted in the

colour scale on the right of each panel (with the red colour denoting a lower number of CpG

sites).
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Figure S24: GIMMEcpg (DW Local Mean) Imputation: Methylation distribution of imputed values, compar-

ing the imputed methylation value and the corresponding actual methylation value in the original

dataset. Each panel only includes information from CpG sites with a greater than 10x coverage.

Any deviation from the y = x axis corresponds to an error in the methylation value. Each panel

corresponds to a specific coverage level (i.e. panels A-H correspond to D05, D07, D10, D15,

D20, D25, D30 andD60, respectively), shown in the y axis title. Each panel includes summarised

information from six downsampled datasets at that specific coverage level.
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Figure S25: GIMMEcpg (DW Local Mean) Imputation: Box-plots showing the distribution of the absolute er-

ror in the imputed value, separated based on the genomic annotation of the CpG site. Outliers are

not shown on the plot due to the number of outliers; rather, the box-plots whiskers are extended to

the maxima and minima with a dashed line. Each panel corresponds to a specific coverage level

(i.e. panels A-H correspond to D05, D07, D10, D15, D20, D25, D30 and D60, respectively),

shown in the y axis title. Each panel includes summarised information from six downsampled

datasets at that specific coverage level. The number of CpG sites in each genomic annotation

type is highlighted in the colour scale on the right of each panel (with the red colour denoting a

lower number of CpG sites).
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Figure S26: GIMMEcpg (CW Local Mean) Imputation: Methylation distribution of imputed values, compar-

ing the imputed methylation value and the corresponding actual methylation value in the original

dataset. Each panel only includes information from CpG sites with a greater than 10x coverage.

Any deviation from the y = x axis corresponds to an error in the methylation value. Each panel

corresponds to a specific coverage level (i.e. panels A-H correspond to D05, D07, D10, D15,

D20, D25, D30andD60, respectively), shown in the y axis title. Each panel includes summarised

information from six downsampled datasets at that specific coverage level.
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Figure S27: GIMMEcpg (CW Local Mean) Imputation: Box-plots showing the distribution of the absolute er-

ror in the imputed value, separated based on the genomic annotation of the CpG site. Outliers are

not shown on the plot due to the number of outliers; rather, the box-plots whiskers are extended to

the maxima and minima with a dashed line. Each panel corresponds to a specific coverage level

(i.e. panels A-H correspond to D05, D07, D10, D15, D20, D25, D30 and D60, respectively),

shown in the y axis title. Each panel includes summarised information from six downsampled

datasets at that specific coverage level. The number of CpG sites in each genomic annotation

type is highlighted in the colour scale on the right of each panel (with the red colour denoting a

lower number of CpG sites).

199



APPENDIX A. SUPPLEMENTARY MATERIAL

Figure S28: GIMMEcpg (Model Stack) Imputation: Methylation distribution of imputed values, comparing

the imputed methylation value and the corresponding actual methylation value in the original

dataset. Each panel only includes information from CpG sites with a greater than 10x coverage.

Any deviation from the y = x axis corresponds to an error in the methylation value. Each panel

corresponds to a specific coverage level (i.e. panels A-H correspond to D05, D07, D10, D15,

D20, D25, D30andD60, respectively), shown in the y axis title. Each panel includes summarised

information from six downsampled datasets at that specific coverage level.
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Figure S29: GIMMEcpg (Model Stack) Imputation: Box-plots showing the distribution of the absolute error in

the imputed value, separated based on the genomic annotation of the CpG site. Outliers are not

shown on the plot due to the number of outliers; rather, the box-plots whiskers are extended to

the maxima and minima with a dashed line. Each panel corresponds to a specific coverage level

(i.e. panels A-H correspond to D05, D07, D10, D15, D20, D25, D30 and D60, respectively),

shown in the y axis title. Each panel includes summarised information from six downsampled

datasets at that specific coverage level. The number of CpG sites in each genomic annotation

type is highlighted in the colour scale on the right of each panel (with the red colour denoting a

lower number of CpG sites).
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Figure S30: GIMMEcpg (Model Stack — 6 Variables, 2 Minutes Training) Imputation: Methylation distribu-

tion of imputed values, comparing the imputed methylation value and the corresponding actual

methylation value in the original dataset. Each panel only includes information from CpG sites

with a greater than 10x coverage. Any deviation from the y = x axis corresponds to an error

in the methylation value. Each panel corresponds to a specific coverage level (i.e. panels A-H

correspond to D05, D07, D10, D15, D20, D25, D30 and D60, respectively), shown in the y axis

title. Each panel includes summarised information from six downsampled datasets at that specific

coverage level.

202



APPENDIX A. SUPPLEMENTARY MATERIAL

Figure S31: GIMMEcpg (Model Stack — 6 Variables, 2 Minutes Training) Imputation: Box-plots showing the

distribution of the absolute error in the imputed value, separated based on the genomic annotation

of the CpG site. Outliers are not shown on the plot due to the number of outliers; rather, the

box-plots whiskers are extended to the maxima and minima with a dashed line. Each panel

corresponds to a specific coverage level (i.e. panels A-H correspond to D05, D07, D10, D15,

D20, D25, D30 andD60, respectively), shown in the y axis title. Each panel includes summarised

information from six downsampled datasets at that specific coverage level. The number of CpG

sites in each genomic annotation type is highlighted in the colour scale on the right of each panel

(with the red colour denoting a lower number of CpG sites).
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Figure S32: The MAE when imputing across five targeted BS-seq platforms in order to increase the overlap

between them. Panel A shows the MAE before imputation and Panel B shows the MAE after

imputation. Panel C-F show the MAE after with a distance filter of 2500bp (Panel C), 1000bp

(Panel D), 100bp (Panel E), and 10bp (Panel F). Note that theMAE refer to a methylation fraction

rather than a methylation percentage.
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Figure S33: Pairwise comparisons of RRBS and targeted BS-seq datasets against a number of WGBS, EM-

seq and Nanopore datasets for the S3 sample. Agilent SureSelect Methyl-Seq (S3_R1_L1 and

S3_R1_L2), Roche NimbleGen SeqCap EpiGiant (S3_R2_L1 and S3_R2_L2), Illumina TruSeq

Methyl Capture EPIC (S3_R3_L1 and S3_R3_L2), Diagenode Premium RRBS (S3_R4_L1 and

S3_R4_L2), Tecan NuGen Ovation RRBSMethyl Seq (S3_R5_L1 and S3_R5_L2) were used to

produce multiple RRBS/ targeted BS-seq datasets. Dataset S3_W2 is aWGBS dataset produced

as part of the ENCODE project. Datasets S3_W3, S3_W4 and S3_W5 are part of the Illumina

Public data. Datasets S3_W6 and S3_W7 are publishedWGBS datasets downloaded from ENA.

Datasets S3_W1 and S3_E2 are EM-Seq datasets also downloaded from ENA. Datasets S3_N1 is

a whole-genome dataset sequenced in collaboration with Oxford Nanopore using a Nanopore

PromethION (pore R9.4.1).
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Figure S34: Pairwise comparisons of Array datasets against WGBS, EM-seq and Nanopore datasets for the

S3 sample. S3_A1-S3_A3 are EPIC array from the minfiDataEpic R Package. S3_A4-S3_A7 are

four EPIC arrays from GEO. S3_A8 is also an EPIC array that was released as part of the En-

code project. S3_A9-S3_A12 are four 450k array panels. S3_W2 is a WGBS dataset produced

as part of the ENCODE project. Datasets S3_W3, S3_W4 and S3_W5 are part of the Illumina

Public data. Datasets S3_W6 and S3_W7 are publishedWGBS datasets downloaded from ENA.

Datasets S3_W1 and S3_E2 are EM-Seq datasets also downloaded from ENA. Datasets S3_N1 is

a whole-genome dataset sequenced in collaboration with Oxford Nanopore using a Nanopore

PromethION (pore R9.4.1).
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Figure S35: Pairwise comparisons of Array datasets against RRBS datasets for the S3 sample. S3_A1-S3_A3

are EPIC array from the minfiDataEpic R Package. S3_A4-S3_A7 are four EPIC arrays fromGEO.

S3_A8 is also an EPIC array that was released as part of the Encode project. S3_A9-S3_A12 are

four 450k array panels. Agilent SureSelect Methyl-Seq (S3_R1_L1 and S3_R1_L2), Roche

NimbleGen SeqCap EpiGiant (S3_R2_L1 and S3_R2_L2), Illumina TruSeq Methyl Capture

EPIC (S3_R3_L1 and S3_R3_L2), Diagenode Premium RRBS (S3_R4_L1 and S3_R4_L2),

Tecan NuGen Ovation RRBS Methyl Seq (S3_R5_L1 and S3_R5_L2) were used to produce

multiple RRBS/ targeted BS-seq datasets.
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