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Abstract—The proliferation of low-cost DRAM chipsets now
begins to allow for the consideration of substantially-increased
decoded picture buffers in advanced video coding standards
such as HEVC, VVC, and Google VP9. At the same time,
the increasing demand for rapid scene changes and multiple
scene repetitions in entertainment or broadcast content indi-
cates that extending the frame referencing interval to tens of
minutes or even the entire video sequence may offer coding
gains, as long as one is able to identify frame similarity in
a computationally- and memory-efficient manner. Motivated by
these observations, we propose a “stitching” method that defines a
reference buffer and a reference frame selection algorithm. Our
proposal extends the referencing interval of inter-frame video
coding to the entire length of video sequences. Our reference
frame selection algorithm uses well-established feature descriptor
methods that describe frame structural elements in a compact
and semantically-rich manner. We propose to combine such
compact descriptors with a similarity scoring mechanism in
order to select the frames to be “stitched” to reference picture
buffers of advanced inter-frame encoders like HEVC, VVC,
and VP9 without breaking standard compliance. Our evaluation
on synthetic and real-world video sequences with the HEVC
and VVC reference encoders shows that our method offers
significant rate gains, with complexity and memory requirements
that remain manageable for practical encoders and decoders.

I. INTRODUCTION

It is well known for more than 20 years that video com-
pression is assisted by increasing the number of reference
frames used in inter-frame prediction [1], [2]. This has led all
current video coding standards to support the use of multiple
reference frames (MRF) for motion compensated prediction
[1], [2]. However, increased MRF support is known to bring
rate savings only up to a point, above which no rate gains
can be obtained as there is too much redundancy within the
stored frames to offer better prediction information for the
increased MRF indexing cost [3]–[5]. This is why several
authors [3]–[5] show that selecting the MRF option in HEVC
[6] is most useful when encoding videos that comprise scenes
with repetitive motion and pixel displacements.

The topic of MRF is now of renewed interest due to
the compounded effect of two independent trends. The first
is the continuing manifestation of significant price drops of
dynamic random access memory (DRAM) chipsets1. Beyond
their lower price, new DRAM designs also have decreased
power consumption and decreased latency, which allows for
increasing the temporal scope of frame referencing to further

MJ is with the Dept. of Electrical & Computer Engineering, Birzeit
University, West Bank, Palestine (email: mjubran@birzeit.edu). AA and YA
are with the Electronic and Electrical Engineering Department, University
College London, London, U.K., {alhabib.abbas, i.andreopoulos@ucl.ac.uk).
AA and YA were supported by the UK EPSRC, grant EP/R025290/1.

1see “God DRAM, that’s a big price drop: Memory down 30
per cent, claim industry watchers” (The Register, Mar. 7, 2019) and
https://www.dramexchange.com/

improve coding efficiency at modest increase of decoding
time and energy consumption. The second trend is the in-
creasing frequency of shot repetition within entertainment and
broadcast content, in conjunction with the decreasing shot
length [7]–[10]. Indeed, it has been observed that multiple
nearly-identical short-length shots tend to appear in interleaved
manner across medium and long time intervals in order to keep
the audience engaged and assist visual memory (e.g., in talk
shows or narration [7]).

Motivated by these two trends, we propose a frame in-
spection method that extends the referencing scope of MRF
methods to the whole length of video sequences, which gives
an extended set of sequence-level reference frames. To do so
in a feasible manner, we use hand-crafted and neural-network
based compact image descriptors for the semantic analysis of
image content [11]–[13], to derive global prediction references
without exhausting the memory resources of modern playback
devices. The main contributions of our work are:

1) We propose feature-based semantic content analysis
methods for sequence-level reference selection in block
motion estimation of advanced video coding standards.

2) We propose an algorithm (Algorithm 1) for selecting
frames that can be used for prediction globally, i.e.,
across the entire length of a video sequence; the algo-
rithm leverages the selection process according to frame
“repetitiveness” and “similarity” measures, in order to
select the most beneficial (i.e., most repetitive) frames
to add to reference picture sets that are also not overly-
similar to each other.

3) We evaluate our proposed method using both hand-
crafted and neural-network based compact descriptors,
and illustrate the conditions under which our proposal
allows for significant coding gains. Our benchmarks
encompass the High-Efficiency Video Coding (HEVC)
standard of MPEG/ITU-T, the AOMedia VP9 standard,
and the recently-announced Versatile Video Coding
(VVC) standard of MPEG/ITU-T.

The remainder of this paper is organized as follows: In
Section II, we review recent literature related to our work
and motivate the benefits of including advanced long-term
referencing methods in video coding. Section III details how
sequence-level referencing operates in conjunction with ref-
erence picture sets of HEVC and VP9. Section IV presents
the proposed semantic similarity matching for the selection
of reference frames. Section V evaluates the coding efficiency
of our sequence-level referencing approach within the HEVC
and VVC standards. Finally, Section VI concludes the paper.

II. RELATED WORK

Several techniques have been proposed in order to maximize
the rate saving and efficiency offered by multiple frame
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referencing in block-based motion estimation [3]–[5], [14]–
[17]. To reduce the memory footprint of MRF, Huang et
al. [14] explore correlations between successive frames to
limit the number of reference pictures used for each frame.
Shen et al. [15] proposed to select MRF frames by inspect-
ing correlations among neighboring blocks of pictures and
homogeneities among areas local to individual objects. Su
and Sun [18] investigated correlations between motion vectors
across different frames in order to achieve fast MRF motion
estimation with minimal sacrifice in coding efficiency. To
mitigate unnecessary complexity overheads, other work [19],
[20] studies methods by which to accelerate the selection of
reference frames in MRF contexts. Frame prediction via long-
term reference pictures was originally introduced by Weigand
et al. [1]; short term reference (STR) pictures and long term
reference (LTR) pictures are jointly considered for motion
estimation. Specifically, in their work and subsequent work
[21]–[26], STR pictures are frames that occur immediately
before the frame being processed, while LTR pictures are
previously decoded frames which are used to reference still
and background regions. Similar methods [3], [4] use the
PSNR of frames that follow LTR frames to determine the
quality of the next LTR frame. In the work of Liu et al. [5],
a jump parameter is updated for every encoded frame to give
the chance for every frame to serve as an LTR. The selection
of such frames is optimized in a rate-distortion (RD) sense.

The MRF aspects of the HEVC [27], [28] and VP9 [29]
effectively culminated from the selection of the best of such
ideas for inclusion into these standards. The VP9 standard
takes MRF support further via the use of summarised frame
references (a.k.a., “golden” frames), which are no-show frames
used for the sole purpose of inter-frame prediction. Sum-
marised frames are constructed by cropping and combining
selected groups of frames that have frequently occurring
textures. For example, VP9 [29] supports three types of
reference frames: predictors from the immediate past dubbed
as “last” references, summarised predictors constructed from
past frames (i.e., the far and near past) denoted as “golden”
frames, and “altref” frames which are constructed from distant
future frames through temporal filtering. In related work [21]–
[26], golden frames are used for background referencing, and
are updated based on video content such as speed of motion
and other coding statistics, and some of these works use golden
frames to propose low-delay encoders. For example, Ding et
al. [22] model background pictures from original video frames
to be used as a part of the motion estimation in order to
improve coding efficiency. To draw more coding efficiency
from MRF prediction, Lin et al. [30] proposed to extend
the number of reference frames for forward and backward
prediction. Other work [31] proposed to add a second “altref”
frame in order to balance forward and backward referencing
and to provide better RD-optimization for choices of inter-
prediction frames.

In more recent work, summarised golden frames [30],
[31], are derived from groups of successive frames within a
limited period. To avoid unnecessary signaling when using
golden frames, recent work [32] proposed to adaptively decide
golden frame coding structures by inspecting stillness in video

sequences and proposed the use of multi-layer golden frame
coding structures for frame groups that are not static across
successive frames. Other proposals use golden frames in
hierarchical bi-predictive picture (HBP) structures [24], where
I-frames are coded at the beginning of scenes and used as
references augmented to frames normally used for prediction
in HEVC. Frames are added in reference picture sets (RPS) of
HEVC in such a way represent the ground truth background of
a scene, and Gaussian mixture models are used to determine
the most suitable frames to use as background references [24].
Zuo and Yu [33] assign specific scene-cut frames as LTRs
for the coding of GOPs. These scene-cut frames are encoded
with lower QPs to ensure fidelity. To select LTRs, motion-
field distance kernels are used to determine an appropriate
demarkation of K-means clusters comprised entirely of scene-
cut frames [33]. A subset of cluster centers is then assigned as
the set of LTRs to be used during encoding, where the subset is
determined by optimizing an objective on: (i) the total number
of bits to encode all cluster centers (i.e., all LTRs), and (ii) the
total distance between all scene cut frames and their respective
cluster centers (i.e., correlating with the girth of clusters). Chen
et al. [25] proposed block-composed background references
(BCBR) for long term prediction, where pixel blocks in the
reference are updated gradually to replace foreground content
and hence update the LTR, and recent work by Ma et al.
[26] considers cropped regions selected from reconstructed
frames. In their work, frames are maintained in the DPB if
their repetitiveness exceeds a predefined threshold. However, it
is well known that sprite generation is inaccurate when scenes
contain fast camera motion artifacts, which is why background
reference generation techniques used in related efforts [21]–
[26] usually need videos with minimal global motion in
order to provide coding gains. In these efforts, commonality
within groups of pictures is considered to construct long term
references, which makes their use suitable for videos where
repetitiveness can be estimated locally, or within short periods
of playtime.

Coupled with the capabilities and efficiency of current
DRAM hardware, our work is motivated by the above efforts
which show that, when reference frames are selected with
prior knowledge of the content to be encoded, long-term
referencing across wider time intervals can improve coding
efficiency. Unlike previous work that selects reference frames
via complex pixel-level error distance criteria that are, by
necessity, limited to short time intervals, we are the first to
propose the use of compact feature descriptor methods [11]–
[13] to determine the repetitiveness and semantic similarity
between frames at very long time scales for MRF in video
coding. This allows for the extension of the MRF concept
to the limit case of sequence-level referencing. In order to
demonstrate that this can be implemented within existing
standards, and to overcome the “short-sighted” nature of their
prediction picture sets (which restrict the inter-frame predictors
to local temporal proximities), we augment reference picture
sets of the HEVC [27] and VVC [34] reference software
with sequence-level frames and validate our proposal with
videos comprising synthetic and naturally-occurring repetition
of scene semantics.
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Fig. 1: Example of how stitching frames in S are used for inter-
prediction across GOPs. Shading patterns signify frame types
used in prediction; solid lines (shown underneath the frames)
indicate standard GOP inter-frame prediction direction; dashed
lines (shown above the frames) highlight inter-prediction di-
rection using stitching frames selected by our proposal and
inserted into the RPS.

III. EXTENDED LONG-TERM PREDICTION

We first introduce sequence-level frame referencing struc-
tures and illustrate how existing video codecs can support such
structures without breaking the operation of a standard decoder
(Section III-A). We then move on to describe the operation of
the proposed algorithm for sequence-level reference selection.

A. Defining Prediction Structures

We describe how we can modify the HEVC reference
software [27] to enable the use of frames over the entire length
of a video sequence as inter-frame predictors. In HEVC, the
RPS specify which frames are used for inter-frame prediction,
and decoded picture buffers (DPB) store reconstructed frames
to be used for future prediction. As long as an HEVC-
compliant decoder maintains the equivalent RPS and DPB,
the encoded bitstream can be decoded without modifications
to the standard. Because the DRAM available on playback
devices is finite, the size of allocated DPB memory is the
dominant factor limiting the temporal distance between frames
and their corresponding predictors that can be used for inter-
frame prediction.

In our proposal, we consider a set of video frames F =
{f1, f2, ..., fM} from which we determine the set of stitching
frames S = {s1, s2, ..., sN} to be used as extended long-
term reference pictures in HEVC (and detail the processes
of determining S in Section III-B). That is, frames in S are
retained in the DPB upon being decoded, and are specified
as inter-frame predictors in the RPS of all subsequent frames.
Fig. 1 illustrates how frames in S are used for the prediction
of future frames within a standard group-of-pictures (GOP)
prediction structure: the RPS length increases permanently
when frames with display order 4 and 10 are added as stitching
frames s1 and s2 during the encoding of display-order frames
8 and 14. These two additional stitching frames are linked to
GOP inter-frame prediction via the dashed arrows shown at
the top part of Fig. 1, and are already available to the decoder
as they have already been encoded via the GOP prediction
structure.

Importantly, when including sequence-level references we
do not modify underlying GOP structures (which can include
both STR and LTR frames), and only augment the RPS of

subsequent frames to include more frames for inter-prediction.
This is useful when considering different GOP profiles that
use multiple reference frames [6] (e.g., extended long-term
references in S can be used without interfering with GOP
structures when hierarchical or bi-directional prediction is
used). Aggregating sequence-level references increases the
RPS size monotonically as the Picture Order Count (POC)
of frames increases (as shown in Fig. 1). To accommodate
this, we modify the memory allocated for the DPB to allow
for N stitching frames in addition to the maximum number of
frames used for inter-frame prediction in the specified GOP
structure.

The proposed modifications can be easily implemented
in the HM reference software of the HEVC standard
[27]. Specifically, this can be achieved using the POC of
frames (which in HM is defined as a control variable
picture_count, and is equal by definition to M ), and
explicitly define the RPS of all frames by modifying the
control variables reference_pictures, deltaRPS, and
reference_idcs. To reduce the signaling overhead asso-
ciated with the increased length of RPS due to the inclusion
of extended long-term references, the inter-RPS option [27]
can be used encode the Sequence Parameter Set (SPS) of
all frames. Similarly, for the VP9 reference software [28],
this can be achieved by modifying vp9_encoder and
vp9_ratectrl to allow for the explicit definition of frames
used for inter-frame prediction, and setting the parameter
baseline_gf_interval to allow for the required GOP
size needed for sequence-level frame referencing.

B. Selecting Sequence-level “Stitching” Frames

We present the frame selection process for sequence-level
referencing. Our approach leverages on the semantic similarity
between frames as measured by descriptor based matching
methods2 such as ORB or VLAD [11], [12], or as predicted
by independently fitted state-of-the-art models such as con-
volutional neural networks (CNNs) [13], [35] and image-
translation variants thereof [36], [37]. To take advantage of
the low-complexity nature of ORB and similar methods, we
formalize our notation with respect to descriptor matching
methods, and later highlight the relevance of CNNs and
the extent to which they can replace descriptor matching
in selecting long-term reference frames. In order to provide
for the best prediction efficiency, frames included in S must
capture long-term correlations between scenes while providing
the least amount of redundancy in RPS. To determine which
frames are included in S , as a first criterion of selection
we measure the repetitiveness within a video segment, rm,
of semantic elements in fm. To do so, we use a mapping
f 7→ d(f) to map frames onto a compact descriptor space, and
define the semantic likeness l between a frame fm and some
set of frames X as the inverse of average distance between
fm and all frames in X :

2In Section IV we summarize the utilized methods and empirically validate
the correlation between semantic similarity of content and the rate efficiency
of block motion estimators.
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l(fm,X , K) =



 1
K

∑

fi∈X

φ(d(fm), d(fi))





−1

(1)

where K is the number of frames in X and φ(d(fm), d(fi))
is a function that measures the distance between calculated
compact descriptors of frame fm and frame fi (e.g., as the
brute force matching distance of ORB features [12], or the
inner product of VLAD vectors [11], or the inner product
of CNN-based compact feature descriptors [36]–[38]). The
distance term φ can accommodate for any image matching
method, where d(fm) and d(fi) can denote ORB feature
vectors [12], or in the case of state-of-the-art CNN models,
d(fm) and d(fi) can denote the compacted mappings of
last-layers [36]–[38]. In Section IV we further discuss how
φ(d(fm), d(fi)) measures the distance between descriptors in
both cases. Note that descriptor distance in (1) is inversely
proportional to frame similarity and that φ considers distance
in compact descriptor space rather than the pixel-domain. The
latter is important as, when our approach scales to sequence-
level referencing, we only need to retain compact descriptors
in memory, which for ORB typically comprise a few hundred
bytes per frame [11], [12], [39]. This can also be tuned for
CNNs by adjusting the hyperparameters pertaining to their
last-layer dimensions [36]–[38] thus making referencing and
subsequent computation of φ feasible.

From (1), we quantify the semantic repetitiveness of frame
fm in F as rm = l(fm,F ,M), and initialize the stitching
frame set S by setting s1 to be the frame fm associated with
the highest value of rm. Note that videos can be preprocessed
to measure φ(d(fm), d(fi)) of (1) in an independent pass that
precedes video coding, and before selecting sequence-level
references. If streaming video-on-demand (VoD) content, this
pass can encompass the entire video sequence. If streaming
live video content, the pass to measure φ(d(fm), d(fi)) of (1)
is merged with the actual video encoding and only past frames
up to the current frame can be used. To enforce a wider cover-
age of spatial features and more variance in the content of S ,
stitching frames subsequent to s1 are selected by considering
rm and a second criterion of selection um which measures
the uniqueness of fm among frames previously selected in
S . Specifically, for the ith stitch frame selection we denote
previously selected stitching frames by Si = {s1, ..., si−1},
and, via (1), we calculate ui

m = l(fm,Si, i − 1)−1 as the
second frame selection criterion. Note that ui

m is calculated
as the inverse of (1), to give higher selection priority to
candidate stitch frames that are semantically dissimilar to the
ones already available in Si.

To quantify how a candidate stitch frame fm is to be the next
frame included in Si, we define the “next stitch candidate”
criterion ci

m as the linear combination of rm and ui
m:

ci
m = wrrm + wuui

m (2)

where wr and wd are the weights used to scale the importance
of repetitiveness of frames in F and their uniqueness among
frames in Si, respectively. Because both rm and ui

m are

calculated from (1) and its inverse, a linear combination
can determine the best counterbalance of importance versus
uniqueness of each candidate stitch frame. This is validated
experimentally in Section V.

For every iteration i, frames associated with the highest
value of ci

m are appended to Si to make it into Si+1, until
i = N and the full stitching set S is determined. In Fig. 4 we
show an example of how the selection criterion ci

m changes
with every iteration. As shown in the figure, every position m
that maximizes ci

m becomes a local minimum for ci+1
m , since

the frame’s uniqueness measure um is minimized after it has
been included in the set of stitching frames S . This ensures
this frame, as well as similar frames to it, are not included
as further stitch frames. As a result, this enforces a wider
coverage of spatial features and more variance in the content of
S . This selection process of frames for S is formally presented
in Algorithm 1. The entire process can run as a separate pass
prior to encoding, and, as shown in Fig. 1, the selected frames
are inserted in S after they have been encoded, so as for them
to be available to the decoder.

C. Closing Remarks on Algorithm 1

Balancing between semantic similarity and uniqueness:
Frames that have already been included in S are implicitly
ignored in subsequent sequence-level reference selection steps,
since the term ui

m in Algorithm 1 accounts for how unique
each candidate is to frames in the set S . That is, if a frame
is already included in S , its respective criterion of selection
ci
m will be relatively low (as can be seen from the square

indicators indicating dips in Fig. 4), and is therefore not
selected to be included in S again. Moreover, if a short scene
does not repeat very often, the probability of a frame being
selected from it as a sequence-level reference is also low. This
is because frames from scenes that are semantically isolated
from the rest of the video inherently produce a low value for
wrrm in (2), which quantifies how often the semantics of a
candidate frame occur across the video.

Application in VoD and live streaming: While our work is
more suitable for VoD streaming (where compression happens
offline, prior to transmission), Algorithm 1 can also be adapted
to live streaming by not allowing the selection of future frames
to be included in the set S . In this work, we focus on VoD
streaming and validate our method for long sequences and
entire-sequence encoding, but future work can also validate
our method for live encoding, where numerous other issues
like encoding and decoding delay must be taken under careful
consideration.

Complexity: As presented, Algorithm 1 requires O(NM2)
operations. However, the computations of semantic likeness
l(fm,Si, i − 1)−1 of line 8 do not need to be repeated for
each inner for-loop. By calculating a moving average of ui

m

instead, redundant computations of l(fm,Si, i − 1)−1 can be
avoided to reduce the complexity of the second loop (see
lines 4-9) in Algorithm 1 to O(NM). Beyond this, for the
utilized descriptors and distance function, the distance function
of (1) is symmetrical, i.e., φ(d(fm), d(fi)) = φ(d(fi), d(fm)).
That means that distances between pairs of frames need to
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be calculated only once. Exploiting this, we can halve the
complexity of the first loop in Algorithm 1 (see lines 1-2)
which is O(M2) complex. Finally, in Section V we show how
local temporal-coherence in video scenes can be exploited to
further reduce the time complexity of Algorithm 1.

Algorithm 1 Selecting frames for sequence-level referencing.
Input: Set of video frames F

Weight parameters wr and wu

Number of stitching frames N
Output: Set of stitching frames S

1: for m = 1 to m = M do
2: rm ← l(fm,F ,M)

3: s1 ← fm associated with highest rm

4: for i = 2 to i = N do
5: Si ← {s1, ..., si−1}
6: for m = 1 to m = M do
7: ui

m ←l(fm,Si, i− 1)−1

8: ci
m ← wrrm + wuui

m

9: si ← fm associated with highest ci
m

10: S ← {s1, s2, ..., sN}
11: return S

IV. CROSS-FRAME SEMANTIC MATCHING

Since our approach hinges on semantic similarity between
frames measured via compact descriptors, we summarize
recent techniques for such descriptors and demonstrate how
their similarity correlates with the rate efficiency of inter-frame
prediction in HEVC.

Efficient semantic similarity matching techniques use
specially-crafted descriptors (represented in fixed-length vec-
tors) to describe local regions of salient visual features, and de-
fine low-complexity functions to measure a notion of distance
between different descriptors. Under this class of techniques,
ORB descriptors [12] and VLAD [11] are commonly used
for high level semantic description of images [40], [41], and
can be independently used as processing blocks in systems for
measuring the semantic similarity between frames [42]. When
encoding complexity is not constrained, complex mapping
methods can be used to learn the expected coding efficiency
of video codecs directly from image pairs. For example, the
latter can be achieved by state-of-the-art CNN architectures
[13], [36], [37] which were shown to yield the best perfor-
mance on pair-based computer vision tasks (e.g., to match and
identify landmarks or human faces). However, CNNs and their
derivatives tend to require significantly more operations than
hand-crafted descriptors, and may be unnecessary in situations
where tunable low-complexity matching methods can suffice.

Low-complexity counterparts to CNNs include ORB feature
matching methods, which comprise histogram vectors for local
regions of frames to describe the frequency of occurrence of
luminance gradients that move in different directions (com-
monly 8 directions are used, to describe luminance gradients
moving up, up-right, right, and so on). In doing so, ORB
features give a compact description of salient regions in frames

Fig. 4: Example plots of ∀m : ci
m with i increasing from

bottom to top. Circles indicate selected frames to be included
in Si+1 and squares show frames last included in Si.

as fixed-length vectors, and different frames give different
numbers of vectors subject to the the number of salient regions
within each frame [12].

Because the coding efficiency of motion estimation is
highly correlated with how similar predicted frames are to
their predictors, we expect that the coding efficiency should
inherently correlate with: (i) the matching distance between
visual features of frames as described by hand-crafted ORB
descriptors [12], [42], and (ii) CNNs trained to map image
pairs to coding efficiencies of prescribed video codecs via their
inter-frame prediction models. To demonstrate this, in Fig. 2
we consider a single target frame ft from a test video and show
the compact descriptor distance measured prior to sequence-
level reference selection, φ(d(ft), d(fm)), and the required
rate for inter-frame prediction, r(ft, fm), when predicting ft

from fm for all frames in F .
When calculating φ(d(ft), d(fm)) as the ORB distance be-

tween any frame pair (ft, fm), we follow the standard practice
[12], [39] of measuring the average of all distances between
the constituent descriptors of (ft, fm), where each descriptor
in ft is matched against the descriptor in fm closest to it
in euclidean feature space. On the other hand, in measuring
distances φ(d(ft), d(fm)) via CNNs, similar to previous work
on semantic matching in other domains [36]–[38], we train a
model to return a learned distance metric for any input pair of
frames (ft, fm), where the inter-prediction rate of any given
codec r(ft, fm) is used as the objective ground-truth during
training. Specifically, and to study more complex variants of
rate predictors, we train the CNN architecture of [36] on a
subset of Kinetics-400 [43] videos to translate frame pairs to
the rate required by HEVC to encode ft from fm. To train this
rate prediction model, we first encode Kinetics-400 videos via
HEVC as a preprocessing step. The CNN is then trained with
tuples (ft,fm,rt), where it maps a concatenated volume of two
frames ft and fm to the ground truth coding rate rt required by
the pre-specified video codec (i.e., HEVC) to predict ft from
fm. The rate prediction model was trained for 100 epochs
with stochastic gradient descent [44], and a learning rate of
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(a) t = 40 (b) Zoom in for t = 40 (c) t = 60 (d) t = 100

Fig. 2: Correlation between the required rate for inter-frame prediction r(ft, fm) and the distance φ(d(ft), d(fm)) as measured
by normalized values of ORB matching distance, and frame coding rates as predicted by an independently trained CNN. This
is shown for target indices t ∈ {40, 60, 100} and predictor indices m ∈ [1, 400].

Fig. 3: A video example of frames included in S when N = 8 and M = 672. By considering the two parameters rm and ui
m

using the ORB distance function φ(d(ft), d(fm)), frames are included in S to be used as predictors for all subsequent frames
in the decoding order. The first two rows show the video sequence with “F” indicating frame order, and the last row shows
frames selected as sequence-level references with “S” indicating the order of inclusion in S .

2× 10−5.

From a test sequence comprising 400 frames, in Figure 2
we show indicative comparisons of φ(d(ft), d(fm)) against
r(ft, fm) when t ∈ {40, 60, 80, 100}. For clear presentation,
we show normalized values of r(ft, fm) and φ(d(ft), d(fm)):
lower values of φ(d(ft), d(fm)) indicate closer semantics
between frames, and the distance is 1 when no semantic
correspondence exists between salient local regions in ft and
fm. From Fig. 2 we see that, while φ(d(ft), d(fm)) is 1
for most frames when ft is not in the neighborhood of fm,
r(ft, fm) and φ(d(ft), d(fm)) are highly correlated when ft

and fm are within close temporal proximity. However, this
correlation is not always existent (e.g., when t = 40 and
m ∈ [50, 80] in (d) of Fig. 2), this is because some frames are
not visually complex, and intra-frame prediction is sufficient
for encoding such frames without much need for the use
of inter-frame prediction (e.g., black screens or frames with
static backgrounds). In Fig. 3 we show frames selected as
sequence-level stitch references by using Algorithm 1 and
considering ORB distance as the semantic distance function
φ(d(ft), d(fm)). Overall, we also observe that the prediction
of the trained CNN correlates better with the rates required

by the codec. However, similar to ORB and due to variable
modes of prediction, the CNN predicts rates less reliably when
the indices of fm and ft are further apart from each other.

Finally, and with regards to the complexity of determining
semantic similarities between pairs of frames, the trade-off
between complexity and reliable prediction of CNN methods
has to be tuned via sophisticated techniques which include
static and active weight pruning [45]–[47]. In contrast, the
complexity of matching ORB descriptors [12] is directly
related to the number of dimensions of feature descriptors
D, and is therefore directly adjustable. Specifically, matching
a reference frame with km detected features against a target
frame with kt detected features requires kt× km×D floating
point operations. Since the complexity overhead of frame
matching is directly related to the number of detected features
kt and km, the complexity of detecting sequence-level frame
references can be reduced by increasing thresholds of feature
detection (thereby reducing kt and km). In this way, selecting
sequence-level reference frames can be tuned to accommodate
for any restrictions on complexity when encoding. We finally
note that, due to the modest and tunable aspects of its
complexity, ORB feature matching is more suitable for typical
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video coding contexts that have constraints on complexity. The
efficacy of ORB for practical deployment is compounded by
the fact that it performs comparably to CNNs when predicting
coding rates of standard codecs. Hence, in Section V we
validate the performance of both methods on standard video
coding datasets, with a focus on ORB feature matching for
the selection of sequence-level reference frames.

V. EXPERIMENTAL RESULTS

To quantify the coding gains achievable by our method, we
evaluate on two content types (see Table I):

1) Synthesized Videos: we use videos from the XIPH [48]
and UVG [49] repositories to synthesize test sequences
and control the amount repeatability across scenes of
videos. In this way we show the conditions in video
content that make the use of long-term referencing more
beneficial to coding efficiency.

2) Natural Videos: we use videos from the FILMshort [50]
and UVG [49] public repositories to validate our method
on videos with naturally-occurring scene repetition and
scene progression.

We compare and contrast the use of extended sequence-
level references in HEVC against three benchmark coding
methods: (i) the reference HEVC software [27] with only
STR frames enabled3, (ii) VP9 [28] when using summarised
“golden frames” to store recurrent texture in video (which
can be seen as an alternative to our proposed sequence-level
stitch frames), and (iii) an HEVC implementation that selects
as LTRs the GOP-LTP frames of Zhuo and Yu [33], which
is closest to ours in terms of usage of LTR. To enable the
use of extended sequence-level “stitching” references for inter-
frame prediction in HEVC via our method, we modified the
HM reference software [27] as described in Section III-A,
and hereafter we refer to this instantiation of our method
as HMS, abbreviating HEVC with Multiple Stitching frames.
Since HEVC is more ubiquitous compared to VP9 and VVC
[51], we provide our exhaustive study focusing on HEVC, and
report indicative results for the less common codecs like VP9
and VVC. For all codecs, we encode videos to various bitrates
by setting the Constant Rate Factor (CRF) for HEVC and VP9,
and use inter-frame prediction for all frames subsequent to the
first (i.e., only the first frame is encoded as an I frame). In all
tests pertaining to HEVC encoding, we use the main coding
profile (level-4.1). To further understand the extent to which
sequence-level referencing is of benefit to coding efficiency,
we test on two GOP profiles: one using a uni-directional IPPP
coding structure, and another using a hierarchical IPBB coding
structure. Finally, in order to reduce the size of RPS signaling,
we enable inter-RPS prediction in the HM options [27].

3Since standards only specify the normative decoder operation, there is
no normative method for filling the LTR buffer. Thus, the LTR option in
the HEVC reference software encoder (HM) does not include any reference
method for LTR selection. As such, we can only set the STR option for the
HEVC HM benchmark and we implemented our approach on HEVC reference
software as a method for LTR selection. In addition, we also report indicative
tests for the reference software of MPEG VVC [34], which represents the
state-of-the-art in standards-based video coding. While our proposal can also
be implemented within AOMedia standards, we leave this as future work.

TABLE I: Properties of test sequences used throughout our
validation on HEVC HM 16.17 and VVC VTM 7.1 reference
software. For the top part (“Synthesized” type), details on the
utilized sequences and the way the synthesized sequences are
produced are provided in Section V-A.

Sequence Resolution M Scene Repetition Repository Type

SV1 SD 400 Low XIPH Synthesized
SV2 SD 800 High XIPH Synthesized
SV3 SD 800 Medium XIPH Synthesized
SV4 SD 800 Medium XIPH Synthesized
SV5 SD 1200 Medium XIPH Synthesized
SV6 SD 2000 High XIPH Synthesized

BSH1 HD 1000 Medium UVG Synthesized
BSH2 HD 1600 High UVG Synthesized
BSH3 HD 2000 High UVG Synthesized

Breathe SD 20800 Medium FILMShort Natural
City Lights SD 12000 Medium FILMShort Natural

Naughty List SD 9200 Low FILMShort Natural
Brink SD 8600 Medium FILMShort Natural

Jet SD 8900 Low FILMShort Natural
Big Bunny SD 2200 Low XIPH Natural
HoneyBee HD 600 Medium UVG Natural
Bosphorus HD 580 Low UVG Natural
ShakeNDry HD 300 Medium UVG Natural

For φ(fm, fi), we use brute force matching distance of ORB
feature descriptors [12]. The time complexity associated with
determining rm for M frames in F is O(M2). Therefore,
despite the compactness of ORB descriptors, applying our
approach uniformly across all video frames will be overly
complex and, to a large extent, unnecessary, since the largest
gain from stitch frames will occur around scene changes.
Hence, we calculate rm = l(fm,F ′,M), where F ′ comprises
only frames that exist at the beginning of each scene, and we
detect scenes via the scene detection tool PySceneDetect [52].
Importantly, while F ′ comprises only scene-cut frames, can-
didate frames fm (which are eventually matched against F ′

and conditionally included in S) can exist anywhere within a
video sequence. That is, long-term references included in S
can exist anywhere within a video, and are included in specific
priority orders as determined by the proposed algorithm in
Section III. This is why, constraining F ′ to scene-cut frames
reduces matching complexities and leverages temporal coher-
ence across scenes without compromising the selection pool
of long-term references. We set the number of sequence-level
references, N , to the number of video scene cuts detected.
In doing so, we ensure that sequence-level references can be
selected such that scenes with recurring semantics are similar
with at least one frame in S (although, whether S is selected
to achieve the latter is entirely determined by Algorithm 1).
For all results pertaining to sequence-level referencing, and
to find the optimal balance between considering the semantic
repetitiveness rm and uniqueness ui

m of frames to be included
in S , we set ωr = 1 and ωu = 1 as determined via cross-
validation to be the best performing setting (i.e., by giving
the repeatability and uniqueness of frames an equal measure
of priority in determining their inclusion or exclusion from
S). Note that we use a search step of 0.5 over the interval
[0, 2] in our cross validation of both ωr and ωu. In Table
I we present the high-level properties of all videos in our
evaluation. Specific to the sequences SV1-SV6 and those
of the FILMShort [50] repository, we resize the videos to
640 × 480 standard definition (SD) using FFmpeg bicubic

Authorized licensed use limited to: University College London. Downloaded on April 28,2021 at 19:09:00 UTC from IEEE Xplore.  Restrictions apply. 



1051-8215 (c) 2021 IEEE. Personal use is permitted, but republication/redistribution requires IEEE permission. See http://www.ieee.org/publications_standards/publications/rights/index.html for more information.

This article has been accepted for publication in a future issue of this journal, but has not been fully edited. Content may change prior to final publication. Citation information: DOI 10.1109/TCSVT.2021.3070423, IEEE
Transactions on Circuits and Systems for Video Technology

IEEE TRANSACTIONS ON CIRCUITS AND SYSTEMS FOR VIDEO TECHNOLOGY, SUBMITTED 8

interpolation [53], while high-definition videos from UVG [49]
are not resized to provide results for high-definition video.

A. Evaluation On Synthesized Videos

To synthesize the interleaved test videos SV1-SV6, where
each sequence holds a different degree of scene repetition, we
used three videos from the public XIPH test repository [48]:
“Touchdown”, “Parkjoy”, “Tractor”, and to synthesize BSH1-
BSH3 we use three videos from UVG [49] : “HoneyBee”,
“Bosphorus”, and “ShakeNDry”.

We control scene repetition in the synthesized videos SV1-
SV6 and BSH1-BSH3 by interleaving scenes from K different
videos (2 ≤ K ≤ 3). We interleave scenes by concatenating
R randomly cropped segments from each video and ensuring
that neighboring segments within synthesized videos always
come from different video sources. This ensures there are R
scene changes per synthesized video. By repeating this process
with increasing values of (K,R), we create nine synthesized
videos with different levels of scene repetition. Importantly:
(i) our process of random cropping of one-second segments
ensures that scenes will not repeat in their entirety and any
partial scene repetition may occur at any temporal distance
within each synthesized sequence; (ii) we do not perform
lossy coding when creating the synthesized videos; hence, the
quality of synthesized videos remains identical to the K SD
source videos used for synthesis [48].

Fig. 5: Relationship between quality measured as average BD-
PSNR (blue, left y-axis) and BD-VMAF (red, right y-axis),
and cross-scene semantic frequency measured as the number
of interleaved crops extracted from each source video R.

Comparing our proposal HMS against the HEVC reference
implementation of HM, in Table II we report the Bjonte-
gaard Delta-rate (BD-Rate) and Bjontegaard Delta-PSNR (BD-
PSNR) on the luminance (Y) channel of the synthesized videos
of Table I. Beyond PSNR-based evaluation (BD-RateP and
BD-PSNR), we also report Bjontegaard delta rate and quality
gains for the video multi-method assessment fusion (VMAF)
metric developed by Netflix [54], [55] (presented as BD-RateV

and BD-VMAF). From Table II, when considering BD-RateP

results for all tested videos, we note that 34.05% and 48.07%
saving is achieved when comparing HMS to the HM and
VP9 anchors, respectively. In addition, BD-PSNR gains of
1.76dB and 1.87dB are achieved when comparing HMS to

HM and VP9, respectively. To show that sequence-level frame
referencing can be applied to hybrid coding structures, we
report results for PBBB coding structures and set the GOP
size to 4. The results in Table II show that HMS-PBBB
is superior to the HM-PBBB anchor, and gives a BD-RateP

saving of 46.76% and a BD-PSNR gain of 2.8dB. In reference
to VMAF, HMS and HMS-PBBB maintained an edge over the
other two codecs when considering all videos. For example,
HMS achieved BD-VMAF gains in the range 1.17 to 9.54 and
1.61 to 15.26 when compared to HM and VP9, respectively.
The results in Table II indicate that gains increase as the
lengths of the synthesized videos increase (e.g., as can be
seen for SV3 and SV6). This is due to the increase in scene
repetition within synthesized videos.

To better understand the conditions wherein sequence-level
references are most useful, Fig. 5 shows a plot that highlights
the relationship between the number of interleaved crops
extracted from each source video R (increased R leads to in-
creased scene and semantic repetition), and the gains achieved
by HMS (shown as BD-PSNR and BD-VMAF). As expected,
we see that sequence-level inter-frame prediction is indeed
most useful when values of R are higher (i.e., when videos
are more repetitive). This agrees with the gains we observe
from Table II for highly repetitive videos (also see Table I
for details on scene repetition in test videos), which indicate
that sequence-level references are of less benefit when scenes
are short and their respective semantics do not repeat, and are
of most benefit when scenes repeat frequently throughout the
video.

To quantify the computation and memory usage to encode
and decode videos with our proposal, we report indicative
memory and relative encoding/decoding runtime requirements
(RER = Runtime(HMS Enc)

Runtime(HM Enc) , RDR = Runtime(HMS Dec)
Runtime(HM Dec) ) of our

proposal versus the HM software in Table III. The left part of
the table also shows the memory and complexity overhead of
detecting and matching ORB and CNN features. Interestingly,
the average decoding time of HMS is lower than HM. We
attribute this reduction to the corresponding reduction of the
average bitstream size allowed by our proposal (Table II). It
has been independently reported [56] that BD-rate savingsor
lead to reduced average decoding times as they allow for, on
average, lower usage of the entropy decoding module (CABAC
decoder), as well as the use of higher QP values. These effects
lead to less computations per macroblock [56]. Since the
reference HEVC implementation [27] does not allow for multi-
threaded execution, the reported times and RER/RDR corre-
spond to single-threaded execution on an Intel Xeon Gold-
5120 CPU. As such, these comparisons should be taken as
indicative of the overhead of our approach in a non-optimized
software implementation and may translate to different relative
runtimes under hardware-optimized encoding and decoding. In
Fig. 6, we show that RER increases linearly with the number
of stitching frames N . Importantly, as shown in Table III, the
complexity associated with sequence-level reference selection
exists only during encoding; this complexity overhead is not
relevant to the decoder.
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TABLE II: Bjontegaard delta rate (%), delta PSNR, and delta VMAF on synthesized standard definition videos. Each synthesized
video of SV1-SV6 and BSH1-BSH3 is made by interleaving R randomly-selected segments from K distinct source videos.

Sequence HMS HMS-PBBB
(K,R) Anchor BD-RateP BD-PSNR BD-Ratev BD-VMAF BD-RateP BD-PSNR BD-Ratev BD-VMAF

SV1 HM -18.14% 0.86 dB -20.08% 1.17 -30.86% 1.60 dB -26.98% 1.77
(2,10) VP9 -17.01% 0.77 dB -25.95% 1.61 -30.23% 1.50 dB -37.05% 2.13

HM-PBBB -29.29% 1.39 dB -6.73% 0.95 -40.38% 2.11 dB -31.46% 1.69

SV2 HM -32.12% 1.76 dB -28.71% 3.69 -36.39% 2.11 dB -33.58% 4.35
(2,20) VP9 -28.96% 1.60 dB -27.17% 2.82 -33.49% 1.97 dB -31.61% 3.41

HM-PBBB -27.89% 1.48 dB -12.87% 1.35 -32.51% 1.84 dB -19.19% 2.01

SV3 HM -29.86% 1.65 dB -11.06% 3.51 -36.55% 2.15 dB -4.08% 4.04
(3,12) VP9 -30.79% 1.66 dB -17.99% 3.76 -37.43% 2.18 dB -11.47% 4.22

HM-PBBB -41.31% 2.30 dB -9.09% 2.32 -46.76% 2.80 dB -4.52% 2.94

SV4 HM -18.37% 0.92 dB -16.60% 2.62 -25.85% 1.37 dB -18.78% 3.26
(3,12) VP9 -21.70% 1.07 dB -23.41% 2.96 -28.94% 1.53 dB -25.79% 3.54

HM-PBBB -29.27% 1.45 dB -13.19% 1.18 -35.86% 1.90 dB -15.46% 1.89

SV5 HM -20.44% 1.05 dB -12.46% 2.72 -27.73% 1.51 dB -12.54% 3.34
(3,20) VP9 -22.08% 1.10 dB -19.04% 3.13 -29.30% 1.58 dB -19.69% 3.70

HM-PBBB -23.25% 1.15 dB -10.46% 1.13 -30.27% 1.60 dB -8.68% 1.80

SV6 HM -32.55% 1.70 dB -28.12% 3.63 -40.15% 2.23 dB -35.51% 4.49
(3,40) VP9 -34.09% 1.81 dB -32.43% 3.99 -41.42% 2.35 dB -38.51% 4.71

HM-PBBB -24.63% 1.22 dB -13.31% 1.19 -33.15% 1.76 dB -20.51% 2.07

BSH1 HM -20.73% 0.73 dB -26.89% 5.17 -27.95% 1.02 dB -48.56% 9.44
(3,10) VP9 -40.05% 1.80 dB -49.84% 12.08 -47.15% 1.98 dB -64.48% 14.58

HM-PBBB -16.11% 0.56 dB -1.07% 0.11 -22.93% 0.83 dB -29.26% 4.68

BSH2 HM -30.32% 1.06 dB -31.14% 6.50 -38.29% 1.33 dB -50.52% 11.46
(3,15) VP9 -47.03% 2.05 dB -53.06% 14.84 -52.62% 2.12 dB -67.56% 17.83

HM-PBBB -20.39% 0.66 dB -4.13% 0.58 -28.80% 0.87 dB -37.82% 5.36

BSH3 HM -34.05% 1.19 dB -37.47% 9.54 -40.49% 1.34 dB -52.49% 12.75
(3,20) VP9 -48.07% 1.87 dB -56.14% 15.26 -54.82% 2.15 dB -66.02% 18.85

HM-PBBB -23.32% 0.67 dB -7.18% 1.20 -35.92% 1.14 dB -41.57% 7.44

B. Evaluation On Natural Videos and Performance of ORB
Versus CNN

Beyond synthesized videos, we test our approach on natural
videos from FILMShort [50] and high-definition videos from
the UVG [49] public repository under the same encoding
configuration of Section V.A. Specifically, we compare the
performance of all methods on the following publicly available
videos4 [50]: “Breathe”, “City Lights”, “Jet”, “Naughty List”,
“Big Bunny”, and “Brink”. For the natural sequences of
FILMShort [50], we select our test videos to cover a wide
range of semantic repetition, and in Table I we detail the
degree of semantic repetition in each video. By doing so,
we measure the benefit of extending the referencing period
of inter-frame prediction when different degrees of repetition
exist across scenes.

We report the corresponding Bjontegaard deltas in Table
IV, where we also compare the performance of the low-
complexity ORB-based variant of our method (denoted as
HMS) to the more complex CNN-based variant HMS-CNN
proposed in Section IV. From Table IV, we first observe
that HMS performs comparably to HMS-CNN, with two

4We provide links to retrieve all videos in https://github.com/
hevc-extended-term-frame-referencing

Fig. 6: Relative encoding runtime of HMS vs. HM encoding
when varying the number of sequence-level references N .
Note that the increase in RER is linear to N .

exceptions being on the sequences “Naughty List” and “Jet”,
where HMS-CNN performs with a higher margin relative to
other sequences. For example, in terms of the rate-PSNR
performance of “Brink”, HMS provides BD-Rate savings of
up to 37.41% and 25.62% over HM and VP9, respectively,
while HMS-CNN provides savings of 38.05% and 30.34% on
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TABLE III: Average runtime and memory requirements for sequence-level reference selection and HMS encoding and decoding
corresponding to the experiments of Table II. Reported are the averages of: runtime, relative encoding runtime (RER), relative
decoding runtime (RDR), and memory usage for the proposed HMS encoding and decoding. ‘Runtime-ORB’ and ‘Runtime-
CNN’ denote the average runtime for rate prediction via ORB and the proposed CNN approaches. ‘Memory’ for HMS encoding
reports the average memory per frame inclusive of all encoding components, and all references used.

Sequence-level Reference Selection HMS Encoding HMS Decoding
Sequence

(M, N)
Runtime-ORB Runtime-CNN Memory Runtime RER Memory Runtime RDR Memory

(sec/frame) (sec/frame) (GB) (sec/frame) (%) (MB/frame) (msec/frame) (%) (MB) (MB/frame)

SV1 (400,16) 2.035 10.298 5.758 6.888 131.1% 3.320 5.592 81.281 96 0.2400
SV2 (800,20) 3.302 12.873 6.062 8.313 160.0% 3.456 6.238 81.535 154 0.1925
SV3 (800,28) 3.850 18.023 5.783 9.086 182.1% 3.712 6.426 82.955 192 0.2400
SV4 (800,25) 3.570 16.092 5.986 8.620 165.3% 3.584 6.313 83.122 180 0.2250
SV5 (1200,44) 7.381 28.322 7.520 11.547 208.3% 4.352 6.670 84.120 299 0.2492
SV6 (2000,52) 8.540 33.471 10.557 13.574 251.7% 7.786 6.524 83.384 394 0.1970

BSH1 (1000,23) 3.370 14.804 6.527 25.067 170.2% 3.552 42.604 81.512 994 0.9940
BSH2 (1600,36) 7.581 23.173 9.032 29.006 194.7% 4.223 42.830 84.347 1537 0.9606
BSH3 (2000,47) 8.040 30.253 10.147 33.241 226.3% 7.352 44.842 83.577 2046 1.0230

TABLE IV: Bjontegaard delta rate (%), delta PSNR, and delta VMAF for HMS and HMS-CNN on natural Standard Definition
videos from the FILMshort [50] and UVG [49] repositories. Note that GOP-LTP [33] results are excluded for {Bosphorus,
ShakeNDry,HoneyBee} due to their lacking of multiple-scenes which is a prerequisite for GOP-LTP [33].

Natural HMS HMS-CNN
Sequence Anchor BD-RateP BD-PSNR BD-Ratev BD-VMAF BD-RateP BD-PSNR BD-Ratev BD-VMAF

HM -24.81% 1.17 dB -25.22% 2.93 –28.62% 1.32 dB -25.70% 3.35
Breathe VP9 -16.18% 0.73 dB -41.14% 6.38 -19.52% 0.85 dB -41.75% 6.86

GOP-LTP [33] -7.11% 0.30 dB -21.12% 3.78 -12.21% 0.52 dB -21.81% 4.34

HM -34.44% 1.94 dB -29.33% 3.21 -34.71% 1.92 dB -31.69% 3.65
City Lights VP9 -37.37% 2.21 dB -53.84% 9.24 -39.07% 2.44 dB -54.61% 9.63

GOP-LTP [33] -3.37% 0.18 dB -9.46% 1.83 -7.69% 0.45 dB -16.61% 2.70

HM -37.41% 2.06 dB -24.65% 3.25 -38.05% 2.26 dB -3.64% 3.32
Brink VP9 -25.62% 1.34 dB -39.97% 6.44 -30.34% 1.70 dB -32.04% 6.72

GOP-LTP [33] -14.34% 0.78 dB -22.62% 3.94 -18.59% 1.05 dB -8.03% 5.04

HM -1.29% 0.04 dB -17.92% 2.39 -7.12% 0.32 dB -30.69% 4.53
Naught List VP9 -23.48% 1.27 dB -43.63% 8.52 -28.21% 1.62 dB -52.27% 11.57

GOP-LTP [33] -15.24% 0.68 dB -19.99% 2.44 -4.14% 0.19 dB -18.70% 2.40

HM -3.98% 0.14 dB -25.27% 2.23 -14.24% 0.62 dB -25.55% 1.72
Jet VP9 -30.58% 1.78 dB -50.53% 9.65 -39.84% 2.38 dB -49.02% 9.50

GOP-LTP [33] -10.27% 0.47 dB -27.75% 3.12 -23.81% 1.22 dB -23.79% 3.06

HM -13.42% 0.83 dB -20.38% 3.23 -16.34% 0.94 dB -21.72% 3.60
Big Bunny VP9 -31.14% 1.93 dB -41.11% 7.08 -31.47% 1.99 dB -41.46% 8.15

GOP-LTP [33] -3.15% 0.18 dB -6.92% 1.80 -3.65% 0.20 dB -6.44% 1.52

Bosphorus HM -4.07% 0.11 dB -0.73% 0.09 -5.60% 0.16 dB -1.26% 0.17
VP9 -19.02% 0.66 dB -36.17% 7.83 -20.21% 0.71 dB -36.56% 7.91

ShakeNDry HM -6.14% 0.12 dB -8.45% 1.24 -9.36% 0.19 dB -7.61% 1.10
VP9 -16.13% 0.39 dB -33.85% 6.62 -18.75% 0.46 dB -33.24% 6.33

HoneyBee HM -19.46% 0.39 dB -9.25% 0.43 -25.73% 0.52 dB -9.57% 0.49
VP9 -30.10% 0.07 dB -53.65% 2.53 -31.56% 0.09 dB -54.36% 2.57

the same comparison. Relative improvement is also seen in the
corresponding gains in PSNR, and we observe similar results
with respect to VMAF. Moreover, comparisons against VP9 re-
liably show that HMS and HMS-CNN both perform better than
VP9 on all test sequences, and by up to 37.37% and 30.58%
BD-Rate savings for HMS on the sequences ”City Lights”
and ”Jet”, respectively. The latter gives a strong indication
that sequence-level references provide useful semantics for
inter-frame prediction that augment the benefit of summarised
frames enabled in VP9. Crucially, the small relative gains
in performance between HMS and HMS-CNN indicate that
the low-complexity variant HMS (based on ORB) suffices for

most sequences, while HMS-CNN can be used whenever its
complexity requirements can be met to produce slightly better
results across all reported metrics.

Compared to GOP-LTP [33], which is the work closest to
ours, we observe that both HMS and HMS-CNN outperform
the HM adaptation of GOP-LTP [33] by significant margins of
up to 23.81% BD-Rate savings for the ”Jet” sequence. This
gain in performance is attributed two important distinctions
of our work to GOP-LTP [33]: (i) GOP-LTP is limited to
selecting scene-cut frames as LTRs, while ours considers all
frames as potential LTRs, and (ii) distances in GOP-LTP are
only measured among scene-cut frames, while our method
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TABLE V: Bjontegaard delta rate (%), delta PSNR, and delta VMAF for VVCS as tested on natural video sequences from
the Ultra Video Group repository [49].

VVCS VVCS-PBBB
Sequence Anchor BD-RateP BD-PSNR BD-Ratev BD-VMAF BD-RateP BD-PSNR BD-Ratev BD-VMAF

Bosphorus VVC -1.54% 0.037 dB -1.15% 0.129 -4.37% 0.112 dB -2.44% 0.352
VVC-PBBB 1.39% -0.048 dB 0.13% -0.071 -1.52% 0.026 dB -1.16% 0.152

ShakeNDry VVC -16.21% 0.324 dB -3.57% 0.485 -19.33% 0.377 dB -7.24% 0.963
VVC-PBBB -16.01% 0.294 dB -3.14% 0.385 -19.10% 0.353 dB -6.59% 0.808

HoneyBee VVC -2.84% 0.023 dB -1.63% 0.053 -5.78% 0.046 dB -2.44% 0.042
VVC-PBBB 0.67% -0.002 dB 0.49% -0.003 -2.39% 0.020 dB -0.21% 0.013

TABLE VI: Bjontegaard delta rate (%), delta PSNR, and delta VMAF for VVCS as tested on synthesized video sequences
from the Ultra Video Group repository [49].

VVCS VVCS-PBBB
Sequence Anchor BD-RateP BD-PSNR BD-Ratev BD-VMAF BD-RateP BD-PSNR BD-Ratev BD-VMAF

BSH1 VVC -17.63% 0.623 dB -20.82% 4.325 -20.18% 0.709 dB -24.21% 4.863
(3,10) VVC-PBBB -17.12% 0.525 dB -20.11% 2.663 -16.48% 0.491 dB -21.00% 2.676

BSH2 VVC -31.54% 1.000 dB -28.172% 4.022 -32.53% 1.076 dB -28.99% 4.165
(3,15) VVC-PBBB -31.51% 0.996 dB -27.047% 3.865 -32.50% 1.072 dB -27.88% 4.009

BSH3 VVC -28.75% 0.885 dB -30.35% 5.362 -30.52% 0.947 dB -34.45% 6.160
(3,20) VVC-PBBB -27.87% 0.884 dB -26.49% 4.795 -29.62% 0.949 dB -30.44% 5.594

considers the distance between LTR candidates and all frames
in the video. Notice that GOP-LTP requires the availability of
multiple scene-cut frames, and therefore cannot be validated
on the short sequences {Bosphorus, ShakeNDry, HoneyBee}
comprising singular scenes.

Indicative quality-bitrate curves for the non-hierarchical
IPPP structure are shown in Fig. 7. Notably, we see that the
PSNR values of HMS are significantly higher than those of
HM and VP9 across all average bitrate values, and HMS can
outperform HM by up to 2.8dB and 2.1dB when consider-
ing “City Lights” and “Brink”, respectively. With regards to
VMAF, we see that, unlike PSNR, HMS provides diminishing
improvements over HM and VP9 for higher bitrates. This is
due to the saturation property intrinsic to the high regime of
VMAF, which reflects the fact that the increase in perceptual
quality of high-bitrate video is not linearly correlated with the
reduction in the power of the reconstruction error [54].

C. Evaluation on Versatile Video Coding

In order to validate the gains provided by our proposal
with respect to next-generation video coding, we report a first
comparison against the recently-completed VVC standard of
MPEG/ITU-T. In order to test the extent of savings achievable
by including sequence-level references in VVC [34], which
we hereon denote as VVC-Stitching (VVCS), in Table V and
Table VI we report BD-rates achieved against the VVC Test
Model (VTM) 7.1. We set the VTM coding profile to the
default setting “auto”, and present our tests for three HD
videos from the UVG repository [49], namely: “Bosphorus”,

“ShakeNDry”, and “HoneyBee”. 5 Given that the short play-
time of standard videos in the UVG repository impedes the
full extent of rate reduction by sequence-level referencing,
we additionally report gains when repetition is artificially
introduced by synthesizing all video sequences with pre-
specified parameters K and R. Table V shows that sequence-
level references provide modest rate savings for the short and
non-repetitive video sequences “Bosphorus”, “ShakeNDry”,
and “HoneyBee”. However, the reported gains are comparable
or superior to those of tools that have been considered for
inclusion in the VVC standard [34]. For example, Pfaff et al.
[57] present an analysis showing that 8 out of the 14 new
coding tools (Table III of their paper [57]) achieve BD-rates
of -0.7% to -2.8%, but they cumulatively contribute to BD-
rate of -21% over the HM reference software. Such scale-
up of performance is observed in our proposal when scene
repetition occurs more frequently in the input video: Table VI
shows that sequence-level references provide for up to -33% in
BD-rate for PSNR or VMAF in comparison to VVC. Further
evaluation will be possible when the VTM reference software
matures further to allow for faster encoding, which will allow
for multi-bitrate encodings of longer video sequences with our
proposal.

VI. CONCLUSION

We propose sequence-level references for inter-frame video
coding. In our approach, reference frames are selected by first
mapping them in a compact descriptor space, thereby making

5At the time of this writing, VTM 7.1 is extremely slow, i.e., it takes several
minutes to encode a single frame. This constraint, in conjunction with the fact
that the VTM is still undergoing revisions to improve the performance of its
various encoding tools, limits the extent of our test.
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(a) Breathe (N=56) (b) City Lights (N=56) (c) Brink (N=56) (d) Big Buck Bunny (N=34)

(e) Breathe (N=56) (f) City Lights (N=56) (g) Brink (N=56) (h) Big Buck Bunny (N=34)

Fig. 7: Rate-PSNR and Rate-VMAF when content from FILMshort [50] is encoded using different bitrate targets. When
sequence-level references are used, the number of active references used is set to N + 4, where 4 is the number of predictors
required by the default GOP structure.

(a) BSH (3,10) (N=23) (b) BSH (3,10) (N=23) (c) BSH (3,20) (N=47) (d) BSH (3,20) (N=47)

Fig. 8: Rate-PSNR and Rate-VMAF when content from the Ultra Video Group [49] is encoded via VVC vs. VVCS, and using
different bitrate targets. When sequence-level references are used, the number of active references is set to N + 4, where 4 is
the number of predictors required by the default GOP structure.

it possible to derive sequence-level references for long video
sequences without increasing memory and computational re-
quirements to infeasible levels. We demonstrate that our ap-
proach can be applied jointly with hierarchical and low-delay
prediction structures in video coding without breaking decoder
standard compliance. An instantiation of our method in the
HEVC reference software is shown to outperform the reference
HEVC and VP9 encoders for sequences with synthetic and
naturally-occurring scene repetitions. Further validation on the
VVC Test Model 7.1 shows that sequence-level references
improves VVC’s rate-distortion in a non-negligible manner,
especially as scene repetitions become more frequent within
the test content.
Finally, initial runtime benchmarks demonstrate that encoding
runtime and memory requirements scale linearly with increas-

ing numbers of sequence-level references. All content and
tools used to reproduce our results are publicly available at
https://github.com/hevc-extended-term-frame-referencing.
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