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Abstract

The question of how the collective activity of neural populations in the brain gives rise
to complex behaviour is fundamental to neuroscience. At the core of this question lie
considerations about how neural circuits can perform computations that enable sensory
perception, motor control, and decision making. It is thought that such computations
are implemented by the dynamical evolution of distributed activity in recurrent circuits.
Thus, identifying and interpreting dynamical structure in neural population activity is a
key challenge towards a better understanding of neural computation. In this thesis, I
make several contributions in addressing this challenge.

First, I develop two novel methods for neural data analysis. Both methods aim
to extract trajectories of low-dimensional computational state variables directly from
the unbinned spike-times of simultaneously recorded neurons on single trials. The
first method separates inter-trial variability in the low-dimensional trajectory from
variability in the timing of progression along its path, and thus offers a quantification
of inter-trial variability in the underlying computational process. The second method
simultaneously learns a low-dimensional portrait of the underlying nonlinear dynamics
of the circuit, as well as the system’s fixed points and locally linearised dynamics around
them. This approach facilitates extracting interpretable low-dimensional hypotheses
about computation directly from data.

Second, I turn to the question of how low-dimensional dynamical structure may
be embedded within a high-dimensional neurobiological circuit with excitatory and
inhibitory cell-types. I analyse how such circuit-level features shape population activity,
with particular focus on responses to targeted optogenetic perturbations of the circuit.

Third, I consider the problem of implementing multiple computations in a single
dynamical system. I address this in the framework of multi-task learning in recurrently
connected networks and demonstrate that a careful organisation of low-dimensional,
activity-defined subspaces within the network can help to avoid interference across tasks.
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Impact statement

The work presented in this thesis makes contributions towards the analysis of neural
population activity. With large-scale neural recordings becoming more available in
the field, the need has grown for analysis approaches that allow to fully leverage the
information available in these datasets. While the applications presented in this work
focus on motor cortical areas in macaque, similar analyses may reveal novel insights for
different tasks, brain areas or species. Similarly, the work on studying the effects of circuit
perturbations will be applicable in many areas of systems neuroscience. Perturbation
techniques such as optogenetics have become widely used to test ideas about functional
roles of sub-populations within neural circuits. Better theoretical insight into their
effects at a neural population level may help to better interpret existing results and aid
the design of future perturbation experiments.

The data analysis methods developed in the context of neural population spike-trains
also have broad applications beyond neuroscience. Advanced methods for statistical
modelling of high-dimensional time-series is of interest in many fields, where the goal is
to infer meaningful latent structure from time-varying measurements. The broad interest
in and applicability of the methods developed in this thesis is reflected through relevant
publications at international Machine Learning conferences.
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Chapter 1

Introduction

A key goal in neuroscience is to better understand how the collective activity of pop-
ulations of neurons in the brain gives rise to complex behaviours. Navigating to find
shelter, making decisions in an uncertain environment, or planning and executing precise
movements are tasks that humans and other species are able to solve near optimally. To
achieve this, networks in the brain must be able to accurately represent and manipulate
variables relating to the current state of the world. It is thought that computations
– i.e. the manipulation of such underlying variables – are implemented through the
temporal evolution of activity in recurrently connected circuits. A key goal in studying
neural computation has been to characterise how such activity evolves within the neural
population, and how the dynamical properties of the circuit give rise to this evolution
and thus the computation.

This introductory chapter aims to provide a brief overview of approaches towards
such a characterisation. These include dimensionality reduction techniques and latent
variable models that allow one to identify low-dimensional structure in the population
activity, and dynamical systems models of neural populations that allow one to study
the dynamical properties of the circuit in light of an ongoing computational process.
This chapter provides background material and context for the remainder of this thesis.

1.1 Identifying low-dimensional structure in neural record-
ings

A central observation in characterising structure in neural population activity has been
that, during controlled behaviours, it seems to explore fewer degrees of freedom than the
number of neurons recorded (Figure 1.1) [Gao and Ganguli, 2015]. This has been reported
repeatedly in prefrontal and motor cortical areas in motor timing tasks [Remington et al.,
2018, Sohn et al., 2019], arm reaching tasks [Ames and Churchland, 2019, Churchland
et al., 2012, Elsayed et al., 2016, Kaufman et al., 2016, Shenoy et al., 2013a], and decision
making tasks [Mante et al., 2013, Machens et al., 2010]. However, it stands in contrast
to early sensory cortical areas, where activity has been reported to be high-dimensional,
given stimuli are sufficiently complex and the sample of recorded neurons is large enough

13
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y1

yN y2

. . .
high-d space of
recorded neurons

low-d latent
space

latent dim 1

latent dim
2

trial 2

trial 1

Figure 1.1: Population activity evolves in a high-dimensional coordinate space, where
each axis corresponds to the firing rate of a recorded unit. Even though this space is
high-dimensional, the population only explores a low-dimensional subspace. Inter-trial
differences in task outcome may be reflected in inter-trial differences in the evolution
of the neural population state over time. Dimensionality reduction techniques can be
applied to obtain descriptions of the high-dimensional population activity in terms of a
low-dimensional latent variable.

[Stringer et al., 2019, Seely et al., 2016]. The low-dimensional view has facilitated the
interpretation of population activity in terms of underlying computational variables,
which are represented across the population in a distributed fashion and whose temporal
evolution directly relates to the ongoing computational process in the circuit.

In order to identify such computational variables from data, a popular approach
has been to apply dimensionality reduction techniques [Kato et al., 2015, Cunningham
and Byron, 2014, Churchland et al., 2012, Yu et al., 2009]. These methods leverage
the available sample of recorded neurons to obtain estimates of the underlying low-
dimensional variables even when these are distributed across the entire neural population,
which cannot be measured in its entirety. In the case where the evolution of the low-
dimensional variables is tightly coupled to an externally measurable covariate like a
stimulus or a movement, such identification is a simple matter of exploiting linear or
non-linear regression to describe a population encoding or decoding model [Mante et al.,
2013, Aoi et al., 2020]. However, when aspects of the computation are likely to reflect
internal mental states, which may vary substantially even when external covariates
remain constant, the relevant variables must be uncovered from neural data alone, most
typically using a latent variable model [Cunningham and Byron, 2014, Yu et al., 2009,
Macke et al., 2011, Churchland et al., 2007, Pandarinath et al., 2018a, Williams et al.,
2018].

Many existing latent-variable models share a general modelling framework, with a low-
dimensional, time-varying computational state variable x ∈ RK , treated as unobserved
and distributed as

x(t) ∼ p(x) (1.1)

which relates to high-dimensional recorded neural activity y ∈ RD via a conditional
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distribution

y(t)|x(t) ∼ p(y|x) (1.2)

The distribution p(y|x) incorporates assumptions about how low-dimensional structure
is embedded within the high-dimensional neural space and assumptions about the noise
model for observed data. The prior distribution on the latent variable, p(x), specifies
assumptions about the domain and temporal evolution of the state variables. Given
the model specification for p(x) and p(y|x), the goal is to estimate relevant model
parameters and identify a posterior distribution over the hidden state p(x|y) conditioned
on having observed neural activity.

1.1.1 Principal Component Analysis and Factor Analysis

Some of the most widely applied latent variable models in the context of neural data
analysis are Principal Component Analysis (PCA) and Factor Analysis (FA). In a
probabilistic interpretation, both models are specified as

x(t) ∼ N (0, I) (1.3)

y(t)|x(t) ∼ N (C x(t),Ψ) (1.4)

Probabilistic PCA takes the covariance of observed data to be spherical with Ψ = ψI,
which means that noise is assumed to be independent and identically distributed across
each dimension in y. FA also assumes that noise is independent across each dimension in
y, but allows the noise variance to differ across dimensions with Ψ = diag(ψ1, . . . , ψD).

When marginalising over the latent variable in the above model, the marginal distribution
of the observed data can be found to be

y(t) ∼ N (0, CCT + Ψ) (1.5)

which shows that both models assume the data covariance to be composed of a low-
rank matrix and an added diagonal. In either model, maximum likelihood solutions
for C and Ψ can be obtained via direct optimisation of the marginal data likelihood,
or via the Expectation Maximisation (EM) algorithm [Dempster et al., 1977]. In the
case of probabilistic PCA, the maximum likelihood solution for C is obtained when
the columns of C align with the leading eigenvectors of the data covariance matrix
S = 1

T

∑T
t=1 y(t)y(t)T. The subspace hence aligns with the directions of greatest variance

in the observed data. The posterior distribution of the latent variable given the data
can be obtained as

x(t)|y(t) ∼ N (Λy,Σ) (1.6)
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where Λ = ΣCTΨ−1 and Σ = (I − CTΨ−1C)−1. The posterior mean x̂ of the latent
variable is a projection of the data sample y and depends on both C and Ψ, which
means that the noise distribution of observed data is taken into account in specifying
the distribution over the latent state.

In the noiseless limit of probabilistic PCA (taking ψ → 0) the classic PCA algorithm
is recovered. Classically, PCA is intended to identify a K-dimensional orthogonal
projection that preserves the greatest amount of variance in the data. This projection
again depends on the eigendecomposition of the data covariance matrix S, such that PCA
takes C to be an orthonormal matrix containing as columns the leading eigendirections
of S. PCA then computes an estimate of the latent state simply via the orthogonal
projection x̂ = CTy. While this is the projection preserving greatest variance in the
observed data, it does not treat variance due to noise separately from variance due to
signal.

Overall, latent state estimates computed using PCA, probabilistic PCA, and FA
involve different projection matrices and may differ depending on the noise distribution
of the data [Yu et al., 2009]. In the case of neural activity, neurons with higher firing
rates also tend to be more variable [Gur et al., 1997, Carandini, 2004]. Out of the three
models, only FA can account for such potential differences in variability.

A further point to note is that any unitary transformation of the latent space is an
equally good description of the data, since it does not change the marginal likelihood of
the observed data. This can be seen by letting x̃ = Ux, and C̃ = CUTwith UTU = I

and observing that C̃C̃T + Ψ = CCT + Ψ. While equally good descriptions of the data,
it may be the case that there exists a transformation of the latent space for which x̃ is
more interpretable than x. For example, work in Churchland et al. [2012] proposes an
algorithm that identifies a transformation of the principal subspace based on rotational
structure captured in each dimension.

PCA has been most widely applied in the analysis of trial-averaged data and has
provided insight into low-dimensional latent structure across different tasks and species
[Kato et al., 2015, Churchland et al., 2012, Kaufman et al., 2016, Remington et al., 2018,
Sohn et al., 2019, Russo et al., 2018, Briggman et al., 2005, Mazor and Laurent, 2005].
However, it is often variability on single trials that is revealing about neural computation.
For example, answering questions such as how differences in movement kinematics,
reaction times, or errors relate to differences in the evolution of latent variables is not
possible using trial averages. Due to its limited noise model, PCA suffers when data are
non-Gaussian, sparse and noisy, which is characteristic of neural data on single trials.
This has limited the applicability of PCA-based approaches in the single-trial setting.
FA has also been used widely in studying neural population structure [Williamson et al.,
2016], and neuroprosthetic control and brain machine interfaces [Santhanam et al., 2009,
Golub et al., 2018, Athalye et al., 2017].

A limitation of the methods reviewed so far is that they treat each datapoint as an
independent sample. Thus, the methods are agnostic to temporal, trial, or condition
structure in the data. However, including prior assumptions about such structure in a
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latent variable model may help to more effectively distinguish signal from noise and to
obtain improved estimates of latent trajectories.

1.1.2 Gaussian Process Factor Analysis

Gaussian Process Factor Analysis (GPFA) is an extension of the classic FA model
whose goal is to identify smooth low-dimensional neural trajectories from neural activity
on single trials [Yu et al., 2009]. This is achieved through the inclusion of temporal
correlations in the latent state evolution. In GPFA each dimension of the latent trajectory
on a given trial is modelled as a draw from a Gaussian Process (GP):

xk(·) ∼ GP(µk(·), κk(·, ·)), k = 1, . . . ,K (1.7)

A GP can be fully described via its mean function µ(·) and covariance function κ(·, ·) and
is defined as an infinite collection of random variables, any finite subset of which follows
a multivariate Gaussian distribution [Rasmussen and Williams, 2006]. In our setting, a
draw from the GP represents the entire function xk(·) describing the evolution of the
kth dimension of the latent variable for all time points t. For a specific set of time points
t1, . . . , tT , the joint distribution over the vector of function evaluations [xk(t1), . . . , xk(tT )]

follows a Gaussian distribution with mean vector µ =[µk(t1), . . . , µk(tT )] and size T × T
covariance matrix Kk

tt with entries given by [Kk
tt]ij = κk(ti, tj). The covariance function

is required to be symmetric and positive definite and describes how correlated pairs of
function evaluations are. For many choices of covariance function this depends solely on
the distance ‖ti− tj‖ of their inputs. Evaluations of a function that varies smoothly over
time will be highly correlated even when the corresponding time-points are separated
further in time. Similarly, evaluations of a periodic function will be highly correlated for
any pair of time points that are separated by a period. In this way, covariance functions
represent a powerful way to incorporate prior assumptions about the characteristics of
the latent trajectories. In the original GPFA model, the characteristic of interest is
smoothness, specified via the exponentiated quadratic covariance function

κk(t, t
′) = ρ exp(− 1

2`k
||t− t′‖2) (1.8)

with scale parameter ρ and lengthscale parameter `k governing the smoothness of the
GP. In GPFA, it is assumed that µk(·) = 0 and ρ = 1. When neural activity is sampled
at evenly spaced intervals (for a given frame rate in imaging data, or after binning
spike-times into discrete time-bins for electrophysiological recordings), GPFA can be
fit in a very similar manner to FA and involves manipulations of multivariate Gaussian
distributions. The observation model p(y|x) remains the same as in FA and it is possible
to perform maximum likelihood learning of the parameters C and Ψ, as well as the
lengthscale parameters of the covariance functions. The posterior distribution over the
trajectory x(t) now depends on the time-varying neural activity across the entire trial,
instead of a single data-point as was the case in FA.
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GPFA has been shown to offer improved estimates compared to PCA and FA, as
well as two-stage approaches that rely on smoothing data before applying PCA and FA
[Yu et al., 2009]. The method has been applied in the context of single-trial analysis of
neural population activity in motor cortex, revealing a relationship between inter-trial
variability in latent state and reaction time variability [Yu et al., 2009, Afshar et al.,
2011], as well as in the context of studying trial-to-trial fluctuations and noise correlations
in primary visual cortex [Ecker et al., 2014, Keeley et al., 2020].

Similarly to PCA and FA, GPFA approaches have focussed on extracting low-
dimensional activity patterns that explain variance in the data without explicit access
to what dynamical process might have given rise to these activity patterns. Recent work
has started to bridge Gaussian Process based modelling with approaches that provide a
more explicit interpretation of underlying dynamical structure [Rutten et al., 2020].

However, a more widespread use of GPFA may be restricted by its poor scaling
with time. When time is evaluated on an evenly spaced grid with T points, GPFA
requires building and inverting a T × T covariance matrix, leading to O(T 3) complexity.
Furthermore, the Gaussian observation model may be inappropriate when neural activity
is recorded as a set of spike-times, which would be more appropriately modelled as a
point process, or Poisson observation model. While such extensions exist [Zhao and
Park, 2017, Keeley et al., 2020], the intractability of performing exact posterior inference
in GPFA models with non-Gaussian likelihood adds further complexity to the approach.

1.1.3 Nonlinear population embeddings

The latent variable models reviewed so far all assume that low-dimensional structure
is embedded linearly within the high-dimensional neural activity. However, it may be
the case that the relationship between latent variables and neural activity is better
described through a nonlinear embedding. For example, it has been shown that rodent
hippocampal place cells increase their firing when the animal is in a particular spatial
location [O’Keefe and Dostrovsky, 1971]. In this case, the relationship between neural
firing and a latent variable representing the animal’s spatial location would be more
appropriately modelled as bump centered around the cell’s place-field – a relationship
that cannot be captured by a linear encoding. An example of a model able to describe
such structure is the Gaussian Process Latent Variable Model (GPLVM) [Lawrence,
2004, Titsias and Lawrence, 2010], which is similar to the probabilistic PCA model, but
with a nonlinear relationship between latent variable and observed response, modelled
via a GP:

gi(·) ∼ GP(0, κ(·, ·)) (1.9)

yi(t)|x(t) ∼ N (gi(x(t)), ψI), i = 1, . . . , D (1.10)

An extension of this model to temporally correlated latent processes has been proposed
in Damianou et al. [2011], using a GP prior over the latent process as was done in GPFA.
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The GPLVM has been applied to reveal low-dimensional odor representations in
mouse piriform cortex [Wu et al., 2018], and has also been extended to Poisson observation
models and applied to population spike-train recordings in rat hippocampus [Wu et al.,
2017]. Population responses in hippocampus and medial enthorinal cortex have been
reported to encode variables relevant to spatial navigation, including spatial position
[O’Keefe and Dostrovsky, 1971] and head direction [Taube et al., 1990, Zhang, 1996]. This
has also driven the development of other models that can reveal nonlinear relationships
between low-dimensional latent variables and neural activity, often also described as
a neural-activity manifold. Low et al. [2018] develop an approach based on decision
trees and the neural state-evolution in local neighbourhoods to identify the evolution
of a latent variable on a low-dimensional manifold underlying population activity in
rat hippocampus. In studying how the low-dimensional structure relates to measured
behavioural variables, Low et al. [2018] find extra latent dimensions that capture
covariation in neural activity but do not directly relate to measured task variables and
may rather reflect trial-to-trial variations in internal cognitive processes. Chaudhuri et al.
[2019] develop a multi-step approach, which relies on first determining the structure and
dimension of the underlying manifold and then using this information to parameterise the
latent state evolution on a manifold using splines. Applying the procedure to recordings
from anterodorsal thalamic nucleus in mice during foraging in an open 2D environment,
Chaudhuri et al. [2019] recover a ring topology with a circular latent variable that
closely follows the measured head angle of the animal. Work in Jensen et al. [2020] has
extended the GPLVM framework to settings where the latent variable is constrained to
a specific manifold of interest, such as a torus, ring or sphere. Being able to perform
model selection across different such choices provides an approach to identifying the
topology of the latent manifold, which does not rely on multiple separate stages of
analysis. Applying their model to the ellipsoid body of Drosophila melanogaster and
anterodorsal thalamic nucleus in mice, both known to encode head direction, Jensen
et al. [2020] identify a ring topology using the unsupervised approach.

1.2 Neural population dynamics and computation

Applying dimensionality reduction methods to extract low-dimensional structure from
data is often a useful initial stage for characterising population-level structure and
relating this to experimental or behavioral covariates. Yet, the methods reviewed so far
generally establish no specific link between circuit computation and observed activity,
making it difficult to reason about how and why the observed activity patterns emerge in
the circuit. Such a link can be made explicit in a class of models that describe recorded
neural activity through a dynamical system (Figure 1.2).

The framework of dynamical systems formalises the hypothesis of computations
being implemented via the temporal evolution of neural population activity [Shenoy
et al., 2013b, Driscoll et al., 2018, Vyas et al., 2020]. Here, a dynamical rule – henceforth
referred to simply as the dynamics – describes the lawful future evolution of the neural
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Figure 1.2: Description of the temporal evolution of the population activity in terms of
a dynamical system defined on the low-dimensional latent variable. The dynamics are
illustrated through a flow field. Coloured lines show the system’s nullclines, where the
temporal derivative of one of the latent dimensions is zero. The nullclines intersect at
three locations, which represent the fixed points of the system: two of which are stable
and one is unstable. The path of the latent variables converges to one of the two stable
fixed points.

activity based on the current state of the system and inputs. Since the dynamics dictate
how neural activity evolves, its properties directly relate to computational outcome.

As an illustrative example, consider a system solving a perceptual decision-making
task. One may observe neural activity to evolve towards distinct regions in neural
state space, depending on the decision outcome of a given trial (Figure 1.1). These
activity patterns, or population trajectories, are consistent with a dynamical system
which receives sensory evidence as input, and is set up such that activity evolves towards
one of two attractor states (stable fixed points) – one for each decision – based on the
sensory evidence it receives (Figure 1.2). Theoretical work has shown that this type of
computation can be implemented in a high-dimensional spiking neural network [Wang,
2002], which can be reduced to a two-dimensional description in terms of decision-related
variables [Wong and Wang, 2006] (Figure 1.3). This hence offers an understanding of
structure in population activity in terms of low-dimensional computational variables
evolving lawfully according to a dynamical system.

This example illustrates that having direct access to the inputs arriving to the system
(e.g. sensory evidence), and the dynamical equations describing the system allows one
to directly relate properties of the dynamics – like the location and stability of fixed
points – to the computation that system implements [Sussillo and Barak, 2013], such
as e.g. evidence integration. Indeed, analysing the dynamics of artificial recurrent
neural networks trained to solve a given task in this way has been a popular approach
for generating and refining hypotheses about computation in biological neural circuits
[Barak, 2017, Mante et al., 2013, Sussillo et al., 2015, Remington et al., 2018, Sohn et al.,
2019]. Here, qualitative agreement between population activity in the artificial system
and the recorded data is often used to argue towards similar solutions being employed in
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Figure 1.3: Mechanistic description of the dynamics in terms of the two-variable model
from Wong and Wang [2006]. The latent variables can be interpreted as decision
variables.
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Figure 1.4: Data analysis approaches require making assumptions to specify a parametric
model of the underlying populations dynamics. Different modalities of recorded neural
activity can be used for model fitting to obtain a description of low-dimensional structure
in the neural population and estimates of the model parameters. The recovered dynamical
system can then be analysed in light of the task and computation of interest.

both systems. The direct estimation of dynamics from data and subsequent analyses of
learned model parameters may similarly be revealing about what and how computations
are implemented in neural circuits, while, at the same time, providing a direct link to
data through a quantitative description of structure in recorded neural activity.

1.2.1 Identifying dynamical systems from data

The models we consider here fall under the general class of latent dynamical systems,
or state-space-models, which describe the evolution of neural activity in terms of a
low-dimensional latent state x(t) that relates linearly or nonlinearly to recorded neural
activity y(t) and evolves with Markovian dynamics. This means that the latent state at
the next time point is independent of its past trajectory given its current value. The
goal of these models is to infer a distribution over the path of the latent variable x, and
estimate the dynamics that describe this evolution, as well as any other parameters
specifying the model.

1.2.1.1 Linear models

The simplest class of latent dynamical models are linear dynamical systems (LDS), where
the evolution of the latent state is described as
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xt+1|xt ∼ N (Axt +But+1, Q) (1.11)

yt|xt ∼ N (Cxt + d, R) (1.12)

in terms of a dynamics matrix A, and potential inputs inputs ut ∈ RM . The matrix
B ∈ RK×M defines the input subspace and time indices are denoted as subscripts to
emphasise that time is discretised on an evenly spaced grid. Q is the covariance of
innovations noise in the latent state evolution. The relationship between latent state
and observed data is similar to the FA model. However, while Ψ was assumed to be
diagonal in FA, the noise covariance R is unconstrained in the LDS. The latent state
evolution can be expressed in terms of an initial condition x0, the dynamics A, inputs
ut and innovations noise ηk ∼ N (0, Q):

xt = Atxo +
t∑

k=1

At−k(Buk + ηk) (1.13)

Latent state inference and parameter learning in the LDS can be performed using the
EM algorithm. The problem of latent state inference in an LDS has been well-studied
in engineering applications and is also referred to as Kalman filtering and smoothing
[Kalman, 1960, Byron et al., 2004]. In the case of a Gaussian observation model,
parameter updates can be computed in closed form [Ghahramani and Hinton, 1996].

What makes linear systems particularly appealing is that their asymptotic behaviour
can be understood in terms of the eigenvalues and eigenvectors of A. When the dynamical
system is stable, all eigenvalues of A lie within the unit disk in the complex plane, which
means that in the absence of innovations or inputs, the system’s activity will eventually
decay towards and remain at zero. This makes x = 0 a fixed point of the system. Linear
systems cannot exhibit more than one fixed point, though its location can be adjusted
via inputs. How much any particular input signal will drive the system will depend on
its alignment with eigenvectors of A and the size of their associated eigenvalue. When
eigenvalues of A have a nonzero complex part, the decay of input signals can contain
oscillatory features.

In the case where the dynamical operator A is non-normal, a linear system can also
exhibit transient amplification on shorter time-scales. Here, the norm of the system’s
response to inputs may initially grow, before eventually decaying [Trefethen, 1991,
Hennequin et al., 2012]. This behaviour can be attributed to the fact that eigenvectors
of a non-normal matrix do not form an orthogonal basis, such that linear combinations
of eigenvectors with a small initial norm may still contain large coefficients which get
revealed as precise cancellations drift out of phase with increasing time t [Trefethen,
1991].

The LDS has been influential both in terms of fitting and analysing neural data,
but also in providing theoretical context for neural response features. Non-normal
amplification has been suggested as a mechanism describing neural population responses
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in motor cortex [Hennequin et al., 2014] and primary visual cortex [Murphy and Miller,
2009]. Linear dynamical systems have been applied to e.g. brain-machine interface
control [Sadtler et al., 2014], and studying mechanisms underlying contextual evidence
integration in prefrontal cortex [Soldado Magraner, 2018]. The LDS model has also been
extended to a Poisson observation model [Macke et al., 2011, Buesing et al., 2012], and
to nonlinear population embeddings [Gao et al., 2016].

1.2.1.2 Switching linear models

Linear models of the form in Equation (1.11) assume that inputs to the system are
additive. Thus, they cannot describe settings where the arrival of inputs has nonlinear
effects on local dynamics. Switching dynamical systems (SLDS) [Fox et al., 2008] provide
an extension of the classic LDS to piece-wise constant linear dynamics of the form

st+1 ∼ p(st+1|st) , st ∈ {1, . . . ,M}
xt+1 ∼ N (Astxt +Bstut+1, Qst)

(1.14)

Here, a discrete variable st indicates which linear system Ai (i = 1, . . . ,M) dictates the
evolution of the latent variable at time t. Models of the above form are more expressive
than a single linear model, and can capture changes to dynamics with the arrival of
unknown inputs. Since each subsystem is linear, it can still be analysed and understood
using classic tools from linear systems.

Switching linear dynamical systems have been applied to neural population activity
during motor planning and execution, where a switch from preparatory to movement-
related dynamics was identified after the arrival of a go-cue and was predictive of reaction
time on single trials of a center-out-reaching task [Petreska et al., 2011].

Recently, switching linear models have been extended to include dependence of st on
the current state of the system xt [Linderman et al., 2017, Nassar et al., 2018]. This
allows for switches in dynamics to occur not only based on time in the trial, but also
based on the location of the latent variable in state space, approximating a nonlinear
system. Models of this form have been applied to quantifying relationships between
behavioral states and latent activity patterns in C. elegans [Linderman et al., 2019,
Glaser et al., 2020], revealing changes in interactions across PMd and M1 in preparatory
and movement-related dynamics during center-out reaching tasks [Glaser et al., 2020],
and interpreting response properties of lateral intraparietal (LIP) neurons in light of
theoretical models of evidence accumulation and decision making [Zoltowski et al., 2020].

1.2.1.3 Nonlinear models

The study of nonlinear network dynamics has a rich history in theoretical neuroscience
[Latham et al., 2000, Machens et al., 2005, Wang, 2002, Mastrogiuseppe and Ostojic,
2018], where a network computation may rely on multiple fixed points, limit cycles
or line attractors, or bifurcations with changes in inputs. Many of these features are



24 CHAPTER 1. INTRODUCTION

not possible to express in linear systems, and may be difficult to approximate well in
switching linear systems, given a reasonable degree of complexity. Consequently, there
has also been substantial interest in identifying the underlying nonlinear dynamics of a
circuit from neural data. In these models, the dynamics are expressed more generally via

xt+1|xt ∼ N (f(xt,ut+1), Q) (1.15)

where the function f : RK → RKdenotes the nonlinear dynamics and takes as argument
both the current latent state x and any inputs arriving to the system u.

Choosing flexible function classes for f(·) allows one to describe richer sets of dynamics
than linear or piecewise-linear models. Such flexible choices include nonparametric
approaches like Gaussian Process State Space Models [Wang et al., 2006, Turner et al.,
2010], representation of the dynamics in terms of eigenfunctions of the Hermitian operator
of the dynamical system [Genkin and Engel, 2020], or parametrisations in terms of
a recurrent neural network [Pandarinath et al., 2018b]. Many of these models are
specifically adapted to have observations models appropriate for neural data applications
[Pandarinath et al., 2018b, Hernandez et al., 2020, Genkin and Engel, 2020].

The local behaviour of nonlinear dynamics can still be understood in terms linear
approximations given by the Jacobian matrix evaluated at fixed points of the system
[Sussillo and Barak, 2013]. Identifying fixed-points and Jacobians of the nonlinear system
typically requires a second stage of estimation [Golub and Sussillo, 2018].

Importantly, specifying flexible dynamical models still requires making specific as-
sumptions about how inputs interact with the nonlinear dynamics. Work in Pandarinath
et al. [2018b] has demonstrated that, given assumptions about input structure, it is
possible to infer experimentally meaningful inputs, relating to the identity and timing of
unexpected perturbations in a cursor jump task. Studying interactions across the inputs
and dynamics inferred from data can help to generate novel hypotheses about e.g. error
correction mechanisms in motor control.

1.2.2 Studying dynamics of network models solving a task

Dynamics that are identified from population recordings explain variance in neural data
and provide useful summaries of existing underlying structure in the population activity.
However, their interpretation with respect to neural computation is often difficult. The
low-dimensional dynamics evolve in an abstract latent space, which is typically identified
in an unsupervised way and may not easily be related to known experimental variables
or external covariates relevant to the computation or task of interest. Furthermore,
extracting explicit statements about mechanistic circuit computation from the estimated
model fits is hard, since there are no explicit assumptions about how identified low-
dimensional latent variables relate to the high-dimensional coordinates of a neural circuit.
Lastly, any inference about computation that is based on the parametric model fit will
rely heavily on underlying assumptions about the model structure, and the presence of
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and interactions with external inputs.
Alternative approaches towards studying neural population dynamics and compu-

tation instead study networks explicitly built to perform computations relating to a
specific task. These include reverse-engineering task-optimised artificial neural network
models and designing mechanistic network implementations of a particular computation.
Such network models are fully observable and can incorporate biological constraints,
yet their connection to data is often only qualitative in nature. Furthermore, they too
rely on model assumptions, such as network architecture, cost function, and structure in
network inputs and target outputs.

1.2.2.1 Task-optimised artificial network models

Task-optimised approaches towards studying population dynamics involve training artifi-
cial recurrently connected neural networks (RNNs) to produce particular target output
patterns in response to known inputs, as illustrated in Figure 1.5. The input/output
pairs constitute the task the RNN is trained to solve, where training involves changing
the network weights to reduce a loss function defined in terms of the error from the target
output pattern. Once the network has finished training, one can study the solution
allowing the network to successfully implement the desired input/output transformation.
This approach is also called reverse-engineering [Barak, 2017, Sussillo and Barak, 2013]
and typically involves identifying fixed-points of the system [Golub and Sussillo, 2018],
quantifying how these fixed-points change under different inputs and how the network’s
fixed point structure may be understood in light of the given task and computation of
interest [Sussillo, 2014]. It may be possible to isolate response features of the network
and compare them to response features of the data. This approach has been used
to study the dynamics of contextual decision making [Mante et al., 2013], interpret
response properties of motor cortical data [Kaufman et al., 2016, Sussillo et al., 2015],
study multi-task computation [Yang et al., 2019, Driscoll et al., 2019], and motor timing
[Remington et al., 2018, Sohn et al., 2019]. A similar approach using feedforward network
architectures has also been influential in studying visual processing in object recognition
tasks [Yamins et al., 2014, Yamins and DiCarlo, 2016] and auditory processing in speech
and music recognition [Kell et al., 2018], where network responses to input stimuli were
shown to provide good predictors for measured neural activity in response to the same
stimuli.

1.2.2.2 Designing mechanistic models

Mechanistic models are typically hand-crafted to implement a solution to a computation
of interest. Here, network design may be informed by biological constraints and include
structure relating to excitatory and inhibitory cell-types. Similarly, the dynamical
evolution of the network may be governed by biophysical equations, reflecting known
properties of the biological circuit relating to membrane dynamics and spiking. While
a larger extent of biological realism often increases the complexity of these models, it
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Figure 1.5: Task-optimised artificial network models learn a pre-specified input-output
transformation. Everything about the system is observable and can be analysed in detail
to extract insight about the resulting dynamical system solving the task. However, the
solution will depend on assumptions about task and network design, as well as the cost
function used for optimisation.

allows to qualitatively relate response features of the network model to response feature
in observed data within the context of a circuit implementation of a computation. In
the example from Wang [2002] depicted in Figure 1.6, competition across two pools of
stimulus-selective populations of excitatory cells via shared inhibition creates winner-
take-all dynamics within the network. The resulting response properties have been
related to ramping activity in lateral intraparietal cortex (LIP) during random-dots
motion tasks reported in Roitman and Shadlen [2002]. Subsequent mean-field analyses of
the network model carried out in Wong and Wang [2006] obtained the low-dimensional
description of the underlying computation also depicted in Figure 1.6. Thus, mechanistic
modelling approches can lead to insights into circuit computation, can shape expectations
about structure to be found in neural populations and guide analyses of recorded data.
Related approaches have been used widely in theoretical neuroscience, providing insight
into how dynamical motifs like fixed points, or ring attractors may be involved in a
range of network computations relating to working memory [Miller et al., 2003, Ganguli
et al., 2008], perceptual decision making [Wang, 2002, Wong and Wang, 2006], interval
discrimination [Machens et al., 2005, Miller and Wang, 2006], sensory processing [Rubin
et al., 2015], and spatial navigation [Kim et al., 2017, Navratilova et al., 2012].

1.3 Challenges of existing approaches

While dynamical systems offer a compelling framework for studying computation in
recurrent circuits, there are a number of challenges that arise when doing so in practice.

Inputs to the local population are generally unknown, which makes it difficult to
determine which features of neural activity reflect the dynamics of the local circuit, or
dynamics of inputs from other areas. Recent work has begun to investigate the use
of single trial activity to tease apart these contributions [Galgali et al., 2019]. Still,
existing approaches for studying the dynamics of a local population generally have to
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Figure 1.6: Mechanistic models are designed to implement a hypothesised solution to a
given task, often taking biological constraints like cell-type structure into account. The
design is often set up to capture selected qualitative features of neural data.

make assumptions about these components in order to arrive at a model description
that is identifiable from data. So far, it has been difficult to validate such assumptions,
yet their impact on the inferred dynamics may be large.

A further challenge relates to the interpretability of latent dynamical models with
respect to the goal of better understanding computation in biological circuits. The
low-dimensional dynamics evolve in an abstract latent space, which is typically iden-
tified in an unsupervised way and may not easily be related to variables relevant to
the computation or task of interest. Deriving explicit statements about mechanistic
circuit computation from the estimated model fits is hard, since any inference about
characteristics of dynamics in latent space do not directly translate to dynamics defined
through a connectivity matrix in neural space. Known constraints on the dynamics of
the biological circuit, such as excitatory and inhibitory cell-type structure and Dale’s law,
are typically not taken into account in methods that learn dynamics from data. However,
such properties might influence features of the neural responses used for fitting. This
discrepancy in levels of analysis also makes it difficult to derive testable experimental
predictions based on any insights data analysis methods may provide.

In theoretical network models, input/output relationships in the network are assumed
as part of the task design, and the entire network is fully observable. Furthermore,
links to circuit-coordinates or biological constraints can be readily established based
on the network design. However, designing and implementing particular solutions in a
mechanistic network is often challenging and requires a high degree of insight into the
system in the first place. Furthermore, the activity of the mechanistic network model
may only match hand-selected response features of the data, and it is hard to validate
what a mismatch between other aspects of data and model mean. Similarly, the link
between neural data and task-optimised models can often also only be established in
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a qualitative way. At the same time, results of such network models may depend on
specific choices of network architecture, input and target output structure, and cost
function, all of which are difficult to validate. For these reasons, it may be difficult
to interpret any mismatch between model and data and the uniqueness and biological
relevance of network solutions may be difficult to assess.

Iterating over both data analytic and network modelling approaches when studying
population dynamics may help to better inform modelling choices of data models using
theory, and vice versa. Furthermore, studying solutions of task-optimised recurrent
neural networks may generate novel analyses that can also be applied to dynamics directly
estimated from neural data. Arriving at similar descriptions of network computation
across artificial network models and dynamics estimated directly from neural data would
also provide a strong quantitative link between theory and data. Indeed, recent work
has begun to formulate statistical models in ways to establish more direct connections
between theory and data analysis [Zoltowski et al., 2020], or use experimentally observed
responses to constrain activity in recurrent network network models [Perich et al.,
2020]. In addition to this, establishing connections between latent variable models and
mechanistic modelling approaches might aid the interpretability of model parameters
that are learned from data.

1.4 Summary of remaining chapters

This thesis makes several contributions towards advancing current methodology and
modelling approaches towards characterising and interpreting dynamical structure in
neural population activity.

Chapters 2 and 3 both focus on developing novel data analysis methods to extract
trajectories of low-dimensional computational state variables directly from the unbinned
spike-times of simultaneously recorded neurons on single trials. The method developed
in Chapter 2 separates inter-trial variability in the low-dimensional trajectory from
variability in the timing of progression along its path, and thus offers a quantification of
inter-trial variability in the underlying computational process.

The method developed in Chapter 3 simultaneously learns a low-dimensional portrait
of the underlying nonlinear dynamics of the circuit, as well as the system’s fixed points
and locally linearised dynamics around them. This approach facilitates extracting
interpretable low-dimensional hypotheses about computation directly from data and
eliminates the second stage of estimation typically required for identifying fixed points
and local Jacobian matrices of nonlinear dynamical systems.

Chapter 4 provides a more direct investigation of cortical neural population dynamics
and computation through the study of population activity recorded during optogenetic
perturbations of motor cortical circuits. In order to interpret observed neural responses
during perturbations, approaches for estimating linear dynamics from neural data
are combined with mechanistic modelling in a high-dimensional network model with
excitatory and inhibitory cell-type structure creating low-dimensional activity patterns.
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Chapter 5 is concerned with the problem of multi-task computation in dynamical
systems, using a task-optimised approach. Recurrent neural networks are trained to
learn multiple tasks under the added challenge that tasks are introduced one-at-a-time
and never revisited. Conventional training approaches suffer from catastrophic forgetting
in this setting. A novel learning rule facilitates the organisation of low-dimensional
activity-defined subspaces within the network to help avoid interference across tasks and
enable continual learning without forgetting.
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Chapter 2

Identifying population-level
inter-trial variability

This chapter introduces novel methods for extracting low-dimensional population trajec-
tories from the unbinned spike trains of a population of simultaneously recorded neurons.
The methods are extensions of the GPFA algorithm [Yu et al., 2009] to adapt it to
continuous-time Poisson process observations, and to explicitly quantify population-level
inter-trial variability. An earlier version of this work was published in Duncker and
Sahani [2018].

2.1 Introduction

Inter-trial variability is a key component in trying to relate measured behavioural
variables to how neural activity unfolds over time. Longer reaction times, errors, and
variability in other behavioural outputs typically exist, even when external covariates
remain constant throughout an experiment. Such differences may underly internal
mental states resulting in computational processes unfolding differently in the neural
population on different trials. In order to quantify these inter-trial differences, relevant
variables must be uncovered from neural data alone. Thus, methods to characterise
the latent structure underlying high-dimensional neural spike trains on single trials
have become an important tool in the analysis of motor behavior, decision making, and
sensory processing.

However, most existing methods fail to account properly for at least one key form
of dynamical variability — trial-to-trial differences in the timing of the computation.
Such differences may be reflected in behavioural variability, for instance in reaction
times or movement durations [Afshar et al., 2011], or in varying relationships between
external events and neural firing, for instance in sensory onset latencies [Kollmorgen
and Hahnloser, 2014]. In some cases manual alignment to salient external events or
behavioural time-course may be used to reduce temporal misalignment [Kollmorgen and
Hahnloser, 2014, Lawlor et al., 2018]. However, just as with variability in the trajectories
themselves, temporal variations in purely internal states must ultimately be identified
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from neural data alone [Williams et al., 2020].
A particularly challenging problem is to build models that capture the variability

both in the latent trajectories underlying spiking population activity, and in the time-
course with which such trajectories are followed. Temporal misalignment in trajectories
might be confused for variability in the trajectory itself; while genuine variability in that
trajectory makes alignment more difficult. Indeed, previous work has considered these
problems separately. Algorithms like dynamic time warping (DTW) [Sakoe and Chiba,
1978] treat the time-series as observed and try to estimate an optimal alignment of each
series. DTW and related approaches may suffer in settings where observed data are
noisy, though recent work has begun to explore more robust [Keogh and Pazzani, 2001,
Hsu et al., 2005, Cuturi and Blondel, 2017, Zhou and De la Torre, 2016] or probabilistic
alternatives for time-series alignment [Lázaro-Gredilla, 2012, Snoek et al., 2014, Kaiser
et al., 2018]. Furthermore, these approaches generally assume a Gaussian noise model
and often make assumptions that restrict applications to non-conjugate observation
models, such as Poisson process likelihoods, which may be a more appropriate modelling
choice for neural spike train data.

Here, we develop a novel method to jointly infer shared latent structure directly from
the spiking activity of neural populations, allowing for (and identifying) trial-to-trial
variations in the timing of the latent processes. We first develop an extension of the
GPFA algorithm [Yu et al., 2009] to a continuous time Poisson process observation model
using a sparse variational approach [Titsias, 2009]. This facilitates the application of the
algorithm to unbinned spike-time data, and improves on the computational complexity
of the algorithm with respect to the length of the time series. Second, we combine the
sparse variational GPFA model with time-warping in a nested model architecture. We
exploit shared latent structure across trials, in order to disentangle variation in timing
from variation in trajectories. This extension allows us to infer latent time-warping
functions that align trials in a purely unsupervised manner – that is, using population
spiking activity alone with no behavioural covariates. We demonstrate the utility of this
approach on synthetic data and neural data recorded during a variable delay center-out
reaching task in macaque.

2.2 Poisson Process GPFA

Previous work has largely been concerned with extracting low-dimensional latent variables
from neural data under assumptions of Gaussianity. This may be appropriate when
working with (trial-averaged) peri-stimulus time-histograms (PSTHs) as in [Churchland
et al., 2012], or after pre-processing coarsely binned spike-counts on single trials, for
example via square-root transforms [Yu et al., 2009]. Under more finely binned spike-
counts, or in the continuous-time limit, however, a non-Gaussian noise model becomes
more crucial. Much focus of recent work has thus been on extending latent variable
approaches to account for the non-Gaussian nature of population spike trains [Zhao and
Park, 2017, Macke et al., 2011, Pfau et al., 2013, Pandarinath et al., 2018b, Wu et al.,
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2017].
Here, we develop an extension of GPFA that can be applied directly to the unbinned

spike-time observations of the recorded neurons. Poisson process GPFA (pp-GPFA)
models the shared variability across the neural population via a lower-dimensional
process that linearly-nonlinearly relates to the firing rates of neurons, which ultimately
drive spiking events via a conditional inhomogenous Poisson process.

The model can be summarised as follows:

x
(i)
k (·) ∼ GP(µk(·), κk(·, ·)) for k = 1, . . . ,K

h(i)
n (·) =

K∑

k=1

cn,k x
(i)
k (·) + dn for n = 1, . . . , N

t(i)n ∼ p(t(i)n |λ(i)
n )

(2.1)

The cn,k are weights for each latent and neuron that define a subspace mapping from
K-dimensional latent space to the N -dimensional neural space and dn is a constant
offset. The firing rate of each neuron , λn(t) = g(hn(t)), is determined by the affine
transformation of the latent processes h(i)

n (·) and a static non-linearity g : R→ R+. The
spike times of neuron n on trial i, t(i)n = {t1, . . . tΦ(n,i)}, are modelled as observations of
a Poisson process with conditional probability density

p(t(i)n |λ(i)
n ) = exp

(
−
∫ Ti

0
dt λ(i)

n (t)

)Φ(n,i)∏

r=1

λ(i)
n (tr) (2.2)

Where Ti is the duration of the ith trial, and Φ(n, r) is the total spike-count of neuron
n on trial r.

2.2.1 Sparse variational inference

The framework of sparse variational Gaussian Process (GP) approximations [Titsias,
2009] has helped to overcome difficulties associated with the scalability of GP methods
to large sample sizes. It has since been applied to diverse problems in GP inference,
contributing to improvements of the scalability of GP methods to large datasets and
complex, potentially non-conjugate, applications [Adam et al., 2016, Lloyd et al., 2015,
Hensman et al., 2013, 2015, Saul et al., 2016].

A sparse variational extension of the GPFA model can be obtained by extending
the work on additive signal decomposition in Adam et al. [2016]. The main idea is to
augment the model in Equation (2.1) by introducing inducing points uk for each latent
process k = 1, . . . ,K. The inducing points uk represent function evaluations of the kth
latent GP at M input locations zk. A joint prior over the process xk(·) and its inducing
points can hence be written as

p(uk|zk) = N
(
uk
∣∣ 0,K(k)

zz

)

p(xk(·)|uk) = GP(µ̃k(·), κ̃k(·, ·))
(2.3)
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where the GP prior over xk(·) is now conditioned on the inducing points with conditional
mean and covariance function

µ̃k(t) = κk(t, zk)K
(k)
zz
−1uk

κ̃k(t, t
′) = κk(t, t

′)− κk(t, zk)K(k)
zz
−1κk(zk, t

′)
(2.4)

Here, κk(t, zk) is a vector valued function taking a single input argument t and consisting
of evaluations of the covariance function κk(·, ·) at the input t and inducing point locations
zk; K

(k)
zz is the Gram matrix of κk(·, ·) evaluated at the inducing point locations.

We choose a Gaussian variational approximation for posterior inference of the form

q(U , x1:K) =

K∏

k=1

p(xk|uk)q(U) (2.5)

Here U = [u1 . . .uK ] and q(vec(U)) = N (vec(M),S) is chosen to be a Gaussian
distribution, where M = [m1 . . .mK ] is the collection of posterior means of each
inducing point and S is the approximate posterior covariance. vec(·) denotes the
vectorisation operation, which vertically concatenates the columns of a matrix. We
can note that this choice of approximating distribution is different from mean-field
approximations used in Adam et al. [2016], Duncker and Sahani [2018], which fail to
capture the posterior anti-correlation across latents. Instead, the presented choice of
approximation can capture correlations across latents through the full MK × MK

covariance S.

For this choice of posterior approximation a variational lower bound to the marginal
log-likelihood over the observed data Y =

{
t
(i)
n

}
n,i

can be derived by applying Jensen’s

inequality to the expression for the marginal log-likelihood

log p(Y) = log

∫∫ R∏

i=1

N∏

n=1

p(t(i)n |λ(i)
n )

K∏

k=1

p(x
(i)
k |u

(i)
k )p(U (i)) dx(i)dU (i) (2.6)

≥
R∑

i=1

∫∫
q(U (i),x(i)) log

∏
n p(t

(i)
n |λ(i)

n )
∏
k p(x

(i)
k |u

(i)
k )p(U (i))

q(U (i),x(i))
dx(i)dU (i)

(2.7)

=

R∑

i=1

∫∫ K∏

k=1

p(x
(i)
k |u

(i)
k )q(U (i)) log

∏N
n=1 p(t

(i)
n |λ(i)

n )p(U (i))

q(U (i))
dx(i)dU (i)

(2.8)

Rearranging further, the bound takes the form

log p(Y) ≥
R∑

i=1

N∑

n=1

E
q(h

(i)
n )

[
log p(t(i)n |λ(i)

n )
]
−

R∑

i=1

KL
[
q(U (i))‖p(U (i))

]
def
= F (2.9)
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The expected log-likelihood term in (2.9) can be evaluated as

E
q(h

(i)
n )

[
log p(t(i)n |h(i)

n )
]

= −
∫ Ti

0
E
q(h

(i)
n )

[
g(h(i)

n (t))
]
dt (2.10)

+

Φ(n,i)∑

r=1

E
q(h

(i)
n )

[
log g(h(i)

n (tr))
]

The resulting expected log-likelihood in Equation (2.10) still contains an integral over
the expected rate function of the neuron, which cannot be computed analytically.
However, the integral is one-dimensional and can be computed numerically using efficient
quadrature rules [Mena and Paninski, 2014, Abbott, 2005]. q(h(i)

n ) is the variational
distribution over the affine transformation of the latents for the nth neuron obtained
from q(x) =

∫ ∏
k p(xk|uk)q(U)dU . q(h(i)

n ) and is a GP with additive structure. To
compactly represent its mean and covariance function, we introduce the block matrices

Ktt =




κ1(t, t)
. . .

κK(t, t)


 (2.11)

Ktz =




κ1(t, z1)
. . .

κK(t, zK)


 (2.12)

Kzz =




K
(1)
zz

. . .

K
(K)
zz


 (2.13)

We can now write the mean function ν(i)
n (t) and covariance function σ(i)

n (t, t′) as

ν(i)
n (t) = cn KtzK

−1
zz vec(M (i)) + dn

σ(i)
n (t, t′) = cn

(
Ktt +KtzK

−1
zz

(
S(i) −Kzz

)
K−1
zz Kzt

)
cTn

(2.14)

where cn = [cn,1 . . . cn,K ]. The second term in Equation (2.10) denotes the Kullback-
Leibler divergence between the approximate posterior and prior distributionw, which
can be evaluated as

2KL [q(U)‖p(U)] = Tr
[
K−1
zz S

]
+

K∑

k=1

mT
kK

(k)
zz
−1mk +

K∑

k=1

log |K(k)
zz | −MK − log |S|

(2.15)
The cost of evaluating the bound on the marginal likelihood F in Equation (2.9) now
scales linearly in the number of time points T , with cubic scaling only in the number
of inducing points. Maximising F allows for variational learning of the parameters in
q(U), the covariance function hyperparmeters, the inducing point locations zk, and the
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model parameters C, d describing the affine transformation from latents to hn. For the
remainder of this chapter, we do not optimise over the inducing point locations zk and
instead hold them fixed on an evenly spaced grid.

2.3 Decomposing inter-trial variability using time-warping

The ppGPFA model extracts one latent trajectory per trial (Figure 2.1a,b). Identifying
any similarities or differences in trajectories across trials in this model is left to a second
stage of analysis, and will require manually aligning the trials to a shared time-course.
When the neural activity is tightly coupled to behavioural events like a movement or
a stimulus, this information could be used for alignment. Indeed, alignment to an
experimental time point is commonplace for computing peri-stimulus time histograms
(PSTHs) [Kaufman et al., 2016, Churchland et al., 2012]. However, it may also be
the case that the latent trajectories are time-locked to internal processes in which case
manual alignment is more difficult, and any alignment based on external cues may be
inaccurate. To address this limitation, we further extend the ppGPFA model by explicitly
modelling shared components and inter-trial variations in the population trajectories
(Figure 2.1c). In particular, we develop an approach that separates inter-trial differences
in timing of progression along the trajectory from inter-trial differences in the latent
trajectory itself. The method is again based on a Poisson Process observation model
to allow identification of latent variables directly from the unbinned spike times of the
population of recorded cells.

2.3.1 Decomposition of inter-trial variability

We seek to explicitly separate inter-trial variability in timing from inter-trial variability
in trajectory. We therefore decompose the latent factors xk(t) as

x
(i)
k (t) = αk(τ

(i)(t)) + η
(i)
k (τ (i)(t)), k = 1, . . . ,K (2.16)

αk is a mean process that is shared across all trials, η(i)
k is an independent noise process for

each trial, and τ (i) is a time-warping function, which modulates the temporal evolution
of the two latent processes on each trial. We model both αk and η

(i)
k as zero-mean

Gaussian processes with covariance functions καk (t, t′) and κηk(t, t
′), respectively.

Using this decomposition, we can anchor individual trials to a canonical (time-aligned)
time-course that is shared across all trials. We capture inter-trial differences from this
mean trajectory αk via the process η(i)

k , and provide each trial with its individual (clock
time) time-course via the time-warping functions τ (i). This allows us to separate inter-
trial differences in timing and trajectory and estimate them from recorded neural data
as part of a GPFA model (Figure 2.1c). We will refer to this model as time-warped
Poisson process GPFA (tw-pp-GPFA).
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Figure 2.1: Decomposition of inter-trial variability in neural trajectories. a: Observed
data are the unbinned spike-time observations of a population of neurons. In a controlled
task recorded data has trial-structure, where experimental variables are held constant,
but neural firing and behaviour may still be variable. b: Applying pp-GPFA to the
observed spike trains from all trials allows one to identify a subspace (illustrated in
grey) and extract a population trajectory per single trial (coloured lines), which is
confined to the identified subspace. There are two kinds of inter-trial differences in
these trajectories: inter-trial differences in the the speed of progression along the same
trajectory, and inter-trial-differences in the trajectory itself. Basic GPFA models do
not allow to explicitly decompose inter-trial variability into these two components. c:
Illustration of decomposition of inter-trial differences into variability in timing and
variability in trajectory in the tw-pp-GPFA model.

2.3.2 Time-warping functions

We model the time-warping functions τ (i)(·) as

τ (i)(t)|u(i)
τ = t+ κτ (t, z(i)

τ )Kτ
zz
−1u(i)

τ (2.17)

This parametrisation is based on the conditional mean of a Gaussian process given a set
of inducing variables u(i)

τ , and is deterministic conditioned on the inducing variables.
We place a prior distribution of the form

u(i)
τ ∼ N (0,Kτ

zz) (2.18)
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Figure 2.2: a: Illustration of the 2M basis functions φi(t), each taken to be a column in
κτ (t, z

(i)
τ )Kτ

zz
−1. b: Examples of the functions τ (i)(t) resulting from inducing variables

sampled from the prior distribution in Equation (2.18) and constrained to not include
derivative observations smaller than -1. The general trend of the functions is increasing
with increasing time t, but slight violations of monotonicity are visible. Examples are
generated using an exponentiated quadratic covariance function and its derivative, with
scale parameter ρ = 0.25 and lengthscale `2 = 0.15, t ∈ (0, 1], and inducing point
locations zτ being spaced evenly on a grid separated by ∆t = 0.075.

over the inducing variables. The most likely shape of the time-warping functions a priori
will be τ (i)(t) = t, i.e. clock time. To encourage τ (i)(·) to be monotonicly increasing, we
include derivative observations of the Gaussian Process in the inducing variables and
constrain them to be greater than -1. The relevant covariance functions are defined as

κτ (t, z(i)
τ ) =

[
κτ (t, z

(i)
τ ) ∂

∂zκτ (t, z)|
z=z

(i)
τ

]
(2.19)

Kτ
zz =


 κτ (z

(i)
τ , z

(i)
τ ) ∂

∂z2
κτ (z

(i)
τ , z2)|

z2=z
(i)
τ

∂
∂z1

κτ (z1, z
(i)
τ )|

z1=z
(i)
τ

∂2

∂z1∂z2
κτ (z1, z2)|

z1,2=z
(i)
τ


 (2.20)

where κτ (z
(i)
τ , z

(i)
τ ) is an M ×M matrix for a vector z(i)

τ of length M . The constraints
hence apply to the last M entries in u(i)

τ . This approach can also be viewed as a
basis-function parameterisation of the time-warping functions, with Gaussian prior
distribution placed over the basis function weights. Figure 2.2 shows example shape of
the basis, and example time-warping functions based on drawing different samples of
u

(i)
τ from its prior distribution.

Using covariance functions to represent the basis functions is beneficial since the
associated hyperparameters governing their scale and smoothness can be learned from
data with no requirement for hand-selecting the exact shape of the basis functions
beforehand. The approach is flexible and encourages the time-warping functions to be
monotonically increasing. Still, monotonicity of the functions cannot be guaranteed
everywhere. An alternative nonparametric approach for modelling the time-warping
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functions under monotonicity constraints is presented in Appendix A.1.

2.3.3 Sparse variational inference

Since exact posterior inference is intractable in the above model, we make use of
variational inference in order to obtain approximate posterior estimates of the latent
processes, given the observed spike trains. We introduce sets of inducing points for
each of the latent processes αk(·) and η(i)

k (·), denoted as Uα = [uα1 . . .u
α
K ] and Uη,(i) =

[u
η,(i)
1 . . .u

η,(i)
K ], respectively. This leads to the same conditional GP priors as in Equation

(2.4), but now defined for each latent process using potentially different covariance
functions. We again construct the variational distribution for each latent dimension
in terms of the conditional GP prior, and a variational distribution over the inducing
points. We further assume independence across the latent processes and time warping
functions, resulting in a factorized variational distribution of the form

q(Uα, α1:K , {U (i),η, η
(i)
1:K , τ

(i)}i) =
R∏

i=1

q(τ (i))

K∏

k=1

p(αk, η
(i)
k |u

η(i)
k ,uαk )q(Uα, {Uη,(i)}Ri=1)

(2.21)
For the time-warping process, we obtain posterior estimates using maximum a posteriori
(MAP) inference over the inducing variables u(i)

τ , which can also be viewed as choosing
a variational distribution q(τ (i)) that is a delta-function centered around the estimate
constructed from the MAP value of u(i)

τ , which we denote as u(i) ∗
τ . For ease of notation,

we denote this in terms of τ (i) as

q(τ (i)) = δ(τ (i) − τ (i)∗) (2.22)

For the variational distribution over inducing points for the mean and trial-specific latent
processes, we follow a similar approach to that of section 2.2.1. We choose a Gaussian
variational approximation of the form

q(vec(U (i))) = N (vec(M (i)),S(i)) (2.23)

where U (i) =

[
Uα

Uη,(i)

]
, M (i) =

[
Mα

Mη,(i)

]
and S(i) =

[
Sα Sα,η,(i)

Sη,α,(i) Sη,(i)

]
. Note that the

inducing points for η are independent across trails i and the distributional parameters
for α are shared across all trials. While we have written the marginal distribution for a
single trial above, is important to note that the full approximate posterior distribution
does not factorize over trials, since all trials are correlated via the shared mean process
α. We denote the full covariance matrix across all trials as

S =




Sα Sα,η,(1) · · · Sα,η,(i)

Sη,(1),α Sη,(1) 0 0
... 0

. . . 0

Sη,(R),α 0 0 Sη,(R)
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Similarly to section 2.2.1, the variational lower bound to the marginal log-likelihood can
be derived as

log p(Y) = log

∫∫ R∏

i=1

N∏

n=1

p(t(i)n |λ(i)
n , τ

(i))p(τ (i)) (2.24)

×
K∏

k=1

p(αk, η
(i)
k |u

η(i)
k ,uαk )p(Uα, {Uη,(i)}Ri=1) dη(i)dαdUη(i)dUαdτ (i)

≥
R∑

i=1

∫∫
q(α,η(i),Uα, {Uη,(i)}Ri=1))q(τ (i)) (2.25)

× log

∏
n p(t

(i)
n |λ(i)

n , τ (i))p(τ (i))
∏K
k=1 p(αk, η

(i)
k |u

η(i)
k ,uαk )p(Uα, {Uη,(i)}Ri=1)

q(α,η(i),Uα, {Uη,(i)}Ri=1))q(τ (i))

× dη(i)dαdUη(i)dUαdτ (i)

=

R∑

i=1

∫∫
q(τ (i))

K∏

k=1

p(αk, η
(i)
k |u

η(i)
k ,uαk )q(Uα, {Uη,(i)}Ri=1) (2.26)

× log

∏N
n=1 p(t

(i)
n |λ(i)

n , τ (i))p(τ (i))p(Uα, {Uη,(i)}Ri=1)

q(Uα, {Uη,(i)}Ri=1))q(τ (i))

× dη(i)dαdUη(i)dUαdτ (i)

Taking expectations, we arrive at the expression

F =
∑

i,n

E
q(h

(i)
n )

[
log p(t(i)n |λ(i)

n , τ
∗(i))

]
−KL

[
q(Uα, {Uη,(i))}Ri=1‖p(Uα, {Uη,(i)}Ri=1)

]

+

R∑

i=1

log p(τ∗(i))

(2.27)
The expected log-likelihood term can be evaluated as

E
q(h

(i)
n )

[
log p(t(i)n |h(i)

n , τ
∗(i))

]
= −

∫ Ti
0

E
q(h

(i)
n )

[
g(h(i)

n (τ∗(i)(t)))
]
dt (2.28)

+

Φ(n,i)∑

r=1

E
q(h

(i)
n )

[
log g(h(i)

n (τ∗(i)(tr)))
]

which now includes the time warping, and modified distributions q(h(i)
n ). To again write

these compactly, we define block matrices Kα
ττ ,K

α
τz,K

α
zz and Kη,(i)

ττ ,K
η,(i)
τz ,K

η,(i)
zz anal-

ogously to equations (2.11)-(2.13) before. The subscript τ indicates that the covariance
functions are now evaluated at τ(t). We introduce the additional block matrices

Kα,η,(i)
ττ =

[
Kα
ττ

K
η,(i)
ττ

]
(2.29)
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Kα,η,(i)
τz =

[
Kα
τz

K
η,(i)
τz

]
(2.30)

Kα,η,(i)
zz =

[
Kα
zz

K
η,(i)
zz

]
(2.31)

Using these definitions, the mean and variance function on a given trial are defined as

ν(i)
n (t) = cn PKα,η,(i)

τz Kα,η,(i)
zz

−1 vec(M (i)) + dn

σ(i)
n (t, t′) = cnP

(
Kα,η,(i)
ττ +Kα,η,(i)

τz Kα,η,(i)
zz

−1
(
S(i) −Kα,η,(i)

zz

)
Kα,η,(i)
zz

−1Kα,η,(i)
zτ

)
PTcTn

(2.32)
Here, P = [IK IK ] contains two stacked copies of the K × K identity matrix which
accounts for the summation over α and η(i) to obtain the latent trajectory on a given
trial.

Finally, we can evaluate the Kullback Leibler divergence as

2KL
[
q(Uα, {Uη,(i))}Ri=1‖p(Uα, {Uη,(i)}Ri=1)

]
= Tr

[
Kα
zz
−1Sα

]
+

R∑

i=1

Tr
[
Kη,(i)
zz

−1Sη,(i)
]

+ vec(Mα)TKα
zz
−1vec(Mα) + log |Kα

zz|+
R∑

i=1

(vec(Mη,(i))TKη,(i)
zz

−1vec(Mη,(i))

(2.33)

+ log |Kη,(i)
zz | − log |Sα −

R∑

i=1

Sα,η,(i)Sη,(i)−1Sη,(i),α| −
R∑

i=1

log |Sη,(i)| − (R+ 1)KM

Note that special care needs to be taken in optimising the variational lower bound
to ensure that the approximate posterior covariances S(i) are symmetric and positive
definite (see Appendix A.2).

2.4 Applications

2.4.1 Synthetic data

We demonstrate that our algorithm allows to accurately infer latent trajectories and
learn the relevant population embedding using synthetic data, where the ground truth
population structure is known. We simulate data where a two-dimensional underlying
latent process modulates the firing rates of 25 neurons on 20 repeated trials. Given the
firing rates on each trial, spikes are generated according to independent inhomogeneous
Poisson Processes for each neuron. We choose g(·) = exp(·) in both simulation and
model, and initialise C, d at the generative parameter values. The covariance functions
of the latent Gaussian Processes are chosen to be exponentiated quadratic kernels. To
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Figure 2.3: Synthetic data set used to test GPFA algorithms. a: Raster plot showing the
multivariate spike time observations for an example trial. b: The two-dimensional latent
process used to generate firing rates on 20 trials. The mean trajectory (red) is a perfect
rotation. Each trial (black) evolves with deviations from the mean trajectory along a
slightly different path in latent space. c: Each trial evolves with a slightly different
time-course, resulting in variability in speed of progression along the trajectory in latent
space. The evolution for the mean trajectory along a canonical time-axis is shown in
red.

simulate the inter-trial variability we generate a different underlying time-course for each
trial, together with a mean process and trial-specific variations that evolve according to
the time course of a given trial. Figure 2.3 shows an example raster plot (2.3a), as well
as the generative latent trajectories across all trials, showing variability in trajectory
(2.3b) and variability in the timing of progression along each trajectory (2.3c).

We apply both pp-GPFA and tw-pp-GPFA to the same data to demonstrate their
performance and to highlight what additional descriptions and analyses of the spike-
train data are made possible via the explicity decomposition of inter-trial variability in
the tw-pp-GPFA model. Figure 2.4 illustrates the quality of recovered latent variable
trajectories, reconstructed firing rates and parameter estimates across both algorithms.
Figure 2.4a,b show the true and inferred latent trajectories for three example trials using
either pp-GPFA or tw-pp-GPFA. The tw-pp-GPFA algorithm returns better estimates,
which is also reflected in higher correlation between inferred and true log-firing rates
across simulated neurons (Figure 2.4c). Note, however, that tw-pp-GPFA also has more
parameters – and thus a higher expressive power – in its model specification of the
latent process x(i)(·) in terms of τ (i)(·), α(·), and η(i)(·). Figure 2.4d,e show the true vs.
estimated parameter values C and b for the affine mapping from latents to log-firing
rates. When initialised near the generative parameter values, both algorithms return
parameter estimates close to the generative parameters values. It is not apparent that
the additional assumed structure in tw-pp-GPFA introduces significant additional biases
compared to pp-GPFA to the parameter estimates.

The results of Figure 2.4 demonstrate that both pp-GPFA and tw-pp-GPFA are
able to accurately infer underlying low-dimensional structure directly from population
spike times. However, there is additional structure in the dataset that the tw-pp-GPFA
algorithm allows to estimate directly. Figure 2.5 shows the true and inferred trajectories
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Figure 2.4: Application of GPFA algorithms to the synthetic data of Figure 2.3. a: True
(grey) and inferred (blue) latents for three example trials using pp-GPFA. The true and
inferred trajectories are orthogonalised and projected into the same subspace. Error
shading indicates two posterior standard deviations. Inducing points were placed on an
evenly spaced grid separated by ∆t = 0.1s. b: Same as a but using the tw-pp-GPFA
with additional components in the model. Inducing points were placed on an evenly
spaced grid separated by ∆t = 0.1s for the trial-specific process and ∆t = 0.2s for the
mean process. The time-warping functions also used inducing point locations spaced
∆t = 0.1s apart. c: Histogram of the correlation coefficient between true and estimated
log-firing rates for all neurons across the 20 trials used for fitting. d, e: true vs. estimated
parameter values for C and b for pp-GPFA and tw-pp-GPFA.

in 2D latent space (2.5a), and plotted against clock-time (2.5b) or against the inferred
canonical time-axis (2.5c) for each dimension, providing an alignment of trajectories
across trials that is defined purely on neural activity.

2.4.2 Macaque center-out reaching task

We next apply our algorithm to simultaneously recorded spike-trains from M1 and PMd
during a variable-delay centre-out reaching task in macaque. The dataset was previously
analysed using the classic GPFA algorithm in Yu et al. [2009]. The task design alone
already introduces inter-trial differences in the duration of the delay period before an
instructed arm reach to a target. In addition to this, there is inter-trial variability in
the reaction time of the animal, as well as differences in the arm trajectory, hand speed,
and other kinematic variables. We apply our algorithm to 20 repeated arm reaches to
the same target, including neural activity from the time the target location is presented,
until the experimentally defined end of the trial a short delay after target acquisition.
We choose a latent dimensionality of K = 15, consistent with results reported in Yu
et al. [2009]. We initialise model parameters by running standard GPFA and using the
GPFA parameter estimates as initialisation for tw-pp-GPFA.

Figure 2.6 shows the leading 10 dimensions of the trajectories inferred using tw-pp-
GPFA. The trajectories are orthogonalised via the singular value decomposition of C
and ordered by variance explained in log-firing rates. The inferred latent trajectories
x(i)(t) are aligned according to the inferred τ (i)(t) (Figure 2.6a), or manually aligned to
movement onset time (Figure 2.6b), or the arrival time of the go cue (Figure 2.6c). The



44 CHAPTER 2. POPULATION-LEVEL INTER-TRIAL VARIABILITY

x1

x
2

1-1

-1

1

a

x
2
(t
)

-1

1

x
1
(t
)

-1

1

time in seconds0 1

b

trial 1
trial 2
trial 3
trial 4
trial 5

x
2
(t
)

-1

1

x
1
(t
)

-1

1

canonical time0 1

c

Figure 2.5: Additional structure recovered from the synthetic dataset of Figure 2.3 using
tw-pp-GPFA. a: Same as Figure 2.3b, but showing the inferred single-trial trajectories
(grey) and inferred mean (red) trajectory using tw-pp-GPFA. b: Same as Figure 2.3c,
but showing the inferred posterior mean trajectories (blue) together with the inferred
posterior mean for α(·) along a canonical time axis. c: The inferred trajectories across
all trials plotted along the inferred canonical time-axis, together with the inferred mean
process (red) along the same time axis.

manually aligned trajectories become more variable across trials at time points further
from the chosen time-point for alignment. The trajectories that were aligned using the
inferred time-warping, however, maintain a similar degree of variability over time.

Figure 2.7 shows the inferred time-warping functions τ (i)(t) for the 20 trials used
for model fitting, together with the times of the arrival of the go cue instructing the
initiation of the movement, the measured movement onset time, and measured movement
end time. The tw-pp-GPFA algorithm did not have knowledge of these experimentally
salient events, but still identified time courses that appear to align trials to the onset of
movement.

We next ask whether the time courses are predictive of reaction time variability
across trials (Figure 2.8). One might expect that trials on which the go cue arrived earlier
in time to have longer reaction times since there was less time to plan the upcoming
movement. However, such a relationship was not apparent in the data with no correlation
between the arrival of the go cue in clock time and reaction time (Figure 2.8a). While
early arrival of the go cue alone does not explain reaction time variability, it may still
be the case that the underlying population state having advanced less at the arrival
of the go cue will lead to a longer reaction time, consistent with analyses in Afshar
et al. [2011]. Indeed, taking the arrival of the go cue in canonical time, according to the
inferred τ (i)(·) , reveals such a relationship in the model (Figure 2.8b). Another approach
towards predicting reaction time variability is to take a neurally defined prediction of
the movement onset time and ask how long it takes to reach this time after the arrival
of the go cue. Kaufman et al. [2016] have shown that neural activity along the leading
principal component (PC1) undergoes a rapid change before movement onset, the timing
of which is reflective of trial-to-trial variability in reaction time. Taking a threshold
crossing of PC1 as a predictor for movement onset time, we also find a relationship
of this transient with reaction time (Figure 2.8c). Similarly, we can use the neurally



2.4. APPLICATIONS 45

x1

x2

x3

x4

x5

x6

x7

x8

x9

x10

a b c

500ms

time warped move onset aligned go cue aligned

move onset go cue

Figure 2.6: The inferred single-trial latent trajectories (grey) after applying tw-pp-GPFA
to population recordings from motor cortex during a variable-delay center out reaching
task, together with ±2 standard deviations across trajectories plotted on the same time
axis. Trials are plotted on a shared time axis using either the inferred time-course of
each trial τ (i)(t) (a), the time of the movement onset (b), or the time of the go cue (c).
Using the purely neurally defined time-courses leads to the tightest alignment. For b
and c, the variability in the trajectories increases with further distance in time from the
alignment point. Latent trajectories are based on model fits ran with K = 15, and using
a grid spacing of ∆t = 0.16s for all inducing point locations.
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Figure 2.7: The inferred time-warping function τ (i)(t) on 20 trials of the center-out
reaching task. The time course of each trial is shown in grey. Overlaid are the experi-
mentally measured event times of the go cue, movement onset and movement end. The
dashed red line indicates clock time end canonical time progressing at equal speeds. The
canonical time course automatically aligns trials to the movement onset time.

defined τ (i)(·) and use the time when the neural population state has progressed beyond
a threshold as a predictor for movement onset. To do this, we take the average value
of τ (j)(·) at the time of movement onset for all but one trial, and use the time it takes
τ (i)(·) (for i 6= j) after the go cue to cross this threshold as the leave-one-trial-out
cross-validated prediction of reaction time. Figure 2.8d shows that this explains a large
amount of reaction time variability. This demonstrates that the timing of progression of
the underlying computational state of the population is closely linked to the timing of
observed behaviour.

2.5 Discussion

This chapter was concerned with identifying population-level inter-trial variability. The
methods that were developed towards this aim provide multiple contributions to latent
variable models in neural data analysis.

Both methods were adapted to inferring latent structure directly from the spike-time
observations of a population of recorded neurons. They thus require no further pre-
processing after spike sorting, such as binning, square-root transforming, or smoothing
the recorded data. Applying methods better adapted for Gaussian observations (such
as Principal Components Analysis or Factor Analysis, or indeed the classic GPFA
algorithm) often relies on such pre-processing steps. While pre-processing steps may not
necessarily change the conclusions derived using these methods, the design of algorithms
that are robust to or eliminate the need for subjective modelling choices (such as the
bin width for binning spike times into spike counts, the smoothing kernel width, etc.) is
still beneficial for improving the generality and reproducibility of results.
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Figure 2.8: Relationships of different predictors with measured reaction time in the
center-out reaching task together with the coefficient of determination R2of the least-
squares regression fit. a: The arrival time of the go cue in clock time vs. measured
reaction time, showing no strong relationship. b: The arrival time of the go cue in
canonical (warped) time vs. measured reaction time, showing that trials that have
progressed further in canonical time at the arrival of the go cue tend to have a shorter
reaction time. c: Reaction time predictions using the time when when the first principal
component (PC1) (computed from spike counts binned at 1ms and smoothed with a
Gaussian kernel with 20ms width) reaches 60% of its maximum as an estimator for
movement onset. d: Leave-one-trial-out cross-validated predictions of reaction time
based on the inferred time-warping functions τ (i)(·).
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The variational inference approaches that were developed to fit the pp-GPFA and
tw-pp-GPFA models to data take into account trial structure and correlations across
latent dimensions and additive processes. This represent an advance over previous
mean-field approaches [Adam et al., 2016, Duncker and Sahani, 2018], which typically
suffer from under-estimating posterior uncertainty [Adam, 2017].

The explicit decomposition of latent structure into different components contributing
to inter-trial variability opens up opportunities for novel analyses. Applying the novel
algorithm to neural population recordings from motor cortex during center-out reaching,
we demonstrated that variability in the temporal progression of computational activity in
motor cortical circuits could be related to variability in behavioural variables like reaction
times. The single-trial time-courses that were identified in an entirely unsupervised
way (from neural data alone and with no reference to behavior) also provided a tighter
alignment of neural activity across trials. Being able to obtain neurally-defined alignments
of trials eliminates the need to have identified a salient experimental event that neural
activity is tightly locked to compute trial averages and other statistics.

Recent work by Williams et al. [2020] developed another method for unsupervised
trial-alignment directly based on the high-dimensional neural activity without an under-
lying latent variable model. This represents an alternative approach towards identifying
an alignment across trials, but does not allow to simultaneously infer low-dimensional
structure. Being able to do this, however, opens up possibilities for new analyses. Having
access to explicit decompositions of variability that is shared across the population, as
was done in this chapter, could also allow one to investigate if e.g. single-trial variability
preferentially occupies directions in neural space that are aligned or orthogonal to
condition-related or condition-invariant activity. All in all, the advances in methodol-
ogy presented in this chapter offer novel avenues towards a better characterisation of
population-level structure and inter-trial variability.



Chapter 3

Learning interpretable nonlinear
population dynamics

Dimensionality reduction methods and the approaches for single trial analyses developed
in Chapter 2 offer means of extracting low-dimensional patterns of activity that are
distributed across the neural population during a task of interest. Studying their time-
course, or the dimensions they occupy in neural space allows to better characterise
structure in recorded neural activity. However, such methods make no statements about
how the observed activity may have been generated by the recurrent dynamics of the
population, and how these can be understood in light of a computational goal. It may
therefore be of interest to not only characterise variance in neural activity, but to also
estimate a description of how and why this variance arises. These are questions that can
be addressed by estimating a dynamical system that governs the temporal evolution of
the neural population activity.

This chapter is concerned with a method that allows for the estimation of a nonlinear
dynamical system directly from population spike-time observations. In addition to
learning population dynamics, a particular focus is placed on interpreting the learnt
dynamics in light of an underlying computation. The work in this chapter has been
published in Duncker et al. [2019] and is the result of a collaboration with Gergő Bohner
and Julien Boussard.

3.1 Introduction

Many dynamical systems with intrinsic noise may be modelled in continuous time using
the framework of stochastic differential equations (SDE). However identifying a good
SDE model from intermittent observations of the process is challenging, particularly
if the dynamical process is nonlinear and the observations are indirect and noisy. A
common response is to assume a latent process that operates in discretised time, often
called a state-space model. This approach has been applied in contexts ranging from
modelling human motion [Wang et al., 2006] to solving control problems [Eleftheriadis
et al., 2017]. However, it assumes that observations, and the critical phenomena of the

49



50 CHAPTER 3. INTERPRETABLE NONLINEAR POPULATION DYNAMICS

dynamics, can be accurately modelled using a discrete time grid.

A further challenge when the goal is to gain insight into a physical or biological
system whose parametric description is unknown, is to obtain an interpretable model
of the dynamics from observed data, whether modelled in discrete or continuous time.
State-space models that rely on nonparametric or flexibly parametrised descriptions of
dynamics, for example using Gaussian process (GP) priors or recurrent neural networks
(RNN), may be effective at prediction but inevitably leave interpretation to a second
analytic stage, posing its own challenges.

Here, we consider continuous-time latent SDE models of the form

dx = f(x)dt+
√

Σ dw

Ey|x[y(ti)] = g(Cx(ti) + d) , i = 1, . . . , T ,
(3.1)

where the temporal evolution of a latent variable x ∈ RK is described by a nonlinear
SDE with dynamical evolution function f : RK 7→ RK and incremental noise covariance
ΣΣΣΣΣΣΣΣΣ shaping the Wiener noise process w(t). Note that the nonlinear SDE induces a
non-Gaussian prior on x(t) with no easy access to finite marginal distributions. The
latent state is observed indirectly through noisy measurements yi ∈ RN at unevenly
spaced time points ti. The measurements are distributed with a known parametric
form and generalized linear dependence; that is the expected value is g(Cx+ d) with
inverse-link function g and parameters C ∈ RN×K and d ∈ RN . We seek to infer latent
paths x(t) along with the dynamical parameters and an interpretable representation of
the dynamical mapping f .

What do we mean by interpretable? The properties of dynamical systems are
frequently analyzed by characterizing dynamical fixed points and local behaviour near
these points [Sussillo and Barak, 2013]. When f is a learnt, general function, fixed
points must be found numerically [Golub and Sussillo, 2018]. This makes it difficult
to propagate uncertainty about f to the number and location of fixed points, and
to the local dynamics around them. Our approach is to develop a non-parametric
Gaussian-process model for f conditioned on the learnt locations of fixed points and
associated local Jacobians. Thus, we implicitly integrate out the details of f , while
optimising directly over the components of the intepretable dynamical portrait.

The chapter is organised as follows: In section 3.2 we review background material
on the related Gaussian Process State-Space Model (GP-SSM) and previous work on
GP approximations to SDEs [Archambeau et al., 2007, 2008]. We also briefly review
the inducing point approach for GP models. In section 3.3 we make use of GP priors
to represent the unknown nonlinear dynamics f , incorporating interpretable structure
by conditioning the GP on fixed points and local Jacobian matrices of the system. We
derive a Variational Bayes algorithm for approximate inference and parameter learning
in section 3.4. Finally, we demonstrate the performance of our algorithm on a number
of nonlinear dynamical system examples in section 3.5.
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3.2 Background

3.2.1 Gaussian Process State-Space-Model

A discrete-time analogue of the model in (3.1) is the GP-SSM, where the latent state
evolution over a fixed step size is modelled as

x`+1 = f(x`) + ε` (3.2)

where ε` ∼ N (ε`|0, D). There have been a range of approaches for performing approxi-
mate inference in this model, based on Assumed Density Filtering [Deisenroth et al., 2009,
Ramakrishnan et al., 2011], Expectation Propagation [Deisenroth and Mohamed, 2012],
variational inference [Frigola et al., 2014], or recurrent recognition networks [Eleftheriadis
et al., 2017]. The model in Equation (3.1) requires a different treatment for latent path
inference, as it maintains the continuous-time structure of the system of interest.

3.2.2 Gaussian Process Approximation to SDEs

The problem of performing approximate inference in continuous-time SDE models has
been considered previously, with the two main approaches being Expectation Propagation
[Cseke et al., 2016] and variational inference [Archambeau et al., 2008, 2007]. We review
the latter approach in this section, as our Variational Bayes algorithm in section 3.4
extends this work.

Archambeau et al. [2008, 2007] consider the model in Equation (3.1) under linear
Gaussian observations. The authors derive an approximate inference algorithm based
on a variational Gaussian approximation to the posterior process on x(t) under the
constraint that the approximate process has Markov structure, as is the case for the true
posterior process. The most general way to construct such an approximation is via a
linear time-varying SDE of the form

dx = (−A(t)x(t) + b(t)) dt+
√
Σ dw (3.3)

The instantaneous marginal distributions of this approximation at any time t are
Gaussian, with means mx(t) and covariances Sx(t) that evolve in time according to the
ordinary differential equations (ODEs):

dmx

dt
= −A(t)mx + b(t)

dSx
dt

= −A(t)Sx − SxA(t)> +Σ

(3.4)

Archambeau et al. [2008, 2007] derive a lower bound to the marginal log-likelihood –
often called the variational free energy or evidence lower bound – whose maximisation
with respect to qx is equivalent to minimising the Kullback-Leibler (KL) divergence
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between the approximate and true posterior process. The free energy has the form

F =
∑

i

〈log p(yi|xi)〉qx − KL[qx(x)‖p(x)] (3.5)

The first term is the expected log-likelihood under the approximation and only de-
pends on the marginal distributions qx(x(t)). The second term is the Kullback-Leibler
divergence between the continuous-time approximate posterior process and the prior
process. Archambeau et al. [2008, 2007] show that an expression for the Kullback-Leibler
divergence between the distributions over SDE paths qx(xxx) and p(xxx|fff) can be derived
by discretising time in steps of ∆t and subsequently taking the limit ∆t → 0 . The
discretised paths have Markovian structure with

p(xxxt+1|xxxt, fff) = N (xxxt+1|xxxt + fff(xxxt)∆t,ΣΣΣ∆t) (3.6)

qx(xxxt+1|xxxt) = N (xxxt+1|xxxt + fff q(xxxt)∆t,ΣΣΣ∆t) (3.7)

We can hence write

KL[qx(xxx)‖px(xxx)] =
T−1∑

t=1

∫
dxxxtqx(xxxt)

∫
dxxxt+1qx(xxxt+1|xxxt) log

qx(xxxt+1|xxxt)
px(xxxt+1|xxxt)

(3.8)

=
1

2

T−1∑

t=1

∆t
〈

(fff − fff q)TΣΣΣ−1(fff − fff q)
〉
qx

(3.9)

Taking the limit as ∆t→ 0, we obtain the expression

KL[qx(x)‖px(x)] =

∫

T
dt
〈

(f − fq)T(f − fq)
〉
q

(3.10)

where both f and fq are evaluated at x(t), and fq(xxx(t)) = −A(t)x(t) + b(t). Note that
the noise covariance Σ is deliberately chosen to be equal for the SDEs in qx and px, as
this term would diverge otherwise.

To maximise F with respect to mx(t) and Sx(t), subject to the constraint that the
approximate posterior process has Markov structure according to Equation (3.3), one
can find the stationary points of the Lagrangian

L = F − C1 − C2 (3.11)

with
C1 =

∫

T
dt Tr

[
ΨΨΨ(

dSSSx
dt

+AAASSSx +SSSxAAA
T −ΣΣΣ)

]

C2 =

∫

T
dt λλλT(

dmmmx

dt
+AAAmmmx − bbb)

(3.12)

where ΨΨΨ and λλλ are Lagrange multipliers. Archambeau et al. [2008, 2007] derive a
smoothing algorithm that involves iterating fixed point updates of this Lagrangian.
These are either closed form, or require solving ODEs forward and backward in time,
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thus achieving linear time complexity. In section 3.4, we will modify this original
algorithm in order to improve its numerical stability, and show how to incorporate it in
an efficient Variational Bayes algorithm.

3.2.3 Sparse Gaussian Processes using inducing points

In later sections of the chapter, we will make use of the sparse variational inducing point
approach of Titsias [2009]. The key idea of inducing point approaches is to condition
a GP ζ(xxx) ∼ GP(0, κ(xxx,xxx′)) (where ζ : RK → R) on so-called inducing variables
uuu ∈ RM . These can be thought of as pseudo-observations of the function at M locations
ZZZ = [zzz1, . . . , zzzM ] ∈ RK×M . The ith entry in u corresponds to an observation of the
function value ui = ζ(zi) ∈ R and there are M such observations. An augmented prior
for the GP and inducing variables can be written in terms of the prior on inducing points
and the conditional distribution of the GP given inducing points as

uuu ∼ N (uuu|0,KKKzz) , ζ|uuu ∼ GP(µζ|u(xxx), νζ|u(xxx,xxxxxxxxx′) (3.13)

The conditioned GP mean and covariance function are

µζ|u(xxx) = KKK ·z(xxx)KKK−1
zz uuu

νζ|u(xxx,xxx′) = κ(xxx,xxx′)−KKK ·z(xxx)KKK−1
zzKKKz·(xxx)

(3.14)

Where [KKKzz]ij = κ(zzzi, zzzj), and [KKK ·z(xxx)]i = κ(xxx,zzzi). The computational complexity of
building the mean and covariance in Equation (3.14) is linear in the number of xxx input
points and cubic only in the number of inducing points M . If we were to integrate over
the inducing variables in this augmented prior, we would recover the original model.
However, the inducing variables can also be kept in the model as auxiliary variables,
which may be incorporated into approaches for variational inference [Titsias, 2009].

3.3 Interpretable priors on nonlinear dynamics

Similarly to the GP-SSM work, we wish to model fff using the framework of GPs. GPs
can represent a flexible class of nonlinear dynamics. However, it may be difficult to
interpret the inferred function with respect to studying the underlying dynamical system
that generated the observed data. As stated above, standard analysis approaches for
nonlinear dynamical systems rely on identifying local fixed points sssi, where fff(sssi) = 000,
and the locally-linearised dynamics around them, given by the Jacobians ∇∇∇xfff(xxx)|xxx=sssssssssi

[Sussillo and Barak, 2013]. This strategy motivates our approach to interpretability.

3.3.1 A Gaussian Process prior for dynamics

In order to arrive at a modelling framework that makes fixed points and Jacobian matrices
readily available for estimation and analysis, we introduce a GP prior conditioned directly
on these parameters [see also Bohner and Sahani, 2018]. The fixed point locations and
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Jacobians around them can be viewed as further hyperparameters specifying the prior
mean and covariance function of the GP, which we will denote by θθθ = {fff (i)

s ,JJJ
(i)
s }Li=1,

where L denotes the total number of fixed point locations. With fff (i)
s = fff(sssi) = 000 and

[JJJ
(i)
s ]k,m = ∂fk(xxx)

∂xm
|xxx=sssi . Note that this means that si ∈ RK is a location at which every

dimension in f takes on the value zero. We can hence write a GP prior conditioned on
the fixed points and Jacobians for each dimension in fff , using the fact that a GP and its
derivative process are still jointly distributed as a GP.

The Variational Bayes approach in section 3.4 will make use of a sparse variational
approximation for f using inducing variables, as in Titsias [2009]. To make later notation
more compact, we therefore directly introduce the augmented model including inducing
variables drawn from the conditioned GP prior here. We denote the joint covariance
matrix between inducing variables, fixed points and Jacobians as

KKKθ
zz =



KKKzz KKKzs KKK∇2

zs

KKKsz KKKss KKK∇2
ss

KKK∇1
sz KKK∇1

ss KKK∇1∇2
ss


 =

[
KKKzz K̃KKzs

K̃KKsz K̃KKss

]
(3.15)

where the superscript ∇i denotes the derivative of the covariance function with respect
to its ith input argument such that [KKK∇2

zs ]ij = ∂
∂sssκ(zzzi, sss)|sss=sssj . The conditional prior on

the inducing variables for the kth dimension in f given θθθ can then be written as

uuuk|θθθ = N
(
uuuk

∣∣∣ K̃KKzsK̃KK
−1
ss vvv

θ
k,KKKzz − K̃KKzsK̃KK

−1
ss K̃KKsz

)
(3.16)

where vvvθk = [f
(1)
s,k , . . . , f

(L)
s,k ,JJJ

(1)
k,: , . . . ,JJJ

(L)
k,: ]T collects the fixed-point and derivative observa-

tions relating to fk. Finally, for the conditional prior on fk, given the inducing variables
and θθθ, we have

fk|uuuk, θθθ ∼ GP
(
µθf |u(xxx), νθf |u(xxx,xxx′)

)
(3.17)

with

µθf |u(xxx) = aaaθz(xxx)

[
uuuk

vvvθk

]

νθf |u(xxx,xxx′) = κ(xxx,xxx′)− aaaθz(xxx)KKKθ
zzaaa

θ
z(xxx)T

(3.18)

where we have defined

aaaθz(xxx) =
[
KKK ·z(xxx) KKK ·s(xxx) KKK∇2

·s (xxx)
]
KKKθ
zz
−1

(3.19)

Figure 3.1 illustrates the additional structure that this prior distribution allows to impose
on the distribution of dynamics f , compared to a classic GP prior .

3.3.2 Automatic selection of the number of fixed points

When the generative SDE dynamics are unknown, so are the number of fixed points in
the system. We therefore take the general approach of introducing more fixed points than
expected, and ‘pruning’ by hyperparameter optimisation. In particular, we include noise
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Figure 3.1: Illustration of a Gaussian Process conditioned on zero-crossings and derivative
observations. a: Illustrations of prior mean (black) and variance (error shading) for
one-dimensional dynamics f(·) modelled as a Gaussian Process with exponentiated
quadratic covariance function. The blue lines represent random samples from the prior
distribution. b: Same as a but using a prior distribution conditioned on fixed point
observations and derivative observations at the fixed point location, indicating their
stability (stable in cyan and unstable in magenta). Samples from this prior distribution
are much more structured than those in a.

variance parameters for each fixed point, representing uncertainty about the zero-value
of the function at the fixed point location. We hence have

fffsi = fff(sssi) + αiεεεεεεεεε = 000 + αiεεε (3.20)

with εεε ∼ N (0, I). The variance parameters αi will enter our model simply via an added
diagonal matrix to the KKKss block in Equation (3.15). When the αi are optimised, the
uncertainty for superfluous fixed points will grow, while that of the fixed points the
system is actually using will shrink. When the uncertainty for a fixed point is large,
conditioning on it in the GP prior for fff will have negligible effect on prediction.

3.4 Variational inference and learning

We can derive an efficient Variational Bayes (VB) algorithm [Attias, 2000] for variational
inference and learning in the model in Equation (3.1) by maximising a variational free
energy, which can be derived as variational lower bound to the marginal log-likelihood
of our model using Jensen’s inequality:

log p(yyy|θθθ) = log

∫
dxxxdfffduuu p(yyy|xxx)p(xxx|fff)p(fff |uuu,θθθ)p(uuu|θθθ)

≥
∫
dxxxdfffduuuq(xxx,fff,uuu) log

p(yyy|xxx)p(xxx|fff)p(fff |uuu,θθθ)p(uuu|θθθ)
q(xxx,fff,uuu)

def
= F∗

where p(fff |uuu,θθθ)p(uuu|θθθ) =
∏
k p(fk|uuuk, θθθ)p(uuuk|θθθ). We assume that our full variational

distribution factorises as
q(xxx,fff,uuu) = qx(xxx)qf,u(fff,uuu) (3.21)
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Following Titsias [2009], we choose qf,u(fff,uuu) =
∏K
k=1 p(fk|uuuk, θθθ)qu(uuuk). The variational

approximation of the posterior over the inducing variables are chosen to be of the form
qu(uuuuuuuuuk) = N

(
uuuk|mmmk

u,SSS
k
u

)
. The marginal variational distribution

qf (fff) =
∏

k

∫
duuukp(fk|uuuk, θθθ)qu(uuuk) (3.22)

is also a GP and qx(xxx) is described by Equations (3.3) and (3.4).

Under these choices, we can obtain the variational lower bound as

F∗ =

∫
dxxxdfffduuuq(xxx,fff,uuu) log

p(yyy|xxx)p(xxx|fff)
∏
k p(uuuk|θθθ)

qx(xxx)
∏
k qu(uuuk)

= 〈log p(yyy|xxx)〉qx − 〈KL[qx(xxx)‖p(xxx|fff)]〉qf −
∑

k

KL[qu(uuuk)‖p(uuuk)]

which can be written as

F∗ = 〈F〉qf −
K∑

k=1

KL[qu(uuuk)‖p(uuuk|θθθ)] (3.23)

The VB algorithm iterates over an inference step, where the distribution qx over
the latent path is updated, a learning step, where qf,u and the parameters in the
output mapping are updated, and a hyperparameter learning step, where the kernel
hyperparameters and fixed point locations are updated.

3.4.1 Inference

Our inference approach extends the work of Archambeau et al. [2008, 2007] to a wider
class of observation models and to a nonparametric Bayesian treatment of the dynamics fff
under the conditioned sparse GP prior introduced in section 3.3. After using integration
by parts on the Lagrangian in Equation (3.11) (exchanging F for F∗), the full Lagrangian
takes the form

L = F∗ − C1 − C2 (3.24)

C1 =

∫

T
dt

(
Tr

[
ΨΨΨ(AAASSSx +SSSxAAA

T − I)− dΨΨΨ

dt
SSSx

])
+ Tr [ΨΨΨ(T )SSSx(T )]− Tr [ΨΨΨ(0)SSSx(0)]

(3.25)

C2 =

∫

T
dt

(
λλλT(Ammmx − bbb)−

dλλλ

dt

T

mmmx

)
+ λλλ(T )Tmmmx(T )− λλλ(0)Tmmmx(0) (3.26)

To evaluate F∗ we need to evaluate the Kullback-Leibler divergences for the inducing
point approximate posterior and prior distribution, and that for the approximae posterior
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and prior SDE path. We have

KL[q(uuuk)‖p(uuuk|θθθ)] =
1

2

(
Tr
[
ΩΩΩu
−1SSSku

]
−M + log

|ΩΩΩu|
|SSSku|

+ (µµµku −mmmk
u)TΩΩΩu

−1(µµµku −mmmk
u)
)

(3.27)

with

ΩΩΩu = KKKzz − K̃KKzsK̃KK
−1
ss K̃KKsz (3.28)

µµµku = K̃KKzsK̃KK
−1
ss vvv

θ
k (3.29)

and, from before, we have

〈KL[qx(xxx)‖px(xxx)]〉qf =
1

2

∫ T

0
dt 〈(fff − fff q)T(fff − fff q)〉qxqf (3.30)

For later convenience, we denote this term as

〈KL[qx(xxx)‖p(xxx)]〉qf = E(mmmx,SSSx) (3.31)

Using the identity

〈〈fff〉qf (xxx−mmmx)T〉qx =

〈
∂〈fff〉qf
∂xxx

〉

qx

SSSx (3.32)

the integrand can be evaluated as

〈(fff − fff q)T(fff − fff q)〉qxqf (3.33)

= 〈fffTfff〉qxqf + 2Tr

[
AAAT

〈
∂fff

∂xxx

〉

qxqf

SSS(t)

]
+ Tr

[
AAATAAA

(
SSSx +mmmxmmm

T
x

)]
(3.34)

+ 2 mmmT
xAAA

T〈fff〉qxqf + bbbTbbb− 2bbbT〈fff〉 − 2bbbTAAAmmmx

For the expected log-likelihood terms, in general, there will be terms that are
continuous in xxx, and terms that depend only on evaluations of xxx at specific locations ti,
which we will denote by `cont and `jump, respectively. We can write

〈log p(yyy|xxx)〉qx = `cont(mmmx,SSSx) + `jump(mmmx,SSSx) (3.35)

Thus, the variational free energy can be expressed as

F∗ = `cont(mmmx,SSSx) + `jump(mmmx,SSSx)− E(mmmx,SSSx)−
K∑

k=1

KL[qu(uuuk)‖p(uuuk|θθθ)] (3.36)
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Example: Gaussian likelihood

In the case of a Gaussian likelihood, there is no continuous term in the likelihood:

`cont = 0 (3.37)

`jump =
∑

i

∫ Tend

T0
dtδ(t− ti)

(
mmmx(t)TCCCTΓ−1(yyyt − ddd) (3.38)

− 1

2
Tr

[
CCCTΓ−1CCC

∑

i

(
SSSx(t) +mmmx(t)mmmx(t)T

)] )

Example: Multivariate Poisson Process likelihood

In the case of a multivariate Poisson Process, with g(·) = exp(·) and observed event
times t(n)

1 , . . . t
(n)
φ(n)for the nth output dimension:

`cont = −
∑

n

∫ Tend

T0
exp

(
cccTnmmmx +

1

2
cccTnSSSxcccn

)
dt (3.39)

`jump =
N∑

n=1

φ(n)∑

i=1

∫ Tend

T0

(
cccTnmmmx(t) + dn

)
δ(t− t(n)

i )dt (3.40)

We can now take variational derivatives with respect tommmx(t) and SSSx(t). In contrast
to Archambeau et al. [2008, 2007], we take the symmetric variations in SSSx into account.
Also note that the Lagrange multiplier ΨΨΨ is symmetric. We can write

∂C1

∂SSSx
=

(
ΨΨΨAAA+AAATΨΨΨ− dΨΨΨ

dt

)
� P̃ (3.41)

where � denotes the elementwise Hadamard product and P̃ij = 2 for i 6= j and 1

otherwise. Differentiating the entire Lagrangian with respect to the symmetric matrix
SSSx and setting to zero we get

0 =
∂F∗
∂SSSx

� P−ΨΨΨAAA−AAATΨΨΨ +
dΨΨΨ

dt
(3.42)

with Pij = 1
2 if i 6= j and 1 otherwise. Since our model has a rotational non-identifiability

with respect to the latents xxx, we fix ΣΣΣ = I without loss of generality. We arrive at the
following set of fixed point equations:

dΨΨΨ

dt
= AAA(t)TΨΨΨ(t) + ΨΨΨ(t)AAA(t)− ∂F∗

∂SSSx
� P (3.43)

dλλλ

dt
= AAA(t)Tλλλ(t)− ∂F∗

∂mmmx
(3.44)

AAA(t) =

〈
∂fff

∂xxx

〉

qxqf

+ 2ΨΨΨ(t) (3.45)

bbb(t) = 〈fff(xxx)〉qxqf +AAA(t)mmmx(t)− λλλ(t) (3.46)
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The derivations for Equations (3.44)-(3.46) follow those of Archambeau et al. [2008,
2007]. Taking the symmetric variations of SSSx(t) into account led to slightly modified
expressions in Equation (3.43) compared to the work in Archambeau et al. [2008, 2007],
and improved numerical stability in practice. As a result, we can work with the fixed
point updates in Equations (3.45) and (3.46) directly, without introducing a learning rate
parameter that blends the updates with the previous value of the variational parameters
AAA and bbb, as was done in Archambeau et al. [2008, 2007].

The inference algorithm involves solving the set of coupled ODEs in Equation (3.4)
and Equations (3.43)-(3.46) using the conditions mmmx(0) = mmmx,0, SSSx(0) = SSSx,0 and
λλλ(T ) = 0, ΨΨΨ(T ) = 0. In principle, it is possible to use any ODE solver to do this. In
this work, we choose to solve Equation (3.4) using the forward Euler method with fixed
step size ∆t to obtain mmmx and SSSx evaluated on an evenly spaced grid. Similarly, we
then solve (3.43) and (3.44) backwards in time to obtain evaluations of λλλ and ΨΨΨ. The
solutions from the ODEs can then be used with Equations (3.45) and (3.46) to obtain
evaluations of AAA and bbb on the same time-grid used for solving the ODEs.

Evaluating the expectations of the terms involving fff with respect to qx and qf only
involves computing Gaussian expectations of covariance functions and their derivatives.
Let UUU =

[
uuu1 . . . uuuK

]
and 〈UUU〉qu = MMMu, such that we can define (M + L+ LK)×K

matrices stacking all inducing variables, zero function values, and Jacobians as

UUUu,fs,J =




UUUu

000

JJJ
(1)
s

...
JJJ

(L)
s



, 〈UUUu,fs,J〉qu = MMMu,fs,J =




MMMu

000

JJJ
(1)
s

...
JJJ

(L)
s




(3.47)

The required expectations can then be evaluated as

〈fff(xxx)〉Tqxqf =
〈
aaaθz(xxx)

〉
qx
MMMu,fs,J (3.48)

〈
∂fff(xxx)

∂xxx

〉T

qxqf

=
〈
∇xaaaθz(xxx)

〉
qx
MMMu,fs,J (3.49)

and

〈
fff(xxx)Tfff(xxx)

〉
qxqf

=
∑

k

〈
f2
k (xxx)

〉
qxqf

(3.50)

= κ(xxx,xxx′) + Tr

[(〈
UUUu,fs,JUUU

T
u,fs,J

〉
qu
− Kθzz

)
〈aaaθz(xxx)Taaaθz(xxx)〉qx

]

The above expressions still involve computing expectations of covariance functions
and their derivatives, which can be computed analytically for choices such as the
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exponentiated quadratic covariance function.
We update the initial state values mmmx,0 and SSSx,0 using the same procedure as that

described by Archambeau et al. [2008, 2007]. Given the function evaluations on the
inference time-grid, we use linear interpolation to obtain function evaluations of mmmx and
SSSx at arbitrary time points. The full inference algorithm involves solving a set of ODEs
forward and backward in time, which we do using the forward Euler method.

3.4.2 Learning

3.4.2.1 Dynamics

The only terms in Equation (3.23) that depend on parameters in fff are the expected KL-
divergence between the prior and approximate posterior processes and the KL-divergence
relating to the inducing variables for fff , which are jointly quadratic in the inducing
variables and Jacobians. Thus, given mmmx(t), SSSx(t), AAA(t) and bbb(t), we can find closed
form updates for the Jacobians and variational parameters relating to fff . For SSSku the
update is of the form

SSSku =

(
ΩΩΩ−1
u +

∫

T
dt[〈aaaθz(xxx)Taaaθz(xxx)〉qx ][u,u]

)−1

(3.51)

with ΩΩΩu = KKKzz − K̃KKzsK̃KK
−1
ss K̃KKsz and where the operation [X][u,u] selects the first M ×M

block of X. The inducing variable means and Jacobians around the fixed-point locations
can be updated jointly as

[
mmm1
u . . . mmmK

u

JJJ1 . . . JJJK

]
= BBB−1

1 (BBB2 −BBB3) (3.52)

with

BBB1 =

(
Ω̃ΩΩ +

∫

T
dt
[
〈aaaθz(xxxxxxxxx)Taaaθz(xxx)〉qx

]
[uj,uj]

)
(3.53)

BBB2 =

∫

T
dt

[〈
aaaaaaaaaθz(xxxxxxxxx)

〉
qx

]T

[:,uj]

〈fff q〉Tqx (3.54)

BBB3 =

∫

T
dt

[〈
∇xaaaaaaaaaθz(xxxxxxxxx)

〉
qx

]T

[:,uj]

SSSxAAA
T (3.55)

Ω̃ΩΩ =

[
ΩΩΩ−1
u −ΩΩΩ−1

u GGG

−GGGTΩΩΩ−1
u GGGTΩΩΩ−1

u GGG

]
,GGG =

[
K̃KKzsK̃KK

−1
ss

]
[j,j]

(3.56)

where [X][uj,uj] selects the first M ×M and last LK × LK block of X, [X][:,uj] selects
the first M and last LK columns of X, and [X][j,j] selects the last LK × LK block
of X. The one-dimensional integrals can be computed efficiently using, for instance,
Gauss-Legendre quadrature. Closed form updates for the classic sparse variational GP
approach for modelling fffffffff without further conditioning on fixed points and Jacobians
and linear dynamics are given in Appendix A.3.
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3.4.2.2 Output Mapping and Hyperparameters

The only term that depends on the parameters CCC and ddd in (3.23) is the expected log-
likelihood. Depending on the choice of likelihood, the optimal update may be available
in closed form. Otherwise, parameter updates may be found by direct optimisation of
the variational free energy. In the case of a Gaussian likelihood, the closed form updates
are given by

CCCnew =

(∑

t

(yyyt − ddd)mmmT
t

)(∑

t

(SSSx,t +mmmx,tmmm
T
x,t)

)−1

(3.57)

dddnew =
1

T

∑

t

(yyyt −CCCnewmmmx,t) (3.58)

Similarly, the covariance function hyperparameters and fixed point locations are
learnt by maximising the variational free energy. The inducing point locations can also
be included here, though we chose to hold them fixed on a grid for all examples shown.

3.4.3 Computational Complexity

The main costs of the algorithm come from evaluating GP predictions at a set of input
points, and solving the ODEs (3.43)-(3.44). Computing the GP predictions using the
basic sparse inducing-point approach scales cubically in the number of inducing points,
the number of fixed points and the number of entries in the Jacobians, but scales linearly
in the number of input points. Solving the ODEs using simple forward Euler integration
achieves linear time complexity. In principle, adaptive ODE solvers could achieve a
lower cost. Similarly, recent advances in scalable sparse Gaussian Process methods could
improve on the cubic dependence on the inducing points. Hence, the cubic cost relating
to the candidate number of fixed points could be viewed as the intrinsic cost of our
description of the dynamics, while the costs relating to integrating ODEs and computing
sparse Gaussian Process predictions could be improved.

3.5 Applications

We apply our algorithm to data generated from different nonlinear dynamical systems.
In all experiments, we choose an exponentiated quadratic covariance function in the prior
over the dynamics fff and initialise the inducing point means and Jacobian matrices at
zero. Each fixed point observation’s uncertainty is initialised with a standard deviation
of 0.1. We generate CCC and ddd by drawing their entries from Gaussian distributions unless
otherwise stated, and initialise our algorithm at these parameter values. For inference, we
solve the ODEs Equations (3.43)-(3.46) using the forward Euler method with ∆t = 1ms.
Unless stated otherwise, the link function is the indentity g(z) = z.
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Figure 3.2: Double-well dynamics. a: Two example dimensions of the output process
on two different trials. The dots represent the observed data-points of the noisy output
processes plotted in faint lines. The solid blue/green traces are the inferred posterior
means with ±1 posterior standard deviation tubes around them. b: True and inferred
latent SDE trajectory for the same example trials as in a. The red traces represent the
posterior means with ±1 posterior standard deviation tubes around them, black traces
show the true latent SDE path. The black dots indicate the times when observations of
yyy were made. c: True and learnt dynamics together with the learnt fixed-point locations
and tangent lines. Stable fixed points are shown in black, unstable ones in magenta.
The uncertainty about the fixed point observation is illustrated using grey error bars
representing ±1 standard deviation. Only the additional fourth fixed point is associated
with high uncertainty. d: True vs. learnt model parameters CCC and ddd.

3.5.1 Double-well dynamics

We first demonstrate our method on the classic one-dimensional double-well example,
where the latent SDE evolves with drift f(x) = 4x(1−x2). We simulate data on 20 trials
with multivariate Gaussian outputs of dimensionality N = 15 with unknown variances
0.25, and observe the output process at 20 randomly sampled time-points per trial. We
chose 8 evenly spaced inducing points in (−3, 3) for f . While the true dynamics have
three fixed points, we condition the prior on f on four fixed points and use the method
outlined in section 3.3.2 to automatically select the correct number. The results are
summarised in Figure 3.2, demonstrating that our algorithm can successfully perform
inference and interpretable learning of the SDE path and dynamics, respectively, and
does not move away from the good initial location for the model parameters CCC and ddd.

3.5.2 Van der Pol’s oscillator

Our next example examines a two-dimensional system where the dynamics contain a
limit cycle around an unstable fixed point. The dynamics are given by

f1(xxx) = ρτ

(
x1 −

1

3
x3

1 − x2

)
, f2(xxx) =

τ

ρ
x1 (3.59)
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with a time constant τ . We generate data from (3.1) using these dynamics with
ρ = 2, τ = 15, N = 20 output dimensions and Gaussian measurement noise with
unknown variances 2.25 on 20 repeated trials. We use 5 × 5 inducing points evenly
spaced in (−2, 2). The results are summarised in Figure 3.3, demonstrating that our
description of the dynamics successfully captures the limit cycle of the generative
dynamics.
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Figure 3.3: Van der Pol’s oscillator. a: Streamline plot of the true dynamics together
with nullclines and the unstable fixed point. b: Density plot of the locations visited by
the latents across all trials used for learning in red, and streamline plot of the learnt
dynamics with the location of the learnt fixed point. The eigenvalues of the learnt
Jacobian matrix indicate that the fixed point is unstable. c: Three example dimensions
of the output process. The dots represent the observed data-points of the noisy output
process. The solid traces show the the posterior means with ± 1 standard deviation
tubes around them. d: The true latent SDE path together with the posterior mean
± 1 posterior standard deviation of each latent dimension. Black dots represent the
locations where the 20 measurements of the output process were made.

3.5.3 Neural population dynamics

This example demonstrates our algorithm under multivariate point-process obser-
vations. We model the intensity functions of the nth output process as ηn(t) =

exp(
∑K

k=1Cnkxk(t) + dn). Conditioned on the intensity function, the φ(n) observed
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Figure 3.4: Neural population dynamics. Left: simulations with parameter settings
b1 = 1.9, b2 = 0.5, z1 = 3, z2 = 3.9, w11 = 10, w12 = 5, w21 = 9, w22 = 3. Right:
simulations with parameter settings b1 = 0.4, b2 = 0.6, z1 = 1.7, z2 = 7, w11 = 20, w12 =
16, w21 = 21, w22 = 6. a: Raster plot of the observed spike times for a population of 50
neurons for an example trial. b: Example paths through the two-dimensional latent
space on the same trial as A, together with a density plot of latent locations visited
across all trials that were used for learning the dynamics, shown in red. c: Streamline
plots of the true dynamics together with their fixed points and nullclines for each latent
dimension. Stable fixed points are black, unstable ones are magenta. d: Same density
plots as in b together with streamline plots of the learnt dynamics and learnt fixed
points. The fixed point stability is shown as indicated by the eigenvalues of the learnt
Jacobian matrices.

event-times ttt(n) are generated by a Poisson process with log-likelihood

log p(ttt(n)|ηn) = −
∫

T
ηn(t)dt+

φ(n)∑

i=1

log ηn(t
(n)
i ) (3.60)
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In contrast to the Gaussian observation case, the first term in the log-likelihood above is
continuous in ηn(t) and the absence of events is also informative towards the underlying
intensity of the process.

An interesting application for this setting lies in neural data analysis, where data
may be available as a set of spike times of a population of simultaneously recorded
neurons jointly embedded in a circuit involved in performing a computation. In fact,
studying neural population activity as a dynamical system has gained increasing traction
in the field of neuroscience in recent years [Macke et al., 2011, Shenoy et al., 2013a,
Pandarinath et al., 2018b], and data analysis methods that can obtain such descriptions
are thus of great interest.

We simulate a two-dimensional latent SDE using the dynamics fk(xxx) = −xk +

σk(wk1x1 − wk2x2 − zk) for k = 1, 2, where σk(x) = (1 + exp(−bkx))−1. Depending
on the choice of parameters bk, wkj and zk the dynamical system will exhibit different
properties. We explore the two regimes where the system either has two stable and one
unstable fixed points (Figure 3.4c left) or exhibits a single stable spiral (Figure 3.4c
right).

We simulate data from 50 neurons on 25 trials for each of the two parameter regimes
for bk, wkj and zk. Figure 3.4a shows example neural spike trains under the two
regimes. Figure 3.4b illustrates sample paths through the latent space under the different
dynamical regimes, together with the density of latent locations visited across all trials.
In both settings, we initialise our algorithm with three fixed points and inducing points
placed on an evenly spaced 4× 4 grid in (−0.25, 1.25), and hold the parameters relating
to the output mapping constant. Figure 3.4d shows the estimated flow fields in both
settings, together with the location of the fixed points and their stability as indicated
by the eigenvalues of the Jacobian matrices. In both settings, our method successfully
recovers the main qualitative distinguishing features of the dynamics. In the regime
where the dynamics are conditioned on three fixed points but the generative system
only contains one, the two additional fixed points will either be associated with higher
uncertainty or move to regions where no or little data was observed, as indicated by the
superimposed density plots.

3.5.4 Multistable chemical reaction dynamics

This example is based on the dynamical system in Ganapathisubramanian [1991], which
describes nonlinear dynamics of two species of iodione in the iodate-AS(III) system
under imperfect mixing by coupled first-order ODEs of the form

dbI−cA
dt

=
(
kabI−cA + kbbI−c2A

) (
S0 − bI−cA

)
+
F1bI−c0
VA

− (F3 + F4)bI−cA
VA

+
F4bI−cD
VA

dbI−cD
dt

=
(
kabI−cD + kbbI−c2D

) (
S0 − bI−cD

)
+
F4bI−cA
VD

− F4bI−cD
VD
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To generate the simulations, we use the parameter settings

bI−c0 = 4.4× 10−5 k0 = 2.7× 10−3

VA = 40 F4 = 3.25× 10−3

VD = 1 F3 = k0Va

ka = 2.1425× 10−1 F1 =
1

2
F3

kb = 2.1425× 10−4 F2 =
1

2
F3

S0 =
1

2

(
bI−c0 + 1.42× 10−3

)

We use these ODEs to describe fff and generate data according to Equation (3.1)
with high-dimensional Gaussian observations representing spectroscopic measurements,
which can approximately be described as a linear mapping from concentrations based on
the I− and IO−3 absorption spectra provided in Kireev and Shnyrev [2015]. We simulate
data on 20 trials with different initial conditions, collecting 50 unevenly spaced samples
from 13 spectroscopy measurements on each trial. Figure 3.5 shows observed data and
the latent SDE path on an example trial, as well as the true and estimated dynamical
portraits.

3.6 Discussion

In this chapter, we have introduced a flexible and general variational Bayesian framework
for the interpretable modelling of a continuous-time latent dynamical process from
intermittent observations. Using a suitable GP prior, we integrate over a nonparametric
description of the system dynamics, conditioned on its fixed points and associated
local Jacobian matrices, thus both avoiding the need to assume a specific parametric
dynamical form and directly obtaining a meaningful portrait of the dynamical structure.
The approach applies to a variety of multivariate observation models, with many updates
available in closed form.

The effectiveness of the approach was demonstrated using data simulated from
a number of realistic but known nonlinear dynamical systems describing physical,
biological and chemical phenomena. In each case, it was possible to recover a meaningful
description of fixed points and nearby dynamics even when data were sparse; and an
inferred dynamical model that approximated the true systems well over large regions of
the state space.

A similar prior over dynamics could be adopted within a discrete-time model such as
the GP-SSM, albeit with a less natural interpretation of the local Jacobians. However,
real-world systems evolve in continuous time, and in some contexts available observations
do not arrive at discrete sample times. Retaining a continuous-time model means that
the variational posterior over latents can be described by a system of coupled ODEs.
While the solution of these may incur a discretisation error, this is a numerical issue
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Figure 3.5: Multistable chemical reaction dynamics. a: Streamline plot of the concen-
tration dynamics for two species of iodine, together with nullclines and fixed points.
Stable fixed points are black, unstable ones are magenta. b: Learnt dynamics and fixed
points with stability determined by eigenvalues of learnt Jacobians. The red contour
plot illustrates the density of latent path locations across all trials used for training. c:
Example spectroscopy measurements (output process) across light wavelengths (nm). d:
Example true latent path together with the inferred posterior mean and ±1 standard
deviation tubes for each latent dimension on the same trial as c. The black dots indicate
the time points at which measurements were taken.

related to the choice of ODE solver, rather than the assumption of a discretised model.
Indeed, the ODE solution can exploit an adaptive step size in a way that would be
impractical within a discrete-time model.

Our work also differs from other GP-based approaches to time series modelling,
where each dimension of the process xk(t) is modelled via an independent GP [Damianou
et al., 2011, Duncker and Sahani, 2018]. In this case, the prior on xxxxxxxxx(t) evaluated at
any finite set of points can be described by a multivariate Gaussian distribution, which
greatly simplifies the inference. However, this cannot capture correlations across the
dimensions of the latent process and thus comes at a loss of the descriptive power.

The variational inference approach for SDEs from Archambeau et al. [2007, 2008]
relied on a Gaussian observation model and known dynamics [Archambeau et al., 2007],
or a known parameterisation of the dynamics [Archambeau et al., 2008], both of which
are restrictive. Here, we have extended the inference approach to handle a wider class
of observation models, as well as a nonparametric GP description of the dynamics.
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Batz et al. [2018] also use a GP to model the drift function of an SDE. However, they
consider the setting where dense or sparse observations of the SDE path are directly
available, while we treat the entire SDE output as latent. Furthermore, the interpretable
nonparametric representation of the SDE dynamics in terms of their fixed points and
local Jacobian matrices is novel.

While we have demonstrated our algorithm in the setting of unevenly sampled
multivariate Gaussian and multivariate point process observations, the inference approach
extends readily to other stochastic processes typically considered challenging to model,
such as marked point processes. We therefore expect this approach to have diverse
applications, ranging from neuroscience to chemistry and finance.

For neuroscience applications of the algorithm, the ability to include interpretable
features like fixed points and Jacobians directly as model parameters should be particu-
larly interesting. This eliminates a second stage of estimating these features only after
having already learned the dynamics, and also draws closer connections to theoretical
models implementing low-dimensional hypotheses about computation in network models.



Chapter 4

Interpreting population responses
to circuit perturbations

Chapters 2 and 3 presented methods for the analysis and characterisation of neural
population activity during normal, task-related activity. Studying population activity as
a dynamical system provided a framework for connecting neural activity to hypotheses
about computations and identifying from data how these may be implemented within
the recurrent circuit. Dynamical systems also make predictions about how the neural
state evolves in time, and how changes to the network state will affect future neural
activity. Thus, direct perturbations of neural activity during a controlled behaviour
provide a compelling experimental tool to directly probe hypotheses about computation
in population dynamics.

This chapter presents analyses on motor cortical population activity that was recorded
by Dan O’Shea and Werapong Goo in Krishna Shenoy’s laboratory at Stanford University.
Optogenetic excitation was delivered to excitatory cells to manipulate neural activity in
M1 and PMd of macaques engaged in an instructed-delay center-out reaching task. The
work presented in this chapter draws connections between data-analysis and mechanistic
models, by extending conventional linear dynamical system models to incorporate
circuit-level features like excitatory and inhibitory cell type structure, Dale’s law and
sparsity constraints on network connectivity. The resulting model is applied to interpret
neural activity in response to optogenetic perturbations. Having access to a mechanistic
interpretation of model components makes it possible to provide theoretical justification
for observed response features. The work is the result of a long-term collaboration with
Dan O’Shea and Krishna Shenoy at Stanford University, who designed and carried out
the experiments, and contributed to the ideas presented in this chapter. The analyses
and figures relating to the experimental design (section 4.2) and the quantification of
the behavioural and neural effects of the perturbation (section 4.3 and parts of 4.4) were
conceived by Dan O’Shea and are included to provide context for the later modelling
work.

69
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4.1 Introduction

The hypothesis that neural populations perform computations through the dynamical
evolution of activity has been particularly influential in the context of motor control.
Here, it has been proposed that the local dynamics of motor cortical circuits are set up
to produce specific activity patterns in order to produce the desired muscle activations
downstream [Shenoy et al., 2013b]. Within this framework, neural activity during motor
planning has been proposed to evolve in order to set an initial condition for a transition
to movement-related activity with different dynamics [Churchland et al., 2010, 2012].

Dynamical systems have provided a theoretical framework for interpreting response
features of neural data recorded during reaching tasks. These include the multi-phasic,
heterogenous responses of single motor cortical neurons [Churchland et al., 2012], orthog-
onal structure across activity-defined subspaces during motor preparation and execution
[Kaufman et al., 2014, Elsayed et al., 2016], or condition-invariant components of the
response hypothesized to reflect a transition between preparatory and movement-related
dynamics [Kaufman et al., 2016]. Dynamical models fit to data have been shown to be
good descriptions of recorded neural activity [Pandarinath et al., 2018b], and artificial
dynamical systems trained to produce electromyography (EMG) recordings have been
shown to share response features with neural data [Sussillo et al., 2015].

While the above results are consistent with a dynamical systems view of motor
control, a more direct test would be to change neural activity through a perturbation and
measure its effects on the future evolution of activity within the circuit and on behaviour.
Intracortical electrical micro-stimulation in primary motor cortex has been shown to evoke
behavioural responses ranging from arm twitches [Asanuma and Sakata, 1967] to complex
movements [Graziano et al., 2002]. Furthermore, disruption of preparatory activity due
to sub-threshold intracortical microstimulation delayed the initiation of an upcoming arm
reach in macaque [Churchland and Shenoy, 2007]. Similarly, optogenetic perturbations in
motor areas have behavioural effects in rodent, such as freezing of the forelimb following
optogenetic excitation [Sauerbrei et al., 2020]. Optogenetic perturbations in nonhuman
primate have evoked saccades towards optogenetically excited receptive fields in primary
visual cortex [Jazayeri et al., 2012], were reliably detected in primary sensory cortex
[May et al., 2014], and biased reward learning after excitation of dopaminergic midbrain
neurons [Stauffer et al., 2016]. Optogenetic stimulation in primate motor cortex, however,
has yielded mixed behavioural outcomes. Diester et al. [2011] reported that nonspecific
optogenetic excitation in primary motor cortex did not evoke movements. Only recently,
evoked forelimb movements have been reported following excitation of primary motor
cortex in marmoset [Ebina et al., 2019] and of sulcal primary motor cortex in macaque
[Watanabe et al., 2020].

The majority of previous studies have not been able to record neural population
activity during and after administering electrical or optogenetic perturbations, though
exceptions exist in the rodent literature [Li et al., 2016, Sauerbrei et al., 2020]. The lack
of neural population data during perturbations makes it challenging to establish more
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quantitative links between a perturbation of neural activity and its behavioural effects –
or the lack thereof. The analysis of neural population recordings during perturbations
would allow to assess whether the recovery of neural activity from the perturbation
reflects signatures of an underlying dynamical system, and may allow to relate changes
in network state to differences in computational and ultimately behavioural outcome.

Here, we analyse a dataset that was recorded during optogenetic excitation of
excitatory cells in primary motor cortex (M1) and dorsal premotor cortex (PMd) of
macaques engaged in an instructed-delay center-out reaching task. Consistent with
previous findings in Diester et al. [2011], optogenetic excitation was found to not evoke
movements. This was true even though optical stimulation drove large changes in neural
firing rates, which resulted in a large displacement of the neural state within the task
activity space, defined as the principal components of neural activity in the absence
of stimulation. This displacement of the neural state decayed rapidly following the
perturbation. Motor cortical populations thus exhibited robustness to the optogenetic
stimulation – both with respect to behaviour but also the future evolution of neural
activity. On a neural population level, we hypothesise that circuit level features such as
E/I balance [Okun and Lampl, 2008, Atallah and Scanziani, 2009] and low-dimensional
structure of the recurrent dynamics may contribute crucially to the apparent robustness
to the optogenetic perturbation. To investigate this, we construct a balanced E/I network
model that expresses the low-dimensional and smooth dynamics observed in the recorded
population responses during normal task-related activity. We show that stimulation of
excitatory cells in the network also leads to a large displacement within the task activity
space, which then decays rapidly. Through analysis of the network model, we reveal
the underlying mechanisms explaining the robustness and alignment of the stimulation
responses with the task-activity space. Collectively, this work offers insights into the
constraints under which computation is embedded within neural populations and how
modern tools for targeted manipulation of neural activity engage with neural population
dynamics.

4.2 Experimental design

In order to test whether manipulation of the neural state leads to neural and behavioural
responses consistent with hypotheses around computation in dynamical systems, Dan
O’Shea, Werapong Goo and Krishna Shenoy delivered optogenetic excitation to excitatory
cells in PMd and M1, while two macaques were engaged in an instructed-delay center-out
reaching task (Figure 4.1a). On trials without stimulation, the monkey performed
normal reaches towards four different target locations. On stimulation trials, optogenetic
stimulation was delivered as a continuous pulse for 200ms at one of several different
timings relative to the reaching task (Figure 4.1b). Stimulation happened either before
the presentation of the target location (pre-trial), during the delay period after the target
was presented but before a go cue signal was delivered (delay-early), after the arrival of
the go-cue but prior to movement onset (peri-go), or after the onset of the movement
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Figure 4.1: Experimental task and stimulation timings. a: Illustration of the instructed
delay center-out reaching task. b: The stimulation was administered for 200ms at
different time points in the experiment, relative to behaviourally salient events. Pre-trial
stimulation was administered before any target information was shown to the animal.
The delay-early stimulation happened prior to the arrival of the go cue, in the planning
phase of the task. Peri-go stimulation was administered in the reaction time period,
after the go cue was shown but before the movement was initiated. For the peri-go no
delay the stimulation was also administered after the go cue, but this coincided with
the presentation of the target on the screen in the absence of a delay period. Finally,
peri-move stimulation was triggered by the onset of the movement. Different shades of
green indicate the different stimulation timings.

(peri-move). Using a special recording set-up allowed for simultaneous delivery of the
optogenetic stimulation and recording of neural responses in the same areas that were
stimulated (Figure 4.2).

4.3 Measured responses to optogenetic perturbations

4.3.1 Behavioural effects

Consistent with previous results on optogenetic stimulation in motor cortex of nonhuman
primate [Diester et al., 2011], but in contrast to previous perturbation experiments
delivering electrical microstimulation to motor cortical areas [Churchland and Shenoy,
2007], the optogenetic stimulation was not found to trigger muscle twitches, or changes
in the kinematic of an upcoming or ongoing arm reach (Figure 4.3a). The only significant
behavioural effect that was reported was a small increase in reaction times for the peri-go
stimulation condition (Figure 4.3b). However, this change was small relative to the total
reaction time variability, and was not on the same order of reaction time delays due to
replanning, indicated by the difference in reaction-time between peri-go trials with or
without a delay period (Figure 4.3b).
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Figure 4.2: Experimental set-up for recording neural activity and administering optoge-
netic stimulation. A virus was injected at different locations in PMd and M1, resulting
in the expression of excitatory opsin in pyramidal cells. An optrode was placed in one of
three recording sites in Monkey O, or at one recording site in Monkey Q, allowing for
simultaneous recording and stimulation of cells near the optrode. Several independent
electrodes were placed around the optrode. These were placed at different locations
across different experimental sessions in order to record from a larger sample of cells.
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Figure 4.3: Optogenetic perturbations produced only subtle behavioural effects. a: The
average hand trajectory of the monkey reaching to the four different target directions of
the experiment, together with ellipses indicating end-point-variability. Normal reaches
are shown in black, reaches on stimulation trials in green. For the peri-move condition
(bottom row) only two target directions were recorded. b: Cumulative distribution of
reaction times on peri-go and peri-go no-delay stimulation trials. A slight but statistically
significant shift in reaction time is visible on stimulation trials. This was not apparent
for the other stimulation conditions.



74 CHAPTER 4. POPULATION RESPONSES TO CIRCUIT PERTURBATIONS

Neuron distance to optrode (mm)

S
ti
m

 Δ
F

R
 (
s
p

/s
e
c
)

1 2 3 4
-50

0

50

100

150

200

250

300

0

Neural Distance (RMS)

0

sp/s

50

4 mm

Sorted Stim ΔFR By Neuron

+80

+80

-80
sp/s

+300

Pre-Trial Stim 50 ms

Stim Δ PCs
71.4%

3.0%

1.4%

1.0%

Stim 50 ms

a b

Figure 4.4: Optogenetic perturbations drove large changes in neural firing rates. a:
Change in firing rate vs. distance from the stimulation location (optrode) in mm. b:
Heatmap of change in firing rate during pre-trial stimulation in M1 of Monkey O.,
together with the leading four principal components of the stimulation response. Insets
illustrate the shape and variance in stimulation responses captured by each principal
component. Different shades of green correspond to the different stimulation timings, as
shown in Figure 4.1b.

4.3.2 Neural effects

Even though the behavioural effects of the stimulation were only subtle, the stimulation
had large effects on neural firing rates. The stimulation drove large increases in firing
rates within the recorded sample of neurons within a distance of up to 4mm from
the optrode (Figure 4.4a). The changes in firing rate were comparable in size to the
dynamical range of firing rates seen during normal task-related activity in motor cortex.
The recorded sample of neurons included both cells that were strongly excited and
slightly inhibited by the stimulation (Figure 4.4b, left). After the offset of stimulation,
the change in firing rate decayed rapidly (Figure 4.4b, right).

4.4 A low-dimensional latent variable view

A first hypothesis to reconcile the large neural effects and small behavioural effects
observed in the experiment may be that the perturbation, however large, simply does
not perturb neural activity along dimensions that are relevant for the reaching task. To
define task-relevant dimensions, we compute the leading Principal Components (PCs) of
neural activity on non-stimulated trials and denote the subspace spanned by these PCs
as the task-activity space (Figure 4.5a). If the task-activity space is low-dimensional
and the stimulation pattern is oriented randomly with respect to this low-dimensional
subspace, then it may be a reasonable hypothesis that the perturbation simply misses
the task-activity-space by chance. However, this was not the case in the recorded data.
The stimulation did affect neural activity within the task-activity space, and the change
in neural activity due to optogenetic stimulation had an above chance projection into
the task-activity space (Figure 4.5b).
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Figure 4.5: Optogenetic stimulation perturbs neural activity patterns in the task-activity
space. a: Schematic illustration of the task-activity space, defined as the direction where
the neural population produces activity during the task and obtained via Principal
Components Analysis. The distance that the stimulation moves the neural state in
the full high-dimensiomnal space is defined as ‖sfull‖, whereas the distance in the task-
activity space is defined as ‖stask‖. The task-space diameter is defined on non-stimulated
trajectories and taken to be the maximum distance between the projected neural state
at any two time points. b: Unbiased estimate of the absolute distance the stimulation
moved the neural state normalised by task-diameter. Distances are shown across the
different stimulation timings for activity recorded in M1 of Monkey O., either in the full
neural space (high-dimensional) or the task-activity space (low-dimensional). The size
of the perturbation within the task-activity space is on the same order as the task-space
diameter. c: Average stimulation distance normalised by task-space diameter in the full
neural space or task-activity space, across all stimulation sites and the two monkeys.
The different shades of green indicate the different stimulation timings, as depicted in
Figure 4.1b.
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This effect was also apparent when directly visualising the stimulation trials in the
task-activity space, where stimulation led to a large translation of the neural state
(Figure 4.6). Throughout the stimulation period, neural activity seemed to evolve in a
translated state, still sharing the main features of the non-stimulated response. After
the offset of stimulation, the population state returned to where it would have been in
the absence of stimulation within a few time-steps, with little to no effect on the future
evolution of neural activity.

Figures 4.5 and 4.6 show that the stimulation perturbs task-related activity patterns
but that the change in activity due to stimulation decays rapidly inside and outside
the task-activity space. This result is surprising in the context of a low-dimensional
latent variable view. A dynamical system explaining the slowly-varying low-dimensional
activity patterns observed in motor cortical data would have eigenvalues close to the
stability boundary (Figure 4.7 inset), which means that any inputs to the system are
expected to persist for a long time through the recurrent activity. Indeed, initialising an
LDS model fit to data from the last time point of the stimulation-period and predicting
forward in time using the learned dynamics predicts a slow decay (Figure 4.7).

The results on neural data shown so far demonstrate that motor cortical population
dynamics seem to be robust to the optogenetic perturbation. Even though there is a
large change in task-relevant activity patterns during the simulation, this effect decays
rapidly immediately following the offset of the stimulation. In addition to this, this
apparent robustness could not be explained using an LDS model, where population
activity is described through the evolution of a latent variable in a low-dimensional
subspace.

The inability of the LDS to model the stimulation responses hints at several larger
challenges that arise when trying to interpret perturbation experiments within the
framework of latent variable models. Using latent variable models in the context
of perturbations is difficult conceptually, since the direction of causation in classic
models (low-dimensional latent states driving high-dimensional neural activity) cannot
account for perturbations of neural activity influencing the latent state. However, this is
exactly what is intended when trying to administer perturbations in order to influence
computational outcomes within the circuit. Furthermore, the population as a whole
may explore new directions in activity space not captured within the low-dimensional
task-activity space computed from unperturbed activity. It may be the case that other
directions in activity space, or properties of the high-dimensional circuit play a role in
how the network recovers from the stimulation that simply cannot be captured in a
classic LDS model. In the following sections, we will explore a model that combines the
description of low-dimensional activity patterns in the recorded data with circuit-level
features that we hypothesise might contribute crucially to the neural effects we observed
empirically in neural recordings.
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Figure 4.6: Task-activity space projections of non-stimulated and stimulated activity
recorded from posterior PMd in Monkey O. a: Projection of non-stimulated activity along
the top three dimensions of the task-activity space, equivalent to the top three principal
components of the non-stimulated data. Data includes trial-averaged spike-counts for
a bin size of 10ms and starts 150ms after target onset. The orange and blue markers
indicate the time of the go cue (GC) and movement onset (MO), respectively. Each
colored trajectory corresponds to the trial-averaged activity for arm reaches to one of
four different target directions. b: Same as a but showing projections of the stimulated
activity under different stimulation timings. Faint lines show non-stimulated activity
on an equivalent delay-period condition for reference. The green shading indicates the
duration of the stimulation period.
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Figure 4.7: A latent linear dynamical system fit to non-stimulated data predicts a slow
decay of the perturbation. Same as Figure 4.5b (right), but initialising an LDS model
fit to data at the last time-step of stimulation. The inset in the top right corner shows
the eigenspectrum of the learnt linear dynamical operator in the complex plane. All
eigenvalues are slow such that any input pattern would be expected to persist in the
recurrent activity for a long time. The different shades of green indicate the different
stimulation timings, as depicted in Figure 4.1b.

4.5 An E/I network model with low-dimensional structure

To understand how optogenetic activation of pyramidal neurons interacts with dynamical
task-related activity in motor cortex, we study how an analogous pertubation affects a
discrete-time model network of excitatory (E) and inhibitory (I) units that was fit to
reproduce PSTHs recorded in M1 and PMd.

4.5.1 Model description

We develop a dynamical model of a putative subnetwork of motor cortex able to produce
the slowly-varying, low-dimensional activity patterns observed in motor cortical data,
while having a direct interpretation in terms of circuit-level properties. To do this, we
describe the temporal evolution of a set of network variables νit ∈ RN via

νit+1 = W νit + uit + ηit+1, ηit ∼ N (0,S) (4.1)

Subsets of ν reflect difference-from-baseline firing rates (and are hence allowed to go
negative) of a pool of excitatory and inhibitory neurons. The connection matrix W is
constrained by Dale’s Law and by a requirement that E and I input strength to each
unit be balanced. This results in constraints on the dynamics of the form

W =

[
WEE −WEI

W IE −W II

]
W�� � 0

∑

j

W�E
ij ≈

∑

j

W�I
ij , (4.2)

whereW�� are matrices with non-negative entries that specify the connection strengths
within (EE, II) or across (EI, IE) the pools of excitatory and inhibitory cells. The
reach target and the time of the ”go” signal are supplied by additive external inputs
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(ut), which were constant during each of the hold and movement periods, such that the
evolution of νt during each phase was determined by the autonomous dynamics of the
network. Recorded neurons are modelled as driven by combinations of network units,
so that deviations in PSTHs about their respective background levels (d) are given by
linear combinations of elements of νt according to a loading matrix (C). The network
variables are hence related to recorded firing rates yit ∈ RD via

yit = C νit + d+ εit, εit ∼ N (0,R) (4.3)

Under this specification, the model network contains more units than recorded neurons
in the dataset. Therefore, many different patterns of dynamics in the high-dimensional
system could reproduce the recorded PSTHs. However, these solutions may generally
be more complex dynamically than the recorded data, with the agreement in PSTH
reconstruction depending on precise cancellation of high-variance signals by the specific
linear weights in C. In these cases, small changes in C would generate apparent
dynamics that differed appreciably from the measured patterns. This contrasts with the
widely observed finding that motor cortical activity associated with controlled reaching
movements exhibits systematic low-dimensional dynamics that can be consistently
reconstructed from many different samples, or mixtures, of recorded neurons [Trautmann
et al., 2019, Gao and Ganguli, 2015, Gao et al., 2017, Gallego et al., 2020, Shenoy et al.,
2013a].

To ensure that the structure of the fit PSTHs was typical of the model dynamics,
we regularise the high-dimensional system as follows. We randomly selected a K ×N
rectangular projection matrix J , where N is the number of network units and K is
a dimension that suffices to capture the majority of variance in the recordings. The
row space of J defined a K-dimensional subspace of network activity, which will be
referred to as the task-dynamics space. We constrained the evolution of the network
state projected into this subspace to be unaffected by the orthogonal component of the
state. That is, we required

JW (I − J†J)νt = 0 , (4.4)

where J† = JT(JJT)−1 denotes the pseudo-inverse. Under this constraint, the evolution
of the network state projected into the subspace defined via J , can be described as

J νt+1 = J W (J†Jνt+(I−J†J)νt)+Jut+J ηt+1 = J WJ†Jνt+Jut+J ηt+1 (4.5)

which shows that the state J νt+1 only depends on activity within J at the previous
time point. Letting xt = Jνt, the dynamical evolution within the this low-dimensional
space can be described via low-dimensional, linear dynamics J WJ†. Thus, under the
constraint in Equation (4.4), dynamics in the J-defined subspace are self-contained,
with properties similar to those observed in motor cortical data. To ensure that the
model dynamics matched those observed in the recordings, we also required that the
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Figure 4.8: Schematic illustration of the high-dimensional E/I network model. The
network receives piece-wise constant task-relevant inputs, signalling hold/go timing and
target direction of the arm reach, and is trained to reproduce the recorded PSTHs on
trials without stimulation through a linear readout from network activity to data. Inputs
arrive within a pre-defined but randomly oriented subspace, the task-dynamics space.
Only activity within this subspace is used for fitting the recorded data. The linear
dynamics W of the E/I network are constrained to be self-contained, such that the
evolution of activity in the task-dynamics space does not depend on the entire network
state, but only the low-dimensional projection of the network state into this subspace.

reconstruction of the measured PSTHs be based only on the projection of the network
state into this subspace. That is, we set

C = C̃J , (4.6)

where C̃ is a M ×K matrix that can be learnt from data. Furthermore, we assume
that the inputs are low-dimensional and arrive within the J -defined subspace. We thus
assume the additional input structure

ut = J† b
c(i)
κ(t) (4.7)

κ(t) ∈ {1, 2} indicates the indices for the constant inputs supplied during the hold, or
movement period and c(i) indicates the target direction of the ith PSTH. This model
structure is illustrated in Figure 4.8. In addition to the constraints in Equations (4.4)
and (4.2), we also impose sparsity in the connectivity matrix W by constraining 75% of
its entries to be equal to zero.

4.5.2 Model fitting

We fit this model using the Expectation Maximization algorithm (EM) [Dempster et al.,
1977]. Iteratively performing inference over the distribution of hidden states νit and
learning of the model parameters, the EM algorithm implements maximum likelihood
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estimation for the model parameters. The optimisation objective of the algorithm is a
lower-bound to the marginal log-likelihood (with hidden-states integrated out) and is
often referred to as the (negative) free energy. For the model we consider here, the free
energy is given by

F =

M∑

i=1

T∑

t=1

〈log p(yit|νit)〉q +
M∑

i=1

T−1∑

t=1

〈log p(νit+1|νit)〉q +
M∑

i=1

〈log p(νi1)〉q + H[q] (4.8)

Angled brackets denote expectations with respect to a distribution q(ν1:M
1:T ) over hidden

network states and H[q] is the entropy of q(ν1:M
1:T ). The constraint in Equation (4.4) is

enforced via an added penalty term to the EM objective function. The penalty term
takes the form

L1(W ) =
ε

2
‖JW (I − J†J)‖2F (4.9)

Similarly, we encourage the E/I balance constraint in Equation (4.2) via a quadratic
penalty of the form

L2(W ) =
β

2
‖W 1‖2 (4.10)

The parameters ε and β are determining the trade-off between fitting the data and
satisfying the constraints and are increased gradually throughout the optimisation.
While it is possible to use constrained optimization approaches to implement the linear
equality constraints in Equation (4.4) and (4.2) (for example interior-point methods),
these quickly become too computationally costly for larger networks. The quadratic
penalty approach used here is more computationally efficient for large network sizes,
since gradient descent with upper- and lower-bound constraints can be used to learn W .

Our final optimization objective can be written as

F∗ = F − L1(W )− L2(W ) (4.11)

We maximise this objective with respect to the distribution over hidden states q(ν1:M
1:T )

and the model parameters Θ = {W , b1:M
κ(t) ,C,d,R}. The task-dynamics space mapping

J is sampled at random with Jij ∼ N (0, 1
N ) and is held fixed throughout model fitting.

In order to fit the model parameters Θ via EM, we exclusively use recorded PSTHs from
experimental conditions without optogenetic stimulation. At no time throughout the
model fitting procedure is the model instructed to reproduce PSTHs recorded under
optogenetic stimulation.

To fit the model, the network connections in W are initialised randomly and
independently according to the weight distribution used in Hennequin et al. [2012]
using a spectral radius of 0.85 to ensure stability, and then adjusted according to the
EM algorithm (along with the model parameters Θ) to maximise the probability of
the measured responses, while maintaining Dale’s Law, E/I balance, sparsity, and the
subspace constraints. The latent dimensionality K and change time-point for the piece-
wise constant inputs were determined via cross-validation in an LDS model with no
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connection to a high-dimensional E/I network, but otherwise analogous model structure.

4.5.2.1 Hidden-state inference

The optimal distribution q(ν1:M
1:T ) is equal to the posterior distribution of hidden-states

νit given the observed PSTHs. Computing this posterior distribution over νit is analogous
to Kalman smoothing in the presence of inputs [Minka, 1999, Byron et al., 2004]. The
output of the Kalman smoother will be the set of posterior means 〈νit〉, posterior second
moments 〈νitνit

T〉 and time-shifted posterior second moment 〈νit+1ν
i
t
T〉. The angled

brackets indicate expectations with respect to q(ν1:M
1:T ).

4.5.2.2 Parameter learning

Most of the required parameter updates are available in closed-form, and only involve
slight modifications from the solution for the classic linear dynamical system [Ghahramani
and Hinton, 1996, Roweis and Ghahramani, 1999] due to the introduction of the task-
space mapping J . The update equations are as follows:

b`k =
1∑

t 1{κ(t+1)=k}

(
J†

T
S−1J†

)−1 ∑

{i:c(i)=`}

∑

{t:κ(t+1)=k}

J†
T
S−1

(〈
νit+1

〉
−W

〈
νit
〉)

(4.12)

d =
1

TM

∑

t,i

(yit −CJ
〈
νit
〉
) (4.13)

C =


∑

t,i

(
yit − d

) 〈
νit
〉
TJT




J

∑

t,i

〈
νitν

i
t
T
〉
JT



−1

(4.14)

R =
1

TM

∑

t,i

〈(
yit −CJ νit

) (
yit −CJ νit

)T〉 (4.15)

Learning W is done by gradient descent on F∗. The E/I sign constraints are included
as upper and lower bounds on each entry Wij during the optimisation. The relevant
gradient for W is given by

∇WF∗ = S−1
M∑

i=1

T−1∑

t=1

(
〈νit+1ν

i
t
T〉 −W 〈νitνit

T〉 − J†bc(i)κ(t+1)〈ν
i
t〉T
)

(4.16)

− ε JTJW (I − J†J)− β W11T (4.17)

A given level of sparsity is enforced by pre-selecting the number of active, non-zero
connections in W at random (but always including the elements on the diagonal), and
only including these as parameters in the optimisation.
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4.5.2.3 Initial state distribution

Initial state distributions are again chosen to maximize the free energy objective function.
We assume that the initial hidden state is drawn from a distribution with νc1 ∼ N (µc0,S

c
0).

The optimal update can be shown to take the form

µi0 = 〈νi1〉 (4.18)

Si0 = 〈νi1νi1
T〉 − 〈νi1〉〈νi1〉T (4.19)

4.5.3 Evaluating model responses to perturbations

We seek to test the model’s responses to inputs that resemble the perturbation patterns
of the experiment. To do this, we consider a general class of input patterns that target
the excitatory sub-population. We consider stimulation patterns that target different
fractions of excitatory cells and with added noise in the stimulation-vector value for
each affected cell, representing noise in opsin expression levels. Stimulation vectors for
testing the model are generated as

si = γ|1 + 0.5 ξ| × oi (4.20)

where ξ ∼ N (0, 1), oi = 1 with probability pstim = 0.75, and oi = 0 otherwise, and
γ = 5 is the stimulation amplitude, selected to match the relative size of the stimulation
distance and task-space diameter (Figure 4.5).

We test the model by letting it evolve forward in time without noise, starting from the
learnt initial condition 〈νi1〉 on the matched non-stimulated trial. During the appropriate
time window, we introduce the stimulation input s to the dynamical system as

νi,stimt+1 = W νi,stimt + J† b
c(i)
κ(t+1) + s δ{t∈stim} (4.21)

where s is constant and applied at each time-step of the 200ms stimulation window
(during which δ{t∈stim} = 1 and outside of which δ{t∈stim} = 0).

In order to relate the stimulation responses in network space to the recorded data, we
pick a random subsample from νi,stimt and fit regression weights to predict the recorded
data on non-stimulated trials and on stimulated trials from all but one stimulation
condition. Predictions for neural responses based on the network responses to stimulation
input can then be made for the held-out stimulation condition. This step is necessary
for establishing a link between network responses and measured neural responses, since
there is no a priori relationship between the stimulation-induced translation in neural
space and in network space in the model.
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Figure 4.9: The learnt network dynamics respect Dale’s Law, and are stable and of
high rank. Shown is an example resulting from N = 1000,K = 20 fitting to data
recorded in PMdP in Monkey O. a: The entries in the learnedW respect Dale’s law and
imposed sparsity constraints. b: Eigenvalues of the learnt dynamics in the complex plane.
Blue indicates eigenvalues that coincide with those of JWJ† and hence implement the
task-related dynamics. Grey indicates eigenvalues associated with the rest of the system
not involved in implementing the task-related dynamics.

4.6 Results

4.6.1 Network dynamics capture activity patterns in recorded data

The network model was trained to reproduce the recorded PSTHs on non-stimulated
trials, subject to E/I structure, Dale’s law and subspace constraints on the dynamics.
An example dynamics matrix W resulting from this optimisation is illustrated in Figure
4.9. The learnt matrix W has positive and negative columns, corresponding to the
connections made by excitatory and inhibitory cells in the network, respectively, as
well as a sparse connectivity with 75% of connection weights being set to zero (Figure
4.9a). The learnt W is stable, with all of its eigenvalues lying within the unit circle
in the complex plane (Figure 4.9b). Notably, W is not a low-rank matrix. It has
structured, slow eigenmodes in the space defined through J (task-dynamics space),
but maintains features of the random connectivity that was used for initialisation in
dimensions that were not informed by data (nontask-dynamics space, defined as the
orthogonal complement of J) (Figure 4.9b).

We use the learnt dynamics, initial conditions, and piecewise-constant inputs to
model the noiseless evolution of the network on a given experimental condition. The
network model is able to capture the slowly varying activity patterns observed within
the neural data in this way (Figure 4.10).

While the E/I network model is more complex than a classic LDS, the subspace
constraints prevent the model from using this extra complexity towards overfitting on
training data. Figure 4.11 shows the fraction of signal variance explained on training
data, and on a condition with a 400ms delay period that was not used during training
and is instead used as test set. To evaluate the test set performance, we freeze all
model parameters and run inference over the network variables νt and learn an initial
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Figure 4.10: Network dynamics capture activity patterns in recorded data without
stimulation. Same as Figure 4.6a, showing the PSTHs for the four different target
directions (where target direction is indicated by the color of each line) of the arm
reaches, together with the time of the go cue (GC) and movement onset (MO). In
addition to the noisy PSTHs, the smooth model predictions when initialising at the
learnt initial conditions and predicting forward in time using the learnt linear dynamics
W and inputs are shown.

condition. Predictions are obtained by using the learnt model parameters (not informed
by test data) to evolve the network state forward in time, starting from the learnt initial
condition. Both the LDS and the E/I network model capture a large amount of signal
variance on training and test data, indicating that both models successfully capture
the underlying activity patterns in motor cortical data. Even though the E/I network
model is more complex, and has a more constrained solution space than the LDS, it is
comparable in its ability to fit the data well. The signal variance in the data is computed
by taking differences between spike counts on randomly sampled single trials to compute
an estimate of the noise variance, and subtracting this estimate from the total variance
[Kobak et al., 2016].

In addition to fitting the recorded PSTHs, the task-related activity in the network
units νt only explores few dimensions in network space, qualitatively matching the low-
dimensional structure observed in the recorded neural activity. In order to quantify that
both data and model exhibit low-dimensional structure, we ask whether the variance in
population activity is concentrated in few dimensions. Figure 4.12 shows the cumulative
fraction of signal variance captured per dimension for the different datasets, as well as
random subsamples from the network of the same size as recorded units. Both data and
model capture a large fraction of signal variance using only few dimensions.

4.6.2 Network dynamics reproduce stimulation responses of recorded
data

We next evaluate the network responses to additive perturbations of the excitatory units
in the network. Optogenetic stimulation was modelled with additive noisy, positive input
patterns targeting random subsets of excitatory cells in the E/I network. We found that
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Figure 4.12: Low-dimensionality of neural data and the task-related responses of an
example E/I network, illustrated by the cumulative fraction of signal variance captured.
Shown are the 25 dimensions capturing most signal variance in the data, or in a random
sample of units in the network. The size of the sample from the network was chosen
to match the data dimensionality. The cumulative fraction of signal variance for the
network is averaged across 100 random samples and shaded areas indicate 2 standard
deviations around the mean.
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Figure 4.13: Leading four principal components of example model responses to a random
positive stimulation input targeting a subset of the excitatory cells in the E/I network.
The loading of these response patterns onto the network units, together with the
percentage of variance in stimulation response explained is shown on the right. The
loading of the top stimulation response pattern is positive across all units in the network.
The stimulation responses of the model are qualitatively similar to those of the recorded
neural data shown in Figure 4.4b.

the network response to such inputs reproduced the qualitative features of the recorded
data without any further adjustment of the dynamics. Firing rate deviations developed
over the first 2-3 time-steps of the dynamical system, reflecting the propagation of the
stimulation influence from directly excited cells to the rest of the network. Following
this brief dynamical onset, the largest component of the stimulation response reached
a largely sustained pattern of activity, increasing activity in both E and I units in the
network. The overall response included both activation and suppression of individual
units and was equivalent for all epochs of optogenetic input due to the linearity of the
model (Figure 4.13).

As in the recorded data, the perturbation had a much greater projection into the
leading dimensions of task-related variance than would be expected by chance (Figure
4.14), and the majority of the perturbation decayed rapidly after the stimulation input
disappeared, despite the apparent overlap with task-related variance (Figure 4.14a).

We also found that, even though they had not been used to fit the network connection
matrix, the specific patterns of stimulation response seen in the measured data could be
reconstructed linearly from random sparse subsamples of the network variables at the
same time as the task-related PSTHs. The reconstructions were quantitatively robust,
generalising to held-out combinations of reach target and optogenetic stimulation timing
(Figure 4.15), and capturing a large fraction of the total variance in the held-out reach
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Figure 4.14: Network responses to additive perturbations of excitatory units align with
the network task-activity space. a: Analogous to Figure 4.5b, but using the stimulation
responses of an example E/I network model trained to reproduce the recorded PSTHs of
Monkey O. M1. Shown are the mean stimulation responses to 100 random stimulation
patterns targeting excitatory cells of the network, with ± one standard deviation shading.
b: Analogous to Figure 4.5c, showing the mean ± one standard deviation across 20
different model fits with different random initialisations for W and different random J ,
and 100 random stimulation patterns supplied to the network. Due to the linearity of
the model the stimulation response is identical across the different timings.

target and optogenetic stimulation timing (Figure 4.16).

4.6.3 Mechanistic interpretation of model responses

We have shown that the network responses to optogenetic perturbations reproduce many
aspects of the responses observed empirically in recorded neural data. The effectively
parameter-free agreement between the network behaviour and the cortical measurements
suggests that the response to optogenetic activation is fundamental to balanced E/I
networks that implement low-dimensional dynamical processes. Here, we provide further
analysis of network properties to support this view.

Figure 4.17a shows the impulse response norm of random or trained E/I networks
to randomly chosen stimulation patterns (Figure 4.17a left), and the network response
norm to a random Gaussian input pattern either drawn in the full network space (Figure
4.17a middle), or constrained to live inside the task-dynamics space defined via J (Figure
4.17a right).

We can understand the robustness in the network in terms of the random stimulation
pattern only having a K

N by-chance projection into the K-dimensional subspace J , where
the slow, task-relevant dynamics are sensitive to inputs. In the large N limit, any random
perturbation will only interact with the unstructured dynamics outside of J , since the
self-containment in Equation (4.4) prevents coupling of responses from outside J into
any of the slow modes of the system within J over successive time-steps. Similar to the
responses observed under random unstructured E/I connectivity, random inputs decay
as a sum of exponentials in the learned E/I network dynamics (Figure 4.17). Overall,
for a low-dimensional, self-contained task-dynamics space embedded in a large network,
the probability of a random input perturbing the slow and structured eigenmodes of the
network dynamics will vanish.
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Figure 4.15: Same as Figure 4.6b, showing the PSTHs computed on stimulation trials
for the four different target directions (where target direction is indicated by the color of
each line) of the arm reaches together with the time of the go cue (GC) and movement
onset (MO). In addition to the recorded data, the predicted stimulation responses in
the neural data projected along the top three dimensions of the task-activity space are
shown. Predictions are based on a random sample of 50 units from network. The activity
patterns of these units are used as covariates to fit a linear regression from network
samples to recorded data. We include PSTHs from all experimental conditions except
those of one of the stimulation timings (and all target directions of this timing). The
network responses on the held-out timing and the learnt regression weights are used to
obtain the prediction for the neural responses to optogenetic stimulation. The shown
examples are using data from Monkey O. PMdP.
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Figure 4.16: Fraction of total variance explained on heald-out stimulation timing via
reconstruction from sparse subsamples of model units. The time-varying activity of a
randomly chosen subsample is used as covariates for fitting a set of linear regression
weights to model the recorded neural activity on non-stimulated data and all but one
stimulation timing. Shown are the mean ± one standard deviation of the fraction of
predictable variance explained in the PSTHs of the held-out stimulation timing. These
are computed across 20 different E/I networks, 100 random stimulation patterns and 100
random samples of 50 units from the 1000 dimensional network. The different shades of
green indicate the different stimulation timings, as depicted in Figure 4.1b.

The other components of the impulse response in Figure 4.17 can be understood in
terms of the properties of a balanced E/I network. Balanced E/I networks are non-normal
dynamical systems in which perturbations along a “differential” mode of contrasting
deviations in E and I activity are transiently amplified into a “common” mode of E/I
co-activation, which then decays rapidly [Murphy and Miller, 2009, Hennequin et al.,
2014, Goldman, 2009]. We found that this pattern of dynamics necessarily dominated
the amplification of random perturbations along the differential mode (i.e. targeting
only E cells in the population), even for networks optimised to implement systematic
long-time-scale dynamics, such as those describing the slow evolution of activity patterns
in motor cortex. We can see that this structure is necessitated based on the sign pattern
in the dynamics and the stimulation input:

Ws =

[
+ −
+ −

][
+

0

]
=

[
+

+

]
(4.22)

In addition to amplification along a co-activation pattern dominating the stimulation
response, we also found that the network produced response variance along this direction
during normal task-related activity in the absence of stimulation related inputs (Figure
4.18).

This behaviour explains why the network showed a large projection of the stimulation
response into the task-activity space, while at the same time being robust to the
stimulation. To better understand why this structure arises in the network, we consider
the singular value decomposition of a general dynamics matrix W satisfying Dale’s law
sign constraints. Using the singular value decomposition, the dynamics matrix can be
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Figure 4.17: Impulse response of E/I network dynamics to different random input
patterns. a: The impulse response of the an example W obtained via fitting our
E/I network model to data from Monkey O. PMdP, together with the response of a
random Dale’s law matrix with independent and identically distributed weights, sampled
according to Hennequin et al. [2012] with connection probability p = 0.25 and spectral
radius R = 0.95, as well as enforced E/I balance post-hoc (leading to slight violations of
Dale’s law). The response to a random stimulation pattern is characterised by an initial
amplification, followed by a decay. Unlike the random Dale’s law matrix, the learned
dynamics can exhibit sustained activity patterns when inputs patterns are drawn within
the task-dynamics space J . Shown is the mean response and ± one standard deviation
across 100 randomly drawn input patterns. b: The same as a but showing the norm of
the projection of the network responses into the task-dynamics space J . The projections
are at chance level for random input patterns drawn in the full, high-dimensional network
space.
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Figure 4.18: Network task-related variance in different subspaces. a: The cumulative
fraction of variance that the network produces during task-related activity. To produce
task-related activity, the network is initialised at the learnt initial condition and evolves
forward in time using the learned dynamics and inputs within the task-dynamics space
defined through J . The total cumulative fraction of variance is captured in the task-
activity space, defined as the leading principal components of the network activity
(magenta). A large fraction of this variance lies within the task-dynamics space (blue).
The network produces additional variance in other dimensions that lie outside of the
task-dynamics space (grey). This additional variance results in the task-activity space
capturing variance that is not contained within the task-dynamics space. b: The absolute
alignment with the E/I co-activation pattern of the top 20 dimensions of the different
subspaces (ordered by variance captured) together with chance level indicated in black.
The alignment of dimensions inside the task-dynamics space J is at chance level, while
the task-activity space has an above-chance alignment with the E/I co-activation pattern.
The variance that the network produces outside of the task-dynamics space is well-aligned
with the E/I co-activation pattern. Both a and b show the mean and one standard
deviation shading for 20 networks with different random initialisations and random
choices of J .



4.6. RESULTS 93

written as

W = UΣV T =
N∑

i=1

σiuiv
T
i (4.23)

where Σ = diag(σ1, . . . , σN ) contains the singular values of W along its diagonal, and
U = [u1 . . .uN ] and V = [v1 . . .vN ] are matrices containing the orthonormal set of
left and right singular vectors, respectively. The singular vectors U and V are the
eigenvectors of the matrices WW T and W TW , respectively. The sign-constraints in
W imposed by Dale’s law, will also lead particular sign-structure in these matrices. We
have

WW T =

[
+ −
+ −

][
+ +

− −

]
=

[
+ +

+ +

]
(4.24)

W TW =

[
+ +

− −

][
+ −
+ −

]
=

[
+ −
− +

]
(4.25)

The apparent difference in sign structure in WW T and W TW illustrates the non-
normality of W : a non-normal matrix does not commute with its transpose such that
WW T 6= W TW . For any W that obeys Dale’s law WW T has strictly non-negative
entries, while W TW has strictly non-negative diagonal blocks, and strictly non-positive
off-diagonal blocks. Based on this structure, we can derive sign-constraints on the leading
left and right singular vectors of W . The leading left singular vector is chosen as

u1 = arg max
u

uTWW Tu (4.26)

To maximise this quantity, u will need to have non-negative entries and be of the general
form of an E/I co-activation pattern:

u1 =

[
+

+

]
(4.27)

This result also relates to the Perron-Frobenius theorem for non-negative matrices
[Seneta, 2006], which allows one to derive conditions for which u1 would have strictly
positive entries. Similarly, the leading right singular vector is chosen as

v1 = arg max
v

vTW TWv (4.28)

To maximise this quantity, v will need to have non-negative entries for E-cells and
non-positive entries for I-cells, taking the form of a difference pattern:

v1 =

[
+

−

]
(4.29)
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Lastly, the leading singular value is the square-root of the leading eigenvalue of WW T

or W TW . We can therefore write

σ1 =
√
uT

1WW Tu1 (4.30)

If we assume that each entry in the dynamics matrix W scales as Wij ∝ O( 1√
N

) (a
common assumption in studying random connectivity matrices linked to the stability
of the resulting dynamical system [Hennequin et al., 2012, Rajan and Abbott, 2006]),
then multiplying u1 with each column in W represents a sum over N positive terms of
O( 1√

N
). Thus, the leading eigenvalue of WW T will scale with O(N), and we arrive at

the result

σ1 ∝ O(
√
N) (4.31)

We can use these general properties of dynamics matrices obeying Dale’s law in order
to understand the alignment of the network’s task-activity space with the simulation
vector. Consider the one-time response of the network, to an arbitrary input pattern ξ:

Wξ =

N∑

i=1

σiuiv
T
i ξ (4.32)

If we now ask how much of this response will align with the co-activation pattern u1,
we have

uT
1Wξ ∝

√
N(vT1 ξ) (4.33)

This means that any small projection of an input along the difference pattern v1

will get amplified by a factor of O(
√
N) along the co-activation pattern u1. For large

network sizes, and a randomly chosen ξ ∼ N (0, I), we can show that

E[vT1 ξ] = 0 (4.34)

V[vT1 ξ] = vT1 E[ξξT]v1 = vT1 v1 = 1 (4.35)

Thus, by chance, we would expect to see variance of O(N) along the E/I co-activation
pattern in response to noisy inputs. This shows that activity along u1 may also reflect
amplified noise. In addition to this, potential coupling of response patterns into the
differential mode over multiple time-steps may further contribute towards variance along
u1.

In summary, the largest singular value (corresponding to the maximum amplification)
of any connection matrix satisfying Dale’s law scales with the square-root of the network
size, and is always associated with a left (output) row-vector in which all the elements
have the same sign, and a right (input) column-vector in which elements corresponding
to E-neurons and to I-neurons have opposite signs. The leading singular vectors will
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Figure 4.19: Schematic of alignment of E/I co-activation pattern with different subspaces.
The E/I co-activation pattern (black) is orthogonal to the task-dynamics space (blue)
but aligned with the task-activity space (magenta) computed via Principal Components
Analysis.

depend on the pattern of structured dynamics that the network implements, but the sign
constraints we have shown above apply nonetheless. These results can hence explain
why we see additional network variance long the E/I co-activation pattern, even when it
is not used to reproduce the data, or has any dynamical relevance as it decays rapidly
under E/I balance. These theoretical considerations explain why the stimulation has
an above-chance alignment with the task-activity space, even when it is misaligned by
chance with the low-dimensional task-dynamics space defined through J (Figure 4.19).

4.7 Discussion

In this chapter, we have studied the dynamics of robustness in motor cortex. We have
shown that the response properties of motor cortical neural populations during and after
optogenetic stimulation can be understood in light of network properties, like excitatory
and inhibitory cell type structure and balance, and low dimensionality. Having arrived
at a model that was able to fit low-dimensional structure in the neural data, while
also having an interpretation in terms of circuit-level features, we were able to directly
connect recorded data to more mechanistic analyses. The model we developed provided a
bridge between latent variable models fit to data, and mechanistic models that implement
computations under biological constraints in circuit coordinates. This allowed for direct
interpretation and interrogation of model components, as well as preservation of an
explicit link to recorded neural activity. Our analyses of the network dynamics revealed
theoretical insight into how and why the observed responses arise in the cortical network.

The results presented in this chapter were based on the assumption that the opto-
genetic perturbation acts as an additive input to a linear system. The linear regime
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was a good approximation in the dataset studied here. Within this linear regime, we
can derive experimental predictions based on other perturbation patterns. Responses
to non-specific excitation of both excitatory and inhibitory cells should decay faster
than the perturbation shown here, and not result in amplification in the network. Thus,
similar levels of laser power and opsin expression should yield smaller changes in neural
firing rates. Similarly, targeted excitation of inhibitory cells, or optogenetic inhibition
should have similar effects to those studied here, so long as excess inhibition does not
engage nonlinearities, such as inhibition driving neural firing rates to zero. The proposed
robustness mechanism would not extend to perturbations that engage the circuit in
such nonlinear ways. Nonlinear interactions due to inhibition pushing firing rates to
zero, or saturating nonlinearities, however, may offer an explanation for the observed
differences in behavioural effects between primates and rodents, or between using weaker
or stronger opsins in primate. It would be interesting to test in experiments whether
behavioural effects after stimulation in motor cortex are associated with neural effects
that are not well-approximated as linear and additive.

In our analyses, we have almost exclusively focussed on interpreting the robustness
on a neural population level, with little reference to the robustness that was also observed
in behavioural output. Addressing the lack of strong behavioural effects is difficult using
the data at hand, since behavioural outcome also depends on how perturbations in one
local populations affect activity in downstream areas. Robustness could be attributed to
a misalignment of the local neural response with downstream readouts, though this is not
possible to assess using single-area trial-averaged data. From a theoretical perspective,
however, the E/I co-activation mode is unreliable since activity along it may largely
reflect noise amplification. It would therefore make sense for the system to not rely on
variability along this dimension for driving behavioural readouts, consistent with our
empirical observations.

The fact that activity along the E/I co-activation mode may reflect noise amplification,
or extra variance produced in response to inputs arriving to the system also requires
revising the role of condition-invariant signals (CIS) capturing a large fraction of response
variance in motor cortical activity [Kaufman et al., 2016]. Instead of activity along this
dimensions moving the population from preparatory and movement-related dynamics, as
was hypothesised in Kaufman et al. [2016] and adapted in theoretical models in e.g. Kao
et al. [2020], this activity might be a byproduct of inputs arriving in other dimensions
of the E/I network. Due to the O(N) scaling of variance along the E/I co-activation
mode, this activity pattern may be a dominant direction of variance of task-related
activity across different experimental conditions. However, as we argued in the context
of perturbations and E/I balance, it may not necessarily have a role in shaping the
ongoing dynamics in motor cortex.

An aspect that we did not discuss so far is that the observed empirical robustness is
also consistent with a model where the local population is inheriting its dynamics entirely
from an upstream area, and optogenetic stimulation is not perturbing the dynamical
system that generates the slowly varying activity patterns that are observed in motor
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cortex. In this chapter, we have offered an explanation where robustness to perturbations
can be reconciled with a local dynamical system that evolves with slow time constants.
Given the data at hand, however, we cannot fully rule out this alternative explanation
where dynamics are inherited from elsewhere.

All in all, the work in this chapter offers insights into the constraints under which
computations are embedded within neural populations and how modern tools for targeted
manipulation of neural activity engage with neural population dynamics. Having
theoretical frameworks for assessing how perturbation engage the circuit dynamics, and
what responses one may expect as a result, will ultimately help to design more effective
perturbations for directly assessing the relationship between changes in neural activity
and computational outcome.
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Chapter 5

Dynamical noninterference for
robust computation and learning

In previous chapters, we have already seen that cortical population activity appears to
be highly structured across tasks, and that low dimensionality and orthogonality have
been important themes. Another striking feature of neural population activity is that
activity-defined subspaces are often organised in specific ways across tasks, tasks epochs,
or cortical areas. For example, motor preperatory activity has been reported to evolve
in a subspace largely orthogonal to movement-related activity in premotor and primary
motor cortices [Elsayed et al., 2016, Kaufman et al., 2014]. Similarly, motor cortical
population activity during the use of different effectors evolves in orthogonal subspaces
within the same hemisphere [Ames and Churchland, 2019]. In visual cortex, simultaneous
recordings across cortical areas have revealed that only activity along a limited set of
dimensions may drive inter-areal interactions [Semedo et al., 2019]. Furthermore, it
has been reported that neural activity may change along dimensions orthogonal to
previously explored activity spaces when learning new motor skills [Sun et al., 2020].
Taken together, these findings point toward a careful organisation of low-dimensional
neural activity patterns within the high-dimensional neural state space.

In this chapter, we explore ideas relating to such a careful orgainsation in the context
of multi-task computation and learning. In contrast to previous chapters, we take a
task-optimised approach and study the dynamics of artificial recurrent neural networks
optimized to perform a number of cognitive tasks. We hypothesise that orthongoality
across activity subspaces could be a useful feature for continual learning and to minimise
interference across multiple computations relating to different tasks within the same
network. The work presented here was done in collaboration with Laura Driscoll, David
Sussillo and Krishna Shenoy at Stanford University and was published in Duncker et al.
[2020]. The multi-task set-up for training recurrent neural networks that was used in
this chapter was developed in Yang et al. [2019] and adapted by Laura Driscoll, who
contributed key analyses presented in sections 5.5.2 to 5.5.6.

99
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5.1 Introduction

Computations in the brain are thought to be implemented via the dynamical evolution
of activity within large populations of neurons. This dynamical systems view has offered
insight into computational mechanisms underlying motor control [Shenoy et al., 2013b],
decision making [Mante et al., 2013, Carnevale et al., 2015, Rajan et al., 2016] and
timing tasks [Remington et al., 2018]. In these studies, animals are trained to perform
a single task and neural population activity is typically recorded only after learning.
Little is known about how a single neural population can learn to perform multiple
computations without interference or forgetting, as new tasks are learned in sequence.

Based on recent experimental results on neural population subspace structure [Kauf-
man et al., 2014, Ames and Churchland, 2019, Elsayed et al., 2016], we hypothesize that
a careful organization of population dynamics into either orthogonal or shared subspaces
may provide a robust implementation of multi-task computations that could also prove
beneficial for sequential task learning. Similar tasks could evolve under similar dynamics
in a shared subspace, while dissimilar tasks, or dissimilar components of tasks, could
be confined to orthogonal subspaces. This organization would limit interference across
unrelated computations and could allow for dynamics within each subspace to be learned
independently.

To test and refine these ideas, we turn to training and analysis of recurrent neural
networks (RNNs). Guided by the biological solution, we develop a novel algorithm for
continual multi-task learning in RNNs. Our approach is based on a modification of the
stochastic gradient descent (SGD) update to the network weights. Our learning rule
aims to preserve network dynamics within subspaces used for previously learned tasks,
and encourages interfering dynamics to explore orthogonal subspaces when learning new
tasks.

We demonstrate our approach on networks trained to perform multiple tasks akin
to those studied by neuroscientists in animal models [Yang et al., 2019]. Our proposed
learning algorithm outperforms previous weight-regularization-based continual learning
approaches on these tasks. We show that our learning rule encourages networks to utilize
nearly orthogonal subspaces across tasks with opposite stimulus-response relationships
that would otherwise interfere, but share subspaces for computations on similar tasks.
Shared structure across similar tasks facilitates faster learning during sequential training.
We highlight key differences in task alignment for networks trained under our sequential
approach compared with those trained simultaneously on all tasks.

Ultimately, developing better approaches for continual learning in RNNs will provide
new tools to investigate the organization of dynamics across tasks, and will aid the
development of hypotheses about and comparisons with multi-task computation in the
brain.



5.2. BACKGROUND 101

5.2 Background

5.2.1 Multi-task learning and catastrophic interference

Multi-task learning requires a single system to learn from example input/output pairs
that reflect different task-specific relationships. In the simultaneous training setting, data
from all tasks are interleaved within each minibatch used for training. In the sequential
training setting, in contrast, tasks are introduced one at a time and are not repeated.
Thus, once learning moves on to a new task, training data from earlier tasks become
inaccessible. The key difficulty with sequential training is the problem of catastrophic
interference or forgetting across tasks [McCloskey and Cohen, 1989, Sodhani et al., 2020,
Parisi et al., 2019]. When data related to different tasks arrive sequentially, the weight
updates required to improve performance on a new task can lead to changes in the
network that impair performance on previously learned tasks. Since older tasks are never
revisited, the network fails to achieve performance comparable to that attained during
simultaneous training. Furthermore, the order in which tasks are presented may affect
how well networks learn. Overcoming these challenges has been the subject of continual
learning [Parisi et al., 2019, Zenke et al., 2017, Kirkpatrick et al., 2017, Farajtabar et al.,
2019, Sodhani et al., 2020].

5.2.2 Related work

Previous work on continual learning in neural networks has mostly focused on feedforward
architectures. Previous approaches include regularisation of weight changes [Kirkpatrick
et al., 2017, Zenke et al., 2017], modification to the learning signal [Farajtabar et al.,
2019, Zeng et al., 2019, Yu et al., 2020], network architecture modification [Li et al.,
2019, Rusu et al., 2016] or memory replay [Aljundi et al., 2019, Lopez-Paz and Ranzato,
2017, van de Ven and Tolias, 2018].

The algorithm for feedforward networks in Zeng et al. [2019] is most similar to our
novel RNN proposal, and allows network weight changes only in directions orthogonal to
the space spanned by previously seen inputs. The key idea is to allow for modifications
of the network weights only along directions that are orthogonal to the subspace spanned
by all previously encountered inputs. This is done by defining a projection matrix for
task j

P j
` = I −A`(A

T
`A` + αI)−1AT

` (5.1)

where A` = [x`1, . . .x
`
n] contains all previously encountered inputs to the network layer

` and α is a small constant used for regularization. The learning update is given by

W ` ←W ` − κP j
`∇W ` (5.2)

where ∇W ` is the standard gradient descent update obtained via backpropagation. In
order to avoid having to store all input patterns encountered so far, the authors use a
recursive least squares (RLS) approach [Hayes, 1996] to computing P j

` .
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The problem of continual learning is less well-studied in recurrently connected
networks [Sodhani et al., 2020], where unique challenges arise associated with continual
learning in dynamical systems. Recurrent activity may feed back into the network over
time possibly interfering in interactions with external inputs, or activity patterns of
previously encountered tasks. Small individual weight changes can therefore have large
effects on the evolution of the hidden state over time in the trial. Consequently, the
approach in Zeng et al. [2019] does not directly extend to RNNs.

For later comparisons, we focus on the approaches in Zenke et al. [2017], Kirkpatrick
et al. [2017], which penalize changes in network weights deemed important for previous
tasks. In both approaches, an importance measure for each network parameter is used as
the weight of a quadratic regularisation term that limits changes to that parameter. These
regularization terms are added to the overall objective function to limit interference.

Elastic Weight Consolidation (EWC) was proposed in Kirkpatrick et al. [2017], and
aims to slow down learning for weights that were deemed important for previous tasks.
This is is achieved by adding an importance-weighted regularization term to the objective
function, which ties a given parameter to its value after learning a previous task. The
important weights are computed as the diagonal of the Fisher Information matrix F
evaluated at the parameter values θ∗i at the end of training on the previous task. For a
loss function L(θ), the EWC objective is given by

L(θ) = L(θ) +
λ

2

∑

i

Fi(θi − θ∗i )2 (5.3)

Synaptic intelligence was proposed in Zenke et al. [2017] and is another continual
learning approach based on weight change regularization. The method aims to coun-
teract catastrophic forgetting by trying to avoid drastic changes in important network
parameters. Importance is measured via ωµi and reflects how much the connection weight
θi has contributed to an improvement of the objective L(θ) on task k. ωµi is computed
online as the running sum of the product of the gradient of the loss with respect to the
parameters and the change in parameters throughout training. The synaptic intelligence
objective is given by

L(θ) = L(θ) + c
∑

i

Ωk
i (θ̃i − θi)2, Ωk

i =
∑

ν<k

ωνi
(∆ν

i )2 + ξ (5.4)

where θ̃i = θi(t
k−1) is the value of the weight at the end of training the previous task

and ∆ν
i = θi(t

ν)− θi(tν−1). The synaptic intelligence algorithm proposed in Zenke et al.
[2017] achieved only limited success in the RNN setting [Yang et al., 2019].
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5.3 Multi-task computation in recurrent networks

We consider an RNN, where hidden-state activity h evolves in time according to

ht+1 = φ(W recht +W inxt + ξt) (5.5)

with external input xt, uncorrelated Gaussian noise ξt, and activation function φ. The
network activity is read out via the linear mapping

yt = W outht. (5.6)

Given the external input, and starting from an initial state, the network is trained to
produce a target output time series y∗t .

Evidence from neural population data suggests that dynamical rules confined to
orthogonal subspaces could serve as structures akin to independent modules, allowing a
single network to perform different computations depending on contextual information
or variable task demands [Remington et al., 2018, Mante et al., 2013] (Figure 5.1a). In
RNNs, an analogous solution could be implemented through structure in the network
connectivity W = [W rec W in]. W could be composed as a sum of low-rank dynamics
matrices (Figure 5.1b), each structured to only produce output, or be sensitive to inputs
along specific directions in high-dimensional space. Such low-rank dynamical components
have been shown to successfully implement complex cognitive tasks [Mastrogiuseppe
and Ostojic, 2018, Dubreuil et al., 2019].

W =
K∑

k=1

Wk =
K∑

k=1

UkV
T
k (5.7)

where Wk is a low-rank component implementing a particular computation. We can
think of the Wk independently, as long as the different low-rank dynamical components
do not interfere with each other. To ensure this noninterference, we require UT

k Vk′ = 0,
for all k 6= k′, which translates into the output-space of one component being orthogonal
to the input-space of another component. For general choices of φ(h), we also require
that the non-linearity does not map the output-space Uk of one component into the
input-space Vk′ of another component, as this would cause the activity across dynamical
components to interfere with each other.

Within this framework, orthogonal structure across the input/output space of the
different components could be used to limit interference along dimensions implementing
unrelated computations. This would allow for network computations to be performed
independently and be reused across tasks. Orthogonality across different dynamical
components may also aid continual learning, since dynamics in orthogonal subspaces
could be learned independently. This organization of the network dynamics is desirable,
yet arriving at it through sequential training is challenging. There is no reason to
expect this structure to emerge without a constraint on the learning rule or network



104 CHAPTER 5. DYNAMICAL NONINTERFERENCE

a b

h1

hN

· · ·
h2

co
mp

. A

comp. B

task A1

task A2

task B1

task B2
W =

[ ]
=
∑

k Wk

Wrec Win

Figure 5.1: Multi-task computation via independent low-rank dynamics. a: Schematic of
using orthogonal subspaces to implement different network computations. Tasks of the
same class share computations (A or B) and therefore evolve in shared subspaces, while
tasks across interfering task classes evolve in orthogonal subspaces. b: W is composed
of different low-rank components Wk. Non-interference depends on the orientation of
singular vectors of each low-rank component.

connectivity. At the same time, explicit parameterization would require constraints on
the eigenstructure of the connectivity matrices, as well as setting the number and rank
of the different dynamical components a priori – all of which is difficult in practice.

5.4 Continual learning through dynamical noninterference

We propose a novel continual learning algorithm that encourages networks to organize
dissimilar dynamics into orthogonal subspaces. Consider activity patterns zk,rt =

[hk,r T
t xk,r T

t ] at time t, on trial r of task k. The zk,rt span the space of (external and
recurrent) inputs processed by the network, while Wzk,rt span the space of recurrent
output activations (prior to nonlinearity φ) that the network has generated. In the
standard SGD update, each change ∆W in the weights is proportional to the gradient
of the loss function, ∇WL. Interference from updates based on a new task arises
when the singular vectors of ∆W project significantly into the relevant input/output
space of the previously learnt W . Conversely, interference may be attenuated by
reducing this overlap in input and output spaces. Thus, we propose a modification of
the weight update that removes directions in the row and column spaces of ∆W that
align with the spaces spanned by Z1:k (input) and WZ1:k (output), respectively, where
Z1:k = [z1,1

1 , . . . zk,RT ]. Specifically, we project orthogonally to the relevant spaces using
right- and left- multiplication by matrices

P 1:k
z = I −Z1:k(Z

T
1:kZ1:k + αI)−1ZT

1:k = (α−1Z1:kZ
T
1:k + I)−1 (5.8)

P 1:k
wz = I −WZ1:k(Z

T
1:kW

TWZ1:k + αI)−1ZT
1:kW

T = (α−1WZ1:kZ
T
1:kW

T + I)−1 .

(5.9)

The small constant α ensures regularisation and invertibility; and the matrix inversion
lemma yields the final expressions in terms of the covariance Σ1:k = Z1:kZ

T
1:k. This

activity covariance matrix may be stored and incremented online after each task is
learnt, allowing the corresponding projection matrices to be computed without access to
previous activity patterns.
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Σ∗1:k =
1

k

k∑

`=1

Σ∗` =
k − 1

k

1

k − 1

k−1∑

`=1

Σ∗` +
1

k
Σ∗k =

k − 1

k
Σ∗1:k−1 +

1

k
Σ∗k (5.10)

When learning the (k + 1)th task, we use the modified learning updates

∆WCL ∝ P 1:k
wz (∇WL) P 1:k

z , ∆W out
CL ∝ P 1:k

y (∇W outL) P 1:k
h (5.11)

where we have followed analogous definitions for the readout weights update. Applying
the projection matrices on both sides of the learning update prevents interfering weight
changes along directions that span the activity space of previous tasks. Specifically,
P 1:k
z projects away interfering directions in the input space of the weight update, while
P 1:k
wz removes interfering directions of the output space. This means that large changes

can now only occur in directions orthogonal to subspaces already used for computation,
preserving the dynamics of previously learned tasks. In this way, our learning algorithm
ensures that activity patterns generated in response to inputs on previous tasks are
largely preserved throughout learning of new tasks. Computations that require dissimilar
dynamics to those that are previously learned explore new, orthogonal subspaces. Similar
tasks that can share dynamics are learned in aligned subspaces.

This is effectively implementing a solution of the same form as Equation (5.7), where
the orthogonal projections ensure that a new low-rank component required to solve the
new task – added to the system via the gradient update – will not interfere with existing
dynamics. In this way, the projection matrices are exactly implementing the constraints
on the input/output space mentioned previously in the context of Uk and Vk.

5.5 Results

We demonstrate our continual learning approach on a set of tasks previously used for
studying multi-task representations in RNNs [Yang et al., 2019]. We chose four tasks
to highlight how our proposed learning rule works on tasks with similar or opposed
stimulus-response relationships.

A delayed response task, DelayPro, can be divided into three periods, fixation,
stimulus and go. The network receives a noisy fixation input and rule input at the
beginning of the fixation period and throughout the trial. During the stimulus period,
the network receives an angle input through two channels (sin θ and cos θ) with added
noise. The go period begins when the fixation input goes to zero, signaling the network
to reproduce the input signal on the output channels. Figure 5.2 illustrates this task
structure for an example DelayPro trial. In a related task, MemoryPro, the input stimulus
disappears during an additional memory period before the go cue. In both Pro tasks,
the network must respond in the same direction as the stimulus. In two tasks with the
opposite stimulus-response relationship, DelayAnti and MemoryAnti, the network must
respond in the opposite direction as the stimulus input.
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Figure 5.2: Schematic example of the DelayPro task. Left: noisy fixation, stimulus and
rule input time-series. Input signal overlayed without noise for clarity. Right: target
output activation and example readout of a trained network. Vertical dotted lines
indicate task periods: fixation, stimulus and go.

Networks with rectified-linear activation functions were trained on these tasks to mini-
mize the squared error between readouts and targets under added L2-norm regularization
of network weights (regularization weight parameter 1e−5) and activity (regularization
weight parameter 1e−7). Regularization parameters were determined through a grid-
search. We used 64 trials per minibatch during training. The maximum iteration number
was set to 1.25e7/64 per task. In practice we used SGD with momentum ν = 0.9, still
applying the projection matrices to the gradient. The learning rate was set to η = 0.001.
The relevant covariance matrices were computed on validation trials for each tasks. We
set α = 0.001 for all networks that were trained using our continual learning algorithm.

5.5.1 Comparisons with other continual learning approaches

We investigated whether our continual learning algorithm allows RNNs to learn multiple
tasks in sequence, and how this compares to other methods. Figure 5.3 shows the
log cost on test trials and task performance (following Yang et al. [2019]) of networks
trained with different learning approaches. In Figure 5.3a,b networks were trained
either simultaneously on all tasks or separately on single tasks, providing an upper
bound on the performance of any continual learning approach. Figure 5.3c shows the
performance of networks trained sequentially on multiple tasks using unmodified SGD.
The performance on previous tasks quickly degraded after new tasks with opposite
stimulus-response relationships were introduced, illustrating the problem of catastrophic
interference. Both Elastic Weight Consolidation (EWC) [Kirkpatrick et al., 2017] and the
synaptic intelligence algorithm [Zenke et al., 2017] failed to maintain high performance
on all tasks during learning (Figure 5.3d, e). By contrast, networks trained using our
proposed continual learning algorithm maintained high performance on all previously
learned tasks throughout training on later tasks (Figure 5.3f).
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Figure 5.3: a: Left: log cost on test trials for each task throughout simultaneous training
on all tasks. Right: performance on each task at the end of training. b: same as a but
for separate networks trained on single tasks. c: Left: log cost on test trials throughout
sequential training. Right: mean performance on each task at the end of each task’s
training sequence. Color shading indicates which task was trained for each epoch. d,
e, f: Same as c using the continual learning approaches of Kirkpatrick et al. [2017]
(d), Zenke et al. [2017] (e), and our approach (f). Loss curves in a-f are shown for 5
networks (different seeds).

Figure 5.4: Log-cost during training of the second task, when the first task either had
the same stimulus-response (S-R) relationship (blue) or an opposite one (orange).

5.5.2 Training order effects on learning

We next investigated effects of training order on learning. The rate of decrease in the
test error over learning was faster when networks were previously trained on a task with
the same stimulus-response relationship (i.e. both Pro tasks or both Anti tasks) (Figure
5.4). This suggest that transfer learning across tasks with the same stimulus-response
relationships may occur during sequential training.

5.5.3 Revealing task computations through fixed point structures

To better understand how learning similar tasks contributes to faster learning (Figure 5.4),
we study how each task computation is performed. This is done by analyzing linearized
dynamics around fixed points of the network for each task-period [Maheswaranathan
et al., 2019, Sussillo and Barak, 2013, Golub and Sussillo, 2018]. We examine dynamics
in task specific subspaces identified through Targeted Dimensionality Reduction (TDR),
a method to identify dimensions that capture maximal variance in relation to a variable
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a b c

d e f g

Figure 5.5: Fixed points (black) and hidden state activity (red) for a single trial, θ = π
2 .

Activity from other trials of the same task are faded (colored by θ) emanating from ×.
Axes identified through targeted dimensionality reduction (TDR) or using vectors of
W out (Output). Insets are overlaid eigenspectra of all period specific fixed points. a-b:
DelayPro stimulus, go period. c: MemoryPro stimulus period. d-e: MemoryPro memory
period ring attractor in two subspaces. f-g: MemoryPro go period ring attractor in two
subspaces. d-g: Unstable right eigenvectors of linearized dynamics around each fixed
point are projected into activity subspace (black lines).

of interest [Mante et al., 2013]. We identify x and y axes that capture maximal variance
of the hidden state across the two stimulus input variables cos θ and sin θ respectively
(Figure 5.5). We also visualize go period dynamics in output space vectors of W out.

On Delay tasks, a stimulus dependent stable fixed point emerges at stimulus onset.
The hidden state evolves toward this fixed point in a subspace that is orthogonal to the
readout (output null Kaufman et al. [2014]). The go period starts when the fixation
input goes to zero. Continued presence of the stimulus sets up another stable stimulus
dependent fixed point in an output potent [Kaufman et al., 2014] subspace (Figure 5.5b).

Memory task stimulus period dynamics are equivalent to Delay tasks (Figure 5.5c).
However, the stimulus eventually disappears and the network must retain information
about the stimulus in the absence of input. To achieve this, a ring attractor emerges
during the memory period (Figure 5.5d). The hidden state approaches the ring along
stable dimensions and does not drift along unstable dimensions tangent to the ring.
Without the stimulus input, go period dynamics rely solely on information in the hidden
state to produce the appropriate readout. The network achieves this by setting up
another ring attractor, oriented in an output potent subspace. The hidden state evolves
toward this go period ring, maintaining the stimulus representation (Figure 5.5f-g).
Fixed point structures across Pro/Anti tasks were similar, but with rotated relationships
to output dimensions.
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5.5.4 Orthogonal and shared dynamics across tasks

We next identified the relationship between fixed-point structures across tasks to de-
termine whether shared task representations could contribute to faster learning. We
found stimulus-period fixed-point structures were mostly aligned across pairs of tasks
with the same stimulus-response relationship and nearly orthogonal across Pro vs. Anti
tasks (Figure 5.6a,b). Figure 5.6c shows the two ring attractors for go period dynamics
in MemoryPro and MemoryAnti tasks are not aligned. Both rings are oriented such that
they have a large projection onto readout axes, but are not aligned with each other.
Initial conditions for MemoryPro go period dynamics (designated as ×) are oriented
nearly orthogonal to the ring of go period fixed points for the MemoryAnti task (Figure
5.6c). Our learning rule organized these orthogonal subspaces for go period dynamics
across tasks with the opposite stimulus-response relationship to prevent interference
across tasks. At the same time, tasks with the same stimulus-response relationship were
allowed to evolve in the same subspace because their dynamics did not interfere with
each other. Subspaces capturing stimulus-related variance are more aligned for tasks
with the same stimulus-response relationships than those with the opposite relationship
(Figure 5.6d). These results suggest that Delay and Memory tasks evolved in an aligned
subspaces when they shared the same stimulus-response relationship. In these shared
subspaces, reuse of dynamical structures that we identified in Figure 5.5 could explain
transfer learning results from Figure 5.4.

a b c d

Figure 5.6: Subspace alignment after sequential training. Stimulus period fixed points
for 10 trials spanning [0,2π) colored by θ a: Delay- b: -Pro tasks. c: MemoryAnti go
period fixed points overlaid with MemoryPro go period fixed points and hidden state
activity. d: Subspace angles (rad) between TDR axes for tasks with same (blue) or
opposite (orange) stimulus-response relationships during stimulus (left) and go period
(right). Each dot represents the angle between sin θ or cos θ TDR axis for a pair of tasks
in one network (repeated for 9 task orders and 5 seeds).

5.5.5 Testing shared dynamics using input and hidden-state pertur-
bations

We use perturbation experiments to further explore the possibility that similar tasks
reuse dynamical structures in shared subspaces. First, we asked whether shared struc-
ture between DelayPro and MemoryPro tasks would enable them to perform similar
computations even when inputs are inconsistent with those shown during training. Fig-
ure 5.7a shows the performance on the MemoryPro task when the network expected a
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Figure 5.7: Input and hidden-state perturbations. a: Performance on MemoryPro given
DelayPro or MemoryPro rule input under different training orders. b: Performance on
one task when the dimensions capturing 95% of variance on another task have been
projected out of the hidden state evolution either with the same or opposite stimulus-
response relationship, plotted for 5 networks under an example training task order, and
10 simultaneously trained networks (see section 5.5.6).

memory period (MemoryPro rule input) or not (DelayPro rule input). Networks are
able to perform memory-period dynamics even when the rule input did not instruct
them to do so. Networks trained to perform the MemoryPro task first performed better,
suggesting secondary learning of DelayPro might be reusing structure already present
in the network. This phenomenon could explain faster learning apparent in Figure 5.4.
Second, we ask whether the hidden state of Pro tasks contains information about Anti
tasks and vice versa. Figure 5.7b shows task performance for networks where dimensions
capturing 95% variance of a different task are projected out from the hidden state as
the activity evolves in time. This more severely impaired the performance for tasks with
the same stimulus-response relationship than with the opposite. These results show that
computations rely on network activity patterns in subspaces that are shared between
similar tasks.

5.5.6 Simultaneously trained tasks share output structure

We have shown that arranging network dynamics into computation-related subspaces
minimizes interference during sequential training and allows transfer learning across
similar tasks through reuse of dynamical structures. Yet, we found networks that
were trained simultaneously on all tasks achieved slightly better performance (Figure
5.3a). We therefore investigated organizational differences between sequentially and
simultaneously trained networks.

Perturbation results from section 5.5.5 provide initial evidence that more features
are shared across tasks in simultaneously trained networks. DelayPro trials could
more successfully maintain stimulus information during a memory period (Figure 5.7a)
and performance was more impaired when hidden-state activity in one task subspace
was projected out from activity during another task (Figure 5.7b). Indeed, fixed-point
structures across tasks with opposite stimulus-response relationships were more aligned in
simultaneously trained networks (Figure 5.8). Pro and Anti tasks shared a subspace for
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a b c d

Figure 5.8: Simultaneously trained networks share output structure. Orientation of
hidden state at start of go period (end of memory) colored by θ for a: sequentially b:
simultaneously trained networks. c: Same as Figure 5.6c for simultaneously trained
networks. d: Average of 2D subspace angle (rad) between network dimensions capturing
maximum stimulus-related variance for tasks with same (blue) or opposite (orange)
stimulus-response relationships during go period for sequentially and simultaneously
trained networks. Means across all networks indicated in black.

the memory-period stimulus representation. In contrast to mostly orthogonal subspaces
in our sequentially trained networks (Figure 5.8a), simultaneously trained networks’
memory-period activity was arranged such that trials with the same output had similar
initial conditions during the go period (Figure 5.8b). Given this relationship between
initial conditions, tasks with different stimulus-response relationships could share aligned
go-period fixed-point structures (Figure 5.8c). We quantify the extent to which axes
that capture the maximal stimulus variance are aligned during the go period in Figure
5.8d. These results verify that go-period activity across tasks with the opposite stimulus
response is more aligned when networks are simultaneously trained compared to our
sequentially trained networks. Our learning rule restricts adjustments to dynamics
within subspaces explored by previously learned tasks. This limits the network’s ability
to create trajectories that converge in state space after starting from different initial
conditions. Simultaneously trained networks were able to produce convergent hidden-
state trajectories into a shared subspace despite different stimulus-response relationships.
This allowed the network to reuse output-related dynamical structures across all tasks.
This shared organization could contribute to improved task performance in simultaneously
trained networks.

5.6 Discussion

In this chapter, we have introduced a novel approach for continual learning in RNNs to
solve multiple tasks. Our approach is inspired by structure in cortical neural populations
[Kaufman et al., 2014, Ames and Churchland, 2019, Elsayed et al., 2016, Mante et al.,
2013] and encourages the network to organize task dynamics such that more (less) similar
tasks evolve in aligned (orthogonal) subspaces.

We have shown that our approach significantly improved retention of previously
learned tasks compared to weight change regularization-based approaches. The favorable
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performance of our method illustrates that continual learning in RNNs is better addressed
by preventing interfering changes in the network’s dynamics, rather than penalizing
individual weight changes.

Our learning approach can also be viewed in terms of adaptive learning rates. Instead
of using within-batch correlational structure to speed up learning [Sussillo and Abbott,
2009, Moskovitz et al., 2020, Bottou et al., 2018, Martens and Grosse, 2015], we use
the correlational structure on previous tasks to slow down learning rates along specific
directions in weight space. Directions in parameter space that are well explored on
previous tasks are modified more slowly, hinting towards a potential connection with
uncertainty-based approaches towards adaptive learning rates [Osawa et al., 2019].

We identified key differences between task organization in networks trained using
our continual learning approach and those that arise in simultaneously trained networks.
Orthogonal representations may be favorable for retaining information that becomes
inaccessible during later stages of learning, while other, more efficient, representations
may arise when information about each task is accessible throughout learning. Assessing
whether neural population dynamics may similarly be affected by different training
paradigms is an interesting direction of future research. It will be interesting to investigate
how our sequential training approach could be extended to better integrate dynamics
across subspaces to share more fixed point structures across tasks.



Chapter 6

Conclusion

The work presented in this thesis was concerned with identifying and interpreting
structure in cortical neural population activity. Low dimensionality and the organisation
of circuit dynamics to avoid interference from other dimensions emerged as important
themes.

The methods that were developed in Chapters 2 and 3 allowed to estimate low-
dimensional structure in the neural population as part of a latent variable model. The
models were specified in order to characterise particular aspects of the data, such as
inter-trial variability or interpretable features of the nonlinear dynamics describing the
temporal evolution of population activity. While the methods were only applied to a
limited set of examples to demonstrate their effectiveness, they are likely applicable
to a variety of experimental data across different species or brain areas. Unsupervised
machine learning methods for neural data analysis, such as those presented in this thesis,
will become increasingly important as large-scale neural population recordings become
more readily available.

While latent variable models facilitate the estimation of underlying structure in
neural activity, interpreting this structure in light of ongoing computational processes
in the circuit remains challenging. Chapter 4 used a model that shared many aspects
of a latent variable model, but explicitly embedded low-dimensional structure in a
high-dimensional E/I network. The approach provided a bridge between data-driven and
mechanistic modelling. Drawing links across these different approaches allowed for an
interpretation of both model parameters and features of the data in terms of properties
that arise from E/I constraints in the circuit. Furthermore, this model interpretation in
circuit coordinates allowed to derive testable experimental predictions.

The results presented in Chapter 4 relied on the idea that dynamics are structured
to be self-contained within a given subspace. This idea is consistent with empirical
observations around low-dimensional activity patterns and the ability to model recorded
data as low-dimensional and Markovian, even when only a fraction of cells in the total
population are part of the recorded sample of neurons. This property was discussed in
the context of a single reaching task. However, one might imagine that the separation
of task-relevant dynamics into different subspaces may also be a solution for avoiding
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interference across multiple tasks. While this option was not investigated in Chapter 4,
the response features and the presented argument for robustness to perturbations would
also be consistent with a network that contained multiple low-dimensional subspaces
where dynamics are self-contained.

The idea that limiting interference across activity subspaces might be a useful
property for multi-task computation was further investigated in Chapter 5. It was
shown that a learning rule that encourages interfering computations to be implemented
using activity patterns that evolve in orthogonal subspaces aids continual learning in
artificial recurrent neural networks. It will be interesting to address in future work how
a biological network may learn to implement self-contained dynamics, or whether there
are signatures of this solution in experimental data recorded under multiple tasks, or
throughout learning.



Appendix A

Appendix

A.1 Monotonic time-warping functions

The Gaussian Process based representation of the time-warping functions in Chapter
2 is flexible and encourages the functions to be monotonically increasing. However,
monotonicity cannot be guaranteed in this setting. If guaranteed monotonicity is required,
other parameterisation of the time-warping functions are possible. One such alternative
approach is to model the time-warping functions using the nonparametric probabilistic
approach proposed in Andersen et al. [2018], where a monotonic function is represented
as a transformation of a Gaussian Process and can be efficiently expressed as a quadratic
combination of sinusoidal basis functions. We adapt this approach to the specific setting
we consider here.

To model τ(t) as a monotonic function, we require the derivative of τ to be non-
negative everywhere. Such a function can be constructed as a transformation of a
Gaussian Process f(t) ∼ GP (0, κf (t, t′)) as

τ(t) = τ0 +

∫ t

0
(f(s))2ds (A.1)

Solin and Särkkä [2019] derive a low-rank approximation to a stationary covariance
function of the form

κf (t, t′) ≈
J∑

j=1

Sθ(
√
λj)φj(t)φj(t

′) (A.2)

where Sθ(s) is the spectral density of the covariance function of the Gaussian Process
f(·) and the λj and φj(·) are the eigenvalues and eigenfunctions of the Laplace operator
(see Solin and Särkkä [2019] for details). For a Laplacian in the domain Ω = [−L,L],
these take the form

λj =

(
πj

2L

)2

, φj(t) =
1√
L

sin

(
πj(t+ L)

2L

)
(A.3)

The subscript θ in the spectral density function indicates the dependence on the hyper-
parameters of the covariance function κf (t, t′) and influence properties like the frequency
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content (smoothness) of the Gaussian Process.
For the random function itself, the approximation results in

f(t) ≈
J∑

j=1

ξjφj(t) (A.4)

with
ξj ∼ N

(
ξj
∣∣ 0, Sθ(

√
λj)
)

(A.5)

Inserting this into the expression for the time-warping function in equation (A.1) we
have

τ(t) = τ0 +

J∑

j=1

J∑

i=1

ξiξj

∫ t

0
φi(s)φj(s)ds (A.6)

The integral can be solved for the sinusoidal eigenfunctions. For i 6= j this results in

∫ t

0
φi(s)φj(s)ds =

1

L

∫ t

0
sin

(
πj(s+ L)

2L

)
sin

(
πi(s+ L)

2L

)
ds

=
1

2L

∫ t

0

(
cos

(
π(j − i)(s+ L)

2L

)
− cos

(
π(j + i)(s+ L)

2L

))
ds

=
1

π(j − i)

[
sin

(
π(j − i)(t+ L)

2L

)
− sin

(
π(j − i)

2

)]

− 1

π(j + i)

[
sin

(
π(j + i)(t+ L)

2L

)
− sin

(
π(j + i)

2

)]

def
= Ψij(t)

(A.7)
For j = i we have

∫ t

0
φ2
j (s)ds =

1

L

∫ t

0
sin2

(
πj(s+ L)

2L

)
ds =

1

2L

∫ t

0

(
1− cos

(
πj(s+ L)

L

))
ds

=
1

2L

[
t− L

πj
sin

(
πj(t+ L)

L

)]
def
= Ψjj(t)

(A.8)

For a given trial (i), the time-warping function can hence be expressed as

τ (i)(t) = τ
(i)
0 + ξ(i)TΨ(t) ξ(i) (A.9)

We choose the spectral density resulting from an exponentiated quadratic (RBF)
covariance function, which takes the form

Sθ(ω) =

∫
κf (r) exp (−2πiωr) dr = ρ2

∫
exp(− r2

2`2
) exp (−2πiωr) dr

= ρ2
√

2π`2 exp(−2π2`2ω2)

(A.10)

with r = ‖t− t′‖ and covariance function hyperparameters θ = {ρ, `}.
Taking everything together, this implicitly defines the prior distribution over mono-

tonic time-warping functions and can be incorporated into our probabilistic model. For
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simplicity, we will denote this prior simply by p(τ (i)) in subsequent sections, even though
posterior estimates will be obtained for ξ(i).

A.2 Representation of sparse variational GPFA covariances

In order to ensure that covariances are positive definite we represent them in terms of
their Cholesky factorisation as S = ΛΛT,where Λ is a lower triangular matrix. In the
case where the GPFA model includes a decomposition into a trial-average process and
trial-specific process, we represent the covariance as

S(i) =

[
ΛαΛαT ΛαG(i)

G(i)TΛαT Λη(i)Λη(i)T +G(i)TG(i)

]
(A.11)

where Λαand Λη(i) are again lower triangular matrices, and G(i) captures the
posterior anti-correlation in the additive decomposition into a mean-process and trial-
specific variations. This paramterisation ensures that S(i)is symmetric and positive
definite and thus a valid covariance matrix.

A.3 Learning other continuous-time dynamics

The methods presented in chapter 3 can also be combined with other transition functions,
resulting in continuous-time point process extensions of previous models.

A.3.1 Sparse Gaussian Process dynamics without conditioning

When f(·) is modelled by a classic sparse Gaussian Process, i.e. using inducing points
without the additional conditioning on fixed points and Jacobians, closed form updates
are available as

Sku = Kzz

(
Kzz +

∫

T
dt 〈κ(Z,x)κ(x,Z)〉qx

)−1

KKKzz (A.12)

Mu = SkuK
−1
zz

(∫

T
dtΦ1f

T
q −

∫

T
dtΦd1SxA

T

)
(A.13)

where Φ1 = 〈k(x,Z)〉qx and Φd1 =
〈
∂
∂xk(x,Z)

〉
qx
.

A.3.2 Linear Dynamics

Our modelling framework also easily extends to other parameterisation of f(·). For
example, in a continuous-time linear dynamical system with f(x) = −Ãx+ b̃ direct
minimisation of the KL-divergence between the continuous-time processes leads to the
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closed form updates

Ã =

(∫

T
dt
(
b〈x〉T − 〈fq(x)xT 〉

))(∫

T
dt〈xxT 〉

)−1

b̃ =
1

T

∫

T
dt (〈fq(x)〉+A〈x〉)

reminiscent of the update equations for the generative parameters of a discrete-time
Linear Dynamical System. This version of the model is a continous-time LDS and can
flexibly be combined with point process observations or other observation models using
the methods presented in Chapter 3.
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