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Abstract

Understanding the mechanisms behind learning and decision making under uncertainty

remains an open challenge, despite a wealth of experimental and theoretical studies. In

this thesis, we focus on passive learning and perceptual decision making, as investigated

in classical conditioning experiments and the random-dot-kinematogram task, respec-

tively. We show how both problem settings can be successfully modelled in a compact

and theoretically sound manner by formulating them as normative latent variable mod-

els. By being explicit about both the statistical nature of the task setting, where hidden

(latent) causes have to be inferred from noisy observations, and the computational goal

the animal is trying to solve, we are able to arrive at powerful models that can explain

a greater variety of data with fewer assumptions and free parameters than previous

approaches, and we offer predictions about how behaviour is expected to change if task

parameters or neural activity are altered. In the first half of this thesis we focus on

decision making, and introduce a neurally plausible model that can link the task setting

to behaviour. We then extend this work to propose a systems level model that includes

motor control, such that previously puzzling data from neural recordings can be recon-

ciled. In the second half of the thesis we focus on understanding passive learning in the

context of classical conditioning. We show that our model can resolve long-standing

disputes and differences between existing models of classical conditioning, by showing

that they can be understood as special cases of our more general formulation.
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Impact Statement

In this thesis we have developed novel latent variable models of perceptual decision

making and passive learning in the face of uncertainty. Specifically, we focus on un-

ravelling mechanisms that underlie behaviour in the random-dot kinematogram task

and classical conditioning. Our work resolves decade long disputes between previous

models in both fields, and unify seemingly conflicting findings in neural recordings that

have surfaced in the quest for finding a brain area that may implement this decision

making process. Our model of perceptual decision making is neurally plausible and

unlike previous models it does not require debatable computational approximations. It

starts by mapping the stimulus through neural activity of motion sensitive neurons in

the Middle Temporal area of the cortex to a decision variable that can be neurally rep-

resented, and consequently generate volitional choices that can be behaviourally tested.

Our model of classical conditioning addresses learning and inference by correctly taking

into account that there can in general be various amounts of reward prediction overlap

between cues. We arrive at a unifying umbrella model of so far competing approaches,

and can explain behavioural findings that have proved challenging to address within a

single framework.

The review sections of this thesis cast previous works in both fields in the light of

a common framework. Such a unifying perspective of these previous works is currently

missing from the literature, and this thesis can serve as an educational entry point for
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gaining an understanding of the current state of both fields.

Our research contributes to more robust basic understanding that facilitates fur-

ther experimental and theoretical investigations with clinical impact. We are adding

to the existing foundation for understanding, from a computational perspective, how

behaviour is shaped in the face of uncertainty, and can illuminate causes of variability

within and across subjects. Extreme deviations is often in agreement with a clinical

diagnosis, and a better grasp of the underlying mechanisms helps crafting an appropri-

ate treatment and management plan. Our model of perceptual decision making and its

extension can contribute towards effective and targeted therapy by explaining how sen-

sory and motor processing disorders may impact formation and optimisation of higher

order cognitive functions such as decision making.

In the same spirit, our model of passive learning uncovers how, dependent on the

belief about the nature of relationship between different variables, the same set of stim-

uli can lead to different expectations of outcomes. This computational insight is likely

important because the formation and updating of such beliefs do vary from person to

person, and deviations from the model predictions may indicate clinically significant

disorders (e.g., as observed in autism spectrum disorders). Passively learning asso-

ciations between stimuli and outcomes is a cornerstone that underlies many outward

behaviours. For this reason, an improved understanding of the mechanisms behind

inappropriate or disproportionate association learning can have significant clinical im-

pacts, and pave the way to designing better targeted therapy methods that can address

the problem closer to its root.
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Chapter 1

General introduction

Although our intellect always longs

for clarity and certainty, our nature

often finds uncertainty fascinating.

— Carl von Clausewitz

How does the brain make sense of the world, generate behaviour to influence it, and

predict what might happen next? And in what way does it actively include itself as

one of the many variables that make up the world? These are millennia old questions,

which until recently could only be answered in philosophical terms. Advancements in

science and technology have made it possible to address these questions from theoretical

and experimental angles, leading to an important computational question: Given that

the brain has only partial access to the environment through limited sensory sampling,

how does it infer a more complete state, and given this inferred state, on what basis

does it choose actions? The approach of normative modelling has been emerging as

an increasingly promising tool for answering such questions in a scientifically rigorous

manner. In this thesis, we tackle such computational questions in the context of two

well-studied areas of brain research, namely perceptual decision making and classical
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conditioning. We introduce parsimonious yet powerful normative models that shed light

on how sequences of partial observations can be used for inferring underlying states of

the world that can be used to generate successful actions. We validate our results

against experimental findings, and offer new experimental predictions that can further

test our proposed models.

We develop normative latent variable models that are probabilistic in nature, and

assume that the problems we study can be captured and analysed with help of generative

and inference models. The generative model makes explicit the assumptions of how

(hidden or latent) variables that describe the state of the world – in the sense of the

relevant environment or the experimental task setting – interact and produce observable

data. The subject, in turn, is then faced with solving the reverse problem by inferring

those hidden state variables from observations, i.e., it needs to employ an inference

model. Given the explicitly formulated generative world model, we know what good

inference looks like – essentially one that successfully recovers the correct values of the

latent variables as well as possible. This is what makes our models normative, as in the

context of the model it is clear what the subject ought to do, and we can even talk about

an optimal way for solving the problem. Properly dealing with uncertainty is therefore

crucial to be effective in the world we live in, and there is indeed an ever increasing

amount of evidence that animals can use the appropriate degree of uncertainty about

their estimates to adapt their learning [Yu and Dayan, 2002, 2005, Dayan and Yu, 2003]

and to adjust their actions [Bezard, 2005, Daw et al., 2006], as also underscored by the

models we present in this thesis.
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1.1 Learning and decision making under uncertainty

Passive learning has been most extensively studied in the context of classical condition-

ing, though it is not limited to this set of paradigms. We follow the widely-held view

that this type of learning involves building a statistical relationship between events in

the environment, enabling the acquisition of valuable skills such as inferring from the

presence of a particular sound that a predator is nearby, or that a certain landmark

predicts a good escape route. This type of learning is one of the most fundamental ways

of how animals acquire important knowledge from their environment: Predicting how

events relate to each other is essential for building more complex forms of behaviour,

such as choosing actions based on these predictions.

In this thesis we provide a framework for passive learning that can unify competing

standard models into a single formulation. By doing so, we can resolve long-standing

debates on how to interpret data from key experiments, and show that apparently

contradictory existing models can be understood as being positioned at opposite ends

on an entire spectrum of valid models – all of which are realisable in a data-driven

manner within our new formulation.

The other type of behaviour that we study is volitional decision making, where,

unlike in passive learning setups, the production of beneficial or even optimal actions

is of central importance to both the subject and the corresponding models. We tackle

the challenging, yet extremely common, setting where a subject not only has to decide

which action to execute, but also when to execute it, so as to gain maximum reward per

unit time. In particular, we study a setup in which decision making has a cyclic nature,

meaning that subjects need to make a series of such choices in direct succession. Such

recurrent decision processes are common in the lives of animals, such as when foraging

for food or hunting prey. As we will see, this setting results in a trade-off between

speed and accuracy, where faster decisions can result in more mistakes and thus less
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reward because of having gathered too little information, while more accurate decisions

can result in only infrequent rewards because of the extra amount of time spent in

gathering more information. It has been previously argued that subjects commit to a

decision once the additional time spent observing is not worth the additional gain in

outcome (see for example, [Bogacz et al., 2009]). Our computational model underscores

this suggestion with a solid theoretical and computational model, while showing that

finding the right balance between speed and accuracy is a non-trivial computational

problem. Nevertheless, when we compare our model predictions to animal behaviour

in controlled settings, we find that their behaviour tends to be surprisingly close to

optimal. Again, this suggests that animals are well equipped to make inferences by

accounting for uncertainty in a statistically meaningful way.

Our decision-making model relies on very few assumptions born out of neural record-

ing data, which gives it a degree of biological realism that is often absent in models

of decision making. Furthermore, our model is computationally tractable despite the

complex statistical calculations that it involves. As a result, we can offer an intuitive

simple explanation for observations that other models have found challenging to ex-

plain. Finally, we put forward a testable hypothesis for a systems-level model that

can explain why the quest for finding the neural implementation of perceptual decision

making has been inconclusive for so long, and how the neural recording data can be

understood as necessarily expected, rather than being paradoxical.

1.2 Organisation of this thesis

In Chapter 2 we introduce the volitional decision making paradigm that we study, and

review existing literature from a unifying perspective. In particular, we focus on the

Random Dot Kinematogram (RDK) task, a perceptual decision making paradigm that

16



has been intensively studied and modelled during the past two decades (for a small

sampling of the extensive literature, see [Newsome et al., 1989, Salzman et al., 1990,

1992, Britten et al., 1992, Shadlen et al., 1996, Bair and Koch, 1996, Hedges et al.,

2011, Park et al., 2014, Latimer et al., 2015, Ratcliff and Smith, 2004, Bogacz et al.,

2009, Gold and Shadlen, 2001, Ratcliff and McKoon, 2008, Drugowitsch et al., 2012,

Busemeyer and Townsend, 1993, Usher and McClelland, 2001, Wang, 2002, Deneve,

2012, Bogacz et al., 2006, Bogacz, 2007]). Each of these numerous models have furthered

our understanding of how decisions may be made in this context, but in the review we

re-examine specifically those models that address the same question that we do.

In Chapter 3, we introduce our model of volitional decision making in the RDK

task, and analyse its behaviour. There, we show why the goal of subjects in such cyclic

volitional decision making tasks should be the maximisation of average reward rate

across all trials, unlike other kind of explicit or implicit goal formulations in previous

models. Consequently, we introduce a statistical model that optimises behaviour with

respect to this goal in the RDK task. We provide a detailed analysis of our model,

and link it to previous work reviewed in Chapter 2. We wrap up the chapter with a

discussion of the rich set of behaviours that our model can produce. For example, we

explain why shorter breaks in-between trials make subjects sloppy in their decisions,

or why a change in reward size has the same impact on behaviour of subjects as a

prior over direction. We also provide an explanation for some observations that were

uncovered by previous models but were left to debate, and quantify those observations

within a computational framework.

In Chapter 4, we put forward a hypothesis that casts perceptual decision making as

a brain-wide effort with several specific feedback routes, in which seemingly redundant

signals across different brain areas are shown as being necessary for establishing the

kind of goal directed behaviour we see in the RDK task. We use our model to resolve
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apparent discrepancies in neural recording data, which have divided the field, and show

that the data is not contradictory but instead complementary to each other. Finally,

we argue how a sense of agency is naturally born out of such a system.

In Chapter 5 we start with a brief introduction to the field of passive learning.

We focus on canonical experiments in classical conditioning, as the majority of well-

established studies stem from this field. Importantly, the findings from these studies

apply to a much larger number of situations that require inference through observa-

tions. We then introduce two major classes of modern statistical approaches to passive

learning, which were born out of earlier purely algorithmic learning rules. Starting from

these models we present a computational description of them in Chapter 6. Briefly, one

of these two classes of models assumes that there is no prediction overlap between cues

that have been associated with rewards [Rescorla and Wagner, 1972] (see also [Dayan

et al., 2000a]), while the other assumes that the predictions of such cues fully overlap

[Dayan and Long, 1998]. The first class of models has been generalised to more than

two cues [Courville et al., 2006]. Collectively, these models have been successful in

explaining a wide array of behavioural data from a computational perspective.

In Chapter 6 we propose a computational model that bridges the gap between the

major classes of existing models of passive learning and unites them within a single

statistical framework. We show that these models can be seen as lying at two opposite

extremes on spectrum of possibilities for cue-prediction combinations, and that our gen-

eralised model can capture and predict a rich behavioural repertoire. We show that as

the belief of subjects about the amount of overlap between predictions of different cues

change from none to all, the manner in which they combine those predictions change

from purely additive to purely averaging. As a result, we show that some puzzling

experimental observations can be explained by the degree of belief of subjects about

overlap between predictions of different stimuli. We then provide testable predictions
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for how one can control associative learning in subjects by shaping this belief, and

consequently, create varying degrees of associability for the same stimulus.

We conclude with Chapter 7, in which we provide a general overview and discussion

of the insights gained by our computational models. An important message of this

chapter is that uncertainty is a crucial component for understanding and modelling

behaviour.
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Chapter 2

Perceptual decision making I:

Modelling the RDK paradigm

One must strike the right balance

between speed and quality.

— Clare Short

Decision making is one of the hallmarks of intelligent behaviour. While good de-

cisions increase the chances of survival and reproduction, bad decisions can be very

costly. However, making good decisions is actually a very hard problem, as animals

live in a complex environment and the outcome of their actions is usually uncertain.

Furthermore, to make good decisions, animals not only have to choose what to do,

but they also have to decide when to do it. Throughout their lives, they constantly

face this dilemma of having to choose both what and when, and there is mounting

evidence that evolution has equipped them superbly well to do so nearly optimally in

many situations. Good examples can be found in the foraging literature, where animals

are found to maximise their net energy intake per unit time (for a discussion, see for

example, [Glimcher, 2004, McNamara et al., 2001, Charnov, 1976, Pyke et al., 1977]).
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Here, we are interested in uncovering the computations that animals need to perform

in recurring but uncertain situations, enabling us to understand how animals decide to

decide when they have limited information.

2.1 Introduction

As we will show mathematically, deciding ‘when to choose what’ amounts to solving

a fundamental trade-off between the speed of making a decision and the quality of

the choice being made (i.e., its accuracy). The computational goal for an optimal

decision maker is to maximise the expected gain by making the right choice (the what

part), while minimising the time it takes to make that choice (the when part). This

optimisation is often difficult because decision time and accuracy interact in non-trivial

ways, where improving one means compromising the other.

An illustrative example of a speed-accuracy trade-off is a hunting animal. The

hunter must decide on one prey among many possible choices, and it also has to decide

on a time to attack it. On the one hand, if the hunter makes a hurried attack without

sufficiently inspecting the situation, it may end up with a poor quality food or an

entirely unsuccessful attempt. On the other hand, if the hunter takes days and days to

deliberate with the hope of gaining perfect information, it will end up with less food

overall compared to securing more frequent but less ideal individual outcomes. What

the hunter needs to do is to find the right balance between speed and accuracy so as to

maximise the return per unit time.

Here, we address such a challenge from a computational perspective, and formulate

it as an optimisation problem in a recurring setup. Like in the hunting example, where

each recurrence will be somewhat different from the next, we assume that the decision

maker does not have explicit knowledge of the current level of difficulty at the outset
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Figure 2.1: The random dot kinematogram (RDK) stimulus. A set
of dots are shown on a computer screen, a fraction of which are moving
coherently, and the rest at random. This fraction is called the coherence,
and it corresponds to the degree of correlated motion. When coherence is 0
(no correlation) the global motion of all dots is random, and any direction
is as likely as any other. When coherence is 1 (100% correlation) all dots
are moving in the same direction. Figure taken from [Newsome and Pare,
1988].

of each new situation.

This type of speed-accuracy trade-off in recurrent and uncertain situations has been

studied under well-controlled conditions in the laboratory, by means of a simple de-

cision making task based on the Random Dot Kinematogram (RDK), which we will

introduce next, followed by an overview of existing models aimed to explain the sub-

jects’ behaviour in that task.

2.2 The RDK paradigm

The random dot kinematogram (RDK) stimulus (see Figure 2.1) was originally designed

to study visual perception [Newsome and Pare, 1988, Downing and Movshon, 1989].

Subjects are shown a group of moving dots on a computer screen, a certain percentage

of which move in a coherent direction, and the rest move in random directions. The task

is to infer the coherent direction, i.e., the net direction of motion. The version of the

task that is studied in this thesis is known as the reaction time version, in which subjects

can observe the screen for as long as they want before making a decision [Roitman and

22



Figure 2.2: Psychometric and chronometric functions for the RDK
task. Typical behavioural data from an animal performing the task, show-
ing accuracy of the decision and mean reaction time as a function of co-
herence, respectively. Figure adapted from [Ditterich, 2006].

Shadlen, 2002]. If they make the correct decision they receive a reward; if they make

the wrong one they receive a punishment. In either case, after they make a decision

there is an inter trial interval during which nothing happens, and then another trial

starts.

The fraction of coherently moving dots (referred to as ‘the coherence’) is chosen

randomly for each trial. When the coherence is high, nearly all dots move in one

direction, and it is easy for the subject to quickly decide on the net direction of motion.

When coherence is low, most of the dots move in random directions, making it difficult

to make a decision about the net direction of motion.

The decision making behaviour of animals performing the RDK task is commonly

quantified in three different ways (see for example [Palmer et al., 2005]). These quan-

tifications capture behavioural characteristics that are important for developing models

of the decision making process.

The first way of quantifying the behaviour is known as a psychometric function (see

Figure 2.2 for an example, or [Klein, 2001]), which can be plotted in a graph as accuracy

versus coherence. The psychometric function shows that the accuracy is at chance level

when coherence is 0, and that it increases with increasing coherence until it is almost
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perfect when coherence is 1.

The second way of quantifying the behaviour is known as a chronometric function

(see Figure 2.2 for an example , or [Luce, 1986]), which is the average reaction time

versus coherence. The chronometric function is often plotted for both error trials and

correct trials. The two resulting curves show that the average response time on er-

ror trials usually differs from the average response time on correct trials [Ratcliff and

Rouder, 1998, Ratcliff and McKoon, 2008]. For example, the subject whose chrono-

metric functions are depicted in figure 2.2 takes longer on average when it makes the

wrong decision (data taken from [Roitman and Shadlen, 2002]).

The third way to quantify behaviour in the RDK task is to plot a reaction time

distribution as a function of coherence. This distribution varies as a function of co-

herence, and differs for correct and error responses. For example, the reaction time

distributions shown in Figure 2.5, also replotted in Figure 2.8, are wide and symmetric

for low coherence values, and become narrow and skewed when coherence is high (data

taken from [Roitman and Shadlen, 2002]). Also, on average, the responses on error

trials are slower than responses made on the correct trials (Figure 2.2). This is the

average that is used to make the chronometric function we mentioned earlier.

Note that the behavioural trend depicted in Figure 2.2 shows that longer average

reaction times (shown in the chronometric function) correspond to less accurate deci-

sions (shown in the psychometric function) e.g., see [Palmer et al., 2005, Roitman and

Shadlen, 2002]. This is in seeming contradiction with the aforementioned fact that the

accuracy increases as the decision time increases. However, the two statements are not

in contradiction, and the effect is simply a consequence of the speed-accuracy trade-off

when coherence is unknown. An explanation for this phenomenon is as follows.

In Figure 2.3 we show a schematic of how accuracy changes as the average reaction

time increases. The colours of the curves indicate the amount of coherence, such that
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(a) Accuracy increases as decision time in-
creases, albeit at different rates for differ-
ent values of coherence. Accuracy versus
time is depicted for four values of coher-
ence; lowest to highest are, respectively,
red, magenta, purple, and blue.

(b) For a specific increase in accuracy, tri-
als of different coherence demand different
integration windows. As shown here, for
a 0.05 increase in accuracy, a low coher-
ence trial (magenta) takes 0.1 s compared
to 0.03 s for a high coherence trial (blue).

(c) Black dots indicate the values from
the psychometric and chronometric curves
shown in Figure 2.2. The reason for the
longer decision times for lower coherence
values can be understood as an attempt
to increase the accuracy of the decision,
which is constrained to the values on the
respective curves for each coherence. The
position of the black points reflects how
the subject deals with the speed-accuracy
trade-off.

Figure 2.3: Influence of the speed-accuracy trade off on the psy-
chometric and chronometric curves. In Chapter 3 we provide an
explanation for this observation from a computational perspective.
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coherence decreases with colours changing from blue to red. Accuracy increases as the

average decision time increases (except for the special case of coherence equal to zero),

but at different rates for different levels of coherence. This means that it will take much

longer for a decision on a low coherence trial to reach, say, 80% accuracy than it would

for a high coherence trial. Figure 2.3(b) illustrates this point in more detail. Shown are

two curves, one for high coherence (blue) and one for low coherence (magenta). Note

that for a 5% improvement in accuracy, the low coherence trial requires a much longer

integration window, as indicated by the dashed lines. The problem that subjects face

is whether this amount of improvement is worth the extra time spent. This effect is

therefore a reflection of the speed and accuracy trade-off in this task.

The values from the psychometric and chronometric functions shown in Figure 2.2

are indicated as points on the curves shown in Figure 2.3(c). This way of depicting

the psychometric and chronometric curves clarifies that subjects take longer for trials

with lower levels of accuracy because they are improving the accuracy of their choice

by taking longer. The question is, on what basis do they decide they have had enough

improvement in terms of the accuracy, and report a choice to terminate the trial? What

determines where to set the points indicated in these graphs? To answer this question,

we need to understand how subjects solve the speed-accuracy trade-off imposed by the

task characteristics. In the next section, we review previous models that have repro-

duced this behaviour and aided understanding the computational basis that gives rise

to the psychometric and chronometric functions, and to the reaction time distributions.
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2.3 Previous models of perceptual decision making

in the RDK paradigm

In this section, we review previous statistical models of perceptual decision making

in the context of the RDK decision-making paradigm. These are models of decision

making under uncertainty, and therefore they all draw on probability theory. We have

grouped them into two classes: One we call Drift-Diffusion models of perceptual decision

making, and the other we call normative models of perceptual decision making.

When it comes to modelling the RDK task, there are two main components to all of

these models, regardless of the class they belong to. How these components are handled

differentiates one model from another. One component is the assumption made about

how the momentary motion on the screen is converted into a decision variable that

is integrated over time to find the net direction of motion. The other component is

how to determine when to stop observing the momentary motion and make a decision.

We will refer to this stopping point as the decision boundary throughout this work.

Drift-Diffusion models fit the decision boundary to behavioural data, while normative

models determine the optimal decision boundary based on some target criterion, such

as maximising the total collected reward, or the rate at which rewards are obtained.

2.3.1 Drift-Diffusion models of decision making

Drift-Diffusion models provide parametric functions that can be fitted to the psycho-

metric and chronometric curves. These parametric functions are not chosen arbitrarily,

instead, they are obtained by treating the temporal evolution of the momentary mo-

tion of dots on the screen as a stochastic signal that informs subjects about the true

direction of motion. These models build upon theories developed for sequential analy-

sis of stochastic signals during World War II [Wald, 1939, Wald and Wolfowitz, 1948,
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Barnard, 1946, Taylor and Karlin, 1975]. They have contributed to our understanding

of the decision making process in many different ways, perhaps most importantly by

suggesting that decisions are made by an integration of evidence to a pre-determined

decision boundary – which has been corroborated experimentally [Churchland et al.,

2008] (see also [Kiani et al., 2008, Hanks et al., 2006, Ratcliff et al., 2016, O’Connell

et al., 2018]). However, Drift-Diffusion models cannot explain why and how this bound-

ary is established in the first place, which is a question that can only be addressed by

the normative models reviewed in the section afterwards.

Vanilla Drift-Diffusion model of decision making under uncertainty

The first widely known model of perceptual decision making for the RDK decision task

was a Drift-Diffusion model developed by Palmer et al [Palmer et al., 2005]. This model

maps the momentary motion on the screen onto a momentary support for a direction.

This momentary support is accumulated as time progresses, and decisions are made

once the accumulated support reaches a specific value, or decision boundary. Note that

this approach has been successfully used for describing decision making behaviour in

the context of other tasks long before it was applied to the RDK task [Schall, 2001,

Stone, 1960, Link and Heath, 1975, Ratcliff and Smith, 2004, Luce, 1986, Ratcliff and

Rouder, 2000, Smith, 1995, Ratcliff, 1978]. However, this was the first time that the

model could be linked to a neural signal that was experimentally investigable.

The signal, or evidence, for making decisions in the RDK task is a function of the

collective motion of dots on the screen, and is observed time step by time step. The

strength of this stochastic signal, x, is determined by the degree of coherent motion.

We assume that this evidence is drawn randomly from a normal distribution with a

coherence and direction dependent mean, µ(C), and a constant variance, σ2,
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p(x) = N (µ(C), σ2) (2.1)

where C > 0 means motion is to the right, and C < 0 means motion is to the left.

The stochasticity of this motion signal is a result of probabilistic drawing of local

motion of dots from one time step to the next. At every time step, a randomly chosen

fraction C of the dots are designated as signal, and move coherently in one direction,

while the rest of the dots are deemed noise and are free to move towards any direction.

For this reason, the direction of motion of each single dot can change from one time

step to the next, resulting in an overall net direction of motion that is stochastic in

time even though coherence is kept constant throughout the trial.

With this setup, an instantaneous estimate of the net direction of motion changes

from one time step to the next, but its expectation stays constant and is assumed to

be proportional to coherence (µ = kC) . Integrating information across multiple time

steps reduces the impact of this noise. For this reason, Drift-Diffusion model proposes

that when the accumulated sum of the momentary evidence, yt =
∑t

i=1 xi, reaches a

certain threshold, the decision should be made. The value of this threshold determines

the speed and accuracy of the choice: For a given coherence, the lower the threshold, the

faster and the less accurate the decisions are. This points to one limitation of the Drift-

Diffusion model model with respect to the RDK task, in which the coherence changes

randomly from trial to trial, and is therefore not known to the subject a priori – yet

the Drift-Diffusion model model requires the subject to know the coherence value on

a trial and apply the corresponding decision-boundary, a point that is in contradiction

with the experimental design and findings.

To derive the psychometric and chronometric functions in the context of a Drift-

Diffusion model, we assume that coherence and direction stay constant throughout the

trial, coherence is known, and the stochastic motion on the screen produces a stream of
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evidence that can be described by random variables with martingale properties. This

means that the expected value of the evidence is constant on every time step, although

the uncertainty decreases as more evidence is observed (detailed derivations can be

found in [Link and Heath, 1975, Shadlen et al., 2006, Gold and Shadlen, 2001], and we

provide a brief overview in Appendix A of this thesis).

If the two directions (say R for right, and L for left) are selected with equal prob-

ability (i.e., according to a uniform prior), the corresponding decision boundaries are

symmetrical. We assume that a decision is made when yt reaches a boundary at t = T

and yT = ±A. Then, the probability distribution p(yT ) can be written as:

p(yT ) = p(R)δ(yT − A) + [1− p(R)]δ(yT + A) (2.2)

consequently,

E[yT ] = Ap(R) + [1− p(R)](−A) (2.3)

At first sight, this appears to be a chicken and egg problem: We can determine

the psychometric curve, p(R), only if we know E[yT ], and vice versa. However, as we

show in appendix A, for an evidence that is Gaussian distributed (see equation 2.1), the

psychometric function for symmetric decision boundaries corresponding to a uniform

prior on direction is,

p(R) =
1

1 + e−
2kC
σ2 A

. (2.4)

And the chronometric function is

E[T ] =
A

kC
tanh

[
kCA

σ2

]
. (2.5)
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(a) Schematic of the drift-diffusion model (b) Typical psychometric
and chronometric curves.
Black dots mark be-
havioural data, solid line
is the fit of Drift-Diffusion
model to the data.

Figure 2.4: The drift-diffusion model. (a) Evidence accumulation in
the Drift-Diffusion model: Evidence is accumulated in time until it reaches
a decision boundary. The temporal density of these responses at the
boundary form the reaction time distribution, indicated by the histogram
over the boundary crossings. Here, there are two decision boundaries cor-
responding to two responses, one depicted in blue and the other in red. The
bias point, z, constitutes the initial integration point from which evidence
starts to accumulate. Usually, it is assumed to be equidistantly located
between the two boundaries. Non-decision time is an extra parameter in
the model that is attributed to the motor delays inherent to the neural
system, and is independent of decision time (from [Wiecki et al., 2013]).
(b) Typical psychometric curve (graph of percent correct versus coherence
value) and chronometric curve (plot of mean reaction time versus coher-
ence). Dots are experimental data, and the solid line is the model fit to
it. Accuracy of choice increases nonlinearly from chance as coherence in-
creases from zero, while response times become faster (from [Shadlen and
Roskies, 2012]).
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It turns out that all models discussed here, independent of the form of the dis-

tribution for momentary evidence, predict a sigmoidal psychometric function, but the

precise shape of these curves depends on the distribution (for a Laplace distribution,

see [Link and Heath, 1975], and for a normal distribution whose mean is non-linear in

coherence, see [Palmer et al., 2005]). The Drift Diffusion model can be used to generate

psychometric and chronometric functions that have a simple form, yet capture the data

very well (see Figure 2.4, for which this model was used for fitting the behavioural

data). We will show in the next chapter that this model indeed provides an optimal

solution to the decision making problem if coherence were known.

This basic Drift-Diffusion model, with which one can produce the psychometric and

chronometric functions, has very few parameters: The absolute height of the decision

boundary, A, the parameter that controls the drift rate, k, the diffusion rate, σ, and a

non-decision time attributed to motor delays. The decision boundaries are assumed to

be symmetrically located at A and −A and the momentary evidence is assumed to be

Gaussian distributed. Under these assumptions, the model predicts the same average

reaction time for correct and error responses [Stone, 1960, Laming, 1968]. However,

this prediction is at odds with experimental results (see Figure 2.2 for an example). In

addition, the Gaussian noise assumption fails to capture the distributions of the reaction

times for both correct and error trials. For example, the data in Figure 2.5 shows that

the reaction time distributions of this subject are nearly symmetric for low coherences,

which contradicts the prediction of the Drift-Diffusion model that the distribution of

the reaction time data is right-skewed [Ditterich, 2006, Ratcliff and McKoon, 2008]).

There are many extensions to the Drift-Diffusion model, but here we focus only

on those that have been most influential in shaping our understanding of perceptual

decision making in the context of RDK tasks. Each of these extensions can capture

characteristics of a subset of behavioural data, i.e., these models tend to fit one subset at
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Figure 2.5: The drift-diffusion model fails to predict observed re-
action time distributions. The best fit of the Drift-Diffusion model
with Gaussian noise fails to capture some core characteristics of the be-
havioural data. The reaction time distributions predicted by the Drift-
Diffusion model are right-skewed, and are identical for correct and error
choices. In contrast, the behavioural data here shows that reaction time
distributions become symmetric as coherence decreases, and that the reac-
tion time distributions for error and correct responses are not necessarily
the same (Image from [Ditterich, 2006]). See also Figure 2.8

.
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the expense of others. For example, one model predicts faster reaction times for wrong

choices while another predicts slower reaction times. Observed behaviour is variable

across subjects, such that there exists data in support for each of these models. For

this reason, creating a hybrid model of these extensions may look desirable at first

sight. However, such a hybrid model would fail to add new insights to understanding

perceptual decision making from a mechanistic perspective. For this reason, we will

avoid getting into all the details of each of them, and instead focus on understanding

what these algorithmic extensions can tell us about the computations that underlie

behaviour. With this approach, we build towards an understanding of current normative

models, and ultimately of our new model, which can reproduce many aspects of the

behavioural data within a simple computational framework.

Extensions to the Drift-Diffusion model

The vanilla version of Drift-Diffusion model assumes that motion on the screen is con-

verted into a decision variable that is integrated until it reaches a direction-labelled

boundary value (see Figure 2.4). As mentioned before, this basic model cannot re-

produce several characteristics of behaviour for an individual subject, and it provides

limited understanding for the origins of behavioural variability across different subjects.

To address these limitations, there are two natural directions to extend the model. One

is to introduce time-dependent decision boundaries, which is qualitatively similar to

introducing a time-dependent drift rate. The other is to introduce variability in deci-

sion parameters, which can greatly influence reaction time distributions. Our current

understanding about the impact of parameter variability is largely due to Ratcliff and

Rouder and their extensive computer simulations [Ratcliff and Rouder, 1998, Ratcliff

et al., 2016].

For brevity, we focus here only on the outcome of these extensions. We provide
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a more detailed explanation of the origin of these results in Appendix B. Ratcliff and

Rouder showed two sets of Drift-Diffusion model simulations. In one set, they intro-

duced trial to trial variability in the starting point of the drift-diffusion process, and

in the other they introduced trial to trial variability in the drift rate. They observed

that variability in the starting point results in average error-response times that are

shorter than average correct-response times. In contrast, variability in the drift rate

yields average error-response times that are longer than average correct-response times.

These results put variability in the spotlight of research for understanding behaviour.

From a physiological point of view, most of these variabilities were attributed to system

noise, which made it important to understand how much of our behaviour is indeed

influenced by noise. To study this question, several other extensions to the Drift-

Diffusion model were introduced, a few of which we we discuss next.

o Time-dependent drift and diffusion rates

About a decade after extending Drift-Diffusion models by including parameter vari-

ability, Ditterich showed that deterministic but time-dependent drift and diffusion rates

can capture almost all of the characteristics of the behavioural data shown in Figure 2.5.

Specifically, if the mean, µ, and the standard deviation, σ, of the momentary evidence

increase with time, near perfect fits can be obtained to the data (see Figure 2.6).

Physiological justification for this proposal remains unclear. However, the proposal for

increasing the mean accumulated evidence can be supported by the discovery of an

urgency signal [Churchland et al., 2008]. The idea behind this proposal is as follows.

By increasing the drift and diffusion rates as time passes, the model weighs increas-

ingly strongly the impact of evidence provided at later times. It is as if when more and

more time passes without a decision, the model should rush more and more to make

some decision based on the information it already has. As a result, this extension of

the Drift-Diffusion model treats the speed-accuracy trade off differently at each point
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(a) An extended Drift-Diffusion
model with time dependent
drift and diffusion rates can
capture average reaction time
for correct and error chrono-
metric curves, as well as a very
good fit to the psychometric
curve.

(b) An extended Drift-
Diffusion model with time
dependent drift and diffu-
sion rates can capture the
characteristics of the re-
action time distributions
for the data shown in Fig-
ure 2.5.

Figure 2.6: Good data fits can be obtained with time-dependent
drift and diffusion rates in the Drift-Diffusion model. With a time
dependent drift and diffusion rate, Ditterich captured many characteristics
of behavioural data, including the reaction time distributions, which prior
models failed to fit. However, while being successful in fitting the data,
there is no justification for such time dependence at a physiological level
given the stationarity in the stimulus statistics.
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in time during the trial: As decision time increases, less accurate decisions become

increasingly favourable. Implicitly, this means that subjects ascribe a value to their

time spent within a trial, and as the decision time becomes longer they become more

inclined to settle for lower accuracy. Although this argument was invoked as a heuristic,

we will see later that there is a sound computational reason for valuing time in this

way, provided one actually treats coherence as an unknown. We can provide the full

justification when we derive our computational model in the next chapter.

o Time-dependent decision boundaries

Ditterich observed that a time-dependent drift rate alone cannot account for all the

different attributes of the behavioural data [Ditterich, 2006], and to overcome this limi-

tation, he suggested that the standard deviation of the momentary evidence should also

vary with time. However, his conclusion applies only to the kind of temporal dynamics

he considered for the drift rate in his extended Drift-Diffusion model. Theoretically, it

should be possible to get very good fits to the data if any degree of freedom is allowed

in the temporal profile of the drift rate. Mathematically, this requires a large number of

extra parameters to be added to the model. Indeed, Drugowitsch and colleagues have

shown that a version of this approach can be used to fit the data very well (see Figure

2.8), [Drugowitsch et al., 2012].

Any time-dependent changes in the drift rate can be achieved by an opposite time-

dependent change in the height of the decision boundary, because the reaction time is

a function of how far the accumulated evidence is from the decision boundary, rather

than of its absolute value. We show a sketch of this relationship in Figure 2.7.

Using this idea, Drugowitsch and colleagues [Drugowitsch et al., 2012] allowed non-

monotonic changes in the decision boundary for their model, and found a boundary

that could produce very good fits to the behavioural data they considered, despite

keeping the drift and diffusion rates constant in time. Their fitted decision boundary
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Figure 2.7: A time-varying decision boundary is analogous to a
time-varying drift rate in the Drift-Diffusion model. Schematic
of how temporal changes in drift rate (purple) can be transformed into
a corresponding change in the temporal profile of the decision boundary
(red). This holds exactly if there is no noise, but gets more complicated
in the presence of noise. The decision time is given by the point where
these two curves meet, which depends only on the their distance, not their
absolute values.

is shown in Figure 2.8(a), and their fit to accuracy and reaction time distributions are

shown in Figure 2.8(b). Note that the temporal profile of the fitted decision boundaries

(Figure 2.8(a)) is quite complex. Apart from showing a general trend of decreasing over

time, the temporal profiles of the decision boundaries seem to follow no general rule.

As an explanation, Drugowitsch and colleagues attributed the curious form of the

decision boundaries to a combination of the time-varying cost of passage of time and the

speed-accuracy trade-off. Their reasoning was that, assuming subjects are performing

optimally, boundaries drop if speed becomes more important (cost of passage of time

is high), and they increase if accuracy is more important (cost of passage of time is

low). It remains unclear what would determine the time-dependent importance of

speed versus accuracy. With this hypothesis, the non-monotonicity in the decision

boundary translates into a non-monotonic cost of passage of time, which can change

from a positive value to a negative one, and then reverse repeatedly.

As we will show in the next chapter, a time-varying decision boundary does not

actually require a time-varying cost to the passage of time. Instead, the bulk of these

temporal variations can be reproduced with a constant cost to the passage of time,

as well as constant drift and diffusion rates, if we apply an appropriate computational
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(a) A time varying deci-
sion boundary that can fit
the characteristics of the
behavioural data shown in
Figure 2.5.

(b) By allowing for arbi-
trary temporal profiles for
the decision boundaries, it
is possible to get a near
perfect fit to the reaction
time distributions for both
correct and error trials.

(c) Fits to the chronomet-
ric (red and green) curves
and psychometric (blue)
curve obtained with an
arbitrary-time varying fit-
ted decision boundary.

Figure 2.8: Good data fits can be obtained with time-dependent
decision boundaries in the Drift-Diffusion model. (a) A time vary-
ing decision boundary can capture the reaction time distribution and ac-
curacy very well. Unfortunately, the temporal profile of this time varying
decision boundary shows an unintuitive trend that is rather complex. Nev-
ertheless, the main properties of this temporal profile uncovered by this
extended Drift-Diffusion model can be well explained from a computational
perspective, as we will show in the Methods section later on. (b) Fits to
the reaction time distribution of a monkey performing the RDK task. The
data is the same as the one used by Ditterich, shown in Figure 2.5. (c) Av-
erage reaction time (red and green for error- and correct-reaction times,
respectively) and accuracy (blue). Only error reaction times show poor
fits, which could be due to the small number of experimental data points
(Image from [Drugowitsch et al., 2012]).
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treatment to the decision making process.

o Other extensions to Drift-Diffusion model

There are many more extensions to the Drift-Diffusion model that can capture the

observed behaviour one way or another (see for example, [Yuille and Buelthoff, 1996,

Smith, 1995, Ferguson, 1967, Usher and McClelland, 2001, Busemeyer and Townsend,

1993, Smith and Ratcliff, 2004, Wang, 2002, Lo and Wang, 2006, Smith and Vickers,

1988, Mazurek et al., 2003, Reddi et al., 2003, Beck et al., 2008, Palmer et al., 2005]).

Here, we have provided a focused introduction to the Drift-Diffusion models of per-

ceptual decision making to introduce the general principles this family of models has

helped to uncover. An in-depth analysis and discussion of a subset of these models is

provided in [Bogacz et al., 2006] and [Ratcliff and Smith, 2004], where relationships

and differences between these many models are explained.

2.3.2 Normative models of decision making

Unlike the Drift-Diffusion models, which start by proposing an algorithm to fit data

and explain behaviour, normative models start by specifying a statistical model of the

“world” (i.e., the environment or the task setting), together with a computational goal.

Consequently, this approach makes it well-defined to search for optimal solutions, and

algorithms can be proposed and evaluated within this normative constraint, as opposed

to relying on specific data fits only.

Normative models can therefore be used to understand why the brain might employ

certain ways to solve problems, in addition to how it might go about it. Furthermore,

by being explicit about the task setting from the outset, these models can be used

to predict how behaviour is expected to change if certain task parameters or subject

preferences are altered (see for example, [Bogacz and Larsen, 2011]).

Normative models are therefore often more powerful tools for understanding be-
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haviour than their counterparts. For example, while Drift-Diffusion models have shown

that longer decision times correspond to higher decision boundaries, normative models

can explain a priori why, and in what way, decision boundaries should be set given the

task parameters, such as reward and punishment schedule, inter-trial interval, and so

forth. Since normative models can be used to predict what optimal behaviour should

be given the task design and setup, they can also be used to assess how far from optimal

a given observed behaviour is, opening further doors for studying that sub-optimality,

and potentially explaining the reasons behind it.

In this section, we formulate the RDK task from a normative perspective, and show

how insights from previous Drift-Diffusion models can be understood and explained in

terms of computations these models proffer. For the sake of brevity and clarity, we

provide a fairly high level review of the computations proposed by these models, and

point to the original papers for specifics of the algorithms and implementational details.

The RDK task as a Partially Observable Markov Decision Process

The Drift-Diffusion models of the RDK task share a general approach of integrating ev-

idence to a decision boundary, and this is also true for the normative models. However,

to these latter models, the profile of the decision boundary is not a free parameter, but

a consequence of finding the optimal solution for a given statistical formulation of the

problem setting. The problem setting in the RDK task is to discover an aspect of the

true state of the environment, i.e., direction of motion, based on partial observations of

this state through activity of motion sensitive neurons of Middle Temporal (MT) area.

To do so, normative models start with a generative model that defines a statistical rela-

tionship between the state of the environment and generation of the stream of evidence,

often as a function of tuning curves of MT neurons to direction and coherence. This

generative model is then inverted to create an inference model that probabilistically in-
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Figure 2.9: A computational modelling approach to decision mak-
ing in the RDK task. Subjects observe a stream of evidence by watching
the movement of dots, and make decisions based on their belief about the
true state of the stimulus, which in turn is determined by the net direction
and coherence of motion. As new evidence keeps arriving, subjects update
their belief state in terms of probabilities over direction and coherence.
Thus, the observations correspond to only partial information about the
true underlying Markov state, making the decision-making framework a
POMDP.

fer the current state of the environment (i.e., direction of motion) as evidence streams

in. The speed-accuracy trade-off kicks in as a function of the computational goal that

determines where to draw the line for gathering more information, and deciding on a

direction.

Generative model of the RDK task defines the state of the environment, s, as the

pair of direction of motion d and coherence C, denoted by s = (d, C). The dynamics

of this task is described by a Markov process, and subjects are assumed to know the

rules of the task (i.e., transition probabilities and reward functions) but not know for

sure what state they occupy in each instance in time. In other words, the statistical

relationships in the RDK task should be treated as a Partially Observable Markov

Decision Process (For an illustration see Figure 2.9, or [Dayan and Daw, 2008]). The

evidence generated by this latent state, xt, is assumed to be streaming in the form of
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spiking activity that is probabilistically generated given the state of the environment

via a generative model, p(xt | s), which is often designed as a function of tuning curves

of MT neurons.

Some models include the inter trial interval as an additional state that is fully

observable. Transitioning to the inter trial interval is accompanied by observing the

outcome of the decision, and transitioning from it happens automatically (after a fixed

inter trial interval time) to the next latent state, which marks the beginning of a new

trial.

The outcome of an action, denoted by R, is defined by R(st, at, st+1): At time step

t, making a decision at results in ending up in a state st+1 and a corresponding outcome

R. When the decision is to keep observing, st+1 = st, as coherence and direction stay

unchanged during a trial, and R could be zero or negative, corresponding to a value

associated with a cost to passage of time. If the decision is to choose a direction, then

st+1 becomes the inter trial interval and R is the expected reward for the decision made

in that state. After a fixed inter trial interval, time is reset back to zero and next trial

begins.

Computational goal is defined by most normative models to be maximisation of

average reward rate over the experimental session (see for example, [Simen et al., 2009,

Bogacz et al., 2009]). As we will see shortly, some models ignore the cyclic nature of

the task and assume that the computational goal is to maximise expected return over

a trial ([Huang and Rao, 2013]), an assumption that would require that there is an

explicit cost to passage of time.

Inference model In the light of a generative model, we can then ask the question

of how actions should be taken, time step by time step, to optimally achieve the com-

putational goal. Since the subjects have only partial information about the state, this
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decision making process involves trying to infer the latent state, and use this inference

to choose the optimal actions. Inference models are obtained from the generative mod-

els via Bayes’ theorem, b(s) ≡ p(s | x1:t) ∝ p(s | x1:t−1)p(xt | s), where b(s) is known

as belief state. Here, the belief state b(s) is a formal replacement for the true state s,

and from hereon the entire decision making process relies on belief states and not the

actual state.

In the versions of the RDK task we consider here, for every belief state, there

are three possible actions that can be taken: Terminate the trial by indicating that

the direction is to the left, terminate it by indicating that it is to the right, or keep

gathering more information without committing to a choice. The outcome R(st, at, st+1)

of choosing action at, is a reward, punishment, or nothing, after which a transition to

the next state, st+1 happens. The inference model is a tool that is used in the context

of computational goal to find an optimal mapping from belief states to actions, i.e., to

infer an optimal policy π(b) from which actions can be sampled given the current belief

state.

Latham and colleagues [Latham et al., 2007] formalised the notion of RDK task as

invoking a POMDP process, an approach that has been followed by all computational

models since. Because the belief state is uncountably infinite dimensional, we face a

computational challenge to solving the problem, and each model tackles it in its own

way.

Paper Policy Cost function Model

[Huang and Rao,

2013]

Trial invariant Expected return MDP in belief

space

[Deneve, 2012] Varies trial to trial Average reward

rate

MDP with point

estimate of coher-

ence
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[Malhotra et al.,

2018]

Trial invariant Average reward

rate

MDP in pre-

defined evidence

space

[Latham et al.,

2007]

Trial invariant Average reward

rate

MDP in evidence

space produced by

MT spike trains

Table 2.1: Four dominant computational models of perceptual de-
cision making in the RDK task. These models differ in their choice
of generative models and cost functions, and, therefore, the correspond-
ing inference models differ considerably between them. All RDK models,
except Deneve [2012], find a blanket decision policy that is applied to all
trials, making them trial invariant.

The Huang-Rao model: maximising the total expected return

The first computational model that we review is developed by Huang and Rao [2013].

In this model, animals are assumed to maximise the expected return, and consequently,

decisions fulfil this computational goal by choosing the highest valued action at time

t. Like most other computational models reviewed here (see Table 2.1, for a high

level summary of these models), it is assumed that the evidence for the motion and

coherence is provided in the form of spike trains produced by motion-sensitive neurons

in area MT. Huang and Rao [2013] design the state representation in terms of the

fractional firing rate of rightward vs leftward preferring MT neurons, which is simplified

to s = f(d, C) = Cd+1
2

, such that C and d can be recovered from s. Here, 0 < C < 1 and

d = ±1. In this framework, 0.5 < s < 1 corresponds to rightward direction (d = +1),

and 0 < s < 0.5 corresponds to leftward direction (d = −1), and s = 0.5 corresponds

to completely random motion. The inference question then becomes estimating this

fractional firing rate from the MT spike train and acting upon it.
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To create the generative model p(xi | s), Huang and Rao [2013] define the ith

observed spiking evidence xi, as “the spike count from MT neurons preferring rightward

motion, given the total spike count from rightward and leftward-preferring neurons”.

Effectively, they wait for a length of time, τ , until a total of nMT spikes are observed,

and then define the generative model as a binomial probability distribution,

p(xi | s) = Bino(nMT, s)

=
nMT!

nMT
R !(nMT − nMT

R )!
sn

MT
R (1− s)nMT−nMT

R

which means that the joint belief state p(s | x1:i) would follow a beta distribution,

and the belief state about direction of motion can be calculated as p(d = +1 | x1:i) =∫ 1

s=0.5
p(s | x1:i)ds and p(d = −1 | x1:i) =

∫ 0.5

s=0
p(s | x1:i)ds.

In summary, to find the optimal policy, Huang and Rao [2013] convert this POMDP

problem to an MDP in belief space, such that belief state transitions happen as a func-

tion of evidence and actions. This, in effect, is an MDP in an infinite dimensional space,

making the solution to the optimal policy only accessible through approximations.

The computational goal in this approximation MDP model is not maximisation of

average reward rate, but instead it is maximisation of the expected return. This would

not be possible to optimise unless there is a cost to passage of time. To do so, the

authors introduce a cost to passage of time that is a free parameter fitted to data,

and makes further evidence integration less and less appealing as time progresses. The

optimal policy that results from this computational model turns out to be a collapsing

decision boundary in the belief state space, and can account for both psychometric and

chronometric functions that are observed experimentally.

This model relies on the assumption that tuning curves of MT neurons are linear,
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which is in contradiction with experimental findings. Furthermore, this model cannot

account for the role of inter-trial intervals in shaping behaviour. Inter-trial intervals are

a crucial aspect of the experimental setups, and play a vital role in making it possible

for animals to learn the task. Nevertheless, Huang and Rao produce very good fits to

the data, partly because they fit the cost of passage of time to data. This parameter is

similar in nature to the cost that Drugowitsch and colleagues [Drugowitsch et al., 2012]

proposed, and plays a significant role in shaping the profile of fitted collapsing decision

boundaries.

The Deneve model: estimating the coherence

In an attempt to find a solution to the POMDP problem at hand, Deneve [2012] pro-

poses a hybrid mechanism that approximates this latent process with a drift-diffusion

framework. Recall that drift-diffusion models provide a policy that would be optimal

in maximising average reward rate only if coherence is known on a trial. To meet this

condition, Deneve [2012] proposes to point estimate coherence at each instance in time,

Ĉ(t), and use this estimate to find an approximate, time dependent, policy that aims

to maximise the average reward rate within the known framework of Drift-Diffusion

models (see Appendix A for more information).

Like the other models, evidence here is the spike train of MT neurons, xt ∈ {0, 1},

and the generative model p(xt | s) is defined in terms of the probability of observing a

spike from these neurons in a time interval dt. Tuning curves of the MT neurons are

assumed linear functions of coherence and direction, leading to a generative model of

the form p(xt | d, C) = [(λ0 + dC∆λ)dt]xt [1 − (λ0 + dC∆λ)dt]1−xt , in which λ0 is the

baseline firing rate of the MT neuron and ∆λ captures size of change in firing rate when

stimulus is on, 0 < C is coherence, and d = +1 denotes motion direction to the right

and d = −1 denotes motion direction to the left. Note that coherence taking values
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larger than 1 is one aspect of this model that is unintuitive in terms of experimental

design.

The inference model, p(d, C | x1:t), is found by combining this generative model with

the prior, p(d, C | x1:t−dt), according to Bayes theorem. Deneve [2012] then applies

a point estimate of coherence, Ĉ(t), to the inference model to calculate accuracy of

choosing a direction at time t, p(d | x1:t) =
∫
p(d, C | x1:t)dC =

∫
p(d | C, x1:t)p(C |

x1:t)dC =
∫
p(d | C, x1:t)δ(C − Ĉ(x1:t))dC = p(d | Ĉ, x1:t). This estimate of coherence,

Ĉ, is calculated as the expected value Ĉ =
∑

d

∫
C p(d, C | x1:t)dC. This latter step

is computationally intensive, and for the sake of brevity we avoid diving into details

of approximations for finding Ĉ(t) as it is explained in detail in the original paper.

Equipped with this estimate of accuracy of choice, p(d | x1:t), Deneve [2012] uses the

vanilla version of Drift-Diffusion framework to find a decision boundary that maximises

average reward rate.

Note that the temporal variability of decision boundary in this model is a result of

inaccuracies in time dependent estimates of coherence and approximate inference rather

than a cost associated with integrating information. The reason is that the decision

boundary is a result of a series of many point estimates of locally optimal decision

boundaries that would maximise reward rate if the estimate of the coherence at that

point were correct. Furthermore, this temporal variability is different from trial to trial

and is driven by a particular noise instantiation and evidence trajectory, because the

decision boundary is created online and in essence it is a function of the stochasticity

in the current stream of evidence. For this reason, even if coherence stays the same

across all trials, the inferred decision boundaries can be very different from one trial

to another. Needless to say, point-estimating coherence causes information loss that is

needed for maximising average reward rate (see Appendix C). Unfortunately, Deneve

[2012] does not provide fits to behavioural data to assess the viability of this approach.
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The Malhotra et al. model: inferring the drift rate

Malhotra et al. [2018] aim to provide an understanding of the computational origins

of the decision boundary profile, within a toy “state space” that has MDP properties.

They sidestep the question of how this state space is born from the POMDP at hand,

and instead start with a definition of a “state” in their framework that already indicates

accumulated value of an abstract evidence, xt ∈ {−1,+1}, and direction of motion

is inferred by proxy through inferring the drift rate that sets the trajectory of this

accumulation.

The rationale behind this definition is the scepticism about the assumption that

a neurally plausible decision maker computes posterior beliefs, as suggested by other

models of the RDK task. Instead, Malhotra et al. [2018] argue that such decision

making process must maximise reward rate by integrating sensory input directly. In

this construction, xt = +1 corresponds to a unit of sensory evidence in favour of

direction right, d = +1, and xt = −1 corresponds to a unit of sensory evidence in

favour of direction left, d = −1. These evidence are accumulated, yt =
∑t

i=1 xi, towards

a decision boundary, a or b, in a fashion similar to the Drift-Diffusion framework.

Once they reach a threshold that is determined by maximisation of reward rate, a

corresponding decision is made. The object of inference in this model is the drift rate,

ν, as it implicitly codes the direction as well as coherence: a positive drift rate is a

consequence of rightward motion and a negative drift rate is a consequence of leftward

motion, and the magnitude of this rate captures the coherence level. This model can

accommodate inference between a maximum of two coherence values, beyond which the

temporal evolution of the decision boundary vanishes.

The generative model in this framework is designed as a path integration over possi-

ble sequences of evidence, p(yt | ν) ∝
∑

x1:t
p(yt | ν, x1:t). The inference model, p(ν | yt),

can be calculated using the Bayes theorem, p(ν | yt) = p(yt|ν)p(ν)∑′
ν p(yt|ν′)p(ν′)

. Detailed deriva-
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tions of this quantity can be found in the original paper, which we are skipping for the

sake of brevity. Decision boundaries are optimised using a dynamic programming algo-

rithm that is a state-value based maximisation of average reward rate, for which three

transition probabilities are needed: The transition probability to observe evidence for

an extra time step, p(xt+1 = +1 | yt) =
∑

ν p(xt+1 = +1 | ν)p(ν | yt) =
∑

ν νp(ν | yt)

and p(xt+1 = −1 | yt) = 1− p(xt+1 = +1 | yt), and probability of making a choice, that

is choosing the most likely drift rate and reporting its corresponding direction based on

the probability of each drift rate, p(ν | yt).

As we mentioned earlier, the temporal dynamics of the decision boundary vanishes

and the decision boundary becomes flat in time if the number of task difficulties in-

creases beyond 2, or if the contrast between task difficulties is not extreme. As we

will see in our analysis presented in the next chapter, this is in contrast with the more

general finding that increasing the number of possible values that C can take indeed

adds richness to the temporal dynamic of the decision boundary.

2.4 summary

All of the models that we have reviewed so far aim to predict decisions that are to

be made in an uncertain world. They all rely on integration of evidence to a decision

boundary, crossing of which determines the what and the when of decisions made. It is

widely accepted that the POMDP nature of the RDK task forces a collapse in the deci-

sion boundary, but all of these models fail to agree on neurally plausible computations

that give rise to such collapse. In the following chapter we proffer a neurally plausible

approach to solving this POMDP problem without resorting to heavy approximations.

We will provide an in-depth analysis of the shape of the decision boundaries in an ev-

idence space that we derive from tuning curves of MT neurons. The advantage of our
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statistically sound formulation is that we can use it to successfully explain the seemingly

unintuitive temporal profile of the fitted decision boundary that we have encountered

in Drugowitsch et al. [2012] (see Section 2.3.1), and we can furthermore elucidate the

computational origins behind the difference between the two fitted decision boundaries

shown in Figure 2.8a. We can also expand on the observations of Deneve [2012] and

Malhotra et al. [2018] as our model provide a more general framework to understanding

speed-accuracy trade of in the RDK task.
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Chapter 3

Perceptual decision making II: A

neurally plausible normative model

As discussed in the previous chapter, the behavioural task we study requires subjects

to observe a collection of moving dots on the screen, and their assignment is to decide

on the direction of coherent motion. They can observe the motion on the screen for as

long as they want, but once they report their choice, the motion disappears from the

screen. If the choice is correct, subjects receive a reward. If it is wrong, they either

receive nothing or are punished with a penalty. After that, subjects have to wait for

the duration of an inter trial interval before the next trial starts (for an illustration,

see figure 3.1). In this chapter, we will proffer a computational model of behaviour for

volitional decision process in RDK task, and analyse behaviour in its context.
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Figure 3.1: A high level schematic illustration of decision making
process in the RDK task. Subjects observe motion of dots on the
screen, which is transformed via neural activity in motion sensitive area
MT, whose neurons are sensitive to direction and coherence [Newsome
et al., 1989]. The information provided by MT neurons is integrated to
arrive at a decision about the direction of motion. If the decision is correct,
subjects receive a unit of reward, which could be juice for monkeys and
cash for humans. If it is wrong, they either receive nothing, or endure a
penalty. Delivery of outcome marks the end of a trial, and is followed by
an inter trial interval.

3.1 Modelling perceptual decision making using la-

tent variables

Recall that at the onset of each trial, a fixed coherence value and its associated direction

of motion are chosen probabilistically. It is widely accepted that the information about

direction of the generated motion is represented in the Middle Temporal area (area

MT), where neurons are tuned to both direction and coherence [Newsome et al., 1989].

We make the minimalistic assumption that subjects make a decision solely based on the

spikes from this area, or regions with similar tuning curves. Keeping in line with other

models that have been introduced so far, we are interested in a version of the task in

which the dots can move towards only two possible directions, which we label left and

right. For this reason, we focus our study on two populations of MT neurons, one with

preferred direction of motion to the right and another with preferred direction of motion
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to the left. Note that this is a first order approximation, because any neuron that is

tuned to a direction of motion does get activated by motion to other directions, and

hence it can convey some information about directions of motion that are not preferred

by it. It is simply that firing rate of a neuron is highest only for the direction of motion

to which it is tuned.

Figure 3.2(a) displays an example of firing rate of an MT neuron as a function of

coherence. Although there is a fair amount of diversity among tuning curves (see figure

2 of [Britten et al., 1993]), most MT neurons show a similar trend: firing rate of neurons

that are tuned to the direction of moving dots increases with coherence; while firing

rate of neurons tuned to the opposite direction decreases with coherence. It is this

general tendency that we consider.

To model neural responses to the RDK stimulus quantitatively, we assume tuning

curves of the form

ν(d, C) = f0 e
dfC (3.1)

in which d is the preferred direction of motion, with d = +1 for direction right and

d = −1 for direction left; C denotes coherence, measured as the fraction of dots moving

coherently, and it ranges from 0 to 1; and f0 and f set the scale for the tuning curves.

As can be seen in figure 3.2(b), our exponential fit replicates the quadratic fit of the

original paper closely, highlighting that with an analogous set of parameter values,

minute details of the fitted function does not matter as much for our purpose. In our

simulations we consider a population of neurons, not just two, so effectively f0 in our

simulations is much larger than the value that our fit here indicates. Baseline firing rate

in our simulations can be interpreted as f0 in 3.1 multiplied by the number of neurons

with a similar firing rate.

We assume that the spike trains follow a Poisson process with constant rate ν(d, C).
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(a) An example of tuning curve of MT
neurons recorded in response to the RDK
task.

(b) Simulation of the MT tuning curve
used in our computational model of the
RDK task.

Figure 3.2: Examples of tuning curves of MT neurons. (a) Figure
from [Britten et al., 1993]. Black circles are responses of the neuron to
motion of dots towards its preferred direction. Note that firing rate in this
case increases from baseline as a function of coherence. White circles are
responses of the neuron to motion against its preferred direction, which
decreases as coherence increases. Solid line is the quadratic fit to this data,
and dashed line a the linear fit. Note that a linear fit fails to captures
the characteristics of firing rate at high coherence values, which is well
captured by a quadratic fit (b) The simulated tuning curve is of exponential
form (equation 3.1), with parameter values f0 = 8 Hz and f = 1. This
form has the benefit that it can approximate linear or quadratic fits when
parameters values are chosen appropriately.
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Additional benefit of this formulation is that it gives us the freedom to vary the range

of firing rate without restriction, as well as making the spike count up to time t a

sufficient statistic. In a nutshell, all that a subject needs to have for making a decision

is an estimate of time, t, and the number of spikes generated up to time t. Denoting the

number of spikes emitted by neurons preferring rightward motion by nR and denoting

the number of spikes emitted by neurons preferring leftward motion by nL, decisions

are made based on the triplet nR, nL and t.

We define a policy as a mapping from the triplet (nR, nL, t) to an action (decision).

The action at time t, denoted by at, can take on one of three values: wait, choose right,

or choose left. Using π to denote a policy, this mapping is written formally as

π : (nR, nL, t)→ at (3.2)

This policy can be visualised as a boundary in the three-dimensional state space

given by nR, nL and t. Inside the boundary the action is wait, and subject collects

more information; when the boundary is crossed the action is either choose right or

choose left, depending on the values of nR or nL. Typically it is optimal to choose right

if nR > nL and to choose left otherwise, but if there is a prior that favours right or

left, this may not be the case. The state space, along with a schematic of the decision

boundary, is shown in figure 3.3. We postulate that in this task, the goal of a subject is

to find the decision boundary that guarantees the optimal policy, where by “optimal”

we mean “maximising average net reward obtained per unit of time”.

Reinforcement learning provides us with an efficient set of algorithms for solving the

maximisation problem that we have outlined here. We will use one of these algorithms,

known as Dynamic Programming (DP). This is a model based algorithm that assumes

that decision maker knows the structure of the task and has a basic understanding of

how motion on the screen is translated into neural activity; i.e, it assumes that the
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(a) Schematic of optimal
decision boundary when
there is no bias.

(b) Schematic of optimal
decision boundary in the
presence of direction bias.

Figure 3.3: Schematic of optimal decision boundary. (a) In case of
no prior bias, the decision boundary is equidistant from origin for choosing
rightward or leftward direction. A decision is made once the spike count in
favour of one direction hits the corresponding decision boundary, which is
rightward for the schematic boundary drawn here.(b) Schematic of optimal
decision boundary when there is a bias towards a specific direction, which
is leftward here. When there is a bias, the amount of integrated evidence
for supporting the biased direction is less than that needed otherwise.
Decisions can be made in favour of the biased direction (leftward here)
even though there is more evidence gathered in favour of the opposite
direction. As we will see later, it is possible to reduce the state space from
3D to 2D, and thus making computations more tractable.
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decision maker knows the number of neurons and their tuning curves, has an awareness

of possible values of coherences that can be applied, has a prior belief about the prob-

ability of dots moving to the right, and knows the reward and punishment structure of

the task.

As we have mentioned earlier in the manuscript, our focus is the computational basis

of the observed behaviour, and for that reason we do not dwell on realism of the algo-

rithm that we have used to carry out those computations. We are also aware that the

model based approach provides a picture that overestimates the amount of information

readily available to subjects. Considering that our aim is not finding a neurologically

accurate algorithm, a model based approach provides the fastest and most straightfor-

ward means for analysing computations that may underlie the behaviour that we are

studying.

3.1.1 A model based approach to finding the optimal policy

The most common approach to finding the optimal policy in the model-based setting

is to solve Bellman’s equation [Bellman, 1957, Bertsekas and Tsitsiklis, 1996]. This is

a functional equation that relates action values and states to each other, and Dynamic

Programming is a family of methods that solves it [Bellman, 1957]. The solutions put

forward are iterative and have to be performed offline. However, as we noted earlier,

this restriction does not concern us, as there are many online and offline ways of solving

these computations and details of how exactly the neural system may implement them

would be a topic for future research.

To write out Bellman’s equation for RDK task, we discretise time into bins of size

∆t, so that all variables in the equation (nR, nL, and t) are discrete. The time bins are

chosen small enough (∆t→ 0) so that the probability of observing more than one spike

in each bin is negligibly small, making it possible to describe the observed spike train
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by a Bernoulli distribution. In practice, we check that our answers do not change if we

decrease bin size.

Recall that we are interested in finding the policy that maximises the average reward

rate, denoted by ρ. This quantity is defined as

ρπ = lim
t→∞

∑N(t)
n=1 r

π
n

t
= lim

t→∞

(∑N(t)
n=1 r

π
n

N(t)
.
N(t)

t

)
= lim

t→∞

(∑N(t)
n=1 r

π
n

N(t)

)
lim
t→∞

(
N(t)

t

)
=

r̄π

R̄T
π ,

(3.3)

where t is the sum of all decision times, N(t) denotes the number of all trials, rπn is

the reward received on trial n by following policy π, and r̄π and R̄T
π

are the average

reward and average decision time under policy π.

Note that while doing the task, subjects “lose” equivalent of ρ∆t unit of reward

when they choose to wait and gather more information. As a result, for each time step

that lapses, this amount is subtracted from the expected reward on that trial . With

this in mind, we can write Bellman’s equation as the following.

Let’s denote the triplet (nR, nL, t) by s for state of the decision maker at time t,

triplet (n′R, n
′
L, t+ ∆t) by s′ for state at time t+ ∆t, and a and a′ for actions at time t

and t + ∆t respectively. We can then write the discrete Bellman’s equation for action

values that optimises average reward rate as,

Qπ(a, s) = −ρπ∆t+ Eπ[rt | st = s, at = a] (3.4)

= −ρπ∆t+
∑
s′

pass′ [max
a′

Qπ(a′, s′) + E{R(s, a, s′)}]

Here, pass′ is the probability of going from state s to state s′ if action a is executed

at time t, E{R(s, a, s′)} is the expected reward for choosing this action and landing
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in state s′, and rt is the reward obtained for choosing action a in state s at time t.

Note that because the value in the next state is the maximum over all possible actions,

equation 3.4 implicitly defines the optimal policy. This optimal policy instructs that if

in state s, one has to choose the action with the highest value, which is the action that

maximizes Q(a, s). With this formulation, Q(a, s) is the expected total future reward

that action a yields when executed in state s, under the optimal policy.

Transition probabilities and immediate average reward

To solve equation 3.4, we need to know the transition probabilities, pass′ , and the rewards

associated with those transitions, R(s, a, s′). We start with the former.

First, we need to clarify that there are two kinds of transitions: those associated

with the action wait (a = 0), for which time increases by ∆t and the spike counts, nR

and nL, increase by at most one, and those associated with the actions choose right

(a = 1) or left (a = −1), for which the transition is to a dead-time state, which enforces

a fixed delay between trials.

Because we make the bins ∆t small enough that two or more spikes are unlikely

to occur, for the first kind of transition we need only compute three probabilities: the

probability that nR and nL stay the same, the probability that nR stays the same and

nL increases by one, and the probability that nR increases by one and nL stays the

same. We can calculate these probabilities because we are assuming that we know the

firing rates of rightward and leftward preferring neurons at time t. Using ν+ and ν−,

respectively to denote these firing rates, and assuming that ∆t → 0, the transitions

probabilities are given by
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p0
ss′ = 1− ν+∆t− ν−∆t if s = (nR, nL, t) and s′ = (nR, nL, t+ ∆t) (3.5)

p0
ss′ = ν+∆t if s = (nR, nL, t) and s′ = (nR + 1, nL, t+ ∆t)

p0
ss′ = ν−∆t if s = (nR, nL, t) and s′ = (nR, nL + 1, t+ ∆t).

The transition probability to s′ = (nR + 1, nL+ 1, t+ ∆t) is of order ∆t2, which is small

enough to ignore. The expected firing rates ν+ and ν− (denoted collectively as νd)

can be computed by averaging the tuning curves depending on how likely a coherence

value is. This, requires a knowledge of the joint posterior distribution over direction

and coherence, p(d, C | nR, nL, t). For simplicity we have ignored the normalisation

factor, but when we write it out in terms of tuning curves, we explicitly calculate it

(see equation 3.9),

νd =

∫
ν(d, C)p(d, C | nR, nL, t)dC ∝

∫
ν(d, C)p(nR, nL | d, C, t)p(d, C)dC (3.6)

where proportionality is due to Bayes’ theorem of conditional probabilities,

p(d, C | nR, nL, t) ∝ p(nR, nL | d, C, t)p(d, C | t)

= p(nR, nL | d, C, t)p(d, C) (3.7)

and p(d, C) is the prior belief over direction and coherence. This prior is independent of

time because we calculate the probability distribution of direction and coherence con-

ditioned on all data, and the experiment is set such that p(d, C) is constant throughout

the session. Equation 3.6 computes the expected firing rates ν+ and ν− as a function
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of the state, which means we can now use them to calculate the transition probabilities

that we require for optimising action values of equation 3.4.

Under the assumption that spikes emitted by area MT have a Poisson distribution,

the likelihood p(nR, nL | d, C) is given by

p(nR, nL | d, C) = p(nR | d, C)p(nL | d, C) (3.8)

∝ (tν+)nRe−ν+t(tν−)nLe−ν−t

∝ e(nR+nL) log(tf0)+d(nR−nL)fC−2tf0Cosh(fC)

where ν± = f0e
±fC . To write out this generative model, we have used equation 3.1 for

the tuning curves. Inserting equation 3.8 into equationf 3.6 gives us the final expression

for νd in terms of an integral over the coherence,

νd =

∫
ed fC+d(nR−nL)fC−2tf0Cosh(fC)p(d, C)dC∑

d′

∫
ed′ fC′+d′(nR−nL)fC′−2tf0Cosh(fC′)p(d′, C ′)dC ′

(3.9)

which has a numerical solution. We can now insert this average firing rate in response

to the stimulus into equation 3.5 and calculate the transition probabilities if the chosen

action is to wait.

If the action is to choose left or right, the transition probabilities are much simpler:

with probability 1 go to a dead-time state, and wait there for time t = ‘Dead time’

until the next trial begins (see figure 3.1).

Because the transition probability after choosing a direction is 1, the average im-

mediate reward depends only on the probability of the choice being correct. Assuming,

without loss of generality, that a reward of 1 is given for a correct choice and a punish-

ment of ψ is inflicted for an incorrect choice, and using the fact that there is no reward
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if the action is to wait, the average immediate reward is given by

r̄a =
∑
s′

pass′E{R(s, a, s′)} =

 pcorrect − ψ(1− pcorrect) if a = ±1

0 if a = 0
(3.10)

where pcorrect is the probability of correctly choosing the direction of moving dots, and

punishment is a positive real number ψ > 0. Note that magnitude of reward and

punishment is subjective [Levy and Glimcher, 2011], so even if the experimenter does

not assign a punishment for a wrong choice, the subject might have an internal sense

of punishment so that their neural system may experience a punishment even if none

was delivered externally.

Assuming the reasonable strategy of choosing the most likely direction, pcorrect is

given by

pcorrect = max
d

[p(d | nR, nL, t)] (3.11)

= max
d

[∫
p(d, C | nR, nL, t)dC

]
=

maxd[
∫
p(nR, nL | d, C, t)p(d, C)dC]∑

d

∫
p(nR, nL | d, C, t)p(d, C)dC

where p(nR, nL | d, C, t) is calculated according to equation 3.8. This is our inference

model.

By examining the expressions for the transition probabilities and immediate average

reward, we see that all the dependence on nR and nL comes from the likelihood term as

defined in equation 3.9. This likelihood term depends only on the difference, nR − nL,

and time. This implies that we can reduce the state space from the three dimensional

space of (nR, nL, t) to one that has only two dimensions of (∆n, t) where

63



Figure 3.4: The state space for the computational model intro-
duced in this section. By choosing an exponential tuning curve in-
spired from neural recordings, it is possible to reduce the state space from
3D to 2D. This reduced space is continuous along the time axis, and it
is discrete along the axis that marks the difference in the number of ac-
cumulated spikes. To make computations simple, we discretise the time
axis into small bins of size ∆t, such that the probability of observing two
or more spikes in one bin becomes negligible. A trial starts in the state
(nR − nL = 0, t = 0), and transition in the state space is directed by
passage of time and arrival (or absence of) new spikes in each time bin
(see text for more details). Once the transition lands into a boundary
state (coloured maroon), a decision is made according to the highest ac-
tion value attributed to that state. Then, an automatic transition occurs
into a set of states labelled “Dead time”, which code for the amount of
time subjects stay idle after they make a choice.

∆n = nR − nL. (3.12)

The resulting state space is shown in figure 3.4, and it is the one that we will work with

in the remainder of this chapter.

We should point out that the reduction of state space to two dimensions is not a

fundamental feature of the RDK; if we had assumed different tuning curves, or consid-

ered MT neurons that are tuned to all directions, then all three variables would have
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been needed. This two dimensional state space is the result of a few approximations

that we have made, and it makes it possible to have analogous comparisons between our

results and results of the algorithmic DDM models that we have discussed earlier. We

will elaborate on this point further in the results and discussion section of the chapter.

Finding the optimal decision boundaries

Once we know the transition probabilities pass′ (equation 3.5) and the immediate average

reward for choosing an action, r̄a (equation 3.10), it is straightforward to solve Bellman’s

equation for action values (equation 3.4). Next, we will solve this equation by Dynamic

Programming.

To find the optimal policy we assume that before the next trial starts, both nR and

nL are initially zero. We also assume that the subjects always wait for at least one time

step before making a decision. Under these assumptions, the initial state (0, 0) will be

a recurrent state, since it will be for sure continually visited on every trial. Presence

of such recurrent state is crucial for finding the optimal solution to equation 3.4. The

reason is that equation 3.4 has ambiguity, as any solution of the form Q → Q + q0 is

correct, in which q0 is a constant offset value. The recurrent nature of the initial state

helps reducing the number of unknowns in the set of action value equations. In total,

there are 3×N × T equations with 3×N × T + 1 unknowns. Here, 3 is the number of

actions, N is the number of states along the nR−nL axis, and T is the number of possible

time steps. The extra unknown parameter is the optimal value of the average reward

rate, ρ. Note that, in theory, both N and T are countably infinite, but in practice,

their range does not stretch too large since subjects commit to a choice at some point.

Indeed, often subjects are coached by experimenters to alter their speed of making a

decision so that all decisions are forced to be made within a temporal window that is

large compared to decision times (see for example [Ratcliff and McKoon, 2008, Roitman
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and Shadlen, 2002, Palmer et al., 2005]). In our simulations, we pick a generously big

number for N and T , and make sure the solution to optimal policy does not change if

these values increase.

We find that the optimal policy, π∗, depends on time during the trial, with an

unintuitive profile that stays fixed across all trials, a trend experimentally observed

by Drugowitch et al (figure 2.8). Therefore, although the optimal policy that we will

analyse in the next section is a stationary policy across trials, we will refer to it as a

dynamic decision boundary because it has a temporal profile during a trial. We will see

later that this time dependence is a consequence of coherence being a latent variable.

Recall that the optimisation problem we are solving has 3 × N × T equations and

3×N ×T +1 unknowns. To reduce the number of unknowns by 1, we can set the value

of state (0, 0) to 0 by subtracting V (0, 0) from all state values. We can do so because

the initial state is recurrent, so subtracting its value from all equations will have no

impact on the optimal policy.

In summary, the optimal policy can be characterised by a decision boundary in

the state space, where the policy is to wait and collect more information until the

boundary is crossed. Once the boundary is crossed, a decision is made. A schematic

of the decision boundary is shown in figure 3.4. We will provide analytical results and

simulation results in the next section.

3.2 Results

In this section, we will analyse our model to proffer a computational understanding of

the behaviour of subjects from a normative point of view.

We will first discuss a simpler version of the task, one in which coherence is known

and the only latent variable is the direction of motion. This discussion is essential
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because the simplified version provides a link from our model to the well-established

Drift-Diffusion model of decision making. It is through this discussion that we will de-

velop a good view of what the more complicated task involves, and therefore understand

the unintuitive temporal form of the decision boundary produced by the parametric fits

of algorithmic models. After this analysis, we will examine our latent variable model,

and use the aforementioned discussion to give an intuition to its results. Then, we

will show the computational basis for observing a rich variety of behavioural profiles

produced by small changes in experimental parameters. At the end, we will fit our

model to experimental data discussed in this thesis, and compare our results with that

of other models reviewed so far.

3.2.1 Analysis of optimal decision boundary when coherence

is known

We will first derive the solution to the optimal decision boundary when coherence is

known. We will see that the decision boundary in this case is independent of time, and

thus it will stay flat throughout the state space (see figure 3.5). This means that Drift-

Diffusion model (DDM) can reproduce optimal behaviour for RDK task, conditioned

that coherence is known to the subjects. We will also derive the analytical form for the

psychometric and chronometric curves, which, as we will see, are similar to the form

they take when derived from principles of DDM (see section 2.3.1). These derivations

help us loosely map the parameters of DDM onto the parameters of the tuning curve

in our model and make a natural connection with the algorithmic models. The analysis

in this section will help us understand the results of our general framework that will be

explained afterwards.

Our derivation is similar to what we did for the DDM (for more details see Chapter 2

and Appendix A). We define the optimal policy as one that maximises average reward
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Figure 3.5: Schematics of the state space and the optimal pol-
icy when coherence is known to subjects. In this case, the optimal
decision boundary is time-independent, and its value depends on the co-
herence. Optimal action to be taken in maroon coloured states are exit
actions, and the optimal action to be taken in white coloured states is to
continue integrating.

rate, and calculate the expected value of evidence arriving and find the nontrivial

root of the moment generating function. We will then use these quantities to derive

psychometric and chronometric functions, which lead us to finding the optimal decision

boundary that would maximise average reward rate.

As we mentioned previously, we believe that subjects choose their behaviour to

maximise the amount of reward they receive per unit time. The optimal policy that

ensures this can be found by maximising the average reward rate function with respect

to the accumulated evidence, ∆n:

∂

∂∆n

( r̄

R̄T

) ∣∣∣∣
∆n=∆n∗

= 0 (3.13)

Here, r̄ is the expected reward for choosing a direction in state (∆n, t), as defined

by equation 3.10, and R̄T is the average reaction time for making a decision in this

state. Before we complete the derivation, we will first determine the exact form and

dependency of r̄ and R̄T on the state (∆n, t), conditioned that coherence is known.

In order to find r̄, we need to first calculate p(R). We have used the same method-

ology of Drift-Diffusion models (i.e., we have used Moment Generating Functions, see

for example [Grinstead and Snell, 1997]) to derive the psychometric and chronometric
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curves.

The random variable we are studying here is ∆nt. Recall that ∆nt is the difference

in the accumulated evidence in favour of either direction at time step t (equation 3.12).

Because we have chosen ∆t small enough, in each time step at most one spike can

occur. For this reason, the magnitude of ∆nt can change at most by 1. Let’s denote

this change by xt, where x ∈ {−1, 0, 1} is a random variable. We define the probabilities

of observing xi (see equation 3.5) are by

p+ := p(xi = 1) = ν+dt (3.14)

p0 := p(xi = 0) = 1− (ν+ + ν−)dt

p− := p(xi = −1) = ν−dt

where ν+ is the firing rate of right preferring neurons and ν− is the firing rate of left

preferring neurons. Because we assume that the value of coherence and the functional

form of tuning curves are known (ν+ = f0e
fC and ν− = f0e

−fC), we can calculate the

exact values of probabilities in equation 3.14.

First, we find the psychometric curve. We assume that a decision is made once

the process transitions to a “decision state”, which we denote as (∆n∗, t). For every t,

there are two different values of ∆n∗ that can lead to a decision. One corresponds to

choosing right with probability p(R), and the other corresponds to choosing left with

probability p(L). If the prior over direction is unbiased, then these two values of ∆n∗

mirror each other across 0. In the presence of a biased prior, the relationship between

these two can become complicated, and thus we will denote their magnitude by ∆n∗R

for decision boundary to choose right, and ∆n∗L for decision boundary to choose left.
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To compute the psychometric and chronometric curves, we calculate the expectation

of the moment generating function evaluated at its non-trivial root, θ0 (see [Shadlen

et al., 2006] for a tutorial),

E{eθ0∆n∗} = 1 = p(R)eθ0∆n∗R + p(L)e−θ0∆n∗L (3.15)

which leads to the following psychometric curve;

p(R) =
1− e−θ0∆n∗R

eθ0∆n∗R − e−θ0∆n∗L
(3.16)

p(L) = 1− p(R)

Recall that the chronometric curve is the expected number of time steps taken to

reach the decision boundary at ∆n∗. As shown in Appendix A, we can find by taking

derivative of moment generating function and evaluating it at nontrivial root θ0, which

would yield

R̄T =
E[∆n∗]

E[x]
(3.17)

=
p(R)∆n∗R + [1− p(R)](−∆n∗L)

E[x]

where E[x] is given by (see equation 3.14):

E[x] = (+1)p+ + 0p0 + (−1)p− = p+ − p− (3.18)

Putting equations 3.17 and 3.18 together, we can write the chronometric curve as
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R̄T =
(1− e−θ0∆n∗L)∆n∗R + (eθ0∆n∗R − 1)∆n∗L

(p+ − p−)(eθ0∆n∗R − e−θ0∆n∗L)
(3.19)

The only part remaining to complete our calculation is finding the non-trivial value

of θ0:

E[eθ0x] = 1 = p+e
θ0 + p0 + p−e

−θ0 (3.20)

By a change of variable z = eθ0 and noting that p0 = 1− p+ − p−, we can simplify

equation 3.20 to:

0 = p+z
2 − (p+ + p−)z + p− (3.21)

which yields the non-trivial solution of

θ0 = ln

[
p−
p+

]
= −2fC (3.22)

Putting everything together, and assuming that coherence is known and that prior is

unbiased, the final form for the psychometric and chronometric curves for fixed decision

boundaries is given by,

p(R) =
1

1 + e−2fC∆n∗
(3.23a)

R̄T =
∆n∗

2f0 sinh(fC)
tanh(fC∆n∗) (3.23b)

The R̄T mentioned in 3.23b is the net expected decision time. When optimising

the average reward rate, we should calculate the total time spent for making a decision

as R̄T plus a non-decision time representing the temporal delays in pipelines of motor
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system and the inter trial interval (TITI).

Our psychometric and chronometric curves have a similar form to the psychometric

and chronometric curves derived by the DDM (equations 2.5 and 2.4). In fact, the

two formulations are identical in the limit of small f , which would correspond to linear

tuning curves. This tells us that if coherence were known to subjects, indeed DDM

can provide a solid computational treatment to the decision making problem and it

is indeed the optimal strategy to use its proffered flat decision boundary. However,

since coherence is a latent variable, DDM stops short at that and instead acts as an

approximate model. For this reason, all variants of DDM fail to be an appropriate

computational model for optimal decision making in contexts similar to the RDK task.

Because we now know the analytical forms of p(R) and R̄T , we can maximise the

average reward rate to find the optimal policy:

∂

∂∆n

( r̄

R̄T

) ∣∣∣∣
∆n=∆n∗

=
∂

∂∆n

(
1

1+e−2fC∆n

∆n
2f0 sinh(fC)

tanh(fC∆n) + TITI

)∣∣∣∣
∆n=∆n∗

= 0 (3.24)

In which θ0 = −2fC. There is no analytical solution to this equation, and it can be

found numerically for different parameter regimes.

We have plotted ∆n∗ versus fC from equation 3.24 in figure 3.6, which could also

be interpreted as a plot of ∆n∗ versus f for C = 1. When fC is very small, only the

initial part of this curve is explored for determining the optimal decision boundary,

∆n∗. This would yield a curve of ∆n∗ versus coherence that is increasing only. As

fC becomes bigger, this curve plateaus, only to fall off again when fC is quite large.

The non-linear profile of ∆n∗ makes intuitive sense: When fC is small, the transition

probabilities of equation 3.14 are almost the same for both directions, which makes the

drift rate to be nearly zero. It also makes it difficult to perform above chance, therefore,

it makes sense to set the boundary close to zero to save time, given that the accuracy
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Figure 3.6: Optimal decision boundary as a function of fC, with
parameters, f0 = 1000 Hz, and TITI = 0.3 s. The decision boundary is a
discrete number, marked by asterisks, and is generated from simulations.
When this product is small, either due to low coherence or small f , only
the initial part of this curve is explored. As this product becomes larger,
other parts of this curve is explored, leading to a collapsing profile. Note
that this curve could also be reinterpreted as ∆n versus f for C = 1.

does not change by much as a result of integration. As fC increases, the drift rate

towards the correct boundary also increases and integration picks up speed. At the

same time, accuracy does improve as a function of ∆n∗. For this reason, it makes sense

to increase the decision boundary to make room for making more accurate decisions.

At the extreme when fC is very high, the drift rate is so high that transitions towards

the wrong boundary are extremely unlikely. For that reason, the decision boundary

does not get any higher, or may even be dropped back down to lower values, since a

wrong decision boundary – even one set quite low – is very unlikely to be reached. At

the same time, accuracy becomes a steep function of ∆n∗, such that even small ∆n∗s

can promise high rewards. This means that, although the decision boundaries at this

extreme are set low, the accuracy of choices stays high, and therefore reaction times

are fast. The exact shape of figure 3.6 would depend on other parameters, such as

dead time or whether subjects receive punishment or not, a point which we will explore

further later on.

The discussion here stresses that even when coherence is an observable variable,
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the stationary optimal decision boundary can develop a complex profile when plotted

as a function of coherence. This complex profile underlies the nonstationarity that we

observe in the boundaries fitted by algorithmic models to behaviour under uncertainty

(see figure 2.8). Below we discuss in detail how the added level of uncertainty due

to the unknown value of coherence interacts with the speed accuracy trade off, and

why the decision boundaries take the form they do. However, we will first analyse

the behaviour of subjects here under the assumption that they do know coherence, as

the latent variable model can be understood better in terms of an “uncertainty based

averaging model” of the simpler model we are discussing here. We will elaborate more

on this point later.

Impact of effective coherence in determining the height of decision bound-

ary, accuracy of choice, and reaction time

As we mentioned, the speed and accuracy trade off dictates that subjects should be

fast in making their decision when coherence is very low or very high, and take longest

to make a decision when coherence has an intermediate value. As a result, the optimal

decision boundary as a function of coherence first increases, only to fall again for very

high coherences (see figure 3.7). The firing rate parameter f is a determining factor for

what ∆n∗ is as a function of coherence. The reason is that this parameter controls the

sensitivity by which the actual value of coherence is reported to the rest of the brain.

Indeed, it is the product fC that will ultimately determine the height of the decision

boundary and not coherence alone. We will discuss this a bit later when we analyse

importance of the slope of tuning curves as predictors of the behaviour.

Understanding how parameters control behaviour is pretty straightforward. Looking

back at equation 3.14, we can see that conditioned on reasonable firing rates, the higher

the coherence is, the higher the accumulation rate towards the correct decision boundary
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(a) Optimal decision boundary
as a function of coherence, pa-
rameter values are: f0 = 500
Hz, f = 0.9, Dead time = 1 s,
ψ = 0.

(b) Optimal decision boundary
as a function of coherence, pa-
rameter values are: f0 = 500
Hz, f = 0.01, Dead time = 1 s,
ψ = 0.

Figure 3.7: Optimal decision boundary as a function of coherence.
When coherence is known, the decision boundary is independent of time.
These two figures can also be read out from figure 3.6. (a) For some pa-
rameter ranges, the optimal decision boundary reaches its highest point
at intermediate coherence values. Intuitively, this makes sense: with the
knowledge that coherence is zero, there is no point in integrating informa-
tion, and the optimal policy is to decide as soon as the trial starts. For
intermediate values of coherence, there is hope to make a correct decision
by integrating information, so the decision boundary moves away from
zero. However, this changes when the coherence nears 100%. Subjects
need not integrate for long when practically all dots are moving in the
same direction. After a few time steps, there is enough evidence to favour
one direction over another. (b) For other parameter ranges, the decision
boundary plateaus as coherence increases. This usually happens when, for
any reason, trials of different coherence values are not differentiable from
each other by much, and the effective value of coherence is rather small.
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becomes. In line with drift rate, the probability of gaining a reward conditioned on ∆n∗

grows too (see equation 3.23). However, while the accumulation rate increases linearly

with coherence, the expected reward as a function of coherence and time has a more

complicated landscape. Next, we will explain how parameters influence the combination

of these two to control the speed-accuracy trade off.

Impact of firing rate parameters on the height of the decision boundary,

accuracy of choice, and reaction time

In this section we will examine how the firing rate parameters, f and f0, govern the

magnitude of the speed and accuracy of choice. This discussion will ultimately help

us understand better why enhancers or inhibitors of neural activity may influence the

decision making processes in subjects, as well as what might be one of the neural

differences between subjects who prefer speed over accuracy and those who prefer the

contrary.

Consequences of changing f The firing rate parameter f scales the coherence

(see equation 3.1), therefore it is fairly straightforward to understand what happens to

behavioural choices as the value of f increases.

Very low values of f forces all values of C to be perceived as small and therefore

uninformative. This makes the decision boundaries for different coherences to cluster

around zero (see figure 3.8). The accumulation rate also becomes very small (equation

3.14). Consequently, as f decreases, the reaction time distributions become more and

more similar to the reaction time distribution for low coherence trials, and the accuracy

of choice starts dropping towards chance (see figure 3.8). In other words, in the limit of

small f , subjects maximise their reward rate by committing to rushed decisions of low

accuracy. This leads to the prediction that as motion sensitive neurons become more

and more inhibited, subjects trade accuracy of their choice for its speed. Consequently,
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subjects become rushed decision makers, and show a decrease in the slope of their

psychometric and chronometric curves. For this reason, when subjects seem not to

make use of information presented to them, it is fair to caution that sensory bottlenecks

as well as integration bottlenecks can be influencing factors.

In the same way, high values of f create an exaggerated perception of coherence

values. This boosted perception of coherence forces the decision boundaries to move

away from the the midline of [∆n = 0, t] , (see figure 3.8). As a result, at the expense

of increasing accuracy, decisions are made at a lower pace. We predict that the more

sensitive neurons become to motion on the screen, the slower the subjects become on

trials of intermediate coherence, and they will be more accurate. Behavioural profile

in this case would be that the reaction time distributions will separate very well from

each other for different coherence values, and the slope of the psychometric curve will

be quite steep (see figure 3.8).

Consequences of changing f0 The impact of changes in f0 is similar to the impact

of changes in f , albeit through a different mechanism. f0 controls the size of the sensory

neurons’ population that is registering the motion on the screen. The higher f0 is, the

larger is the number of neurons that are reacting to the motion. As a result, noise can

be integrated out much faster, and consequently, incremental changes in f0 have a far

bigger impact on the changes in the decision boundary than incremental changes in f .

As f0 increases, the decision boundary for higher coherence values drop in magni-

tude faster than the decision boundaries for intermediate values. The importance of

this observation becomes clearer when we relate the decision boundary in the face of

unknown coherence to the decision boundaries when coherence is known. Indeed, a

big part of the temporal profile of the fitted decision boundaries discussed in the pre-

vious section can be attributed to the different values of firing rate parameters we are

discussing here.
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(a) Decision boundaries for two
different values of f . Green
shows the optimal boundary as
a function coherence for f =
0.5, and blue for f = 0.01.
When f is very small, the de-
cision boundary increases as a
function of coherence. When
f is large, the highest decision
boundary belongs to intermedi-
ate coherence values. See the
text for an intuitive explanation
for this observation.

(b) f is the parameter that
helps the integrator dissociate
different coherence values from
each other. When it is very
small (blue curve), accuracy is
at or near chance regardless
of coherence value. However,
when f is large, impact of co-
herence values is magnified, re-
sulting in a well-formed psycho-
metric curve, depicted in green.

(c) For small values of f , the
expected reaction time for dif-
ferent coherence values are very
similar and nearly instanta-
neous. However, the intermedi-
ate coherence values require the
highest reaction time to accom-
modate the increase in accuracy
of response. See text for an in-
tuitive explanation.

Figure 3.8: The firing rate parameter f directly controls the shapes
of psychometric and chronometric curves. for small values of f
average reward rate is optimised through an increase in speed of decision,
while for large values of f it is the accuracy that plays the major role for
maximising reward rate. The other parameters are: f0 = 500 Hz, ψ = 0,
and dead time = 0.5s.

78



Impact of inter-trial interval on the height of decision boundary, accuracy

of choice, and reaction time

In this section, we will investigate how experimental parameters can force subjects out

of their comfort zone when making decisions; i.e., how environment can make a decision

maker to hasten or to slow down.

The inter-trial interval (ITI) is a time that is imposed on subjects, during which

neither decisions can be made nor information is available for contemplating about a

decision. The length as well as statistical properties of ITI play significant roles in

decision making profile of subjects. However, for simplicity, we will only discuss the

impact of the length of ITI on the psychometric and chronometric curves, and forgo

details that may be due to higher order statistics.

It is important to note that when we speak of ITI, we are indeed talking about two

independent time intervals. One interval is controlled by the experimenter, and starts

when movement reaches the criteria for marking a decision, and finishes at the onset

of the incoming trial. The second interval is due to motor delays and thus it is fairly

fixed and immune to experimental alternations. It starts when the decision boundary is

crossed, and finishes when subjects initiate a motor movement to exhibit their decision

(figure 3.9). The typical length of this interval is on average on the order of 400 ms for

monkeys and humans [Burk et al., 2014], and is governed by the physiological makeup

of subjects.

The ITI has a straightforward impact on the decision boundary. As the ITI increases,

the reward rate decreases, without any contribution to the accuracy of choice. This

influence makes mistakes costly, and therefore as the ITI increases, decision boundaries

are pushed higher for all coherence values to avoid expensive mistakes. In the same way,

as the ITI gets closer to zero, all decision boundaries fall down to near zero, encouraging

subjects to terminate the trial sooner than later (see figure 3.10).
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Figure 3.9: Schematic of a trial within an experimental session. A
trial starts with the onset of motion on the screen, and terminates when a
decision is made. After a trial, there is an inter-trial interval (ITI) which
is experimentally an idle time. There is another non-decision time, which
is due to motor delays and is depicted here in yellow. Because of the
speed and accuracy trade off, the length of the ITI plus this motor delay
greatly influences behavioural profile of subjects. See the main text for a
discussion.

Figure 3.10: Decision boundaries as a function of coherence and
inter trial interval length. As the ITI gets longer, the height of the
decision boundary increases. The elevation of boundary heights is not
uniform across all coherence values: It changes little for very high and for
very low coherence values, and it has its biggest impact on intermediate
ones. This is expected, since these are the trials where uncertainty can be
massively reduced by applying larger integration windows, which is heavily
utilised when the ITI is very large.
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We assume that subjects have a limited energy resource available to them for going

through a session, which puts an effective time limit on the length of their session. This

would mean that a longer ITI would demand longer decision times and better accuracies,

because they make the number of trials fitted in a session less. For this reason, long ITIs

make the few trials that are offered too valuable to rush through. However, the lower

ITIs encourage shorter decision times that are less accurate: racing to make decisions

makes it possible to save time on low coherence trials without jeopardising accuracy on

high coherence trials (see figure 3.11). Indeed, this is a behaviour that is seen in animal

subjects, where longer ITIs are important in ensuring that subjects avoid guessing.

We would like to note that we expect to see subjects appear to favour accuracy

over speed when their motor movements are jeopardised in a way that it would take

them longer to execute their decisions, as if their ITI is increased. For example, in

some experiments where antagonistic forces are applied to arm movements (see for

example, [Franklin et al., 2012]), we expect that subjects become more accurate during

the adaptation period. The strength of this change would depend on how the adaptation

time scale compares with the length of the experimental session.

Our simulations so far show that although the speed and accuracy of decisions

change as the ITI changes, yet the expected reward per decision epoch stays fairly

constant. Figure 3.11(c) shows the expected reward per decision time step for different

ITIs. Assuming that a unit reward is delivered for correct answers, this figure shows

ρDecision = p(R)
<RTDecision>

, which seems to be resilient to changes in the ITI. This result

predicts that as ITI increases, subjects increase their response time long enough to

ensure they gain the maximum reward rate for the time they take to make their decision,

although the increase in the ITI will decrease their effective reward rate by increasing

its denominator, ρDecision = p(R)
<RTDecision>+ITI

.

In the next section we will bring all that we have listed here together to explain
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(a) Chronometric curve for dif-
ferent ITI values. The aver-
age reaction time increases as a
function of ITI, although it re-
mains fairly unchanged for high
values of coherence. The rea-
son is the non-uniform increase
in the height of the decision
boundary as a function of co-
herence.

(b) Psychometric curve for dif-
ferent ITI values. Decisions
become more accurate as ITI
increases, because opportunity
of making a decision becomes
rarer ITI expands.

(c) The reward rate per deci-
sion time step seem to be im-
mune to changes in the ITI
length. As ITI length changes,
the expected reaction time and
accuracy of decision changes
such that optimal reward rate
is maintained.

Figure 3.11: (a) and (b) Psychometric and chronometric curves
as a function of coherence and inter trial intervals. As the ITI
increases, subjects slow down and become more accurate in making deci-
sions. This effect is most pronounced for intermediate values of coherence.
(c) Understanding loss of reward rate Simulation results like this
one suggest that changes in the behavioural profile of subjects happens to
ensure subjects lose reward rate only because of the dead time, and that
they gain most of what they can during their decision making epoch
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the dynamic profile of the decision boundaries when coherence is unknown, and explain

how the psychometric and chronometric curves would change if the parameters were to

change.

As can be expected, the behavioural curves when coherence is an observable is very

different from the behavioural curves when it is a latent variable. This means that the

curves generated in this section are different from the curves observed experimentally

(see figures 3.12 and 3.13 where we have put the two curves next to each other). At

the end of this section we will provide an intuitive understanding of how the two be-

havioural curves shown in figures 3.12 and 3.13 relate to each other. Next, we will

discuss how, in general, coherence influences the heigh of optimal decision boundary

through accumulation rate and expected reward rate. Unless stated otherwise, we have

assumed a uniform distribution on possible coherences as well as possible directions.

3.2.2 Analysis of optimal decision boundary when coherence

is unknown

The actual exercise that subjects face while doing the RDK task is much more compli-

cated than the basic experiment we have discussed above. In the previous section, we

assumed that subjects know coherence, but in the original experiment they have no im-

mediate access to this information: There, the trials are created randomly from several

possible coherences, and although subjects are not required to report the coherence,

they need it to optimise their behaviour. Indeed, subjects use inference about coher-

ence to optimally maximise their reward rate – on average – across the experimental

session. Counterintuitively, their performance on each trial may show otherwise. We

will elaborate on this point further on.

Figure 3.12 shows computational solution to the decision boundaries when coher-

ence is known (figure 3.12(a)) and when it is unknown (figure 3.12(b)). It also shows
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the expected average reward rate over an experimental session in which the trials are

randomly interleaved (figure 3.12(c)). As we can see, each coherence yields a different

average reward (blue dots). However, when they are averaged together in an experi-

mental session, R̄ =
∑

C r̄(C)p(C), the expected average reward rate for that session, ρ,

will not differ by a lot, regardless of whether coherence is known or unknown (compare

the dashed line of known coherence session with the solid line of unknown coherence

session, which shows R̄ ≈ ρ). The reason for this performance is the way uncertainty

about coherence sets the decision boundaries, such that the speed-accuracy trade off is

optimised.

Looking closer to figures 3.12(a) and 3.12(b), we can see that the decision boundaries

for highest coherences are located at ∆n ∈ (4, 5, 6), which is the starting height for the

optimal decision boundary when coherence is unknown. The reaction time distributions

for these high coherence trials are clustered at around these early part of the decision

boundary, because this is the section of the decision space that is heavily used when

choices are obvious. Next, we will explain in what way these curves are related to each

other, and how their relationship ensures that coherence as a latent variable does not

sabotage the expected average reward rate by much.

Consider a trial in which coherence is a latent variable and there is no bias about

its value. Subjects start the trial ignorant of the value of coherence on that trial, but

as evidence of motion streams in, they can infer how high or low it may be. Recall

that Deneve proposed that an online estimate of coherence may be used for calculating

the optimal decision boundary at every time step. Our model shares a similar view,

arguing that an inference over coherence plays a pivotal role in determining the decision

boundary. However, unlike the explicit estimate that Deneve makes of coherence, we

suggest that the dynamic profile of the decision boundary is governed by an implicit

inference about this value, determined by uncertainty about it. Next, we will elaborate
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(a) Optimal decision bound-
aries when coherence is
known for parameters
f0 = 500 Hz, f = .5, ψ = 0,
and dead time = .5 s .

(b) Optimal decision bound-
ary when coherence is un-
known for the same parame-
ter values.

(c) Despite the fact that co-
herence is never explicitly es-
timated, our model produces
near optimal behaviour by
yielding average reward rate
that is close to the expected
value of average reward rates
if coherence were known.

Figure 3.12: (a) and (b) Temporal profile of decision boundary in
time is very similar to that of decision boundary as a function
of coherence when it is an observable variable. Indeed, at the start
of a trial, the decision boundary lays very close to where it would be if
coherence were known to be high, and is dynamically adjusted as time pro-
gresses to where it would be for lower coherences. For longer times, this
vigorous mapping loosens, and the decision boundary drops to much lower
than it would be if coherence were known and were small. (c) Whether
coherence is an observable or a latent variable, the average re-
ward rate stays very similar for an experimental session. Average
reward rate is a function of coherence (blue dots), but if trials of known
coherence are mixed in a session, the average reward rate for the session is
very close to the average reward rate if coherence were a latent variable.
This observation shows that out model can find an optimal policy that
would yield average reward rate as if coherence were known.
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(a) Chronomet-
ric curve when
coherence is known.

(b) Chronometric
curve when coher-
ence is unknown.

(c) Psychomet-
ric curve when
coherence is known.

(d) Psychometric
curve when coher-
ence is unknown.

Figure 3.13: Comparison of psychometric and chronometric curves
when coherence is an observable and when it is a latent vari-
able.Parameter values are: f0 = 500 Hz, f = 0.5, dead time = .5 s, and
ψ = 0.

on this point further, just to provide an intuition for the results we provide. Note

that the explanation below is presented to only provide an intuition to the results of

optimisation of average reward rate that has been produced without considering any of

the high level intuitions provided below.

Let’s have a look at figure 3.13, in which the psychometric and chronometric curves

are depicted, both when coherence is known and when it is unknown. As one can see in

3.13(c) and 3.13(d), the accuracy of choice is fairly similar whether coherence is known

or not. The biggest discrepancy between the two chronometric curves is at low coherence

values. When coherence is an observable, the shortest average reaction time belongs to

trials of zero coherence, while this coherence value produces the longest reaction time

when coherence is a latent variable. On the other hand, the average reaction times don’t

differ by much between the two scenarios for trials of 100% coherence. What these plots

tell us is that, when coherence is unknown, it makes sense for the optimal policy to

ensure the average reward rate due to high coherence trials is achieved as precisely as

possible, while show little concern for average reward rate from low coherence trials, as

they don’t contribute much anyways.

Let’s step back for a moment and think about what would be the best thing to do

at time step 1. At this point, there is barely any information available, so of all places
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that the decision boundary can lie at this point in time, best would be a boundary point

corresponding to C = 1. This means that the optimal starting point for the decision

boundary at time ∆t is always ∆n∗(Ĉ = 1). At the other extreme, when time has

lapsed for long and no decision has been made, the best thing to do would be to set

the decision boundary at one that corresponds to the lowest possible coherence, which

is 0 in our setup. This boundary is ∆n∗(Ĉ = 0) = 0, and guarantees that as long as

there is a zero coherence trial in the mix, the decision boundaries will collapse to zero

at large times. But, what about the decision boundary in between these two extremes?

As it turns out, evolution of the decision boundary in time loosely follows a piece-wise

concatenation of optimal decision boundaries, starting from one corresponding to the

highest coherence and changing along time as a function of coherence decreasing (see

figure 3.14). This loose mapping from decision boundaries for when coherence is an

observable to the optimal decision boundary for when coherence is a latent variable

is not surprising. As we mentioned before, optimal policy ensures that the expected

reward collected within the average time stays as closely as possible to what it would be

if coherence where known, at the expense of sacrificing this precision for lower coherence

trials.

Let’s assume that coherence is drawn from i = {1, ..., n} possible values, C1 = minCi

and Cn = maxCi. Let’s denote t̄i as the average reaction time for making a decision

in a trial of known coherence Ci with ρi as the corresponding average reward rate, and

assume that priors are unbiased. When coherence is a latent variable, optimal policy

would aim to maximise the corresponding average reward rate at each point in time,

i.e., ρ(t) = max{ρi | t}. Recall that ρi is maximum for t = t̄i, which means for chunks

of time around average reaction times for when coherence is known, it makes sense to

pick the decision boundary corresponding to one that would maximise average reward

rate for that average reaction time. Also, recall that ρi < ρi+1 (see figure 3.12), which
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(a) A schematic of the ex-
pected accumulated evi-
dence as a function of co-
herence and time. The in-
tensity of line colours re-
flects the magnitude of the
coherence. As coherence
decreases, so does the ac-
cumulation rate, making .

(b) The birth of a deci-
sion boundary: From an
optimality point of view
it makes sense to initiate
the decision boundary at a
level similar to that of the
one corresponding to the
highest possible coherence
value. See text for more
explanation.

(c) The temporal profile
of the decision boundary
is an indicator of the
fact that subjects perform
the speed-accuracy trade-
off in the face of a uncer-
tainties due to existence of
latent variables in a cyclic
task.

Figure 3.14: Decision boundaries collapse because coherence is a
latent variable. Algorithmic models of the RDK task suggest that the
decision boundary has a temporal profile. Here, we provide a schematic
illustration for how, from a computational perspective, such a profile is an
indicator of the speed-accuracy trade-off in the face of uncertainty about
coherence value.

means first, decision boundaries corresponding to the highest coherence will be picked,

and once time lapses beyond their corresponding average reaction time the decision

boundary is moved to a place that would correspond to the next highest reward rate

for t = t̄i.

Recall that the average decision time is a concave function of coherence (see for

example, figure 3.8), which would mean for some t, it is possible to have several decision

boundaries that would be optimal for a given value of t̄i. However, priority is given

to the boundaries that would produce high reward rates, and instead, the boundaries

collapse at a faster rate and to lower than expected values as time progresses and high-

valued coherence are tried out. In this way, the drop in the expected average reward

rate is negligible (see figure 3.12).

The geometrical relationship shown in figure 3.14(c) is a good rule of thumb for

understanding where the profile of fitted decision boundaries by Drift-Diffusion models
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come from, such as the one shown in figure 2.8. Let’s look at figure 3.14: Although

we have schematically illustrated the optimal decision boundary based on the above-

mentioned point, this decision boundary looks very similar to the one fitted to the

data obtained from Monkey N of Drugowitsch et al (see figure 2.8). Nevertheless, we

have provided an intuition to the unintuitive form of the boundary profile, which is

solely based on optimisation of speed-accuracy trade off in a setting where no explicit

cost is attributed to the passage of time. Next, we will explain the impact of different

parameters on the observed behaviour from a computational perspective.

Before we move on to discussing the results of the full model, we would like to re-

emphasise the main point of the discussion above. By appropriate statistical treatment

of latent variables, it is possible to solve complex problems near optimally (On average),

without resorting to explicit inferences on all involved latent variables. We can do so

because such treatments takes uncertainty into account, and optimise behaviour based

on that.

The relationship between the decision boundary and behaviour

By now, the ground work is laid for understanding how different parameters influence

behaviour. We have also developed a sense of what we can expect from the profile of

the optimal decision boundary that creates behaviour in the face of uncertainty. Here,

we provide a quick summary of this understanding before continuing onto discussing

how bias, punishment, and reward influence behaviour in the way we observe.

In general, a purely collapsing bound would correspond to a system that may appear

to prefer fast decisions, while an expanding and then collapsing bound may appear to

prefer accuracy at the expense of speed. The important message to take is that, both of

these forms are optimal, and can be implemented by the same subject, if put in different

experimental conditions. Given the discussions so far, it should be straight forward

89



to guess how experimental and neural parameters influence the shape of the decision

boundaries. At the end of this subsection, we should be able to better understand –

from a computational perspective – why a small change in experimental parameters

can lead to big – but predictable – changes in behaviour, or how subject to subject

variabilities can lead to noticeable differences in dealings with speed-accuracy trade off.

Predicted impact of the Inter Trial Interval (ITI) on behaviour As noted

previously, very small values of ITI encourage fast decisions despite the fact that they

yield poor accuracy, and they demand steeply collapsing decision boundaries. When

ITI is very large, the optimal behaviour is to generously spend time and make accurate

decisions, which in general, are a result of an expanding and then collapsing decision

boundary. The intuitive reason for the shape of boundary profile as a function of ITI is

as follows: As we mentioned before, the trials with intermediate values of coherence are

the ones affected most by the speed-accuracy trade off. As ITI increases and mistakes

become costly, the boundary starts to expand to accommodate more accurate responses

on intermediate valued trials. However, it soon collapses as not to waste precious time

on a trial that yields poorly informative evidence (see figure ??).

Given that perception of time is rather subjective [Sucala et al., 2010], what we have

discussed here leads to interesting and testable implications: Given our framework of

optimality, we predict that all being equal, subjects who appear to assess passage of

time faster than others may appear to make rushed decisions, and those who have a

slower assessment of passage of time tend to make slower but more accurate decisions.

The important take home message is that both of these groups are optimal decision

makers, and in a task such as RDK, both groups can receive rewards at comparable

rates.
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Figure 3.15: Impact of f and f0 on the shape of decision boundary.
As f and f0 become bigger, the decision boundary changes from a purely
collapsing to first expanding and then collapsing. The degree of this effect
depends on the size of the firing rate parameters. Green shows the optimal
decision boundary when f0 = 750 Hz and f = 1, purple is the optimal
decision boundary for parameters f0 = 250 Hz and f = .5 , and black is
for f0 = 100 and f = .05. Dead time for all conditions is .4 s.

Predicted impact of neural firing rate parameters on behaviour As we have

mentioned before, the firing rates of neurons that code for direction of motion translate

the information on the screen to the language that the brain understands for making a

decision. This means that the more sensitive these neurons are to motion, the higher

is the quality of information that they transmit. Sensitivity to motion increases as the

baseline firing rate, f0, and the tuning curve parameter, f , increase (see equation 3.1).

We have previously discussed how different values of f0 and f control the height of

decision boundary in the case of known coherence, and how these boundaries translate

to a time varying decision boundary when coherence is a latent variable. From that

discussion we can extrapolate that as f0 and f increase, the decision boundary changes

from a purely collapsing bound to one that first increases and then collapses. Conse-

quently, the accuracy of choice increases and the reaction time distributions diversify

depending on the coherence value (see figure 3.15).
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Predicted impact of punishment on behaviour Punishment axes from the vol-

ume of reward a subject amasses, and thus it directly and negatively affects the average

reward rate. Presence of punishment warns against a strategy that is prone to mistakes.

For this reason, the decision boundaries change to accommodate decisions with high

accuracies; that is, they expand at the beginning and collapse at the end. As a re-

sult, the psychometric curve steepens and the decision times become longer. Since the

integration rate stays unchanged, the variance of reaction time distributions for low

coherences increase and the average reaction time for these trials increase, due to the

prolonged integration time (see figure 3.16 ).

Understanding impact of decision bias

So far, we have discussed behaviour in the absence of bias. In other words, up to

this point we have assumed that firstly, all coherence values are equally likely, i.e.,

p(C) = 1/n, where n is the number of possible coherence values. We have also assumed

that one direction of motion is as probable as the other one, i.e. p(R) = p(L) = 0.5. As

a result, the decision boundaries we have seen thus far have always been symmetrical

across the midline of (∆n = 0, t). This symmetry vanishes when trials imply bias in

favour of one direction, and the decision boundaries change their profile to reflect the

bias on coherence values.

The case of direction bias The intuition behind asymmetry in decision boundary

due to direction bias is straightforward. Imagine the extreme of bias at which all trials

show motion to direction right, p(R) = 1. In that case, it makes sense to establish the

correct optimal decision boundary at (∆n = 0, t), and the wrong one at (∆n = −∞, t).

This way, all decisions would be immediate and correspond to correctly choosing the

rightward direction, regardless of coherence value.

The interesting dynamics of decision boundaries appear as p(R) changes from 1
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(a) Decision boundary in
the absence (purple) and
presence (green) of pun-
ishment. Punishment can
change the boundary pro-
file such that a previously
collapsing bound start to
expand to avoid mistakes.
Parameters: f0 = 500,
f = .75, and dead time
is .1 s.

(b) Impact of punish-
ment on decision bound-
ary is to expand it so
that accuracy of response
increases. This would
mean further expansion
on a decision boundary
that has a non-monotonic
profile such as the one de-
picted here in purple. Pa-
rameters: f0 = 500, f =
.75, and dead time is 1.2
s.

(c) Schematic of the de-
cision boundary for cor-
rectly choosing rightward
in the absence of punish-
ment (blue boundary) and
in the presence of heavy
punishment (red bound-
ary). Punishment changes
the height of the decision
boundary without having
an influence on the ac-
cumulation rate, so the
reaction time distribution
shifts to the right in the
presence of punishment.

Figure 3.16: (a) and (b) Punishment creates and emphasises con-
cavity of decision boundary. By increasing the boundary height, op-
timal policy ensures that expensive mistakes are not made as often. (c)
Increasing concavity of the decision boundary increasing aver-
age reaction time and changes the reaction time distribution.
Presence of punishment improves accuracy of response by increasing the
reaction time.
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to 0.5. As it become possible for choosing left to potentially lead to a reward, the

corresponding decision boundary moves closer to the midline of (∆n = 0, t), while

the boundary corresponding to rightward motion moves away from it to make space

for the alternative choice. However, the early section of decision boundary does not

change by much as a function of direction bias. The impact of bias becomes evident as

trial progresses, having the highest impact on behaviour in low coherence trials. The

temporal profile of sample decision boundaries shown in figure 3.17 predicts two things:

one is that the reaction time distributions will become tighter as a function of direction

bias. The other is that choice on low coherence trials reflects the prior bias of subjects.

The first is rather obvious, and there is an intuitive explanation for the latter: suppose

the coherence on a trial is near zero. If there is a 90% bias on a direction, it would

be good judgement to base a decision on this prior and terminate the trial fairly fast

instead of integrating information for a very long time. This would lead to tighter

chronometric functions as well as a reflection of prior bias in the choice made.

The case of coherence bias Recall that at a qualitative level, the decision boundary

implicitly implements an inference on the coherence value along the time axis. This was

indeed the intuition behind the temporal profile of the boundaries. In other words, at

least at a qualitative level and conditioned on the parameters, the slope of the decision

boundary can hint towards what coherence values subject consider likely. For example,

if subjects consider the trials to be designed with very similar coherence values, we

would expect a rather flat decision boundary (see figure 3.18). We illustrate this in

figure 3.19, in which we change the distribution over coherence to illustrate how the

decision boundary changes.

Prior over coherence dramatically influences the shape of optimal decision bound-

ary (see figure 3.19). For example, as shown in figure 3.19, if mainly trials of high

coherence are likely, the area between their decision boundaries are reduced to make
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(a) P (R) = .3 (b) P (R) = .4 (c) P (R) = .5 (d) P (R) = .6 (e) P (R) = .7

Figure 3.17: The asymmetry in the decision boundary can hint
towards bias of subjects on direction of motion. From left to right,
the direction bias changes from favouring leftwards to rightwards, with a
symmetrical bound when the two directions are as likely (p(L) = p(R) =
.5). Note that the asymmetry in the decision boundary is more pronounced
for later in the trial than at the beginning. This would mean that the
reaction time distributions will be tighter when subjects have a strong
bias on direction. subjects are expected to base their decisions at the
beginning of the trial on evidence provided by the stimulus, and only later
in the trial be affected by their prior on direction of motion. From an
an optimality point of view this makes sense: when there is not much
evidence available to base a decision on, it is best to rely on the prior bias
for making a decision. Parameters are: f0 = 500 Hz, f = 0.75, dead time
= 0.4 s, ψ = 0.

Figure 3.18: Optimal decision boundaries lose their rich dynamics
if subjects believe that only a few and very similar coherence val-
ues are likely on each trial. This is because possible points forming the
decision boundary would be restricted to ∆n∗ = g(∆n∗

αt̄
, Cmin, Cmax). Here,

the likely coherence values are considered to be C ∈ {0.4, 0.5, 0.6, 0.7},
each with probability 1/4. Parameters are: f0 = 500 Hz, f = 0.75, dead
time = 0.4 s, ψ = 0.
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Figure 3.19: Coherence bias can induce variations in the decision
boundary. This means that all equal, subjects can show diverse be-
haviour based on the diversity of their estimate of coherence bias. This is
true specifically if the graph of ∆n∗ versus fC is very peaky. Here, blue
shows bias for low coherence trials, olive curve is for intermediate coher-
ence trials, and pink is for high coherence trials. Note that accumulation
rate for each of these boundaries remain the same, which would mean that
the bias will reflect itself in the psychometric and chronometric curves as-
sociated with each of these boundaries. Parameters are: f0 = 500 Hz,
f = 0.75, dead time = 0.4 s, ψ = 0.

decisions faster, which would lead to less accurate choices on intermediate trials. If

low coherence trials are more likely, the decision boundaries expand to accommodate

this belief, leading to slower, but more accurate decisions. For this reason, it is very

important to take note of subject bias when examining their behavioural profile.

3.2.3 Understanding the experimental data

By now, we should have developed a clear picture of how the decision boundaries are

set, and how they give rise to a rich set of behavioural profiles. Currently, there are two

important data sets that have served as a test bed for different models of RDK task.

One is from experiments on monkeys (see for example [Britten et al., 1992]) and the

other one is produced by experiments done on humans (see for example [Ratcliff and

McKoon, 2008]). These two data sets are fairly similar, and our model can cover their

differences with different parameter values. For that reason we will concentrate only
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on the monkey data, and specifically use the data that has been discussed throughout

this thesis.

Understanding the data from a computational perspective

The very first data set for the reaction time version of the RDK task was generated

by Roitman and Shadlen in 2002 [Roitman and Shadlen, 2002]. This experiment was

designed to bypass computational complications that had risen in an earlier version

of the task, in which decisions had to be made within a fixed time interval [Britten

et al., 1992]. The complication was that in the fixed duration task, monkeys seem

to not use all the time available to them, which made it difficult to figure out when

the monkeys had reached their decision. A reaction time version resolved this issue

by letting monkeys express their choice as soon as they make a decision. Since then,

this experiment has evolved and has been modified into many informative experiments

(see for example, [Churchland et al., 2008, van Maanen et al., 2012, Summerfield and

de Lange, 2014]. For simplicity, we will focus only on the early data set, as it is the one

discussed throughout this thesis and fitted by the models we have reviewed so far.

Figure 3.20 shows the comparison of fits of our model to the behaviour of one of the

subjects (monkey N). We have fixed the dead time to its experimental expected value,

and we have removed punishment (there was no external punishment in the experiment).

Indeed, performance of our model for fitting psychometric and chronometric curves is

comparable with the performance of the best current fit, done by Drugowitsch and his

colleagues (see figure 2.8). This is specially noteworthy as they have used an optimised

fit with a considerably large number of free parameters. The high value of f and low

decision boundary suggests that this monkey is probably very good at recognising and

discriminating different coherence values. This is a prediction of our model that could

put the computations it proposes into test.
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(a) Red shows the model fit to the
average reaction time for correct
choices, depicted in blue. Dotted
line indicates confidence interval.

(b) Model prediction for the aver-
age reaction time of the same mon-
key for error choices.

(c) Model fit to accuracy of choices
made by the same monkey.

Figure 3.20: (a) and (b) model fit to the chronometric function for
correct and error trials of Monkey N from [Roitman and Shadlen,
2002], respectively. Our model fails to get close to chronometric func-
tion for error trials, hinting that the bias of this monkey may be different
from experimental setup. In the experimental setup there is no direction
bias, but our model predicts that this monkey may have a slight direction
bias. (c) model fit to the psychometric function. In general, psycho-
metric functions are robust, and as shown in figure 3.21 a wide range of
decision boundaries can produce good fits to the psychometric functions.
These figures have been produced by fitting the tuning curve parameters
f0 = 3.5, f = 7.3, dt = 1e − 4/f0, and dead time is 1.1 s. The dead
time is a semi-free parameter, as we have chosen it to be equal to the sum
of known motor delays (0.4 s) and the expected inter trial interval set in
the experiments (0.7s). Only correct reaction times and accuracies have
been fitted, and the error reaction times are predictions of the model given
fitted parameter values. Note that in its prediction, our model produces
the same behaviour as the fits produced by algorithmic fits of Drugowitsch
and his colleagues, which is done using 11 free parameters. There is no
punishment. With these parameters, probability of observing a spike per
time step is 0.07.
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(a) Fits to the average reaction time and
accuracy. Parameters are f0 = 5, f = 7,
ψ = 0.4, TITI = 1, dt = 2e− 4.

(b) Fits to the average reaction time and
accuracy. Parameters are f0 = 20, f = 5,
ψ = 0.4, TITI = 1, dt = 2e− 4.

Figure 3.21: Fitting the accuracy of choice is fairly robust. It can
be obtained for a wide range of average reaction times. Psychometric and
chronometric functions of Monkey N from [Roitman and Shadlen, 2002]
See text for an explanation of why it is the case.

Not surprisingly, it turns out that it is quite easy to find a good fit to the psychome-

tric curve alone (see figure 3.21). The reason for this outcome is simple: Recall that the

points on the psychometric curve are generated when decision boundaries are crossed

at a state that promises the observed level of accuracy. Any combination of boundary

shapes and integration rates that promises crossing at the right state would produce

the same psychometric curve. Naturally, the chronometric curves that correspond to

these psychometric curves differ by a lot from each other (see figure 3.21), making it

possible to have the same psychometric curve for many different chronometric curves.

This is due to the fact that the decision boundaries are time varying, and therefore can

give rise to a rich set of behavioural profiles that could share many similar traits on

average yet differ from each other in their higher order statistics. Our model fails to

fully capture the chronometric function for the error trials, which we believe could be

overcome had we assumed a slight direction bias for the monkeys.
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3.3 Summary and discussion

We have shown a tractable way to solve a Partially Observable Markov Decision Process

(POMDP) problem by transforming it to a neurally plausible and yet simple Markov

Decision Process (MDP). As a result, our model can explain the computational origin of

temporal variations in the decision boundary without resorting to heavy approximations

that other models do, and predict how a combination of experimental features and

individual propensities can lead to a rich set of decision boundaries, even within an

individual. This makes our model more robust compared to its counterparts, despite

having the least number of [biologically inspired] parameters.

Our model starts with very few assumptions, led by experimental data (see for

example, [Britten et al., 1993]). In short, we have mapped the state of the world to

neural activity via tuning curves of motion sensitive neurons in area MT. From these

tuning curves, we reconstruct an estimate of the spike trains generated in response to

the RDK stimulus, and find a mapping from these spike trains to appropriate actions

that would maximise average reward rate. To do so, we use the information in the spike

train to calculate the expected reward for making a decision at each point in time, and

we find that accuracy of choice at time t is a function of difference between number of

spikes emitted by right preferring neuron and the number of spikes emitted by the left

preferring neuron. In essence, this would mean the RDK task can be mapped onto a

two dimensional space, where the difference in spike count is on one axis and time is on

the other axis. This mapping simplifies a very hard POMDP problem in belief space to

an MDP problem in the evidence space, without affecting the richness of computations

at hand.

Computations in our model are all based on uncertainty driven calculation of ex-

pected values, and therefore they generate behaviour within a trial according to a time

dependent expected reward gained from a choice. This leads to a policy that harvests
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high rewards from promising trials at the expense of a slight increase in reaction time in

less promising trials. This slight increase in reaction time is the reason that performance

in terms of expected average reward rate does not exactly match the one resulting from

known coherence trials (see figure 3.12), and cautions against comparison of experimen-

tal average reward rates and the ones predicted by DDM . We predict that this deviation

becomes more pronounced as the range of possible coherences widens. Because of its

reward rate based approach, our model seamlessly incorporates time into the decision

making process, such that subjects are expected to have a computational incentive for

terminating trials at their own will. Our view is complementary with other views that

argue termination of trials are due to a loss of current resources, such as physical costs

of accumulating evidence or attentional efforts (see for example [Drugowitsch et al.,

2012]).

It is worth noting that our formalism, like many before it, concludes that the uncer-

tainty about the motion properties diminishes as evidence streams in. To accommodate

this, we treated both coherence and direction as unknown variables about which the

stream of evidence carries information. However, we kept in line with the experimental

demand on subjects, and expected our model to infer only the direction of motion. As

we showed, this leads to a form of tacit estimation of coherence that is driven by the

maximisation of reward rate.

The results of our model confirm the intuition that high coherence trials are very

valuable for their contribution to the optimisation of reward rate, since they produce

fast and accurate decisions. The short time span of these accurate decisions makes

them ideal candidates for testing them at the beginning of the trial when information

is sparse and any coherence is as likely. As we saw earlier, subjects seem to adjust

their estimate of coherence to the next highest value and keep adjusting it until they

see no point in longer integration and declare the trial a zero coherence trial by exiting
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it with a random response. This way, although coherence is never explicitly estimated,

ignorance about it barely – on average – impedes the acquisition of near optimal reward

rate across the session (see section 3.2).

Statistically speaking, this should come at no surprise. In this setting, the speed

accuracy trade off really boils down to focusing on being accurate early in the trial,

and as the trial progresses, giving up the hope of a high gain and trying to cut the

loss by lowering the bound further than expected. As we saw in figure 3.14, this

would mean shorter reaction times for lower coherences compared to the scenario of

known coherence trials. In other words, as a trial progresses, subjects prefer speed over

accuracy. This is the result of maximisation of average reward rate by initially setting

the decision boundary very close to the optimal boundary for high coherence values,

and then dropping down from optimal boundary of known lower coherence values as

time progresses. However, as it appears, because of the design of the experiment the low

coherence trials contribute so little to the optimisation of reward rate that a deviation

from their optimality does not impede the average reward rate terribly.

3.3.1 A last note

Uncertainty due to latent variables is one of the reasons that personal and environmental

parameters can have such profound impact on the behavioural profile. This uncertainty

creates a wide range of optimal policies that cater for the speed accuracy trade off, all

aiming to maximise reward rate in their own way. These strategies become more and

more personalised as the distribution of coherences makes intermediate values more

probable in an experimental setting. The reason is that this range is most influential

in shaping the optimal decision boundary.

The intuitive reason for the strong role of intermediate coherences in forming be-

havioural tendencies is that when coherence is very low or very high the optimal response
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is always to be fast. This policy yields highly accurate decisions when coherence is high,

and performs close to chance when coherence is low. In both scenarios, when coherence

is known, behaviour is locked around a fast response time, since long integration of

information is wasteful. However, integration time plays a critical role in trading speed

for accuracy for the intermediate coherence values, since uncertainty about direction

of motion can decrease fast if subjects gather more information. To understand this

better, let’s have a look at the plot of the average reward rate as a function of coher-

ence, which takes a sigmoidal form (see figure 3.12). The slope of this curve is maximal

at the intermediate values of coherence, making trials of these coherences critical for

optimising average reward rate in the presence of uncertainty about coherence.

So far, we have solely spoken about uncertainties that influence estimating the direc-

tion of motion from a conceptual point of view. However, the model we have discussed

here constitutes only half of the story of volitional decision making. It tells the story of a

computational basis on which optimal decisions can be learned from the feedback given

by the environment, but it never speaks of how these sensory feedbacks are received,

and how other types of uncertainties are processed and incorporated into the bigger

picture of decision making. We consider this missing half as the next computational

step for completing a comprehensive model of volitional decision making in the RDK

task, and we provide a hypothesis for it in the next chapter.
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Chapter 4

Perceptual decision making III:

How does the brain do it?

This is one of man’s oldest riddles.

How can the independence of human

volition be harmonised with the fact

that we are integral parts of a

universe which is subject to the rigid

order of nature’s laws?

— Max Planck

Inverting a generative model of the world to infer what is going on is helpful only

if subjects have a good understanding of how they fit in the generative model. In the

perceptual decision making models that we have discussed so far, a crucial assumption

has always been that subjects have such an understanding of their place in it and they

need not to be explicitly modelled. In reality, however, subjects not only have to learn

when and what to choose, but they also need to assess if their communication of that

choice was effective. As a simple example, imagine that to win a reward, a subject
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has to report the correct answer to the question � + ? =? by drawing a symbol on a

piece of paper. She decides a circle is the right answer, and draws her best circle and

receives nothing. The dilemma that the subject faces then is, “did I lose the chance of

getting a reward because circle is the wrong answer, or because I was incompetent at

drawing circles?” The converse dilemma is also true – if she receives a reward would it

be because circle is the right answer, or would it be because her circle looks like a shape

that would be the correct answer? If drawing is the only means of communication, how

can our subject resolve where the error is – is it about what they think or is it about

how they convey their decision?

We can approximate the above with two types of processes that hand in hand,

guide learning and optimise behaviour. One process approximates the solution to the

cognitive part, what is the correct answer, and the other approximates the solution

to the communication part, how good am I at communicating what I think is

the correct answer. For the RDK task, these questions correspond to a perceptual

process, “what is the correct direction?”, and one corresponds to a motor process, “did

my saccade land where it should have landed to report my decision?” Behavioural

experiments have shown that learning to perform a task requires taking note of both

of these processes, and indeed often motor training needs to be completed before any

behavioural task can be fully investigated. In this chapter we will disucss how these

two processes are indeed the result of a brain-wide collaboration that makes it possible

for the two to be interwoven with each other and implemented in one substrate.

Focusing on the RDK task as an example, this chapter delves into the intimate

relationship between the sensory and motor parts of the decision making process, and

proposes a hypothesis for how these two work hand in hand to create a cognitive be-

haviour that would ultimately let a subject reach their goal. The hypothesis put forward

here is an extension to our model of perceptual decision making as a comprehensive
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brain-wide process, and it can consolidate neural data that so far have been viewed as

controversial.

4.1 Overview of our model

Figure 4.1 shows a schematic of our proposed model. Every decision making process

in the RDK task is informed by spike trains from the motion sensitive neurons. These

spike trains are created in response to the RDK stimulus, and are used as evidence

about the direction of motion. Our perceptual decision making model, discussed in

the previous chapter, proposed how this evidence is integrated to a decision boundary,

and how these decision boundaries are established, and the reward feedback from the

environment is the only factor to the prediction error that drives learning. However, as

we mentioned above, this is only half of the story for how learning and optimisation of

actions evolve.

In short, before a subject incorporates a reward prediction error to modify its policy,

it has to know what is the source of the observed error. If the motor error points to a

discrepancy between intention (decision) and action, then the reward prediction error

should be ignored until the motor prediction error is minimised. But how do subjects

dissociate whether the reward prediction error is because of a wrong choice or it is

because of incompetent execution of actions, when the reward feedback is exactly the

same?

We propose that while perceptual decisions are being made, there is a parallel

process that creates an expectation of pending sensory feedback that should follow. As

shown in figure 4.1, this expected sensory feedback is a result of a “knowledge” about

the pending motor action. A discrepancy between this expectation and the actual

sensory feedback provides the necessary sensory-motor prediction error that would tell
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subjects how well their intention was conveyed. For the sake of argument, we assume

that sensory feedback is exact, and we ignore secondary effects of imperfect sensory

feedbacks. If the motor prediction error is negligible, then any reward prediction error

is due to the policy. If the motor prediction error is large, then the reward prediction

error should be dealt with carefully.

It is important to note that prediction errors such as the motor prediction error we

have mentioned here have long been modelled in different contexts. The most widely

known version of it is Kalman filter [Meinhold and Singpurwalla, 1983], which Wolpert

and Miall modified and developed into powerful computational models of motor learning

([Wolpert et al., 1995, Miall and Wolpert, 1996], see also [Cruse and Steinkhler, 1993,

Wada and Kawato, 1993, Shadmehr and Mussa-Ivaldi, 1994]). As a result, the model

we are proposing here is indeed a revised version of Wolpert’s internal model of motor

movement married with our model.

One implication of our proposed model of volitional decision making is that for every

voluntary motor movement generated, there may be at least two areas involved: One

that generates the movement observed, and another that “simulates” the generation

of this movement to predict the expected sensory outcome of the generated movement

(see for example, the review by Haggard [Haggard, 2008]). The question then is, which

areas of the brain might be involved, and, is there any data that would hint towards

existence of such a process in solving the RDK task?

Indeed, there are studies that indicate puzzling and seemingly redundant activity

in at least two brain areas of monkeys that have been studied for this task. One of

these two areas is a sensorimotor area known as the Lateral Intraparietal Area (LIP).

Because of its sensorimotor nature, this area is a good candidate for simulating the

outcome of a motor movement by creating an expectation of its sensory effects. The

second area is a motor area known as the Frontal Eye Field (FEF), a good candidate
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Figure 4.1: Our proposed extended model of decision making in
the RDK task. Schematic of a system that makes perceptual decisions.
There are two areas in which activity ramps up during the decision mak-
ing process. One area integrates information in favour of a direction, and
possibly executes the corresponding action. This makes motor areas such
as Frontal Eye Field (FEF) ideal candidates for implementing this com-
putation. Another area predicts the sensory outcome (or feedback) of the
to-be-executed action, via predicting its effect. This role would make sen-
sorimotor areas such as Lateral Intraparietal Area (LIP) ideal candidates
for implementing this computation. Together, the prediction error due to
these two processes, |Ls| for sensory-motor prediction error and |Lr| for
reward prediction error, help a system to attribute a causal role to its de-
cisions and actions, and learn to optimise them accordingly. Note that we
have simplified the hierarchical nature of action execution in this diagram.
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for generating the motor commands that generate the observed saccades. Over the

past decades, there has been inconclusive debates as to which area is responsible for

the observed behaviour in the RDK task. Here, we propose that both areas work hand

in hand to learn, adjust, and generate decisions and actions. What follows from here to

the end of this short chapter is the story of the quest for finding the neural integrator,

and how with every step the story became more complicated. However, we hypothesise

that these seemingly puzzling discoveries can be resolved within a bigger picture, which

is an extended theory of perceptual decision making.

4.2 The quest for finding the neural integrator

The first steps for uncovering the neurobiology of perceptual decision making was taken

by looking for the neural integrator that enables animals to go beyond instantaneous

responses to produce more complex behaviours that take possible outcomes into ac-

count.

Given the setup of the RDK task, Lateral Intraparietal Area (LIP) appeared to be

- but was later questioned as – a promising candidate for the neural integrator (see

for example, [Hanks et al., 2006]. This area receives input from the motion sensitive

neurons of Middle Temporal area (MT), and its activity ramps up as a function of MT

activity. At a first glance, its neural activity in response to the RDK task corresponds

well with the choices that subjects make (see figure 4.2): The neural firing rate in this

area increases during decision time and at a rate that is proportional to the coherence.

Decisions are made when these firing rates reach a fixed value, in agreement with

reaching a decision boundary. Although it was initially assumed that this fixed value

supports a flat decision boundary as required by the DDM framework, it was later

shown that the build up in the firing rate is augmented by an independent signal,
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termed urgency signal [Churchland et al., 2008], which would give temporal variations

to a neurally implemented flat decision boundary. As we discussed earlier in the previous

chapter, the presence of such independent drift is equivalent to a collapsing decision

boundary, further strengthening the proposal that LIP is the neural integrator in the

RDK task. However, recently it was shown that the activity observed in the area LIP

seems to be not needed for the integration necessary for the decision process, despite

its high correlation with the behaviour that subjects exhibit [Yates et al., 2017].

To investigate the widely-held assumption that LIP integrates signals from MT to

form decisions, Yates and colleagues [Yates et al., 2017] measured neural activity of

well isolated MT and LIP neurons simultaneously, while monkeys were performing a

slightly modified version of the RDK task, and communicated their decisions about the

direction of motion with a saccade. The result of their analysis showed that inactivation

of MT neurons heavily impaired performance of their subjects, while inactivation of

the LIP neurons had no measurable effect on behaviour. Their conclusion was that

although LIP is clearly involved in the task, it is not needed for the process of direction

discrimination per se. This finding dampened the excitement of discovery of LIP as a

neural integrator, and activity of LIP turned from a solution to a puzzel: LIP activity

correlates well with behaviour without causally giving rise to it, but why? We believe

that LIP is the area that is required for correct attribution of reward predictions by

distinguishing saccadic motor errors from decision errors.

There are two important papers that further question the role of LIP as a neural

integrator in the RDK task. Published in sequence, the first one showed that there is

a functional heterogeneity in the activity of LIP neurons over different time scales, and

that these activities reflect a combination of sensory, decision, and motor variables [Park

et al., 2014]. The discovery of a multiplexed representation in LIP makes it a plausible

neural substrate for implementing part of the internal model we have mentioned above,
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Figure 4.2: Evolution of firing rate of a group of LIP neurons
in response to the RDK stimulus. Arrow a points to the cluster of
firing rate of neurons that are aligned to the beginning of the stimulus.
These firing rates are colour coded based on coherence value on that trial.
The higher the coherence value, the higher the accumulation rate is, in
agreement with an integrator role that is stimulus dependent. Arrow c
points to the cluster of firing rates aligned at the decision time. The
decision is executed at a time when these firing rates reach a fixed value,
suggesting accumulation to a decision boundary. Solid lines are neural
activity from trials in which saccades were made to the receptive field of
the recorded neurons, and dashed lines are from trials in which saccades
were made out of the receptive fields. The dynamics of the firing rate
in LIP has promoted the idea that information is integrated in the LIP
and decisions are made in this area. However, this neural integrator role
was later invalidated by Yeates and collegues [Yates et al., 2017] and Park
and colleagues [Park et al., 2014], showing that despite its correlation
with the executed saccade, LIP does not seem to needed for the decision
process. These findings could indicate that LIP is used for simulating the
sensory outcome of the motor movement and not generating the decision
for movement or the movement itself. This hypothesis suggests that LIP is
part of the forward model necessary for implementing a volitional decision
making process. Figure is from [Roitman and Shadlen, 2002]
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in which case it is expected to exhibit activity that is tightly correlated with behaviour,

without having a causal effect (just as observed by Yates and colleagues). A prediction

of our model is that although Yates and colleagues did not see an impairment in the

decision process itself by lesioning the LIP, they would likely have observed a growing

impairment of motor performance of monkeys over time, e.g., these subjects failing to

terminate their saccade within the defined spatial field. A further prediction is that

lesioning LIP prior to acquiring the task would likely result in impaired learning of the

task. This is because we think that LIP monitors motor performance (see for example,

[Freedman and Ibos, 2018, Rishel et al., 2013, Gottlieb and Goldberg, 1999]), as well

as reward-prediction attribution to behavioural choices.

A second piece of information that is in agreement with our model – but puzzling

if one ascribes LIP a causal role in integrating evidence to a bound – comes from the

results obtained by Latimer et al. [2015]. Their analysis shows that a step function, as

opposed to a ramping function of DDM, is a better match to the activity of a majority of

choice-selective neurons in LIP. If LIP is indeed an area that is simulating the expected

sensory outcome, then this information can be readily encoded by a step function.

The take-away from this discussion is that LIP is likely receiving information from

a motor area that is used for generating the outcome of the pending saccade, without

LIP itself being involved in creating that motor command. This makes it possible to

decode the intention for the motor movement that is pending in the activity of LIP,

without this activity leading to generation of any movement. Such a coding has been

observed and reported for LIP over a decade ago (see for example, Glimcher [2004]), in

agreement with our suggestion that a signal of intention is crucial for simultaneously

optimising motor movements and decision making in the context of our systems-level

model. Since our model assigns the role of estimating an expected sensory feedback

from the anticipated motor movement to LIP, the signatures of sensory inputs that
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Park et al. [2014] have found in their analysis are naturally accounted for, as they are

needed to obtain a corresponding prediction error required for learning, analogous to

the reward prediction error. In light of our proposed role for LIP in the RDK task,

the crucial remaining question is, which motor area provides the information to LIP

in regards to the pending motor movement? We believe this other area to be the one

implementing the computations we discuss in this thesis, including the integration of

information to a bound.

4.3 If not LIP, then what?

There is evidence that shows that LIP is not the only area whose activity is related to

the saccades made in the RDK task. Kim and Shadlen [Kim and Shadlen, 1999] (see also

[Marshall et al., 2015]) have reported that activity in the Frontal Eye Field (FEF) area

correlates well with the observed behaviour in the RDK task. Unfortunately, compared

to the LIP, this area is under-studied in its relation to generating the observed behaviour

in the RDK task. However, there is enough evidence from current research to consider

it as the neural substrate in which our proposed computations may take place, such as

integration of the motion evidence for generating a decision related saccade (see figure

4.3).

Located in the (frontal) motor areas, FEF is strongly connected with the (posterior)

motion sensitive area MT, and the sensorimotor area LIP, and it sends direct commands

to superior colliculus for generating saccadic movements like those in the RDK exper-

iments. In addition to the older literature that show a correlation between activity in

FEF and saccadic choices, there are recent findings that show a link between neural

activity in the FEF and the behavioural choices that can yield future optimisation of

outcomes [Duan, 2014]. These findings show that FEF may calculate the prediction er-
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ror signal that is necessary for optimising the outcome by controlling the action choice,

exactly as a model free implementation of our model would require.

Teichert and colleagues [Teichert et al., 2014] have shown that FEF neurons report

choice errors, in line with an error-driven algorithm that can implement our proposed

computations. In addition, they show that there are signatures of task difficulty in

the FEF activity, a property that is an important indicator for an area that integrates

information. Furthermore, they show that these neurons code for uncertainties and

reward predictions for making a saccade, which are essential in our model for maximising

the speed accuracy trade off. These properties make FEF a potential candidate that

not only executes actions, but it does so by evaluating them.

Goldberg and colleagues have shown that the pre and post saccadic activity that

is observed in the FEF (see [Goldberg and Bruce, 1990, Schlag-Rey et al., 1992, Bruce

and Goldberg, 1985]) carry information about selecting the appropriate oculomotor

decision, which in the case of the RDK task is a saccade. Regardless, it seems that

FEF can carry the necessary computations to do these according to an optimisation

criterion. For example, Heitz and Schall [Schall, 2012] have shown that the activity in

the FEF is comparable with the behavioural profile of subjects with respect to coding

the speed accuracy trade off. Indeed, when subjects are more accurate and slow, the

baseline firing rate of the FEF neurons shows a decrease, and when they are faster, the

baseline firing rate increases, as expected from a motor area that generates the motor

command.

We believe that it is difficult to assign a particular role to a specific brain region

because the brain is not just a reactive machine that linearly takes in input at one end

and generates output at another end, but has inherently recurrent feedback loops be-

tween areas, and computations arising from their interactions instead of being localised

to any one region. We hypothesise that many brain areas do not only respond to ex-
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Figure 4.3: Making a volitional decision is a collective effort be-
tween different brain areas. Specifically, there are three dominant
areas in which decisions are made in the context of the RDK task. The
motion sensitive area MT translates the signal on the screen to a spike
train on which decisions, and consequently movements, are based. FEF
uses this stream of evidence to generate a saccadic eye movement repre-
senting a decision, while LIP generates an activity that creates an expec-
tation for the expected sensory feedback for that saccade. In this context,
a sense of agency comes about from comparing the predicted sensory out-
come – based on the agent-internal decision-making process – to the actual
(change in) sensory experience, which is also received by LIP via a differ-
ent route. The final motor area that receives motor commands and gates
the saccadic movement is the Superior Colliculus (SC). Figure is courtesy
of [Smith and Ratcliff, 2004]

ternal stimuli, but they are also used for generating or evaluating simulated sensory,

motor, or any other type of feedback that can be used to test predictions for a pending

interaction. This, we think, is the reason we can see signatures and correlations of

sensory stimuli in motor areas and vice versa. Indeed, we should be surprised if this

were not the case, as how else would brain be able to dissociate the results of its own

actions from independent input from the external environment?
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4.4 Summary: sense of agency as a side-effect of an

error correcting system

In the previous chapters, we have presented the computational principles that can

account for how the decision process in the RDK task is structured, adjusted to a

particular task setup, and carried out at the subject’s will, and we assumed that the

decision is always communicated accurately to the world. Thus, in these models, mis-

takes are always assumed to be due to making the wrong decision. These mistakes are

the driving force behind learning the policy that can maximise the average reward rate,

by creating a prediction error that pits current performance against reality. In this

chapter, we have proposed a model that employs both a reward prediction error and a

sensory-motor prediction error that checks whether intentions are conveyed accurately,

and which ultimately give rise to a sense of ownership with respect to the observed

outcome – see for example, [Libet et al., 2000, Marcel, 2003, Desmurget et al., 2009,

Hanks et al., 2015].

In essence, as exemplified by our proposed extended model of decision making in

the RDK task, we view the sense of agency not as a faculty per se, but as a side-effect

of an error-correcting system that has to dissociate the self from the environment so

as to be able to properly assign decision-making prediction errors to the appropriate

types of motor behaviour, which have to be learned in their own right.

Our framework highlights the dilemma of the relationship between cognition, com-

petence in executing actions, and accuracy of sensory processing that maps task param-

eters to cognition to actions and back to cognition (Figure 4.1). Further experimental

and theoretical investigations of this hypothesis can help understand better the mecha-

nisms by which cognition may be impaired when sensory and motor processing functions

are compromised, as observed in many clinical disorders (see for example, [Davies et al.,
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2009, Kisley et al., 2004, Brett-Green et al., 2010]). Discoveries of these mechanisms

can pave the way towards developing new treatment and management methods for such

individuals, and help fulfil their cognitive potentials that are otherwise under-utilised

because of sensory or motor processing disorders.
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Chapter 5

Learning without Acting I:

Modelling classical conditioning

paradigms

Observation is a passive science,

experimentation an active science.

— Claude Bernard

As we discussed earlier, to survive and to reproduce, animals have to infer and

predict how different events in their environment relate to each other. In the previous

chapters we introduced and discussed a normative computational model of such infer-

ences in perceptual decision making. In the remainder of this thesis, we will first review

passive learning as studied in classical conditioning and relevant canonical models of

it. We will then resolve the discrepancies between the most successful of these models

by showing that they can be seen as special cases of a single model, which we call the

Combiner model, and thereby demystify some seemingly paradoxical observations. We

will also propose new experiments for testing our new hypotheses. Keeping in line with
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the rest of the thesis, our work addresses Marr’s computational level.

5.1 Introduction

It has been known for a long time that animals can infer complex relationships in their

environment while passively experiencing it. For example, ducks flock to the pond side

when they see a human standing there, because they predict offerings of bread crumbs.

However, they do not approach if they also see a dog wagging its tail and happily staring

at them, because they additionally predict that the presence of the dog means being

chased away from the food. It is via the response of animals to different situations that

we have a window into their inferences, giving clues to underlying computations, and

thus allowing us to (in-)validate computational models of passive learning. While there

are a number of successful such models available, each one only supports a subset of

the data, thus apparently refuting each other, dependent on what part of the data one

looks at. Thus, each of these models are justifiable yet incomplete, and we propose that

they are all but special cases of an entire spectrum of possible models. As we will see

later, a main difference between existing models is what they assume about the extent

of prediction overlap between different cues (see for example [Dayan and Long, 1998]).

We will show how treating the amount of prediction overlap between cues as a latent

variable creates a spectrum of computational possibilities that can consolidate existing

models and widen our understanding of behavioural responses.

We start by providing a brief review of classical conditioning, which is a set of elegant

paradigms to study passive learning. We then discuss some less intuitive results of

these experiments that have shaped our current understanding of passive learning, and

briefly review the most influential models of it. We will then reconcile major differences

between these models, and offer some insight into puzzling behavioural observations

119



that have questioned the validity of current models.

5.2 Classical conditioning as a way to investigate

passive learning

Classical, or Pavlovian, conditioning [Yerkes and Morgulis, 1909] consists of an ever

growing set of paradigms that study a specific type of passive learning and contains

some of the earliest systematic and influential studies in the field of psychology and

neuroscience. What sets classical conditioning apart from other forms of passive learn-

ing, such as perceptual learning [Gibson, 1969, Kellman and Garrigan, 2009], is delivery

of an outcome after passive observation, which can be rewarding or punishing. Such

passive learning is present in many species, from relatively simple organisms such as the

sea slug Aplysia [Walters et al., 1981] all the way to complex animals such as humans

[Watson and Rayner, 1920, Pitman, 1920]. Pavlovian conditioning is believed to be

centrally involved in many psychological disorders, and for that reason understanding

its computational basis may be crucial for finding ways to treat or manage them (see

for example, [Rauch et al., 2006, Milad and Rauch, 2012, Foa et al., 1992]).

To study learning in classical conditioning experiments, one records how responses

to stimuli change over time. The experimental setup usually requires two types of

responses, and two types of stimuli. One pair of stimulus-response happens naturally

and reflexively, and is used as the basis on top of which new associations are learned.

The second pair is used to develop and probe inference about learnt predictive powers

of a new stimulus, and the extent to which this happens. These two pairs are defined

as follows.

An unconditioned response (UR) is a behavioural response that is elicited naturally

in reaction to encountering a relevant stimulus, such as salivation in response to the
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presence of food, or an increase of heart rate in response to a frightening situation.

The stimulus that elicits such an unconditioned response is called an unconditioned

stimulus (US). The US-UR pairs are the cornerstones upon which the experiments are

built. For simplicity, here we will only analyse and discuss appetitive conditioning,

meaning that the associations learnt and predictions made are of positive value to the

animal. While aversive conditioning poses similar computational questions, it would

have to additionally address questions of perception of risk and danger.

Twitmyer [Twitmyer, 1905] and Pavlov [Pavlov, 1927] discovered that under certain

conditions animals develop a response to a previously neutral stimulus, as if they learn

to assign an informational value to that stimulus. There are different interpretations of

what this response means, but here we will take the view that it is an indication that

animals use the stimulus to predict an outcome. Once the neutral stimulus, such as

the ringing of a bell or the colour of a wall, causes a response, it is called a conditioned

stimulus (CS). The newly formed inference is exhibited in the form of a new response

that is established in the presence of a CS. This newly acquired response is called a

conditioned response (CR), and the rate by which it is developed or changed is called

a learning rate.

It is important to note that despite the apparent similarities between UR and CR,

they are different from each other (for more information, see [Holland, 1977, Blanchard

and Blanchard, 1969, Woodruff and Starr, 1987]). For example, consider the UR of

pecking in pigeons. If pigeons are conditioned with food as the US, their pecking as CR

would resemble food pecking, but if water was used as US, their pecking would resemble

water pecking. There are differences between the exhibited pecking in response to US

or CS. This may not be surprising in hindsight, given that US and CS are really two

different kind of stimuli [Mackintosh, 1983].

Experiments designed to probe passive learning, as in classical conditioning, usually
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proceed in two stages (see Figure 5.1). The first stage encompasses phases of training

trials, in which a series of stimuli (CSs) and outcome (US) combinations are presented

to the animal. In general, the second stage is a testing phase, in which animals are

probed to determine what inferences they have drawn. However, such probing is not

necessarily restricted to the testing phase.

Figure 5.1: Acquisition is the simplest form of passive learning. It is a
process through which animals learn to predict outcomes of interest from
non-causal environmental cues. Some of the earliest experiments were
done with dogs, where the dogs came to predict delivery of food upon
hearing a sound, as evidenced by increased salivation even when no food
was in sight. Figure courtesy of www.lumenlearning.com

Next, we review experiments that have contributed to our understanding of passive

learning, before moving on to discussing this phenomenon in light of the most influential

models in the field.

5.2.1 Investigating passive learning

Acquisition The first investigations of passive learning uncovered a process that

seemed simple and straightforward. Known today as acquisition, it is a process that

enables animals to predict an outcome of interest from observing a previously neutral
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stimulus. (See Table 5.1 for a comparative summary of the most influential experimental

paradigms, which have spurred the development of competing theories over the years.)

A canonical example of this is the ability of animals to learn to infer delivery of food

when they hear the sound of a bell ringing. The original experiment was carried out

about a century ago by Ivan Pavlov [Pavlov, 1927], and works as follows.

Pavlov knew that dogs naturally salivate when they see food. In the terminology

we use here, salivation is an unconditioned response (UR) to food, and food is an

unconditioned stimulus (US). He paired delivery of food with a neutral stimulus, namely

ringing a bell. After a number of repetitions, his dogs started to salivate when they

heard the bell ringing. Thus the sound of the bell had gained informational value to

the animals, i.e., it had transformed into a conditioned stimulus (CS), from which dogs

could infer delivery of food. The conditioned response (CR) was also salivation, but as

it was shown later, it is a different response from the unconditioned salivation response.

For example, the chemical compounds in the two saliva samples differed from each other

[Fantino and Logan, 1979], indicating that US and CS are of different natures and that

the CR is only an indication of a predictive expectation.

Paradigm Training set 1 Training set 2 Test

Acquisition A→ r A ↪→ r

Latent inhibition A→ . A→ r

A ↪→ r

(Delayed acquisition)

Extinction A→ r A→ . A ↪→ .

Partial reinforce-

ment

A→ r

A→ .
A→ .

A ↪→ .

(Delayed extinction)
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Blocking A→ r A+B → r B ↪→ .

Upwards unblock-

ing

A→ r A+B → r∆t r B ↪→ r

Downwards un-

blocking

A→ r∆t r A+B → r B ↪→ ±r

Overexpectation
A→ r

B → r

A+B → r

A+B ↪→ 2r

A ↪→ αr

B ↪→ βr

Overshadowing A+B → r
A ↪→ αr

B → βr

Redundancy effect

A→ r

A+B → r

C +D → r

C + E → .

B ↪→ αr

C ↪→ βr

α > β
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Table 5.1: Classical conditioning paradigms. A selection of paradigms
that are fundamental for models of classical conditioning. Training sets
1 and 2 are separate sets during which animals are trained to associate
predictive powers to otherwise neutral stimuli, i.e., conditioned stimuli
(CS), here indicated by the letters A to E. The unconditioned stimulus
(US), or outcome, is represented by the reward magnitude r, and a dot
indicates the absence of reward. In the test phase, the strength of certain
stimulus-outcome associations are examined, where ↪→ indicates the ob-
served associative strength. Acquisition A CS is paired with reward,
and comes to predict presence of that reward. Latent inhibition A CS
is first presented with no outcome, and then it is paired with a reward. It
comes to predict presence of reward, but delayed compared to standard
acquisition. Extinction After an acquisition set, CS is presented with no
outcome. It then comes to predict no outcome. Partial reinforcement
CS is sometimes paired with reward and sometimes not, which leads to
higher resistance to (i.e., slower) extinction. Blocking After an acquisi-
tion set for stimulus A, are redundant stimulus B is added to A, leading to
no reward prediction (“blocked learning”) for B. Upwards unblocking
After an acquisition set for stimulus A, the combination of A and B is
paired with a two-part reward, separated by a time gap ∆t, which results
in B predicting reward. Downwards unblocking First, A is paired with
a two-part reward r∆tr, as above, then the combination of A and B is
paired with only the first part of the reward, r. Depending on the length of
∆t, B is found to predict either positive or negative reward. Overexpec-
tation In an initial acquisition phase, A and B are paired individually
with outcome r. They are then presented together with the same out-
come r, leading the subjects to initially expect more (to “overexpect”),
but they then come to associate lower reward to each stimulus compared
to the initial individual acquisition phase. Overshadowing Stimuli A
and B are presented together and paired with reward. They each come to
predict partial reward. Redundancy effect The training consists of an
interleaved setup with various combinations of five different cues, two of
which, B and C are redundant. Stimulus B is part of a blocking procedure
with A, while stimulus C is part of a discrimination procedure between D
and E. The finding is that B shows more conditioned responding than C,
in contrast to predictions of previous error-correcting models.

Extinction In the extinction paradigm, a previously predictive CS is presented with-

out being followed by the US, which results in a diminishing CR over time – thus the
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previously acquired predictive strength of the CS becomes “extinct”. While extinction

might appear as a simple reversal of acquisition, later re-pairing of the CS with the

US leads to faster acquisition, thus showing that extinction is not simply a process of

losing information, but instead a manifestation of a richer set of inferential processes.

Latent inhibition An interesting experiment that challenged early models of classi-

cal conditioning is known as latent inhibition [Lubow and Moore, 1959]. These experi-

ments show that when animals initially experience a neutral stimulus without it being

associated with a US, subsequent learning with respect to that cue becomes retarded.

This shows that animals are affected by how subsequent learning proceeds even in the

absence of an outcome.

There are many telling and interesting experiments that investigate the basis of how

such inferences are made at a single stimulus level (see for example, [Mackintosh, 1983,

Bouton, 2006]). For the sake of brevity, we will not cover the wide breadth of those

experiments, the history of which spans over a century. Instead we now turn to a select

number of revealing experiments that study the interaction of predictions of different

stimuli when more than one CS or US are present. These experiments that probe the

effect of combining several cues have been instrumental in shaping the current models of

passive learning, which is the focus of this thesis. As we will see, the observed behaviour

in these experiments can be explained by algorithmic models that take contradictory

points of view. This makes it difficult to discern the underlying mechanisms that give

rise to the observed behaviours. We will explain how current computational models of

classical conditioning partially resolve these differences, paving the way for introducing

our model that reconciles them.

Given the complexity of our natural environment, it is to be expected that there can

be several neutral stimuli that can turn into a CS with respect to a US. For example,

suppose an animal learns to predict an outcome when either of two different stimuli are
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presented. This could be a dog predicting food when it sees either of its two owners.

Then one can ask the question of how much food would the animal predict when seeing

both owners together. There are at least two natural answers to this question. One is

that the dog would expect each of the owners to offer their normal portions of food,

resulting in the dog expecting the sum of the individual predictions – though that

would be unrealistically optimistic in this scenario. The other is that it would expect a

weighted average of the predictions, where the relative weighting can range from getting

a full normal portion from Owner 1 but nothing from Owner 2, over mixtures such as

half of each of the individual portions, all the way to receiving a normal portion only

from Owner 2.

Overexpection Evidence for the summation of predictions comes from a paradigm

known as overexpectation (see Table 5.1). It has been shown that animals usually

expect to receive a higher outcome than they learned about from each individual CS.

However, if they do not actually receive a higher, but just the same magnitude of

outcome, regardless of how many CSs are presented, the animals adjust their predictions

to that of the true outcome within a few trials [Kremer, 1978, Lattal and Nakajima,

1998]. While over-expectation is appropriate in certain circumstances, it is not always

sensible, as illustrated in our example of a dog unreasonably expecting double dinner

when both owners are simultaneously present.

We will later on show how one can capture these two different ways of combining

predictions in a single framework, by placing them as two extremes on a scale of varying

degrees of prediction overlap between two or more CSs. As we will see, in this view,

summation corresponds to zero prediction overlap, and a weighted average corresponds

to full prediction overlap.
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Overshadowing The importance of prediction overlap in establishing the final infer-

ence when multiple CSs are involved cannot be stressed enough. For example, in what

is known as overshadowing, animals learn to predict an outcome when two CSs are first

always presented together. When subsequently tested separately, it turns out that each

CS has been inferred to forecast only a part of the outcome, such that the sum of them

can fully predict the delivered outcome [Pavlov, 1927, Kamin, 1968, Mackintosh, 1983].

However, as we will show later with our model, prediction overlap can in principle cause

a more complex behavioural profile in overshadowing experiments, such that the sum

of the predicted outcomes for the individual CS’s could be greater than the outcome

learned when both were presented together. This means that a simple sum is just one

possibility for overshadowing to establish itself.

Conditioned inhibition This paradigm shows that, if after acquisition of a CS (A),

another CS (B) is paired with A, and no reward is delivered in their simultaneous

presence (A+B), animals exhibit no CR to (A+B), while they maintain their response

to (A) [Savastano et al., 1999, Ellmore et al., 2016, Pearce et al., 1982]. Given that

classical conditioning is the study of how predictive powers are extended, it is interesting

that while an US is able to turn a neutral stimulus into a CS, there are cases in which

an established CS is void of such an ability.

There are many ways to design paradigms that investigate Pavlovian form of passive

learning, but there are a few well-established paradigms that are difficult to explain

with a single model, and of special importance in this regard are phenomena known as

blocking, upwards unblocking, and downwards unblocking.

Blocking and upwards unblocking In both of these paradigms, animals first learn

to infer outcome r from observing a single CS. After this association is established, they

observe a combination of two CSs that lead to outcome r′ (see Table 5.1). In blocking,
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the outcome stays the same (r′ = r) while in upwards unblocking it increases (r′ > r).

The usual observation in a blocking experiment (also known as Kamin blocking) is that

prior conditioning with the first stimulus prevents acquisition of a CR to the second

stimulus [Kamin, 1968, 1969]. In contrast, for upwards unblocking, a CR is developed

for the second stimulus. [Holland, 1984].

Downwards unblocking The design of this paradigm has some similarities to up-

wards unblocking, but the outcome r presented during the initial pairing with a single

stimulus is larger than the outcome r′ when the second stimulus is introduced (r′ < r).

In downwards unblocking experiments, this larger outcome is always delivered as a

two-part reward, separated by an adjustable time interval ∆t, specifically, r = r′ ∆t

r′. Thus, first a neutral stimulus comes to be associated with the two-part outcome,

and when the second stimulus is combined with the first, only the first part of the out-

come r′ is delivered. Intuitively, one might expect that the second CS comes to predict

removal of outcome and thereby acquiring a negative reward association, similar to

inhibition that was mentioned before. This is shown to be true only if the time interval

between the two parts of the rewards is short. If the pause between the two reward

deliveries is sufficiently long, the second CS comes to predict positive delivery of out-

come, even though the net outcome is less than without its presence. This observation

has challenged many models of passive learning that had successfully explained other

observations. However, Dayan and Long [Dayan and Long, 1998] stated explicitly that

this phenomenon can be explained by assuming that both CSs predict the full outcome

(i.e., there is complete overlap in their predictions). There have also been earlier models

of competitive predictions (see for example, [Grossberg, 1987]), but Dayan and Long

were the first to apply it to an explanation of downwards unblocking.

Next, we review three canonical models of passive learning, and examine which

of the abovementioned observations can be explained by each of them. As we will
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see, paradoxically, the three models can sometimes explain the same paradigms using

different assumptions and hypotheses, but then fail to explain the other paradigms.

We can divide the models into two general classes, corresponding to the first two

levels of Marr’s modelling approach that we mentioned in the general introduction.

Accordingly, we call one class algorithmic models, which propose an algorithm by which

the strength of the associations are updated over the course of trials. We call the

other class computational models, which specify what kind of computational goal the

animal aims to achieve. Following these reviews, we introduce our model, which aims

to bridge the gap between the current computational models by reformulating the

statistical relationship between different variables involved. Using our new model, we

show results that can explain all the observed behaviours mentioned above, and we

make new predictions that can be tested experimentally.

5.3 Previous models of classical conditioning

In this section, we briefly review canonical models of classical conditioning that have

shaped our understanding of passive learning. The point we want to make with this

short review is not to create list of theories that all contradict each other, but rather

to illuminate for each their underlying assumptions, so as to later show how they may

all be linked together in a single statistical framework.

We will first cover models that are placed at the algorithmic level of Marr’s three

levels of analysis. These models were the first to quantitatively capture passive learning,

and laid the groundwork for more recent models at the computational level, which in

turn utilise statistical approaches. Algorithmic models are important as they have

proposed specific mechanisms for how USs and CSs may relate to each other to give

rise to the observed behaviours. Thus, these models provide a set of rules according
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to which learning takes place. They rely mainly on intuition for understanding the

mechanisms that underlie behaviour. These intuitions include the notions of attention,

surprise, fatigue, etc. Using proposed rules for how these mechanisms create learning,

the data are then fit accordingly. The introduction of these intuitions was important, as

they are still reflected in the generative models of the statistical treatments. Therefore,

these different kinds of model classes are more closely related to each other than it

might seem at first. Consequently, understanding the algorithmic models first makes it

easier to understand the computations that the statistical models propose.

Unlike the algorithmic models, the computational models propose a world model of

how USs and CSs are related, and let the inference be guided by noisy observations of

pairings of CSs and USs. Although these models have their own restrictions in the sense

that they start with a proposed ground truth about how CSs should combine, they are

much more general than their algorithmic ancestors. This is because they allow the

data, i.e., observations of CSs and USs, speak for themselves. They use the statistics

of such pairings to predict outcomes within a probabilistic framework. For example,

they model the uncertainty by which an outcome can be predicted, or the reliability of

each CSs in predicting those outcomes. In the following, we start with a review of the

algorithmic models.

5.3.1 Algorithmic models of passive learning

Of the many different algorithmic models of passive learning that have been proposed,

we focus on three canonical ones. We chose these three as they differ substantially from

each other, and because each of these three – or combinations of them – have motivated

most other algorithmic models that have been developed later. All of these models

are expressed as algorithms for how learning happens over the course of individual

trials, and provide an update rule for how the strength of these associations changes
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incrementally as a result of experience. Note that although this temporal scale of

learning is widely accepted, it has been been argued that the expression of this learning

need not be progressive (see for example, [Gallistel et al., 2004, Daw and Courville,

2007]).

The main idea behind the algorithmic models is that each CS can predict a fraction

(or all) of the observed US. The strength of these individual predictions is termed

“associative strength,” denoted by w, and which is the quantity that is assessed in the

test trials. In particular, the associative strength of the i-th conditioned stimulus, CSi,

is denoted wi, which represents the amount of outcome that CSi predicts. For this

reason, this class of models is often referred to in the literature as associative models of

conditioning.

One of the first models of associative learning was developed by Thorndike [Thorndike,

1898], but it was not until nearly a century later that the interaction between cues was

taken into account. The algorithmic models that we consider here propose that the

incremental changes of the associative strength in trial n, denoted by ∆wni , can be

captured by a multiplicative interaction between two terms: one that represents the

associability; and one that represents how properties of the US may influence learning.

We denote these factors by ani and uni respectively. Thus, the general update rule

for the associative strengths can be written compactly as

∆wni = ani u
n
i , (5.1)

where the associability ani represents how readily CSi is associated with the US on

trial n. The factor uni represents how well (or rather how badly) the US is explained by

either the individual CSs or the collection of all of them. As we see later, some models

blur the distinction between these two different roles, but in general, this simple formula

is a useful high level description of how passive learning is formalised in algorithmic
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models.

One aspect that differentiates between algorithmic models is the explanatory role

each one gives to the terms in equation 5.1. Dependent on whether they emphasise

the role of the CS-related term or the US-related term in the learning process, they

are accordingly called CS-processing theories or US-processing theories, respectively.

The first model that we review is a US-processing theory, due to Rescorla and Wagner

[Rescorla and Wagner, 1972]. The second and the third ones are CS-processing theo-

ries and are due to Mackintosh [Mackintosh, 1975] and Pearce and Hall [Pearce and

Hall, 1980]. These models were developed subsequently in this order, so as to provide

alternative explanations for the underlying mechanisms, with the aim to rectify where

previous models were falling short. However, as we will see in the next section, both

US and CS processing aspects are needed for a valid inference to take place, and thus

a main challenge is how to combine them appropriately.

The Rescorla-Wagner model of classical conditioning

The earliest widespread model of classical conditioning is the Rescorla-Wagner (RW)

model [Rescorla and Wagner, 1972]; see [Walkenbach and Haddad, 1980, Miller et al.,

1995] for a review. This model posits that inferred predictions get updated for as long

as the US stays “novel” to an animal. This novelty is quantified by calculating the

difference between the intensity of the US on trial n, denoted by rn, and the sum of

the associative strengths of all CSs present on that trial, such that

uni = β(rn −
∑
i

wni χ
n
i ). (5.2)

Here, χni is a binary variable that indicates whether CSi is present (χni = 1) on trial

n or not (χni = 0), and β is a US-dependent contrast parameter, capturing the degree

by which the novelty of the US impacts learning. The CS-related associaiability ani is
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taken to be a constant that only depends on the properties of each CSi. Thus, the

update rule (5.1) becomes:

∆wni = β ani (rn −
∑
i

wni χ
n
i ) (5.3)

in which ani = aχni , and a is a constant.

As can be seen from Equation 5.3, each CSi is assumed to predict an indepen-

dent portion of the US, and hence there is no prediction overlap between them. For

this reason, the RW model can successfully explain observations that are statistically

compatible with such an assumption. For example, this model can readily explain

blocking, since once one of the CSs comes to fully predict the US, the prediction error

(rn−
∑

i w
n
i χ

n
i ) in Equation 5.2 becomes zero, and learning is blocked for all other CSs.

Similarly, this model can elegantly explain many of the experiments mentioned above,

such as upwards unblocking, inhibition, over-expectation and overshadowing.

However, the RW model has two major shortcomings, which motivated the two

models that we discuss next. One shortcoming is that it cannot reproduce observations

from experiments that require the CSs to predict the outcome in a redundant manner -

i.e., full or partial overlap in predicting an outcome. An example of this is downwards

unblocking. The second shortcoming of the RW model is that it assumes that the CS-

dependent learning rate parameter, β, is constant, and needs to be chosen by hand.

This may also limit the model in cases that require associability to change as a result

of exposure and experience.

The Mackintosh model of classical conditioning

Mackintosh [Mackintosh, 1975] noted the above-mentioned shortcomings of the RW

model, and designed a comparably elegant model to address them by splitting the

responsibility of learning, between the novelty of the US and the predictive abilities of
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CSs (see also [Sutherland and Mackintosh, 1971, Mackintosh, 1971, Krechevsky, 1932]).

In his framework, Mackintosh postulated that the prediction error in Equation 5.2

cannot be fully responsible for learning the predictions. He formalised his proposal by

suggesting that the associability of stimulus CSi, ai, is determined by how well that

CS can predict an associated US, making good and reliable predictors more associable.

If a subject can use a CS to infer an outcome, it makes sense for him to focus on

improving this inference as best as possible, while ignoring the other CSs that are

not such good predictors. This way, different CSs compete with each other to attract

learning. Therefore, Mackintosh regarded his form of CS associability as the attention

that is given to a CS. By doing so, he could link passive learning to a biologically

acknowledged process such as attention, and explain the observed behaviours in that

light. Because of the role of associability of CSs in learning, Mackintosh’s model belongs

to the category of CS-processing theories of classical conditioning (for an extensive

discussion see [Mackintosh, 1983]).

∆ani > 0 if|rn−1 − wn−1
i χn−1

i | < |rn−1 −
∑
j 6=i

wn−1
j χn−1

j |

∆ani < 0 otherwise, (5.4)

and ani = an−1
i + ∆ani .

Mackintosh does not disregard the importance of novelty, which he defines relative

to a particular CS. This is done by updating the corresponding factor for each CS based

on how accurately it, by itself, can predict the US:

uni = β(rn−1 − wn−1
i )χn−1

i (5.5)

Substituting these factors, ani and uni , into Equation 5.1 completes the learning rule of
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the Mackintosh model.

By including the associability of the CSs as a factor in learning, the Mackintosh

model can explain some experiments that the RW model cannot. An example of this

is latent inhibition. According to the Mackintosh model, pre-exposure to a CS retards

learning, as such exposure decreases the associability of that CS. This happens because

during pre-exposure trials the CS does not become a good predictor of any relevant US.

There are several experiments, such as blocking and upwards blocking, that both

the RW model and the Mackintosh model can explain, albeit in different ways from a

computational perspective. Notably, the way cues interact in the two models is com-

pletely different: In the RW, CSs cooperate and hence it is the sum of their predictions

that predicts the net expected outcome, while in the Mackintosh model CSs compete

and it is only the most accurate CS that wins to predict the final outcome. (We will

show later on how one can resolve this apparent discrepancy, once we have revisited

the underlying ideas of these two models within a computational framework.) Despite

its success, there are experiments that the Mackintosh model fails to explain, notably

conditioned inhibition.

Next, we review the Pearce-Hall theory of conditioning, which can explain the same

experiments the Mackintosh model, despite taking an opposing stance on what drives

learning.

The Pearce-Hall model of classical conditioning

In contrast to Mackintosh, Pearce and Hall [Pearce and Hall, 1980] proposed that the

worse a CS is in predicting a US, the more associable it becomes. To formalise this

notion, Pearce and Hall set the associability of CSi in trial n, ani , to the magnitude of

the RW-style prediction error from the previous trial:
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ani = |rn−1 −
∑
i

wn−1
i χn−1

i | (5.6)

As a result, if a US is surprising and hence the prediction error is large, the as-

sociabilities of the CSs that were presented increase in the next trial. Thus, learning

for making predictions with these CSs is facilitated. The rule in Equation 5.6 is one

of several ways of formalising the impact of prediction error in learning, one in which

all associabilities change at the same time. Another way to use competition to drive

learning, formulated similarly to that of Mackintosh, is given by [Lubow, 1989]:

ani = |rn−1 − wn−1
i χn−1

i | (5.7)

In addition, Pearce and Hall proposed that the amount of learning that the US

attracts is given by the magnitude of the outcome,

uni = rn (5.8)

or, in some versions, proportional to the outcome, βrn, with a US-dependent parameter

β. A further parameter, γi is introduced in the model to capture the “intensity of CSi”.

Putting these terms into the general learning rule, Equation 5.1, the update rule in the

Pearce-Hall model becomes:

∆wni = γi|rn−1 − wn−1
i χn−1

i |rn. (5.9)

The Pearce-Hall model can explain most of the experiments that both the Mackin-

tosh and the Rescorla and Wagner models can explain. However, as we have seen, the

proposed underlying mechanisms that drive learning are very different. Indeed, even

though all three models can account for blocking, each one offers a different explanation

137



for it.

It is worth noting that all of these models are somewhat ad-hoc, and the learning

rules they propose are based on educated guesses about possible underlying mecha-

nisms. They are fixed prescriptions of how the associative strengths of stimuli should

be updated, so as to reproduce an observed behaviour. Such a descriptive approach

is limiting, as it lacks a world model in the context of which the algorithms can be

justified. Clearly, the fact that they can all be used to explain observations, while

doing so in contradictory ways is unsatisfactory. Thus we now turn our attention to

computational models of passive learning, which promise to overcome this limitation.

Nevertheless, one can recognise the different algorithmic viewpoints within the different

generative models.

5.3.2 Computational models of passive learning

In contrast to algorithmic models, computational models start with an assumption

about a statistical model of the world, and specify an explicit computational goal for

the learning process. Then (statistical) learning algorithms follow accordingly (see, for

example, Dayan et al. [2000b])

In the context of current models of passive learning, a general form of the world

model can be written as,

rn = f(wn, χn) + εn (5.10)

in which wn = {wni | i = 1, ..., C} and χn = {χni | i = 1, ..., C}, where C is the total

number of possible cues, εn is a noise parameter, and n indicates the trial number.

In addition, one can incorporate into these models that the environment changes

while learning is taking place, which is commonly assumed to happen continuously,
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wn+1 = g(wn, η) (5.11)

where η is a stochastic noise variable.

Trial-by-trial learning during an experiment is then captured probabilistically using

a prediction about the outcome on the next trial, based on everything experienced so

far. This prediction is based on the inferred associative strengths of different CSs:

p(rn+1 | r1:n, χ1:n+1) =

∫ ∫
p(rn+1 | r1:nwn+1, χn+1)p(wn+1 | wn, χ1:n)dwn+1dwn

(5.12)

Thus, uncertainty about the true value of associative strengths can play an impor-

tant role in the statistics of predictions about the outcome. It is worth noting that

these uncertainties can include correlations even when the underlying generative model

does not, giving rise to behavioural observations that might appear unintuitive at a

first glance.

As we mentioned earlier, algorithmic models have laid down fundamental corner-

stones upon which the generative models of current computational approaches are built.

Their assertion that predictions of different cues may either cooperate or compete with

each other during inference and/or during prediction has been adopted in all compu-

tational models that we will introduce next. Focusing on this aspect, we sort them

into two major branches of computational models: First, we introduce a model that

assumes cues can predict independent outcomes and hence their predictions should add.

We call this class of models additive models. After that, we introduce a model that

assumes predictions of cues compete with each to make a final prediction, and hence

these predictions should average. We call this class of models averaging models. We

briefly explain which of the above-mentioned experiments can be explained by each
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of these models, and we explain the reasons for their shortcomings. As we will see,

the biggest shortfall of these two classes of models, and which makes them mutually

incompatible, is their restrictive assumption about the amount of prediction overlap –

an issue that we set out to resolve in the model we introduce subsequently.

Additive models

In the additive class of statistical models (see for example, [Dayan et al., 2000b, Dayan

and Kakade, 2001, Kruschke, 2008]), the generative model of the world (Equations 5.10

and 5.11) assumes that cues predict non-overlapping parts of the outcomes:

rn =
∑
i

wni χ
n
i + εn, (5.13)

where εn is a random variable representing noise in the observation.

In addition, it is commonly assumed that the environment does not undergo sudden

changes, which allows one to formulate its dynamics as a random walk over trials:

wn+1 = wn + ηn (5.14)

with noise term ηn ∼ N (0, σ2).

We can see that Equation 5.13 bears resemblance with the Rescorla and Wagner

model. Indeed, Dayan and colleagues [Dayan et al., 2000b] (see also [Sutton, 1992])

show that the Rescorla-Wagner learning rule in equation 5.3 is just the prediction error

that guides learning in this additive model. However, the learning rate in the statistical

model is a function of the uncertainties about the estimates, and with the simplified

assumption of no posterior correlations, we have

αi =
σ2
i χi∑

j σ
2
jχj + σ2

constant

. (5.15)
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The uncertainty-driven learning in this model resembles the uncertainty driven

learning in Pearce-Hall model (see for example [Pearce et al., 1987, Swan and Pearce,

1988]). Just like the Pearce-Hall model, this is a model of surprise-induced associability,

meaning that the more uncertainty there is about predictions of a stimulus, the more

learning is facilitated for that stimulus compared to others [Gallistel and Gibbon, 2000,

Kakade and Dayan, 2000, Behrens et al., 2007].

There are many variants of this model, and they can successfully capture more

complicated observations. For example, note that the formulation in Equation 5.13 does

not allow interaction between different cues, because the associabilities are governed

only by the relative variances of cues and are assumed to be independent of each other.

However, it is possible for the estimates of predictions of different cues to mix via the

covariances of different cues, so that the predictions of a cue can change even if it

is absent. This can be done based on how it correlates with other cues. Dayan and

Kakade used this to explain backwards blocking, [Dayan and Kakade, 2001] (see also

[Kruschke, 2006]). By allowing cues to co-vary, learning across cues can be facilitated,

by which behaviours such as backward blocking can be explained. There are two types

of covariances that can be included in the model. One is a true covariance that can

be captured by the generative model, and the other is a covariance that arises from

inferences made. While the origins of these two are different, they can have similar

impacts on the behaviour.

Next, we introduce the averaging model, which can provide a computational under-

standing of the observed behaviour in downwards unblocking experiments.

Averaging models

Another way through which animals can infer consequences is by assuming that different

cues predict the same outcome [Grossberg, 1982, Miller and Matzel, 1989, ?]. Dayan
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and Long provided an early statistical formulation of this idea, which made it possible

to explain the apparent paradox of downwards unblocking [Dayan and Long, 1998],

(also see [Dayan et al., 2000b, Jacobs et al., 1991, Bordley, 1982]. However, because

their generative model lacked a statistical formulation of uncertainty, they could not

fully study its impact on the formation of behaviour.

In their generative model, Dayan and Long assume that each cue predicts the entire

outcome. Under this assumption, they derive that the associative weights of different

cues are combined in the form of a weighted average to predict the outcome. These

weights are proportional to the relative reliability of the cues – i.e., the more reliable a

cue is, the greater its weight:

rn =
∑
i

πiw
n
i χ

n + ηn, (5.16)

with
∑

i πi = 1 and η is a Gaussian distributed noise with zero mean. We will present a

normative formulation of this concept in the next chapter. As discussed for the additive

models, this model also assumes that trial-to-trial dynamics can be captured with a

random walk, as in Equation 5.14. The generative model in Equation 5.16 is similar to

the learning rule in attention-driven model of Mackintosh shown in Equation 5.4.

The importance of the assumptions that the Dayan and Long model makes becomes

evident in the elegant way by which it can explain downwards unblocking. Recall that

in this paradigm, a two part reward is delivered, separated by a time interval ∆t,

indicated as r = r′ ∆t r′. In the first phase of the experiment, animals learn to infer

this outcome. In the second phase, the presence of an additional cue is paired with

the omission of the second reward. The paradoxical observation in this paradigm is

that the animal’s inference for the predictive power of this second cue depends on the

length of ∆t: when ∆t is short, the second cue comes to be associated with the absence

of reward; when ∆t is long, the opposite happens, and the second cue comes to be
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associated with the presence of reward. The question is, why does time matter in this

way in associative learning?

To answer this, we need to approximate that anything that happens in the external

world only makes sense to an animal in the context of their internal model of the world.

If the time interval between a stimulus presentation and an outcome is very long, the

second reward may become irrelevant because of quantitative temporal discounting, and

hence do not make an association between the two (see for example, [Gallistel et al.,

2014, O’Doherty et al., 2003]). Applying this consideration to downwards unblocking,

we can see that as the time interval ∆t increases, the perceived connection between

the introduced stimulus and the second outcome fades away. As a result, when ∆t is

very large, the second stimulus simply comes to predict delivery of the first reward,

and hence it will infer a positive outcome. When ∆t is very small, the animal will

link the disappearance of the second reward with the presence of this new stimulus,

and hence infer a negative predictive power for this new stimulus. We will provide a

normative account of this explanation in the next chapter, which allows us to explain

the phenomenon of downwards unblocking within a fully statistical perspective: We

can then explain how uncertainty can impact learning in different ways, and how time

can influence inference.
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Chapter 6

Learning without Acting II: A

statistically sound umbrella model

Simplicity is the ultimate

sophistication.

— Leonardo da Vinci

So far, we have seen that computational models of passive associative learning don’t

just postulate an algorithm in an ad-hoc manner, but start with a statistical world model

and a computational goal, from which the inference algorithms follow accordingly. Thus,

to improve computational models, one can start with improving the world model, so as

to better capture the different scenarios encountered in the real world.
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6.1 Modelling prediction overlaps using latent vari-

ables

We have already identified a core discrepancy in the world models of existing ap-

proaches, as there are two classes that make contradictory assumptions about how

different cues are combined to predict rewards. One class of models assumes that

different cues predict different (i.e., non-overlapping) parts of the reward, leading to

additive cue combination. The other class of models assumes that different cues pre-

dict the same (i.e., completely overlapping) parts of the reward, namely its entirety,

leading to cue combination by weighted averaging. Both assumptions are reasonable for

different real-world situations, so ideally we want a world model that can capture both

scenarios, as well as intermediate amounts of prediction overlap. Here, we introduce a

computational model with this desirable property, where we formalise the amount of

prediction overlaps as latent variables in a generative world model.

6.1.1 The Combiner model: A new statistical model of passive

inference with variable prediction overlaps

To start building an intuition of what it means for different cues to exhibit variable

amounts of prediction overlap, consider the illustration in Figure 6.1. At one extreme,

illustrated on the far left, two cues can predict two entirely independent parts of a

total reward, in which case the individual predictions can be simply added up when

both cues are present. At the other extreme, illustrated on the far right, each of

the two cues can each predict the entire outcome, and so adding them up would be

inappropriate. Instead, we should average them, weighted by how much we trust one

cue relative to the other. As illustrated in Figure 6.1, there is a spectrum of possibilities

bridging these two extremes. In general, the cues can share some of the prediction
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Figure 6.1: A spectrum of possible prediction overlaps. The two
circles in each column indicate the predictions for individual stimuli 1
and 2. Yellow and red areas indicate independent parts of the reward
predictions, r1 and r2, while orange coloured areas indicate the overlapping
or shared parts of the predictions, r12. On the far left, the two predictions
have zero overlap, so the optimal way to combine individual predictions
is to simply add them. On the far right, there is complete overlap in the
predictions, and the optimal cue combination is averaging. In between
these two extremes lies a continuous spectrum of overlaps.

while also predicting individual independent parts. Following the argument just made,

one should then add up those fractions of the the predictions that are independent,

while appropriately averaging the shared parts. As mentioned above, since the true

amount of prediction overlap is unknown to the animals a priori, we introduce it as

a latent variable in a generative world model. This way, purely additive and purely

averaging cue combinations can be expressed as two extremes, with an entire spectrum

of possible intermediate combinations in between. Over the following sections, we will

first introduce the new generative model (which we call the Combiner model), then

derive an inference procedure that subjects can employ on a trial-by-trial basis, and

finally apply the new model to a range of paradigms, which offers new explanations and

insights for aforementioned experimental data.
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Variables in the Combiner model

For the sake of clarity, we first formulate our model for two stimuli. It is then possible

to increase the number of stimuli in our model, and we will show one way of doing so

later on. We denote the two stimuli by a subscript i = 1, 2, and the trial number by the

superscript n = 1, ..., N , with N ∈ N the total number of trials in the experiment. The

individual amount of reward predicted by stimulus i is denoted by the hidden random

variable wni ∈ R. (In terms of the illustration in Figure 6.1, wi corresponds to the size

of the circle.) The fraction of wni that is shared with the other stimulus is given by

sni ∈ [0, 1]. Hence, the product wni s
n
i indicates the amount of prediction due to stimulus

i that it expects to share with the other stimulus.

With this definition, the purely additive model (s1 = s2 = 0) and the purely av-

eraging model (s1 = s2 = 1) are then special cases of a wider family of overlaps1 The

infinite number of other possible values for 0 < s1 ≤ 1 and 0 < s2 ≤ 1 create what

lies in-between. Note that the fraction of shared prediction for stimulus 1, s1, can vary

independently from that of stimulus 2 (except when one is zero, then the other one has

to be zero, too). For simplicity, we depict in Figure 6.1 a case where the individual

predictions are of equal magnitude (reflected in the equally-sized circles), in which case

the shared fractions are also equal, s1 = s2, If, say, stimulus 1 predicts a bigger reward

magnitude than stimulus 2, then we have s1 < s2 accordingly, as the fixed-size shared

portion then covers smaller fraction of the bigger circle for stimulus 1. It is even possible

that one circle lies entirely within the other, such as when stimulus 2 predicts a part of

stimulus 1 and nothing else, in which case s2 = 1, while s1 < 1.

The setup of the experiment is defined by the observed variables χni ∈ {0, 1} and

rn ∈ R, where rn is the outcome delivered in trial n, and the presence or absence of

stimulus i is indicated by χni = 1 or χni = 0, respectively.

1For ease of notation, we sometimes drop the trial index n.
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The aforementioned random and non-random variables are the core variables of

the Combiner model, in the sense that they are sufficient to formulate the generative

model that underlies inference. In addition, to clarify the internal structure of the

model, we also define several intermediate random variables, which are redundant in

the sense that they are deterministically defined by combining some of the variables

introduced above. As illustrated in Figure 6.1, the net reward rn is composed of three

contributions that are summed up, i.e., purely additively combined, and which are

termed rn1 , rn2 (dependent only on stimulus 1 and 2, respectively), and rn12 (dependent

on both stimuli).

The generative model

The generative model (see Figure 6.2) is defined by an initial state distribution (prior

distribution) over the latent variables, w0
i and s0

i , by a transition model of these

variables from trial n − 1 to trial n, and by an observation model of the outcome

p(rn|wn1 , wn2 , sn1 , sn2 ). Each of them is defined as follows.

Initial state distribution We assume that the prior over the individual reward

predictions wi is given by a normal distribution,

w0
i ∼ N [µ0

i , σ
20
i ], (6.1)

suggesting also that they are independent for i = 1, 2.

As mentioned above, the fraction si of the reward prediction that is shared with the

other stimulus is bounded in the interval [0, 1], and the extremes of 0 and 1 correspond

to purely additive and purely averaging cue combinations. We therefore choose a beta

distribution for its prior,

s0
i ∼ Beta[α0

i , β
0
i ], (6.2)
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Figure 6.2: The Combiner model. Graphical model of conditioning
with two cues with partially shared prediction overlaps. Blue circles indi-
cate observed variables, yellow circles indicate the four main latent vari-
ables, and white circles indicate deterministically related latent variables
that reflect the internal logic of the Combiner model. Observed are the
presence or absence of the two conditioned stimuli in trial n, captured by
the indicator variables χn1 and χn2 , and the value of the outcome, rn. The
main hidden variables are the amount of reward predicted by the individ-
ual stimuli, wn1 and wn2 , and the fractions of shared predictions sn1 and sn2 .
Specifically, sn1 is the fraction of wn1 that shares its prediction with wn2 ,
and vice versa for a fraction sn2 . The corresponding (individual) estimates
of the shared predictions are then given by rns1 and rns2 , respectively. The
red rectangle indicates that these two individual shared predictions are
combined into a net prediction as a weighted average, rn12, using weights
πn1 and πn2 that depend on the relative reliabilities of rns1 and rns2 . Finally,
the green rectangle indicates that the three resulting predictions rn1 , rn2 ,
and rn12 are additively combined to yield the net outcome rn. Temporal
dependencies across trials are indicated by the horizontal arrows.

where

Beta(α, β) =
Γ(α + β)

Γ(α)Γ(β)
s(α−1)(1− s)(β−1).
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The beta distribution is defined for α, β > 0, and for α = β = 1 it corresponds

to a uniform distribution of s on the interval [0, 1]. Loosely speaking, the size of the

parameter α may be considered prior evidence for the fraction shared being close to

1, while the parameter β is correspondingly prior evidence for it being close to 0.

Thus, (α = 1) � β indicates a strong prior belief in purely additive cue combination,

while α � (β = 1) indicates a strong prior belief in purely averaging cue combination

(Figure 6.3 shows beta distributions for parameter settings used in our simulations).

Figure 6.3: Prediction-overlap priors Five different prior settings for
the latent variable s. We refer to these different settings repeatedly in
the text and results figures. From top to bottom: Strongly additive prior:
s ∼ Beta[1, 80]; Weakly additive prior: s ∼ Beta[3, 10]; Uniform prior:
s ∼ Beta[1, 1]; Weakly averaging prior: s ∼ Beta[10, 3]; Strongly averaging
prior: s ∼ Beta[80, 1].

Transition model We assume that the individual reward predictions wni transition

from trial to trial according to a random walk

wn+1
i = wni + ηni (6.3)

where ηni ∼ N [0, σ2
ηi ].
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The fraction si of the reward prediction that is shared also transitions according to

a random walk (see figure 6.2). As these variables are bounded between zero and one,

we apply the noise by first transforming them into an unbounded representation using

the logit transform

xni = logit(sni ) = log

(
sni

1− sni

)
(6.4)

and then add Gaussian noise in this representation

xn+1
i = xni + ξni (6.5)

where ξni ∼ N [0, σ2
ξi ], followed by transforming it back2 into the interval (0, 1) by

applying the sigmoid function

sn+1
i =

1

1 + exp(−xn+1
i )

(6.6)

Observation model Since sni indicates the fraction of the associative strength wni

that is shared with the other stimulus, this shared part rnsi is then given by

rnsi = wni s
n
i . (6.7)

These two shared parts are shown in Figure 6.2 as the first row of the deterministically

related latent variables. The red dashed rectangle in Figure 6.2 highlights the weighted

averaging of these two parts. For the Combiner model, the weights are obtained from the

reliabilities of the corresponding belief state distributions, ρni = (Var[rnsi ])
−1, yielding

the net shared prediction

rn12 = πn1 r
n
s1

+ πn2 r
n
s2

(6.8)

2Alternatively, one could avoid these transformations by directly parametrising s in logit coordi-
nates, and having it always operate through a sigmoid function.
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with weights πni = ρni χ
n
i /(ρ

n
1χ

n
1 + ρn2χ

n
2 ) (c.f. [Dayan and Long, 1998]), assuming that

there is always at least one stimulus present per trial.

The non-shared fractions of the associative strengths are obtained via

rni = wni (1− sni )χni . (6.9)

and are shown as the second row of the deterministically related latent variables in

Figure 6.2.

Finally, the observed reward rn at trial n is obtained by summing over the non-

shared parts and the combined shared part (highlighted in the dashed green rectangle

in Figure 6.2), plus additive Gaussian noise

rn = rn1 + rn2 + rn12 + εn, (6.10)

with observation noise εn ∼ N [0, σ2
ε].

To model a temporal profile of reward delivery in a trial, such as the one in the

design of downwards unblocking, we rely on in-trial temporal discounting (see for ex-

ample, [Soman et al., 2005, Frederick et al., 2002]).What this means is that identical

outcomes are valued differently now depending on how far in the future they are ex-

pected to be delivered. This way, we can aggregate the temporally dispersed outcomes

and represent them with a net present value. This can be done by diminishing outcome

value depending on how far in the future it will be delivered, and can be captured by a

discount factor that discounts the value for every time step that it takes longer for the

outcome to be delivered. For example, for two outcomes rn(τ1) and rn(τ2) delivered at

times τ1 < τ2 within trial n, this can be written as:

rn = γτ1 rn(τ1) + γτ2 rn(τ2), (6.11)

152



where γ is the discount factor, and τ1 and τ2 are outcome delivery times relative to the

start of the trial. In the results section, we will frequently refer to the length of the

interval between the two rewards as T2, i.e., T2 = τ2 − τ1.

Generalisation of the model to an arbitrary number of cues One can generalise

the above formulation to more than two cues, and the formulation becomes especially

straightforward if one assumes that the net reward is obtained by additively combining

non-shared predictions from each individual cue, and a common shared prediction to

which each cue can contribute. Then all of the formulas above that we used to specify

our model, and which pertain to single cues, still hold; just that the cue indices i now

range from i = 1, ..., C, with C the total number of potential cues (of which only a non-

empty subset needs to be present at any given trial). The more general formulation of

the remaining formulas, which pertain to more than one cue at a time, are then given

as follows.

The net shared prediction given in Equation (6.8) is then a weighted average of up

to C individual shared parts rnsi ,

rn1:C =
C∑
i=1

πni r
n
si

(6.12)

where the weights are given by

πni =
ρni χ

n
i∑C

i=1 ρ
n
i χ

n
i

. (6.13)

The presence of the indicator variables χni ensures that the sum in Equation (6.12)

runs effectively only over contributions of cues that are present in trial n, and that the

weighting as specified by Equation (6.13) is always performed relative to the currently

present cues only. The observed reward, given in Equation (6.10) for two cues, is then
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generalised to

rn =
C∑
i=1

rni + rn1:C + εn, (6.14)

when up to C cues are present. Again, the inclusion of the indicator variables χni in

Equation 6.9 for the calculation of the non-shared contributions rni ensures that this

sum only includes terms according to cues present in trial n. Needless to say, in the

most general case with a larger number of stimuli, and where different stimuli can differ

in which bits of the common outcome they predict, this model can become complicated.

6.1.2 Inference in the Combiner model

We want to calculate the posterior distribution over the most recent state of the latent

variables wi and si, given all evidence up to that point,

p(wn, sn|r1:n, χ1:n), (6.15)

where we use the compact notation wn = (wn1 , ..., w
n
C), sn = (sn1 , ..., s

n
C), and χn =

(χn1 , ..., χ
n
C). For clarity, we sometimes omit the stimulus indicator variables χ. We can

use Bayes rule to recursively update the belief state over the latent variables as new

observations arrive, such that we have belief state updates of the form p(wn, sn|r1:n) −→

p(wn+1, sn+1|r1:n+1):

p(wn+1, sn+1|r1:n+1) ∝ p(wn+1, sn+1|r1:n)p(rn+1|wn+1, sn+1), (6.16)

where p(wn+1, sn+1|r1:n) =
∫
p(wn+1, sn+1|wn, sn)p(wn, sn|r1:n)dwndsn, and the pro-

portionality factor is a normalising constant so that the probabilities sum to one.

The first term on the right hand side of Equation (6.16), p(wn+1, sn+1|r1:n), is calu-

lated by applying the transition model to the previous belief state distribution. The
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second term is obtained by applying the observation model to the thereby updated

state distribution. The observation model uses the belief about w and s to predict the

outcome, r̂n+1, and p(rn+1|wn+1, sn+1) is a measure of how far that prediction is from

the actually observed outcome rn+1. This means that learning is driven by the size of

the reward prediction error δn+1 = rn+1 − r̂n+1 via

p(rn+1|wn+1, sn+1) =
1√

2πσ2
ε

e
− (δn+1)2

2σ2
ε (6.17)

There is no analytical solution to the inference problem in our model, and even

exact numerical simulations would be unfeasible, due to non-Gaussian distributed la-

tent variables and the non-linear observation model. For this reason, we resort to

approximate inference and solve the equations using particle filtering. To do so, we use

samples (“particles”) to approximate the current state distribution, and after each new

observation, we resample – in correspondence to our recursive Bayesian update formula

above – so as to re-focus the set of samples in line with their posterior probabilities.

Specifically, we first create P particles by sampling from the initial state distributions

p(w0) and p(s0). Then the following steps are carried out for each trial:

1. Each particle is propagated forward by applying the transition model p(wn+1|wn)

and p(sn+1|sn) as specified above.

2. Each particle is weighted by the likelihood p(rn+1|wn+1, sn+1) that it has produced

the current observation rn+1, given by the observation model specified above.

3. The set of particles is resampled to generate a new set of P particles. Each new

particle is sampled from the current set, with a probability proportional to its

weight.

In particle filtering, the number of particles P is a hyperparameter that needs to be

carefully chosen, such that it is large enough to avoid the distributions collapsing over
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many trials (due to excessive “particle death”), while avoiding unnecessary computa-

tional costs. By calculating the sample variance of the estimated likelihood, we we found

P = 40, 000 to be large enough for this variance not to decrease significantly compared

to larger quantities of particles, so this is the number we used in our simulations.

6.2 Results

In this section, we first apply the Combiner model to the paradigms introduced so far,

demonstrating that it can reproduce the results from previous models. We then apply

to the model to a recently discovered phenomenon, called the redundancy effect, in a

paradigm that involves five different cues. The importance of the redundancy effect is

that it has been considered evidence against the validity of error-correcting theories in

general, which would include our approach. These results will then allow us to explain

the observed behaviours in the light of the new model, suggesting that animals may

indeed develop appropriate statistical models of their environment to shape their reward

expectations.

6.2.1 The Combiner model is an umbrella model

We begin by studying purely additive and purely averaging cue combinations, since

these two extreme settings of our model correspond to fully Bayesian versions of pre-

viously developed computational models. Thus, together with all the intermediate

settings, for which cues can be assigned partially overlapping predictions, this will

demonstrate that the Combiner model can be considered an umbrella model, and a

generalisation of previously developed models.
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Figure 6.4: Graphical model for the purely additive setting for
the Combiner model. As in the full model (see Figure 6.2), blue circles
indicate observed variables, and yellow circles indicate the latent variables.
There is no need to include the s variables in this graphical model, as the
fraction of prediction overlap is fixed at si = 0 for i = 1, 2 , with no
transition noise on the si. As in Figure 6.2 the green rectangle indicates
additive cue combination.

Purely additive cue combination

A purely additive setting of the Combiner model results in a statistically sound formu-

lation of the Rescorla Wagner model. To ensure pure additivity in our model, we choose

a prior over the s-variables that corresponds to the limiting case of the beta distribution

with infinite evidence for zero prediction overlap (si = 0), i.e., s0
i ∼ Beta[α0

i , β
0
i ] with

β → ∞. In practice, we do so by choosing delta function for all s-variables that is

placed at 0. Furthermore, to ensure that the s-variables stay at zero, we need to set the

amplitude of the transition noise to 0, i.e., ξni = 0 in Equation 6.5. Then, the graphical

model shown in Figure 6.2 can be simplified to the one shown in Figure 6.4, since we

have rn12 = 0 due to rnsi = 0, for i = 1, 2, and rni = wni , and the observation model in

Equation 6.14 reduces to

rn =
C∑
i=1

rni + εn =
C∑
i=1

wni + εn, (6.18)
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(a) Extinction (b) Partial reinforcement

Figure 6.5: Extinction and partial reinforcement in the purely
additive setting of the Combiner model. Black dots indicate observed
reward values. In blue is the evolution of wn, the inferred amount of reward
predicted, over trial number n, with errorbars indicating ± one standard
deviation of the belief distribution. The ”final w” values in the titles of all
plots report the posterior means from the last trial. (a) In the Extinction
experiment, during the initial acquisition phase every trial is rewarded, and
the reward value is corrupted with observation noise of variance σ2

ε = 0.32.
(b) In the Partial reinforcement experiment, during the acquisition phase,
only every other trial is rewarded, corresponding to a larger observation
noise of σ2

ε = 0.5, which leads to a greater resistance to extinction.

i.e., to a simple summation over the individual associate strengths wni plus Gaussian

noise.

This model reproduces all the results that have previously been explained with the

RW-model. In addition, it can reproduce the partial reinforcement effect [Mackintosh,

1983], where learning is slower when there is large noise on the reward delivery (i.e.,

large observation noise in our model). In partial reinforcement experiments, not all

responses are reinforced, which leads to a greater resistance to extinction. Figure 6.5

shows a demonstration of this effect in our model, where it can be seen that extinction

is slower for larger observation noise εn in Equation (6.18). Here we set εn to the

value corresponding to the amount of noise in the reward delivery, though it would be

straightforward to extend our model to estimate this noise value from the data.
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Figure 6.6: Graphical model for the purely averaging setting for
the Combiner model. As before (see Figure 6.2), blue circles indicate
observed variables, and yellow circles indicate the latents. Analogous to
the purely additive model (Figure 6.4), there are no s variables shown,
as the fraction of prediction overlap is fixed at si = 1 for i = 1, 2 , with
no transition noise on the si. As in Figure 6.2 the red rectangle indicates
cue combination via a weighted average, with weights that depend on the
reliabilities of the parent nodes, here wn1 and wn2 .

Purely averaging cue combination

Analogous to our way of modelling purely additive cue combination, we can also use

our model to study purely averaging cue combination, which results in a fully Bayesian

formulation of the statistical model introduced by Dayan and Long. To do so, we choose

a prior over the s-variables that amounts to a delta function at 1, i.e., full prediction

overlap, and no transition noise on the s-variables. Then the observation model in

Equation (6.14) reduces to

rn = rn1:C + εn =
C∑
i=1

πni r
n
si

+ εn =
C∑
i=1

πni w
n
i + εn, (6.19)

with weights πni = ρni χ
n
i /
∑

i ρ
n
i χ

n
i + ε, determined by the reliabilities of the correspond-

ing belief state distributions, ρni = (Var[wni ])−1. ε is chosen arbitrary small so if ∀xi = 0,

there is no reward expect from noise.

This model reproduces the corresponding standard results, including blocking (Fig-
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(a) Blocking in the purely averaging model (b) Upwards unblocking in the purely averag-
ing model.

Figure 6.7: Blocking and upwards unblocking in the purely averag-
ing setting of the Combiner model. (a) In this blocking experiment,
only stimulus 1 is presented during the first 10 trials, then both stimuli
1 and 2 are presented together, still paired with the same reward magni-
tude. The upper panel shows the evolution of wi over trials, with w1 in
blue and w2 in red. In green is the net prediction of the model, with the
error bars indicating ± one standard deviation, while black dots indicate
the actual outcomes in each trial. Upon introduction of the second stim-
ulus, it does not acquire any association with the reward, i.e., learning is
blocked for that cue. The lower panel shows the relative weights of the two
cues, π1 and π2 as blue and red stars, respectively. Stimulus 1 acquires a
strong weight with π1 ≈ 1 early on, while π2 falls close to zero and stays
there even after the introduction of stimulus 2, essentially inferring that
it is irrelevant for reward prediction. (b) Upwards unblocking results as
function of time steps between the first reward (at time step 3) and the
second. For short intervals, there is substantial learning (“unblocking”)
for cue 1, which drops for longer intervals. For longer inter-reward inter-
vals, the change in net reward between block 1 and 2 becomes smaller
and smaller (due to increasing temporal discounting of the second part of
the reward, see Equation 6.11), until the setup becomes indistinguishable
from the blocking setup (which happens for finite interval lengths due to
the finite amount of observation noise).
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ure 6.7(a)), and upwards unblocking (Figure 6.7(b)). We can also reproduce downwards

unblocking, though only in a limited regime – a point to which we will return shortly

when we take a closer look at downwards unblocking in both our full Combiner model

and its purely averaging setting.

Cue combination as a learnable mixture between additive and averaging

We now go beyond clamping the model at either of the two extremes, purely additive

or purely averaging, and allow the data to drive learning of the amount of prediction

sharing between the cues. Even though this full model is only moderately more complex

than either of the extreme cases, we demonstrate that it can explain all the data that

either of the more limited models explain, in addition to settings that neither of the

two can explain.

We start with results that do not involve cue combinations, to demonstrate that the

new model gets the “basics” right. Figure 6.8 shows results for Acquisition, Extinction,

Latent Inhibition, and the Partial Reinforcement effect.

Latent Inhibition and the Partial Reinforcement learning effect are behaviourally

established phenomena of slower learning and unlearning, respectively, dependent on

the previous history of reward delivery for that cue.

In our model, Latent Inhibition, Figure 6.8(c), happens due to acquisition of a higher

certainty of zero reward expectation for that cue, which then takes longer to overcome

with contrary evidence. This contrasts with standard Acquisition, Figure 6.8(a), which

happens without prior contrary evidence for the reward association, as reflected in the

initial broad prior expectation of w. It is important to note that in our model reliability

is the only reflection of predictive relevance for a cue. Here, we include all cues and

weigh them according to their reliability, which is one of the simplest forms of modelling

predictive relevance. A further consideration, which can be included in future versions
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(a) Acquisition (b) Extinction

(c) Latent Inhibition (d) Partial Reinforcement effect

Figure 6.8: Single-stimulus experiments in the full Combiner
model. In the left column are two different acquisition experiments, and
on the right two different extinction experiments. Black dots indicate
reward values, the associative strength of the single cue is in blue, with
errorbars marking ± 1 standard deviation. (a) In (standard) acquisition,
a cue gets consistently paired with reward as soon as it is introduced to the
subject, leading to fast learning of the association. (c) In latent inhibi-
tion, no reward is delivered during initial presentation of the cues, leading
to an initial association with an absence of reward. When reward is then
introduced and consistently paired with that cue, acquisition is delayed
compared to standard acquisition. (b) In (standard) extinction, the cue
first gets consistently paired with reward, followed by being consistently
paired with no reward, leading to extinction of the acquired reward associ-
ation. Here the observation noise during the acquisition phase is σ2

ε = 0.32
for both actual reward delivery and in the model. (d) The partial rein-
forcement effect is observed behaviourally, and in our model as seen here,
when only some of the trials are rewarded during acquisition, and others
are not. Subsequent extinction of the reward association happens then
slower compared to prior consistent reward delivery. Observation noise
during the acquisition phase is σ2

ε = 0.5 for both actual reward delivery
and in the model.
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of this model, is that an efficient model should ultimately be able to detect and include

the most reliable cues, and not allocate resources to potentially infinite number of cues.

Dayan and Völk [Volk and Dayan, 2015] have accordingly proposed a model for finding

good predictors of the reward, which can explain latent inhibition and overshadowing

from a new perspective.

Analogous to the purely additive setting (Figure 6.5), we show in Figure 6.8(d) that

we can capture the partial reinforcement learning effect in the (full) Combiner model

by setting the observation noise σ2
ε of reward delivery, Equation (6.10), to the value

that corresponds to the fact that sometimes rewards are delivered, while sometimes

they are not. A full account of this effect would have to infer the amount of observation

noise from past observations. While it would not be difficult to extend our model in

this direction, we do not do so to keep the focus on the problem of cue combination, to

which we turn next.

One of our key findings for learning the amount of prediction overlap from ob-

servations is that the prior expectation for the fraction of shared prediction, s, has

considerable influence on the specific solutions the model converges to for various ex-

perimental paradigms. Thus, one of the key properties that we explore in light of the

Combiner model is the dependence of inference on these prior expectations.

To make our results more readily interpretable, we distinguish between the following

five discrete settings of prior distributions over s, as shown in Figure 6.3: a strongly

additive prior, with most of the initial probability mass centred at s-values close to zero;

a weakly additive prior, with a wider distribution of s-values centred closer to zero than

to one; a uniform prior, where any amount of possible overlap is given the same prior

probability; and weakly averaging and strongly averaging priors, which are the opposite

settings of the weakly and strongly additive ones, respectively, so that the s-values are

initially expected to be closer to 1.
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For some experimental paradigms, only some of the prior settings lead to the kind

of solutions that agree with actual animal behaviour, even though the solutions inferred

from other priors would be perfectly valid to explain the reward observations. Thus,

given the particular solutions inferred by animals, we can use our model to help explain

what kind of prior assumptions may underly their inference process – assumption that

may be due to inherent biases by the animas, or maybe encouraged by the setup itself,

such as prior training or shaping.

Overexpectation As shown in Figure 6.9, the model reproduces overexpectation

when the priors are chosen to be strongly additive, with graceful degradation of over-

expectation the more they are shifted towards averaging, until the effect disappears

almost entirely for strongly averaging priors.

Overshadowing A similar effect can be seen for overshadowing, Figure 6.10. Over-

shadowing is expected to happen for additive cue combination, where the associative

strengths of individual cues have to sum up to the net reward. Indeed, starting from

a strongly additive prior this is what the Combiner model predicts, as shown in Fig-

ure 6.10(a). In contrast, Overshadowing is not expected for purely averaging cue com-

bination, where each cue predicts the entire reward. And this is just what happens

when the model starts out with a strong expectation of pure averaging, as seen in Fig-

ure 6.10(e). Prior settings corresponding to an increasing amount of prediction sharing

lead to a decreasing amount of overshadowing, as shown in Figures 6.10(b)-6.10(d).

Blocking The model successfully reproduces blocking (Figure 6.11), but only if ini-

tialised strongly towards additive (Figure 6.11(a)) or averaging (Figure 6.11(e)) cue

combinations, unlike for intermediate settings, where the newly introduced cue does

acquire associative strength that is significantly different from zero. Our model reveals
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(a) Strongly additive prior (b) Weakly additive prior

(c) Uniform prior (d) Weakly averaging prior

(e) Strongly averaging prior

Figure 6.9: Overexpectation depends on prior belief about pre-
diction overlap. During the first 15 trials, stimulus 1 and stimulus 2
are presented individually, each paired with a reward of 1. From trial
16 onwards, they are presented together, paired with the same reward
magnitude. The reward expectation in the model, indicated in green with
errorbars of ± one standard deviation, jumps at the first trial of the second
block for priors that lean towards additive cue combination – the stronger
the additive assumption, the larger the jump. For a strongly averaging
prior, no overexpectation is observed in the Combiner model, as would
also be expected by models that assume full prediction overlap.
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(a) Strongly additive prior (b) Weakly additive prior

(c) Uniform prior (d) Weakly averaging prior

(e) Strongly averaging prior

Figure 6.10: Overshadowing depends on prior expectation of pre-
diction overlap. Both stimulus 1 and stimulus 2 are always presented
together, and paired with reward. The associative weights w1 (blue) and
w2 (red) correspond to the predictions each stimulus would make if pre-
sented on their own. (a) For a strongly additive cue combination prior,
the two cues end up being associated with about half of the total reward
expectation each. (b)-(d) The more the prior shifts towards strongly av-
eraging, the weaker the overshadowing effect. (e) For a strongly averaging
prior, the overshadowing effect essentially disappears, and each of the cues
takes “full responsibility” for predicting the reward.
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(a) Strongly additive prior (b) Weakly additive prior

(c) Uniform prior (d) Weakly averaging prior

(e) Strongly averaging prior

Figure 6.11: Blocking is observed for strongly averaging or
strongly additive priors, but not for intermediate ones. In the
first 10 trials only stimulus 1 is paired to the reward, and from trial 11 on-
wards both stimuli are shown together with the same reward. The amount
of prior expectation of prediction overlap modulates amount of blocking in
a “non-linear” manner, as blocking works only at the extreme ends of the
additive-averaging spectrum of possible overlaps, not for intermediate, i.e.,
mixed cue combinations. Note the qualitative difference between blocking
in the strongly additive situation versus the strongly averaging one. For
the strongly additive prior in panel (a), some learning about the stimulus
does happen, as the uncertainty about stimulus 2 being equal to zero re-
duces sharply once the stimulus is introduced. In contrast, for the strongly
averaging prior in panel (e), all of the learning about stimlus 2 is blocked,
with the uncertainty staying large and the entire belief distribution for
stimulus 2 staying close to the prior.
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a qualitative difference between blocking in the additive setting versus the averaging

setting. As our model employs a proper Bayesian statistical inference, we can study the

evolution of the entire belief distribution. We see in Figure 6.11(a) that there is in fact

learning happening about the associative strength of the “blocked” stimulus 2 when the

model expects additive cue combination: while the mean value stays close to zero, the

width of the distribution reduces sharply, i.e., the model becomes more certain of the

value of w2 actually being zero. In contrast, we can see that blocking in the averaging

scenario (Figure 6.11(e)) corresponds to actual prevention of learning, as the uncer-

tainty of the cue stays at least as large after its introduction as it was before. Due to

our particular choice of transition model, namely a random walk, this uncertainty does

grow over time rather than staying constant. Had we chosen an Ornstein-Uhlenbeck

process transition model instead, the uncertainty would be expected to simply stay

constant. Nevertheless, the qualitative effect of the priors on the amount of blocking

is not affected by the simpler choice of a random walk transition. This leads to an

experimental prediction about latent inhibition after blocking from the additive but

not the averaging version, as discussed further below.

Downwards unblocking The model also successfully reproduces downwards un-

blocking (Figure 6.12) for a broad range of priors, such that w2 is negative for short

intervals between the two-part reward, but positive for long intervals. Interestingly, the

prior settings for which downwards unblocking works robustly are opposite to those of

blocking (Figure 6.11): Downwards unblocking works robustly for intermediate settings

of priors over s, as in Figures 6.12(c)-6.12(e), but not for the extreme cases towards

additive (Figures 6.12(b)) or averaging cue combinations (Figures 6.12(f)).
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(a) Purely additive prior (b) Strongly additive prior

(c) Weakly additive prior (d) Uniform prior

(e) Weakly averaging prior (f) Strongly averaging prior

Figure 6.12: Downwards unblocking is observed for intermediate
priors, but not for strongly additive or strongly averaging ones.
Downwards unblocking, such that the associative strength for stimulus 2,
w2, is negative for short reward intervals, but positive for longer ones, is
seen for intermediate priors (c), (d), and (e), but not for either of the
extreme ends towards additive (a) and (b) or towards averaging (f). See
also Figure 6.13, which shows what happens in the purely averaging case,
i.e., in the limiting model that corresponds most closely to Dayan and
Long [1998]
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6.2.2 A closer look at downwards unblocking

As discussed before, downwards unblocking – including its relationship to blocking – is

an interesting phenomenon that has challenged many algorithmic and computational

models. It is therefore worth analysing it in more detail in the context of our model

assumptions.

Downwards unblocking in the purely averaging extreme

Figure 6.13: No downwards unblocking effect in the purely aver-
aging model setting. Reward association for the second stimulus, w2,
converges to zero as the time steps between the two rewards increase, and
does not become positive. This is in agreement with the trend over priors
in the full Combiner model, Figure 6.12 (b)-(f).

We can see in Figure 6.13, that downwards unblocking is not observed in our model

when we clamp it in a purely averaging regime, i.e., with full prediction overlap. This is

in agreement with the trend seen in the full Combiner model, Figure 6.12 (b)-(f), where

the model infers the amount of prediction overlap from the data, and where there is

no downwards unblocking effect for the more extreme priors towards averaging – but

not in agreement with the purely averaging model of Dayan and Long [1998]. For the
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purely averaging setting, the model does infer w2 < 0 for short gaps between the first

and second reward, but rather than inferring w2 > 0 for long gaps, w2 stays negative

and converges towards 0 for longer gaps.

To gain a better understanding of what is happening when our model is exposed to

the downwards unblocking experiment, in Figure 6.14 we take a closer look at individual

runs in the purely averaging model at two different time gaps between the rewards: a

short one, where association of stimulus 2 is expected to be negative, and a longer one,

where it is expected to be positive, according to animal experiments. Figure 6.14 shows

the evolution of the associative weights wi, the trial-by-trial net-reward predictions, the

reliabilities of the weights, ρi, and their relative weightings, πi, over the trials. Inspect-

ing the figure, we see that for the long delay, with a gap of T2 = 26 time steps within

the two-part reward, learning of the second stimulus (which gets introduced from time

step 11 onwards) is entirely blocked. In hindsight, this is not surprising, as for very long

delays the situation in the downwards unblocking experiment approaches that of the

blocking experiment. Because we model the net-reward via inter-temporal discounting

(see Equation 6.11 and [Soman et al., 2005]), there is little difference between the net

reward in the first and the second block. Moreover, as we know from previous work,

and have again demonstrated here in Figure 6.11, the purely averaging model is very

successful in capturing the blocking effect. If this interpretation is correct, then we

should see a close relationship between blocking and downwards unblocking for any

given set of parameters, and this is what we explore next.

Blocking versus downwards unblocking

If blocking is indeed the limiting case of downwards unblocking in our model, then

we should expect the following. In the scenarios of mixed s-priors where downwards

unblocking does work (Figure 6.12), blocking should not work. Moreover, the learned
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(a) (b)

(c) T2 = 1 (d) T2 = 26

Figure 6.14: A close look at downwards unblocking for short and
long inter-reward delay. Left panels (a) and (c): As expected from
downwards unblocking experiments for short delays, the newly introduced
stimulus at trial 11, paired with dropping the second part of the reward,
results in negative reward associative strength w2. For such a short de-
lay between the two rewards, the actual reward size drops considerably
(black dots, Block 2 starts at trial 11) below the combined net prediction
(green circles with green error bars at ± one standard deviation), leading
to a large prediction error that gets compensated by learning a negative
reward association for stimulus 2, w2 < 0 (red curve). We also notice a
temporary jump in the reliability of stimulus 1, ρ1 at trial 12, following
introduction of the second stimulus and decreasing the reward, though
this transitory adjustment is quickly smoothed out again due to the latent
transition noise. Right panels (b) and (d): Contrary to expectations
from downwards unblocking experiments, a long delay of T2 = 26 does not
result in positive reward association for stimulus 2 in this model setting.
Note that the actual reward size drops very little, and lands still within the
expected uncertainty of the net prediction. As the prediction error drives
learning, the absence of a prediction error in this case prevents learning
for stimulus 2, just as in standard blocking paradigms.
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associative strengths in the blocking setup should be identical to that of downwards

unblocking for long delays.

We can test this hypothesis by running blocking experiments with the same two-part

rewards as in the unblocking experiments, but instead of dropping the second reward

in Block 2, we keep the reward structure fixed throughout the experiment, i.e., we do

not change it when the second cue is introduced. The results of these experiments

are summarised in Figure 6.15, where we overlay the blocking results (red) and the

downwards unblocking results (blue), plotting them as a function of time steps between

the two rewards. Indeed, successful blocking (when the red curve stays close to zero for

all delays) is mutually exclusive with successful downwards unblocking (when the blue

curve transitions from negative to positive values, as the time to the second reward

increases). Moreover, for long delays, the extent to which blocking does not work, i.e.,

how large the positive association of stimulus 2 ends up being, is equal to the size of

positive association in downwards unblocking.

These results appear to be in contrast to those reported by Dayan and Long [1998],

where blocking and downwards unblocking both work in the same parameter setting

for a purely averaging model. Given that the purely averaging extreme of our model

can be considered a fully Bayesian formulation of their statistical model, this raises the

question if, and under what circumstances, does downwards unblocking work in the

purely averaging setting of our model?

To explore this question, we need to consider the learning signals that the model

receives for different inter-reward delays in the downwards unblocking paradigm. As

learning is driven by the reward prediction error δ, i.e., the difference between the size of

the actually delivered reward and the current net prediction produced by the model (see

Section 6.1.2), we need to understand the relationship between the two as a function of

the inter-reward interval length T2.
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(a) Purely additive prior (b) Strongly additive prior

(c) Weakly additive prior (d) Uniform prior

(e) Weakly averaging prior (f) Strongly averaging prior

Figure 6.15: Blocking (red) vs downwards unblocking (blue).
Downwards unblocking works exactly to the extent to which blocking does
not work. See text for details.
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As for the different sizes of the actually delivered reward in downwards unblocking

as a function of T2, remember that this paradigm is comprised of two blocks of trials. In

Block 1, only stimulus 1 is presented, and it is paired with a two-part reward separated

by T2 time steps. As shown in Equation 6.11, we model such temporally separated

rewards within a trial by inter-temporal discounting to obtain a net reward, which we

call here rB1, for Block 1. The temporal discounting implies that for short reward

intervals, i.e., small T2, the net reward is larger than that for longer intervals. Then, in

Block 2, both stimuli are presented together, paired with a single reward, corresponding

to a net reward that we call here rB2.

Importantly, the net reward delivered in the first block is always larger than the net

reward delivered in the second block, i.e., there is a sudden downwards step in reward

size – thus the name downwards unblocking for this paradigm. Specifically, we can

write rB1 = rB2(1 + γT2) with γ < 1 (see Equation 6.11). We used γ = 0.9 for all the

simulation results presented here. The size of the downwards step in net reward size

between the two blocks, given by rB2γ
T2, is therefore larger for small intervals T2, and

decreases towards zero for increasingly long intervals T2.

As a next step to understand the learning signal, we need to determine the net-

reward prediction as a function of T2. Following Equation 6.19, the (mean) net predic-

tion r̂n in the purely averaging setting is given by a weighted average of the associative-

strengths,

r̂n =
C∑
i=1

πni w
n
i , (6.20)

where the weights πni are determined by the relative reliabilities of the associative

weights wi. Thus, the net prediction at the end of Block 1, r̂B1, depends only on w1

because to π1 = 1 and π2 = 0 when only stimulus 1 is present (see Equation 6.13 and

note the presence of the indicator variables χi). In particular, that prediction is equal to
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the actual size of reward delivery in Block 1, rB1, provided that learning has converged:

r̂B1 = r̂k−1 = wk−1
1 = rB1,

where we indicate the last trial in Block 1 with trial number k−1. The net prediction at

the beginning of Block 2, r̂B2, when stimulus 2 is first introduced, does not yet depend

on the changed actual reward size, and is given by

r̂B2 = r̂k = π1w
k
1 + π2w

k
2 = π1w

k
1

= π1rB1 =
ρ1

ρ1 + ρ2

rB1

The last equality in the first line assumes that wk2 = 0, due to w2 having a prior

expectation with mean zero (and no drift in that mean) during Block1 – a natural

assumption for any stimulus that has not been observed yet. The second line follows

from the already stated assumption that learning of w1 has converged at the end of

Block 1 (i.e., by trial k − 1 so that wk1 = wk−1
1 ). Note that the model has not yet

incorporated new reward evidence from trial k when making that net prediction r̂B2.

Taken together, this means that, simply due to the sudden presence of the second

stimulus, the net expectation at the beginning of Block 2 is suddenly lower than that

at the end of Block 1.

We can quantify this learning signal (i.e., the reward prediction error) further, as

follows. In our model, we assume a broad Gaussian prior over w with a sufficiently large

variance of σ20
wi

= 1, and thus we have ρ2 ≈ 1 at the beginning of Block 2. Therefore,

the reward expectation drops to ρ1/(ρ1 +1)rB1 in the first trial of Block 2 – which does

not depend on the inter-reward time gap T2. Crucially, it is determined by the width

of the prior distribution of w2, as well as the width of the distribution for w1 after

learning has already converged, where we should expect high confidence, i.e., a rather
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narrow distribution that implies high reliability. In summary, for the purely averaging

model, we should expect only a small drop in reward expectation at the beginning of

Block 2 in realistic setups.

Figure 6.16: Schematic for understanding downwards unblocking
in the purely averaging model. Black dots indicate the magnitude
of actually delivered net rewards over trials. During Block 1, when only
stimulus 1 is present, the net reward size is given by rB1. During Block
2, both stimulus 1 and stimulus 2 are present simultaneously, while the
reward size drops to rB2. The size of the drop is determined by the tem-
poral gap T2 within the two-part reward in Block 1: the longer the gap,
the smaller the drop. By the end of Block 1, the net prediction of the
model has converged to rB1, but at the start of Block 2, due to the intro-
duction of the second stimulus, the prediction drops to anywhere within
the green-shaded regions. The precise size of the drop is determined by
the (post-learning) reliability of the associative strength for stimulus 1,
and by the (prior) reliability of that for stimulus 2. If the expectation
drops into the dark-green shaded region, i.e., above the actually deliv-
ered reward, then it overestimates the true reward, allowing the newly
introduced stimulus 2 to acquire negative reward association w2 < 0 to
compensate for this over-expectation. If, however, it drops far enough
down into the light-green shaded region, then it underestimates the true
reward, allowing stimulus 2 to acquire positive reward association w2 > 0.

In Figure 6.16 we show a schematic that facilitates understanding of the conditions

that need to be fulfilled for downwards unblocking to work. Whether stimulus 2 acquires

a positive or a negative reward association depends on the difference between the actual
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new reward value upon introducing stimulus 2, and expected reward value due to the

introduction of the second stimulus. When the expectation is larger than the new,

smaller reward (indicated by the dark green region), then a negative association will be

established, but when it is smaller (falling in into the light green region), then a positive

association will follow. This schematic highlights that, for w2 > 0 to be possible in

downwards unblocking, the drop in reward expectation needs to be sufficiently large,

and given the presence of observation noise, it needs to drop significantly below the

actual reward, making it even more difficult to realise this requirement.

We can precisely quantify what such a large drop in expectation means in terms of

the only free parameter to do so, the reliability ρ1 after learning for w1 has converged.

Substituting into the above calculation for the purely averaging model shows that, in

the noise-free case, the necessary condition for w2 > 0 is given by

ρ1

ρ1 + 1
rB2(1 + γT2) < rB2,

and solving for ρ1 yields

ρ1 <
1

γT2
.

This already implies only moderately large values of ρ1 are possible to allow for w2 > 0,

such as ρ1 = 8.22 even for a large T2 = 20 time steps. However, taking into account

the necessary presence of observation noise, of, say 10%, the maximum value for ρ1

drops to 4.1, and even for T2 = 30 this maximum only drops to 6.3 (the corresponding

calculation is straightforward but not shown here). Given reasonable values of both

observation noise and transition noise in our model, such that we get plausible results

for all other paradigms, we typically get reliabilities at the end of Block 1 that are at

least around 10, and so we can understand now why we never observe positive reward

associations for w2 in the pure averaging setting of our model.
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We checked that our calculation makes sense by setting up simulations that start

(artificially) with appropriate values – according to the calculations above – at the

transition from Block 1 to Block 2 (Figure not shown). Doing so, we did observe the

required negative vs. positive reward association in the purely averaging model, though

it required that the reliability of w1 (which should be large after perfect learning!)

was equal or only slightly larger than that of w2 (which should be low, reflecting an

uncommitted prior).

In summary, there is no reasonable setting of parameters that would allow our

purely averaging model to reproduce downwards unblocking. This finding seems to

imply that a statistically sound, fully Bayesian version of the Dayan and Long model

([Dayan and Long, 1998]) cannot robustly reproduce downwards unblocking. However,

there is another difference between the two modelling approaches, which may account

for the discrepancy. While we have used the technique of inter-temporal discounting

to represent the two-part outcome as a single net-reward, the Dayan and Long model

created expectations for each of the two parts separately. Modifying our model to

include time within a trial explicitly (in addition to the temporal evolution of the belief

states across trials) is not straightforward, and would complicate the calculations and

simulations considerably – and is thus outside the scope of this work. Nevertheless,

downwards unblocking is only a problem for our full Combiner model if it is forced to

operate in an essentially purely averaging regime, while it can be robustly reproduce it

for a wide range of intermediate parameter settings.

Downwards unblocking in the full Combiner model

As we have already seen in Figure 6.12, downwards unblocking works for a wide range of

priors that all correspond to a mixture between additive and averaging cue combination,

rather than a pure version of either. With our analysis above we have shown why
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downwards unblocking is unlikely to work in the purely averaging extreme of our model.

While this analysis was a bit involved, it was still relatively straightforward, as we only

needed to consider how the expectation in reward size changes due to two reliabilities.

In contrast, if we tried to do the same for the full Combiner model, not only would

we have to consider different possible amounts of prediction overlaps with additive

and averaging parts, but also the fact that these amounts of overlaps are not static but

subject to learning themselves. Fortunately, the main heuristic that we developed above

can often (but not always) be applied to understanding how downwards unblocking can

work in the Combiner model. We show such a more straightforward case in Figure 6.17,

where we plot the evolution of the key variables over trials for two different temporal

gaps T2 when we use a uniform prior over possible prediction overlaps s. For a short

gap of T2 = 1 time step, the model infers w2 < 0 (see left panels in Figure 6.17),

while for a longer gap of T2 = 21 time steps, the model infers w2 > 0 (right panels in

Figure 6.17).

In other cases, we see curves that are not as straightforward to interpret, such as w2

initially becoming negative at the beginning of Block 2, but then drifting consistently

up to positive values for longer gaps T2. These results may seem less puzzling when

one considers that there is a non-trivial interaction between averaging and additive

combination, and that learning of the prediction overlap (the s variables) is slower

than the learning of the associated strengths (the w variables). Thus, we often see

robust downwards-unblocking outcomes, which are however not readily explained by

considering only the very first trials after introducing the second stimulus, as we did in

our analysis above.

After our detailed analysis of how our model explains downwards unblocking – which

has stumped most existing models to date – it is worth remembering that the Combiner

model has not been designed to reproduce any particular experiment. Instead, we
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(a) (b)

(c) T2 = 1 (d) T2 = 21

Figure 6.17: Successful downwards unblocking in the full Com-
biner model. Results are shown for a uniform prior over expected pre-
diction overlaps s. (Left panels) For a short gap of T2 = 1 time step
between the two rewards, the step down in net reward size is large. The
combined prediction of stimulus 1 and 2 initially overestimates the ac-
tual reward size, and so stimulus 2 acquires negative associative strength
w2 < 0. (Right panels) For long gap of T2 = 21 time steps, there is a
small drop in reward size and here the combined prediction underestimates
the actual reward size, enabling learning of a positive associative strength
w2 > 0 for stimulus 2.
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started from a very general statistical formulation of a world model in tandem to the

sort of problem subjects should try to solve in the context of combining several cues

that each are predictive of rewards. The fact that the Combiner model reproduces

and explains not only all the effects for which specialised models had previously been

introduced, but also the particularly puzzling downwards unblocking effect so readily

and robustly, gives us hope that it may be capturing some fundamental aspects of

passive reward association learning.

We now turn our attention to a more recent paradigm due to John Pearce and

collegues [Pearce et al., 2012] that involves simultaneous association learning of five

different stimuli, rather than two as in all the classical experiments that we have mod-

elled so far. This setup led to the discovery of a phenomenon that the authors call

the “redundancy effect”, and which has been used to fundamentally challenge “error-

correcting theories”, such as ours, though we will see that it can be readily explained

by the Combiner model.

6.2.3 A 5-stimulus paradigm for probing redundant cues

One interesting question is why sometimes subjects react completely differently given

the same experimental setup. We addressed this question in Chapter 3 by showing how

the prior beliefs of a subject can strongly influence the speed and accuracy of their

choices. Here we investigate this question in the context of an interesting paradigm

involving five stimuli, some of which can be considered redundant as far as the learning

trials are concerned. In particular, we investigate the question how the associative

strength of an overshadowed (“redundant”) stimulus compares with the associative

strength of a stimulus that is overshadowed in some trials, and inhibited in others.

For a real-life example, imagine a dog that has to infer how much food (the outcome)

to expect in a household of a couple that is taking care of it (here the cues are people
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that are present during feeding). Suppose the wife feeds it the same amount of food

regardless of whether she is alone at home or with her friend, while the husband (who

has not been alone at home so far) feeds it when he is with his father-in-law, but not

when he is with his friend. The question is how much food the dog predicts when only

the wife’s friend is around, and how much it predicts when the husband is alone.

A clean experimental setup of such a situation is a paradigm as follows, introduced

by Pearce and colleagues [Pearce et al., 2012]. There are five different stimuli or cues,

denoted S1,..., S5, which are presented interdigitated in four different trial types, as

follows:

S1 → r
S1 +S2 → r

S3 +S4 → r
S3 +S5 → 0

And where the question is how the predictive strengths of S2 and S3 compare to each

other. Translated into the above real-world example, S1 would correspond to the wife

and S2 to her friend. Furthermore, S3 would correspond to the husband, S4 to his father-

in-law, and S5 to his friend. As shown in Figure 6.18(b), the experimental finding (in

controlled settings with rodents as well as other subjects) is that the predictive strength

of S2 is stronger than that of S3 – translated here to higher reward expectation from

the wife’s friend than from the husband, upon observing them without another person.

As we will see shortly, this finding has been used to question error-correcting models.

The effect of cue-combination priors

As it turns out, the answer to the 5-stimuli question posed above depends on the prior

cue-combination beliefs of the subject. Figure 6.18(a) shows the inferred associated

strengths wi of all five cues, for the five different prior belief settings described previously

(strongly additive, weakly additive, uniform, weakly averaging and strongly averaging).
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(a) Combiner model results (b) Results from animal experi-
ments. Figure adapted from Figure
2 in Jones and Pearce [2014]

Figure 6.18: A 5-stimulus paradigm due to John Pearce. The asso-
ciative strengths of main interest here are w2 and w3 (a) Combiner model
results for the associative strengths for all of the five stimuli, over a range
of prior belief settings, corresponding to strongly additive, weakly addi-
tive, uniform, weakly averaging and strongly averaging (from left to right).
A strongly additive prior results in w2 < w3, while for a broad range of
priors the opposite is the case, w2 > w3. (b) The experimental finding for
this experiment is that w2 > w3, as well as w4 being significantly larger
than both – in agreement with the Combiner model for priors ranging from
uniform and weakly averaging to strongly averaging cue combinations.
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A notable qualitative feature that can be seen in Figure 6.18(a) is that the relative

strengths of w2 and w3 reverse depending on the prior belief for cue combinations. A

strongly additive cue combination prior results in w2 < w3, while for a broad range

of priors, from uniform and weakly averaging to strongly averaging, the result is the

opposite, w3 < w2.

We can gain an intuitive understanding of this reversal by considering the extremes

of purely additive and purely averaging, as follows.

If the subject believes that there is no overlap in the predictions of different cues

(i.e., purely additive cue combination), then the only way for the first and the second

trial type to hold simultaneously is by S2 (the wife’s friend) predicting zero reward, i.e.,

w2 = 0, as all of the outcome has to be assigned to S1 (the wife). Furthermore, the

presence of S4 (the father-in-law) always signals positive reward, such that w4 > 0, and

the presence of S5 (the husband’s friend) always signals absence of reward, such that

with w5 ≤ 0. Thus, as long as S3 (the husband) undergoes any reward association at

all, we should expect it to be positive, so as to cancel out S5, and smaller than that of

S4 due to being overshadowed by it. Consequently, one has w3 > w2 for purely additive

cue combinations.

If, on the other hand, the subject believes that there is a full overlap in the pre-

dictions of different cues (i.e., purely averaging cue combination), the ordering of w2

and w3 reverses. That is because S2 (the wife’s friend) does also always predict a full

positive outcome, and so w2 = w1, while S3 (the husband) is always overshadowed, for

two contradictory outcomes. Consequently w3 < w2.

Taken together, models that assume purely additive cue combination, such as the

Rescorla Wagner model, predict w3 > w2, while averaging models, as well as most prior

settings in our Combiner model predict the opposite, namely w3 < w2. And what is the

result when animals are tested in such a setup? The answer has consistently been found
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to be w3 < w2, as first demonstrated by Pearce and colleagues [Pearce et al., 2012], and

later replicated a number of times and further analysed, e.g., in [Jones and Pearce, 2014],

as shown in Figure 6.18(b). The original authors interpret this result as a refutation

of “error-correcting theories”, i.e., association learning via prediction errors, with the

Rescorla Wagner model in particular, but also including our model. Instead, while

our analysis agrees that purely additive cue combination cannot explain this result, we

have shown that a subject that learns to infer a shared prediction overlap from the

data (and which does not enter the setting with a prior notion of almost exclusively

additive cue combination), will make just the kinds of predictions as observed in animal

experiments.

Interestingly, recently Vogel and Wagner [Vogel and Wagner, 2017] published a the-

oretical note that showed that one can use the Rescorla Wagner learning rule to explain

this result if one assumes that all of the cues Si are really consisting of two cue-parts,

a stimulus-individual part Si, and a shared part K, such that instead of S1, we always

have the pair SiK, instead of S2 always S2K, etc. Thus, from the RW-perspective,

the proposal is that there are really six cues for which associative weights are learned

(with purely additive cue combination), rather than five. With this assumption of a

shared cue K, the authors demonstrated that they could recover the results from the

animal experiments qualitatively. While this approach relies on an intuition-driven

added assumption to explain this particular experiment, and implemented in a pre-

scriptive algorithmic manner, as opposed to relying on a fully statistical formulation, it

is in effect well in line with our results based on a fully Bayesian model setup. We will

elaborate on this point within the following section, where we compare the Combiner

model to existing approaches from a birds-eye perspective, and discuss the advances

that our model brings to the field of Classical Conditioning, as well as current limita-

tions and opportunities for developing even more comprehensive computational models

186



in the future.

6.3 Summary and discussion

We have introduced the Combiner model for classical conditioning, a statistically sound

computational model that allows for varying degrees of cue competition and coopera-

tion. In our model, the degree of competition vs cooperation is inferred from the data,

rather than pre-specified. This makes the model more general than prevalent existing

ones, which commonly start from an assumption of cue combination that is restricted

to being either entirely competitive (leading to additive cue combination) or entirely

cooperative (leading to averaging cue combination). We have shown that our model is

an umbrella model, covering existing models as special cases, thereby integrating them

into a more comprehensive theory, as opposed to pitting them against each another.

The Combiner model starts from a latent variable model description of the world, a

generative model that clarifies the underlying assumptions of how outcomes are “gener-

ated” from – or rather predicted by – underlying hidden cue properties. In particular,

we assume that the associative strength of an individual cue (i.e., the outcome it pre-

dicts when it is the only one), can be decomposed into a part that is shared with other

cues, and a part that is independent of other cues. This makes the generative model

only slightly more complex than a statistically sound formulation of existing models

would, as we only needed to add one additional latent variable si per cue i, which

represents the fraction of the (latent) associative strength wi that is shared with other

cues3. As it is not possible to derive an analytical inference solution for our model, we

have also introduced an approximate inference method for it, based on particle filtering.

3A more general formulation of our model for K cues requires K − 1 additional latents sij per cue
i, to capture the possible fractions shared with every other cue j 6= i.
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6.3.1 A fresh look at classical conditioning paradigms

It is worth (re-)viewing key behavioural findings in classical conditioning, which mo-

tivated a series of different models and theories over the last decades, in light of the

Combiner model, as it provides perhaps surprisingly simple and consistent explanations

to what might otherwise appear like a zoo of only loosely related phenomena. The Com-

biner model has not been designed to explain any particular paradigm or phenomenon,

yet it can explain a large variety of paradigms and phenomena within a single frame-

work. It explains a number of classical phenomena, e.g., blocking, slightly differently

than other models before it, as well explaining a phenomenon that was only recently

discovered, the so-called redundancy effect, which has posed a serious challenge to error

correcting theories such as ours.

• Blocking: By proposing a competitive (i.e., additive) way of cue combination,

the Rescorla-Wagner (RW) model has successfully and elegantly explained this

phenomenon in which a second, redundant, cue added to an already acquired cue,

does not seem to undergo any learning at all. It has later been demonstrated

that certain cooperative (averaging) cue combinations (see, e.g., Dayan and Long

[1998]) can also explain blocking. The Combiner model replicates both these

results, but with a twist. Since the Combiner model does not just learn a single

value for the associative strength but an entire belief state distribution, one can

think of it as learning both a mean value and a variance around this value, i.e.,

the uncertainty about the expected associate strength. What we found is that

there is indeed no learning for the blocked cue for averaging cue combination

(Figure 6.7(a) and Figure 6.11(e)), while there is actually learning for additive

(RW-type) cue combination, namely an increase in certainty about its zero-reward

association (Figure 6.11(a)). These two qualitatively different explanations of

blocking create different predictions for an experiment that would follow up with

188



acquisition learning for the blocked cue: For RW-type blocking, we would expect

delayed acquisition (for the same reason as in the latent inhibition phenomenon

discussed next), while for the averaging type of blocking, we would expect normal

acquisition speed.

• Latent inhibition: This phenomenon, where acquisition learning is delayed for a

cue after it is first introduced in the absence of reward (the pre-exposure phase),

has commonly been explained in one of two different ways [Lubow and Weiner,

2010]. One set of theories attributes this apparently slower learning to a reduced

associability of the cue, stemming from diminished attention to it after a phase of

apparent cue irrelevance [Mackintosh, 1975, Pearce and Hall, 1980, Lubow et al.,

1981]. Another set of theories attributes this phenomenon not to a delay in acqui-

sition per se, but to retrieval during the test phase facing a competition between

learned associations in two different contexts, the pre-exposure condition vs the

acquisition condition [Miller et al., 1986, Weiner, 1990, Bouton, 1993]. In contrast,

the Combiner model provides a simpler explanation, one that does not require to

explicit assumptions about attention or competition during retrieval. We explain

the latent inhibition effect as a result of learning both the value of the associative

strength and its uncertainty – and the learning in the pre-exposure phase results

in a higher certainty of a zero-reward association (Figure 6.8(c)) compared to a

novel stimulus (Figure 6.8(a)). Thus, during the subsequent acquisition, learning

has to proceed against this increased certainty of zero reward compared to a novel

stimulus. More evidence is required to overcome this sharpened belief state of the

pre-exposed cue, which results in slower changes in the mean associative strength.

Our model is not the first latent variable model that can account for latent inhibi-

tion via normative statistical inference. A different such approach was presented

by Gershman et al. [2010] in form of an infinite-capacity mixture model, which in
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turn was motivated by formalising a temporal-difference reinforcement learning

model proposed by Redish et al. [2007]. However, this infinite-mixture model,

which assumes a rather different generative world model, cannot account for a

number of phenomena that the Combiner model captures, such as partial rein-

forcement, which we discuss next.

• Partial reinforcement: Our results provide a relatively straightforward explana-

tion of the partial reinforcement extinction effect, where higher noise in reward

delivery during acquisition results in more resistance to (i.e., slower) extinction

for that cue. In behavioural experiments, noisy reward delivery is operationalised

by delivering a reward on some trials, while omitting it on the others. Existing

explanations for this delayed extinction effect (e.g., Nevin [1988], Nevin and Grace

[2000], Redish et al. [2007], Hochman and Erev [2013]) commonly rely on intu-

itions about underlying mechanisms, such as behavioural momentum (modelled

after physical momentum) and contingent sampling (effectively an optimism bias

in responding). In contrast, the Combiner model – in line with related statistical

models (c.f. Dayan and Long [1998]) – accounts for this effect once again via

its inherent inference dynamics, without requiring additional assumptions (Fig-

ure 6.8(d) vs Figure 6.8(b)). In our model, the less reliable reward delivery in

partial reinforcement is parameterised as greater observation noise variance σ2
ε in

Equation 6.10. Greater observation noise, in turn, leads to smaller update mag-

nitudes during inference, and thus to both slower learning and unlearning, as can

be seen from Equations (6.16) and (6.17).

• Overexpectation: This phenomenon is especially well suited to be understood in

terms of amount of prediction overlap between two stimuli. In a first phase, the

two cues are individually paired with the same outcome r, followed by a second

phase where both are presented together with the same outcome r. The question
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is what happens to the individual associative strengths of the two cues during

the second phase. What is commonly observed is a reduction in the associative

strength of each cue, which is the defining property of overexpectation. Purely

additive cue combination, such in the RW-model, predicts that the associative

strength of each cue gets halved compared to phase 1, while purely averaging cue

combination predicts no change in associative strength. Thus, while the predic-

tions of competitive vs cooperative models are all or none, the Combiner model

can readily explain intermediate results, with some reduction but not necessarily

by the full amount. Indeed, when the full Combiner model, where the amount of

prediction overlap is inferred from the data, is exposed to this under-constrained

setting, it reproduces the overexpectation effect with various strengths for a wide

range of prior beliefs in overlap amounts (see Figure 6.9). Consequently, under

the assumptions of the Combiner model, the observed degree of overexpectation

reveals something about the prior beliefs with which the subjects enter that par-

ticular experimental setup. The importance of this observation is that it leads to

testable predictions for other reward schedules with the same kind of cues, which

are also sensitive to prior belief settings according to the Combiner model, such

as the overshadowing effect discussed next.

• Overshadowing: This effect is observed in a paradigm that is at its core very

similar to the the overexpectation one described above, with the difference that

there is no individual acquisition learning for each cue separately – i.e., the two

cues are presented together and paired with reward from the beginning. Over-

shadowing is usually studied by using two cues that are qualitatively different,

such as in light intensity, which leads to less reward association with the less in-

tense cue, i.e., reward association learning for the less intense cue is said to be

overshadowed by that of the more intense one. However, one can also ask the
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question of what happens when both cues are equally intense. Again, as for over-

expectation, the standard RW-model predicts that each cue would acquire half

of the maximum possible associative strength, while an averaging model predicts

full associative strength (i.e., no overshadowing) for each cue. Partial predic-

tion overlaps, in turn, would predict intermediate amounts of overshadowing, just

as we have seen in the Combiner model for different prior beliefs (Figure 6.10).

Thus, as mentioned above, the Combiner model makes a testable experimental

prediction, where the degree of observed overexpectation (Experiment 1) would

imply a certain amount of prediction overlap prior, which in turn would predict

the amount of overshadowing (Experiment 2), and vice versa.

• Downwards unblocking: As pointed out by Dayan and Long, [Dayan and Long,

1998], the RW model falls short as a model for reward learning, as it fails to

account for downwards unblocking – the curious phenomenon where reward asso-

ciation for an additionally introduced cue in the second phase is either negative

or positive, depending on the interval-length within a two-part reward during the

first phase (see Figures 6.12(b))-(6.12(e)). In contrast, the averaging-type model

introduced by Dayan and Long, which is a statistical formulation of a cooperative

mixture of experts, can account for this effect. As mentioned before, the Com-

biner model is inspired by the latter one, putting it into a fully Bayesian setting,

and generalising it such that it contains (statistically sound formulations of) the

RW and Dayan and Long models as special cases that lie on opposite ends of

a spectrum of possible prediction overlaps. We have shown that the Combiner

model can account for downwards unblocking for a range of prior belief settings,

and have provided an extensive analysis of when and how the Combiner model

does so. This analysis also revealed that modelling the temporally extended two-

part reward as single, temporally-discounted, net reward has an unwanted side
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effect: It makes settings with long inter-reward intervals in the downward unblock-

ing paradigm indistinguishable from a simple blocking paradigm. This might be

remedied by using a finer temporal time scale than one step per trial, so as to

capture inter-trial events. However, doing so would be beyond the scope of this

work, as it would introduce a number of complexities that are different from our

core focus here, which is all about cue combination. We have kept the complexity

deliberately to a minimum, so as to demonstrate just how many phenomena in

classical conditioning can be reconciled under a single umbrella model, simply by

taking into account that cues can share variable amounts of reward prediction.

• The redundancy effect: This recently discovered phenomenon [Pearce et al., 2012],

which has been robustly reproduced in a series of papers (e.g., [Uengoer et al.,

2013, Jones and Pearce, 2014]), has been used to contradict error-correcting the-

ories for reward learning. It gets its name because it contrasts the associative

strength of two different redundant cues, R1 and R2, where R1 is the redundant

cue in a blocking-style setup with A→ r and A+R1 → r, and R2 is the redundant

cue in a discrimination-style setup with B + R2 → r and C + R2 → 0. As we

explained before, according to the RW model, or any model with cue competi-

tion, the associative strength of R1 should be smaller than that of R2, while the

opposite is observed. In an attempt to rescue error-correcting theories in general,

and the RW model in particular, [Vogel and Wagner, 2017] explained in a the-

oretical note that standard RW theory can reproduce this effect if one adds an

additional assumption to the RW modelling setup: Add an extra cue K to every

presented cue combination, such that instead of cue A, we have the cue combi-

nation A+K, instead of the cue combination A+R1, we have A+R1 +K, and

so forth. Importantly, K is its own cue as far as the learning rule is concerned,

and it participates in all cue conditions. We have already seen that the Combiner
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model, which is also an error correcting model, can robustly reproduce the re-

dundancy effect without any paradigm-specific modifications. However, viewing

the intuitively motivated, and purely prescriptive solution by [Vogel and Wagner,

2017] in the light of the (actually earlier developed) statistically sound Combiner

model, gives it additional justification. Note that our simplest formulation of the

Combiner model for five cues assumed that all cues ultimately participate in a

single shared prediction r1:5, as well as their individual (“unshared”) predictions

ri, for i = 1 . . . 5. While the shared prediction r1:5 is obtained cooperatively, by

averaging, the final net prediction r of the outcome is then obtained competi-

tively (in RW-style, so to say), by adding these independent sub-predictions (see

Equation 6.14. Thus, the shared cue K in the proposal by [Vogel and Wagner,

2017] corresponds loosely to the shared prediction r1:5 in the Combiner model.

6.3.2 Future directions for the Combiner model

These results are arguable ground for optimism that we are now closer to a theoretical

understanding of classical conditioning. However, even if the current formulation of the

Combiner model is a step in the right direction, there is much work that remains to be

done. The model can be refined and generalised in a number of directions, and while

we have focused on the major issue of cue combination, there are further issues that

can be readily integrated in our framework.

As already mentioned, so far, we have made a simplifying assumption by construct-

ing a single shared component for more than two cues, but this assumptions can easily

be relaxed to more general overlap combinations, at the cost of added complexity intro-

ducing an increasing number of latent variables to be inferred. Another straightforward

extension to our model is to replace the random walk dynamics in the latent transition

model with an Ornstein-Uhlenbeck process, such that belief-state uncertainty does not
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grow unreasonably large in the absence of new data. Furthermore, the amount of ob-

servation noise could be inferred by the learning algorithm, instead of being provided

as a hyper-parameter as in the current model formulation.

Replacing trial-by-trial updates with actual (finer) time steps would be an extension

to our model that would open up the possibility to capture a number of phenomena that

are currently out of its scope, such as the effect of temporal uncertainty in cue presen-

tation and reward delivery, as well as a more realistic representation of the downwards

unblocking paradigm.

We wrap up this chapter by pointing out that another important direction is to

infer which of a number of simultaneously present cues are important, and should be

attended to, and which ones are irrelevant and can be ignored (see for example, [Volk

and Dayan, 2015]).

Most excitingly, though, even without further extensions the current Combiner

model can be used to both suggest and analyse new behavioural paradigms that ex-

plicitly study the role of prior expectations. As briefly outlined for specific experiments

above, we can easily manipulate the expectations about averaging and adding specific

cues in an initial set of trials – and test that the subject has as actually acquired that

belief – followed by an imposed change in predictive overlap of cues. Apart from direct

evidence that the Combiner model is necessary to be able explain classical condition-

ing behaviour in general, it opens the doors to study the time course of how quickly

or slowly certain overlapping associations can be learned, and how difficult it may be

to overcome initially applied expectations versus those that have been acquired dur-

ing task learning. For example, is it easier to remap additive cue combination to an

averaging one, or the other way round?

In the next chapter we will provide a general summary and an overall conclusion to

the thesis, and highlight our contribution to understanding underlying mechanisms of
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behaviour.
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Chapter 7

General summary and conclusion

Simple can be harder than complex:

You have to work hard to get your

thinking clean to make it simple.

But it is worth it in the end because

once you get there, you can move

mountains.

— Steve Jobs

We hope that this thesis contributes to a better understanding of how uncertainty,

beliefs about hidden states, and the ability to make and assess predictions may shape

behaviour in a world that is only partially observable. We introduced new Bayesian

models of two types of behaviour, one for perceptual decision making and one for passive

learning. Our models explain and consolidate decades worth of sometimes puzzling

neural and behavioural data for both processes, and put forward testable predictions

to guide new experiments.

Our model of perceptual decision making demonstrates how spike trains in sensory

cortical areas can be used to transform a Partially Observable Markov Decision Pro-
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cess (POMDP) to a tractable and neurally plausible Markov Decision Process (MDP).

By solving this MDP representation of the RDK task, we reveal the origins of some

behavioural variability, and shed light on how experimental parameters and individual

differences shape courses of actions that animals may take. We offer a further perspec-

tive of this process by extending our perceptual decision making model to also include

the motor control aspect, and we discuss how a growing collection of seemingly con-

tradictory neural data may be reconciled within a single framework. We furthermore

predict how behaviour and learning may change as a result of neural perturbations or

lesions of certain areas.

Our model of passive learning provides a resolution to a long-standing dispute be-

tween competing models of classical conditioning, as we show how they can be seen

as special limiting cases of the more general model we introduce. By formulating a

statistically sound model that treats the amount of prediction overlap between cues as

a hidden variable, we sidestep the requirement of previous models to have to assume

whether cues compete or cooperate in predicting outcomes. Having thus obtained an

umbrella model, we reproduce the results of the different previous models, and provide

an explanation for a recently discovered behaviour that has flummoxed current models

of passive learning.

While the two types of behaviour that we study are quite different from each other,

we show that they can be successfully approached by common computational strate-

gies. They are behaviours that require successful dealing with uncertainty, and thus

the animal should entertain a statistically sound model of its environment in order to

successfully infer and predict vital information.
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7.1 One task, multiple prediction errors

Current models of perceptual decision making assume that the chosen action, such as

the saccadic eye movement, is carried out without error – its only function being that

of an outward indicator for the internally generated decision. For this reason, many

experiments centred on the RDK task have focused on finding that specific area that

implements the information integration process leading to that saccade. Efforts to

find this neural integrator uncovered several areas that are correlated with the decision

process to varying degrees. It has remained an open question as to why and how all

these areas areas are involved in generating behaviour, especially as some have been

shown to play no causal role in generating the behaviour. Our model, presented in

Chapter 4, offers an explanation of why the neural activity is expected to be closely

correlated across several areas, with only some of them causally involved in producing

the outward behaviour.

As we have argued, arriving at a decision and expressing it with a saccade is just one

aspect of the decision process. Although crucial in shaping the behaviour policy, the

reward prediction error is not the only prediction error involved. In addition, for every

motor movement, there will be a motor prediction error, which reflects the quality

of that motor action, and thus informing to what degree a reward prediction error

should actually impact the current policy. This motor prediction error is given by the

discrepancy between the actual sensory feedback and an expected sensory feedback to

the upcoming motor command. If there is a large motor prediction error, then the motor

command should be modified accordingly, while the reward prediction error should not

be assigned to the (unsuccessfully executed) chosen intended action. In terms of neural

implementation, we should thus expect at least two ares with almost identical looking

decision-integration signals: One that prepares and executes the action, and one that

contains a correspondingly building up sensory prediction for taking that action. While
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lesioning the first would impair the decision process, lesioning the latter won’t have

an apparent impact if done after training. And this is just what has been recorded

experimentally in areas such as FEF and LIP, respectively.

7.2 What next?

Despite rapidly increasing progress in both experimental and theoretical approaches

to understanding the brain, we are still just at the beginning of a long road towards

understanding the full mechanisms of intelligent behaviour. We are yet to claim that,

even for a single simple task, we can completely understand how an awake takes in and

processes information and outputs behaviour. Our models are but rough approxima-

tions to the specific computations that may be going on, and there is still much to be

analysed and understood. For example, it would be a natural extension of the work pre-

sented in this thesis to develop a more realistic computational model in which rewards

get devalued as a session progresses and the animal satiates, while at the same time

punishment gets more strongly weighted as the animal becomes exhausted. We think

that the computational role of the latter is specially important to understand, because

animals can easily become conditioned to aversive stimuli, which can adversely affect

their higher order cognitive abilities, including relatively simple ones as those targeted

in controlled tasks such as the RDK. Note that punishment need not to be necessarily

explicitly delivered in the experiments, as we mentioned in the earlier chapters, it could

be an internal mechanism such as regret or the discomfort of being put in a particular

experimental setup. We should be able to detect signatures of these, and their impact

on performance in psychometric and chronometric curves if they are calculated not over

an entire session but as a function of time spent within in a session.

An important future direction to our model of perceptual decision making is to
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investigate the computational basis of change of mind. So far, normative models of

perceptual decision making assume that once a decision is made, it is set, which is an

appropriate approximation for a saccadic report of decision. However, we do know that

animals sometimes change their decision after initiating it, and they will report this

change if given a chance (see for example, [Resulaj et al., 2009]). As we have seen, in

current models decisions are made as a function of belief states, which is calculated by

assuming that no new information arrives once a direction is chosen. Yet we already

know that there is still some leftover information in the sensory “pipeline” that keeps

streaming after a decision is made. This leftover streaming is because of the time lag

of transfer of information from the screen to the rest of the brain, but we can ignore

this information in the current RDK setup because it cannot be acted upon: saccades

are ballistic and their end position is treated as the final decision. However, in more

general setups this cannot be ignored, as change of mind is a part of the decision policy.

For this reason, a natural next computational step would be developing a biologically

realistic model that can explain how decisions may be reversed.

As we have argued in Chapter 4, the redundancy observed in different brain areas

while doing the RDK task is likely essential for appropriate learning of actions that

secure desired outcomes. It would be informative to carry out experiments that test

this hypothesis, and analyse the impact of motor prediction errors on decision policies.

In light of computations that we have put forward, such studies would be crucial in

understanding how cognitive functions and decision making can be affected by sensory

processing disorders and motor control in conditions such as Autism Spectrum Disor-

ders. Such future analysis and investigation based on our hypothesis could potentially

lead to developing better diagnostic tools and coping cognitive strategies for people who

are affected in this way.

All of the above future directions have a forward looking approach towards under-
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standing how, given a set of variables, behaviour is formed. However, it still remains a

subject of active research as to how, in the first place, such variables become relevant

amongst the many potential candidates, and how a statistically meaningful generative

model is established between them. We believe that the cleanest task setting to investi-

gate this domain is via passive learning, in which variables are the main computationally

relevant points to study. Future research in this direction would lead to an extension of

our model of passive learning that would investigate how a prior over prediction overlap

is learnt in the first place, especially since such overlap is often context dependent. An

interesting question to address would be analysing how a context dependent prediction

of cues influences the kind of prediction overlap they would have once they share the

same context.

As we have seen, the implementation of our two-cue model is rather involved, which

suggests that perhaps the brain has a better way of implementing the computations

that we are proposing. For this reason, another crucial future direction is to develop

a neurally plausible model of passive learning that can computationally scale as the

number of cues increase. This scalability is specially critical because of the sheer number

of cues that animals actually have to potentially combine and makes sense of at each

instant in time to manage life.

These are just a few salient examples of the many ways that we can move forward

from this point to better understand the basis of behaviour in these tasks. There are

of course many more exciting directions that we can pursue to add to the growing

understanding of how the brain works. As said before, we are only at the beginning

of a long but exhilarating road of discovery, and we hope that this thesis has done its

share to move the field a small but important step forward.
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Appendix A

From martingales to psychometric

and chronometric functions

A psychometric function is the probability of choosing a correct answer conditioned on

a feature of the task, and chronometric function depicts the average time taken to make

that choice. Under certain conditions, these functions can be analytically derived from

optional stopping theorem, which states given a sequence of evidence, what the choice

should be and when is the time to choose it.

A.1 The evidence

We assume that features of the stimulus translate to a sequence of momentary evidence

that get accumulated to inform a choice. We denote random variable xt as this momen-

tary evidence at time t, and we assume that it is normally distributed around a mean

that is dependent on coherence, µ = kC, and has a constant variance,

p(x) = N (kC, σ2)
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we assume negative coherence means motion direction is to the left, and positive co-

herence means motion direction is to the right.

We denote the accumulated sum of evidence at time t by yt,

yt =
t∑
i=1

xi.

A decision is made at time t = T when this accumulated sum reaches a certain threshold,

yT = {a,−b}, and direction right or left is chosen accordingly.

While xt is independently and identically distributed, yt is a random variable that

is dependent on its previous value, yt = yt−1 + xt. This Markov property makes prob-

ability distribution of yt nontrivial, and consequently, finding the psychometric and

chronometric functions a little tricky. However, there is a simple relationship between

the moment generating functions of these two distributions,

Myt(θ) =

∫
eθytp(yt)dyt

=

∫
eθ

∑t
i=1 xip(xi)dxi

= M t
x(θ) (A.1)

Given our assumption that xt is normally distributed, there is a non-trivial root, θ∗, at

which Mx(θ
∗) = 1. It is this non-trivial root that will help us find the psychometric

function, and subsequently, the chronometric function, through the abovementioned

relationship.

Recall that the decision process ends when accumulated evidence reaches one of the

bounds, i.e., yT = {a,−b}. The moment generating function of the distribution of these

stopping points is given by,
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MyT (θ) = pae
θa + (1− pa)e−θb.

We just need to find a way to tie this expression with the moment generating function

of xT at its non-trivial root, and boot-strap a solution for the psychometric function,

pa,

MyT (θ∗) = pae
θ∗a + (1− pa)e−θ

∗b = G[Mx(θ
∗)]. (A.2)

So, there are two things we need to find. One is θ∗, and the other is the function

G[Mx(θ
∗)]. First, we find θ∗.

A.1.1 Finding θ∗

Because xt is normally distributed, its moment generating function is written out as,

Mxt(θ) = E[eθxt ]

=

∫
eθxtp(xt)dxt =

∫
eθxt

1√
2πσ2

e−
1
2

(xt−µ)/σ2

dxt

with a change of variable z = xt−µ
σ

, we will have xt = zσ + µ,

Mxt(θ) = eµθ
∫
ezσθ

1√
2πσ2

e−
1
2
z2

∣∣∣∣dxtdz

∣∣∣∣ dz
= eµθ

∫
ezσθ

1

2π
e−

1
2
z2

dz

= eµθe
1
2
σ2θ2
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To find the root θ∗, we take a first derivative with respect to θ,

M ′
xt(θ) |θ=θ∗ =

d

dθ
E[eθxt ] |θ=θ∗

=
d

dθ
[eµθ+

1
2
σ2θ2

] |θ=θ∗

= 0

which yields the non-trivial solution of θ∗ = −2µ
σ2 = −2kC

σ2 .

A.1.2 Finding G[Mx(θ
∗)]

Let’s define a new random variable, zt,

zt = M−t
x (θ)eθyt

Beside having a one to one correspondence to random variable yt, random variable zt

has the property that its expectation is independent of time, and equals 1,

E[zt] = E[M−t
x (θ)eθyt ]

= M−t
x (θ)E[eθyt ]

= M−t
x (θ)My(θ)

= 1

The last equality is because of equation A.1. The stochastic process zt is known as

Wald’s Martingale, and the above equation can be rewritten as Wald’s identity,

E[M−t
x (θ)eθyt ] = 1
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The optional stopping theorem states that, even though the time of arriving at

the decision boundary, T , is a random variable, expectation of z is always the same1,

E[zT ] = E[zt], and is equal to 1. This means that,

E[M−T
x (θ)eθyT ] = 1

Recall that at the non-trivial root θ∗,Mx(θ
∗) = 1. So, the above equation becomes,

E[eθ
∗yT ] = 1

which is a point on the moment generating function of yT . We can now plug this in

equation A.2 and solve for the psychometric, and consequently, chronometric function.

A.2 Psychometric and chronometric functions

From this point, finding psychometric and chronometric functions is easy.

A.2.1 Psychometric function

Recall that,

MyT (θ∗) = pae
θ∗a + (1− pa)e−θ

∗b = 1

and

θ∗ = −2kC

σ2

which means,

1E[zt+1 | {y0, ..., yt}] = E[M
−(t+1)
x (θ)eθyt+1 | {y0, ..., yt}] = E[M

−(t+1)
x (θ)eθ(yt+xt+1)] =

E[M−1
x (θ)M−t

x (θ)eθyteθxt+1 ] = M−1
x (θ)ztE[eθxt+1 ] = zt
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pa =
1− e

2kC
σ2 b

e−
2kC
σ2 a − e

2kC
σ2 b

(A.3)

As can be seen, under these assumptions, pa is a logistic function, which is the

canonical form psychometric functions take. Equation A.3 states the probability of

choosing direction right, henceforth, accuracy of choice can be written as:

p(Correct | C) = paΘ(C) + pbΘ(−C) (A.4)

in which Θ is a heavy side function:

Θ(C) = 1 C > 0

= 1/2 C = 0

= 0 C < 0

where pb = 1− pa because there are only two choices to be made.

A.2.2 Chronometric function

Let’s denote E[T ] as the average number of time steps taken to reach a boundary. This

would mean the average time to reach a decision boundary is < RTDecision >= E[T ]∆t.

We can find E[T ] by taking derivative of moment generating function and evaluate it

at θ∗, which would yield:

E[T ] =
E[yT ]

µ

for µ 6= 0.

As we mentioned before, yT is either a or −b. Therefore,
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E[yT ] = paa+ (1− pa)(−b)

with a, b > 0. Then, the average reaction time for arriving at a decision is:

< RTDecision > = E[T ]∆t

=
pa[a+ b]− b

kC
∆t

We can then write out the average time taken to do a trial as:

< T >=< RTDecision > +p(Correct)[TOut
Correct − TOut

Error] + TOut
Error + TMotor Delay

where TOut
Correct is the time out after making a correct choice, TOut

Error is the time out

after making an error, and TMotor Delay is the time delays due to motor and sensory

implementations of the decision process.

A.2.3 A simpler version

We can still simplify the form of psychometric and chronometric functions by doing a

change of variables. Let’s replace the decision boundary variables a and b by a function

of a′ and b′, and define a new variable τ :
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a = a′(
σ2

2k
)

b = b′(
σ2

2k
)

τ =
σ2

2k2

then, we reduce the number of parameters to three; τ and the decision boundaries a′

and b′,

p(a′) =
1− eb′C

e−a′C − eb′C

and

< RTDecision > = τ(
p(a′)[a′ + b′]− b′

C
)

A.3 Average reward rate

Now that we know the psychometric and chronometric functions, we can write out the

form for average reward rate. Then, with the parameter values of τ , a′ and b′ that fit

the behavioural data, we can investigate how far from optimising this cost function an

animal is performing,

ρ =

∫
dCp(C)[p(Correct | C) ∗ r − p(Error | C) ∗ ψ]∫

dCp(C) < T >

where r is the magnitude of reward, and ψ is the magnitude of punishment.
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Appendix B

Analysis of parameter variability on

chronometric functions

In this appendix we review the two extensions of DDM that is due to Ratcliff and

Rouder [Ratcliff and Rouder, 1998]. We first consider the impact of variability in the

starting point on chronometric function. Then, we look at how variability in the drift

rate changes average reaction times. The original paper makes their points by showing

only simulation results, and here, we provide an analytical explanation for why their

simulations provide those results.

B.1 Variability in the starting point

Figure B.1 shows a schematic for the impact of variability in the starting point on

behaviour. This variability gives rise to a collection of decision processes, some of

which start closer to the correct decision boundary, while others start further away

from it. Such a scenario results in average error response times that are shorter than

average correct response times [Laming, 1968, Ratcliff and Rouder, 1998].

Associated with each starting point value, a ≥ z ≥ −a, is an average reaction
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(a) The DDM with variability
in starting points. The proposal
is that the observed average
reaction time is the expected
value of average reaction times
over many processes with differ-
ent starting points (Image from
[Ratcliff and Rouder, 1998]).

(b) Schematic of average
reaction time as a func-
tion of starting point, z,
for correct responses.

(c) Schematic of average
reaction time as a function
of starting point, z, for er-
ror responses.

Figure B.1: Variability in the starting point makes the observed
decision process a collection of many processes that each reach
the decision boundaries at different average times. The observed
experimental average reaction time is the expected value of the average
reaction time over all these different processes. The overall mean reaction
time for correct responses becomes larger than the overall mean reaction
time for error responses, which is due to the different relative weightings
of individual processes for correct versus error trials.
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time for correct trials, T̄corr(z), and an average reaction time for error trials, T̄err(z).

The overall mean reaction times for correct and error trials are the expected values

of T̄corr(z) and T̄err(z), for all possible values of z. We denote these average reaction

times by T̄corr for correct and T̄err for error trials, and assume that it is this overall

average reaction time that is observed experimentally. These conditional expectations

are weighted by the respective distributions of average reaction times given the starting

point, as shown in quation B.1. As illustrated in Figure B.1, these distributions differ

for correct and incorrect trials. Specifically, long reaction times are much rarer, i.e.,

much less weighted, for error trials than for correct trials, resulting in an overall mean

reaction time that is shorter for error trials. Below is an analysis of why this is the

case.

The average reaction time for correct trials can be written as,

T̄corr =

∫
T̄corr(z)p(z | corr)dz, (B.1)

where the distribution over z for correct trials is given by

p(z | corr) =
p(corr | z)p(z)

p(corr)
(B.2)

and p(corr | z) is the probability of making a correct choice given z, which is the

accuracy of choice for the process with starting point z.

The algebra underlying Equation (B.1) is as follows
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T̄corr =

∫
T p(T | corr) dT

=

∫ ∫
T p(T, z | corr) dz dT

=

∫
p(z | corr)

∫
T p(T | z, corr)dT dz

=

∫
T̄corr(z)p(z | corr)dz

=

∫
T̄corr(z)

p(corr | z)

p(corr)
p(z)dz.

and in the same way, average reaction time on error trials is:

T̄err =

∫
T̄err(z)

p(err | z)

p(err)
p(z)dz. (B.3)

From these equations, it should be already clear that the distribution of starting

points have a strong influence over the disparity between chronometric functions for

correct and error trials.

Next, we will show that T̄corr > T̄err under certain conditions. Let’s assume that p(z)

is symmetrically distributed around the midpoint (0, t) in between the two flat decision

boundaries, and that the accumulation is a Gaussian process. In this case, the average

reaction time for making a correct decision given the starting point z is the same as

the average reaction time for making an error starting from point −z and vice versa:

T̄corr(z) = T̄err(−z) (B.4)

However, probability of reaching the boundaries for correct and error trials are very

different. From the psychometric functions we know that at every point in time, there
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is always a higher chance of arriving at the correct boundary, which for simplicity we

assume is a. In other words, p(corr | z) > p(corr | −z) > p(err | −z) > p(err | z), and,

p(corr|z)
p(corr)

> p(err|z)
p(err)

unless coherence is zero. Therefore, we can write the an inequality

between equations B.1 and B.3 by flipping the integration sign of equation B.3 and

using the inequality relation of p(z | corr) > p(z | err). We can assume this inequality

from equation B.2 because we assumed a symmetric distribution for p(z) is symmetric.

The top panel of Figure B.1(b) shows a schematic of the average reaction time for

correct responses as a function of starting point, z. Larger values of z set the starting

point closer to the correct boundary, which causes their corresponding average reaction

times for correct trials, T̄corr(z), to decrease. The lower panel of figure B.1(b) shows a

schematic of the distribution of correct trials over average reaction time values, which

determines the weighting of the average reaction times for calculating the overall mean

reaction time, p(z | corr). Note that the distribution of average reaction times for

correct trials is very broad, meaning that the determining factor for the length of the

overall average reaction time is T̄corr(z), see Equation (B.1).

The top panel of Figure B.1(c) shows a schematic of the average reaction time for

error responses as a function of starting point, z. Larger values of z set the starting

point further away from the wrong boundary, resulting in longer average reaction times

for error trials, T̄err(z). The bottom panel shows a schematic of the distribution of error

trials over average reaction time values, p(z | err). The schematic that we show here

roughly scetches how, conditioned on the starting point, the distributions of average

reaction times and accuracies look like in the the simulations done by Radcliff and

Rouder. The shape of these distributions heavily influence the strength of the inequality

between the average reaction times. As can be seen, Radcliff and Rouder have chosen

the parameters of their model to magnify this effect, which is most prominent when

coherence is high and the accuracies of responses are close to each other and near
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perfect. As we will explain next, this can be seen from the relatively flat profile of the

relative accuracy of choices made on correct trials.

In summary, the difference in the distribution of average reaction times is due to

how accuracies scale for correct versus error trials. For example, suppose there are two

processes one with accuracy 0.95 and another with accuracy 0.8. Then, the distribution

of average reaction times for correct trials is 0.95
0.95+0.8

= 0.54 and 0.8
0.95+0.8

= 0.46 (rather

flat), while for error trials it is 0.05
0.05+0.2

= 0.2 and 0.2
0.05+0.2

= 0.8 respectively.

B.2 Variability in the drift rate

In Figure B.2, we show a schematic for the impact of variability in the drift rate on

behaviour. Analogous to the variability in the starting point, variability in the drift

rate produces a collection of decision processes, such that the observed average reaction

time is a weighted average of average reaction times of these many processes. Due to

variability in the drift rate, some processes are pushed to reach the decision boundary

faster, while others are slowed down. As a result, error response times become longer

on average compared to correct response times. Here, we provide a more detailed

explanation of this phenomenon.

Similar to the situation with variability in starting points, the overall average re-

action time for correct trials and for error trials is again given by the expected values

of the two quantities, where the expectations are now calculated over the respective

distributions of average reaction times:

T̄corr =

∫
T̄corr(µ)

p(corr | µ)

p(corr)
p(µ)dµ

for correct trials, and
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(a) The DDM with variability
in the drift rate. The proposal
is that the observed average
reaction time is the expected
value of average reaction times
of many processes with different
drift rates (Image from [Ratcliff
and Rouder, 1998]). Here, two
processes are shown, one with
drift rate µ = ν1, and another
with a drift rate µ = ν2.

(b) Schematic of average
reaction time as a function
of drift rate, µ, for correct
responses.

(c) Schematic of average
reaction time as a function
of drift rate, µ, for error re-
sponses.

Figure B.2: Variability in drift rate makes the decision process a collection
of many processes that each reach the decision boundaries at different
average times. Because the starting point in these simulations is chosen
to be midway between the decision boundaries, the average reaction time
for correct and error responses is the same for a given drift rate, but they
reach the boundaries with different relative probabilities. As a result,
the observed experimental average reaction time, which is the expected
value of the average reaction time for these different processes, differs
between error trials and correct trials. Longer average response times are
less probable for correct trials, while the situation is reversed for the error
trials. This is because longer reaction times are mostly due to smaller drift
rates, which make errors more probable. As a consequence, the average
error response becomes longer than the average correct response.

237



T̄err =

∫
T̄err(µ)

1− p(corr | µ)

1− p(corr)
p(µ)dµ (B.5)

for error trials. The derivations follow the same logic as above.

In this case, however, the starting point is assumed to be identical for all processes,

midway between the two boundaries, and thus the average reaction time for correct

and error responses is the same given a specific drift rate, i.e., T̄err(µ) = T̄corr(µ). As

illustrated in Figure B.2, the weights of these average reaction times for calculating the

total mean reaction times differ between correct and error trials. Specifically, longer

reaction times are more strongly weighted for error trials than for correct trials, leading

to longer total mean reaction times for the error trials.

In the top panel of Figure B.2(b) we show a schematic of the average reaction time

for correct responses as a function of drift rate, µ. Larger values of µ rush the build-up

of evidence in favour of either direction, leading to shorter average response times. The

bottom panel of this figure shows a schematic of the distribution of average reaction

times for correct trials. Note that this distribution is relatively flat.

The top panel of figure B.2(c) shows the average reaction time for error responses

as a function of drift rate, µ. Larger drift rates lead to faster decisions, regardless of

whether they are correct or wrong. Because the process starts midway between the

two boundaries, the average reaction time for correct and error trials are identical. The

bottom panel shows the distribution of average reaction times for error trials. Note

that this distribution is more asymmetric than that for the correct trials, resulting in a

stronger weighting for shorter reaction times, and thus in a longer overall mean reaction

time of the error trials compared to the correct trials. As for the previous case, the

asymmetry in the distribution of average reaction times is due to how accuracies scale

for correct versus error trials.
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Note that the slope p(Err|µ)
p(Err)

has opposite signs in Figures B.1(c) and B.2(c). It is

this difference in slope that weighs the average reaction times differently in the two

scenarios, resulting in opposite trends of the relative reaction times for correct and

error trials. Thus, the relative slopes of the two functions p(corr|µ(or, z))
p(corr)

and p(Err|µ(or, z))
p(Err)

determine the average reactions times for the collection of processes. Because of the

relative slopes of these curves, their product yields T̄err > T̄corr.
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Appendix C

To point estimate, or not to point

estimate?

By point estimating coherence, one ignores the uncertainty about the estimated value of

coherence. Ideally, this uncertainty should be taken into account, as indeed the stream

of evidence provides a distribution over coherence at each point in time, p(C | x1, ..., xt).

For this reason, the inferred decision boundary is a function of this distribution, and

not its expected value alone. For example, the inferred decision boundary should look

different if this distribution is uniform, versus if it is a delta function centred on a specific

coherence, although both distributions have the same mean. In fact, as Huang and Rao

point out, the entire speed-accuracy trade-off in the RDK task can be formulated in

terms of subject’s uncertainties about the coherence value and direction of motion.

To clarify our point, we would like to briefly elaborate on the computational dif-

ference between point estimating coherence and statistically treating it as a random

variable. As we mentioned earlier, information due to uncertainty is lost when point

estimating, making it at best a first order approximation. However, this uncertainty

can be utilised when it is treated as a latent variable. From a mathematical perspec-
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tive, the impact of treating coherence on the average reward rate shows up through the

computation of expected reward, E{rt}.

A point estimate of coherence yields the following equation for the expected reward

E{rt | d, x1:t, Ĉt} = R× p(d yields a reward | x1:t, Ĉt), (C.1)

where R is the magnitude of reward obtained from making a correct choice.

Treating coherence as a latent variable yields instead

E{rt | d, x1:t} = R×
∫
p(d yields a reward | x1:n, C)p(C | x1:n)dC. (C.2)

It should be fairly clear that Equation (C.2) carries a more accurate estimation of

the expected reward for choosing a direction.
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