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Abstract

This thesis describes work developing an approach to automatic speech recognition which 

incorporates a more realistic underlying model of speech than the currently-successsful 

technique of hidden Markov models (HMMs). Whereas HMM states are associated with 

individual (frame-based) feature vectors, the new models represent sequences or “segments” of 

features. The segment models described in this thesis are referred to as '"segmentai HMMs’\  

and incorporate the concept of trajectories to describe how features change over time together 

with a novel representation of segmental variability. Extra-segmental variability between 

different examples of a sub-phonemic speech segment is modelled separately from intra- 

segmental variability within any one example. The extra-segmental component of the model is 

represented in terms of variability in the trajectory parameters, and can be regarded as 

providing a prior constraint on the possible observation sequences that can be generated by the 

model. The work which forms the basis for the thesis has concentrated on investigating the 

representation of the two types of variability in relation to characteristics of speech data and to 

recognition performance.

Experiments have demonstrated that a segmental HMM can give improvements in recognition 

performance, both for a connected-digit recognition task and for a phonetic classification task. 

However, the model only worked well when the modelling assumptions were a reasonable 

approximation to the characteristics of real speech. Firstly, it was important that both the 

extra- and intra-segment model distributions were fairly accurate across all segment durations, 

in order for the two types of probability to balance appropriately in recognition tasks. In 

addition, the trajectory descriptions needed to be reasonably accurate, as demonstrated by the 

finding that segmental HMMs of sub-phone speech segments gave performance advantages 

when using a linear trajectory representation but not for a static trajectory description. The 

thesis concludes with a discussion of the experimental findings in relation to several design 

issues for developing a segmental model that truly reflects the characteristics of real speech 

signals.
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Chapter 1

Background and general aims

Over the last ten years there have been significant and steady advances in the capabilities of 

automatic speech recognition (ASR) technology, such that an acceptable level of performance 

can now be achieved on a variety of tasks within limited domains. Almost perfect accuracy 

can be obtained with speaker-independent isolated-digit recognition, and there are typically 

only 2-3% digit string errors when the digit sequence is spoken in a naturally connected 

manner by non-specific talkers (Juang and Rabiner, 1991). There have also been considerable 

achievements in recognition of large vocabularies, and some systems for automatic dictation 

applications are now commercially available. Examples are ‘DragonDictate’ (Baker, 1991) 

and the dictation system developed by Philips (Steinbiss et al., 1995). Such systems typically 

achieve an acceptable level of performance by being speaker-dependent and also by being 

designed for a specific application with a fairly predictable syntactic structure.

Recently, there has been considerable research interest in more general large-vocabulary ASR 

of natural continuous speech input from any speaker. Several research systems have been 

developed for recognition of large vocabularies, spurred on by the US Advanced Research 

Projects Agency (ARP A) programme of comparative evaluations on standard tasks. Since 

1992, these evaluations have concentrated on tasks requiring vocabularies of several thousand 

words. Initially passages read from Wall Street Journal texts were used to test the systems 

(e.g. Woodland, Odell, Valtchev and Young, 1994), with later tests including different sources 

of (read) North American business news requiring an unlimited vocabulary (e.g. Woodland, 

Leggetter, Odell, Valtchev and Young, 1995). For the most recent evaluations, the emphasis 

shifted to real-world speech data recorded from television and radio broadcasts (e.g. Gauvain, 

Adda, Lamel and Adda-Decker, 1997; Woodland, Gales, Pye and Young, 1997). Successive 

improvements to systems of the type participating in these evaluations have lead to the
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incorporation of increasingly sophisticated language models, as well as considerable 

refinements in the acoustic-phonetic models and acoustic feature sets.

Currently, the acoustic-phonetic components of the most successful large-vocabulary ASR 

systems are almost exclusively based on hidden Markov models (HMMs) of some 

phonetically-defined sub-word units, with a very similar specification for all the systems (a 

description of one successful system is given by Young (1995)). The typical approach is to 

use a large inventory of context-dependent phone models, trained on a vast quantity of speech 

data. The models themselves tend to be gender-dependent but otherwise “speaker- 

independent”, possibly with on-line adaptation to any particular speaker. Using this approach, 

impressive performance has been achieved on recognition of read speech. For example, the 

lowest word error-rate of the 1994 ARP A evaluations was 7.2 % (Woodland et al., 1995), 

using a vocabulary of 65,000 words. However, the general level of performance dropped once 

the task was less controlled in terms of recording conditions and speaking style, such that the 

best reported performance of the 1996 evaluations was an overall word error rate of 27.1% 

(Gauvain et al., 1997).

An even more challenging ASR task is provided by the Switchboard corpus of completely 

unscripted spontaneous telephone conversations, for which typical word error rates are around 

45% (e.g. Fosler et al., 1996). Although there are many aspects to the problems associated 

with this type of recognition task, the extent of the drop in performance when moving beyond 

constrained domains suggests that there may be inherent deficiencies in the acoustic modelling 

paradigm. There is evidence that the limit of acoustic-phonetic modelling capabilities has not 

yet been reached. For example, studies of Switchboard showed that recognition performance 

could be substantially improved by simply using the test material to adapt the acoustic models 

(Cohen, 1996). Furthermore, there is considerable room for improvement in the performance 

of HMMs on recognition tasks which rely purely on acoustic-phonetic discrimination. For 

example, Lamel and Gauvain (1993) reported an error-rate of 30.9% for phone-level 

recognition of continuous speech in the TIMIT database (Garofolo et al., 1993). Although 

some of these errors reflect a lack of acoustic evidence in the data and are therefore inevitable 

for this type of task, a substantial proportion should be avoidable with an accurate acoustic- 

phonetic model.
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Impressive word recognition performance has been achieved on a range of tasks by systems 

using HMMs, yet these models are simply general statistical pattern matchers. They do not 

take advantage of the constraints inherent in the speech production process and make certain 

assumptions which are inappropriate from a speech-modelling viewpoint. It seems plausible 

that the performance of HMMs as acoustic models for unconstrained recognition tasks is 

limited by this inability to model the characteristics of speech differently from those of any 

random signal. At the most general level, the motivation for the work described in this thesis 

has been to develop a more appropriate model as the basis for the acoustic-phonetic component 

of speech recognition systems. By constraining the model more according to the nature of the 

speech signal, the aim was to provide a more accurate description of different speech sounds. 

The constraints of the model were intended to reduce the extent to which acoustic variation 

needs to be treated as random, and so were expected to lead to greater predictive power and 

hence improved discrimination capabilities.

When developing a new acoustic-phonetic model, it is important to consider how to evaluate it. 

From a practical viewpoint of automatic speech recognition, the ultimate aim is higher 

recognition accuracy. However, as pointed out by Bourlard (1995) at the EUROSPEECH 

conference (and expanded in Bourlard, Hermansky and Morgan, 1996), new paradigms cannot 

necessarily be expected to give performance gains immediately. Many years of research may 

be required before new models can compete with an established formalism. The general 

sentiment of Bourlard's presentation was an encouragement to explore new techniques, even if 

the immediate consequence is an increase in word error rate. This message is a valuable one, 

but of course what is really important is an understanding of the effects of modelling 

assumptions on the way in which speech sounds are represented and how this is reflected in 

acoustic matching scores and hence in recognition performance. Evaluating the relationship 

between modelling assumptions and behaviour in recognition tasks should be a powerful tool in 

the search for a new approach to training and recognition based on an accurate and 

constraining model for the characteristics of speech signals. The emphasis of the experiments 

described in this thesis has therefore been to gain insights into the modelling of speech patterns 

by performing these types of evaluations for models which offer theoretical advantages over 

HMMs.

In considering possible alternatives to the conventional HMM formalism, there are two 

possible ways forward. One option is to abandon the HMM approach entirely, and the
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alternative is to consider ways of incorporating a more speech-like structure within an extended 

HMM framework. Although there are limitations, the performance of many HMM systems is 

still impressive, and they have to date been by far the most successful of different approaches 

which have been tried. These facts alone suggest that the HMM approach must have many 

useful attributes for ASR problems. This thesis therefore takes HMMs as a starting point and 

considers their advantages from a speech-modelling viewpoint, before examining the 

limitations and ways to extend the structure to provide a more accurate model of speech signal 

characteristics and speech variability in particular. A novel framework for representing 

variability has been explored, as a new way of modelling speech patterns. Detailed 

investigations have been performed in order to study and evaluate the effects of introducing 

different representations of speech variability within an extended HMM approach. Through 

these activities the aim was to develop a new model of speech variability, a better 

understanding of the relationship between model assumptions and recognition performance, 

and insights into the possibilities for developing statistical models which truly reflect the 

characteristics of speech signals.
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Chapter 2

HMMs as models of speech

2.1. Introduction

The basic HMM formalism does not take advantage of many of the well-known characteristics 

of speech, and in addition makes certain assumptions about the speech signal which are clearly 

incorrect. In view of the potentially quite serious disadvantages, this chapter considers issues 

of why these statistical models have actually been very successful for characterizing speech 

and why and how they provide a good starting point for developing a more appropriate model.'

2.2. Challenges for automatic speech recognition

The ASR task is to extract the underlying linguistic message from a complex acoustic pattern 

containing many sources of variability. Types of variability to be accommodated include:

• Phonetic context effects, both from coarticulation with immediately surrounding sounds 

and from larger context such as position in a whole sentence.

• Differences between speakers due to sex, age, accent and so on.

• Occasion-to-occasion differences for any one speaker. These variations can arise from

speed or loudness of speaking, effects of stress, or from having a cold or sore throat.

• Environmental variations, such as the surrounding noise level. There may be noise which

masks some sounds, or even whole words.

’ The discussion published in Holmes and Huckvale (1994) provided the basis for this chapter.
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A speech recognition system needs to treat the many possible variants of any one phoneme as 

the same, while being sensitive to the differences between different phonemes spoken by one 

speaker in the same phonetic environment.

Understanding fluent spoken sentences is not simply a case of extracting the sequence of 

phonemes from the acoustic signal: this signal contains information at several levels, including 

syntax, semantics and pragmatics. By using information at all these different levels, it is 

possible to take advantage of the redundancy which exists in speech and so resolve any 

ambiguities at any one level and comprehend a message even when parts of it are missing. 

Ideally, a system for ASR should use the information at all these levels in order to assist with 

the difficult problem of coping with all the sources of acoustic variability.

2.3. Approaches to automatic speech recognition

Generally speaking, approaches to ASR can be divided into two types which can be classed as 

"knowledge-based" and "self-organizing" (Mariani, 1991). These terms reflect a contrast 

between systems which are based on explicit formulation of knowledge about thé 

characteristics of different speech sounds, and systems where a much more general framework 

is used and the parameters are learned from training data.

2.3.1 Knowledge-based approaches

Efforts to develop speech recognition systems based on the explicit use of speech knowledge 

began in the early 1970s within the framework of the Advanced Research Projects Agency 

(ARPA) speech-understanding project (Klatt, 1977). Several systems were developed, most of 

which adopted a two-stage approach whereby the acoustic signal was first segmented and 

labelled into phoneme-like units, and the resulting string was then subjected to further analysis. 

The emphasis was on applying "Artificial Intelligence" techniques to use "higher level" 

knowledge (of the lexicon, syntax, semantics and pragmatics) to obtain an acceptable 

recognition rate even if the initial phoneme recognition rate was poor. The "knowledge" used 

in these systems was generally related to the constraints of the task the system was designed to 

perform, rather than principled general linguistic knowledge. The resulting systems were 

computationally expensive, limited to the particular task for which they were designed, and 

produced quite poor recognition performance. A fundamental problem with this type of
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approach is that it is inevitably limited by the accuracy of the acoustic-phonetic decoding: it is 

still not possible to reliably extract phonetic information from the speech signal.

More recently, several systems have been developed based on "expert systems" modelling the 

human ability to interpret spectrograms or other visual representations of the speech signal (see 

O'Brien (1993) for a review). Such systems separate the knowledge that is to be used in a 

reasoning process from the reasoning mechanism which operates on that knowledge. The 

knowledge is usually manually entered, and is based on the existence of particular features 

(such as "a silence followed by a burst followed by noise" for an aspirated voiceless stop). A 

vast amount of knowledge would be needed for speaker-independent continuous speech 

recognition of large vocabularies (Mariani, 1991). The problem with a system based on a 

large set of rules is that it is difficult to imagine all of the ways in which the rules are 

interdependent, so inevitably some rules compete with each other to explain the same 

phenomenon while others are in direct contradiction (Levinson, 1985a).

Some knowledge-based systems have been developed which reduce this problem by specifying 

only the set of features to be used: the values of the features and the weights given to different 

features in the recognition process are learned from training data. An example of this type of 

approach is Allerhand's (1987) knowledge-based statistical classifier. The success of this 

approach is however still very dependent on appropriate selection of the feature set and on the 

correct extraction of these features from the acoustic data.

2.3.2 Self-organizing approaches

The alternative type of approach provides a general structure and allows the system to learn 

the parameters from a set of training data. The simplest approach of this type is "template 

matching", whereby a short-term spectral template is generated for each word in the 

vocabulary to be recognized, based on one or more examples of that word. Recognition then 

proceeds by comparing an unknown input with each template using a suitable spectral distance 

measure. The template with the smallest distance is output as the recognized word. To 

accommodate the inevitable differences in time scale which exist between different examples of 

the same word, the technique of dynamic programming is used to find the optimal alignment of 

the input pattern with the template (Sakoe and Chiba, 1978). In order to cope with variability 

in spectrum as well as time scale, each template can be derived from several examples of the
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relevant word, based either on computing an average over all examples or on selecting the most 

representative example according to some distance criterion. For speaker-independent 

recognizers, which need to recognize a wide range of speakers' voices, templates can be derived 

from examples of the words spoken by a variety of different speakers. For each word, a 

clustering algorithm can be applied to the examples, in order to generate a set of templates 

which represent the main different pronunciations of that word.

Template matching was the predominant approach to ASR from the late 1970s up until the mid 

1980s, and was the basis for most commercial systems during this period (for example, 

recognizers produced by Votan). In this period almost all commercial systems were speaker- 

dependent. Good recognition performance was achieved with constrained tasks for which the 

vocabulary was quite small and words were spoken in isolated form. However, performance 

deteriorated for tasks involving larger vocabularies or connected speech. This deterioration is 

a result of inherent limitations in the nature of the approach. There is some allowance for 

variations in pronunciation and speaking rate by using multiple reference templates and 

applying dynamic programming in recognition. In real speech, however, there will be a range 

of plausible variants of each speech sound, some of which are more likely than others. The 

extent and type of possible variation, both in time scale and in spectrum, will be different for 

different sounds.

The ability to model statistical variability is the main advantage of the HMM approach (see, 

for example, Bourlard, Kamp, Ney and Wellekens (1985) for a general introduction to 

HMMs). HMMs provide a formal statistical framework that is broadly appropriate for 

modelling speech patterns. The time-varying nature of spoken utterances is accommodated 

through an underlying Markov process. Statistical processes associated with the model states 

define output probability distributions and so encompass the variability which occurs both 

between and within speakers when producing linguistically equivalent speech sounds. This 

broadly appropriate framework is combined with computationally useful and rigorous 

mathematical methods for automatically optimizing the parameters of a set of HMMs relative 

to training data, and for classifying an unknown speech pattern given a set of HMMs. HMM 

techniques have dominated the ASR field over the last ten years, and sophisticated laboratory 

systems are now in existence (see Young, 1995, for an overview). Current laboratory systems 

have been shown to be capable of error rates of between 5% and 10% when transcribing 

continuous (read) speech from a large vocabulary of around 65000 words spoken by any
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speaker (Young, 1995). These systems use sub-word units and a statistical language model 

together with huge quantities of training data.

There are also approaches to ASR, with origins in work on artificial intelligence and parallel 

computation, which use Artificial Neural Networks such as multi-layer perceptrons (MLPs). 

An MLP consists of a network of interconnecting units, with an input layer, an output layer 

and one or more hidden layers. The output units represent the set of speech units to be 

recognized, and the recognition process relies on the weights of the connections between the 

units. The connection weights are trained in a procedure whereby input patterns are associated 

with output labels. MLPs are therefore learning machines in the same way that HMMs are, 

but have the advantage that the learning process maximizes discrimination ability, rather than 

just accurately modelling each class separately. However, MLPs have a serious disadvantage 

in that, unlike HMMs, they are unable to deal easily with the time-sequential nature of speech. 

Good recognition results have been reported for isolated-word recognition (e.g. Peeling and 

Moore, 1988) by storing the entire input sequence to be recognized in a buffer at the input to 

the MLP. The problem is that this approach does not generalize to connected speech or to any 

task which requires finding the best explanation of an input pattern in terms of a sequence of 

output classes. To circumvent this problem, there has been an interest in approaches which are 

a hybrid of HMMs and neural networks. These are discussed further in Section 2.6, as they 

are in fact one way of improving HMM systems.

As an underlying approach, the HMM framework has so far shown clear performance 

superiority over alternative recognition structures. The existence of simple-to-implement, 

elegant and efficient algorithms for both training and recognition has been suggested as the 

reason for the popularity and success of the approach (e.g. Gales and Young, 1993a). General 

appropriateness of the models for characterizing speech is however obviously also important 

for them to be successful. It is therefore useful to briefly consider models of human speech 

perception, before discussing in more detail possible justifications for tackling speech 

recognition by machine from an HMM framework.

2.4. Relating ASR approaches to speech perception models

Humans are able to easily understand speech from a wide variety of speakers under different 

conditions of stress and in different acoustic environments, with a recognition performance
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considerably better than that offered by current technology. An accurate, complete model of 

human speech perception in a form amenable to computational simulation would obviously be 

relevant for approaches to ASR. A variety of models for various aspects of speech perception 

have been proposed from different theoretical viewpoints (see Klatt (1989) for a review, and 

Allen (1994) for an up-to-date re-evaluation of some very early work by Fletcher (1953)). 

Many of these models, proposed in the context of speech perception, have strong parallels with 

a corresponding approach to ASR. A few examples are considered here.

There have been a number of attempts to specify "phonetic features" and ways that they might 

be extracted from the acoustic signal (e.g. Pisoni and Luce, 1987). These approaches suffer 

the same limitations as knowledge-based approaches to ASR, in that they are dependent on the 

ability to reliably identify meaningful features: there has been only limited success in 

specifying a useful set of features that can be consistently extracted (Klatt, 1986).

An alternative model of perception, LAFS (Lexical Access From Spectra), was suggested by 

Klatt (1979, 1986), influenced by some aspects of the computational strategies created in the 

ARP A speech-understanding project (Klatt, 1977). This model originated from the belief that 

a pattern-matching scheme can actually be incorporated into a plausible perceptual model. 

The model proposes that the expected spectral patterns for words and for cross-word-boundary 

recodings are stored in a very large decoding network of expected sequences of spectra. It is 

therefore assumed that any phonetic transition can be characterized to an arbitrary degree of 

accuracy by a sequence of spectra, or by several alternative spectral sequences. A fully 

expanded decoding network enumerates all possible spectral sequences for all possible word 

combinations of English. A uniform spectral distance metric is used to compute phonetic 

differences between the input spectrum and each spectral template in the network. This allows 

the network to determine matching scores for all possible words in parallel, and perception 

consists of finding the best match between the input representation and paths through the 

network. In this model, the first decision is a lexical one. Klatt points out the advantage of 

this delayed-decision model over many other approaches to speech perception, which use a 

two-stage model involving an intermediate representation based on some form of phonetic 

features. A separate phonetic-feature stage discards information that might be useful in 

making lexical decisions, and may introduce errors. As with pattern-matching approaches to 

ASR, the main problem with the LAFS model is in defining a spectral distance metric that is
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powerful enough to make fine phonetic discriminations in the face of the kinds of spectral 

variability seen in real data.

Models based on neural networks are inherently attractive from a perception viewpoint, due to 

the rather naive analogy with the architecture of the human brain. One model which grew out 

of work in the area of parallel distributed processing (PDF) is the TRACE model (McClelland 

and Elman, 1986). The PDF philosophy of distributing knowledge through a network of 

interacting units was seen as a natural way to capture the integration of multiple sources of 

information in speech perception. The TRACE model involves a very large number of units 

organized into three levels: the feature, phoneme and word levels. The network is highly 

interconnected with bi-directional facilitory connections between levels that share common 

properties (e.g. between a word and the phonemes composing that word), and inhibitory 

connections within levels (e.g. if fh! is activated it will tend to suppress activity for related 

phonemes, such as /p/). The entire network of units is called the trace, because the pattern of 

activation left by a spoken input is a trace of the analysis of the input at each of the three 

processing levels. The positive feedback paths between the phonemic level and the lexical level 

can be used to explain our perceptual bias towards hearing phonetic patterns that make up real 

words and the fact that we can sometimes make early decisions about lexical candidates even 

though the entire word has not yet been heard. A simulation was implemented, and 

McClelland and Elman have argued that it showed characteristics which are appropriate for 

what is known about human speech perception. Although there are attractive aspects of the 

TRACE model, there are also some quite serious problems: as with any feature-based 

approach, there is dependence on being able to extract appropriate features from the acoustic 

signal. However, the main problem with the model is that, like other neural network 

approaches to speech recognition, it does not provide any real modelling of temporal variability 

in speech.

In summary, there appear to been no engineering demonstrations of substantially complete 

models of human speech perception, presumably because there are still some very fundamental 

gaps in our understanding of perception. In view of this fact, the performance of current state- 

of-the-art speech recognition systems is really quite impressive.
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2.5. Advantages of HMMs as an approach to ASR

This section discusses the reasons for the success of the HMM approach to ASR in more 

detail, by considering the issue from three perspectives:

• Architecture: Basic characteristics of the mathematical framework that are useful for 

speech recognition.

• Completeness: Advantages of providing a complete (even if not very accurate) 

description of speech signals, as an alternative to the knowledge-based approach of 

representing specific characteristics of different speech sounds.

• Flexibility: Ways in which speech knowledge can be incorporated into HMMs, in the 

form of constraints on the basic flexible structure.

2.5.1 Architecture

The HMM methodology provides a tractable mathematical structure that can be examined and 

studied analytically; it includes the provision of straightforward algorithms for training and 

recognition. In the model, the short-time spectral characteristics (associated with the individual 

states) and the temporal relationship among the processes (the Markov chain) are treated as 

separate aspects of a single dynamic process (i.e. speech) using one consistent framework. 

The combination of these two aspects is such that the calculation of the probability of a given 

set of observations being produced by a particular model can be decomposed simply into a 

summation of the joint probability of the observations and the state sequence, either taken over 

all state sequences (total likelihood) or Just the most likely state sequence (maximum 

likelihood). Therefore, when performing recognition, the segmentation of an utterance arises 

automatically as a simultaneous part of the recognition process. Similarly, a set of models can 

be trained given a set of labelled, but not necessarily pre-segmented, speech data.

The use of model output probability distributions also has the desirable property of allowing 

the models to easily generalize to unseen data. This can be accomplished either by smoothing 

estimated discrete distributions or by parameterizing the observations with a model such as a 

multi-variate Gaussian. The choice of observation distributions also extends to the case of the 

HMM itself: sequences of sub-word models can form the "states" of word models, which can
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in turn act as the "states" in syntax models, which can even be part of a higher level which uses 

semantics to provide dialogue control. Thus, the HMM framework allows for an integrated 

recognition system whereby the best match is found at all levels simultaneously, taking into 

account constraints imposed at each level. As Levinson (1985b) pointed out, this use of 

multiple constraints has the great advantage of increasing redundancy as all levels contribute, 

and so reliability of classification should be improved. The integration of all the levels also has 

the property of delayed decision making which, as pointed out by Klatt (1989) in relation to 

human speech perception, is very desirable as it eliminates problems which might arise if the 

input to a level contains errors which have been introduced at a separate lower level. By 

making only one decision, all the information is available to all levels of modelling.

2.5.2 Completeness

The comparatively poor recognition performance shown by knowledge-based ASR systems is 

generally agreed to be due to the difficulties involved in specifying all the required knowledge 

for performing speech recognition in an appropriate way, combined with the fact that this 

knowledge is still limited and may even sometimes be erroneous. These observations led 

Makhoul and Schwartz (1986) to point out the advantages of "ignorance modelling", whereby 

the parameters of a model are automatically trained using a large amount of training data but 

very little speech knowledge, apart from a general structure which integrates the modelling of 

both spectral and temporal variation. The training process determines the important model 

characteristics based on optimizing the models for the given data, using some objective 

criterion by which all the model parameters are trained consistently. Zue (1985) has argued 

for the incorporation of speech knowledge to improve standard recognition algorithms, while 

also pointing out that, where such knowledge is limited, "sophisticated ignorance models can 

make optimal use of whatever knowledge we do have".

Levinson (1985a) expresses similar ideas from a rather different perspective. He describes the 

statistical approach as being a "macrotheory" of speech, in contrast to the knowledge-based 

approach which can be regarded as a "microtheory". Thus, the statistical approach imposes no 

particular structure but provides sufficient degrees of freedom to acquire the details by 

optimisation to match training data, whereas the knowledge-based approach attempts to build a 

general model of speech by listing every important aspect in detail. In contrast to the view of 

HMMs as ignorance models, Levinson regards the general model framework provided by
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HMMs as being a powerful theory of speech. However, he does point out that specialized 

knowledge about speech can and should be used to constrain the models by limiting the number 

of degrees of freedom.

2.5.3 Flexibility

The performance of the flexible model structure provided by HMMs can be improved by 

appropriate use of speech knowledge within the stochastic modelling framework (Lee, 1988). 

All of the successful current HMM-based recognition systems use knowledge about speech to 

some extent. For example, it is usual to choose a method of acoustic feature analysis which 

enhances phonetically important spectral characteristics while being relatively insensitive to 

spectral differences which do not reflect differences in meaning, such as pitch and overall 

loudness. It is also common to use a perceptually-motivated frequency scale, such as the mel 

scale, which uses a finer frequency resolution for low frequencies than high frequencies. In 

addition to the static spectral feature vectors computed for each frame, most systems also 

include some form of dynamic features in order to capture phonetically-important temporal 

changes in the spectra. First-order dynamic feature vectors are typically calculated either by 

deterniining the rate of change of the static vectors over a duration of around 50 ms (Furui, 

1986), or by simple differencing between the values for two frames (Lee, 1988). Many large- 

vocabulary systems now also include second-order time derivative features (e.g. Young, 1995), 

so as to represent information about change in rate of spectral change, which is likely to be 

particularly useful in regions of major acoustic-phonetic boundaries.

All the above characteristics of the acoustic feature analysis involve the use of speech 

knowledge in order that the models are based on the most useful and relevant information from 

the speech signal. Speech knowledge is also used when specifying the structure of the models 

themselves, both in the inventory of units and the model topology: large-vocabulary HMM 

systems incorporate coarticulation effects by using sub-word units based on some form of 

context-dependent phone models (e.g. Young, 1995), and it is also possible to include explicit 

modelling of known important allophonic effects (e.g. Holmes, Wood and Pearce, 1993). Such 

systems are applying phonological knowledge to make optimum use of the data, by using the 

same model for a sound occurring in different words if the immediate context is considered 

equivalent. Structuring models in this way can actually be advantageous compared with
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whole-word models, as only the phonologically relevant parts of words will be represented by 

different models.

The fact that the HMM is an inherently time-sequential generative model means that the 

changing speech signal can easily be related to a progression through the states. It is usual to 

allow only a subset of the possible transitions between the states, by using fairly simple left-to- 

right models which allow for time scale variability by including self-loop transitions and 

possibly also skip transitions so that some acoustic segments are optional. Furthermore, it is 

possible to tailor the structure of the model for each individual sound; the model topology and 

the number of states in each model can be allocated according to the typical duration, spectral 

complexity and variability of the sound being modelled (Holmes, 1991). All the above ways of 

using HMMs are constraining the basic flexible model to reflect known characteristics of 

speech signals.

2.6. HMM limitations and possibie improvements

In the previous section it has been argued that, in addition to their practical advantages in 

providing an easy-to-implement, sound mathematical framework for building ASR systems, 

HMMs are in fact useful as a basis for speech modelling. They provide a flexible framework, 

which can be constrained by knowledge about the nature of the speech they are being used to 

model, but with the model parameters learned from training data. This type of approach 

avoids the inevitable problems which arise when trying to actually specify knowledge about 

speech in a way which is useful for a speech recognizer. In terms of general principle, self

organizing approaches to ASR are comparable with the human language acquisition process: 

we may be predisposed towards recognizing speech-like sounds, but the learning itself is 

dependent on hearing spoken language. This learning process results in "knowledge" about 

speech which is implicit, as it is with trained statistical models.

Although there are many arguments in favour of the HMM approach and HMMs have 

provided the basis for the most successful ASR systems, the performance is still not as good as 

we would like on complex tasks such as those involving continuous spontaneous speech, or 

difficult environmental conditions such as a change of microphone or the presence of variable 

background noise. This leads to the question of how performance can be improved. Some 

improvements will undoubtedly arise with further advancements in language and dialogue
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modelling, but there are also aspects o f  the acoustic-phonetic modelling which can be 

improved. Although the HM M  structure is typically constrained so that it is more appropnate 

for modelling speech, the framework still treats a large part o f  the acoustic variation in speech 

as random (M oore, 1994) and therefore unpredictable. However, a spectral representation 

such as the wide-band spectrogram shown in Figure 2.1 reflects the characteristics o f  speech  

production, in that the spectrum changes continuously in a w ay which is m ostly smooth so that 

there is a considerable element o f  predictability.
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Figure 2.1: W ide-band spectrogram  o f  an utterance o f  the w ords “zero  o n e ” (49 dB dynam ic range).
Phoneme sym bols are shown above the spectrogram .

For the HM M  formalism, there are some fundamental aspects o f  the models them selves w hich 

are actually at variance with what w e do know about the nature o f  speech production and its 

relationship with acoustic realisation. In particular, the following three assum ptions which are 

made by the HM M  formalism are clearly inappropriate for modelling speech patterns:

• P iece-w ise stationarity  The HM M  framework assum es that a speech pattern is 

produced by a piece-w ise stationary process, with instantaneous transitions between 

stationary states. This is in direct contradiction with the fact that speech patterns are 

derived from signals produced by a continuously moving physical system  - the vocal tract.

•  T he independence assum ption In H M M s, the probability o f  a given acoustic vector 

corresponding to a given state depends only on the vector and the state, and is otherwise 

independent o f  the sequence o f  acoustic vectors preceding and following the current vector 

and state. It is thus assumed that there is no dependency between the observations, other 

than through the underlying state sequence. Successive observations generated by a single 

HM M  state are treated as independent and identically distributed. The model therefore
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takes no account of the dynamic constraints of the physical system which has generated a 

particular sequence of acoustic data, except inasmuch as these can be incorporated in the 

feature vector associated with a state. In a typical speaker-independent HMM recogniser 

where each modelling unit is represented by a multi-modal Gaussian distribution to include 

all speakers, the model in effect treats each frame of data as if it may have been spoken by 

a different speaker.

State duration distribution A consequence of the independence assumption is

that the probability of a model staying in the same state for several frames is determined 

only by the self-loop transition probability. Thus the state duration in an HMM conforms 

to a geometric probability density function (pdf) which assigns maximum probability to a 

duration of one frame and exponentially decreasing probabilities to longer durations.

The impact of these inappropriate assumptions can be reduced by, for example, using a fairly 

generous allocation of states which allows a sequence of piece-wise stationary segments to 

better approximate the dynamics and also makes a duration of one frame per state more 

appropriate. The improved recognition performance which has been demonstrated from using 

variable frame-rate (VFR) analysis (Peeling and Ponting, 1991) can also be regarded as a way 

of reducing the impact of the erroneous HMM assumptions. VFR analysis is used to replace 

sequences of similar vectors by a representative single vector. Vectors in the relatively 

stationary regions of speech patterns are highly correlated, which is contrary to the 

independence assumption. Discarding vectors in these regions results in observation sequences 

which are more consistent with the formalism, and also has the effect that the (phonetically 

important) dynamic regions will have more influence in the recognition process.

A popular way of mitigating the effects of the independence assumption is to use an acoustic 

feature vector which includes information over a time span of several frames. This is most 

usually achieved by including the first and sometimes also the second time-derivative of the 

original static features. Another approach, explored by Poritz and Richter (1986), is to append 

the acoustic feature vector observed at any given time with the vector observed at some 

previous time with a fixed offset. In this case, the covariance matrix will include some 

measure of the correlation between features over time. Haeb-Umbach and Ney (1992) used a 

combination of the two approaches, by using an acoustic feature vector representing three 

successive frames, where the vector for each frame included first- and second-order time
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differences. Linear discriminant analysis was used to reduce the dimensionality of the total 

feature space to a manageable level. All of the above techniques provide a way of 

compensating to some extent for the model’s treatment of successive frames as independent, 

which is achieved by representing the dependencies within the acoustic features. However, 

although such techniques have been shown to be of practical benefit in improving recognition 

performance, the independence assumption actually becomes even less valid because the 

observed data for any one frame are used to contribute to a time span of several feature 

vectors.

Rather than trying to modify the data to fit the model, it should be better to make the model 

more appropriate for speech signals. The inappropriate assumptions of HMMs are linked with 

their frame-synchronous characteristic, whereby states are associated with single acoustic 

feature vectors. In order to improve the underlying model, it is really necessary somehow to 

incorporate the concept of modelling frame sequences rather than individual frames. Artificial 

Neural Networks such as the MLP provide a potential solution to this problem: unlike HMMs, 

they do not need to treat successive features as independent, as they can incorporate multiple 

constraints and find optimal combinations of constraints for classification. However, as 

explained in Section 2.3, they have difficulty in modelling the time-sequential nature of speech 

and have therefore not been very successful at recognizing cormected utterances. To avoid this 

problem, most of the recent work using neural networks has focused on using hybrid systems 

which exploit the advantages of connectionist models while preserving the HMM formalism to 

integrate over time and to segment continuous speech (Bourlard, Morgan and Renais, 1992). 

One approach has been to use a neural network as a post-processing stage to an N-best HMM 

system (Austin, Zavaliagkos, Makhoul and Schwartz, 1992). An alternative is to use MLPs to 

compute HMM emission probabilities (Morgan and Bourlard, 1990) with better discriminant 

properties and without any hypotheses about the statistical distribution of the data. Long-term 

context can be represented efficiently by incorporating of feedback into the MLP, so giving a 

recurrent net (Robinson, 1994). By using a recurrent net for phone probability estimation in 

an HMM system, Robinson reported results on phone recognition of TIMIT data which are 

better than those typically obtained with conventional HMM systems.

Although hybrid HMM/neural net approaches allow for a better representation of speech 

characteristics applying over several frames, a more elegant solution is to extend the HMM 

itself to characterize the continuously dynamic nature of the speech signal. A complete model
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of this type should effectively impose further speech-like constraints on the allowed parameters 

and should ultimately require less parameters than standard HMMs or combined HMM/MLP 

systems. The overall aim for such a model should be to provide an accurate model of speech 

dynamics across an utterance, with an appropriate representation of variability which takes 

into account predictable factors such as speaker continuity.

2.7. Conclusions

This chapter has focused on the advantages of HMMs as a general approach for speech 

recognition, in providing a robust mathematical framework which is able to characterize many 

of the properties of speech signals in an integrated manner. When developing a new model, 

there are thus good arguments in favour of retaining all the desirable aspects of this approach 

but improving the general framework to make it provide a more constraining representation of 

the continuous dynamic nature of speech. Such a model should ultimately be capable of better 

discrimination, be less sensitive to difficult environmental conditions, and describe speaker 

variation more accurately. In order to model the continuously-changing nature of speech, it is 

necessary to move beyond a frame-based approach to a stochastic model which explicitly 

represents dynamic characteristics across frame sequences or “segments”. The challenge is to 

find an appropriate segment-based model of speech dynamics and associated variability, with 

the aim of making full use of the constraints and regularities of speech production within the 

underlying model structure.
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Chapter 3

Modelling speech segments

3.1. Introduction

From the perspective of segmental modelling for automatic speech recognition, the term 

“segment” will be taken as referring to any sequence of frames representing some linguistically 

meaningful speech unit. Typically, these units correspond to phones or to sub-components of 

phones, but other units such as diphones have been used (e.g. Ghitza and Sondhi, 1993). The 

choice of unit does not affect the probabilistic formalism, but is important when considering 

the most appropriate way of describing the acoustic feature dynamics. In addition, longer units 

have advantages in providing greater constraints on the pattern of the features over time, but 

have computational disadvantages due to the greater variability in length that must be 

accommodated and the larger number of units needed to describe a language.

3.2. General segment-modelling framework

The task of recognising a word sequence with any statistical model involves fmding the 

sequence of labels that is most likely given a sequence of acoustic feature

vectors y f  . This task can be formulated as follows :

=argmax p{u^\y '( ) = argmax p { u ^ ) . p { y j | w ^ ) .
N,u\ N,u\

Any one label w, can correspond to a word or to any other unit (such as a phone or sub

component of a phone) that can be mapped to a word sequence. The above equation uses 

Bayes’ theorem to express the probability of a label sequence given the acoustic observations

in terms of a language model probability /?(w^^)and acoustic model probability p { y j  |w i^).
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HM M s provide one way o f  calculating acoustic model probabilities (o f  observations given  

models), and the focus here is on segment-based approaches to computing these probabilities’,

HM M  probability calculations are performed on a frame by frame basis, and an HM M  state is 

thus associated with a single acoustic feature vector jv  In contrast, a segment model describes 

a variable-length segment y  =  {> v , . . . , y ^ } ( 5 > r  > r , y ^ e  m ulti-d im ensional space F ) . This 

difference between the tw o models is illustrated in Figure 3.1 from the perspective o f  a 

generative model o f  speech. In HM M s, the only sequence constraints are provided by the 

possible state sequences in the underlying Markov chain. On the other hand, segmental models 

provide a framework for explicitly incorporating within-segment dependencies and segment 

duration constraints. It is usual for possible sequences o f  segments to be controlled with a 

Markov chain, but for segments to be otherwise treated as independent.

time t

time t+1

time t (d-3)

#

time t+3 (d-2)

•  •

tim ef+ 2  L A  L A  time t+5(d=5j

(a) Three fram e-based  sta tes em itting three (b) Three segm ent-based sta tes em itting 10
obsenm tions. observations.

Figure 3.1: G eneration o f  sequences o f  observations by  H M M  sta tes associa ted  with (a) individual 
fram es and (b) variable-duration sequences (" segm en ts”) o ffram es, using the sam e m ode! topology’ 
with transitions on to the next state and back to the sam e state. In both cases, the illu stra ted  p rocess  
starts in sta te  I, m akes a tranisition to sta te 2 and  then m akes a self-loop transition back to sta te  2.

’ Most segment models use this concept o f computing the probabilities o f observations given labels {P(y\u))- 
One exception is the use o f a posteriori  distribution modelling (see Section 4.2), whereby P {u y )  is 
decomposed differently into a segmentation probability and a probability o f the labels given the segmentation.
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A general segment model specifies the probability for a sequence of / observations 

y \ = y  y  I being generated by a model unit i, according to the density

P{ y \ , . . . , y i , l  \ 0  = P{y \ , . . . , y i  I / , 0  • ^ ( / 10 = b i i { y [ ) . P{l \ t ) .

The model for segment i thus has two components:

• A duration distribution P{1 |/) which specifies the likelihood for a segment duration of / 

frames, where / e j ,  the set of all possible durations.

• A family of output densities !^ ij{y \)',l which represents likelihoods of all possible

observation sequences, where these sequences are of variable duration. The model can 

optionally include an explicit representation of the effect of variation in segment length / on 

the trajectory realisation.

3.2.1 Segment-model notation and probability calculations

A segment model can be expressed as an extended, more general form of HMM, whereby a 

model unit M  is represented by a sequence of N  segments corresponding to states 

a ,  (/ = 1,...,A) in a Markov chain. The generative process can be visualised as follows: at 

some time ti, the process enters state o  y and randomly selects a duration I according to the 

duration distribution P{1 |/). It then produces a sequence of / acoustic vectors according to the 

pdf bi i . Then at time it randomly moves from state o , to state a  y according to a state

transition probability matrix A .

Consider an observation sequence y  = y\,...,yT  iy t and a particular state sequence 

x = x i , . . . ,x s  (x _5 6 {a 1 , . . . ,o  ^ }) with S  distinct state occupancies. Each state occupancy Xs 

is associated with an entry time =1; 1 < < Tfor 5 = 2,...,5 ') and the sum of the 

durations of the individual state occupancies must be equal to T. Assuming that there is only 

one possible starting state X], the joint probability of y  and x given model M  is:

S
P ( y , x \ M ) = b ^ ( y ^ , . . . , )■ P{{h  - 0 1 ) I I (>' (, , • • (̂('«+1 - ) I

5=2



40 Chapter 3

3.2.2 Recognition and training with segment modeis

Although the details depend on the characteristics of individual segment models, the principles 

of training and recognition extend quite straightforwardly from HMMs to segment-based 

models (Ostendorf, Digalakis and Kimball, 1996). As already explained, the recognition task 

for a statistical model involves finding the most likely sequence of labels given a sequence of 

acoustic feature vectors, the probability of which can be separated out into a probability for 

the language model and a probability for the acoustic model. The usual approach to 

computing the acoustic-model probability for a given model (P(y\M)) is to use Viterbi decoding 

to compute the joint probability P(y,x\M) for the most likely state sequence, thus: 

P{y\M) = m sxP {y,x\M ) .
X

The above probability can be computed efficiently by dynamic programming, thus: first define 

(()f(/) to be the probability of the first t observations y\,...,yt for the most likely state sequence 

(with associated segmentation) ending with the f"  state at time t such that a transition occurs 

between times t and t+1. The quantity ())((/) can be calculated recursively as follows,

4 > f ( ; ) =  m ax I  m ax {(|)6 ( / ) .a ^ .6y ) . f  ( ( r - Ô ) |y ) } l  (3.1)

where D represents the maximum segment duration (which may be state-dependent). The 

value of P(y[iW) is then given by the highest value of (j)?- ( j), considered for all possible ending 

states in the model M. The dynamic programming operation can also be applied across model 

units (with the inclusion of language-model probabilities), so enabling the most likely unit 

sequence to be identified.

The Viterbi recognition algorithm is more computationally intensive for segment models than 

for HMMs, as can be seen by comparing the above expression (3.1) for (j), {j) with the 

corresponding HMM-based expression, which is as follows:

max{(()^_i(O.üTÿ.A ( y j ) .

The main difference between the two expressions is that for a segment model it is necessary to 

consider at each frame time all durations of occupancy for all possible model states. In the 

case of the segment model, it is normal to impose some realistic maximum duration for any one 

state occupancy. In moving from a frame-based to a segment-based approach, the
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computation associated with a full optimal search is therefore effectively multiplied by the 

maximum segment duration, in addition to any increased cost associated with calculating the 

segment-based output probabilities themselves. The segment modelling search cost can be 

reduced by adopting some technique whereby only a subset of possible segmentations are 

considered (e.g. Digalakis, Ostendorf and Rohlicek, 1992). Another possibility is to adopt a 

multi-pass approach, whereby an HMM system first generates a set of sentence hypotheses 

which can then be rescored by a segment model (e.g. Richardson, Ostendorf and Rohlicek, 

1995). Any method of reducing the search space may of course introduce some errors, but at 

the same time can give considerable savings in computation time. However, as the aim of the 

current work was to investigate the properties of the segment models themselves, it was not 

considered appropriate to risk introducing any search errors and a full search was used for all 

the experiments described in this thesis.

The training task is to compute suitable values for the model parameters given a quantity of 

representative speech data. It is usual to assume that the model unit sequence is known (or at 

least tightly constrained, with just a few alternative word pronunciations for example), but that 

the locations of the boundaries between the units are not known. A typical training criterion is 

one of maximum likelihood, whereby the aim is to determine model parameters that maximise 

the probability P(y|A/). Due to the hidden state component associated with both HMMs and 

probabilistic segment models, the optimum values for the model parameters cannot be 

computed directly and some form of iterative re-estimation algorithm is required.

One possibility is to adopt a similar approach to the one described above in the context of 

recognition: P(y|Af) is computed for the most likely state sequence at each iteration and hence 

the model parameters can be re-estimated given the state sequence. This approach is 

sometimes referred to as “Viterbi training” (e.g. Ostendorf et al., 1996), and when using 

segment models the probabilities can be computed in the same way as has been given in 

equation (3.1). An alternative is to compute the observation probabilities allowing for all 

possible state sequences, using an extended version of the forward-backward algorithm which 

was applied to HMMs by Baum, Petrie, Soules and Weiss (1970) and is often referred to as 

the Baum-Welch algorithm. The computation of the forward and backward probabilities is 

performed efficiently using recursive expressions, which operate in a similar way to the Viterbi 

algorithm and which can be extended from HMMs to segment models in the same way as for 

the Viterbi extension given above. This extension has been described in some detail by
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Ostendorf et al. (1996). The effect on computation is similar to that encountered in 

recognition, as re-estimation for segment models incurs additional computational cost 

associated with the need to consider at each frame time all durations for all possible segment 

labels.

3.3. Example of a simple segment model

Considering the nature of the segment model itself, the simplest distribution assumption 

involves using a single output distribution and assuming that successive observed frames are 

independent and identically distributed within given segment boundaries. The probability of 

the observed segment given state i and duration / is then simply the product of the probabilities 

of each individual observation, hence;

I 0 -
t=\

The segment model thus reduces to a one-state HMM with the advantage of an explicit 

duration model in place of the typical implicit geometric HMM duration model. This model 

has been described as a hidden “semi-Markov” model (Russell and Moore, 1985) and as a 

continuously variable duration HMM (Levinson, 1986). To obtain the full benefit from the 

segmental framework it is however necessary to adopt more appropriate distribution 

assumptions in b̂  i , to specify the probability of the sequence of observations in a segment.

The development of a suitable model for the output distribution across a segment has the 

potential to offer much greater benefits than is possible with improved duration modelling 

alone. The current HMM representation of observation probabilities is not sufficiently 

accurate for duration probabilities to have a great influence on the total probability calculation. 

The following section discusses durations briefly, and the remainder of the thesis then 

concentrates on acoustic distribution modelling.

3.4. Duration modelling

The duration distribution associated with a segment specifies probabilities for the range of 

plausible durations of the relevant speech sound. This distribution can be either parametric or 

non-parametric. Non-parametric distributions do not impose any restrictions on the nature of
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duration variation, but can be difficult to train robustly and need to be smoothed to avoid being 

too influenced by chance variations in the training data (Ostendorf, Kannan, Kimball and 

Rohlicek, 1992). Examples of parametric models which have been investigated are the Poisson 

distribution (Russell and Moore, 1985) and the gamma distribution (Levinson, 1986). These 

distributions have the advantage of using a small number of parameters to provide a plausible 

and general model. In practice, any reasonable distribution can perform well by disallowing 

completely implausible segment durations and providing some assistance in cases where 

alternative models are not well-distinguished by spectral match alone. The detailed shape of 

the duration distribution does not have much influence in a typical current recognition system 

because the contribution of the duration probability is small relative to the segment observation 

probability.

3.5. Acoustic feature modelling

An ideal model of observation distributions needs to incorporate appropriate constraints such 

that it only allows patterns which are appropriate for speech signals, while maximising 

distinctions between different sounds. At the same time, it is important to retain the practical 

advantages of the HMM approach, including automatic training from speech data and 

simultaneous segmentation with recognition, in models which use a manageable number of free 

parameters and have feasible computational requirements. A successful model should be one 

which effectively represents the constraints and characteristics of speech production in such a 

way that it can (automatically) make best use of a sensible quantity of training data. An 

accurate representation of the systematic variability associated with the dynamic nature of 

speech will reduce the proportion of the total acoustic variation which has to be treated as 

random and should thus provide models with good discriminative power.

When developing a model of speech dynamics and the associated variability within a segmental 

modelling framework, several issues need to be considered from the perspectives both of 

speech modelling and of practicality. These issues include the following questions:

1. Should feature dynamics be described parametrically (by a constant, linear or higher-order 

polynomial trajectory, or by some other function such as an exponential) or non- 

parametrically (by a sequence of distributions corresponding to specified points along a 

trajectory)?
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2. What is the best type and size of model unit to use with segment models?

3. Should the trajectory be hidden or directly observed?

4. How should within-segment correlations between successive features be modelled?

5. How should segment length affect the realisation of the trajectory describing the evolution 

of acoustic features over time?

6. How can correlations and dependencies across segment boundaries be represented?

7. Which is the most appropriate way to represent speaker-dependent effects on the 

realisation of trajectories?

8. Which are the best acoustic features to use with segment models?

In recent years, many models have been proposed which can be classed under a general 

heading as stochastic modelling of speech segments (Ostendorf et al., 1996). The next two 

chapters therefore consider possible segment-based approaches in relation to the above issues 

for representing dynamics and associated variability. Different approaches to segment 

modelling are first reviewed in Chapter 4, before returning in Chapter 5 to consider the 

modelling issues in more detail and to identify a preferred approach for the current work.
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Chapter 4

Approaches to modelling feature dynamics

4.1. Introduction

In this chapter, approaches to segment modelling are reviewed in some detail, to provide the 

necessary background for the development of the new modelling approach which has formed 

the basis of the current work. The extent and variety of different segment-modelling 

approaches is such that the review is extensive, but the main characteristics and the 

relationships between different models are summarised in Section 4.9 at the end of the chapter.

When considering different approaches to segment modelling, it is helpful to categorise them 

into general types based on the nature of the model used to represent feature dynamics. A 

useful categorisation of this type is provided by Ostendorf, Digalakis and Kimball (1996), in 

their comprehensive review of segment-modelling approaches. In the following description, 

their terminology for categorising different representations of dynamics has been adopted’. 

The models of segment dynamics have been divided into seven general types. The first 

category represents models which rely on segmental features, derived by transforming 

sequences of frame-based acoustic feature vectors. The other six types of model all represent 

sequences of frame-based feature vectors. The simplest of these characterises a segment by a

* The classification of different approaches is also largely in agreement with that suggested by Ostendorf et al. 
(1996), with the exception that they choose to treat separately any approaches in which matching is based on a 
fixed-length representation of a segment. They classify all such approaches as using “segmental features”, 
even if  they are simply a fixed-length sequence of frame-based acoustic feature vectors. In contrast, here the 
classification is based entirely on how dynamics are represented, and so the only approaches which are 
considered to use segmental features are those in which a frame-based feature sequence is transformed into 
some other (fixed-length) feature vector to represent the dynamic characteristics of that segment.
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single sequence of distributions (constrained mean trajectory) but assumes that the 

observations are independent given the position in the sequence. This model can be 

elaborated to incorporate correlations to represent the relationship between the observations in 

a sequence. A different type of representation is provided by approaches using conditional 

observation probabilities, which provide a more restricted model of correlations by describing 

direct (linear) dependencies of a current observation on specific previous observations. A 

linear model which is more robust to variation in the dependencies is provided by dynamical 

system approaches. An alternative is to use a nonlinear model of the dependencies between 

observations. Instead of or as well as modelling the relationship between successive features, 

it is possible to model systematic variation in the underlying trajectory by including multiple 

trajectories for any one model unit. The inclusion of different trajectories can be achieved 

either with multiple mixture components at the segment level or by some other representation 

of alternative trajectories.

4.2. Segmental features

A major initial motivating factor for the development of “segmental” acoustic models was 

probably the opportunity to exploit acoustic features which are apparent at the segmental but 

not at the frame level. For example, the segmental-modelling work of Zue and his colleagues 

at MIT (e.g. Zue, Glass, Philips and Seneff, 1989; Meng and Zue, 1991) was driven by the 

goal of using linguistically-defined distinctive features such as voicing. On a vowel 

classification task, Meng and Zue demonstrated similar performance using either extracted 

acoustic attributes or the original spectral representation as input to an MLP classifier. This 

approach is critically dependent on the ability to reliably extract the required segmental 

features for all acoustic variation across different examples representing the same model unit.

An alternative type of segmental feature is one which simply represents the time evolution of 

frame-based features by some parametric description. For example, Krishnan and Rao (1994) 

represented speech segments as a sequence of a specified number of contiguous linear 

components. They applied an algorithm using piecewise linear regression to find the best fit 

(by minimising the mean squared error) of a number of linear components (typically three) to a 

given segment. The resulting regression coefficients could then be used as the input to a 

recogniser, with the models representing probability densities for the regression coefficients. In
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classification experiments on a portion of the TIMIT database, higher classification accuracy 

was obtained when using features derived by the piecewise linear regression technique than 

when using the original cepstrum features and their time differences.

Schmid (1996) and Schmid and Barnard (1997) proposed using segmental features to model 

formant trajectories. They investigated both the piecewise linear regression approach 

suggested by Krishnan and Rao, and also third-order polynomials. On a vowel-classification 

task using TIMIT data, they obtained better performance for the polynomial features, although 

these included additional information in the form of the average prediction error.

Approaches using segmental features have the advantage of providing a compact description of 

the time-evolving characteristics of speech segments. However, these approaches rely on the 

ability of the segmental features to preserve all of the important information in the original 

acoustic feature vectors. Therefore, a possible limitation is that any determination of 

segmental features necessarily involves some interpretation of the data sequence that is 

separate from the classification process, which may lead to the loss of information which is 

important for discrimination. However, a more wide-ranging issue for these models is the 

question of how to extend their application from the constrained task of classification with 

known segment boundaries to the more general problem of recognition with unknown segment 

boundaries.

The approaches described above represent segmental characteristics as a fixed-dimensional 

vector of features derived from the variable-length observation sequence. Hence, the number 

of terms contributing to the probability for a sequence of segments is proportional to the 

number of hypothesised segments. Therefore, if such a model is to behave appropriately in 

tasks requiring simultaneous segmentation with recognition, the different numbers of 

probability terms in different interpretations need to somehow “balance”: interpretations 

involving a small number of long segments must only give a higher probability than those 

requiring a larger number of short segments when they provide a closer match to the data, and 

not just because there are fewer probability terms. This should theoretically be possible, if it 

were feasible to extract segmental features that preserved all the necessary information for any 

arbitrary sequence of consecutive speech frames. However, such feature extraction is 

extremely difficult in practice, as there is a strong interaction between the location of a 

hypothesised segment boundary and the nature (and meaning) of any segmental features that
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might be extracted. Possibilities for using segmental features in ways which get around this 

problem are discussed in the next paragraph. Nethertheless, any simple use of segmental 

features as an alternative to frame-based features will tend to be dominated by effects from 

numbers of probability terms and so will be biased towards interpretations using few long 

segments. This problem can be addressed heuristically by means of a length-dependent 

weighting factor, which has been used with some success in approaches using fixed-length 

representations of frame-based features (e.g. Ostendorf and Roucos, 1989).

A way of getting around the problems associated with using segmental features in a recognition 

framework is to use some separate procedure for locating segment boundaries and 

subsequently apply a classification procedure to the identified segments. This was the 

approach adopted by Zue et al. (1989), who used a procedure for hypothesising “acoustic 

landmarks” as possible segment boundaries in the speech signal. This approach is however 

critically dependent on the ability to correctly identify segment boundaries. A further 

development is to formulate the separate segmentation and classification components in one 

complete probabilistic recognition framework. Thus, given a sequence of observations, the a 

posteriori probability of a model unit and a segmentation can be expressed as the product of 

the probability of the model given the segmentation with the probability of that segmentation. 

Modelling approaches which explicitly include the segmentation probability have been 

described by Leung, Hetherington and Zue (1991), by Kimball, Ostendorf and Rohlicek (1992) 

and by Verhasselt, Illina, Martens, Gong and Haton (1997). The use of a posteriori 

distribution modelling allows segmental features to be used in a way which allows for 

modelling the variability in both the classification and segmentation components without 

requiring any normalisation factors. The segmentation probability component should in effect 

normalise the scores obtained for different length sequences so that they are comparable. 

However, computing segmentation probabilities independently from the recognition is very 

difficult in many instances and may introduce inaccuracies into the modelling.

Another approach which addresses the problems associated with using segmental features 

appropriately in recognition was suggested by Glass, Chang and McCandless (1996). They 

proposed the use of an “anti-phone” model to represent speech segments which do not 

correspond to any phonetic unit, with recognition decisions being based on a likelihood ratio 

using phone likelihoods normalised by anti-phone likelihoods. This technique should prevent 

implausible segmentations because hypothesised segments which are very short or very long.
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or which cross a major acoustic boundary for example, should give a higher likelihood for the 

anti-phone model than for any of the phone models. By incorporating the anti-phone scheme 

into segmental-feature-based recognition, Glass et al. demonstrated considerable performance 

improvements on a phone recognition task using TIMIT data. This approach does however 

rely on the ability to train a good model for all segments which are “not a phone”.

Although there have been promising recent advances in frameworks for using segmental 

features, these approaches still rely on extracting features which preserve all the necessary 

information for discrimination. When alternative segmentations need to be evaluated, it is also 

necessary to consider the computational burden associated with computing a different set of 

features for every possible segmentation. The difficulties associated with segmental features 

can be avoided by modelling dynamics and associated variability using frame-based features. 

It is then straightforward to retain important advantages of conventional HMM approaches, 

particularly delayed decision making and simultaneous segmentation with recognition. The 

remainder of this discussion will therefore concentrate on the modelling of dynamics in 

sequences of acoustic feature vectors which are derived on a ffame-by-ffame basis.

4.3. Constrained mean trajectory (independent observations)

The simplest form of model which directly represents sequences of acoustic feature vectors is 

one in which a segment is characterised by a sequence of distributions, but frame-based 

observations are assumed to be conditionally independent given the position in the sequence. 

The sequence of distributions can be considered as a series of regions r=l,2,...R associated 

with an HMM state, and there is a distribution mapping function to specify the sequence of 

regions to use for an observed segment of a given length. The distribution mapping function 

can thus be used to constrain the sequence of means (hence the term “constrained mean”). The 

probability of a particular observed segment y given segment model i and duration / is thus:

= U ^ i y t  kVf)
t= \

where the distribution used for vector yt corresponds to model region rt. Different constrained 

mean trajectory models are distinguished by the choice of distribution mapping function to 

determine the sequence of regions, and by whether the trajectory representation is non-
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parametric (with the model regions specified directly) or parametric (whereby the regions 

represent positions along a continuous trajectory).

4.3.1 Non-parametric models

The first frame-based stochastic segment model was the “Stochastic Segment Model” (SSM) 

which was developed by Ostendorf and colleagues, mainly at Boston University. In this model, 

a segment was represented non-parametrically as a fixed-length sequence of regions, each 

modelled with a separate distribution. The model was treated as representing an “unobserved 

sequence”, and the variability in length of the observed speech segments was accommodated by 

specifying a transformation to map the observed frames to the appropriate frames of the 

segment model. This transformation was a linear time sampling. In the early SSM work 

(Ostendorf and Roukos, 1989; also in Roucos and Dunham, 1987), the probabilistic model 

was specified in terms of the fixed-length sequence, and the transformation was applied as a 

separate initial stage. This approach suffered from the same problem as approaches using 

segmental features, in that the number of probability terms was proportional to the number of 

hypothesised segments and so fewer segments were favoured because of the smaller number of 

probability terms. Ostendorf and Roukos used a length-dependent weighting factor to 

overcome this problem heuristically.

To make better use of the probabilistic framework, later work with the SSM (e.g. Roucos, 

Ostendorf, Gish and Derr, 1988; Kimball, Ostendorf and Bechwati, 1992) progressed to 

modelling the probabilities of the observations themselves. A model for a segment was 

regarded as representing the longest possible instance of that segment, and variable-length 

observed segments were obtained by linear downsampling with no interpolation. The 

probability of an observed segment was specified in terms of the probability of the unobserved 

segment, integrating over all unobserved segments corresponding to the relevant observed 

segment. Initial experiments with this new version of the SSM achieved promising results 

(e.g. Roucos et al., 1988), using context-independent models and assuming successive feature 

vectors to be independent. The unobserved segment was generally modelled as being 10 

frames long, and so these models have more parameters than a similar set of typical three- 

state-per-phone HMMs. Some success was achieved with context-dependent models, by 

incorporating parameter-tying (Kimball, Ostendorf and Bechwati, 1992) or maximum 

likelihood clustering (Kannan, Ostendorf and Rohlicek, 1994) to reduce the number of distinct
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covariance parameters to a manageable number. In the 1994 ARPA benchmark tests, 

Ostendorf et al. (1995) reported performance comparable to that of many of the state-of-the-art 

HMM systems on an unlimited-vocabulary dictation task. However, the structure of the 

independent-frame SSM can be viewed as an HMM employing duration-based constraints on 

possible state sequences. It is thus not a very strong model of feature dynamics, and the most 

successful results (such as those reported by Ostendorf et al. (1995)) have been obtained using 

a feature set which included time derivative features to capture time correlation.

A non-parametric segment model which is similar in concept to the SSM has been proposed 

within an HMM framework by Ghitza and Sondhi (1993). Non-stationarity was represented 

within an HMM state by means of a template to describe a typical sequence of observations 

for that state. An important difference between this model and the SSM is the use of a 

dynamic rather than a linear mapping to accommodate duration variations. Dynamic time 

warping was used to find the best alignment between a sequence of observations and a 

template, with local constraints to control the extent of the warping allowed. A further 

distinguishing feature of Ghitza and Sondhi’s approach is the use of diphones as the model 

unit, chosen to make best use of the concept of modelling non-stationarity by concentrating on 

the transition regions, with one state per diphone. They reported promising results for speaker- 

dependent recognition using LPC-derived cepstrum features, with training on hand-labelled 

data. The results were better than those of a phoneme-based HMM recogniser which included 

delta features, but the different choice of unit makes direct comparisons difficult.

4.3.2 Parametric models

Models in which the mean segment trajectory is parameterised by a polynomial in multi

dimensional feature space have been developed separately Gish and Ng (1993), and by Deng

(1992) with further developments by Deng, Aksmanovic, Sun and Wu (1994). Here, the 

sequence of trajectory means is defined by a matrix of polynomial coefficients (dependent on 

the dimensionality of the feature space and on the polynomial order), together with a time- 

sampling matrix to specify the time-scale of the trajectory. In both of these models, the 

covariance is assumed to be identical for all frames representing any one segment label, 

although in later work Gish and Ng (1996) investigated the use of time-varying covariance (see 

later in this section). Deng developed his model within an HMM framework and called it a 

non-stationary-state or trended HMM, while Gish and Ng concentrated on providing an
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accurate description of specified speech segments, but the underlying concepts in the two 

models are very similar. The main difference is in the representation of time-scale variability. 

Gish and Ng used a linear sampling of the complete trajectory so that the first and last frames 

of a modelled segment would always be as specified by the polynomial, with intermediate 

frames scaled according to the number of frames in the segment. This representation 

corresponds to modelling phonetic transitions as occurring more rapidly as speaking rate 

increases, such that in effect the full extremes of articulation are always maintained. The model 

originally suggested by Deng (1992) was formulated in terms of absolute time, so that a short 

example of a segment would correspond to the first part of a longer example of the same 

segment. This approach simplifies implementation, but is evidently a strong limitation when 

using small numbers of segments per phone. This limitation was addressed in an extension to 

the model to incorporate state-dependent linear time-scaling (Sun and Deng, 1994; Sun, Deng 

and Wu, 1994). This time scaling was applied when determining the mean trajectory for an 

observed segment of a certain duration, and was achieved by means of auxiliary parameters 

which were individually optimised for any given token. In classification experiments on 

vowels in the TIMIT database, time scaling was found to consistently improve performance.

Gish and Ng (1993) presented results for a speaker-independent vowel classification task using 

TIMIT data, with each vowel represented by a single one-segment model. Classification rate 

was shown to improve as the trajectory model progressed from constant (which is effectively 

like a conventional HMM), through linear to quadratic. The extent of the performance 

improvement for more complex trajectory models depended on the vowel being modelled, and it 

was concluded that the most complex (quadratic) models may only be needed for certain 

sounds, particularly diphthongs.

Deng et al. (1994) performed speaker-dependent recognition experiments on a vocabulary of 

confusable isolated-word CVC utterances, varying the number of states in each model and the 

polynomial order. In general, recognition performance was better when using a non-stationary- 

state HMM with a relatively small number of states than when using the conventional 

stationary-state HMM with a larger number of states, especially for small amounts of training 

data.

Gish and Ng (1996) and Fukada, Sagisaka and Paliwal (1997) have investigated alternatives to 

the assumption that the covariance of the spectral features is constant for the duration of any
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one segment. This assumption was seen as a potential limitation, as some regions of phones 

may be more variable than others. In particular, the influence of phonetic context is such that 

there is in general more variability associated with the beginning and end of a segment model. 

Gish and Ng used three different covariance matrices over the duration of a segment, with one 

covariance matrix for each third of the segment. Fukada et al. used a parametric trajectory 

model to describe the time-varying nature of the covariance in addition to the parametric mean 

trajectory model. Both groups of researchers demonstrated improved vowel classification 

performance by describing the time-varying nature of the spectral covariance.

4.3.3 Discussion

There are advantages to both parametric and non-parametric approaches to describing 

trajectories, and this issue will be discussed in Section Aside from the nature of the 

trajectory representation, some form of appropriate distribution mapping function is evidently 

needed to allow one trajectory model to represent different examples of varying duration. This 

issue is also discussed later. However, even after accounting for duration variability, there will 

in general still be extensive variability in the different trajectories associated with a single 

model unit, especially in speaker-independent systems but also because a variety of different 

phonetic contexts are usually represented within one model. Treating observations as 

independently distributed around a single trajectory for one model unit does not therefore 

provide a very explicit model of feature dynamics as it cannot take full advantage of the 

speech-production constraints associated with the sequence of observations representing any 

one example. Many of the successful recognition experiments reported for these models (such 

as those by Ostendorf et al. (1995), by Gish and Ng (1993) and by Deng et al. (1994)) 

included the use of time derivative features, and these features probably provide the major 

dynamic component in the models.

4.4. Modelling temporal correlations

4.4.1 Representing full correlation structure

The continuous nature of the articulation process causes successive acoustic feature vectors to 

be highly correlated, especially for frames within a segment. Given that a segment is 

represented by a mean trajectory, it is natural and in principle also straightforward (especially
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for non-parametric trajectory models) to represent temporal correlations within the associated 

covariance matrix. However, there do not appear to be any successful attempts at 

incorporating a complete representation of temporal correlation over the duration of a segment. 

Using the SSM, Roucos et al. (1988) experimented with modelling correlations within a 

feature over time, but this did not improve performance over that obtained when assuming 

complete independence. Part of the reason for the poor performance may be due to problems 

associated with representing correlations within a fixed-length sequence. This model is only 

likely to accurately represent correlations between observations in variable-length sequences if 

there is accurate mapping between the two and the fixed length sequence is at least as long as 

most observed sequences. In addition, a major problem in modelling temporal covariance is the 

difficulty of robustly estimating the greatly increased number of parameters, especially if 

covariance between features is to also be included.

4.4.2 Describing general correlations

Goldenthal (1994) adopted a rather different approach, in order to capture the general nature 

of correlations over time with a manageable number of covariance parameters. A feature 

vector trajectory was represented non-parametrically by a template, which could be matched 

against variable-length sequences of observations by first applying a duration-dependent 

generation function to produce a “synthetic segment” of the same length as the observations. 

The error between the observed and synthetic segments was computed on a per-ffame basis, 

and a measure of the error probability was used to provide a likelihood score for each phonetic 

model. The statistical element of the model was thus in terms of the expected error associated 

with modelling multiple examples by a single track as represented by the template. In order to 

represent covariance robustly, the error sequence was divided into a small (fixed) number of 

equal-duration sub-segments, and the error was averaged for each sub-segment. Goldenthal 

points out that the averaging into a fixed number of sub-segments implicitly assumes that the 

signal is piece-wise constant over each sub-segment, but that this assumption is not 

unreasonable if it is applied to the error signal (after taking dynamics into account separately 

by means of the track). The stochastic element of the segment model is thus of fixed length, 

and so the model requires the use of a weighting factor to achieve appropriate segmentation. In 

context-independent classification experiments on TIMIT using mel-cepstrum features 

(Goldenthal and Glass, 1993; Goldenthal, 1994), the optimum number of sub-segments was



Approaches to modelling feature dynamics 55

found to be three or four and using the model of temporal correlation was shown to improve 

performance.

Goldenthal investigated the effect of modelling triphone context within the tracks representing 

phone templates. In order to make best use of limited context coverage in the training data, 

triphone tracks were created by merging trained biphone tracks with appropriate weighting. 

The error modelling was considered to be independent of the templates and the same error 

model was therefore used for all contexts, so greatly reducing any possible difficulties in 

estimating the statistical parameters with context-dependent modelling. Using these context- 

dependent templates improved phone accuracy on the TIMIT core test set (Goldenthal, 1994; 

Goldenthal and Glass, 1994). Further experiments investigated the importance of the phonetic 

transitions themselves, as these are the most dynamic regions of speech. Using bottom-up 

clustering techniques, a small set of transition models was created to represent the major types 

of transitions which can occur. Each transition model was created using a fixed number of 

frames either side of a phonetic boundary, with the data pooled from all examples in the 

relevant cluster. These transition models were used to reduce the search space by identifying 

likely segment boundaries, and were also incorporated into the scoring framework to help 

determine phonetic identity. The result was increased context-dependent phone accuracy on 

TIMIT, with the best result being very similar to state-of-the-art HMM phonetic recognition 

performance reported by Lamel and Gauvain (1993). When including the transition models in 

the recognition scoring, in effect some parts of the segments are contributing twice. It would 

however be more elegant, from the points of view both of modelling and of computation, for 

the importance of the transitions to be represented within a single model.

4.4.3 Discussion

Modelling the full covariance structure of the observation sequence representing a segment is 

not a practical option, due to problems associated with duration variability and difficulties in 

robustly estimating the large number of parameters. The approach adopted by Goldenthal has 

been quite successful at overcoming this problem by representing correlations across regions of 

an error sequence. However, correlations can only be described in a very general way and are 

not a very strong representation of the continuously-evolving dynamic nature of the speech 

signal itself. In addition, this model suffers from the same difficulties as approaches using
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segmental features, in adopting a fixed-length representation of a segment and in applying the 

statistical modelling to features (matching errors in this case) which are extracted separately.

4.5. Models using conditional observation probabilities

The continuous dynamic nature of speech is such that the highest correlations exist between 

observations which are close together in time. It is thus reasonable to restrict the 

representation of correlation to a specific time-span, which overcomes the problems of training 

and duration variability which are associated with fiill-correlation models.

4.5.1 HMMs incorporating dependence on previous observations

A number of authors have described extensions to HMMs for incorporating direct (linear) 

dependencies on one or more previous observations. Paliwal (1993) augmented discrete 

HMMs with state-conditioned transition probabilities between successive vector-quantized 

observations. For continuous HMMs using Gaussian distributions, Ostendorf et al. (1996) 

suggested the term “conditionally Gaussian HMMs”. Early work on these linear predictive 

models has been described by Brown (1987) and by Wellekens (1987), who both presented 

models in which the emission probability takes into account the correlation with the 

observation vector at the previous frame time. Brown tested this model in recognition 

experiments on the E-set, but with disappointing results. Kenny, Lennig and Mermelstein 

(1990) studied a linear-predictive model which incorporated correlations with previous 

observations at a number of different time lags. When using only static features in the front- 

end analysis, they found advantages from incorporating multiple time lags of up to 80 ms. 

However, the best linear predictive model did not perform as well as a conventional HMM 

which incorporated differential features in the front-end representation, with these features 

calculated by computing the difference in the relevant feature value over an interval of 40 ms. 

Woodland (1992) reports experiments using a linear predictive model which was similar to the 

one adopted by Kenny et al. Using both static and dynamic features, recognition performance 

was improved by incorporating a predictor with an offset of 30 ms. This improvement was 

presumably due to the incorporation of longer time dependencies than those represented in the 

difference features, in addition to the modelling of correlations between the difference features. 

A somewhat different approach was suggested by Takahashi, Matsuoka, Minami and Shikano

(1993), by modifying HMM output probabilities according to separately-trained bigrams.
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These bigrams were conditional probability distributions representing phoneme-dependent 

correlations between adjacent frames. Incorporating correlation constraints improved the 

performance of a speaker-independent recognition system based on cepstrum features and their 

time derivatives.

The models described above are all based on the concept of predicting a current frame from 

one or more previous frames covering a fixed time interval, and are therefore unable to 

accommodate variations in speaking rate. Ming and Smith (1996) described a model which 

overcomes this problem, by using a weighted mixture distribution to represent dependence on 

multiple previous frames, with the chosen time lags for any one observation sequence being 

optimised as part of both training and recognition. In a speaker-independent recognition task 

for an E-set vocabulary, this new model was shown to outperform both a linear-predictive 

HMM and a standard independent-frame HMM.

An approach which is related to predictive HMMs is theory developed by Saerens (1993a, 

1993b, 1995) to extend HMMs to represent a continuous dynamic process within a state. 

Motivated by the inherently dynamic and continuous nature of speech production, he suggested 

a model which was formulated in the continuous-time domain (Saerens, 1993a), rather than on 

the basis of sampled time as in the majority of models. In further developments (Saerens, 

1993b, 1995), he extended the model to represent the process of generating acoustic vectors by 

a first-order linear stochastic differential equation. The approach involves assigning a 

probability density to a continuous path of the acoustic vector, where the conditional 

probability at any particular point in time is determined entirely by the most recent 

observation. It can thus be regarded as a continuous-time version of linear-predictive (or 

autoregressive) modelling. The modelling of speech in a continuous-time domain is an 

interesting and well-motivated idea, but it is very difficult to make judgements about whether 

this model is beneficial in practice as no experimental work appears to have been reported.

Overall, results with HMMs incorporating dependence on previous observations suggest there 

are some advantages in modelling correlations, provided that the correlation is measured over 

an appropriate time interval to give a reliable indication of local dynamics. However, there are 

disadvantages associated with the increased number of free parameters in the models. From 

the viewpoint of developing an appropriate model for speech, these extended HMMs are not 

powerful enough, as the approach retains the basic HMM framework and only considers
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previous observations without considering previous state occupancies (and duration of the 

occupancies). The model thus cannot fully represent the changing pattern over several frames 

which could reasonably correspond to a single state occupancy.

4.5.2 Segment models involving dependence on previous observations

Within a segment modelling framework, the simplest model of correlation is to make the 

probability of each observation depend on the identity of the immediately-preceding 

observation, as follows:

= \lP(yt IJt-i
t=\

By conditioning the observation probabilities on the observation at the previous frame time, 

this model thus imposes a Markov restriction on the temporal covariance matrix, and has been 

referred to as a Gauss-Markov segment model (e.g. Ostendorf et al., 1996). Digalakis, 

Ostendorf and Rohlicek (1989) investigated a Gauss-Markov version of the SSM. This model 

was regarded as a compromise between the full-covariance and the independent-frame SSM, 

by incorporating some time correlation but with a manageable number of parameters. 

Digalakis et al. compared the performance of different versions of the SSM on a TIMIT 

classification task using varying numbers of features obtained by linear discriminant analysis. 

For very small numbers of features, the full covariance model provided the best performance. 

For intermediate numbers of features, performance was best for the Gauss-Markov 

assumption. However, the best overall performance was obtained by using a large number of 

features and the independent-frame model. These results suggest that the extra features 

provided useful additional information for discrimination, but that it was difficult to train 

robust models for even quite limited correlation assumptions when the number of parameters 

became large.

In experiments comparing classification rates as a function of number of cepstral coefficients, 

Digalakis (1992) reported that the Gauss-Markov model outperformed the independent-frame 

model when only static features were used. However, when derivatives (computed by linear 

regression over 5 frames) of the cepstra were included in the feature set, the independent-frame 

model gave better performance than the Gauss-Markov model either with or without 

derivatives, even for small numbers of features. As pointed out by Digalakis, these results
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suggest that there are problems with the Gauss-Markov segment model which are not 

associated with training set size. There are likely to be problems with accommodating non- 

linearities in the correlations near the segment boundaries, particularly for derivative features 

which will be computed using features from neighbouring phones. There may also be lack of 

robustness in the model of dependencies, so that it does not generalise very well to any 

mismatches between the training and test data, which may cause the exact nature of the 

correlations to be different.

An extension to a parametric constrained mean trajectory model to incorporate dependence on 

previous observations has been reported by Deng and his colleagues (Deng, 1993; Deng and 

Rathinavelu, 1995). Deng and Rathinavelu include the results of experiments on a speaker- 

dependent isolated CVC word small-vocabulary recognition task using whole-word models. 

The experiments used mel-cepstrum coefficients and their time differences and provide the first 

positive results for a Gauss-Markov assumption with delta features. The combination of a 

linear trajectory mean with a Gauss-Markov assumption gave better results than using either 

assumption alone, which in turn performed better than a conventional HMM with the same 

number of states. Results were not however reported for more than four states per word, and it 

seems likely that the conventional HMM in particular would continue to show improvements 

as the number of states is increased. It should also be noted that this was a highly simplified 

experiment, and the findings may not extrapolate to typical sub-word modelling tasks where a 

variety of different contexts necessarily have to be represented within a single model.

4.5.3 Discussion

Overall, it evidently is possible to obtain recognition performance advantages by modelling 

direct dependence of a current observation on one or more specific previous observations. 

However, the varying levels of success which have been achieved with this class of model 

indicate that there are problems with robustness. For any one model unit, the underlying 

assumption is that a single function can describe the relationship between frames in a sequence. 

However, although this may be a reasonable assumption for underlying trends in a sequence, 

specific observed sequences will in general show considerable variation from the trend due to 

approximations in the modelling assumptions, differences between speakers, recording 

conditions and so on, and other random variations.
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4.6. Dynamical system models

A model which is more robust to variations in the test data and to any modelling errors can be 

obtained by incorporating “observation noise” (Digalakis, Rohlicek and Ostendorf, 1991; 

Digalakis, 1992). The incorporation of an observation noise term allows the model to describe 

underlying trends in the relationship between successive feature vectors rather than expressing 

the relationship between the observed vectors directly. The resulting model represents a 

stochastic, linear dynamical system, and can in general be described by the equations

t̂+] =FtXt+Wt
yt

where Xt is an unobserved state vector and yt is an observed feature vector. The transformation 

Ft represents the relation of the unobserved state vector at time t+ 1 with that at time t, and the 

transformation Ht represents the relation between the observed feature vector and the 

unobserved state vector. The terms Wt and Vf are uncorrelated Gaussian vector processes (with 

associated means and autocovariance functions), which respectively accommodate variability 

in the underlying state vector and noise in the relationship of the observed vector with the 

underlying state vector. The model also includes a Gaussian distribution representing the 

initial state Xo, to model the variation in the starting point of the underlying trajectory. The 

system parameters in the above equations vary as a function of time given a fixed-length 

trajectory. There are thus a large number of parameters to estimate, given a trajectory of 

several frames. To overcome this difficulty, the experiments by Digalakis divided an 

underlying trajectory into a small number of regions, with the system parameters being time- 

invariant for any one region. A phone was thus represented by a single “segment” comprising 

a sequence of regions, typically five in number. The model of dynamics is therefore reset at 

the beginning of each phone (according to the initial state Xo), but dynamics across regions are 

included according to the transformations Ft (where i is a region index). Within a region, the 

dynamical system model can be viewed as a continuous-state HMM, as the hidden trajectory 

vectors x, take continuous values. The dynamical system segment model probability calculation 

is based on Kalman filter theory and involves recursively computing the prediction error for a 

sequence of observations given a model, assuming that the model starts in state Xq.

The variety of parameters in the dynamical system model provides considerable flexibility, but 

various simplifying assumptions can be made. In the experiments reported by Digalakis (1992)
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and Digalakis, Rohlicek and Ostendorf (1993), vv, was modelled as a zero-mean process, while 

the observation noise v, was represented with a non-zero phone- and region-dependent mean 

but with covariance common over all phone models. The use of a series of model-dependent 

means effectively provides a representation of the general dynamics over the duration of a 

phone, while the functions Fj incorporate local correlations. All models were further 

constrained to the identity matrix, and the dimension of the state was chosen to be equal 

to the size of the observation vector. Thus, the observations were modelled as a noisy version 

of an underlying Gauss-Markov process. If the observation noise v, is zero such that yt=Xt, it 

then represents the basic Gauss-Markov process. Ostendorf et al. (1996) have pointed out that 

the modelling assumptions adopted in some of the other segment-based approaches can also be 

viewed as special cases of the dynamical system model. For example, the constrained mean 

trajectory assumption can be represented by setting the unobserved state x, to zero. Thus y/=v,, 

and so a multiple-region model specifies the distributions for a series of points on a trajectory.

Digalakis (1992) investigated two alternative approaches for representing length-dependent 

variability in trajectories. In both cases, a segment was represented by a fixed number of 

regions, and a deterministic mapping specified which region was to be used for each 

observation in a sequence. The first approach, “trajectory invariance”, is equivalent to the 

method used in the original SSM work, whereby the observation sequence was modelled as a 

sampled version of the underlying trajectory. It was thus implicitly assumed that the vocal 

tract movement for a particular phone is always the same for any segment length, and just 

occurs faster for shorter phones. For the alternative approach, “correlation invariance”, the 

correlation between successive frames was modelled as invariant under time-warping 

transformations. In this case, the sequence of transformations is different for different segment 

lengths and so the underlying trajectory varies accordingly. The deterministic mapping 

specifies the sequence of transformations and a separate resampling stage is not required. For 

context-independent phone classification experiments in which each phone was modelled by up 

to five regions (with the number dependent on average phone length), it was found that the 

correlation-invariance assumption considerably outperformed the traj ectory-invariance 

assumption for short phones especially. Not surprisingly, it therefore seems that it is not 

appropriate to assume that the full extremes of articulation are reached irrespective of segment 

duration. The correlation-invariance assumption was adopted in further experiments, which 

demonstrated that a dynamical system model outperformed both an independent-frame segment
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model and a Gauss-Markov segment model (Digalakis, 1992; Digalakis et al., 1993). 

However, the independent-frame model using both cepstral features and their derivatives 

outperformed the dynamical system model using only the cepstral features, which is probably a 

reflection of the importance of representing dynamic information across segment boundaries. 

When derivative features were included with the dynamical system model, this gave the best 

performance.

The ability to describe underlying trends in sequences of feature vectors, while also modelling 

additional variability in the relationship between these trends and the actual observations 

themselves, is an attractive characteristic of dynamical system approaches. However, as the 

representation of local dynamics is in the linear functions Ft, a model such as the one used by 

Digalakis relies on a single sequence of linear Amotions to approximate the dynamic 

characteristics for all examples of a segment, after allowing for variation in segment duration 

and in the value of the underlying process at the start of the segment. It is important that the 

functions are able to describe the dynamics quite accurately, so that the variance associated 

with the noise terms w, and v, is sufficiently small for the model to adequately represent frame- 

to-frame constraints for any one example. For the context-independent models used by 

Digalakis (1992), it seems unlikely that a single sequence of functions would be able to 

describe all examples very accurately, and so the model would not include strong dynamic 

constraints as the noise terms would need to accommodate the additional variability. More 

generally, it is important to use the correct sequence of functions for a segment of a given 

length. When using a deterministic distribution mapping function, this sequence will only be 

correct if the time-warping function is accurate for all examples of every segment duration.

An approach related to the dynamical system model has been suggested by Thomson (1995). 

In this approach, the mean underlying trajectory is explicitly represented as a concatenation of 

straight-line segments, each defined by its endpoint feature vector. Observed vectors are 

modelled as moving along the path described by this sequence of endpoints at some variable 

rate. In this model, both the observation noise term and the rate of movement are assumed to 

be correlated Gaussian random vectors, dependent on their values at the previous frame time. 

In comparison with the model of Digalakis, there is less flexibility in the underlying trajectory 

representation as it is defined by a single set of endpoint vectors and the only variation is in the 

rate of movement between the endpoints. However, there is provision for representing the 

resulting ffame-to-ffame correlations in the mismatch between the underlying trajectory and the
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observations. Another distinguishing feature of the model suggested by Thomson is in the 

accommodation of duration variability. Rather than using a distribution mapping function, 

acoustic variability due to duration is implicitly accommodated within the component of the 

model describing rate of movement along the mean trajectory path. This approach avoids 

making potentially-limiting assumptions about the way in which duration affects acoustic 

realisation, but cannot take advantage of any systematic influences of segment duration. It is 

difficult to make any judgements about the practical advantages of the approach suggested by 

Thomson, as no speech modelling or recognition experiments appear to have been reported.

4.7. Nonlinear models

All the models described in the preceding two sections are based on the principle of linear 

prediction, and thus assume that the probability of a current observation or underlying 

unobserved process can be predicted directly from a linear combination of specified previous 

outputs, with no new input. Such models can be generalised to include nonlinear prediction, 

which allows more complex dependencies between successive frames to be represented by 

incorporating a function applied to the combination of previous outputs. This representation 

can be regarded as modelling the current output in a way depending both on previous outputs 

and also on new input, thereby accommodating changing influences in the speech production 

process. Saerens and Bourlard (1993) have provided a general formulation of predictive 

HMMs, including nonlinear as well as linear prediction. A number of nonlinear prediction 

models have been proposed, mostly based on multi-layer perceptrons (MLPs). MLPs are 

trained to associate an input vector with a desired output vector, so prediction can be learned if 

previous frames are included in the input. By associating each state in an HMM with a 

predictive MLP to model output probabilities, a flexible model of speech dynamics can be 

incorporated. These models can be trained by a gradient descent process embedded in a 

conventional HMM training algorithm. Systems using predictive MLPs within HMMs using a 

Viterbi training algorithm include those described by Levin (1990), by Iso and Watanabe 

(1990) and by Tebelskis and Waibel (1990). An approach incorporating forward-backward 

training has been presented by Tsuboka, Takada and Wakita (1990).

Nonlinear models are evidently more flexible than linear models in terms of their representation 

of the time evolution of acoustic features. However, nonlinear models require greater 

computation and may be more complex than is necessary for modelling most of the speech
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signal. Digalakis (1992) compared the performance of linear and nonlinear regression for 

explaining the variance of a particular observed cepstral coefficient within a segment. He 

found that a high proportion of the correlation between successive frames in the middle regions 

of phones could be explained by a linear relationship. The correlation was strongest for 

immediately adjacent 10ms frames, but some linear relationship was evident for frames 40 ms 

apart. These experiments provide evidence to support the use of a linear model to represent 

within-segment dependencies for separations of up to a few frames, at least for cepstral 

features and phone-based units. However, a linear relationship may not be sufficient to 

describe dependencies over longer time-spans, especially across phone boundaries involving 

abrupt acoustic changes. Digalakis found that a linear model was not sufficient to predict the 

middle frame of a phone from that of the preceding phone, although this is not really surprising 

as for many phoneme pairs the influence of the preceding phone should be quite small once the 

central region of the following phone has been reached. Deng, Hassanein and Elmasry (1994) 

argued for the importance of representing long-term temporal correlations within phone 

segments. In some instances, mel-cepstrum features within vowel segments were found to 

show temporal correlation over a time span of around 200 ms. They found that a combination 

of non-linear prediction with linear prediction was better for representing such long-term 

correlations than either form of prediction alone. On a speaker-dependent task of isolated- 

word recognition of consonant-vowel syllables, using a combination of linear with non-linear 

units in MLP predictors gave better recognition performance than using either all linear or all 

non-linear units.

All of the above non-linear models incorporate temporal correlations within a conventional 

frame-synchronous HMM framework, and therefore need to be generalised to a segment 

framework so that the underlying structure is a more appropriate model for speech. A 

departure from the frame-based model is important for meaningful modelling of segment 

duration and its influence on the acoustics. However, the segment-based approach also allows 

the HMM states themselves to describe trajectories rather than stationary regions, and so the 

requirements for modelling temporal dependencies are likely to be different and should be less 

demanding.
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4.8. Models based on multiple trajectories

The segment modelling approaches described in the previous four sections are all aimed at 

providing an accurate model of feature dynamics by augmenting a single general trajectory 

model with some direct representation of the temporal dependencies between observations in a 

sequence. However, speech segments corresponding to any one model unit typically show 

considerable variability that is due to factors such as differences in phonetic context or 

speaker. In many cases, this variability really corresponds to different underlying dynamic 

characteristics and should thus be represented systematically by including different trajectories. 

Multiple trajectories per model can be represented as a mixture of segmental distributions, 

analogous to using mixtures of Gaussians to represent output probability distributions for 

HMMs. Alternative trajectories can also be represented by making the model trajectory 

somehow conditional on surrounding context, as specified by model states and/or observed 

features. Any of the frame-based trajectory models described in the preceding five sections 

could in principle be extended to include multiple trajectories, although the increased number 

of free parameters is likely to create training problems in many cases. In practice, most 

reported experiments with multiple trajectories have modelled each one as a constrained mean 

trajectory with independent observations (one exception is the work of Afify, Gong and Haton 

(1996), which is discussed further below). The assumption of independence should however 

be more valid for multiple-trajectory models, as the main effects of systematic variability can 

be accommodated by the different trajectories. Each individual trajectory should therefore 

provide a stronger representation of feature dynamics than is possible when using a single 

trajectory, and there will be much smaller ffame-to-ffame random variability. This use of 

multiple trajectories thus potentially has the capability to implicitly provide a strong 

representation of time dependencies over the duration of an entire segment, and so be an 

alternative to the explicit modelling of correlation structure or of local dependencies on 

immediately preceding ffames.

4.8.1 Segment-level mixture of trajectories

Gaussian mixture distributions have been shown to be highly successful for HMMs (e.g. 

Young, Odell and Woodland, 1994), and the analogous segmental model is a Gaussian mixture 

at the level of the parameters specifying the trajectory, with each component representing one 

trajectory. The components are combined with mixture weights that correspond to the
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probability of observing a particular trajectory in a segment. The probability of an observed 

segment y  given duration / and segment model / with K  mixture components can thus be 

expressed as

bi,iiy\) = Yvick\i).viy\\ckĴ )
k = \

= î ,v(ck\0-bij{yi\ck).
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For each component Ck, the probability of the complete segment is given by b-^jiyilck) and 

the mixture weight is expressed as the probability p{ck\i)- Assuming that the benefits of 

incorporating Gaussian mixture distributions at the frame level result from systematic variation 

in speech, there could be greater advantage from incorporating a mixture at the segment level 

as the mixture component is constrained to be constant across a segment. In contrast, the 

frame-level model allows the mixture component to change randomly at each time frame.

Mixtures of parametric trajectories

Both Gish and Ng (1996) and Fukada et al. (1997) have demonstrated advantages to including 

multiple-mixture components in parametric constrained mean trajectory segment models, based 

on TIMIT vowel classification tasks. Gish and Ng (1993) have also applied a mixture model 

to a secondary processing task, for rescoring the output of an HMM word spotter to improve 

detection performance. Each keyword was represented by two Gaussian-mixture segment 

models, with one model representing segments from true keywords and the other for segments 

from false alarms. In this application, the mixture components were thus used to represent 

completely different phonetic events within words, rather than to represent different 

realisations of some single phonetic event. Liu, Wang, Soong and Huang (1995) and Liu and 

Wang (1996) applied a similar approach to speaker verification, whereby each speaker was 

represented by a model describing a segment of speech with a mixture of polynomial 

trajectories (without explicit association with phonetic identity). On a text-independent 

speaker verification task using isolated digit data, the segment-based approach was shown to 

outperform a conventional frame-based probabilistic model. A third-order polynomial was 

found to give the best performance.
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Mixtures of non-parametric trajectories

Models using a mixture of non-parametric trajectories have been proposed by Gong and Haton 

(1994), and as an extension to the independent-frame SSM (Kimball and Ostendorf, 1993; 

Kimball, 1994). These two proposals are discussed below.

The approach suggested by Gong and Haton (1994) is based on the concept of using mixtures 

of trajectories to accommodate variation due to phonetic context effects within context- 

independent phoneme-sized models. As with the original version of Boston University’s 

stochastic segment model, Gong and Haton computed probabilities in terms of a fixed-length 

observation sequence, with a time-warping transformation applied first to transform a variable- 

length observed segment into the fixed-length sequence. The original work used a linear 

sampling technique (Gong and Haton, 1994), and the incorporation of a nonlinear warping 

function (Afify, Gong and Haton, 1994) resulted in only minor improvements in performance. 

The modelling framework differs from most segment-based approaches in the nature of the 

dynamic-programming search algorithm used in connected-speech recognition. For each 

frame, a measure of phoneme plausibility (using a log probability measure) was computed for 

the fixed-length observation sequence, maximised over all possible actual segment durations 

centred on the current frame. Sentence recognition was then performed using dynamic 

programming, with the plausibility of a particular phoneme occurring between two specified 

frames computed based on the sum of the individual frame-based plausibilities and a duration 

probability measure. Because the recognition stage was based on a measure of plausibility for 

each frame, this approach does not require a heuristic weighting to compensate for the 

modelling of fixed-length observation sequences. However, the separate computation of a 

segment-based probability measure for every frame involves modelling every frame as 

occurring in the central position within a phoneme (and generally in other positions as well), 

which seems inappropriate from a speech-modelling viewpoint.

Gong and Haton (1994) performed speaker-dependent recognition experiments on an alphabet 

recognition task, modelling each phoneme with a five-state model using up to four trajectory 

components to describe mel cepstrum features. Recognition performance of the context- 

independent stochastic trajectory model was better than that of a discrete whole-word HMM, 

and comparable with that of a continuous-density whole-word HMM. Afify, Gong and Haton 

(1996) extended the model to explicitly represent time correlation with a dynamical system 

model. This extended model is similar to the dynamical system approach of Digalakis (1992),
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with the extension to a mixture of underlying trajectories. However, Afify et al. retained the 

search strategy and fixed-length sequence modelling approach used by Gong and Haton 

(1994). In a speaker-dependent continuous speech recognition task, representing each phone 

by a Gaussian mixture of up to eight five-state trajectories, overall recognition performance 

was improved by incorporating the model of correlation in the stochastic trajectory model. 

However, neither these nor the earlier experiments by Gong and Haton include comparisons 

with context-independent phoneme-based Gaussian-mixture HMMs, or with using time 

derivatives in the HMMs.

A mixture version of the SSM has been shown to outperform both single constrained mean and 

frame-level mixture models for context-independent phone modelling (Kimball and Ostendorf, 

1993; Kimball, 1994). For context-dependent modelling however, a frame-level mixture model 

gave the best performance, presumably because there were problems with training the 

trajectory mixture models. One way of reducing the number of free parameters in segmental 

mixture models is to represent the mixtures at the sub-segment level, which allows for sharing 

of common sub-components within different trajectories for a phone or even across different 

phones. The use of sub-segment trajectory mixtures in the independent-frame SSM was 

studied by Digalakis (1992), and further explored by Kannan and Ostendorf (1993). The 

segment probability calculation involved finding the most-likely sub-segment sequence for a 

given phone, so in effect only the dominant mixture components contributed for any one 

acoustic match. When tested on context-independent phone modelling with cepstrum features, 

using multiple mixture components at the sub-segment level was shown to improve recognition 

performance, and to provide better performance than frame-level mixtures. However, 

Digalakis also demonstrated that his dynamical system model performed even better, for 

comparable numbers of parameters. This finding suggests that, at least for a limited number 

of available parameters, a model of short-term dependencies is more beneficial than a general 

representation of longer-term dependencies. On the other hand, when derivative features were 

included in the feature set, the sub-segment mixture model performed better than the dynamical 

system model. This finding suggests that it is useful to model long-term dependencies in 

addition to the short-term correlations. However, attempts at incorporating sub-segment 

trajectory mixtures in a context-dependent version of the SSM were not successful (Kannan 

and Ostendorf, 1993), vdiich could be further evidence of difficulties in training these models.
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4.8.2 Alternative state sequences for representing different trajectories

A different way of representing multiple trajectories is to include alternative HMM states. 

Wolfertstetter and Ruske (1995) described an approach using “structured Markov models”, 

whereby a speech unit was represented as a transition network between a large number of 

HMM states describing alternative possible sequences of acoustic events. The model can be 

viewed as in effect representing a mixture of nonparametric trajectories. The states were 

obtained by a data-driven clustering algorithm which grouped similar ffames together in a way 

which took temporal context into account. In experiments on a connected-speech phoneme 

recognition task using a German database containing all possible phoneme pairs in German, 

the structured Markov models were shown to provide performance advantages over standard 

mixture HMMs, for comparable total numbers of model parameters. An interesting finding is 

that the structured Markov models demonstrated similar results with maximum- and total- 

likelihood frameworks. This is in agreement with the philosophy that the different possible 

paths through the model represent alternative trajectories for describing the speech sound. As 

Wolfertstetter and Ruske point out, it is also support for the notion that multiple mixture 

components provide performance advantages for conventional HMMs due to the variety of 

acoustic events being represented rather than because there are problems with representing a 

single event by a single Gaussian distribution.

A good feature of this approach is that the network needs to include alternatives only for those 

parts of a phone for which they are required. Also, the model includes a representation of 

statistical dependencies between segments, defined by the possible connections from the end- 

states of a network. This approach does however rely on having seen all possible phoneme 

pairs in the training process, or having some method for dealing with unseen contexts. The 

model does not attempt to systematically represent the effect of duration on trajectory 

realisation, but variability due to duration effects could be accommodated by different paths 

through the model. As this model is just a large network of conventional HMM states, it does 

not have the advantages associated with segment-based approaches, such as duration modelling 

and the trajectory concept to describe dynamics in a compact and flexible way. Although the 

limitations of the independence and piecewise-stationarity assumptions are greatly reduced by 

the large number of states with constraining connections, these assumptions will still be 

restrictions due to practical limitations on the number of states that can be used to represent all 

the different trajectories that might arise.
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4.8.3 Trajectories taking into account characteristics of observations

He and Leich (1994) suggested an approach whereby multiple mean trajectories were modelled 

for a single unit by applying a function (estimated from the training data) to adjust model 

parameters representing a single trajectory in a way which depended on the first frame of the 

observed segment. They extended the linear form of the parametric trajectory trended HMM 

suggested by Deng (1992) in this way. Using an approach based on discriminative features, 

they observed that the value of the slope parameter for an individual segment was correlated 

with the value of the first observation. Incorporating this information into the model improved 

performance of a trended HMM on a speaker-independent task of classifying pre-segmented 

vowels. The final performance was however only slightly better than a conventional 

continuous-density HMM system. By identifying systematic data-dependent effects to modify 

trajectory models before applying the statistical modelling, the variance that must be 

represented within the models should be reduced. However, relying entirely on the value of a 

single frame is unlikely to provide the best model of data-dependent trajectory variation.

4.8.4 Interpolation-based models

Another way of representing a number of trajectories within a single model is to describe 

feature dynamics by some form of interpolation between the means of successive HMM states. 

A simple form of state interpolation was used by Deng, Kenny, Lennig and Mermelstein 

(1992), who modelled the transition region between a vowel and an adjacent consonant by a 

sequence of two states with means obtained by interpolation between the mean vector for the 

vowel steady-state and a vector representing the “locus” (target spectrum) of the consonant. 

Linear interpolation was used, with the consonant locus assigned weights of 1/3 and 2/3 for the 

first and second state respectively. The locus vectors were separate from the consonant and 

vowel models used for the recognition, but were automatically trained by an extension to the 

Baum-Welch re-estimation algorithm. This approach provides a method for using additional 

states to construct a rather crude representation of a mean trajectory, which can be applied to 

model any consonant-vowel or vowel-consonant transition. Experiments on very large 

vocabulary isolated-word recognition demonstrated some small recognition improvements over 

conventional context-independent HMMs. When compared with context-dependent HMMs, 

the relative performance depended on the size of the training set: the state-interpolation HMMs
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were better for small amounts of training data but, as training set size increased, the context- 

dependent models gave considerably better performance.

Wiewiorka and Brookes (1996) have proposed a model which makes greater use of 

interpolation for trajectory modelling by applying it to describe observation sequences within a 

state occupancy as an alternative to simply introducing additional states. The mean vector 

within a state was modelled as following a negative exponential function defined for any one 

frame time as being a weighted combination of the mean at the previous frame time and the 

“target” mean associated with the current state. The negative exponential modelling was 

optionally also applied to the inverse covariance matrix. The advantage of this approach is 

that trajectories are defined across as well as within segment boundaries. However, a 

complication is that the trajectory corresponding to any one state occupancy depends on the 

sequence of previous states, and thus the optimal path cannot in general be identified until the 

end of the utterance. Various approximate solutions to this problem were tried, all involving 

making a decision on state exit after looking ahead for a fixed number of frames and only 

considering the most likely future paths. A different model was also tried, which avoided 

making approximations by using fixed state-dependent exponentials defined only in terms of 

the previous and current state means, rather than calculated means for any particular sequence 

of state occupancies. This assumption simplifies the modelling but introduces some 

discontinuities at state boundaries.

In experiments on recognition of an E-set vocabulary with five-state models, Wiewiorka and 

Brookes demonstrated that all the exponential models could outperform a conventional HMM 

when using cepstrum features. The fixed exponential model did not perform as well as the 

models using occupancy-dependent trajectories. However, all the models using only static 

features gave worse performance than the conventional HMM incorporating delta-cepstrum 

features. This finding is disappointing, especially for a model which includes a representation 

of dynamics across state boundaries. When delta features were used with the exponential 

HMMs, the performance of these models improved, but only the model with fixed exponentials 

gave some improvement over the conventional HMMs with delta features. Wiewiorka and 

Brookes commented that, as the delta-cepstrum features could show quite different dynamic 

behaviour from that of the cepstrum features themselves, the exponential HMMs may have 

performed better if a different exponential coefficient had been used for these features. In fact.



72 Chapter 4

the use of a single exponential coefficient per state is probably a rather simplified description 

of segment dynamics, as it assumes that all features have the same dynamic characteristics.

Bakis (1991) described a model in which a phoneme was associated with a “target” in some 

vector space related to articulation, with a phonetic model to determine the smooth trajectory 

path for any one sequence of phonemes. A separate acoustic model was used to represent the 

relationship between the trajectories and observed acoustic feature vectors. This approach is 

thus similar to the dynamical system model, with a somewhat different specification of the 

underlying trajectory, which has the advantage of being context-sensitive but is dependent on 

an accurate representation of coarticulation within the phonetic model component. The model 

is particularly interesting as it is a much closer representation of the speech production process 

than most other models, but it appears that no experimental results have been published.

p(ytls,,yn)=p(y,|st)

“trajectory” does 
not vary with time

“trajectory” does not vary with time

standard HMM

geometnc 
duration model

hidden semi-Markov 
model

conditionally 
Gaussian HMM

constrained mean 
trajectory segment model 

(single trajectory per model, 
independent observations)

p(yjst.yt-i)=p(ytlst)
Gauss-Markov 
segment model

unobserved state
Xj=0 1 mixture 

component
Dynamical system 

segment model
Discrete mixture of

segment-level trajectories

observation noise
V(=0

F igure 4.1: F am ily  tree re la tin g  som e d ifferen t (G aussian) s to ch a stic  m o d e ls  f o r  a  va riab le -len g th  
fra m e -b a se d  observa tion  sequ en ce (a d a p ted  fro m  O ste n d o r f e t  al. (1996)). A rro w s in d ica te  m odel 
sim plifications, a n d  the sym bo l St is  u sed  to rep resen t a  s ta te  (or “r e g io n ”)  in both H M M s an d  
segm en t m odels.



Approaches to modelling feature dynamics 73

4.8.5 Discussion

Alternative trajectories for a single model unit is a useful way of reducing the variability that 

needs to be modelled for any one trajectory. However, a discrete mixture is unlikely to provide 

a sufficient range of different trajectories, and it is also unable to model associations between 

the mixture components and systematic influences of factors such as phonetic context. 

Modelling trajectory variation is a potentially more powerful approach, which includes the 

possibility of representing dependencies across segments by taking account of previous context 

in the trajectory specification.

4.9. Overview of relationships between different models

There is evidently considerable variety in segment-based approaches to modelling the dynamic 

characteristics of acoustic features. One possibility is to extract segmental features as the 

basis for the recognition process but, as already discussed (Section 4.2), there are inherent 

difficulties in using such features robustly. The alternative is to represent dynamics of frame- 

based acoustic features within the model. Many models of this type have been proposed, and 

the relationships between some of these models are shown in Figure 4.1.

The most general of the models shown in Figure 4.1 is the dynamical system segment model, 

which is a two-stage model incorporating a continuous hidden state process and observation 

noise to relate a state vector to an observed feature vector (see Section 4.6). The unobserved 

state vector at any one frame time is dependent on that at the previous frame time, and so the 

dependencies between successive observations are represented in terms of underlying trends. If 

the observation noise is removed, this dynamical system model reduces to a Gauss-Markov 

segment model which represents dependencies between the observations directly (see 

Section 4.5). Alternatively, the dynamical system model may be simplified such that the 

unobserved state is set to zero and so a muliple-region model simply specifies the series of 

points along a (non-parametric) constrained mean trajectory. With further simplification, both 

the constrained mean trajectory and the Gauss-Markov segment models reduce to a standard 

HMM.

The incorporation of dependencies using dynamical system or Gauss-Markov segment models 

represents one approach to obtaining more accurate modelling of trajectories than is possible 

with a single constrained mean trajectory assuming independent observations. An alternative
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way of obtaining more detailed models of individual trajectories is to somehow specify multiple 

trajectories but to still assume independence of successive observations given any one 

trajectory (see Section 4.8). Figure 4.1 includes a simple multiple-traj ectory model which uses 

a discrete mixture of trajectories.

In order to achieve the full benefit of the segment-modelling approach, it seems likely that a 

detailed model of trajectory dynamics and the associated variation will be required. The 

relative merits of different possibilities are considered further in the next chapter.
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Chapter 5

Choosing a segment-modelling approach

5.1. Introduction

When assessing the relative merits of different possible segment-modelling approaches, there 

are several issues to consider, many of which are interdependent. Some of these issues relate 

directly to segment model design, while others are more general points about speech modelling. 

In the following section, the eight modelling issues introduced in Chapter 3 are discussed and 

an approach is chosen as the basis for the current work, so leading to the general specification 

for a new segment-based model in Section 5.3.

5.2. Modelling Issues

5.2.1 Trajectory description

One important issue to consider is the description used for the trajectory representing the time 

evolution of acoustic feature-vectors, which may be influenced by the choice of feature 

analysis (see Section 5.2.8). The main question is whether to use a parametric or non- 

parametric trajectory, and this choice can influence other aspects of the modelling: for 

example, accommodating the effect of duration on trajectory realisation, representing 

correlations between successive frames, and whether it is most appropriate to regard the 

trajectory as directly observed or as a “hidden” underlying trend.

Non-parametric trajectory models include the stochastic segment model (e.g. Ostendorf and 

Roucos, 1989), the approach suggested by Ghitza and Sondhi (1993) and that by Goldenthal 

and Glass (1994). The main advantage of a non-parametric description is that it does not 

impose any limitations on the types of trajectory that can be represented, which is particularly
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important if using single segments to represent sounds that do not vary smoothly in time, such 

as stop consonants. Another useful feature of non-parametric trajectory descriptions is that 

they lend themselves easily to tying of the model parameters at the sub-segment level, which 

can for example be applied to context-dependent segment models if the main differences 

between different contexts are only manifested in some parts of a segment.

Parametric models which represent the mean trajectory by a polynomial include the “trended 

HMM” studied by Deng and his colleagues (e.g. Deng, Aksmanovic, Sun and Wu, 1994), and 

the model suggested by Gish and Ng (1993). Models of this type can provide a more compact 

description of trajectory dynamics and therefore generally have fewer model parameters than 

non-parametric trajectory representations. Furthermore, the parametric approach seems 

appropriate for describing the smooth trajectories which characterise typical acoustic feature- 

vector sequences for many speech sounds. Any abrupt changes, such as those which occur in 

stop consonants, can be accommodated by using multiple segments. Choosing the order of the 

polynomial involves balancing the more detailed modelling capabilities of higher-order 

descriptions against the greater model complexity and larger number of parameters. Even if 

only one segment is used per phone, a linear trajectory description is probably adequate for 

many sounds (Gish and Ng, 1993), although higher-order trajectories appear to be beneficial 

for sounds such as diphthongs. An alternative is to use a sequence of lower-order trajectories 

to describe these sounds, although there are potential disadvantages of this approach as it is 

much more difficult to model correlations across segments than within a segment.

A useful characteristic of parametric models is their ability to easily use a single model to 

describe different trajectory realisations. For example, the effect of preceding context can be 

modelled by setting the starting point of the trajectory dependent on the end of the preceding 

segment’s trajectory (e.g. Wiewiorka and Brookes, 1996), and this is discussed further in 

Section 5.2.5. Another possibility is to include variability in the trajectory parameters (such as 

the slope in a linear model), which can greatly reduce the variability that needs to be 

accommodated on a ffame-by-ffame basis, as is considered in more detail in Section 5.2.3. 

The potential for modelling trajectory variations in these ways, combined with the compact and 

suitable nature of a parametric description, make the parametric trajectory-modelling approach 

seem attractive as a basis for the current work.
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5.2.2 Choice of modelling unit

The modelling needs to be applied to some phonetically-meaningful unit that is suited to 

modelling trajectories of feature vectors. In most segment-based approaches, a “segment” has 

been treated either as a whole phone (e.g. Ostendorf and Roucos, 1989; Digalakis, 1992; 

Goldenthal and Glass, 1994) or as a sub-component of a phone (e.g. Deng et al., 1994), 

although Ghitza and Sondhi (1993) favoured a diphone unit. Diphones have the advantage of 

concentrating on the transition regions, but are unlikely to be suitable with parametric 

trajectory models as in many cases very different acoustic events (such as a stop release and a 

vowel) will be represented within a single model unit. Given that it is much easier to model 

correlations within segments than between them, it would seem most natural for segment 

boundaries to correspond with any clear acoustic boundaries. A phone-based unit should 

therefore be appropriate, especially as there is the potential for systematically representing 

phonetic context effects. Representing a whole phone as a single segment simplifies the 

modelling of within-phone dependencies, although multiple segments will be needed when 

abrupt acoustic changes occur within a phone, such as for stop consonants. There may also be 

more general advantages in using sub-phone units for certain phones, as a simpler trajectory 

model should be adequate, although in this case the modelling of dependencies across segment 

boundaries is likely to be more important (see Section 5.2.6). The current studies have 

adopted simple inventories of sub-phone units, which are comparable with those used in typical 

HMM systems. The motivation was to start with a basic model set which could be later refined 

after establishing the modelling principles.

5.2.3 Nature of trajectory in relation to observed acoustic features

A trajectory describing the time-evolution of an acoustic feature can be modelled as directly 

representing the values of the observed feature, as in the segmental-feature models and Gauss- 

Markov segment models for example. An alternative is to regard the trajectory model as 

“hidden”, so that it describes underlying trends in the pattern over time, which is the approach 

taken in the constrained mean trajectory and dynamical system models. Constrained mean 

trajectory models simply associate a modelling unit with a single trajectory which is hidden 

from the observer but is uniquely specified for any one model unit. If the trajectory is allowed 

to vary (as in the dynamical system approach), individual trajectories can be modelled more 

accurately but the model must include a probabilistic component to represent trajectory
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variation as well as one relating the observations to the underlying trajectory. The alternative 

approach of modelling trajectories in the observations directly allows for variation in the 

trajectory parameters while avoiding the need for an additional source of variability. However, 

there is a considerable risk of being very sensitive to any random frame-to-frame variations or 

mismatches between observed features and the trajectory assumptions. The relative merits of 

the two approaches will be influenced by the method of feature analysis and by the nature of 

the trajectory description. However, there is likely to be some frame-to-frame variability 

associated with most frame-based feature analysis methods and no trajectory model can be 

expected to describe all examples precisely. It is therefore difficult to model directly-observed 

trajectories robustly, as has been demonstrated by the poor performance of a Gauss-Markov 

model in relation to that of a comparable dynamical system model (Digalakis, 1992; Digalakis 

et al., 1993). Overall, a hidden-trajectory approach which incorporates a model of trajectory 

variation seems to be the most promising, from the viewpoints of both robustness and accuracy 

in the trajectory description, and has therefore been adopted here.

5.2.4 Modelling correlation within a segment

The nature and extent of speech variability is such that a single constrained mean trajectory 

cannot be expected to describe feature dynamics accurately for any one example of a typical 

model unit if the observations are assumed to be independent given the trajectory. It is 

therefore necessary somehow to represent the correlations between individual observations, 

either explicitly through a temporal covariance matrix or through probabilities conditioned on 

previous observations, or implicitly by incorporating enough different trajectories so that there 

is only small variance of the observations associated with any one trajectory.

Modelling full temporal correlation is difficult due to the large number of parameters to 

estimate, and seems to make the model more complex than should be necessary, as many pairs 

of frames within a segment will show a similar degree of correlation. These problems can be 

avoided by adopting a much more limited model of correlation, using only the nearby context. 

The simplest model of correlation is to consider just the immediately-preceding frame time, as 

used in Gauss-Markov and dynamical system models. The disadvantage of these models is 

potential loss of detail in the representation of dynamics as the only model of longer-term 

correlation is in the trajectory description and, assuming that there is only one trajectory per 

model, this can in general only capture such correlations quite weakly.
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An alternative to explicitly representing temporal correlations is to describe them indirectly by 

allowing only very small variance around the trajectory representing any one example of a 

segment. This approach requires some way of modelling variability in the trajectory, but has 

the advantage of effectively incorporating correlations across the whole segment. Furthermore, 

it should not need a large number of parameters or excessive computation, because observation 

probabilities are treated as independent given the trajectory. These characteristics made the 

approach an attractive one for the current work. For the approach to be successful, it requires 

an accurate representation of variation in the trajectories themselves. The method chosen for 

investigation exploits the parametric trajectory description by modelling variability in the 

trajectory parameters.

5.2.5 Effect of segment duration on trajectory realisation

Speech segments that might reasonably be regarded as representing different examples of some 

phonetically-motivated speech unit typically show a great deal of duration variability, due to 

differences in overall speaking rate and other more specific factors such as word and sentence 

position and vowel stress (e.g. Crystal and House, 1982; Pols, Wang and ten Bosch, 1996). 

Duration affects acoustic realisation in a complex but fairly predictable way, influenced 

largely by articulatory constraints.

In order to obtain the full advantage of a segmental framework, it is important to have some 

way of accommodating the influence of duration variability on trajectory realisation, and a 

variety of approaches have been adopted by different researchers. The simplest is to represent 

short examples as identical to the first part of long examples (e.g. Deng et al., 1994), but this 

is only satisfactory for short, sub-phone segment models. An alternative, which has been used 

by several researchers (e.g. Roucos et al., 1988; Gish and Ng, 1993), is to use a fixed linear 

sampling of a specified “complete” trajectory. These models therefore use an even sub

sampling over the duration of the trajectory, so that in effect transitions are modelled as being 

faster for shorter examples. This will not be appropriate in many cases, as the effects of 

changes in speaking rate are unlikely to be uniform. In particular, there are limits on how fast 

transitions can occur, and steady-state regions are generally more affected by duration 

variations than transitory regions. These influences can be accommodated to some extent by 

incorporating dynamic time warping to map between a trajectory model and a sequence of 

observations (e.g. Ghitza and Sondhi, 1993). However, it is important to employ local
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constraints to control the extent of possible warping, and there may be limitations in assuming 

that short examples can be represented by any form of sub-sampling of a long model.

An approach in which the trajectory varies with duration is the eorrelation-invarianee 

dynamical system model of Digalakis (1992), whereby linear sampling was applied to the 

dynamical system parameters representing the sequence of regions for a segment. This model 

appears to be a reasonable one, as the trajectory extremes will not be included for short 

segments but the underlying pattern of articulation and rate of transitions will be preserved. 

However, it is important to choose the right sampling function, and it should be better to 

estimate a segment-dependent function from training data. As the preeise effect of duration on 

trajectory realisation will be subject to some variation, it should also be advantageous to 

incorporate this variability into the model. Some of the variation in the relationship between 

duration and trajeetory eharaeteristics is likely to be eaused by the influenee of speaking style. 

When talking fast, one possibility is that aeoustie “targets” are not met (Lindblom, 1963), but 

there is also more recent evidenee that it is possible to speak more quickly while at the same 

time articulating in such a way that these “targets” are still largely reached (Pols and van Son,

1993). Ultimately, an aceurate model for trajectories of speech feature vectors and their 

assoeiated variability must include the influenee of duration (and related factors such as 

speaking style and communicative effort (Moore, 1994)). However, finding a good model for 

duration effects is a substantial research issue in its own right. Therefore, for these initial 

evaluations of the new segment model no assumptions have been made about duration effeets 

and so any variation caused by duration differences is (implicitly) accommodated as a part of 

the general model of trajeetory variability.

5.2.6 Modelling dependencies across segment boundaries

In the majority of segment models, the output probability is dependent only on the identity of 

the current model, and the models can thus only represent temporal dependencies within a 

segment (e.g. Digalakis, 1992; Deng et al., 1994; Deng and Rathinavelu, 1995). However, co- 

articulation extends across phonetic boundaries and phonetie eontext is a strong and largely 

predietable influenee on the aeoustie realisation of a phone, which should therefore be taken 

into account in the trajeetory representation. It would be very diffieult to represent this type of 

dependeney using an explicit model of correlations, due mainly to the large number of
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parameters that would be needed, especially as the nature of the correlation will tend to depend 

on the phones involved.

The simplest way to represent between-segment dependencies is to use different “context- 

dependent” models for different contexts, as used in many standard-HMM systems. The main 

difficulties with this approach are in having sufficient training data to estimate the model 

parameters robustly, and in generalising the models to contexts which do not occur in the 

training data. For segment-based models, there is the further disadvantage that context- 

dependent models may not provide sufficient between-segment constraints on the trajectory for 

any one example. An alternative approach, which is a possibility when the models incorporate 

a trajectory description, involves systematically modelling the influence of phonetic context in 

terms of its effect on trajectory realisation. Although it seems unlikely that all contextual 

influences could be accommodated in this way, it may be possible to greatly reduce the number 

of separate context-dependent models that are required, with a model structure which can make 

more efficient use of training data and generalise naturally to unseen contexts. A simple model 

of this type is the exponential-interpolation HMM described by Wiewiorka and Brookes 

(1996). Further research is needed to determine the best way to model contextual influences 

and to combine the model with an appropriate representation of other sources of variability, in 

addition to investigating practical issues associated with describing trajectories in a way which 

depends on future as well as past context. It was decided for the current study to concentrate 

on modelling dependencies within segments, but in a way which offers the potential to be 

extended later to include contextual effects and cross-segment dynamics.

5.2.7 Modelling speaker-dependent effects

The majority of experimental work with segment models has adopted the same “speaker- 

independent” approach as that typically used in conventional HMM recognisers, whereby 

variability due to differences between speakers is not distinguished from other sources of 

variability. Multiple trajectories (Section 4.8) may accommodate some speaker differences, 

and for example Ghitza and Sondhi (1993) proposed using multiple “templates” to represent 

each state for speaker-independent recognition. As speaker identity can be expected to be 

constant for the duration of an utterance, it should be beneficial to take account of this more 

global variability so that less variability needs to be modelled at the segment level. This issue 

may be more important when developing a more detailed model which attempts to describe
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dependencies over time, than in the conventional frame-based approach which treats all speech 

frames as independent given the model state. An approach which takes into account speaker 

identity may also enable the detail of the dynamics for particular speakers to be described more 

accurately. Evidence to support the idea that speakers differ in the exact nature of feature 

dynamics is provided by the success of modelling dynamics for speaker verification (Eiu et al., 

1995; Liu and Wang, 1996). As with effects of segment duration and across-segment 

dependencies, finding an accurate model for the effect of speaker identity on trajectory 

realisation is an area in need of further research. For the current work on establishing the 

properties of the new segment model, the usual speaker-independent approach has been 

adopted. Eventually some better way of modelling the speech from different speakers needs to 

be found, and this issue is revisited in the final chapter of the thesis.

5.2.8 Choice of acoustic features

Segmental models of frame-based acoustic feature vectors have mostly been evaluated with 

features which represent a cepstrum description of some form, and many reported results have 

included delta features in addition to static features. A feature set of this type (with the 

possible addition of second-order delta features) is used in the vast majority of conventional 

frame-based systems. However, there are two ways in which such features may not be optimal 

for a segment-based approach. Firstly, segment-level dynamics may not be best-expressed in 

terms of cepstrum features. The second issue relates to the applicability of using delta features 

when the modelling paradigm also incorporates change over time.

Finding the most appropriate features with which to represent trajectories

The motivation for modelling trajectories of acoustic features is to take better account of the 

nature of the speech production process, which involves continuously changing articulatory 

configurations with movements which are quite constrained and mostly smooth. The acoustic 

consequences of these articulatory movements are seen from a wide-band spectrogram (such as 

the example shown in Figure 2.1) as changes in the relative intensities of the energy at different 

frequencies. During vocalic sounds, smooth formant trajectories of changing frequency are 

usually clearly evident (see Figure 2.1). The most obvious dynamic characteristics which 

distinguish different sounds are thus changes across frequency channels rather than changing 

energy in any one channel. Therefore, although these changes are somehow incorporated in the 

individual frequency channels of any sensible spectral representation of the acoustic signal, the
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characteristics of observed trajectories will depend critically on the details of the spectral 

representation. Two important questions to consider are the extent to which the spectral 

features change smoothly over time, and whether the representation is adequate to describe the 

most important consequences of speech production dynamics.

The cepstral features typically used for speech recognition represent a cosine transform of the 

logarithmic power spectrum. The cepstrum transformation is useful for reducing the 

correlation between various spectrum features, and the few lowest-order features offer quite a 

good representation of gross articulatory changes, but the relationship between the higher-order 

cepstrum features and articulation is less well-defined. Typical sequences of high-order 

cepstrum coefficients describe spectrum fine structure but may show considerable frame-to- 

frame fluctuations which are not directly related with the phonetic properties of the speech. In 

experiments fitting trajectory models to speech data, Deng et al. (1994) reported that, although 

low-order cepstral coefficients were well-modelled by smooth trajectory functions, the higher- 

order coefficients were more temporally-erratic and therefore could be better represented by a 

standard HMM with several states.

Some lack of smoothness in the trajectories can easily be accommodated if the trajectory is 

modelled as hidden (Section 5.2.3). However, if there is considerable frame-to-ffame variation 

that is not phonetically important, the accuracy of stochastic models will be reduced by the 

need to accommodate this random element. Time-domain behaviour more similar to that of 

articulatory movements, with a much smaller component of random variation, could be 

provided by trajectories represented in a domain which is more directly correlated with the 

mechanisms of speech production. Possibilities are some form of articulatory description (e.g. 

Ramsay and Deng, 1995), or a formant description (e.g. Schmid, 1996). However, it is 

difficult to extract such features reliably from the acoustic signal separately from the 

recognition process, and this problem tends to affect recognition performance. For example, 

Hu and Barnard (1997) demonstrated smoother trajectories for formant than for cepstrum 

features, but still obtained better classification performance with the cepstrum features. 

Schmid (1996) and Schmid and Barnard (1997) have described an N-hest approach to using 

formant features for segment modelling, whereby alternative formant hypotheses were 

evaluated within the recognition process. When evaluated on a vowel classification task using 

TIMIT data, the formant features did not give any significant benefit over just using cepstrum 

features. However, when the correct formant hypothesis (of the N  available) had been
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identified by a human expert, performance was considerably better (Schmid, 1996). This 

finding suggests that formant features may have advantages over cepstrum features for 

trajectory models, if the formants could be identified and labelled reliably.

While representing trajectories in a domain more directly related to articulation is a promising 

idea, it will only be successful if it does not introduce errors into the modelling. For the current 

experiments, it was therefore decided to use standard mel-cepstrum features as these are easy 

to extract and, while they may not be ideal, they have been shown to provide useful 

information for discrimination by both frame- and segment-based systems. However, it was 

considered important to evaluate the appropriateness of trajectory representations for these 

features. Investigating other types of features and finding a robust way of using them within a 

segment-modelling approach is a longer-term research issue which is considered again at the 

end of the thesis.

Effects of including delta features

The use of time-derivative or difference features with conventional HMMs reduces the impact 

of the independence assumption by including some representation of dynamics in the feature 

set. However, if all relevant dynamic information is accurately incorporated within the 

modelling itself, then only static features should be required. The resulting model should 

provide a much better description of the time-evolving nature of speech, especially as the 

independent-frame model of conventional HMMs is even less suitable for delta features, as 

these are computed from multiple frames. In practice, the recognition performance of segment- 

based models appears in general to be improved by the incorporation of delta features (e.g. 

Digalakis, 1992). This suggests that useful additional dynamic information is being provided 

by the derivative or difference features. The main advantage is probably in the representation 

of dynamics across segment boundaries, combined with the inclusion of second-order dynamic 

information by modelling the dynamics of the delta features. Second-order delta features have 

been shown to be useful for conventional-HMM recognition (e.g. Ney, 1990), and it is now 

commonplace for large-vocabulary systems to include both the first and second-order time 

derivative features (e.g. Young, 1995). When including derivative features with models of 

dynamics, additional benefit may arise from the fact that some of the dynamic information is 

implicitly being represented more than once, which could improve performance if the model 

does not give enough importance to dynamic aspects. Thus, although ideally difference or 

derivative features should not be required, they may provide additional useful information for
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discrimination with current segment-based models, especially ones which only attempt to 

represent dynamics within segments. The emphasis of the work described in this thesis has 

been on analysing the characteristics and behaviour of different models for the time-evolving 

characteristics of speech patterns, and the majority of experiments have therefore been 

performed using only static acoustic features. However, some phonetic classification 

experiments were carried out using a feature set that includes first-order time derivatives 

(Chapter 13), as a reference for comparison with a comparable HMM system and with 

published results for other segmental models.

5.3. A new segment-modelling approach

The discussion in Section 5.2 has examined a wide range of issues which need to be considered 

when designing a segment model as an accurate description of speech signal characteristics. It 

was not considered feasible within the scope of the current project to attempt to find a solution 

to all these issues. The aim at this stage was to develop a basic segmental framework with the 

potential to be further refined to incorporate more specific influences such as segment duration 

effects. The current work has therefore concentrated on establishing a framework which 

addresses the fundamental issues of trajectory description, level of trajectory representation, 

and modelling dependencies between successive acoustic features. One way of identifying a 

solution to the problem of modelling relations between successive features is to consider all the 

sources of variability which apply at the level of a whole phone segment or at higher levels, 

such as speaker identity, speaking rate, preceding phonetic context and current phone identity. 

All these factors influence the underlying trajectory for the current segment and, once they 

have been accounted for, quite a small degree of variability can be expected on a ffame-by- 

ffame basis. This approach has the potential to provide a constraining model of feature 

dynamics in a way which does not require a complex representation of correlations or some 

more limited model of temporal dependencies. The current work has investigated a simple 

separation of different types of speech variability, using a model in which variability in the 

trajectory realisation is described in terms of the parameters representing a “hidden” 

parametric trajectory model. The model does not attempt to separate out different influences 

on the trajectory realisation, but provides a ffamework which could potentially be extended to 

specifically model a variety of factors, such as speaker identity and phonetic context.
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Chapter 6

Theory of segmental HMMs

The approach adopted in the current work was to extend the basic HMM formalism to 

incorporate a more appropriate model of speech variability. The aim was to keep all the 

advantages discussed in Chapter 2 of the general HMM approach for speech modelling, while 

also retaining tractable mathematical theory for training and recognition. A segmental HMM 

can be defined in general terms as a Markov model, where each state is associated with a 

probabilistic model of a segment of observations. In this thesis, the expression “segmental 

HMM” will be used more specifically to refer to the particular type of model for segment-level 

variability which was studied in the current work. The overall approach was aimed at 

providing a general segmental framework which could be used as the basis for developing a 

suitable model for segment-level dynamics and associated variability, with the potential to be 

extended to incorporate longer-term dependencies such as those which occur across segment 

boundaries due to phonetic context effects. This chapter gives a general description of the 

segmental-HMM approach which has been adopted here, and goes on to discuss two example 

segmental HMMs in more detail.

6.1. A stochastic model of feature-vector trajectories

As with many segment models, an important concept in segmental HMMs is the idea that the 

relationship between successive acoustic feature vectors representing sub-phonemic speech 

segments can be approximated by some form of trajectory through the feature space. The 

main characteristic that distinguishes the current approach is the representation of feature 

variability. A segmental HMM for a speech sound provides a representation of the range of 

possible underlying trajectories for that sound, where the trajectories are of variable duration.
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To accommodate the fact that an observed sequence of feature vectors will in general not 

follow the underlying trajectory exactly, any one trajectory is modelled as “noisy”. A segment 

is thus described by a stochastic process whose mean changes as a function of time according 

to the parameters of the trajectory (see Figure 6.1). The model therefore makes a distinction 

between two types of variability: the first defines extra-segmental variation in the underlying 

trajectory, and the second represents intra-segmental variation of the observations around any 

one trajectory. Intuitively, extra-segmental variations represent general factors, such as 

differences between speakers or chosen pronunciation for a speech sound, which would lead to 

different trajectories for the same sub-phonemic unit. Intra-segmental variations can be 

regarded as representing the much smaller ffame-to-ffame variation that exists in the 

realisation of a particular pronunciation in a given context by any one speaker.

g
2
2

I

intra-segment variation: observations relative to trajectory 

extra-segment variation: different trajectories

Time

F igure 6.1: M o d e llin g  ex tra - an d  in tra -segm en ta l va r ia b ility  w ith  a  segm en ta l HM M . Two exam ple  
tra jec to r ie s  are shown. O ne (shown w ith  a  s o l id  line) p ro v id e s  a  much m ore p la u s ib le  underlying  

descrip tion  o f  the o b serva tion s than the o th er (shown with a  d o tte d  line).

The extra-segment distribution can be regarded as providing a prior that constrains possible 

sequences of observations over a segment, by specifying the trajectory which defines the time- 

evolving series of distribution means for any one segment example. The concept of including 

prior constraints could potentially be extended to incorporate long-term priors acting over 

several segments and other types of prior information such as segment duration. In its current 

form, no distinction is made between different sources of variability in the trajectory, and so 

any effects of speaking rate on trajectory realisation are accommodated as part of the model of 

random trajectory variation. This approach to coping with duration variability does not make 

any potentially-limiting assumptions about the influence of duration on trajectory realisation, 

and in this aspect it is similar to the approach suggested by Thomson (1995). In contrast, most 

other segment models use some form of deterministic mapping between the trajectory
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representation and an observation sequence. This mapping is either fixed (e.g. Roukos et al., 

1988; Gish and Ng, 1993) or based on dynamic time warping (e.g. Ghitza and Sondhi, 1993).

For reasons of mathematical tractability and of trainability, all variability associated with 

segmental HMMs is modelled with Gaussian distributions^ assuming diagonal covariance 

matrices, and only parametric trajectory models are considered. The extra-segment 

distributions describe variability in the trajectory parameters, and so the model effectively 

represents a continuous mixture of trajectories. Parametric trajectory models have been 

adopted by other researchers (e.g. Gish and Ng, 1993; Deng, Aksmanovic, Sun and Wu,

1994), but the combination with a distinction between extra- and intra-segmental variability is 

an important distinguishing feature of the approach adopted here. This model of variability 

has some characteristics in common with the dynamical system approach of Digalakis (1992), 

which also incorporates the concept of an unobserved underlying trajectory. There are 

however some important differences in how the two approaches represent trajectories and their 

associated variability. The similarities and differences are discussed in some detail in 

Section 6.3, after first specifying a general formulation for the segmental HMM.

6.2. General formulation of a trajectory-based segmental HMM

A probabilistic segment model is defined using the concept of a trajectory, combined with the 

idea of modelling variability in the trajectory separately from variability in the realisation of 

any one trajectory. For notational simplicity, in the following description it will be assumed 

that the observation sequence y  = yo,...,yT is one-dimensional and corresponds to a single 

segment!** Suppose that P̂  = {fa)a&A is & parameterised family of functions 

/^ :{ 0 ,l,...,r}  ^ 7 .  In principle F  can be used as a set of trajectories to define segment 

probability distributions 6, over {0,...,T}. Let the intra-segment variance around the trajectory, 

x>0 be fixed. Given that fa  , the conditional probability of y  given is defined to be 

the product over t of the probabilities of the individual elements yt given a normal distribution 

Ff^(^t),x with mean /^ (O  and variance i:

P(y\fa) = \[ P(yt\fa (0) = n  ̂ /„(r),T (yi ) ■
t=0 t=0

' As continuous distributions are used, all likelihoods computed with segmental HMMs are in fact probability 
densities, but they are loosely referred to throughout this thesis as “probabilities”.

 ̂ In the segmental-HMM description given in this chapter, the observations have been numbered from 0 to T. 
In consequence, the segment duration is equal to T+1 and the mid-point of the segment occurs at time 772.
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^fa(t),x is the intra-segment distribution. Hence, the alternative to the HMM independence

assumption is that, although individual observations yt are mutually independent, they depend 

on the trajectory . Assuming that this trajectory is a good general representation of the 

observations it is intended to describe, the intra-segment variance will be much smaller than the 

total variance. Thus P ( y \ f a )  will be small unless the sequence y  is well-represented by the 

trajectory , and so there is a fairly tight continuity constraint This is a major advantage 

over conventional HMMs, which treat all observations for all examples represented by any one 

state in the same way. Furthermore, the impact of the independence assumption is reduced to a 

much greater extent than is possible if all the variance is represented (time-independently) 

around a single trajectory (as in the model described by Deng et al., 1994), while avoiding the 

need for modelling error-correlations between successive observations (as in the approach of 

Goldenthal and Glass, 1994).

To obtain the probability of y  and the trajectory given a model state, it is necessary to 

include the extra-segment probability P(a), which is the probability that a defines a plausible 

trajectory for that state. This leads to the joint probability P (y , fa )  = P ly \ fa )  P(^) ■ The 

probability P(a) may include a segment duration probability component, or this may appear 

separately as in the general specification of a segment model given in Chapter 3.

A relationship with both segmental-feature models and constrained mean trajectory models can 

be identified by treating these alternative models as different special cases of the segmental 

HMM. Firstly, it could be assumed that the trajectory is an exact description of the 

observations, such that the trajectory is defined by the observation sequence with 

P { y \ f a )  = l,  and hence P{y , fa )  = P{<̂ ) ■ This model uses a segmental feature which is a 

parametric description of a segment of feature-vectors, and has similarities with the model 

suggested by Krishnan and Rao (1994). An alternative approach would be to assume that 

there is a single trajectory fa which is specified by the model, so that P{a) =1 and 

P i y ^ f a ) -  P{y\fa)  • This model represents a constrained mean trajectory with no sampling 

of the trajectory, which was the approach adopted by Deng et al. (1994).

In a segmental HMM, the trajectory parameters can vary and are “hidden” from the observer, 

and so the uncertainty in the trajectory realisation needs to be accommodated in the probability 

calculation. The trajectory parameters A are thus unknown, and so from a formal mathematical
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viewpoint the correct solution is to obtain the probability 6 , (y) of the sequence of observations 

in the segment y given the z* model state by integrating out over all possible values o f^ , thus:

bi(y) = P(y)= j P ( y , f J .
a eA

This form of segmental HMM has been studied by Gales and Young (1993a, 1993b), for the 

simplest case of a “static” model in which the underlying trajectory is assumed to be constant 

over time. A conceptually-simpler alternative, which was proposed by Russell (1992, 1993), 

is only to consider P(y  , /^  ) for one specified trajectory . Considering only one trajectory

is advantageous for studying and evaluating the model representation of particular speech 

segments. When using a model based on a single trajectory, a useful definition is to specify:

bi (y) = P{y) = max P{y, fa  ) and â{y) = argmax P(y,  ). 
açA aeA

a(y) is the optimal trajectory, whose parameters are those that maximise the joint probability

of the observations and trajectory, given the model parameters. The optimal trajectory a{y) is

not the same as a '(y), the trajectory which is the best fit to the data. The optimal trajectory is a 

maximum a posteriori estimate which takes into account prior information that y  represents 

the particular model state, and is thus model-dependent. The studies which are described in 

this thesis have focused on investigating modelling of extra- and intra-segmental variability 

within an optimal trajectory approach. A discussion and evaluation of the theoretical and 

practical implications of using the optimal trajectory is included in subsequent chapters.

The exact form of the optimal trajectory depends on the trajectory parameterisation which is 

adopted. Two particular parameterisations have been studied for Gaussian segmental HMMs 

(GSHMMs). The simplest case is a static GSHMM (Russell, 1993), where the underlying 

trajectory is assumed to be constant over time and is thus represented by a single “target” 

vector. By assuming that the underlying trajectory changes linearly, a linear dynamic 

GSHMM can be formulated (Holmes and Russell, 1995b; Russell and Holmes, 1997). These 

two types of segmental HMM are described in more detail in the following two sections, 

including specifications for the optimal trajectories and Baum-Welch-type parameter re

estimation formulae. These re-estimation formulae have been derived by Russell (1992; 

1996a), for static and linear GSHMMs respectively, using the same principles as had been 

applied for conventional HMMs (Liporace, 1982).
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6.3. Example segmental HMMs

For each of the static and linear-trajectory GSHMMs, the model representation and parameter 

re-estimation algorithms are specified, before considering the relationship with other modelling 

approaches. In particular, the discussion focuses on models which can be viewed as subsets of 

a particular type of GSHMM, and on approaches which have certain characteristics in 

common with the proposed GSHMMs.

6.3.1 The static GSHMM

The static or constant-traj ectory segmental HMM represents each segment with a “target” 

vector which is constant over time. This model therefore does not attempt to represent frame- 

to-frame dynamics, but does enforce some continuity on any one explanation of a sequence of 

observations, by modelling variability due to long-term factors separately from variability that 

occurs within a segment. The impact of the independence assumption is thus reduced by fixing 

the long-term factors for the duration of any one segment. The static model represents the 

simplest form of segmental HMM and as such has been valuable for understanding the general 

properties of this segmental approach. The model is useful for studying effects of distinguish

ing intra- and extra-segmental variability separately from effects due to modelling ffame-to- 

ffame dynamics, and forms a baseline for comparisons with more specific dynamic models.

Model representation

Considering a particular state of a static GSHMM, extra-segment variation is characterised by 

a Gaussian pdf y , which represents the distribution of possible targets for the segment.

Any one target is described by a Gaussian pdf with fixed intra-segment variance x . It is thus 

assumed that the variability around the target is the same for all targets and for all 

observations in all segments corresponding to this state. Using an optimal-trajectory approach, 

the probability of a particular sequence of observation vectors y  = yQ,. . . ,y j , is defined as

P{y)   ̂y (c(y)). n  ^c{y\x iy t  )
t=0

where c(y) denotes the optimal target, which is the value of the target c that maximises the 

probability ofy. By expanding the expression for log(P(y,c)) according to the definition of a
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Gaussian distribution, differentiating with respect to c, setting the partial derivative to zero and 

solving, Russell (1992) showed that
 ̂ j  \
Y .y t

C ( y )  =  ^ ' = 0  ^
( T + l ) y + x  '

The derivation of this expression for the optimal target is included in Appendix A. It is evident 

that the optimal target c{y) is a weighted sum of the average of the observed feature vectors 

and the expected value of the target as defined by the model. The weightings of these two 

components are determined by the relative magnitudes of the extra-segment and intra-segment 

variances. When the extra-segment variance x is relatively large, so that the target process 

does not greatly-constrain the observations, the optimal target is biased towards the state mean 

p. However, if x is small, then the optimal target is biased towards the observations. 

Assuming that the model is a reasonable approximation to real sequences of observations, in 

practice c{y) should tend to be strongly biased towards the observations because the intra

segment variance can be expected to be much smaller than the extra-segment variance.

Parameter estimation

An extended Baum-Welch HMM parameter re-estimation algorithm has been derived for static 

GSHMMs by Russell (1992, 1993). The re-estimation equations are given below, using the 

multiple-state segment-model notation introduced in Section 3.2.1. Given an observation 

sequence y and a static GSHMM M, the parameters of a new model M  are defined as follows:

4+1-1

l i  =

T,- =
t=t,

I.xeS, P M ^ ) d x 4
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where P(>^,x|Af) represents the joint probability of y and the state sequence x given the model 

M ahd using optimal-target GSHMM probabilities. 5”, = {xiXt^Gj for some t) is the set of state 

sequences which include state a;. Given that x ^  Su then = r,+; - r, is the duration of x’s 

occupancy of G u  The factor k  / is defined by

1_

Following the approaches of Baum et al. (1970) and Liporace (1982), Russell (1992) proved 

that the above re-estimation formulae define a new model M  such that P{y\M) > P {y \M ) , 

where P(y| M )  denotes the optimal-target-based probability of the observation sequence y

given the model M. However, the term c in the re-estimation formulae represents the re- 

estimated value of the target, and hence the right-hand sides of these formulae include re- 

estimated parameter values. In practice, workable re-estimation formulae can be obtained by 

replacing and f ,  on the right-hand sides of equations with p.y ,Y y and x, respectively. 

As will be seen from the results of experiments described in Chapters 8  and 10 , the evidence is 

that iterative application of these formulae leads to a monotonie increase in P{y\ M ) .

Relationship with other models 

Standard H M M

Standard HMMs with single-Gaussian output distributions can be viewed as a limiting case of 

static GSHMMs for which the extra-segment variance y is zero. The expression for the 

optimal target then simplifies to be equal to the model mean p for any sequence of 

observations, so that the target can only have one possible value given the model and its 

probability is therefore equal to one. Hence the output probability of the observations y  

reduces to

P{y)  -  i y t )  )
f= 0

which is equivalent to the standard HMM probability calculation (with the possibility of easily 

including a realistic duration model, as in the approaches of Russell and Moore (1985) and 

Levinson (1986)).
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Standard H M M  with variable frame-rate analysis

The static GSHMM can be interpreted as an extension and integration of variable frame-rate 

(VFR) analysis with HMMs (Russell, 1992). VFR analysis (Peeling and Ponting, 1991) is a 

method for data-rate reduction in which sequences of similar observation vectors are replaced 

by a single vector. In its simplest form, the VFR algorithm removes vectors from an 

observation sequence, based on a distance between the current vector and the most recently 

retained vector. Observations are discarded if the distance is below a threshold, so 

compressing quasi-constant regions into a single vector. It has been demonstrated that this 

form of VFR analysis can lead to improved recognition performance (Peeling and Ponting, 

1991), in addition to the computational advantages.

The basic VFR algorithm can be improved in a number of ways. Firstly, it should be better to 

use some average of the observations in a sequence instead of the first observation. Secondly, 

rather than performing the VFR analysis and the HMM state-level segmentation as two 

separate stages, they could be integrated together within a semi-Markov framework. The 

advantage of the integration is that, given the VFR threshold, the utterance probability is 

determined for the VFR compression which maximises this probability rather than for some 

separately-determined compression. This model can be regarded as a simplified version of the 

static GSHMM (Holmes and Russell, 1994; 1995a), in which the optimal target is defined to 

be the segment mean, and the Gaussian intra-segmental pdf is replaced by a uniform pdf with 

radius specified by a threshold parameter.

A different development of the basic VFR algorithm could be to replace the simple threshold- 

based segmentation method by a segmentation algorithm such as that described by Bridle and 

Sedgwick (1976), which uses dynamic programming to optimally partition an utterance into a 

given number of segments based on minimising some distance criterion over the complete 

utterance. A suitable criterion could be the sum of Euclidean distances between vectors in a 

segment and the mean vector representing the segment. Integrating this type of VFR algorithm 

within a semi-Markov framework leads to a model which is only slightly simplified from the 

static GSHMM, in that the optimal target is equal to the mean of the observations and the 

intra-segment variance is equal to one.
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Static segmental H M M  without optimal target

Gales and Young (1993a, 1993b) investigated a model incorporating the same representation 

of variability as the static segmental HMM described above, but with the observation 

probability computed over all possible targets (rather than using only the optimal target), thus:

Pi y)  = 1 ^^1,7 (^) I Ï  ^c,x iyt  )
—oo / = 0

The largest contribution to this total probability will come from the optimal target value. The 

difference between this model and the optimal-target model therefore depends on the extent to 

which the optimal target dominates the total probability calculation for different model states 

and different segment durations. This issue is considered further in Chapter 10, with reference 

to its effect on the behaviour of the model in recognition. It should also be noted that Gales 

and Young took a somewhat different approach to parameter estimation. They used the same 

expression as that given in equation (6 . 1 ) for re-estimation of the segment mean, but adopted a 

different solution for re-estimating the variance terms. They did not use values from the 

previous iteration in the re-estimation equations, but instead made an approximation relying on 

the assumption that the extra-segment variance is far greater than the intra-segment variance.

Gales and Young tested their model on a recognition task for a subset of the TIMIT database, 

using context-independent models with three states (or segments) per phone. Their results 

were disappointing, as the best segmental HMM performed slightly worse than the 

corresponding standard HMM. Possible reasons for the poor performance obtained by Gales 

and Young with their segmental model are discussed in Chapters 10, 12 and 13, in light of the 

findings from studies using various GSHMMs for different modelling tasks.

Target state segment model

Digalakis (1992) suggested a special case of a dynamical system model which is based on the 

same concept as the static segmental HMM, in that more global forms of variability are fixed 

throughout a segment but time-evolving characteristics are not modelled. This “target state 

segment model” was represented by fixing the hidden state Xt to be constant at its initial value 

jco for all values of t. In terms of the multiple-region-per-segment approach adopted by 

Digalakis, the static segmental HMM corresponds to the target-state segment model with one 

région per segment. This relationship between the models is illustrated in Figure 6.2. The
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target state model with more than one region per segment differs from the static segmental 

HMM, as the unobserved state is fixed throughout the segment but the observation noise can 

change (in both mean and variance) from one region to the next.

standard HMM

p(y.|St,y.-i)=p(ytlSt) / geometric 
duration model

, conditionally 
N, Gaussian HMM

“trajectoiy” does T 
not vaty with time /

—̂

hidden semi-Markov \  J ^ o w n  mean (extra-segment
/^ < van an ce  equal to zero)

“trajectoiy” does 
not vaiy with time

constrained mean 
P(ytlSt>yt-i)̂ P(yil®t) /  trajectoiy segment model

observation noise 
v,=0

unobserved state

Pynanuca] system 
segment model

static segmental HMM 
(hidden constant mean)

dynamic segmental HMM
known mean I (hidden parametric mean

trajectory)1 mixture 
N̂ nponent

slope mean and 
variance equal to zero

single region, 
unobserved state f  Discrete mixture of

segment-level trajectories ■

F igure 6.2: F am ily  tree show ing the rela tion sh ip  o f  G SH M M s with som e o th er (G aussian) s toch astic  
m odels f o r  a  va riab le-len g th  fra m e -b a se d  observa tion  sequ en ce (these o th er m o d e ls  w ere o r ig in a lly  

illu s tra ted  in F igure 4.1, an d  are now  shown in grey). A rro w s in d ica te  m odel sim plifications.

The segment probability calculation used by Digalakis differs from the segmental-HMM 

approach in that it was based on the dynamical system interpretation using a recursive ffame- 

by-ffame calculation. This method does not assume any value for the hidden state, and the 

model is therefore more similar to the static segmental HMM studied by Gales and Young than 

to the optimal-target version.

In classification experiments using cepstrum features (without delta features), Digalakis 

showed that a multiple-region target-state model outperformed an independent-ffame model, 

but did not perform as well as the Gauss-Markov or dynamical system models. These results 

demonstrate the possible benefits of fixing some aspects of variability for the duration of a 

segment occupancy, while also showing the further advantages of incorporating a model of 

local ffame-to-ffame dynamics. It is in the representation of local dynamics that there are 

some significant differences between the segmental-HMM and dynamical-system approaches, 

as will be explained in the next section.
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6.3.2 The linear-trajectory GSHMM

A major advantage of the segmental approach is the ability to describe temporal dynamics. 

The static GSHMM includes some dynamic aspects, in that it imposes a degree of continuity 

constraint. However, considerably greater advantage should be obtained by also incorporating 

the local ffame-to-ffame dynamic characteristics which result from the non-stationary nature of 

the speech signal. A simple model of ffame-to-ffame dynamics is one in which it is assumed 

that the underlying trajectory vector changes linearly over time. The linear-trajectory 

segmental HMM combines this representation of dynamics with the separate modelling of 

within-segment and between-segment variability.

Model representation

A trajectory is defined by its slope m and the segment mid-point value c, such that

Tf(rn,c) (0  = ^ + - y ) . It is well knowu that the slope m '(y) and mid-point value c '(y) of the

linear trajectory which provide the best fit to a particular sequence of observations 

y  ~ Pq ,---,yj (Û1  & least-squared error sense) are given by:

T r r .  T

m'(y)  = ^ ------------- and c'(y) = ÿ  =-'=°

r= 0  ^

Now suppose that the distributions of the two trajectory parameters for a given state are 

defined by Gaussian distributions and for the slope and mid-point respectively.

The intra-segment distribution is assumed to be Gaussian with fixed variance x. The 

probability of a particular sequence of observation vectors y  = yç),---,yT then includes an 

intra-segmental probability and both slope and mid-point components in the extra-segmental 

probability, thus:

H y )  = (>h{y)) . (c(y)l  n (yt)-
f=0
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In the above equation, fm{y\c{y) represents the straight-line trajectory defined by the 

parameters m{y) and c{y) , which are the values of the slope and mid-point that together 

maximise the joint probability of the observations and the trajectory. They are obtained in the 

same way as for the constant-traj ectory (static) form of the model: by expanding log P(y,fm,c) 

according to the definition of a Gaussian distribution, differentiating with respect to m and c, 

setting the partial derivatives to zero and solving (see Appendix A). The resulting equation for 

the optimal mid-point c{y) has the same form as that for the optimal target in the constant- 

traj ectory model, and the optimal slope m(y) is also a weighted sum of the parameters which 

are optimal with respect to the data and their expected values as defined by the model, thus:

T) + V T
f  r  T ^ ^

Y+iiT Y .y t

7  + T

As with the constant-traj ectory model, the intra-segment variance will generally be much 

smaller than the mid-point variance, so the optimal mid-point will be biased towards the best 

fit to the data. The characteristics of the optimal slope are more difficult to predict, as they 

depend on the variance of the slope parameter relative to the intra-segment variance. It seems 

likely that there will be more choice in the extent to which the slope parameter is allowed to 

vary, and this will obviously affect the degree of intra-segment variance that is required to 

accommodate the remaining variability. Experiments investigating this issue are discussed in 

Chapters 11 and 12.

Parameter estimation

An extended Baum-Welch HMM parameter re-estimation algorithm has been derived by 

Russell (1996a) for linear-trajectory segmental HMMs, using the same approach as in the 

previous derivation for static segmental HMMs (Russell, 1992). The re-estimation equations 

are given below, again using the mulitple-state segment-model notation introduced in 

Section 3.2.1. Given a sequence of observation vectors y  and a linear-trajectory segmental 

HMM A/, the parameters of a new model M  are defined as follows:
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where P{y,x\M)  represents the joint probability of y and the state sequence x given the model 

M and using optimal-trajectory GSHMM probabilities. -S', = {x:xt=Gi for some t) is the set of 

state sequences which include state o;. Given that x ^  S], then di = ti+i - r, is the duration and 

= { t i  +  /,+;-l) / 2  is the mid-point o fx’s occupancy of c t\. K x , i  and are factors defined as:

t=tj

In the same way as for static models, workable re-estimation formulae can be obtained by 

replacing the re-estimated values ,y, ,v , ,f[, and f , on the right-hand sides of the equations 

with the original values |li,- ,7 , ,Vy ,T|; and t  , respectively. In the case of the linear model, it 

should also be noted that the slope parameter is treated appropriately for single-frame 

segments: the value of the optimal slope , (y) will be equal to the model mean p,, with a
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slope probability of one. The consequences are that probabilities for single-frame segments are 

equivalent to those for a static GSHMM, and also that these segments do not contribute to re

estimation of the slope parameters.

Relationship with other models 

Constrained mean trajectory model

In the same way that a standard HMM can be regarded as a static GSHMM with zero target 

variance, a constrained mean linear-traj ectory HMM can be represented as a simplified form of 

a linear-traj ectory GSHMM, with the extra-segment variances r\ and y of the mid-point and 

slope both set to zero such that the mid-point and slope values are always equal to their means, 

with a probability of one.

Dynamical system model

Although the static GSHMM is closely related with the target-state version of the dynamical 

system model used by Digalakis (1992), there is no direct analogy with the dynamical system 

model for more general segmental HMMs, which model dynamics by assuming that the 

underlying parametric trajectory is of higher-than-zero order (refer to Figure 6.2 for a 

graphical illustration of the relationships between the different models). In the segmental 

HMM, the underlying trajectory is defined by parameters which vary across examples but are 

fixed for any one state occupancy. The dynamical system model uses a rather different 

representation, whereby the underlying trajectory can vary in its starting point but is then 

defined by a noisy linear relation between successive points, where the Gaussian noise terms Wt 

are assumed to be uncorrelated. It therefore does not impose such tight constraints on the 

relationship between the acoustic vectors describing the complete segment than is possible with 

the dynamic segmental HMM. The multiple-region phone-based dynamical system model does 

however allow for some modelling of dependencies across the entire phone. This is some 

advantage over the segmental HMM if more than one segment is required to describe the 

underlying trajectory vector for the duration of a phone, as segments are currently treated as 

independent. Most of the requirement for more than one segment per phone with segmental 

HMMs could probably be overcome by using a higher-order trajectory where necessary for 

phones to be adequately-represented with a single segment.



102 Chapter 6

6.4. Segmental-HMM probability caicuiations

In conventional HMM-based classification, the probability of any model having produced a 

particular utterance of length T is obtained as the product of exactly T  frame-state 

probabilities. In a segmental HMM however, any one segment probability consists of the 

product of two different types of probability. In the formulations given in the preceding two 

sections, there is one intra-segmental probability per frame in a segment, with one and two 

extra-segmental probabilities per segment for the static and linear models respectively. 

Different explanations of the data may therefore use different numbers of the two types of 

probability, depending on the number of segments. Recognition performance is thus dependent 

on a suitable balance between the different numbers of probability contributions which arise 

for alternative segmentations. This issue is similar to the segmentation issue for segmental- 

feature models, which has been discussed in Section 4.2. However, in the case of segmental 

HMMs, the distinction between different types of probability should enable the segmentation to 

be controlled appropriately. For incorrect segment boundaries, even the most likely trajectory 

should in general be quite a poor match to the observations and so the intra-segmental 

probability will be small. The different probabilities should balance correctly as long as the 

modelling assumptions are sufficiently accurate. For example, it is assumed that underlying 

trends can be described by a (static or linear) trajectory, and that Gaussian distributions are 

appropriate both for the optimal-traj ectory parameters and for the variability of the 

observations around the optimal trajectories. Issues due to the segment probability model were 

investigated experimentally, and are discussed extensively in the later chapters.

6.5. Evaluating SHMMs as acoustic-phonetic modeis

An accurate and appropriate acoustic-phonetic model of speech should be expected to provide 

very good performance on speech recognition tasks. More specifically, three general aims for 

any such model are as follows:

• The model should minimise differences between realisations of the same underlying unit, 

by providing a low-variance description of all realisations of a particular speech ‘segment’.
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At the same time, it is important to maximise the differences between the descriptors for 

different underlying units, so that the models have the best possible discrimination abilities.

The model needs to be able to explain an utterance as a concatenation of underlying units, 

by performing appropriate segmentation simultaneously with recognition in a practical 

recognition system.

The goal of the experiments described in this thesis was to assess how well static and linear 

optimal-traj ectory segmental HMMs meet the above aims. It is therefore useful to consider 

various questions and hypotheses in relation to the characteristics of segmental HMMs, thus:

1. Can discrimination be improved by separating out extra- from  intra-segmental 

variability?

One of the main hypotheses underlying the development of the segmental-HMM approach 

is that the variability between different examples of a segment is greater than that within 

any one example. Hence, segmental HMMs should provide more constraining models of 

the variability associated with individual examples of a segment than models which do not 

separate out different sources of variability. The intra-segment variances were therefore 

expected to be smaller than both the extra-segment variances and the variances in 

comparable conventional HMMs. As a result discrimination power (and hence 

classification capabilities) should be improved, as the large-variance extra-segment 

distribution is only used once per segment, with the much smaller-variance intra-segment 

distribution applied on a frame-by-frame basis.

2. Are Gaussian modelling assumptions appropriate?

Statistical models based on Gaussian distributions can only provide an accurate 

description of speech characteristics if the Gaussian assumption is reasonable for the 

variability being modelled. A hypothesis underlying the theory of segmental HMMs 

presented in this chapter is that Gaussian distributions are an appropriate representation of 

variability associated both with optimal-traj ectory parameters and with distributions of the 

observations around an optimal trajectory. This hypothesis can be tested by examining the 

distributions describing the different types of variability.
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3. Is a parametric trajectory model a good basis fo r  modelling extra-segmental 

(trajectory) variation?

A trajectory-based segmental approach implicitly incorporates the assumption that the 

features are smoothly changing over time in a meaningful way. In the case of parametric- 

trajectory GSHMMs, it is also assumed that these characteristics can be approximated by 

a parametric trajectory, and that different underlying trajectories can be represented by 

means of variation in the trajectory parameters. The validity of the static and linear 

trajectory assumptions could be tested by studying static and linear approximations to 

sequences of observed features. The usefulness of modelling variability in the trajectory 

parameters could be assessed by comparing the model characteristics and the recognition 

performance for different representations of parameter variability.

4. Is discrimination improved by modelling dynamics?

A linear segmental model should describe the changing parameters better than a static 

model, and can therefore be expected to give more distinct distributions and hence better 

discrimination. This characteristic should be evident as narrower intra-segment 

distributions and also superior classification performance for linear GSHMMs.

5. Is segmentation improved by a trajectory-based segment model?

A model which accurately describes how features change over time within a segment 

should be able to segment speech at least as well, if not better, than a standard HMM. The 

segmental-HMM probability calculation requires the different types of probability 

contribution to balance correctly for alternative segmentations, which should be evident in 

the form of appropriate behaviour in recognition tasks, without excessive deletion or 

insertion errors.

These modelling issues are all inter-related and are considered at various points throughout the 

thesis. The approach has been to gain an understanding of the new modelling paradigm by 

assessing trajectory descriptions, models of variability, and discrimination and segmentation 

capabilities within a simple recognition task. This experimental task is introduced in 

Chapter 7, and the questions and hypotheses are then discussed in the remaining seven 

chapters. Firstly, Chapter 8 describes experiments using simple static GSHMMs to model 

sequences of similar observations in an extended form of VFR modelling. These experiments 

established the GSHMM framework and allowed for an initial assessment of the consequences 

for recognition performance when separating out different types of variability (point 1 above).
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The next three chapters concentrate on using the approach to specifically model sub-phone 

acoustic segments. In Chapter 9, analyses of speech data are described which examine the 

assumptions of the segmental models, both in terms of the Gaussian modelling assumption 

(point 2 above) and in terms of the trajectory representation (point 3). Chapters 10 and 11 

then discuss the use of static and linear segmental HMMs respectively as acoustic-phonetic 

models for automatic speech recognition. The experiments described in these two chapters 

give further insights into issues raised in the first three points above, and also provide a 

practical evaluation of the segmentation capabilities of segmental HMMs (point 5 above). By 

comparing the experimental results for linear models (Chapter 11) with those for static models 

(Chapter 10), the advantages of modelling dynamics within the GSHMM framework have been 

evaluated (point 4). All these studies contributed to a good understanding of the strengths and 

weaknesses of the segmental HMM approach which has been presented here. As a 

consequence, an alternative way of computing the observation probabilities was investigated, 

and these studies are discussed in Chapter 12. Experiments using a demanding phonetic 

classification task are described in Chapter 13. Finally, the main findings are summarised and 

discussed in Chapter 14 with reference both to the hypotheses and questions raised here and to 

the more general issues discussed in Chapter 5.
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Chapter 7

Framework for digit-modelling experiments

7.1. Introduction

To evaluate the new segment-modelling approach, a recognition task was required which 

would allow meaningful comparisons to be made with conventional HMMs while also enabling 

the properties of the segmental model to be investigated. It was considered appropriate to use 

a task which relied on acoustic discrimination ability with phone-based modelling units, with a 

manageable level of difficulty to be sensibly represented by a straightforward model set. For 

the initial evaluations, a speaker-independent connected-digit recognition task using phone- 

based models was studied. Although the task was speaker-independent, all the data were from 

male speakers and there was little accent variation away from typical Southern British English 

pronunciation. Considerable between-segment variability would therefore need to be 

represented in order to accommodate the different speakers, but the nature of the variation due 

to speaker differences could be expected to follow a unimodal distribution as pronounciations 

should be similar for the different speakers. The digit-recognition task was chosen because it 

requires a connected-word recognition algorithm such that segmentation occurs simultaneously 

with recognition, while being a simple task with a small vocabulary so that analysis of 

recognition errors is relatively straightforward. In addition, the small vocabulary offers a 

faster experiment turn-around time than is possible with larger vocabularies. The increase in 

computational load associated with segment models is such that it was considered important to 

begin with a small task when investigating the properties of segmental HMMs.

Continuous-density Gaussian HMMs have been used as the basis for the experiments, with the 

baseline provided by standard HMMs with a single-Gaussian output distribution per state. In
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all of the recognition experiments reported here, the emphasis has been on relative 

performance of different models rather than on achieving the best-possible absolute 

performance. Therefore, although the systems are intended to provide a sufficiently good level 

of baseline performance to make comparisons meaningful, no attempt has been made to 

optimise details of the feature analysis, model inventory and so on. However, investigations 

have included the general nature of effects due to the type of modelling task (such as whether 

or not the models are context-specific). Special consideration has also been given to certain 

aspects of the systems which are particularly relevant when aiming to model speech segments 

appropriately from an acoustic-phonetic viewpoint.

The remainder of this chapter describes the modelling tasks and feature analysis; the standard- 

HMM training procedures and baseline recognition performance figures are also included, to 

provide a point of reference for the segment-based investigations described in the following five 

chapters. All the relevant information about the standard-HMM training is included in the 

current chapter, to enable the later chapters to concentrate on the segmental modelling aspects. 

In fact, considerable time elapsed between experiments using the baseline standard-HMM 

training procedure (described in Section 7.7.1) which formed the reference point for the early 

segmental-HMM work (Chapter 8), and development of the improved procedure (presented in 

Section 7.7.2) that was used for the later experiments with segmental HMMs (Chapters 9, 10, 

11 and 12).

7.2. Modelling tasks

For the task of recognising connected-digit strings, the training data sets and phone-based 

modelling units were selected to allow some initial comparisons to be made between segmental 

and conventional HMMs for systems with varying degrees of modelling sophistication. 

Experiments have included studies of vocabulary-dependent versus vocabulary-independent 

training, and of context-dependent versus context-independent models. Both of these factors 

determine the amount of variability that must be accommodated within a single model: there is 

less variability when the training data only contains words which are specific to a small 

application, and also when there are different models for different acoustic contexts.
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7.3. Speech data

7.3.1 Test set

The test data were taken from the RSRE 1983 speech database recordings (Russell, Moore, 

Tomlinson and Deacon, 1983). The data were four lists of 50 connected-digit triples spoken 

by each of 10 male speakers, giving a total of 2000 words in the database. This database gives 

good coverage of between-word contexts, as each list contains all possible digit pairs.

7.3.2 Training sets

Both of the training data sets were taken from the Speech Research Unit’s “SI89” recorded- 

speech corpus (Browning, McQuillan, Russell and Tomlinson, 1991). This corpus includes 

different types of training data, all spoken by the same 225 male speakers, none of whom were 

included in the digit test set described above. The two data sets used in the current 

experiments were as follows;

Vocabulary-independent training data

The data for vocabulary-independent training comprised a total of 2250 spoken sentences that 

were not specific to any particular vocabulary. Each speaker read 10 different phonetically- 

rich sentences, selected from a set of 460 such sentences.

Vocabulary-dependent training data

The data for vocabulary-dependent training were a total of 4225 four-digit groups, taken from 

a vocabulary of 10 different sequences. Each speaker read a list of 19 digit sequences, 

comprising 10 occurrences of one of the sequences and one occurrence of each of the other 

sequences. The design of this database reflects its intended use for speaker verification, and it 

is not ideal for training a speech recogniser due to lack of balance in the coverage of inter-word 

contexts for different speakers. However, the database does provide a large number of 

examples of each individual digit and has been found to be quite adequate for training models 

which can achieve reasonable levels of recognition performance.
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7.4. Acoustic features

The available speech data had been sampled at 19.98 kHz, and analysed using a 27-channel 

critical-band filterbank spanning the range 0 to 10 kHz, producing output channel amplitudes 

quantized in units of 0.5 dB at a rate of 100 ffames/s. The output from the filterbank was 

amplitude-normalised and then subjected to a cosine transform. The first eight cosine 

coefficients plus an average amplitude parameter were used as the basic feature set. Because 

of the critical-band scale of the filterbank, this feature set is very similar to the widely used 

“mel-cepstrum” features (Davis and Mermelstein, 1980). The nine-feature representation used 

here was chosen to provide a simple baseline, which should give a reasonable description of 

spectral shape but has low computational requirements (which is an important issue when 

using segment models). The majority of experiments have been performed using this set of 

nine “single-frame” acoustic features, which only represent static characteristics of the 

spectrum at any one point in time. However, as a basis for comparison when investigating the 

modelling of segment dynamics, some conventional-HMM experiments were also carried out 

with dynamic features included in the front-end representation. These dynamic features were 

the time derivatives of the nine single-frame features, computed for each feature at every frame 

time by applying linear regression over a window of five frames centred on the current frame.

7.5. Unit inventory and model structure

7.5.1 Phonetic transcriptions and units for modelling

The basic modelling units were phones, although the task was word recognition and the 

training data were transcribed at the word level. The sequence of models for representing any 

one word was defined by a dictionary, which specified a single phonetic-transcription for each 

word in the vocabulary. This approach is common for speech recognition systems, but will not 

always describe actual phonetic events accurately as it does not accommodate alternative word 

pronunciations or connected-speech effects. For a digit vocabulary, the pronounciations of the 

individual words are generally predictable, although speakers vary in whether they pronounce 

“seven” with or without a schwa between the /v/ and the Ini. In all the digit experiments

described in this thesis, the schwa was included in the transcription of “seven”, although in 

initial experiments it was found that results were similar for the two possible transcriptions.
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7.5.2 Model sets

Experiments were carried out with two different model sets. In the first set, a single context- 

independent “monophone” model was used to represent each distinct phoneme symbol in the 

transcription dictionary. The second model set included some representation of phonetic 

context effects on acoustic realisation, by using “triphone” models dependent on immediately- 

adjacent left and right phone context. For the vocabulary-dependent training condition, a model 

was trained for every triphone in the digit vocabulary. When using vocabulary-independent 

training, it was important to ensure that each triphone model was trained on a sample of data 

that was sufficiently representative for the model set to generalise to a new vocabulary. 

Therefore, a model was only trained for a triphone context if that triphone occurred in at least 

two different word contexts (as suggested in the “context adaptive phone” approach proposed 

by Moore (1993)). When training triphones in this way, examples which did not contribute to 

a triphone model were used to update the relevant monophone model, so that the resulting 

model should be a reasonable representation of different contexts for which no triphone model 

was trained.

For both monophone and triphone model sets, the speech models were supplemented by four 

context-independent non-speech models, to represent silence, breath noise and other non-speech 

noises of varying length. Both sets of training data had been previously-annotated at the 

sentence or word-group level, with the non-speech regions annotated in terms of one of the four 

non-speech models.

7.5.3 Model structure

The experiments reported here all used the simple left-right model structure that is typically 

used in most FIMM systems, with three states per phone and single-state non-speech models. 

For standard HMMs, transitions were allowed from each state back to itself and on to the 

immediately following state. From the viewpoint of acoustic-phonetic modelling, the simple 

three-state-per-phone model structure is unlikely to be ideal, especially for segment models, but 

was considered to provide a good baseline as it represents an approach which has been used 

successfully for conventional HMMs.

When comparing segmental-HMM recognition performance with the performance of 

conventional HMMs, it was considered important to evaluate the different models of the
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acoustics, separately from any duration-modelling differences. Both the conventional and the 

segmental HMMs were therefore structured so that they did not distinguish between alternative 

models on the basis of transition probabilities, nor on the basis of segment duration 

probabilities in the case of the segmental HMMs. All transitions from a state were assigned 

the same transition probability, and for the segmental HMMs all segment durations were 

assigned equal probability divided between the allowed duration range. In the case of standard 

HMMs, this restriction led to only a small drop in performance over that which was achieved 

by training the model-dependent transition probabilities. For the experimental conditions 

reported here, training the transition probabilities typically reduced the word error rates by 

around 8% of the corresponding error rate with the fixed transition probabilities.

7.5.4 interpretation of model variance

It is useful for any one value of model variance to have a similar meaning for each feature, 

especially when initialising to arbitrary fixed values or when defining minimum values for 

parameter re-estimation. In all the experiments described in this thesis, the individual acoustic 

features were therefore scaled to have approximately the same total per-state variance across 

the complete training data set. The scaling was performed with the aim of equalising average 

variance per state rather than total variance over all data frames as, for the average amplitude 

feature in particular, the total variance could be much greater than the variance associated with 

any one phonetic event.

For each feature, a scale factor was determined from the feature’s standard deviation over all 

data frames, after taking into account an estimate of its mean value for the relevant phonetic 

event. Some appropriate labelling of the training database was therefore required, and was 

provided by an HMM state labelling, obtained from a Viterbi alignment procedure using 

monophone models trained without the scale factors. A different set of scale factors was 

derived for each set of training data, but the same values were used for all experiments based 

on any one training set. It should be emphasised that, although a set of models was used to 

identify phonetic events and hence to derive the scale factors, the factors themselves are simply 

multiplying constants which are applied in the same way to every data frame in both training 

and recognition. Because of the purpose for which they are used, the precise values of these 

scale factors are in any case not at all critical.
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7.6. Procedure for connected-recognition experiments

7.6.1 Recognition algorithm

For any one set of phone models, connected-word recognition was performed using the Viterbi 

algorithm (either frame- or segment-based), with the model sequence for each word being 

specified by the relevant transcription dictionary. When testing recognition with vocabulary- 

independent triphones, the small proportion of digit triphones which had not occurred in the 

training data were each replaced by the relevant updated monophone covering other contexts.

It should be noted that, for many conditions, the results were improved by the use of a word 

transition penalty to control the word-level segmentation. Although the precise value of 

penalty was not critical, it was found that the performance was noticeably worse if the penalty 

was a long way from the optimum value. The best value was dependent on the type of training 

data used and, to a lesser extent, on the type of models. For the purposes of performing 

experimental comparisons, the digit recognition results will always be quoted with the best 

word transition penalty found for each condition.

7.6.2 Scoring algorithm

The word-level recogniser output was scored in the usual way, by applying a dynamic 

programming match to align the true and recognised word sequences. Recognition 

performance can then be expressed in terms of the percentage of words correctly recognised, 

and also as a word error rate, thus:

Substitu tions  +  D ele tion s  +  InsertionsP ercen t E rrors =  100
N um ber o f  w o rd s  in true sequence

7.7. Training and recognition for standard HMMs

The Standard HMMs provide a foundation level of recognition performance for comparison 

with segmental HMMs, and are also useful as a basis for initialising the segmental HMMs 

prior to re-estimation. Initialisation of segmental HMMs is discussed in later chapters, but the 

current section explains two different approaches which were adopted for the standard HMMs.
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7.7.1 Baseline experiments

Training procedure

The mean and variance parameters of the single-Gaussian standard HMM monophones were 

initialised from a uniform phone-level segmentation of each training utterance (based on the 

pronounciation dictionary together with phrase-level annotation of the data), and were then 

trained with several iterations of Baum-Welch re-estimation. After five training iterations, the 

probability for the training set indicated that the model parameters were approaching their 

locally-optimum values. These “trained” monophone models were used as a starting point to 

initialise different sets of more sophisticated models, whose performance could then be 

compared with that of models obtained by simply performing more training iterations with the 

standard HMM monophones. Segmental-HMM monophones were initialised in this way, 

using a variety of different strategies which are evaluated in later chapters. Standard-HMM 

triphone models were also initialised from the trained monophones, and five further iterations 

of re-estimation were then performed.

Recognition performance

As expected, the recognition performance was better for vocabulary-dependent than for 

vocabulary-independent training, and better for triphone than for monophone models (see 

Table 7.1). The overall level of performance is quite low for a digit recognition task, which is 

probably caused by a variety of different factors. These include the simple nature of the 

acoustic features, the use of single-Gaussian pdfs, the poor between-word context coverage in 

the digit training data, and the fact that the model set had not been optimised for vocabulary- 

independent modelling. The next section considers other possible problems, which are 

particularly important from the viewpoint of appropriate acoustic-phonetic modelling.

training condition % Correct % Subs. %Del. % Ins. % Errors
Sentence monophones 86.2 11.6 2.2 3.2 17.0

data triphones 86.8 10.8 2.4 2.7 16.0
Digit monophones 88.3 10.0 1.8 4.8 16.5
data triphones 91.6 6.9 1.5 4.4 12.8

Table 7.1 : C o n n ec ted -d ig it recogn ition  resu lts  f o r  s ta n d a rd  H M M s, using vo cabu lary-in depen den t 
(sentence) a n d  vo ca b u la ry-d ep en d en t (d ig it) tra in ing  with con tex t-in depen den t (m onophone) an d

con tex t-depen den t (triphone) m odels.



Framework fo r  digit-modelling experiments 115

7.7.2 Improved acoustic-phonetic modelling

The initial experiments with segmental HMMs (described in Chapter 8) were based on the 

experimental framework described above, which uses a typical approach for standard-HMM 

training. However, in addition to the rather poor performance of the baseline sets of standard 

HMMs, the outputs of Viterbi alignments of the trained models to the training data revealed 

that the between-state boundaries were often in different positions from those which seemed 

appropriate on acoustic-phonetic grounds. This characteristic is undesirable from a segment- 

modelling viewpoint, as it was intended that the HMM states would correspond to meaningful 

sub-phone segments. Therefore, as a basis for further studying and developing the segmental- 

HMM approach (as described in Chapters 9, 10, 11 and 12), a new training procedure was 

devised for the standard HMMs. These experiments concentrated on the simplest approach of 

using monophone models trained on digit data.

Training procedure

In an attempt to enable the trained standard HMMs to correspond more closely with 

identifiable acoustic-phonetic events, two modifications were made to their training procedure:

1. A small quantity of training data (three four-digit strings from each of two speakers, 

chosen to provide at least one example of each digit for each speaker) was hand-annotated 

at the state level and used to set the model means. All model variances were initialised to 

the same arbitrary value. The model means and variances were then trained with five 

iterations of Baum-Welch re-estimation in the same way as for the baseline experiments.

2. The transcription of non-speech events in the training data was improved by an automatic 

procedure in which previously-trained models were used to perform “forced recognition”. 

This procedure involved a recognition experiment for each training utterance, using a 

syntax which constrained the allowed sequence of words to be the known transcription but 

which allowed one or more non-speech models to be inserted optionally at any boundary 

between two words. Any between-word pauses were therefore labelled. The phrase-level 

output of the recogniser was then used to provide the utterance transcriptions for training a 

new set of models, using the same re-estimation procedure as before. Three iterations of 

this procedure were performed, after which the derived transcription had only changed 

slightly from that obtained after two iterations. These phrase-level transcriptions were 

used as the basis for all ftiture digit-modelling experiments.
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Recognition performance

As can be seen from Table 7.2, the word error-rate was reduced from 16.5% to 12.3% by 

changing the model-initialisation procedure to use a small amount of hand-labelled data. 

Improving the labelling of non-speech events in the training data lead to a further reduction in 

the error rate to 8.7%, with a significant part of this benefit being due to fewer word-insertion 

errors. Thus, although the main aim of the changes to the standard-HMM training procedure 

was to make the model states more meaningful in phonetic terms, an additional consequence 

has been a reduction of nearly 50% in the word error-rate. These models provided the starting 

point for the later segmental-HMM experiments on modelling sub-phone segments (described 

in Chapters 9, 10, 11 and 12).

training condition % Correct % Subs. %Del. % Ins. % Errors
baseline 88.3 10.0 1.8 4.8 16.5

initialise from hand-labelled data 90.8 8.1 1.1 3.4 12.3
improved non-speech labelling 92.3 6.2 1.5 0.9 8.6

Table 7.2: C o n n ec ted -d ig it recogn ition  resu lts  f o r  d ig it- tra in ed  sta n d a rd  H M M  m on oph on es with  
d ifferen t in itia lisa tion  an d  tra in ing  conditions.
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Chapter 8

Static GSHMMs of observation sequences

8.1. Introduction

The aim of the initial static-GSHMM experiments described in this chapter was to assess the 

general approach and associated training and recognition algorithms in a simple situation 

which represented only a small deviation away from a typical conventional-HMM framework'. 

At this early stage, the GSHMMs were minimally different from standard HMMs, with the 

self-loop transitions retained to allow the models freedom to represent each phone by as many 

‘segments’ as required for the best match. In this framework, ‘segments’ were used to 

represent sequences of similar frames, and the number of segments in any one occurrence of a 

phone was determined by the degree of frame-to-frame variability in that data. The only 

constraints were in the form of the maximum segment duration and also a minimum number of 

segments imposed by the number of states in a model. As discussed in Section 6.3.1, these 

segmental models can be regarded as providing a logical extension of VFR analysis by 

incorporating a model of variable-length frame sequences within the HMM itself. Experiments 

were carried out to compare the performance of this type of static GSHMM with that of a 

comparable standard HMM, for the digit-recognition task with the different model inventories 

and training sets which were introduced in Chapter 7. These first segmental-HMM 

experiments used the baseline experimental framework described in Section 7.7.1. In order to 

assess the potential of the approach for modelling observation sequences, the static-GSHMM

' These initial static-GSHMM investigations have been published in Holmes and Russell (1994, 1995a). The 
experiments reported here are essentially repeats of the earlier experiments, with some minor differences in 
the experimental framework to be directly comparable with later studies. The main differences between the 
experiments reported here and the previously-published experiements is that all transition probabilities are 
now fixed to be equal, and that the features are now being scaled to equalise average per-state variance.
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results were also compared with recognition results for standard H M M s incoporating VFR  

analysis. Further comparisons were performed with two-com ponent-m ixture standard H M M s, 

which have an increased number o f  parameters but do not address the modelling limitations 

that the segmental approach is intended to overcome.

8.2. Segmental-HMM training procedure

For each experimental condition, a set o f  segmental HM M s was initialised directly from the 

appropriate set o f  trained conventional HM Ms: the initial values for the means and extra

segment variances were taken from the HM M  means and variances and all intra-segment 

variances were initialized to the same small value. The initial value for the mtra-segment 

variance was intentionally set to be small, so that the models initially only allowed sequences 

o f  veiy; similar observations to be grouped together and during training they gradually acquired 

'segm ental’ characteristics. It was found experimentally that a suitable initial estimate for the 

intra-segment variance was a value in the region o f  0 .5 -1 .0  (in the appropriate dB-related 

units). After some initial experimentation, the maximum segment duration w as set to five 

frames for all the G SH M M  experiments described in this section, as this value was found to be 

sufficient to allow  a generally-appropriate degree o f  segment modelling without unnecessaiy  

computational burden.
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Figure 8.1: Log p ro bab ility  o f  the d ig it training se t as a function  o f  iteration number fo r  sim ple sta tic  
GSHMM s com pared  with single-G aussian and tw o-com ponent mixture conventional HMMs, using 
monophone models. The training fo r  the mixture HM M s and the GSHMMs is shown as starting at 
iteration number 6, as these m odels were in itia lised  from  single-G aussian HM M s after 5 iterations.
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For the vocabulary-dependent training condition with different model sets, Figure 8.1 shows a 

plot of log probability of the training set as a function of training iteration number. It can be 

seen that the segmental-HMM training algorithm appears to operate correctly: the probability 

of the training set increases monotonically as a function of iteration number and converges 

after between five and ten iterations. This suggests that, during any one iteration of parameter 

re-estimation, replacing the re-estimated parameters on the right-hand side of the re-estimation 

formulae with the corresponding parameters from the previous iteration does not cause 

problems with model convergence. It is encouraging that the optimised probability of the 

training set is considerably greater for segmental than for conventional HMMs, even when 

using two mixture components in the conventional HMMs.

8.3. Trained-model characteristics

The training-set probabilities (Figure 8.1) suggested that the segmental HMMs were 

adequately trained after five iterations of re-estimation, and these models were used for studies 

of model characteristics and recognition performance. The extra-segment means and variances 

of the trained GSHMMs were quite similar to the means and variances of the corresponding 

standard HMMs, and the trained-GSHMM intra-segment variances were generally much 

smaller than the extra-segment variances. There were however two different types of state, 

distinguished by the nature of the intra-segment variance: for some states, the variances were at 

plausible values for representing a small amount of variability that was different for each 

feature, whereas for other states all intra-segment variances were at the minimum allowed in 

the re-estimation process. It was therefore important to set this minimum to a reasonable value 

for representing a very small degree of variability, and it was found experimentally that a 

minimum value of 0.08 was appropriate.

When the intra-segment variance is at its minimum value, the effect is to allow almost no 

frame-to-frame variability within a segment. This characteristic was reflected in the behaviour 

of the model states, which was studied by applying a segmental-HMM Viterbi alignment 

procedure of the models with the training data. For the states for which all intra-segment 

variances were at the minimum, all of the ‘segments’ were only one frame long, whereas for 

the other states there were a range of durations between one and five frames. This finding 

suggests that, at least for the mel-cepstrum features used here, successive frames are more 

similar for some sounds than for others. It is interesting that none of the stop or fricative states
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showed segmental behaviour by grouping similar frames, whereas nearly half of the vowel and 

sonorant states gave some longer state occupancies.

8.4. Recognition resuits

8.4.1 Comparison with baseline standard HMMs

Table 8.1 shows percentage word error rates for the static GSHMMs compared with the 

standard HMMs, using the different training conditions. It should be pointed out that the 

overall level of performance is quite low, as these experiments were based on the original sets 

of standard HMMs (described in Section 7.7.1), before the later improvements to the standard- 

HMM training. However, the important comparison is between the relative performance of the 

HMMs and the GSHMMs. For all conditions except the vocabulary-independent monophone 

training, the GSHMMs outperformed the standard HMMs. For conditions which gave 

recognition performance improvements by introducing the segmental structure, these 

advantages were not simply a result of further training the standard-HMM parameters: for the 

digit-trained monophone HMMs, carrying out five further training iterations only slightly 

improved the word error rate from 16.5% to 15.4%, and the performance of both sets of 

triphone HMMs did not improve with further training.

training condition % Correct % Subs. % Del. % Ins. % Errors

Sentence
data

mono
phones

HMM 86.2 11.6 2.2 3.2 17.0
GSHMM 81.7 15.8 2.5 1.7 20.0

tri
phones

HMM 86.8 10.8 2.4 2.7 16.0
GSHMM 89.3 9.0 1.7 2.4 13.1

Digit
data

mono
phones

HMM 88.3 10.0 1.8 4.8 16.5
GSHMM 88.4 8.2 3.4 1.3 12.9

tri
phones

HMM 91.6 6.9 1.5 4.4 12.8
GSHMM 89.7 6.8 3.5 1.2 11.4

Table 8 .1: C o n n ec ted -d ig it recogn ition  resu lts  under d ifferen t tra in ing  conditions, f o r  sim ple  se lf
lo o p  s ta tic  G SH M M s co m p a red  with s ta n d a rd  HM M s.

8.4.2 Comparison with improved standard HMMs

HMMs with VFR analysis

The performance of these GSHMMs was compared with that of standard HMMs using VFR 

analysis, in order to assess the relative merits of modelling variability in sequences of similar
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observations against preprocessing the data to combine such observations into a single 

observation. For the conventional VFR analysis, a limit of four was imposed on the number of 

frames which could be removed, to correspond with the maximum segment duration in the 

segmental models. Experiments were performed with a range of VFR thresholds, and results 

are quoted for the threshold which gave the best recognition performance.

Comparing the results included in Table 8.2 with those in Table 8.1, it is evident that the VFR 

analysis improved the performance of the standard HMMs for all training conditions. For all 

conditions except the vocabulary-independent monophone training, the static GSHMMs gave 

similar performance to the standard HMMs with VFR analysis; the GSHMMs performed a 

little better for the vocabulary-independent triphones and for the vocabulary-dependent 

monophones, but the VFR analysis was slightly better for the vocabulary-dependent triphones.

training condition % Correct % Subs. % Del. % Ins. % Errors

Sentence
data

mono
phones

VFR HMM 87.5 9.9 2.6 2.3 14.8
2-mix HMM 87.8 10.6 1.5 3.6 15.7

tri
phones

VFR HMM 88.3 9.4 2.3 2.0 13.7
2-mix HMM 88.9 8.9 2.2 1.5 12.6

Digit
data

mono
phones

VFR HMM 87.9 9.0 3.1 1.6 13.7
2-mix HMM 90.0 7.7 2.3 2.0 12.0

tri
phones

VFR HMM 91.2 6.2 2.6 1.9 10.7
2-mix HMM 91.8 6.8 1.4 0.9 9.1

Table 8 .2: C o n n ec ted -d ig it recogn ition  resu lts  f o r  tw o se ts  o f  im p ro ved  sta n d a rd  H M M s: one s e t  
in corpora tin g  VFR analysis, a n d  the o th er  using a  seco n d  m ixture com pon en t

Two-component mixture HMMs

The static GSHMMs have more parameters than the equivalent standard HMMs, so it was 

also considered important to compare the performance of the segmental models with that of 

models which use an increased number of parameters without deviating from the conventional 

model structure. Comparisons were therefore carried out with two-component mixture 

standard HMMs. For each training condition, the standard-HMM mixture models were 

initialized from the trained single-Gaussian models using the conventional approach of splitting 

the single component into two components with equal weight and perturbing the means 

slightly. Five further iterations of Baum-Welch re-estimation were performed.
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As is evident from Table 8.2, adding a second mixture component consistently improved the 

performance of the standard HMMs relative to their baseline performance. The performance is 

generally only slightly better than that achieved with the single-Gaussian segmental HMMs.

8.5. Discussion

8.5.1 Effect of model sophistication on GSHMM performance

The GSHMMs performed better than the single-Gaussian conventional HMMs for both sets of 

triphones and for the digit-trained monophones. With digit training, even the “monophone” 

models would have been trained in only the appropriate contexts and the “triphone” models 

would in fact be word-dependent. In contrast, the vocabulary-independent monophone models 

represent a wide variety of different contexts within a single model. It therefore appears that 

modelling sequences of similar observations with a static GSHMM offers advantages when the 

acoustic representations in the models are reasonably accurate and therefore when the 

independence assumption is a major limiting factor. The likely explanation is in the 

discrimination power of the extra-segment distributions: in the case of the vocabulary- 

independent models, the extra-segment variances were much larger for the monophones than 

for the triphones, but the intra-segment variances were similar for the two model sets. This 

difference between the relative variances of the two types of distribution affects the balance 

between the extra-segmental and the intra-segmental probabilities, which is critical for correct 

behaviour of the model in recognition. The results obtained with the different model sets 

suggest that, for this segmental approach to be successful, it is important to have a reasonably 

accurate model of between-segment variability.

8.5.2 Comparing GSHMMs with conventional VFR

For the instances where the segmental HMMs gave better performance than the conventional 

HMMs, this advantage was greater than that obtained from applying VFR analysis to the 

HMMs for two out of the three training conditions. This finding implies that, provided a 

useful model can be obtained, it can be better to actually model the relationship between 

observations within a segment than to simply condense them into one observation. However, it 

is easier to control the extent to which the models are allowed to combine observations by 

using the threshold parameter in conventional VFR analysis than with the GSHMM, for which
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the initial estimate for the intra-segment variance and its minimum value are both important 

factors. It is interesting that the vocabulary-independent monophones showed some 

performance improvements with VFR analysis but not with GSHMMs. It therefore appears 

that the simple VFR approach of discarding observations, which does not rely on balancing 

different types of probabilities, can be beneficial with a lower-quality system than is required 

for the segmental modelling to be successful.

8.5.3 Comparing GSHMMs with two-component-mixture HMMs

It is not surprising that the use of an additional mixture component has improved the 

performance of the conventional HMMs, as the models then have an increased number of 

parameters to describe the distributions more accurately than is possible with single-Gaussian 

models. The second mixture component provides a different type of modelling improvement 

from that offered by segmental models: additional parameters are used to improve the 

approximation of each state distribution rather than to constrain the underlying model 

according to the nature of speech variability. In some respects the mixture HMM therefore 

allows better modelling of between-state variability than is possible with a single-Gaussian 

extra-segment distribution, especially when taking into consideration the limitations (discussed 

in Chapter 7) of the transcription of non-speech events in the training data. It should also be 

noted that the two-component-mixture models use more parameters per state (two sets of 

means and two sets of variances) than the GSHMMs (one set of means and two sets of 

variances). In view of these aspects of the mixture approach, it is encouraging that the 

GSHMMs use fewer parameters but provide a similar level of performance (except in the case 

of vocabulary-independent monophones, for which the GSHMMs performed very poorly).

8.6. Conclusions

These initial experiments have demonstrated improvements in recognition performance by 

introducing a simple form of static segmental HMM for modelling sequences of similar 

observations. It is however important that the modelling is sufficiently accurate for the 

independence assumption to be a major limitation on performance: if there are other 

fundamental restrictions on modelling capabilities (such as attempting to represent a wide 

range of contexts within a single vocabulary-independent monophone model), these have an 

overriding influence and it is not possible to derive a useful static segmental model.
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Having demonstrated the potential of the segmental-HMM approach for modelling observation 

sequences, a logical progression was to move to a more typical segmental approach, which 

should gain more benefit from the segmental framework by explicitly representing phones as 

small numbers of sub-phone segments. The segmental approach provides the potential to 

develop phonetically-motivated models, with each phone represented by the minimum number 

of segments needed to describe typical trajectories combined with appropriate segment duration 

distributions and allowed duration ranges. An important first step towards this overall aim 

was to represent each phone with a fixed number of three segments, which allowed a direct 

comparison to be made with the three-state-per-phone standard HMMs. This approach has 

been adopted in all further experimental work described in this thesis.

The initial investigations into sub-phone modelling were performed using three-segment phone 

models applied to the digit recognition task, and are described in the following four chapters. 

All these experiments started from the improved set of baseline standard HMMs (described in 

Section 7.7.2), and used vocabulary-dependent monophone models. This condition was chosen 

in order to minimize the computational requirements for segmental training, while providing a 

task for which only limited contextual variation needs to be accommodated within a single 

model unit, such that the extra-segment distributions should have reasonable discrimination 

power.
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Chapter 9

Analyses of speech data

9.1. Introduction

This chapter describes experiments analysing natural speech data in order to investigate how 

well the data fits the modelling assumptions of the segmental HMM, independently from the 

parameters of any one set of trained segmental models \  In the GSHMM approach described 

in Chapter 6 , four important assumptions are made about the characteristics of acoustic 

feature vectors representing speech data, thus;

1. It is assumed that a parametric trajectory is a good approximation to the underlying trend 

shown by a sequence of feature vectors representing one segment example. For the static 

model, this trajectory is simply a constant feature vector, and for the linear model it is a 

vector that changes linearly with time.

2. The extra-segmental variability of each of the optimal trajectory parameters (the target 

vector for the static model, and the mid-point and slope vectors for the linear model) is 

assumed to be Gaussian across all examples of a segment.

3. The intra-segmental variability of all observations in all examples of a segment is assumed 

to be Gaussian when computed around the relevant optimal trajectory for each segment.

k
4. It is assumed that neither the extra-segment nor the intra-segment variance depend on 

segment duration, and therefore that a single model can describe all variable-duration 

examples of a segment.

* The analyses presented here are based on those published in Holmes (1996).
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The corresponding assumption in a conventional HMM (using single Gaussian distributions) is 

that the variability of all observations in all examples of a segment is Gaussian.

Experiments have been carried out to investigate the validity of these GSHMM assumptions, in 

comparison with the standard-HMM modelling assumption. Studies were made both of the 

pattern of feature vectors over the duration of a segment and of the variability across different 

segments. In order to study a GSHMM-type representation of the data, it was necessary to 

make an estimate of the optimal trajectory. A reasonable approximation to the optimal 

trajectory was obtained by computing the best fit to the data which, as explained in Chapter 6 , 

should be quite close to the “optimal” value which takes into account the model for the 

segment. The approximation will be closest for data which is accurately represented by a 

particular model, when the expected value as predicted by the model will be very close to the 

best fit to the data (and hence also to the optimal value).

9.2. General method

In order to estimate feature-vector trajectories, it was necessary to define segment boundaries 

by labelling the data at the segment level. An appropriate labelling was obtained by using the 

trained three-state-per-phone standard HMMs to perform Viterbi alignment for the entire digit 

training database, in order to associate each speech frame (represented by an acoustic feature 

vector) with a single model state. This process effectively extracts segments from the data, and 

distributions of the durations of the segments were plotted (see Section 9.3). For all segments 

identified in the alignment, a model representation of the acoustic features was derived for the 

modelling assumptions of both the static and linear segmental HMM and, for comparison, the 

conventional HMM. For the conventional HMM, all frames corresponding to a particular 

state are treated identically, so the model representation is simply the average of all these 

frames and is therefore the same for all segments corresponding to any one state. In the case of 

the segmental models, an optimal trajectory vector was estimated for each individual example 

as the average of the observed feature vectors for the static model and as the best-fitting 

straight line parameters for the linear model. It was then possible both to study the trajectory 

approximations (Section 9.4) and to analyse the associated variability (Section 9.5).
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9.3. Duration distributions

9.3.1 Method

For each sub-phone speech segment, a count was made of the number of examples with each 

possible duration from one frame up to the maximum which was observed. The resulting 

histograms showing number of occurrences against duration were then plotted. In addition to 

providing interesting insights into typical HMM state occupancies, these histograms were 

useful to assist in interpreting the acoustic analyses described in the following sections.

9.3.2 Results and discussion

Figure 9.1 shows representative plots of duration distributions for all three states of each of 

four phones. The most striking characteristic of these distributions is the high proportion of 

single-frame segments. From the individual file alignments (see Figure 9.2 for an example), it 

was evident that this characteristic reflects a tendency of the most likely HMM state alignment 

path to use just one of the three available states to represent most frames within a phone, with 

the other states being occupied for the minimum duration of one frame. The implication is that 

in some cases the different HMM states in the sequence representing a phone are in fact being 

used to model the different acoustic properties of different examples of that phone, rather than 

the pattern of change over the duration of any one example. This is not surprising as the extent 

of change during any one example of a segment may often be less than the difference between 

different examples. From the viewpoint of developing a phonetically-meaningful modelling 

approach, the characteristic of using different sequential states to represent alternatives is 

undesirable, and suggests that the model structure could be improved. However, simple three- 

state-per-phone models are so popular and successful when used with HMMs that they were 

still considered to provide a good starting point for investigating segmental modelling.

Another interesting observation from the duration distributions is that some of the segment 

durations are unrealistically long, even allowing for the fact that some are representing almost 

a complete phone in a single ‘segment’. These unrealistic durations were only seen for phones 

occurring at the ends of words (for example, /t/ and h f), and not for those (such as / a / )  which 

only occurred in the middle of a word. This property reflects the ability of HMMs to show 

repeated self-loop transitions in a state if the end of a word model provides a closer match to
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the data than a silence or noise model, even after the utterance articulation has actually 

finished.
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rea d a b le  ph o n e tic  a lp h a b e t (d escrib ed  in G ibbon, M o o re  a n d  Winski (Eds.) (1997), f o r  exam ple).

The characteristics of the HMM duration distributions are relevant when considering an 

appropriate range for allowed segment durations in a corresponding set of segmental HMMs. 

For practical reasons, it is necessary to impose some plausible upper limit on segment 

duration, which will effectively disallow some of the extremely long durations seen with the 

conventional HMMs. The range of segment durations should therefore be more plausible, but 

there may also be problems for instances where the characteristics of observed speech frames 

are not compatible with a “sensible” segmentation.
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9.4. Trajectory fits to speech data

9.4.1 Method

The aim o f  the experiments described in this section was to obtain an indication o f  the ability 

o f  static and linear trajector\ models to describe typical observed feature vector sequences 

within segments. The studies were therefore based on a small subset o f  the data, using a few  

exam ples o f  each digit. For each o f  the eight mel-cepstrum features and for the average 

amplitude feature, the frame-by-frame observed values were plotted superimposed on the 

calculated model values and time-aligned with the segment labels and filterbank output. The 

approximations were compared for the three t \p e s  o f  model.
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Figure 9.2a: Fram e-by-fram e values (solid  lines) superim posed  on ca lcu la ted  m odel values (dotted  
lines) accord ing  to stan dard  H M M  m odelling assumptions. The tracks represen t the low est eight 
m el-cepstrum  fea tu res and average am plitude fea tu re  fo r  a  d ig it sequence ‘‘zero  th ree”, tim e-aligned  
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9.4.2 Results and discussion

Some example plots for the three model types are shown in Figure 9.2. It can be seen that the 

conventional HMM approach (Figure 9.2a) follows the general characteristics of each speech 

sound, but that an average over all frames of all examples is often quite a poor match for any 

one particular frame. By incorporating static segmental modelling assumptions (Figure 9.2b), 

individual examples are matched more closely. When the linear model is applied (Figure 9.2c), 

the model generally follows the pattern of change of the observed feature vectors very well. 

For the overall energy feature and for the lower-order cepstral features, the match to the ffame- 

by-ffame observed values is remarkably close. The higher-order cepstral features (from 

around the sixth upwards) tend to change less smoothly and there is therefore some loss of 

detail in the linear approximation.

Overall, it can be concluded from the trajectory plots that, not surprisingly, a dynamic model is 

necessary to follow the time-evolving nature of acoustic features. It appears that, for models 

with three segments per phone using mel-cepstrum features, a linear model should be adequate 

to capture the characteristics of these changes, especially as any additional variation around 

the linear trajectory will be modelled by the intra-segment variance. The adequacy of a linear 

model is supported by Gish and Ng (1993), who found that a linear trajectory was sufficient 

for most sounds, even when only using one segment per phone. On the other hand, Deng, 

Aksmanovic, Sun and Wu (1994) have argued for the use of higher-order polynomials, at least 

for some speech sounds, although their linear models used no more than two states per phone. 

A higher-order polynomial should allow less states to be used to represent each phone and 

hence make greater use of the segmental-model constraints, but the current studies suggest that 

a linear model makes a good starting point.

9.5. Distributions describing segmental variability

9.5.1 Method for computing distributions

Based on the segmentation of the entire training corpus, distributions of the speech feature 

vectors were estimated for each model state. Standard-HMM distributions were calculated, as 

well as extra-segmental and intra-segmental distributions for both types of segmental model. 

To derive a distribution for any one feature, the range of possible values for that feature was
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divided into a fixed number of 50 sub-ranges or “bins”, and the number of occurrences falling 

within each bin was counted. In order to make direct comparisons of variability, the standard- 

HMM distributions, the extra-segmental distributions for targets/mid-points and the intra- 

segmental distributions were all plotted using the same bin sizes. The bin size for a given 

feature was chosen to be appropriate to cover most of the range of values for the feature. The 

values used for the intra- and extra-segmental plots shown here are a compromise between the 

larger range needed to include all the different extra-segment distributions and the smaller 

range required for showing the shape of the intra-segment distributions. The trajectory slopes 

have a different range of possible values and so the grouping was different for these 

distributions. When plotting a distribution, the default was to scale the y-axis such that the 

peak of the distribution was near the top of the graph area. However, in any cases for which 

distributions were plotted with the intention of making direct comparisons between different 

plots (for example between model states or between segment durations), all distributions to be 

compared were plotted with the same scale for the y-axis. For all distributions, the Gaussian 

assumption was evaluated by comparing the observed distribution with the corresponding best 

Gaussian fit.

For the standard HMM, distributions were simply accumulated over all frames in all examples 

of a segment. For the GSHMMs, both extra- and intra-segmental distributions were computed 

with reference to the trajectory fits for the observed segments. For each state it was then 

possible to calculate distributions of trajectory parameters; segment averages (“targets”) for 

the static model, and mid-points and slopes for the linear model. The distributions of the mid

points are obviously the same as those of the static model targets. Single-frame segments did 

not contribute to the slope distributions, which is in accordance with the linear GSHMM 

probability calculations (see Section 6.3.2). For both static and linear models, the distributions 

of differences between individual trajectories and the observed feature values for each example 

of each segment were also calculated, to show intra-segmental variability. In order to 

investigate the effect of segment duration on the observed distributions for the segmental 

models, distributions were studied for specific segment durations as well as for all examples of 

a segment combined irrespective of duration.
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9.5.2 Results and discussion

General observations of phone-dependent characteristics

The means of the distributions of the observed features were generally quite distinct for the 

different phones, although the extent of the variability is such that there is inevitably 

considerable overlap between the different distributions. Figure 9.3 shows a few examples for 

the first two cepstral coefficients. For the monophthong / a / ,  there are only quite small 

differences between distributions for the three states. The situation is similar for the fricative 

/f/, although the distributions for the last state show considerably greater variability than for

the other two states, presumably because the representation includes quite different contexts 

(“four” and “five”). Another characteristic of the distributions for /f/ is that the majority of the

total number of frames are represented by the middle state. The stop consonant /t/ shows

substantial variability, both in each individual distribution and across the three states.

Effect of separating two types of variability

Figure 9.4 shows typical distributions for the two types of segmental model, representing 

variability of the first two cepstral coefficients for the middle state of / a /  and for the final state 

of /t/. By comparing the segmental models with the conventional HMM (Figure 9.3), it can be 

seen that the extra-segmental variability of the targets or mid-points across different segments 

is of a similar magnitude to the total variance as represented by the FIMM. The intra-segment 

variance is however considerably less than the total variance, and so a GSHMM will provide a 

greater constraint on the extent of within-segment ffame-to-ffame variability than is possible 

with a conventional HMM representing all variability within a single distribution. Comparing 

the linear model with the static form demonstrates the benefits of incorporating dynamics, as 

the intra-segmental variability is considerably smaller and hence the effect of the independence 

assumption will be further reduced.

Extra-segmental variability

Targets/mid-points: In most cases, the extra-segmental distributions of the targets/mid

points were strikingly well-modelled by single Gaussians (see Figure 9.4a for typical 

examples). There were a few for which the single Gaussian was not very accurate, such as the 

third segment of /t/ (Figure 9.4b), but overall it appears that the assumptions of the extra-
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segmental model for the targets/mid-points are quite good for these data. The sounds for 

which the single Gaussian appeared to be less appropriate are those such as /t/ which occurs in 

two quite different contexts in the digit data. There will also be considerable variation between 

different examples for the /t/ in “eight”, depending on the following sound.
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Example target/mid-point distributions of the first cepstral coefficients representing the middle 

segment of / a /  are shown in Figure 9.5 for individual segment durations ranging from one to 

six frames. All these distributions show similar variance with the shapes of the distributions
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appearing generally appropriate for Gaussians, given the numbers of samples in the individual 

distributions. It therefore seems, at least for the digit data examined in these experiments, that 

it is a reasonable assumption that the extra-segmental variability of the optimal targets or mid

points of any one feature can be described by a single Gaussian, irrespective of segment 

duration.

70

60

50

40

30

20
10

0

d=2

20

-50 0 50

J
F igure 9.5: T arget/m id -po in t d is tribu tion s o f  the f i r s t  cep s tra l coeffic ien t f o r  the m idd le  s ta te  o f  ltd , 

p lo t te d  f o r  in d iv idu a l segm en t dura tion s o f  1 to 6  fram es.

Linear model slopes: Example extra-segmental distributions for the linear model slopes

(computed over all segment durations) are included in Figure 9.4. The single-Gaussian 

approximation for the slope distributions was generally not so good as for the mid-point 

distributions, although it was much worse for some segments (such as the last segment of /t/ 

shown in Figure 9.4b) than for others (such as the middle segment of / a /  shown in 

Figure 9.4a). For segments such as the /t/, problems appear to be caused by a small 

proportion of segments having a feature slope which is very far from the mean value. From 

Figure 9.6b, showing slope distributions for /t/ with each segment duration treated 

individually, it is evident that this problem is largely due to difficulties in reliably computing a 

representative slope for short segment durations. This difficulty did not occur for all segments 

(see for example the plots for the middle segment of / a / ,  shown in Figure 9.6a), and it seems 

that there are only serious problems for very short segments of three frames or less. This 

effect should be less when using the optimal trajectory rather than the best data fit, but is still 

likely to be a problem due to the bias of the optimal trajectory towards the data. It does
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therefore appear that special treatment may be required for very short segments, in order to 

obtain robust and general slope distributions as a basis for the model representations. As the 

cepstral parameters mostly change quite smoothly, one possibility is to compute the trajectories 

over a wider window which should give a more reliable estimate of underlying trends.

70 r  
60 -  

50 -  

40 - 

30 - 

20 - 
10 -
0 -  

25 -25

d=6 d=7

0-25 25

F igure 9 .6a: L in ear m odel slo p e  d is tribu tion s o f  the f i r s t  cep s tra l coeffic ien t f o r  the m idd le  s ta te  o f  
l/J , p lo t te d  fo r  in d iv idu a l segm en t du ra tion s o f  2 to 7 fram es.

F igure 9 .6b : L in ea r m odel slo p e  d is tribu tion s o f  the f i r s t  c ep s tra l coeffic ien t f o r  the la s t s ta te  o f  Hi, 

p lo t te d  f o r  in d iv idu a l segm en t du ra tion s o f  2 to 7 fram es.

Intra-segmental variability

The intra-segmental distributions also show some interesting patterns. There were some 

differences between different speech sounds, but typical examples for two model states are 

included in Figure 9.4 for both the static and linear models. It is evident that the observed
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feature values for a high proportion of the frames are very close to their mean, with higher and 

lower values being much less probable. The distributions are narrowest for the linear model, 

where the trajectories will generally fit the observations more closely than for the static model. 

The best single-Gaussian fits to the intra-segmental distributions are obviously not very good, 

as they will not give a high enough probability for close matches to the mean while also tending 

not to give sufficient penalty to deviations away from the mean. These distribution shapes 

suggest that there will be a problem with using a single-Gaussian model to represent intra- 

segmental variability. The problem is evidently worse for some sounds than others; in the 

examples shown in Figure 9.4, the final segment of /t/ is much worse than the middle segment 

of / a / . Another example, the last state of /n/, is shown in Figures 9.7 and 9.8 for the static and

linear models respectively. In these figures, distributions are included for a range of different 

cepstral coefficients and for the energy feature, and it is evident that a single-Gaussian 

approximation is very poor for all of the distributions.

Segment duration will obviously affect the calculated intra-segmental distributions, as a 

parametric trajectory fit can be expected to approximate the data less well as segment duration 

increases. The effect of segment duration on the observed intra-segmental variability can be 

seen by studying the distributions for each segment duration individually. Examples are shown 

in Figure 9.9 and Figure 9.10, for the static and linear segmental representations of the first 

cepstral coefficient representing the final segment of /n/, for which there are plenty of 

examples at each of the durations between three and eight frames. For a duration of one 

frame, and for two frames in the case of a linear representation, a trajectory can fit the data 

exactly and so distributions are not plotted for these conditions. There is some evidence, 

especially for the linear model, that the extent of the variability increases with segment 

duration, although for durations of four frames and longer the duration-dependent distributions 

are actually quite similar to each other. The single-Gaussian approximations to these 

individual distributions are much closer than for the combined distribution, but still show a 

tendency to underestimate the probability of very close fits to the trajectory. The really poor fit 

of the single Gaussian when taken over all durations for segments such as the /n/ example is 

largely explained by the single-frame segments, which form a high proportion of the total 

number of segments (refer to Figure 9.1). In fact, by plotting distributions for all segments 

except those of only one frame, the shapes were considerably nearer to Gaussian.
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The shapes of the intra-segmental distributions indicate that a single Gaussian does not provide 

a very accurate description of intra-segmental variability around the best-fit trajectories. One 

possible cause for the bad fit could be errors in the trajectory-model representations, but this 

does not appear to be a major problem as the Gaussian assumption is generally less accurate 

for the linear than for the static intra-segment distributions. The most likely explanation for 

the observed distribution shapes is the well-known problem of estimating a population mean 

and variance from a small sample of data. This issue can explain both the non-Gaussian 

nature of the observed distributions and the existence of a predominant peak at the mean, as 

discussed in the following paragraph.
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Each example of a segment can be regarded as providing a small sample of data from which it 

is possible to estimate the (intra-segment) variance around the best-fit trajectory. This 

estimated variance will vary from one example segment (sample) to another. In the intra- 

segment distributions plotted here, the different data samples (corresponding to different 

segment examples) have been combined into a single distribution. The observations in the 

different samples have effectively been normalised to have the same (sample) mean, as each 

segment’s observations were plotted relative to their own mean trajectory. However, because 

the observed variance can vary from one example segment to another, the combined 

distribution may not be accurately described by a single Gaussian (even if a Gaussian 

assumption is reasonable for the underlying process). The shapes of the plotted intra-segment 

distributions suggest that the variance estimated for any one segment example is biased 

towards small values, which can be explained as follows. The majority of the segments are 

quite short (most are considerably less than 1 0  frames long, with many being only one frame 

long), so estimates of the mean which are taken from the data will be biased towards those 

data. When this mean is then used as the basis for estimating the variance of the observations, 

there will be a tendency to underestimate the variance. The extent of this problem depends on 

the segment duration and is worse for the linear model, which has two parameters compared 

with the one parameter for the static model. The issue is particularly problematic when the 

distributions are calculated from the data only, but also applies to the optimal trajectory 

segmental model as the trajectory still depends on the data.

Ideally, the segmental HMM probability calculations should overcome or somehow take into 

account the duration-dependent bias in the measured variance of the observations in any one 

segment example. From a practical viewpoint however, some method of dealing with very 

close matches to the mean may be sufficient, as the Gaussian model does not seem 

unreasonable for the remainder of the distribution. The situation is particularly bad for the 

data and model set studied here, due to the high proportion of single-frame segments. The 

problem would evidently be less extreme with more realistic, longer, segment durations. It 

would however be desirable for the acoustic representation in the GSHMM to be capable of 

accurately describing variability, independently from the segment duration aspects.
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9.6. Conclusions

On the basis of subjective comparisons, a linear model has been found to provide quite a good 

approximation to typical trajectories of mel cepstrum features, especially for the lower order 

cepstral coefficients. A Gaussian assumption has been shown to be broadly appropriate for 

the extra-segment distributions of the targets or mid-points of the features. However, there 

appear to be some problems with very short segments when using a single-Gaussian 

representation for the distributions of the linear model slopes. There also appear to be 

difficulties with a Gaussian description of both the static and linear intra-segment distributions, 

when computed relative to the best-fitting trajectory for the data. These problems should be 

reduced by the use of the “optimal trajectory”, as the bias towards the observations which 

exists in the estimated distribution mean will be less due to influence from the model 

parameters. In order to investigate the characteristics of optimal-trajectory models and any 

relationship with recognition performance, training and recognition experiments were 

performed, first with static and then with linear models, and these are described in the 

following two chapters.
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Chapter 10

Static GSHMMs of sub-phone segments

10.1. Initial digit-recognition experiments

The aim of the experiments described in this chapter was to use the digit-recognition task to 

assess the performance of a static segmental model of sub-phone segments. To ensure that 

each phone could only be represented by three segments, the self-loop transitions (used in the 

experiments described in Chapter 8) were removed from the model structure. In addition to 

comparing recognition performance with that of the baseline standard-HMMs, comparisons 

were made with two types of models using a more limited segmental structure. Firstly, 

comparisons were made with simple static “self-loop” GSHMMs as used in the early 

recognition experiments described in Chapter 8, in order to evaluate the effect of using the 

segmental HMM with a fixed number of three segments per phone rather than simply to model 

sequences of similar frames. Secondly, comparisons were performed using the three-segment- 

per-phone model structure with the same duration constraints as for the new static GSHMMs, 

but with a conventional-HMM probability calculation. These models thus have the same 

structure as the hidden semi-Markov models investigated by Russell and Moore (1985), but 

with simply a duration constraint (and uniform duration distribution) rather than a trained 

duration model. For naming convenience, the duration-constrained HMMs studied here will be 

referred to as a form of hidden semi-Markov model (HSMM). By including the “HSMMs”, it 

was possible to evaluate effects due to distinguishing between intra- and extra-segment 

variability separately from segment-duration effects. It was considered important to include 

this comparison because, although the experiments were set up so that neither the segmental 

nor the standard HMMs distinguished between models on the basis of duration characteristics, 

there were still differences in their representations: the segmental models impose a maximum
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segment duration and were assigned a uniform duration distribution, whereas standard HMMs 

have an implicit geometric duration distribution and allow arbitrarily long segment durations.

10.1.1 Method

New GSHMM model structure

For the new type of segmental model, which will be referred to as a left-right GSHMM, a strict 

left-right topology was used with no self-loops so that the only allowed transition was from any 

given state onto the next state (a,y = 0  if y 9 ^ 7  + 1 ). The maximum segment duration was

increased from five to 10 frames, so imposing a maximum phone duration of 300 ms, which 

was considered adequate for most speech sounds in connected utterances. The self-loops were 

retained for the non-speech models, to provide a simple way of accommodating any long 

periods without speech.

The left-right model structure was also used for the HSMMs. As explained in Chapter 6 , 

HSMMs can be regarded as special cases of static GSHMMs in which all extra-segment 

variances are equal to zero so that all variability is modelled by the intra-segment variance. 

Both models include provision for a duration component, which has not been investigated here.

Segmental-HMM initialisation strategy

The three sets of segmental models were initialised as follows:

Self-loop GSHMMs: The self-loop GSHMMs were initialised directly from the

trained standard-HMM parameters, using the same procedure of setting the intra-segment 

variances to a fixed small value as was adopted in the earlier experiments (Section 8 .2 ). 

This strategy allows a small degree of variability within a segment, similar to the extent of 

variability which is successful for VFR analysis.

HSMMs: The HSMMs were also initialised directly from the trained

standard-HMM parameters, but for these models the intra-segment variances were copied 

from the standard-FlMM variances and the extra-segment variances were set to zero.

Left-right GSHMMs: In the case of the left-right GSHMMs, it was necessary to

initialise the intra-segment variances to values which were smaller than the total variability 

as represented by the HSMMs, but larger than the intra-segment variances for the self-loop 

GSHMMs so as to accommodate the greater variability associated with using a smaller
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number of segments per phone. Although the precise values are not critical, preliminary 

experiments showed that it was important to initialise the extra- and intra-segment 

variances to appropriate values for representing typical (phone-dependent) variability for 

each model state, to ensure sensible segmentation at the start of training. The importance 

of initialisation is not surprising, because the model relies on correctly balancing extra- 

and intra-segmental probabilities, and also because the re-estimation equations for the 

variances use previous values in place of re-estimated values on their right-hand sides. 

Therefore, rather than relying on making the correct arbitrary choice for the model 

initialisation, in these experiments an automatic procedure was used to initialise the model 

parameters directly from the complete set of training data as segmented by the trained 

standard HMMs. Extra-segment means and variances and intra-segment variances were 

all initialised using the procedure described in Chapter 9 for estimating data distributions.

Segmental-HMM training procedure

Several iterations of segmental-HMM re-estimation were applied and, as can be seen from 

Figure 10.1, the probability of the training set was observed to increase with each successive 

iteration and to be consistently highest for the left-right GSHMMs. The HSMMs, which 

incorporate the same duration constraints as the left-right GSHMMs but retain the 

conventional-HMM probability calculation, give a slightly higher probability than the basic 

standard HMMs. The optimised probabilities are however considerably higher when using the 

GSHMM probability calculation. The left-right GSHMMs have quickly converged to their 

locally-optimum parameter values, which is presumably due to the model initialisation 

procedure having ensured that the extra- and intra-segment variances started with 

approximately correct values. It therefore appears that the training procedure operates 

appropriately for the left-right segmental models as well as for the self-loop models.

10.1.2 Trained-model characteristics

As in the previous experiments, all the models were considered to have been adequately trained 

after five iterations of re-estimation. The intra-segment variances of the self-loop GSHMMs 

showed similar characteristics to those observed previously (see Section 8.3). For the left-right 

GSHMMs, which need to represent longer segments and therefore allow greater within- 

segment variability, the intra-segment variance was generally larger than for the self-loop 

models, but it was usually still considerably smaller than the extra-segment variance.
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Training fo r  the HSMMs and two sets o f  GSHMMs is shown starting from  iteration number 6, as 

these m odels were in itia lised  from  the HM M s after 5 training iterations.

10.1.3 Recognition results and discussion

The connected-digit recognition results are shown in Table 10.1 for the two t \p e s  o f  G SH M M  

compared with the standard H M M s and the H SM M s. Here, the different model sets have all 

been trained using the improved experimental framework described m Section 7 .7 .2 , and the 

performance o f  both the H M M s and the self-loop G SH M M s is therefore better than the 

corresponding performance figures presented in Table 8.1. A s with the initial experiments, the 

self-loop G SH M M s have shown some improvement over the standard HM M s. However, the 

recognition performance o f  the left-right G SH M M s was disastrous, with many more word 

substitution and deletion errors than the other model sets. These errors corresponded to a 

preference for representing frame sequences by a single long segment, rather than using 

multiple shorter segments. This poor performance did not appear to be a result o f  insufficient 

training, as performing a further five iterations o f  re-estimation only reduced the word error- 

rate for the left-right G SH M M s from 30.7%  to 29.8% . Furthermore, the problems were not 

due to the imposed segment duration structure, as the H SM M s with a maximum segment 

duration o f  10 frames gave a lower error rate than the conventional H M M s even when further 

training had been applied to the conventional H M M s. Thus, for the experimental task 

investigated here, there were considerable advantages in constraining the m aximum segment 

duration, which acts to prevent unrealistically long state occupancies for the speech model 

states. The problems with the left-right G SH M M s must therefore have been in the acoustic 

model descriptions. It was concluded that, at least for a cepstral representation, the current
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formulation of the static GSHMM is only successful when restricted to modelling short 

segments. Investigations into possible reasons are discussed in the next section.

Model set % Correct % Subs. %Del. % Ins. % Errors
HMM (5 training iterations) 92.3 6.2 1.5 0.9 8.6

Self-loop GSHMM 93.0 5.4 1.6 0.9 7.9
HMM (10 training iterations) 92.4 6.0 1.6 0.8 8.4

HSMM 94.1 5.2 0.7 0.7 6.6
Left-right GSHMM 69.4 20.4 10.2 0.1 30.7

Table 10.1: C o n n ec ted -d ig it recogn ition  resu lts  f o r  tw o se ts  o f  s ta tic  G SH M M s a n d  f o r  H SM M s 
com pared  with the o rig in a l s ta n d a rd  HM M s.

10.2. Trained-model representations of segmentai variability

10.2.1 introduction

The main cause of the recognition problems with the left-right static GSHMMs was evidently 

not in the ability of the trajectory models themselves to describe typical sequences of cepstral 

feature vectors: the analyses described in Section 9.4 demonstrated that, although a static 

approximation lost the detail of frame-by-ffame values, the general pattern from one sound to 

the next was clearly preserved to a greater extent than with a standard-HMM assumption. In 

addition, some investigations were carried out to verify that the problem with balancing the two 

types of probability could not be rectified by simple scale factors to adjust the relative 

magnitudes of the extra- and intra-segmental probabilities. The problem therefore appears to 

be in the model used to represent variability within and between segments, which caused 

problems with the balance between intra- and extra-segmental probabilities and which in turn 

led to a bias towards long-duration segments. As discussed in Chapter 9, the analyses of 

training-data variability indicated that a single-Gaussian was in many cases a poor approx

imation for describing total within-segment variability around individual segment means. 

Similar analyses could now be performed for trained sets of segmental HMMs. Distributions 

associated with optimal-target descriptions were studied for the two sets of static GSHMMs.

10.2.2 Method

The procedure was similar to the one outlined in Section 9.5.1, except that the Viterbi 

alignment was now performed using the appropriate set of trained GSHMMs and the 

availability of the models enabled the correct optimal target to be calculated for each identified
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segment. The extra- and intra-segment distributions were then estimated as before, and were 

compared directly with the distributions specified by the given segmental models. To help 

interpretation of the acoustic feature distributions, segment duration distributions were also 

plotted (using the same procedure as the one described in Section 9.3.1).

10.2.3 Results and discussion

Duration distributions

Some interesting observations can be made from the duration distributions for the left-right 

GSHMMs compared with those for the HSMMs (see Figure 10.2 for some typical examples). 

The pattern of state occupancies for the HSMMs is very similar to the one observed for the 

standard HMMs (see Figure 9.1), allowing for the limitation to a ten-frame maximum segment 

duration. The high proportion of single-frame segments is still evident, which proves that they 

are not a consequence of the standard-HMM implicit exponential duration model and supports 

the hypothesis suggested in Chapter 9 that these reflect the use of the different states as 

alternatives (given the minimum occupancy of one frame). In contrast, there are very few 

single-frame segments for the left-right GSHMMs. These models show considerable bias 

against short segment durations, even in the training situation where constraints are provided 

by the “known” phonetic transcription.
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In view of the GSHMM bias against short segment durations, a test was carried out to 

determine whether the problems could have been caused by initialising the models from the 

state-level standard-HMM segmentation of the training data, with its high proportion of single- 

frame segments. An alternative strategy was tried whereby the phone-level HMM 

segmentation was used for initialisation, with each phone divided into three equal-length 

“segments”. After five iterations of re-estimation using the same training procedure as before, 

both the HSMMs and GSHMMs gave slightly worse recognition performance than the 

corresponding performance with their original initialisations. Also, the duration distributions 

were similar to the ones shown in Figure 10.2, which suggests that the way in which phones 

were divided into segments for initialisation was not a critical factor in determining the model 

behaviour after training. It was therefore concluded that the model initialisation strategy was 

unlikely to be the cause of the poor recognition performance for the left-right GSHMMs,

Acoustic variability

For the HSMMs and for both sets of segmental models, the extra-segment distributions were 

similar to those previously-described in Chapter 9. In general, these distributions were thus 

well-represented by the single-Gaussian models and provided reasonable discrimination 

between different speech sounds. It therefore appears that the assumptions of the extra- 

segmental model are quite good for the data used in these experiments. In the case of the intra- 

segment distributions, there were some interesting differences between the two GSHMM sets, 

which are discussed below.
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Typical examples for the left-right models are shown in Figure 10.3, for the energy feature and 

the first five cepstral coefficients representing the final state of /n/. The single-Gaussian model 

description of these distributions is evidently not very accurate, as there is a tendency to 

underestimate the probability of very close matches to the mean while also tending (to a lesser 

extent) to overestimate the probability of deviations away from the mean. The shapes of the 

observed optimal-target intra-segment distributions are similar but less extreme versions of 

those obtained for the distributions around the data averages (see Figure 9.7), and can again be 

explained to a great extent by the difficulty of estimating the target and its associated variance 

for small data samples. The sharp peak at the distribution mean is less pronounced for the 

optimal-target models, which is to be expected from the much smaller number of single-frame 

segments combined with the effect of using the optimal target rather than the sample mean. 

The contribution of the model parameters to the optimal target reduces, but does not remove, 

the bias of the estimated target towards the observations.
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The fact that the left-right GSHMMs noticeably underestimate the probability of close matches 

to the mean (and therefore of short segments) can explain the preference for a smaller number 

of long segments over more shorter segments, which corresponds with the observed duration 

distributions and the pattern of deletion errors in the recognition experiments with these 

models. In the case of the self-loop models, the models were given freedom to determine the 

extent of variability allowed within a segment. These successful models only allowed a small 

amount of variability around the target and therefore gave rise to very narrow intra-segmental
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distributions that were well-approximated by (small-variance) single Gaussians (Figure 10.4). 

Overall, the results of these studies suggest that, for GSHMMs with optimal-target 

probabilities to perform appropriately in recognition, an important factor is accuracy in the 

representation of intra-segmental variability (around an optimal target). In order to 

accommodate such variability for a reasonable range of segment durations, it was therefore 

considered important to extend the model so that it was able to describe distributions of the 

shape shown in Figure 10.3.

10.3. Theory of intra-segment-mixture static GSHMMs

An obvious way to enable segmental HMMs to accommodate the intra-segmental distributions 

described in the previous section, while not altering the underlying model theory, is to 

introduce Gaussian mixtures. The shapes of the distributions suggest that quite an accurate 

model for intra-segmental variability around the optimal target should be provided by a 

mixture of two Gaussians, each with the same mean but one with much smaller variance than 

the other. This type of distribution for describing acoustic variability was suggested by 

Richter (1986), who additionally constrained the covariance matrices to be multiples of one 

another. Brown (1986) showed some recognition performance advantages from incorporating 

Richter distributions in standard HMMs, arguing that these distributions are more robust to 

outliers as the tails drop off more slowly than with a conventional Gaussian distribution. This 

characteristic should be particularly beneficial for describing intra-segmental variability in 

segmental HMMs, where it is important for the distribution to have a fairly sharp peak while 

also accommodating some larger deviations from the mean.

10.3.1 Model representation

An intra-segment mixture GSHMM (Holmes and Russell, 1996a) is described by a single 

Gaussian distribution A (̂|i,y) for the segment target, and a mixture of K  Gaussians to

represent intra-segment variance. The component has variance and a weight wj^ . 

There are no constraints on the variances of the individual mixture components. The 

probability of a segment of observations y  = yç),---,yr for a given model state is defined as

Hy) = ) (c(y)). n  f  X  )
/ = 0
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where c{y) denotes the optimal target. The expression for c{y) can be derived using the 

same procedure as was applied for single-Gaussian GSHMMs, which involves differentiating 

the expression for log P{y, c) with respect to c, setting the value of this partial derivative to zero 

and solving for c (see Appendix B). Due to the summation of the intra-segmental probabilities 

over the mixture components, the resulting expression for the optimal target is more complex 

than for the single-Gaussian models, thus:

'LP t-yt
c{y) =--------  Y --------^here Pt = 1 ^ -^ ---------------------- with Pj, {y t | c(;/)) =  ̂) (Tr )

Y . P t  Y+1 Y . ^ k  P k i y t \ c { y ) )
y t= 0  J  k = \

( 10. 1).

In general the definition of the optimal target is thus an iterative one, as it depends on an 

existing value of target. In the special case where the intra-segment variance is represented by 

a single Gaussian, /?, reduces to l / i  and hence the optimal-target expression simplifies to

f  T ^
S T / Y + ILtt

c{y) = 4 -x 1" the original static GSHMM.

For the case of a two-component mixture intra-segmental model, it is helpful to consider the 

range of values which pt can take, and the effect on the calculated optimal target. If i 2  is small 

relative to ly, then, as the value of pt is a weighted combination of the reciprocal of the two 

variances, its smallest possible value is l/ii and the largest possible value is l/tj. Assuming 

that i 2  is small, it will only make a significant contribution to pt for observations close to the 

target, as the value of |c(y)) will be very small for deviations away from the target. 

The result is that pt will be highest for those observations nearest the target and hence these 

observations will have the most influence on the optimal target calculation. This effect of 

reducing the influence of occasional outliers when determining the optimal target seems to be 

an intuitively sensible one.

10.3.2 Parameter re-estimation

Preliminary informal experiments were carried out to test the viability of the intra-segment- 

mixture approach by simply adding a second mixture component to the trained single-Gaussian

k=V^
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models. The second mixture component was assigned a fixed small value and low weight, and 

recognition was performed without any parameter re-estimation. The error rate of the static 

GSHMMs reduced dramatically, with the intra-segment mixture distribution having the desired 

effect of improving the balance between the intra- and extra-segmental probabilities.

In order to train the intra-segment mixture GSHMMs, new re-estimation formulae were needed 

for the model parameters. There is however no obvious way to construct a rigorous derivation 

of suitable re-estimation formulae due to complexities resulting from the iterative definition of 

the optimal target. Nethertheless, in view of the shapes of the observed distributions and the 

promising preliminary results, the idea of using a Richter distribution was compelling. 

Therefore, a more pragmatic approach was pursued. Heuristic, intuitively reasonable re

estimation formulae were developed based on an estimate of the optimal target which used a 

weighted sum of both intra-segment variance components, thus:

f  T \  f  K

Y .y t  Y+M-
c{y) = -̂-------- where K -2  in the experiments here. (10.2)

k=\

As the major benefit of the mixture model is in its effect on the probability calculations, this 

approximation in the estimate of c{y) was considered to be reasonable, and is supported by 

experimental investigations which found that the approximate value was consistently close to 

the true optimal value (and by the recognition results reported in Section 10.4). By making the 

approximation, re-estimation formulae were developed for the intra-segment mixture static 

GSHMM parameters which are simple extensions of the Baum-Welch-type formulae for the 

single-Gaussian static segmental HMMs. These re-estimation formulae are briefly explained 

below, again using the multiple-state segment-model notation that was introduced in 

Section 3.2.1 and also adopted in Chapter 6 for the original GSHMM re-estimation formulae.

As with the original re-estimation formulae (refer to Section 6.3.1), the re-estimation algorithm 

gives expressions for the parameters of a new model M , given a sequence of observation 

vectors y  and an intra-segment mixture segmental HMM M. Adopting the approach used by 

Juang (1985) when deriving re-estimation formulae for standard HMMs with mixture 

distributions, P{y,x\M )  can be expressed as:

P{y, x| M) = P{y, X, z\ M)

\k=\
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where Z is the set of all possible intra-segment mixture component sequences of length T, 

Z te { \ , . . . ,K } ,  \<t<T. P{y,x ,z\M )  comprises GSHMM probabilities calculated using optimal 

targets and for a particular intra-segment mixture component sequence z. Using this approach, 

the formula for the re-estimation of the intra-segment mixture weights is a straightforward 

derivation from the corresponding formula for standard HMMs (Juang, 1985), with the 

extension to GSHMM probabilities, and can be expressed as follows:

t=t,
»'Lk = —

XxsS, Z  I
4+1-1 Kz z
t=tj k'=\

where Si = {x:xt=af, for some t} is the set of state sequences which include state o; and, given 

that x e  Si_ then = 4+; - 4 . Also note that Zk_t={z:zt=k} is the set of all mixture component 

sequences of length T  which include the component at time t.

The re-estimation formulae for the extra-segment mean and variance are unchanged from the 

single-Gaussian formulae given in Section 6.3.1, subject to an extension to the definition of 

to accommodate multiple intra-segment mixture components, thus:

K 1

k=l

The re-estimation formula for the component of the intra-segment variance can be expressed 

as follows:

4+1-1
ZxsS, Z

t=ti

ZxsS, Z
t=U

10.4. Experiments with intra-segment-mixture static GSHMMs

10.4.1 Training procedure

In the first experiments involving training of two-component intra-segment mixture models 

(Holmes and Russell, 1996a), promising results were obtained by adding a second (small
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variance) intra-segment mixture component to the single-G aussian models. However, as the 

second mixture component seemed to be necessaix' for the correct operation o f  these models 

and hence for appropriate state-alignment o f  the m odels to the training data, later experiments 

focused on finding a suitable initialisation and training strategy which incorporated the mixture 

model at the very first stage o f  training (H olm es and Russell, 1996b). After initial 

investigations, it was found that a good approach w as to initialise the m odels from a standard- 

HM M  segmentation in the same way as for single-G aussian models, but then to add the second  

mixture component with a small variance and low  weight before training the models. This 

strategy w as adopted for all o f  the experiments reported here, using a variance value o f  0 .1 and 

a weight o f  0 .1. The second mixture com ponent thus acted to describe the peak o f  

distributions such as the exam ples shown in Figure 10.3.

When Iteratively calculating the optimal target according to equation (10 .1), a reasonable 

initial estimate w as provided by the approximate value defined in equation (10.2). The optimal 

target value w as generally found to change a small amount at the first iteration, with ver\ little 

change on further iterations. In view  o f  the practical issue o f  computing time, a single iteration 

was considered to be adequate
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Figure 10.5: Log probab ility  o f  the d ig it training se t a s a function  o f  iteration num ber fo r  two- 
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The baseline stan dard  HM M s are also shown fo r  reference (segm ental m odels are shown as starting  

at iteration 6, as they were in itia lised  from  the H M M s after 5 training iterations).

The probability o f  the training set for the two-com ponent mixture models w as found to 

increase with each training iteration and to converge after around five iterations, as can be seen 

from Figure 10.5. It therefore appears that the G SH M M  training algorithm still operates 

correctly when extended to incorporate two-com ponent Gaussian intra-segmental distributions.
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and gives higher probabilities than the single-Gaussian models. This is encouraging, although 

a higher probability of the training set is not necessarily associated with better recognition 

performance, as evidenced by the poor performance of the single-Gaussian left-right 

GSHMMs. Good recognition performance is dependent on other factors, particularly ability to 

generalise to new data and to perform segmentation simultaneously with recognition.

10.4.2 Trained-model characteristics

After training, the two intra-segment variance components had retained the characteristic of 

one having a much smaller value than the other, so modelling the peak and the skirts of the 

distribution respectively. The new variance component was found almost always to remain at 

its minimum value of 0.1, and could in fact be fixed at this value during training without loss 

in accuracy of the trained models. The other variance component tended to have a somewhat 

higher value than in the corresponding single-Gaussian model, as it was no longer so greatly 

influenced by the sharp peak at the distribution mean. The weights of the two components 

adjusted appropriately during training, such that the models now provided a good fit to the data 

they represented, as can be seen from the examples in Figure 10.6.
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The observed distributions for the two-component intra-segment mixture models show a 

sharper peak at the mean than was seen with the single Gaussian models (Figure 10.3). This 

peak reflects a return to the situation seen with the HMMs and HSMMs, with a high
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proportion of single-frame segments, as can be seen from the training-data duration 

distribution shown in Figure 10.7. The alignments of the models to the training utterances 

were generally more sensible, which suggested a better balance between the extra- and intra- 

segmental probabilities than had been achieved with the single-Gaussian models.
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10.4.3 Recognition results

The two-component intra-segment mixture GSHMMs gave much improved recognition 

performance on the connected-digit test set (see Table 10.2), overcoming the excessive 

problems with deletion errors which had been encountered with the single-Gaussian models. 

Performance is however still not quite as good as that obtained with the HSMMs. Both sets of 

models appeared to be adequately trained after five iterations of re-estimation, as performing a 

further five iterations did not reduce the word error-rate.

Model set % Correct % Subs. %Del. % Ins. % Errors
2-mixture GSHMM 93.2 5.3 1.5 0.4 7.2

HSMM 94.1 5.2 0.7 0.7 6.6

Table 10.2: C on n ec ted -d ig it recogn ition  resu lts  f o r  tw o-com ponen t in tra -segm en t m ixture s ta tic
G SH M M s co m p a red  with HSM M s.

10.4.4 Discussion

The results have demonstrated improvements over standard-HMM recognition performance by 

using segmental models with three segments per phone and a maximum segment duration of 

ten frames \  However, making a distinction between within- and between-segment variability 

by introducing the optimal-target static GSHMM has not improved performance over that

‘ The static GSHMMs have improved recognition performance relative to standard HMMs, as reported in 
Holmes and Russell (1996b). However, the (more recent) comparison with HSMMs revealed that the 
advantage could in fact be explained by the imposed duration constraint rather than the model of variability.
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obtained with a much simpler HSMM structure. There are various possible contributory 

reasons for this disappointing performance of the static GSHMMs, which are discussed below.

Recognition performance for these segmental models was found to be critically dependent on 

describing the distributions accurately according to the model assumptions, in order to 

correctly balance the two types of probability. Reasonable representations were obtained by 

using a two-component intra-segment mixture distribution, but it is possible that performance 

could be further improved by more experimentation to find better parameter settings associated 

with the second intra-segment mixture component. Also, although the model behaviour seems 

to be reasonable given the limitations of a three-segment-per-phone model structure, the 

segmental approach could be more useful with phones represented by a smaller number of 

(longer) segments, and explicit alternative routes through the model if required.

Although it may be possible to improve the static GSHMM performance to some degree, it 

seems probable that there is a more fundamental limitation due to the static assumption in the 

trajectory model. While the standard-HMM assumption of complete independence is less 

valid, it may lead to better performance by treating all frames equally and relying on 

cumulative discrimination over several frames. In contrast, the static GSHMM imposes a 

trajectory model and then computes the observation probabilities conditioned on that trajectory. 

The intra-segmental probability acts to ensure that the trajectory is plausible representation of 

a sequence of observations, while discrimination capability relies mainly on the extra- 

segmental probability which is only computed once per segment. If the trajectory model is 

overly simplistic, it may not provide sufficient discrimination power even if the distribution 

assumptions are reasonable. Problems with the trajectory assumption would also explain the 

poor performance obtained by Gales and Young (1993a, 1993b) with their static segmental 

HMM. Although some success was achieved by Digalakis (1992) with a similar “target-state” 

segment model, he used up to five regions per phone (compared with three in the current 

experiments and those of Gales and Young). With more regions (or states), the static 

trajectory assumption is a better approximation, and so some benefit could be expected from 

introducing the segmental model of variability. This hypothesis is further supported by the 

recognition performance improvements demonstrated here for self-loop static GSHMMs (see 

Table 10.1), which in effect also use more regions per phone. In the next chapter, experiments 

are described which investigated the influence of the trajectory assumption by progressing to 

the much more realistic linear dynamic trajectory model.
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Chapter 11

Linear GSHMMs of sub-phone segments

11.1. Initial experiments with single-Gaussian models

The first experiments with optimal-trajectory linear GSHMMs were performed using the 

single-Gaussian modelling approach introduced in Chapter 6. The aim was to assess the 

modelling issues with GSHMMs using a more realistic trajectory model than was possible with 

static representations, to determine whether there were similar difficulties to those encountered 

with single-Gaussian static models (Section 10.1.3). In order to evaluate effects of 

incorporating a linear model of dynamics within the GSHMM, the performance of the linear 

GSHMMs was compared with that of the static GSHMMs and the HSMMs discussed in 

Chapter 10.

11.1.1 Method

Segmental-HMM initialisation strategy

All the experiments with linear GSHMMs used the three-state-per-phone strictly left-right 

model structure as described in Section 10.1.1, and the model parameters were initialised 

directly from the complete set of digit training data as segmented by trained standard HMMs. 

This approach was an extended version of the one used for the left-right static GSHMMs 

(Section 10.1.1). For each feature of every example of a segment, the best-fitting trajectory 

parameters were determined. The means and variances of the mid-points were initialised from 

the distributions of the individual mid-points, in the same way as for the static-model targets. 

With the addition of the slope parameters, there is a great range of possibilities for how the 

model parameters can be used to represent the data. Two alternative strategies for the models 

are as follows:
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# The slope of a feature trajectory can be allowed to vary sufficiently widely to give a close 

match to all observed sequences of features for the segment, so the intra-segment variance 

should be very small.

• Alternatively the trajectory slope can be more constrained, with a larger intra-segment 

variance to allow for the greater variability of the observations around the optimal 

trajectory. At the most extreme, the value of the slope parameter could be fixed for any 

one model so that its variance would be zero.

The first approach should be able to represent all observed trajectories quite closely, while the 

second approach provides more model-dependent constraints, which may be better for short 

segments when it is difficult to compute a representative slope from the data alone. To 

investigate the properties of these alternative approaches, four different initialisation strategies 

(and hence model sets) were compared (Holmes and Russell, 1997), thus:

1. flexible slope: the means and variances of the individual trajectory slopes were determined 

and the intra-segment variance around the individual trajectories was estimated.

2. constrained slope variance: the slope means were initialised in the same way as for 

condition 1 above, but their variances were set to a small fixed value. These models were 

thus intended to allow almost no variation in the slope parameter, and the value of the slope 

variance was chosen so that the optimal slope would be close to the mean value and the 

slope probability would not greatly influence the total output probability. The slope 

variance was set to a small value (0.03 in these experiments) rather than to zero so that the 

optimal-trajectory probability calculation could be applied in the normal way, without 

requiring special treatment which would have been needed for variances of zero. The intra

segment variance was initialised by deterruining the variability of the observations around a 

line with segment-dependent mid-point but fixed mean slope.

3. zero mean slope with constrained variance: the slope means were all initialised to zero, 

and their variances were set to a small fixed value. The intra-segment variances were 

initialised from the variability of the observations around a line with segment-dependent 

mid-point and a slope of zero. This initialisation is effectively the same as the strategy used 

for the static models, with the addition of a zero-mean, small variance slope parameter. By
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comparing the performance o f  the trained m odels with those from condition 2 above, the 

aim was to assess the importance o f  slope mean initialisation.

4. f ix e d  zero mean slope with constrained variance: models were initialised as for 3 above, 

but the slope means were held at zero during training. These m odels use the linear 

G SH M M  structure, but are in effect forced during training to remain “alm ost” static (as the 

slope variance is sm all), and therefore allowed for a direct comparison to evaluate the 

influence o f  modelling dynamics within the linear G SH M M  framework.

Segmental-HMM training procedure

A s with the static-model experiments, several iterations o f  linear G SH M M  re-estimation were 

applied to verify’ that the training algorithm was converging sensibly (see Figure 11.1). The 

optim ised probability o f  the training set w as considerably smaller when the slope mean was 

held at zero during training (model set 4) than for the other conditions, so demonstrating that 

the models were able to represent the data more closely when they included a dynamic 

component. The training graphs are similar for all three model sets incorporating some 

representation o f  dynamics, although the optimised probability is slightly higher for the models 

initialised with a flexible slope parameter than for the two constrained-slope model sets.
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Figure l l . l :  Log p robab ility  o f  the digit training se t as a function  o f  iteration number fo r  different
sets o f  linear GSHMMs.

11.1.2 Trained-model characteristics

A s with the previous model sets, the models were considered to be adequately trained after five 

iterations o f  re-estimation. The mid-point parameters for all four sets o f  linear G SH M M s were
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broadly similar to the target parameters for the static GSHMMs. The slope parameters 

showed different characteristics for the different model sets. The first set of models, for which 

the slope variance parameters were initialised to accommodate a range of values of trajectory 

slope, had retained this characteristic after training. Conversely, for the other sets of trained 

models the values of the slope variances had remained small, and were generally still at their 

initial value (which was also the minimum allowed in re-estimation). When allowed to do so, 

the means of the model slopes which had been initialised to zero had moved to model- 

dependent non-zero values after re-estimation (model set 3).

11.1.3 Recognition resuits and discussion^

Model set % Correct % Subs. %Del. % Ins. % Errors
HSMM 94.6 4.9 0.5 0.6 6.0

Static GSHMM 69.4 20.4 10.2 0.1 30.7
Linear GSHMM (1) 69.1 16.5 14.4 0.1 31.0
Linear GSHMM (2) 92.4 3.8 3.8 0.1 7.7
Linear GSHMM (3) 92.9 3.3 3.8 0.1 7.2
Linear GSHMM (4) 83.2 9.9 6.9 0.1 16.9

Table 11.1: C on n ected -d ig it recogn ition  resu lts  f o r  fo u r  se ts  o f  lin ear G SH M M s co m p a red  with  
H SM M s a n d  s ta tic  GSHM M s, using sing le-G au ssian  d is tribu tion s throughout.

The recognition results are summarised in Table 11.1 for the different single-Gaussian linear

GSHMMS compared with the HSMMs and the single-Gaussian static GSHMMs. The

recognition performance was very poor for the linear GSHMMs (1) initialised with a flexible

slope parameter, showing an even worse problem with deletion errors than had been

experienced with the single-Gaussian static models. As with the static models, the high

proportion of word deletion and substitution errors reflects a problem with misrecognising

sequences of short segments as smaller numbers of longer segments, frequently silence. When

the slope variance was initialised to a small value (2,3) the word error rate was much lower,

although there were still some difficulties with deletion errors. The slope variance remained

small after training, and it thus appears that the models provide better discrimination if they do

not attempt to describe variability in the dynamics. Some representation of dynamics is useful

however, as models initialised with zero-mean slope performed much better when allowed to

' Earlier versions of these linear GSHMM experiments (and those described in Section 11.4) have been 
published in Holmes and Russell (1997). The results presented here were obtained with slightly different 
experimental conditions.
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deviate from the zero-mean condition during training (3) than if the slope mean was held at 

zero (4).

The fact that the linear GSHMMs with fixed zero-mean slope (4) gave somewhat better 

performance than the static GSHMMs can be explained by the differences between the 

associated probability calculations. Conceptually, these two model sets were intended to be the 

same. However, the linear-GSHMM probability calculation always includes a contribution 

from the optimal-slope probability. When the slope variance is small relative to the intra

segment variance, the optimal slope will always be close to the model mean value. Hence, in 

log probability terms, the data-dependent part of the Gaussian probability expression will be 

close to zero for the slope component. However, the value of the normalising constant part

-jlog(27uy) will be positive when the variance is small ( 7  < ^ ) . The effect is that all

segment probabilities are raised by a similar amount, irrespective of segment duration. 

Segmentations of the data which require several short segments will therefore be more likely 

relative to those using a smaller number of long segments than they would be if the slope 

parameter did not contribute to the probability calculation at all. The result is a reduction in 

any tendency to prefer long segment durations over shorter durations. This effect is really an 

artefact of the probability calculations, which applies to all the linear GSHMMs with small 

slope variance (sets 2, 3 and 4) and can explain why these models were less prone to deletion 

errors than either the linear GSHMMs with large slope variance or static GSHMMs.

In comparison with the baseline HSMMs, recognition performance is generally quite 

disappointing for all model sets. It seemed likely that the problems encountered with the static 

GSHMMs when representing intra-segmental variability with a single-Gaussian model would 

also apply to the linear GSHMMs, so the model representations of the training data were 

studied for the different sets of linear models.

11.2. Trained-model representations of segmental variability

11.2.1 Method

Data distributions corresponding to each of the linear GSHMM parameters were computed 

across the entire training corpus for all four model sets, using the same procedure as had been 

applied for the static models (Section 10.2.2), but extended to the linear-trajectory description.
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11.2.2 Results and discussion

Duration distributions

The duration distributions for all four model sets (see Figure 11.2 for typical examples) 

showed considerably fewer short-duration segments than were seen with the baseline HSMMs 

(included in Figure 10.2). This bias against very short state occupancies is most evident for 

the models with flexible slope parameters, which is consistent with the finding that these 

models suffered the most from deletion errors in the recognition experiments.
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Acoustic variability

E xtra-segm ent distribu tions

The extra-segment distributions for the mid-point parameters of all model sets were similar to 

those described in Chapter 9, and were in general well-represented by their single-Gaussian 

models. In the case of the slope parameters, it was only meaningful to plot distributions for the 

models which had been initialised to give flexibility in the slope values (model set 1 above). 

Typical examples are shown in Figure 11.3, for the same model states that were illustrated in 

Figure 9.4 for the data-fits based on conventional HMM segmentations. Comparing these two 

sets of distributions, it is interesting that the shapes of the optimal slope distributions shown in 

Figure 11.3 are much closer to Gaussian than the slope distributions of Figure 9.4 which were 

estimated only from the data. Part of this effect may be due to the much smaller number of 

short-duration segments (and therefore unreliable slope estimates) which have contributed to 

the optimal-slope distributions. However, the contribution of the model in the optimal-slope 

calculation should also be acting to make the slope estimates more reliable. The shapes of the 

optimal-slope distributions are encouraging and suggest that the Gaussian model for variability 

of the optimal slope parameter is quite reasonable.
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Figure 11.3: Observed slope distributions compared with calculated model distributions fo r the 
flexible slope GSHMMs, shown fo r  the first two cepstral coefficients fo r (a) middle state o f  ltd  (V. 2, 

on the left) and (b) final state o f  iXJ (t. 3, on the right).

In tra-segm ent d istribu tions

As can be seen from Figures 11.4 and 11.5 showing typical example distributions, the intra

segment variance varies according to the model set. This variance is smallest when the 

trajectory slope can vary to accommodate different examples (Figure 11.4). In addition, the 

importance of modelling dynamics is further supported by the observation that the intra

segment variance is largest when the model mean slope was fixed at zero during training. The 

distributions for these models were similar to those for the corresponding static models 

(compare Figure 11.5c with Figure 10.3).

25
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In all cases, the models have the same problem as had previously been observed with the 

single-Gaussian static GSHMMs, in that the single-Gaussian model is not a very good 

representation for the intra-segment distributions around optimal trajectories. The probability 

of very close matches to the optimal trajectory is underestimated, while that of greater 

deviations is overestimated. Again like the static model, this characteristic reflects a difficulty 

in estimating the optimal trajectory and its associated variance from a small sample of data. 

The optimal trajectory will be strongly influenced by the best fit to the observations and so the 

variance of the observations around that trajectory will tend to be smaller than the variance 

around the “true” trajectory, especially for short segments. This problem is greatest for the 

linear model with flexible slope, which can fit the data more closely than the other model sets.

It is difficult to evaluate the relative goodness-of-fit for the Gaussian models associated with 

the different sets of GSHMMs simply from looking at the distributions. Such comparisons 

would require quantitative measures of fit that take into account segment duration distributions 

and accuracy of the model-dependent segmentation. However, the firm conclusion of these 

investigations was that all the model sets showed deficiencies in the modelling of intra- 

segmental variability around optimal trajectories, so it was decided to improve this model 

before returning to the issue of finding the best approach to using the linear GSHMM 

parameters. As with the static GSHMMs, the distribution shapes should be improved by using 

a mixture of two Gaussians. A theory of multiple-component intra-segment mixture linear 

GSHMMs is therefore developed in the following section.
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11.3. Theory of intra-segment-mixture linear GSHMMs

As for the static model, each observed linear GSHMM intra-segment distribution could be 

described by a mixture of Gaussians, each having the same mean but different variances 

(Richter distributions). The principle of using a Gaussian mixture to represent intra-segmental 

variability with a linear GSHMM is a straightforward extension of the corresponding theory 

for static models (Section 10.3).

11.3.1 Model representation

An intra-segment mixture linear GSHMM is described by single-Gaussian distributions for the 

parameters defining the trajectory, and a mixture of K  Gaussians to represent intra-segment 

variance. The lé  ̂component has diagonal covariance t  ̂  and weight . The probability of a 

segment of observations y  = yQ,...,yj' for a given model state is defined as

Hy) = (*(>’))• A'cv.n)(c(y)) (yt)
/=OVit=l

where m{y) and c{y) represent the optimal slope and the optimal mid-point respectively. It is 

shown in Appendix B that their values are given by the following expressions:

m{y) =

r ; .
- % ) )  Y+ii

\t=Q __________ )_
 ̂ T rj. \

Y+1
\t=Q) )

■and c{y) =

(  T T ^

\t=0 ^ J
T \
Y.Pt

yt=o )
n+1

(11.1)

K Wk

where Pt =
^  T ; '^ h ^ y t\  f in { y ) ,c { y ) ( 0 )

K with Pk (t)) = (y> )

S  ).yt\fm{y),c{y)(t)) 
k=\

Again like the static model, the definitions of the optimal trajectory parameters are iterative. 

For the linear model, there is an additional element of dependency when intra-segment mixtures 

are introduced as m{y) depends on c{y) and vice versa. The expressions for the optimal 

trajectory parameters both reduce to the original single-Gaussian expressions when K=\.
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11.3.2 Parameter re-estimation

Re-estimation formulae were derived heuristically in the same way as for the intra-segment 

mixture static GSHMM (see Section 10.3.2), by first defining an approximation to the optimal 

trajectory parameters, thus:

m{y) =

f  T  T  ^  

\t=o
Y+lt

f  T

Y .y ,
V=0

r j+v
V̂ =l
K

{T + l)T|-t-
k=\

(11.2)

Having specified this approximation, it was possible to derive re-estimation formulae which 

were simple extensions of the corresponding formulae for single-Gaussian distributions. These 

extensions were the same as those described in Section 10.3.2 for the intra-segment mixture 

static GSHMM, but this time applied for the linear trajectory model. Again, despite the lack 

of mathematical rigour, the use of these heuristically-derived re-estimation formulae is justified 

by the experimental results presented in the next section.

11.4. Experiments with intra-segment-mixture linear GSHMMs

11.4.1 Training procedure

Two-component intra-segment mixture models were trained for each of the four initialisation 

conditions described in Section 11.1.1. As for the static-GSHMM experiments, each set of 

models was initialised from a standard-HMM segmentation in the same way as for the 

corresponding set of single-Gaussian models, and the second mixture component was then 

added with a small variance and low weight before training the models. When iteratively 

calculating the optimal trajectory parameters using equations (11.1), initial estimates were 

provided by the approximate values defined in the equations (11.2) above. A single iteration of 

optimal-trajectory re-estimation was applied to refine these initial values.

The probability of the training set for the two-component intra-segment mixture linear 

GSHMMs was shown to increase with each training iteration (see Figure 11.6). The shapes of 

the training graphs are similar to those for the single-Gaussian models (refer to Figure 11.1), 

but for each condition the probabilities are consistently higher when using a multiple-
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component mixture. As with previous model sets, after five training iterations the re

estimation process appeared to have converged sufficiently for the characteristics o f  the models 

to be studied and recognition experiments carried out.
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Figure 11.6: Log p ro b a b ility  o f  the d ig it training se t a s a function o f  iteration number fo r  different 
se ts  o f  two-com ponent intra-segm ent mixture linear GSHMMs.

11.4.2 Trained-model characteristics

Alignments o f  all the sets o f  intra-segment mixture linear G SH M M s with the training data 

gave many more short-duration segments than were seen with the single Gaussian models. In 

the case o f  the flexible-slope models, this increase in short segments did not seem to affect the 

suitability o f  a G aussian representation for slope variability (Figure 11.7). For all model sets, 

the two intra-segment variance components had trained so that the sm all-variance component 

modelled the distribution peak and the larger-variance component modelled the skirts (t\p ica l 

examples are shown in Figures 11.8 and 11.9). A s with the static models, the larger variance 

component generally had a somewhat higher value than in the corresponding single-Gaussian  

models. Thus, although the intra-segment variation w as still much less for the flexible-slope  

models than for the other sets, the widening o f  the distribution skirts relative to the single- 

Gaussian m odels (compare Figure 11.8 with Figure 11.4) allowed the m odels to accom modate 

occasional greater deviations away from the optimal trajectoiy w hile also raising the 

probability o f  close fits.
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11.4.3 Recognition results and discussion

With improved distribution modelling, recognition performance improved for all sets of linear 

GSHMMs (Table 11.2). The performance of the linear GSHMMs with fixed zero-mean slope 

was similar to that achieved with the two-component intra-segment mixture static GSHMMs. 

The best performance achieved by the linear GSHMMs was an error rate of only 3.2%, which 

is a considerable improvement over the models which did not include any representation of 

dynamics.

Model set % Correct % Subs. % Del. % Ins. % Errors
HSMM 94.6 4.9 0.5 0.6 6.0

Static GSHMM 93.2 5.3 1.5 0.4 7.2
Linear GSHMM (1) 86.2 9.1 4.7 0.1 13.9
Linear GSHMM (2) 96.9 2.3 0.8 0.2 3.3
Linear GSHMM (3) 96.9 2.0 1.1 0.1 3.2
Linear GSHMM (4) 91.7 6.2 2.0 0.3 8.5

Table 11.2: Connected-digit recognition results fo r  different sets o f  two-component intra-segment 
mixture linear GSHMMs compared with intra-segment mixture static GSHMMs and with HSMMs.

For the sets of linear GSHMMs which include a representation of dynamics (sets 1-3), model 

initialisation strategy has a significant effect on performance. The three sets of two-mixture 

models all represent their observed intra-segment distributions quite accurately, but the models 

initialised with a constrained slope (2,3) still outperformed the flexible models (1). The two 

sets with constrained slope have given very similar performance. The strategy of initialising 

the model slope means to zero (3) was just as good as using an average slope over all segments 

(2) for the initial estimates. It was difficult to reliably estimate the slope from the data for very 

short segments. Initialising the slope means to zero has the desirable property of starting in a 

“neutral” condition, from which the parameters could then be automatically optimised 

simultaneously over all segments of all durations.

In the process of investigating the characteristics of linear GSHMMs, some studies were 

carried out in an attempt to identify a better model initialisation strategy which incorporated 

some degree of variability in the slope parameters. However, no strategy was identified which 

outperformed the approach of using a zero mean and small variance. For example, the 

performance of the trained models was not significantly affected by an approach intended to 

provide more robust initial estimates for the slope parameters by only using relatively long 

segments in their initialisation. Other approaches were tried whereby the slope means were
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initialised to zero but their variances were set to larger values. The general finding was that 

recognition performance got worse as the variance of the slope parameter increased. Taking 

all the experimental results together, it appears that attempting to model variability in the 

dynamics is detrimental to speaker-independent recognition performance, at least for a simple 

experimental set-up of the type adopted here.

11.4.4 Comparison with a constrained mean iinear trajectory model

The experiments described in the previous section have demonstrated a considerable 

improvement in recognition performance by using linear GSHMMs in place of the baseline 

HSMMs. There are two aspects to the linear GSHMMs which could explain this 

improvement. These are the introduction of the linear trajectory model and the distinction 

between intra- and extra-segmental variability. The best performance was achieved by 

modelling extra-segment variation of the trajectory mid-point but not of the slope. In order to 

assess the influence of modelling mid-point extra-segment variation separately from the 

influence of the linear trajectory model, an experiment was carried out which incorporated the 

same linear trajectory model but did not separate out different sources of variability. In the 

terminology introduced in Chapter 4, such a model describes a “constrained mean trajectory”.

Model representation

Adopting the same notation as has been used for specifying the linear GSHMM, a constrained 

mean linear trajectory segmental HMM can be defined by two mean parameters, p for the 

slope and v for the mid-point, and a single variance parameter t. The model trajectory for a

Tsegment of length T+\ is defined as /(^^v) (0  = v + p(r - y ) , and t  represents the variation of

observations around that trajectory. The probability of a particular sequence of observation 

vectors y  = yç,,.-.,yT is then defined as follows:

P(y)= n^/n,v(0,T (>'»)■
f=0

Parameter re-estimation

Given the above probability expression, it is straightforward to derive Baum-Welch type 

HMM parameter re-estimation formulae by applying the method adopted by Liporace (1982) 

and also used to derive the GSHMM re-estimation formulae. In the case of the constrained
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mean linear trajectory model specified here and using the multiple-state segment-model 

notation introduced in Section 3.2.1, given a sequence of observation vectors y  and a linear- 

trajectory segmental HMM M, the parameters of a new model M  are defined thus:

4+1-1

 ^ ___________

t=ti

4+1-1
Y . , ^ P ( y , A M )  Y y t

Vi =
t=t

T y  =
' L . ^ P ( y A M ) d

Recognition experiments

Constrained mean linear trajectory segmental HMMs were initialised directly from the 

standard HMMs after five iterations of training, setting all the slope mean parameters to zero. 

The models were tested in recognition experiments after applying five iterations of the re

estimation formulae given above, and the results are shown in Table 11.3. The constrained 

mean linear trajectory was found to improve performance over that achieved with the baseline 

HSMMs, but the linear GSHMMs still gave the best performance. These results therefore 

provide good evidence that the performance benefits of the linear GSHMM are due in part to 

the incorporation of a linear trajectory model but also to the separating out of extra-segmental 

variability in the mid-point parameter.

Model set % Correct % Subs. % Del. % Ins. % Errors
HSMM 93.2 5.3 0.7 0.7 6.6

constrained mean linear trajectory 95.7 3.8 0.5 0.6 4.9
linear GSHMM 96.9 2.0 1.1 0.1 3.x

Table 11.3: Connected-digit recognition results fo r  constrained mean linear trajectory segmental 
HMMs compared with constrained-slope linear GSHMMs, both with all slope means initialised to

zero.

For the comparison described here, the linear GSHMMs used two-component intra-segment 

distributions, whereas the constrained mean trajectory models used single-Gaussian
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distributions. However, the Richter distributions were only used in the intra-segmental part of 

the GSHMM as a way of accommodating effects arising due to the model definition, and 

should therefore not be needed to any great extent in a model which does not distinguish 

between different types of variability. The influence of the second intra-segment mixture 

component is discussed further in the next chapter.

11.5. General discussion and conclusions

The findings of the experiments described in this chapter reinforce the conclusions drawn in 

Chapter 10 as a result of experiments with static models. Again, it has been shown to be 

critically important to describe the distributions accurately according to the model 

assumptions, in order to correctly balance the different types of probability. Introducing the 

linear representation provides a more accurate trajectory model which in itself improves 

recognition performance, but which also provides the basis for further benefits from 

distinguishing between different sources of variability.

In addition to the importance of representing variability according to the model assumptions, 

the experiments with linear GSHMMs have also demonstrated the influence of the way in 

which parameters are used to represent the total variability. Results were most successful 

when variability in the slope parameter was not modelled to any significant degree. In the 

modelling task investigated here, the extent of this variability seems to be too great to provide 

useful information for discrimination. The problem may be particularly difficult due to the 

large number of very short segments in the current experiments. Also, it may be necessary to 

take account of any systematic influences on trajectory realisation before it is useful to 

represent variability in dynamics. For example, speaking rate (and hence segment duration) 

affects rate of change of the acoustic features. There may also be considerable differences 

across speakers in the detailed dynamic properties of their speech. If factors such as these 

were allowed for, it could be beneficial to model variability in dynamics.

The two-component intra-segment mixture models have provided a practical solution to the 

problem of balancing intra- and extra-segmental probabilities, and give good recognition 

performance when used in conjunction with a linear trajectory representation. However, 

achieving the correct balance between the different probabilities depended on appropriate 

initialisation for the small-variance component of the intra-segment model and on controlling
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its allowed minimum value during training. The recognition results which have been presented 

here (Table 11.2) still show a greater tendency to deletion errors than was seen with the 

baseline HSMMs, which suggests that the balance between the different types of probabilities 

could be further improved. It is quite possible that the recognition error rate could be further 

reduced by experimenting with different initialisations and minima for the intra-segment 

variance and slope parameters. However, this sensitivity to different parameter settings is an 

undesirable characteristic which is likely to depend on the method of acoustic analysis.

In addition to the difficulties associated with robust initialisation and training of intra-segment 

mixture GSHMMs, the theory of these models is mathematically somewhat approximate as 

well as computationally intensive. These problems arise due to the iterative definition of the 

optimal trajectory parameters. For example, there was no obvious way to rigorously derive re

estimation formulae and some simplifying assumptions were made in order to derive intuitively 

appealing but heuristic formulae. The experiments have demonstrated that successful 

recognition results can be obtained using models trained by application of these formulae. 

However, continued development in this direction would be likely to lead to even more 

problems in terms of mathematical complexity. The root cause of the difficulties was 

considered to be the use of an optimal-trajectory approach to computing probabilities. It was 

therefore decided to consider alternative solutions for modelling variability with GSHMMs, as 

described in the next chapter.
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Chapter 12

An alternative to optimal-trajectory probabilities

12.1. Introduction

As previously discussed, it seems likely that the problems with using a single Gaussian 

distribution to model intra-segmental variability around an optimal trajectory are caused 

mainly by mismatches between the optimal trajectory and the ideal values of the parameters 

representing the underlying trajectory. This ideal trajectory is not observed and therefore 

cannot be known from the observations. The optimal-traj ectory approach uses the most likely 

value, given the prior knowledge of the model and the evidence in the form of the observations. 

For long segments, the error arising from using this estimate is likely to be small, but for short 

segments there is not sufficient data to make a good estimate.

Instead of using the optimal trajectory, it is possible to calculate the probability of the model 

generating the data without explicitly identifying one trajectory, but by instead allowing for all 

possible values of the trajectory parameters. The output probability of observations y for state 

i is then defined by computing the probability over all possible values for the trajectory 

parameters A, thus:

bt(y) = P(y)=  \ P ( y , A ) .
aeA

The extent to which the recognition problems with single-Gaussian models were caused by 

using only the optimal trajectory (optimal target for the static model) could be investigated by 

comparing the above “trajectory-independent” approach with the optimal-traj ectory approach 

used so far in the current work. This chapter describes investigations into static and linear 

GSHMMs using target-independent and trajectory-independent probability calculations.
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12.2. Static GSHMMs using target independent probabiiities

12.2.1 Relation of target-independent with opti mai-target probabiiity

Adopting the GSHMM notation introduced in Chapter 6 and again assuming for simplicity that 

the observation sequence y=yo,...^T is one-dimensional, the output probability for a static 

GSHMM using the target-independent probability is defined as follows:

bi{y)  = P { y ) =  j  - f = . Q x p 2y
1

f=0 V̂ TtT
.exp

2t
dc

The output probability calculation for the target-independent approach involves integrating 

over the unknown target value c. Gales and Young (1993a) showed that, by evaluating the 

integral, P(y) can be expressed in a way which does not depend on values of c. A proof of this 

result is included in Appendix C, for the case in which the covariance matrices are assumed to 

be diagonal and using the notation adopted in the current work. Given that logarithms of 

probabilities are used for implementation, the resulting expression for log(f(y)) is as follows:

l ° g ( ^ ( ^ ) ) 4 l ° g ( (r + l')y + T
r+ 1 l0g(27lT )

r
T+ l

( 7  +  1 ) 7 + T
( p - y )  + — '^y^  - { T + l ) y- 2

\f=0

( 12.1)

T

l y t
where y  = represents the average of the individual observations (the sample mean).

It is informative to relate the above expression for log(7(y)) to the one which has been used for 

the static GSHMM with optimal-target probabilities, which is as follows:

l o g ( P ( y ) )  =  - ^ l o g ( 2 7 i 7  ) -  lo g (2 7 iT  ) -  \
t=0

where c =

(  T ^

E y ,
\t=0 )

Y + px

(7  + 1)7+T ■

The expression for log(7(y)) can be rewritten to consider the individual observations relative 

to the sample mean, thus:
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log(P(3^)) = -  ̂  log(27ry log(27CT )

y X X

f  T
Y.y,^-(T+\)f

\t= 0 J J

Considering the terms which depend on c ,

+ ( r + l ) ‘̂̂  = - ^ + ( r + l ) ^ + ; ^ ( c ^ ( ( 7 ’+l)7 + i : ) - 2 c ( ( r + l ) ÿ /  + HT))

Substituting the expression for c into the above and simplifying,

^ü_ + (7+i)Z L
y X y X y i

{{T + \ ) ÿ y + \ i x j  
( r+i )Y +T

( n - ÿ ) "{T + 1)7 +T

Substituting this expression back into the equation for log(f(y)) gives the following:

\og(P(y)) = -^ log (2 iry  )-■^^log(27t-t
T

\t=0
- 2

/ /

Therefore, the only difference between the optimal-target observation probability and the 

target-independent probability is in the constant terms: the target-independent expression

1  /  \  j

includes the term —log — —^ -----  in place of log(2 7 ry)in the optimal-target
2 yyl  + i/y  +T j  z

expression. The target-independent approach thus has the desirable property that the output

probability automatically reverts to the conventional-HMM expression when the extra-segment 

variance y is equal to zero (as can be seen by inspection of equation (12.1)).

The difference between the constant terms in the two probability expressions is such that 

log(f(y)) = log(P(y))+ Y log|^ ^^  j  . Thus log(f(y)) is greater than log(f(y)) by an

amount dependent on the model parameters t and y and on the segment duration, but 

independent of the observations. This quantity will always decrease as the segment duration
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increases, and so it will have the effect of increasing the probability for short segments relative 

to the probability for long segments.

Considering the optimal-target and target-independent probability equations, they can both be 

regarded as using the observation mean ÿas an estimate of the true target value, with a 

duration-dependent correction to allow for the fact that the sample mean is not a reliable 

estimate of the population mean for small data samples. In the case of the optimal-target

approach, some correction to the total log probability occurs in dividing { \ i - ÿ Ÿ  by 

rather than just by y. However, the target-independent approach also includes the

duration-dependent constant term which will further-increase the likelihood for short segments 

relative to that for long segments. This duration-dependent difference between the two 

approaches can be explained in terms of an error distribution associated with the target 

estimate in the target-independent approach. This distribution is broader for short segments 

(as the target estimate is less reliable when there are fewer observations), and so the output 

probability for the most likely target value is a smaller component of the total probability.

12.2.2 Duration-dependent correction for opti ma!-target probability

The above analysis of the difference between the optimal-target and target-independent 

probabilities has shown that the optimal-target approach has a model-dependent bias towards 

long segment durations. The extent of the effect on recognition performance will depend on the 

magnitude of the correction term in relation to typical segment probabilities. The difference 

between the target-independent and optimal-target probabilities can easily be determined for

each segment duration, by calculating the value of y logf   for a given model

state, summed over the individual acoustic features (as diagonal covariance matrices are used). 

This quantity can be regarded as a correction term for converting from an optimal-target 

probability to the corresponding target-independent probability.

Figure 12.1 shows the value of the duration-dependent correction term for each model state in 

the set of single-Gaussian models which gave the poor recognition performance discussed in 

Section 10.1. It can be seen that there are some differences between the model states in the 

magnitude of the correction terms. However, the effect of increasing segment duration (which 

depends on the relative values of the extra- and intra-segment variances) is very similar for all
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states; the value drops quite sharply as the duration increases from one to two frames, and then 

continues to decrease at a progressively slower rate with increasing segment duration. When 

considered on a per-frame basis, the difference between the different segment durations is 

obviously greater. In order to investigate whether this optimal-target bias against short- 

duration segments would be sufficient to explain the poor performance o f  the single-Gaussian  

static segmental H M M s, comparable recognition experiments were carried out with models 

using target-independent probabilities.

30
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Segment duration
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Figure 12 .1 .O ptim al-target correction term as a function o f  segm ent duration fo r  single-G aussian  
optim al-target sta tic  GSHMMs. Each line on the graph represents one m odel state.

12.2.3 Re-estimation formulae for target-independent model

In order to test the target-independent approach in recognition experiments, new re-estimation 

formulae were required which were based on the target-independent expression for the segment 

probability. Re-estim ation formulae can be derived using the same principles as were applied 

by Russell (1992) for the optimal-target approach, which involved extending the typical 

approach for standard HM M s (Baum, Petrie, Soules and W eiss, 1970; Liporace, 1982). In the 

case o f  segmental H M M s, there is however apparently no simple solution for the variance 

terms. The formulae derived by Russell rely on substituting original values for re-estimated 

values on the right-hand sides o f  the update equations, and it has been demonstrated in the 

previous chapters that in practice the m odels converge with iterative application o f  these 

formulae. To facilitate comparison with the optimal-target experiments o f  Chapter 10, it was 

considered appropriate to use re-estimation formulae which were directly comparable with 

R ussell’s optimal-target versions. Adopting this approach to derive the new formulae, it is 

shown in Appendix C that, given a sequence o f  observation vectors y  and a static G SH M M  M
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using the target-independent probability definition, a re-estimation algorithm that defines the 

parameters of a new model M  is as follows:

S>'<

Pi =

J i  =

Ty =

HxeSi P(y<x\M) K ^ /d ^ jX i^C ^ I  - ÿ ) ^  + Ÿ  y t ^ - d x j f
_ _ _ _ _ _ _ _ _ _ y_ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _

Z  X€S, P(y,X\M).d^j (^-KxÂi  )

In common with all the re-estimation formulae presented in this thesis, these re-estimation 

formulae use the multiple-state segment-model notation introduced in Section 3.2.1 for general 

segment models. Thus, 5, = {x:xt=(Ji for some t} is the set of state sequences which include 

state (Ti, and, given that *S„ then = f,+y - 4 is the duration of %'s occupancy of o;. The

factor K y y is defined by K = —,—^ — — .

As with the optimal-target re-estimation formulae, the right-hand sides of the equations include 

re-estimated parameter values but workable re-estimation formulae can be obtained by 

replacing them with the appropriate initial values. The re-estimation equation for the mean is 

the same as the one for the optimal-target approach, which is to be expected as the difference 

between the two probability expressions depends only on the variance terms. The difference 

between the optimal- and target-independent versions of the re-estimation equations for the 

variances can be seen by substituting the optimal-target expression for c into the re-estimation 

formulae given in Chapter 6. Simplifying the resulting equations shows that the re-estimation 

formulae for the variances with the optimal-target approach can be expressed as:

Z  xe.% (F , - ÿ f  )
l i  = -----------

Z  xeSi P { y ,A ^ )

f
Y , x e s , h y A M ) ' ^ x / '^ x j x - H w i - y Ÿ  + Z  y t^ -< ^x iy^

t=ti
T y  =
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The new re-estimation formulae for the target-independent approach therefore differ from the 

optimal-target formulae only in the presence of model- and duration-dependent weighting terms 

in the denominators. These weighting terms can take values between zero and 1.0 and increase 

as a function of segment duration. The re-estimation formulae given here are different from 

the ones used by Gales and Young (1993a, 1993b), who avoided having re-estimated 

parameter values on the right-hand sides of their equations but made an assumption that y was 

far greater than t, such that ty »  x. However, the current studies have found that in some 

cases T is not much less than y, and this assumption is therefore unlikely to be valid for short 

segments.

12.2.4 Recognition experiment

Training procedure

Using the same initial estimates as for the previous experiments with left-right static 

GSHMMs, a set of models was trained using target-independent probabilities, by applying the 

re-estimation formulae given in the preceding section. It is evident from Figure 12.2 that, as 

with the other static GSHMM re-estimation algorithms, the training algorithm for the target- 

independent approach appears to work correctly and converges after around five iterations. It 

is interesting that the optimised probability of the training set is greater than that obtained 

when using the optimal target, even when using two-component intra-segmental mixture 

models with the optimal-target approach.

The static GSHMMs trained with the target-independent approach had very similar values to 

the optimal-target GSHMMs for the model mean parameters. Both the extra- and intra

segment variances were generally somewhat greater than those derived using the optimal-target 

algorithm, with the difference being larger for the intra-segment variance. The variances, 

especially the intra-segment variance, can intuitively be expected to be larger when the model 

compensates for underestimating the variance in short data samples. The effect can also be 

predicted from the definition of the target-independent re-estimation formulae, whose 

denominators include multipliers with values which must always be less than unity (for each 

contribution to the numerator). The multiplier for the re-estimation of x, is 1 - Kx,iji and that 

for ji is Kx,i dx,i y ,. By noting that y, = 1 - x ,, it can be seen that the value of the
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multiplier w ill tend to be nearer to unity for the extra-segment variance re-estimation, as i, 

will generally be less than y,. The effect on the re-estimation formula is therefore greater for i,.
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Figure 12.2: Log p ro bab ility  o j the d ig it training set as a function o f  iteration number fo r  target- 
independent sta tic  GSHMM s com pared  with intra-segm ent mixture optim al-target GSHMM s and  

conventional HM M s (GSHMMs were in itia lised  using HM M s after 5 training iterations).

R ecognition  results

After five training iterations, connected-digit recognition with the models trained using the 

target-independent approach gave an error rate o f  7.5% , compared with 30.7%  for the single- 

Gaussian optimal-target models and 7.2%  for the two-com ponent intra-segmental mixture 

models (see Table 12.1).

Model set % Correct % Subs. % Del. % Ins. % Errors

Single-Gaussian optimal target 69.4 20.4 10.2 0.1 30.7

2-mixture-component optimal target 93.2 5.3 1.5 0.4 7.2

Single-Gaussian target-independent 92.6 5.2 2.2 0.1 7.5

Table 12.1: C onnected-digit recognition results fo r  s ta tic  GSHMMs using target-independent 
probab ilities com pared with m odels using optim al-target probabilities.

12.2.5 Discussion

The recognition results with the target-independent approach indicate that the use o f  the 

optimal-target probability rather than the target-independent probability is a major cause o f  

recognition errors, due to a bias towards short segment durations. The recognition performance 

obtained with the optimal-target approach when using a mixture o f  G aussians to approximate 

the observed distributions was veiy similar to that o f  the target-independent algorithm with a 

single-Gaussian intra-segment model. This finding suggests that the non-Gaussian nature o f  

the observed intra-segmental distributions around optimal targets is mainly due to the difficulty
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in estimating the target and its associated variance for short segments. The target-independent 

approach of integrating over all possible targets provides an alternative, mathematically more 

tractable, solution compared with using a two-component Gaussian intra-segment distribution. 

The next stage was to investigate whether integrating over all possible trajectory parameters 

could also be successful for GSHMMs using the more realistic linear-trajectory model.

12.3. The trajectory-independent linear GSHMM

12.3.1 Relation of trajectory-independent with optimal-trajectory 

probability

The output probability for a linear dynamic GSHMM using the trajectory-independent 

probability is defined as follows:

27

2 A 1 exp

a i r ' " ' 2t

2t1

dc dm.

This probability calculation involves integrating over the unknown values of the trajectory 

parameters m and c. As shown in Appendix D, a similar derivation to the one adopted for the 

static model can be used to obtain a probability expression which does not depend on m or on 

c. The resulting expression for log(P(y)) is as follows:

log (P (y ))= ^ log

1  _____
2 Sy +T

Sy +T

i \L - m y  +

+ 2 '4 ( T + i ) n + T
T + l log(27tx)

f  T  \ V 1 2 . 2 )
- ( T  + l ) f  -S m ^

d=0 )  y

T ')where the symbol S  is used to represent the multiplying constant ^ ( ^ - —) ,
t=0 ^

T  ^ r

ÿ  = and m -  ^ ------------ , the best fit to the data of mid-point and slope respectively.
T + l



186 Chapter 12

As for the static GSHMM, the trajectory-independent linear GSHMM expression for log(P(y)) 

can be related to the one which has been used for the linear GSHMM with optimal-target 

probabilities. The optimal-trajectory linear GSHMM probability expression is as follows:

log(P(j)) = -y log(27ry )-y log(2 jrr|)-^^^^ log(2 jtT )

£y^Tl+VT

( r + 1 )t|+ T
and m =

+PT
r=0 ^_______

t=0 ^

As with the static model, the expression for log(P(y)) can be rewritten such that the 

observation-dependent summation over time is independent of m and c , thus:

log(P(>>)) = -^ log(2 iry  ) -^ lo g (2 jir |) -  log(2;iT )

^ ( v - c Y  ( c - y y
7  T| T T T

-  TT\2 . f  T W
, rr2 c =rr2£ j / - ( 7 ’+ l ) 7 ^ - 5 m

V^=0 y y

where, as before, S  =
V/=o

The terms which depend on c are therefore the same as in the static model, so by expanding 

them out, substituting for c according to its definition and simplifying, it can be shown that:

( v - y y .{T + 1)t) + t

Applying the same reasoning for the terms which depend on in, it follows that:

y Sy +T

Substituting these expressions back into the equation for log(f(y)) gives:
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lo g (P ( j ) )  =  -  ̂ log(27ry ) -y lo g (2 7 iT |)—^^^^log(27TT ) 

^  { \ i - m Ÿ + - — ^ — ( v - c ) ^ + -
5 7 +T ( r + l ) T | + T  T

T V
Y.y,'^-(T+\)f-sm'^ .

V ,/=0

Therefore, again like the static model, the only difference between the optimal-trajectory and 

the trajectory-independent observation probabilities is in the constant terms: here

-y(log(27T7)+log(27tT|)) in the optimal-trajectory expression is replaced by

in the trajectory-independent expression.
/y

2

2 [ ' ° ® [ ( r + l ) T i + x ] ' ^ ‘°® (5 'V + T

consequence of the trajectory-independent approach is therefore that special cases of the model 

arise naturally by simply setting certain parameters to zero (refer to equation (12.2)). For 

example, if both the mid-point variance r| and the slope variance y are equal to zero, the output 

probability describes a single constrained-mean trajectory model of the type proposed by Gish 

and Ng (1993) and by Deng, Aksmanovic, Sun and Wu (1994). If both the mean p and 

variance y of the slope parameter are equal to zero, the output probability is equivalent to that 

of a conventional HMM when the mid-point variance r\ is equal to zero and to a static 

GSHMM otherwise.

In the case of the linear GSHMM, log(P(y)) is greater than log(P(y)) by the quantity

\  log / y , — 1 + log 1 , where the first component is due to the mid-point and
21 \ ^ ( i + l ) T | + T ^  l o y + T i J

the second is due to the slope. The values of both components decrease with increasing 

segment duration and so the optimal-trajectory bias against short segment durations can 

generally be expected to be greater for the linear than for the static model.

12.3.2 Duration-dependent correction for optimal-trajectory probability

In the case of the linear GSHMM, the difference between the trajectory-independent and 

optimal-trajectory probabilities can be determined for each segment duration for a given model

1state by calculating the value of ^
^ ^ 27iTr| ^ f  2tit7

log , + lo g summed over the
( r  + l)T|+Tj 1^5'7+Tyy

individual acoustic features. The correction terms were calculated for the different sets of 

single-Gaussian linear models described in Section 11 1, and revealed some interesting
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§
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Segment duration

(a) M odels with flex ib le  slope (set 1 from  Section II. I)

2

5 6
Segment duration

(b) M odels with constrained slope and a ll slope m eans in itia lised  to zero (set 3 from  Section 11.1)

Figure 12.3: O ptim al-tra jectory correction term as a function o f  segm ent duration fo r  two se ts  o f  
single-G aussian op tim al-tra jectory linear GSHMMs. Each line on a graph shows one m odel state.
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differences between the models with a flexible model of slope variability and those with a 

constrained (small-variance) slope representation. As can be seen from Figure 12.3a, the value 

of the correction term for the flexible-slope models shows much greater variation than was 

seen with the static models (Figure 12.1), both in terms of the effect of segment duration and 

the differences between models. The larger duration-dependent bias for the linear models, 

which can be explained by the contribution of the slope component to the correction term, was 

predictable from the presence of the additional trajectory-modelling parameter (as discussed in 

previous chapters).

In contrast, the correction term for models with a small slope variance (Figure 12.3b) shows a 

similar pattern of relative values to that seen with the static models, but the magnitudes are 

much smaller. The explanation for this difference in magnitude is apparent from tlie formula 

for the correction term: the contribution due to the mid-point typically takes positive values 

but, when the slope variance is small, the contribution due to the slope will in general be 

negative. Therefore, although the values of both contributions decrease with increasing 

segment duration, for any one duration the slope contribution acts to some extent to cancel the 

one due to the mid-point. It is encouraging that the analyses of differences between different 

sets of linear GSHMMs in terms of duration-dependent effects on the probability calculations 

are consistent with the recognition results and variability analyses discussed in Chapter 11.

12.3.3 Re-estimation formulae for trajectory-independent model

Linear GSHMM re-estimation formulae based on the trajectory-independent expression for the 

segment probability can be derived in the same way as for the static GSHMMs. The 

derivations are given in Appendix D to show that, given a sequence of observation vectors y  

and a linear GSHMM M  using the trajectory-independent probability definition, a re

estimation algorithm that defines the parameters of a new model M  is as follows:

  '='(IVi =

_  E ( V , .  -ÿÿ) 
YxeS,Piy,MM).X^jd^jVj
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t=tj

t=t,

.mid \2

7 / =
Z  isS, P (y ,A f^ ) i^  x2~i 

Z  Ï6S,

x 2 ‘l x j ' ^ l '  (V-i + ^ x 2 d ^ j X j ^ ( V j

4+1-^
+ Y. y t ~ ^ x jy - m'^
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S  j r e S ,  ^  x l ^ x / 1  i  )

adopting the same notation as used previously (refer to Section 6.3.2). The factors Kx,i and A%,, 

are again defined as follows:

K V  7 ----
1

, and X xi = 7 - V  -

t=ti

The re-estimation formulae for the mid-point mean and variance parameters can be seen to be 

equivalent to those for the static model target mean and variance using target-independent 

probabilities. The re-estimation of the slope parameters is directly analogous to that for the 

mid-point parameters, and re-estimation of the intra-segment variance is a straightforward 

extension of the static case to incorporate the more complex trajectory definition.

The relationship with the corresponding optimal-trajectory re-estimation formulae is also a 

direct extension of the static case (refer to Section 12.2.3). Briefly, re-estimation for both the 

slope and mid-point mean parameters is not affected by the new probability definition but the 

formulae for the variances all include duration-dependent weighting terms when using the 

trajectory-independent approach but not with the optimal-trajectory method.
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12.3.4 Recognition experiment

Training procedure

U sing trajectory-independent probabilities, sets o f  linear G SH M M s were trained from different 

initial conditions in the same way as for the m odels previously trained with optim al-trajectoiy 

probabilities. One set o f  models was trained based on the flexible-slope initialisation strategy 

(set 1 o f  Section 11.1.1),  and another set w as trained using initial estimates with a zero-mean 

slope and constrained variance (similar to set 3 o f  Section 11.1.1). When using trajectoiy- 

mdependent probabilities, it was more meaningful to explicitly set the slope variance to zero 

for the constrained-slope models, rather than to rely on choosing som e suitable small value as 

w as necessary for the optimal-trajectory' approach. In all cases, the probability o f  the training 

set showed the expected pattern o f  increasing with each iteration and converging after around 

the fifth (Figure 12.4).
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flexible slope 
slope var=0.0-4.25e+07
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Figure 12.4: Log p ro b a b ility  o f  the d ig it training se t as a function o f  iteration number fo r  different 
sets o f  linear GSHMM s trained using the tra jectory-independen t approach.

Both sets o f  linear G SH M M s trained to give non-zero values for the means o f  the slope 

parameters. As expected, when the slope variances were initialised to zero, they remained at 

zero after training. Similarly, the m odels initialised with the flexible slope representation 

retained this characteristic after training. It is interesting that the optim ised probabilit} o f  the 

training set was considerably higher when the model slopes were allowed to vary than when 

there w as no slope variability. This difference was not seen with the optimal-trajectory models 

(compare sets 1 and 3 in Figures 11.1 and 11.6), for which the training-set probabilities were 

much more similar for models with flexible versus constrained slope variances, even when 

using two-com ponent mtra-segment mixture distributions (Figure 11.6). The trajectory-
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independent approach may be providing greater compensation than the mixture distribution for 

the underestimation of short-segment probabilities which occurs with the optimal-trajectory 

approach. The problem with penalising short segments was known to be greatest for models 

with extensive variation in the slope parameters (Figure 12.3). It is therefore to be expected 

that any differences between the approaches would be most apparent when there is variability 

in the slope as well as the mid-point parameters.

Recognition results

After five training iterations, connected-digit recognition with the models trained using the 

trajectory-independent approach showed a similar influence of initialisation strategy as had 

been found for the optimal-trajectory approach (see Table 12.2). The best performance was 

obtained when there was no variability in the slope representation, with these models giving an 

error rate of only 2.9%. The results achieved with the trajectory-independent approach 

compare favourably with the optimal-trajectory results, particularly for the flexible slope 

models which include variability in the slope parameter. This performance difference may 

reflect an advantage of explicitly taking greater account of segment-duration effects, by 

modelling the effect of duration on the range of possible underlying trajectories as well as on 

the identity of the most likely trajectory. However, although the flexible-slope models 

performed better with the trajectory-independent approach (and gave higher probabilities for 

the training set) than the optimal-trajectory approach, performance was still significantly worse 

than for the constrained-slope models. It therefore appears that there are still problems with 

modelling variability in the slope parameter, and possible causes and solutions are considered 

further in Chapter 14.

Model set % Correct % Subs. % Del. % Ins. % Errors
Single-Gaussian opt. traj. (flexible slope) 69.1 16.5 14.4 0.1 31.0

2-mix. opt. traj. (flexible slope) 86.2 9.1 4.7 0.1 13.9
Traj. independent (flexible slope) 91.0 4.9 4.0 0.0 9.0

Single-Gaussian opt. traj. (constrain slope) 92.9 3.3 3.8 0.1 7.2
2-mix. opt. traj. (constrain slope) 96.9 2.0 1.1 0.2 3.2

Traj. independent (constrain slope) 97.1 2.0 0.8 0.1 2.9

Table 12.2: Connected-digit recognition results fo r  linear GSHMMs using trajectory-independent 
probabilities compared with those using optimal-trajectory probabilities,for different initialisation

strategies.
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12.4. Discussion

The experiments described in the previous sections have demonstrated good recognition 

performance with single-Gaussian segmental HMMs by using a “trajectory-independent” 

probability calculation which explicitly takes account of the duration-dependent bias in 

estimating the true underlying trajectory given a short sequence of data samples. For all the 

model sets tested, the performance using this approach was similar to the performance of the 

corresponding model set using optimal-trajectory probabilities with a two-component intra

segment distribution. There is thus good evidence to suggest that the problems experienced 

with the single-Gaussian optimal-trajectory approach were indeed caused by a tendency to 

underestimate the variance around the optimal trajectory for short segments, for which two 

alternative solutions have been identified. The first was to use a Richter distribution to 

describe the observed variation, with the alternative being the use of the trajectory-independent 

probability which in effect considers all possible trajectories within the probability calculation.

Having studied and compared the two approaches to calculating segmental-HMM 

probabilities, it has become apparent that the trajectory-independent approach of considering 

all possible trajectories has several advantages over the original, conceptually simpler, optimal- 

trajectory technique. Firstly, given that two-component intra-segment distributions seem to be 

necessary with the optimal-traj ectory approach, the trajectory-independent probability 

expression is simpler and therefore requires less computation, and the models have fewer 

parameters. In addition, issues of initialising the small-variance mixture component and 

setting its minimum variance appropriately during training are avoided. The trajectory 

independent approach is also mathematically more elegant in a number of respects. It 

explicitly takes into account the fact that variance around the estimated trajectory depends on 

segment duration, and does not suffer the complications associated with the mixture 

distributions (especially when deriving re-estimation formulae). Furthermore, simpler 

segmental models and conventional HMMs arise naturally as special cases by simply setting 

appropriate parameters to zero. Overall, the expression for the optimal-trajectory provides a 

useful way of describing model representations of data sequences, by identifying the most 

likely trajectory. However, the trajectory-independent approach of integrating over all the 

possible trajectories is more satisfactory for calculating observation probabilities.
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The static GSHMM investigated in this Chapter used the same probability calculations as 

those described by Gales and Young (1993a, 1993b), although their re-estimation formulae 

were different. As with the earlier static-GSHMM experiments described in Chapter 10, the 

results presented here are in agreement with those of Gales and Young, who also found no 

performance advantage with static GSHMMs. When considered in conjunction with the good 

performance demonstrated here with linear GSHMMs, there is further evidence to support the 

idea that the trajectory assumption needs to be appropriate for segmental HMMs to improve 

recognition performance relative to conventional HMMs.

12.5. Comparisons with HMMs using time derivative features

The experiments described so far have demonstrated recognition performance improvements by 

incorporating a linear model of temporal dynamics within a segment-based framework. 

However, successful conventional HMM-based recognisers almost always include some 

representation of dynamic characteristics within the acoustic feature vectors themselves. 

Comparisons were therefore made with models using conventional HMM probability 

calculations with time derivative features, computed for each frame using the typical approach 

of applying linear regression over a window of five frames centred on the current frame. Both 

HMMs and then HSMMs were trained using an acoustic feature set which included time 

derivative features of the original nine single-frame features, to give a total of eighteen 

features. The performance of these models was significantly improved over that which had 

been obtained using only single-frame features. When derivative features were included, the 

duration constraints provided by the HSMM did not give any advantage over the standard 

HMM.

Model set % Correct % Subs. % Del. % Ins. % Errors
HMM with deltas 99.0 0.8 0.2 0.5 1.5

HSMM with deltas 98.5 1.2 0.3 0.2 1.6

Table 12.3: Connected-digit recognition results fo r HMMs and HSMMs using time-derivative 
features in addition to the original single-frame features.

The conventional HMMs with time derivative features have given an error rate of only 1.5%, 

whereas the best error rate achieved with the linear GSHMMs was 2.9%. The result of this 

comparison is disappointing, but can be explained by differences in the extent to which the two 

models are able to represent dynamics. Although the use of derivative features only provides
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implicit modelling of dynamics, some representation of change is provided for every frame. 

However, the segmental models studied here have been limited to representing dynamics within 

any one segment, and the representations are therefore only reliable for segments which are at 

least a few frames long. Given the high proportion of single-frame “segments” which have 

been observed in the current task, there were considerable restrictions on the possible segment- 

modelling opportunities. For this reason, further performance advantages may be obtained by 

using derivative features with the segmental models, as has been found by other researchers, 

for example Digalakis (1992). Given that the error rate was already very low with 

conventional HMMs when including time derivative features, it was not considered worthwhile 

trying this approach for the digit recognition task. In addition, it is not an appropriate solution 

from the viewpoint of the overall aim to develop a more appropriate underlying model of the 

time-evolving characteristics of speech, for which it is necessary to actually model dynamics 

across segments.

12.6. Conclusions

The experiments described so far have demonstrated that linear dynamic segmental HMMs are 

capable of significantly improving recognition performance over that which can be achieved 

with conventional HMMs, when both types of model are using the same set of single-frame 

acoustic features. However, it appears that further developments will be required to make 

greater use of the segmental modelling framework before it will be possible to outperform 

conventional HMMs using time derivative features. From a practical viewpoint of recognition 

performance, time derivative features could be used with the segmental HMM. Experiments on 

a demanding classification task using features both with and without time derivatives are 

described in Chapter 13, before returning in Chapter 14 to the future research issue of 

developing a more comprehensive model for dynamics.
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Chapter 13

Phonetic classification experiments

13.1. Introduction

The investigations described in the preceding three chapters provided the basis for a good 

understanding of the practical implications of modelling trajectories and of distinguishing 

between intra- and extra-segmental variability. Having developed a modelling approach with 

segmental HMMs which gave advantages over standard HMMs for the simple connected-digit 

recognition task, the next step was to progress to a more demanding modelling task. The aim 

of the experiments described in this chapter was to peform an initial evaluation of the 

performance of GSHMMs with trajectory-independent probabilities on a phonetic 

classification task, which involves determining the identity of speech segments with specified 

phonetic boundaries. This task provided a means to investigate and compare phonetic- 

modelling capabilities for different speech sounds. Studying classification rather than 

recognition has computational advantages, but also allows for the investigation of description 

and discrimination abilities separately from segmentation properties. Considerable variability 

needed to be accommodated as the tasks required “speaker-independent” modelling, but they 

were constrained to the extent of using data only from male speakers. The main emphasis was 

still on representing dynamics within the model applied to “single-frame” acoustic features 

representing the spectrum at particular instants in time. However, in order to also assess 

whether there were performance benefits from applying the segmental HMM to dynamic 

features as well as single-frame features, some experiments included delta features.
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13.2. Phonetic classification task

A useful set of data for evaluating phonetic classification performance is the DARPA TIMIT 

acoustic-phonetic continuous-speech database of American English (Lamel, Kassel and Seneff, 

1986; Garofolo et al., 1993). This database comprises 6300 utterances, all of which have been 

phonetically transcribed, segmented and labelled. TIMIT was designed to provide broad 

phonetic coverage, and is therefore particularly appropriate for testing approaches to improved 

acoustic-phonetic modelling.

13.2.1 Speech data

The complete TIMIT database comprises 10 spoken sentences from each of 630 native 

speakers of a range of dialects of American English. The sentences were divided into different 

types, so that each speaker read two “dialect-calibration” sentences, five “phonetically- 

compact” sentences to provide good coverage of phonetic contexts, and three “phonetically- 

diverse” sentences to supplement the word coverage. The dialect-calibration sentences are not 

intended to be used in either training or testing, but the remaining 5040 utterances have been 

divided into training and test sets such that there is no overlap of speakers or texts. The testing 

material has been subdivided into two sets: a small core test set and a much larger complete 

test set.

The experiments reported here have adopted the designated subdivision into training and test 

sets, using only data from the male speakers and minimising computation time for the testing 

task by performing recognition on only the core test material. The sizes of these data sets were 

2608 spoken sentences for training (8 utterances from each of 326 speakers), and 128 for 

testing (8 utterances from each of 16 speakers).

13.2.2 Acoustic features

Analysed versions of the TIMIT data files were available (Madsen, 1994), for which a 20 ms 

Hamming window had been applied to the 16 kHz-sampled speech at a rate of 100 frames/s, 

and a fast Fourier transform had been computed. The output had been converted to a mel scale 

with 20 channels, and a cosine transform had been applied. The first 12 cosine coefficients 

together with an average amplitude feature formed the basic feature set for the work described
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here. Some experiments have also included derivative features, computed for each frame by 

applying linear regression over a five-frame window centred on the current frame.

13.2.3 Unit inventory and model structure

Phonetic transcriptions

The time-aligned phonetic transcriptions provided with TIMIT use a total of 61 symbols, which 

are given in Table 13.1. These symbols include some allophones and non-speech symbols in 

addition to the basic phoneme set. The additional symbols are defined as follows:

• Closure intervals of stops are distinguished from stop releases. The closure symbols for the 

stops p, t, k, b, d, g are pci, tel, kcl, bel, del, gel, respectively. The closure portions of the 

affricates jh and ch are represented by del and tel.

• The following allophones are defined:

• Flap (dx), which occurs in words such as “muddy” and “dirty”.

• Nasal flap (nx), which is found in words such as “wirmer”.

• Glottal stop (q), which can be an allophone of /t/, or mark an initial vowel or vowel- 

vowel boundary.

• Syllabic versions of /I/ (el) and the three nasals (en, em, and eng).

• Voiced allophone of /h/ (hv), typically found intervocalically.

• A fronted allophone of /u/ (ux), typically found in alveolar contexts.

• Four types of schwa are defined: axr is a destressed version of er, which tends to occur 

in words such as “butter”. Of the other instances of schwa, ix is generally used between 

two alveolars (e.g. “roses”), with ax being used for most other contexts (e.g. “ahead”). 

In addition, there is a devoiced schwa (ax-h), which is a very short devoiced vowel that 

tends to occur for reduced vowels surrounded by voiceless consonants.

• There are additional symbols for three types of silence:

• A pause (pau) during an utterance.

• Silence and/or non-speech events (h#) found at the beginning and end of the signal.

• Epinthetic silence (epi) between a fricative and a semivowel or nasal, as in “slow” or 

“snow”.
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TIMIT symbol 39-svmbol set
Stops P ROP P

t tot t
dx butter (flap) dx
k kick k
b bob b
d dad d
g gag g
q bat (glottal stop) sil

pci (p elosure) sil
tel (t elosure) sll
kcl (k elosure) sil
bel (b elosure) sll
del (d elosure) sll
gel (g closure) sll

Nasals m mom m
em prism (syllable m) m
n non n

nx winner (nasal flap) n
en button (syllable n) n
ng sing ng
eng Washington (syllabic ng) ng

Fricatives f five f
V very V

th thief th
dh they dh
s sis s
z zoo z
sh shoe sh

zh measure sh
hh hay hh
hv ahead (voiced h) hh

Affricates eh church eh
jh iudge jh

Semivowels 1 led 1
and glides el bottle 1

r red r
y yet y
w wet w

Vowels iy beat iy
ih bit Ih
eh bet eh
ae bat ae
ix roses Ih
ax the ah
ah but ah

ax-h suspicious (devoleed schwa) ah
uw boot uw
ux toot (fronted uw) uw
uh book uh
ao about aa
aa cot aa
ey bqU ey
ay bite ay
oy boy oy
aw bough aw
ow boat ow
er bird er

axr butter er

Others epi (epenthetic silence) sll
h# (begin/end silence) sll
pan (pause) sll

Table 13.1: List o f  the 61 TlMlT symbols, with the corresponding 39 symbols used fo r  scoring
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Model units

The basic inventory of modelling units was defined as the set of TIMIT symbols, but with the 

pause (pau) and beginning/ending silence (h#) represented by a single silence model (sil), so 

giving 60 modelling units. When scoring recognition output, certain confusions should not be 

counted as errors as, for example, it is not important to distinguish between different 

allophones of a phoneme or to individually-identify different types of stop closure. A 39- 

category scoring set of this type was used by Lee and Hon (1989) in their benchmark 

experiments. This set has since been widely adopted as a “standard” scoring set for 

recognition experiments with TIMIT, and was therefore used in the current experiments. The 

model units which were grouped together for scoring purposes were as follows: {sil, epi, pel, 

tel, kcl, bel, del, gel, q}, {1, el}, (n, en, nx}, (m, cm}, {ng, eng}, {hh, hv}, {sh, zh}, {ah, ax, 

ax-h}, {aa, ao}, {ih, ix}, {uw, ux}, {er, axr}.

Model sets

Experiments were carried out with both context-independent and context-dependent model sets. 

The TIMIT training data includes a wide variety of different phonetic contexts, but there are a 

very few examples of any one triphone context. After initial investigations, it was therefore 

decided to perform context-dependent modelling using right-context-dependent biphones, which 

depend on only the immediately-following phoneme context. In order to avoid training context- 

dependent models for which there were insufficient data to estimate the model parameters 

reliably, a model was trained for a given biphone context only if there were at least 10 

occurrences of that biphone in the training data. As with the original digit experiments 

described in Chapter 8, all examples which did not contribute to a biphone model were used to 

update the relevant monophone model.

Model structure

The basic model structure was the same as the one used for the digit experiments, with three 

states per speech model and single-state non-speech models. However, this structure imposes a 

minimum duration of three frames for every speech unit, whereas some of the labelled phone 

segments are shorter than three frames. In order to accommodate these very short utterances, 

the model structure was extended as shown in Figure 13.1, to allow transitions from the initial 

state to all emitting states. The skip transitions were only intended to be used to accommodate
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very short examples, and were therefore assigned a very low probability of 0.00001. Setting 

this transition probability to a low value was important in order to preserve the general time- 

evolving nature of the three-state model structure and so minimise errors which might arise 

from inappropriate use of the skip transitions. As with the digit experiments, all other 

transition probabilities from each state were set to be equal and transition probabilities were 

not re-estimated.

Figure 13.1: Standard-HMM structure used for speech models in TIMIT classification experiments. 

Interpretation of model variance

As with the digit experiments, individual acoustic features were scaled to have approximately 

the same total per-state variance across the complete training data set. The basic procedure 

was the same as before, involving training a first set of models and then performing Viterbi 

alignment as a basis for determining the scale factors. However, by using the additional 

constraint of the provided TIMIT segmentation, the only alignment required was for the three 

states within any one phone.

Classification procedure

Phone-level classification of the presegmented utterances was performed to classify each data 

segment as one of the 60 model units. The classification accuracy was then determined using 

the 39 scoring categories. When classifying the data segments, all phones were treated as 

equally likely, so that no language model was used to constrain the allowed phone sequences. 

This approach was considered appropriate for investigating improved acoustic-phonetic 

modelling, but it does make the classification/recognition task very difficult. As a 

consequence, (allowing for the expected differences between results for classification and those 

for recognition) performance was expected to be worse than that for most published 

experiments using TIMIT which typically use some form of phone language model.



Phonetic classification experiments 203

When performing classification with context-dependent models, a syntax was used to control 

the allowed connections between the models such that each context-dependent model could 

only be followed by models for which the contexts matched (for example, the biphone model 

for III in the /t/ context could only be followed by any of the /t/ biphone models). For any

contexts which were unseen in the training data, the context-independent model was used. The 

network was thus set up such that all phone sequences were valid with equal probability, but 

there was only one phone-level path for any sequence of phones.

13.3. Baseline experiments with standard HMMs

13.3.1 Training procedure

The provided time-aligned transcriptions were used both for initialisation and training of the 

models. The model means and variances for the monophone HMMs were initialised by 

dividing each labelled phone segment into three equal-length sub-segments to represent the 

model states, and five iterations of Baum-Welch re-estimation were applied. The trained 

monophone models were used to initialise biphone models, and three further iterations of re

estimation were then performed.

13.3.2 Classification performance

From the results shown in Table 13.2, it can be seen that classification performance is 

improved by modelling adjacent context. The importance of representing change over time is 

also evident fi’om the considerably-better performance which was obtained when including 

derivatives as well as single-frame features. The rather low overall performance level reflects 

the difficulty of the phone recognition task, and the results are not unreasonable in comparison 

with published results, taking into account the fact that the current system used a null language 

model and allowing for differences between individual systems. Although quite popular for 

evaluating segment models, classification results are not generally reported for HMM systems 

and so it is not possible to make a direct comparison. However, some of the best published 

results for HMM recognition of TIMIT are those reported by Lamel and Gauvain (1993). 

They obtained a phone error-rate of 30.9% on the core test set using context-dependent models 

with cepstrum and delta-cepstrum features and a phone bigram language model. Robinson 

(1994) obtained a somewhat lower error-rate of 26.1% using a recurrent neural network.
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model
set

% Errors
cep. only cep.+delta cep.

monophones 46.8 38.8
biphones 40.9 29.8

Table 13.2: Standard-HMM classification results on the male portion o f  the TIMIT core test set, with 
context-independent and context-dependent models using mel cepstrum features with and without

time derivatives.

13.4. Experiments with segmentai HMMs

The segmental models were assigned three segments per phone with the same model structure 

and unit inventories as were used for the TIMIT experiments with standard HMMs. Four 

types of segmental models were compared:

• HSMMs (conventional HMM probabilities but with a duration constraint)

• static GSHMMs (with target-independent probabilities)

• constrained mean linear trajectory segment models

• linear GSHMMs (with trajectory-independent probabilities).

The experiments used the approaches to model initialisation and training that were most 

successful for the digit-modelling experiments. In all cases, context-independent and then 

context-dependent models were trained, using feature sets both with and without including the 

time-derivative features.

13.4.1 Method

Segmental model structure

As with the digit experiments, each model state was assigned a maximum segment duration of 

10 frames and a uniform duration distribution. A strict left-right model structure was used for 

the phone models, such that the maximum phone duration was 300 ms. Self-loop transitions 

were included for the silence model, to allow for any long periods of silence. The majority of 

the annotated phones in TIMIT are less than 300 ms long, and this duration is exceeded for 

only 0.08% of the phones for training and 0.05% of those for testing. For a classification task, 

the phone boundaries are fixed in both training and testing, so phone models inevitably give a 

probability of zero for annotated segments longer than 300 ms. The consequence for training 

is that phone segments longer than 300 ms do not contribute to the model re-estimation. In 

recognition, any annotated regions longer than 300 ms can only be recognised as silence. This
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situation is not ideal from a performance viewpoint but applies to such a small proportion of 

phones that the effect was very small, and in any case the validity of comparisons between the 

different segmental model sets is unaffected.

Training procedure

Monophone segment models were initialised from the relevant set of trained standard HMM 

monophones. The initial HSMM parameters were obtained by simply copying from the 

corresponding standard-HMM parameters. Initial estimates for the constrained mean linear 

trajectory models were obtained in the same way, with the slope means initialised to zero. To 

initialise the GSHMMs, the model parameters were estimated on the basis of a state-level 

segmentation of the entire training set. This segmentation was obtained by using a Viterbi 

alignment procedure with the relevant set of trained standard HMMs to divide each of the 

provided annotations into three segments. The static GSHMMs were initialised by computing 

segment averages and their associated within- and between-segment variability using the same 

approach as described in Section 10.1.1. The linear GSHMMs were initialised in the same 

way, with the slope means and variances set to zero.

For all sets of segment models, five iterations of extended Baum-Welch re-estimation were 

applied. The resulting trained segment-based monophones were used to initialise biphone 

models (using the same approach as for the standard HMMs), which were then trained with a 

further three iterations of re-estimation.

13.4.2 Classification results and discussion

The classification error for each of the model sets is given in Table 13.3, and the main points 

to observe about the influence of model type are summarised below:

• Using the HSMM model structure to impose a duration constraint gave somewhat different 

recognition performance in comparison with conventional HMMs. Further analysis would 

be required to understand the nature of the differences between the model sets for segments 

of different duration. However, for the current experiments the main purpose of these 

models was to provide a baseline with which to compare the performance of the sets of 

segment models using different output probabilities in addition to the duration constraint.
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• There was no performance advantage from the static GSHMMs, which generally 

performed slightly worse than the corresponding HSMMs.

• Introducing a linear trajectory description without any distinction between different types 

of variability improved performance relative to that of the HSMMs.

• There were further performance benefits from distinguishing between intra- and extra- 

segmental variability in conjunction with the linear trajectory model.

Model % Errors
type mel cepstrum features only include time derivatives

monophone biphone monophone biphone
HMMs 46.8 40.9 38.8 29.8

HSMMs 48.1 43.0 38.7 29.4
static GSHMMs 48.1 45.0 39.0 32.2

constrained linear traj. HSMMs 46.1 39.0 37.0 27.4
linear GSHMMs 44.0 38.2 36.5 26.8

Table 13.3: Classification results on the male portion of the TIMIT core test set for different sets o f  
segmental models in comparison with conventional HMMs.

The pattern of the TIMIT classification results presented here are consistent with the pattern of 

both the digit recognition results reported in the previous chapters and the TIMIT recognition 

results reported by Gales and Young (1993a, 1993b). To summarise, making a distinction 

between extra- and intra-segmental variability was found to improve model discrimination 

power when used in conjunction with an appropriate (linear) trajectory assumption, but not 

when the trajectory assumption was inaccurate (as with the static representation used here).

Some interesting observations about the influence of feature set and model type can also be 

made from Table 13.3. The linear GSHMMs gave better performance than the baseline 

HSMMs for both monophone and biphone models, with and without including time-derivative 

features. The percentage reduction in the error rates when using only single-frame features 

were 8.5% and 11.1% for monophone and biphone models respectively. The corresponding 

figures when also including time derivative features were 5.7% and 8.8%. Two interesting 

observations from these comparisons are as follows;

• The linear GSHMM was most beneficial when using context-dependent models. This

finding agrees with the results of the initial experiments on modelling observation

sequences with static GSHMMs (Chapter 8). The segmental HMM is presumably not so
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useful for monophone models due to the number of different phonetic events (and therefore 

quite distinct trajectories) that typically need to be accommodated within a single model.

• The improvement from using linear GSHMMs rather than HSMMs was smaller with time 

derivatives in the feature set than when only single-frame features were used. This finding 

is not surprising, as some dynamic information would already be provided by the time- 

derivative features. However, the linear trajectory model evidently gave useful additional 

information as there were substantial performance gains even for time-derivative features. 

The benefits may arise from the more appropriate model of dynamics provided by the 

segmental model, and also from implicit inclusion of second-order dynamic information.

13.4.3 Comparison with published results for other models

Classification results on TIMIT have been published for a variety of segment models and, 

overall, the results presented here appear to show a similar general level of performance. 

However, it is difficult to make more precise comparisons due to differences in experimental 

conditions. In particular, several workers have used subsets of the data or have adopted 

divisions into training and test sets which are different from those designated with the provided 

data, and there is variation in the choice of phone language model. For example, Digalakis 

(1992) reported classification results for a different division of TIMIT, using 18 cepstrum 

features and an approach which included phone-dependent duration distributions and a priori 

class probabilities. With his dynamical system approach and context-independent phone 

models, he obtained classification error-rates of 32.0% using only single-frame features and 

26.1% when including time-derivative features.

Turning to recognition (rather than classification), Goldenthal (1994) and Glass et al. (1996) 

have both reported segment-model error-rates of 30.5% on the TIMIT core test set, using 

approaches which included a phone language model. In order to make a direct comparison 

with these segment-model results and with “standard” reference results for TIMIT such as 

those reported by Lamel and Gauvain (1993) and Robinson (1994), it would be necessary to 

carry out GSHMM recognition experiments which include the use of some simple phone 

language model such as a bigram.
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13.4.4 Effect of phone class on discrimination capability

Of the conditions tested in the current experiments, the linear GSHMMs gave better overall 

classification performance than the models using conventional output probabilities. The 

performance of the linear GSHMMs relative to that of the HSMMs was next analysed as a 

function of phone class, in order to determine whether the segmental model of dynamics was 

more beneficial for some types of sound than others. The 39 TIMIT scoring symbols were 

therefore grouped into eight different phone classes for stops, fricatives, affricates, nasals, 

semivowels and glides, vowels and diphthongs. For each phone class, the classification error 

rate was determined for the HSMMs and for the linear GSHMMs. The percentage 

improvement in error rate for the linear GSHMMs was then calculated. The results of this 

analysis are shown in Table 13.4 for the biphone models of mel-cepstrum features (without 

time derivatives).

Phone class number of HSMM LGSHMM % improvement
examples % error % error of LGSHMM

Stops 566 56.7 54.8 3.4
(p, t, dx, k, b, d, g)
Fricatives 710 41.7 38.9 6.8
(f, V, th, dh, s, z, sh, hh)
Affricates 57 52.6 47.4 10.0
(ch, jh)
Nasals 412 57.0 52.2 8.5
(m, n, ng)
Semivowels and glides 497 39.2 33.2 15.4
(1, r, y, w)
Vowels 1178 53.8 48.9 9.1
(iy, ih, eh, ae, ah, uw, uh, er)
Diphthongs 376 48.9 41.2 15.8
(ey, ay, oy, aw, ow)

Table 13.4: Classification performance o f  linear GSHMMs relative to that o f  HSMMs, shown as a 
function ofphone class fo r biphone models representing mel-cepstrum features.

The linear GSHMMs improved performance for all the phone classes, but were most beneficial 

for the diphthongs and for the semivowels and glides. These sounds are characterised by 

highly dynamic continuous changes, and so the trajectory model should be particularly 

advantageous. The performance gain was smallest for the stops, which have rather different 

dynamic characteristics involving abrupt changes between relatively steady-state regions. 

Some model of dynamics across segment boundaries may be the most appropriate way to 

represent these changes, which are obviously important for signalling the presence of a stop.
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13.4.5 Conclusions

The experiments described in this chapter have demonstrated that a linear trajectory segmental 

HMM offers performance advantages for phonetic classification as well as for connected-digit 

recognition. The benefit arises mainly from using the linear trajectory to describe segment- 

level dynamics, but with some additional improvement from distinguishing between different 

types of variability. The phone classification results have also reinforced the importance of 

modelling accuracy in order to maximise the advantage from the linear segmental HMM, 

which was greatest for the more accurate context-dependent models.

Some interesting differences between different phone classes have been identified, with the 

linear GSHMM giving most advantage for those sounds with smoothly-changing dynamic 

characteristics. These experiments have used a simple allocation of three segments per phone. 

The performance should be further improved by representing each phone by the number of 

segments required to represent typical trajectories. More detailed study of the relationship 

between phone characteristics and classification performance may also give insights into the 

best way to model the time-evolving characteristics of different phones. The performance of 

the linear GSHMMs using single-frame features was considerably worse than that obtained 

when using time-derivative features with the HSMMs, so in the long-term more research is 

evidently needed to develop a fully-comprehensive model of dynamics (see Chapter 14). 

Nevertheless, from a practical viewpoint the linear GSHMMs with biphone models and time- 

derivative as well as single-frame features have provided a worthwhile improvement in 

discrimination over any of the other conditions tested.
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Chapter 14

Conclusions and current issues for research

14.1. Review of main findings

Improvements in recognition performance have been demonstrated with a new segmental model 

which distinguishes variability between speech segments from that within segments and uses a 

trajectory representation of how features change over time. The work described in this thesis 

therefore provides strong support for Russell’s (1992, 1993) concept of distinguishing between 

different types of variability, and the approach has been successfully extended to incorporate a 

linear trajectory model. Also, perhaps most importantly, insights have been gained into the 

practical implications of adopting this model of variability and into the importance of accurate 

modelling assumptions. Thus, achieving good recognition accuracy with segmental HMMs 

was found to be dependent upon the modelling assumptions being a fairly close approximation 

to the characteristics of real speech. It was shown that the assumptions must be accurate both 

for the trajectory descriptions and for the models of variability. This dependency on accurate 

assumptions is not such an issue for conventional HMMs, and arises mainly as a consequence 

of decomposing observation probabilities into different components which must then balance 

appropriately for alternative interpretations of a given utterance. The main findings are 

discussed in more detail below with reference to the five questions introduced in Section 6.5.

1. Can discrimination be improved by separating out extra- from  intra-segmental 

variability?

For all the modelling tasks investigated, intra-segmental variability has been found to be 

consistently smaller than extra-segmental variability, as evidenced by narrower observed 

distributions and smaller model variances. It has been demonstrated that this model of 

variability can lead to improvements in discrimination capabilities. For example, simple
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static GSHMMs were successfully used to model sequences of similar observations 

(Chapter 8), provided that the modelling was sufficiently accurate for the independence 

assumption to be a major limitation on performance. Another example is provided by the 

success achieved with linear GSHMMs, which were shown to be capable of outperforming 

a comparable constrained mean linear trajectory model both for connected-digit recognition 

(Chapter 11) and for phone classification (Chapter 13). However, the work described in 

this thesis has also demonstrated that the reduction in per-ffame variability provided by a 

narrow intra-segment distribution does not guarantee a performance improvement. Many 

critical factors have been identified, and these are discussed under the four points below.

2. Are Gaussian modelling assumptions appropriate?

The investigations have shown that there are aspects of the segmental-HMM modelling 

task for which a Gaussian distribution assumption is reasonable and other aspects for 

which it is not appropriate. Firstly, the validity of a Gaussian modelling assumption for 

parameters such as a static-model target or trajectory mid-point is similar to that for the 

single output distribution of a standard HMM. This assumption appears to be reasonable 

for a group of similar speakers saying the same sound in the same phonetic context, as in 

the digit-modelling experiments described in Chapters 8 to 12. It also appears that 

variation of the optimal slope parameter in a linear segmental HMM is quite well 

represented by a single Gaussian distribution.

On the other hand, the experiments have clearly shown that a Gaussian assumption is not 

appropriate for using a single model to describe the distribution of individual observations 

around optimal trajectories. The optimal trajectory for a given segment is strongly 

influenced by a data-derived estimate of the trajectory parameters. This estimate is 

provided by the parameter values which give the best fit to the observations representing the 

segment. As all the data samples (segment examples) are quite short (a maximum of 10 

observations), the variance of the observations around their best-fit trajectory may vary 

considerably from one segment example to another. In particular, this variance will tend to 

be smaller for short than for long segments, although it may also vary across examples of 

the same duration. The combined intra-segment distributions therefore tend to be non- 

Gaussian, and to have a sharp peak at the distribution mean due to the large number of 

small-variance estimates which inevitably arise for small samples of data. This 

characteristic of the distributions was successfully approximated by a two-component intra
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segment mixture model. However, a simpler and more robust solution was provided by a 

“trajectory-independent” approach which considered all possible trajectories when 

calculating segment probabilities. Mathematical theory has been developed, implemented 

and tested for a linear segmental HMM with trajectory-independent probabilities, which is 

an extension of the approach originally proposed for a static model by Gales and Young 

(1993a, 1993b). This linear model has been shown to give good performance both for 

connected-digit recognition (Chapter 12) and for phonetic classification (Chapter 13).

In conclusion, it would seem that a Gaussian assumption is not unreasonable for intra- 

segmental variation around the true underlying trajectory (as represented by a trajectory- 

independent approach to calculating probabilities). The initial problems with modelling 

intra-segment variation (described in Chapters 10 and 11) appear to have been caused by 

an incorrect assumption in the optimal-trajectory probability calculation. Consequences of 

the problems with modelling intra-segment variation are discussed further under point 5.

3. Is a parametric trajectory model a good basis fo r  modelling extra-segmental 

(trajectory) variation?

A linear trajectory model has been shown to provide a fairly good approximation to 

observed trajectories (Chapter 9), at least for models with three segments per phone. Not 

surprisingly, a static trajectory model was found to be insufficient for representing some 

trajectories. The findings of the experiments described in Chapters 10, 11, 12 and 13 all 

suggest that, as long as the trajectory assumption is reasonably accurate, it is useful to 

model extra-segment variation as a distribution of trajectory parameters. Thus, modelling 

variability in the mid-point parameter of a linear trajectory model improved recognition 

performance over that which was achieved with a comparable constrained mean trajectory 

model (see Table 11.3 for example). However, modelling variability in the target 

parameter of a static model gave no improvement over any benefit from simply introducing 

the segmental structure (see Table 10.2 for example). It is important for the trajectory 

model to be accurate as discrimination power depends mainly on the extra-segmental 

component of the model (while the intra-segmental component ensures that the trajectory is 

a good representation of the observation sequence).

In addition to the importance of the validity of the trajectory assumption, it appears to be 

important that the trajectory parameter varies in a consistent way. In the experiments
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described in Chapters 11 and 12, the modelling of variability in the linear-model slope 

parameter was found to be detrimental to recognition performance. This characteristic is 

probably due to a combination of difficulty in identifying the underlying slope for short 

segments, and the many factors that affect trajectory slope but which have not been 

modelled here (see Section 14.2 for further discussion).

4. Is discrimination improved by modelling dynamics?

Discrimination can undoubtedly be greatly improved by modelling dynamics, given 

appropriate distribution and trajectory representations in the models. The benefit of 

modelling dynamics has been demonstrated by the much better performance of the linear 

trajectory model than the static trajectory model, both for connected-digit recognition 

(Table 11.2) and for phonetic classification (Table 13.3). However, the experiments 

described in Chapters 11 and 12 have also shown that the way in which variability in 

dynamics is modelled is important for good performance, as it was not beneficial (at least 

with the experimental framework used here) to model variability in trajectory slope.

5. Is segmentation improved by a trajectory-based segment model?

It has been shown that simple duration constraints imposed by a segmental model structure 

can lead to improved segmentation (Table 10.1), by preventing the unrealistically-long 

state occupancies which are possible for a standard HMM. When incorporating segmental- 

HMM probabilities, the segmentation was satisfactory provided that the distribution 

modelling assumptions were appropriate. Fairly accurate distribution assumptions were 

crucial for a reasonable balance between the intra- and extra-segmental probabilities, 

which in turn was necessary for the correct evaluation of alternative segmentations.

It is interesting to note that the segmental HMM investigated here represents a small deviation 

from the standard HMM formalism, but yet gives rise to many modelling issues which need to 

be addressed for the approach to work successfully. The HMM approach makes only very 

general assumptions about speech characteristics which, although a very poor approximation 

for some aspects of real speech signals, apply uniformly on a ffame-by-ffame basis to all 

possible segmentations of an utterance. This simplicity is probably part of the reason for the 

success and robustness of the conventional HMM approach. As soon as more detailed 

assumptions are made about the structure of the signal, the validity of those assumptions 

becomes much more important.
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14.2. Issues for further developments of the segmental HMM

The experimental investigations described in this thesis have clearly demonstrated the potential 

of dynamic segmental HMMs to improve recognition performance over that which can be 

achieved with HMMs given the same set of acoustic features. However, it is also apparent 

that the segmental model used in these experiments addresses only some of the speech- 

modelling limitations of HMMs Thus, although the model imposes more speech-related 

structure than an HMM, a large part of the acoustic variation is still treated as random and 

therefore unpredictable. This section considers some of the ways in which the model could be 

refined to further reduce the assumptions of randomness by providing a more constraining 

model of speech signal characteristics.

Duration modelling is one aspect of segmental approaches which has not yet been exploited in 

the work described in this thesis, as the emphasis has been on comparing the acoustic 

modelling capabilities of different approaches. However, the duration model is an important 

component of the segmental HMM which so far has only been used in the form of a fixed 

maximum segment duration constraint. The accuracy and the robustness of the models should 

be improved by incorporating segment-dependent ranges of allowed durations and trained 

distributions of the associated duration probabilities. A duration model of this type should be 

particularly beneficial if the segmental-modelling approach is developed to represent units 

which are more meaningful in acoustic-phonetic terms, as discussed in more detail below.

In addition to the possibilities for duration modelling, there are many aspects of the acoustic 

modelling components of the segmental-HMM approach which could better reflect the 

characteristics of speech patterns. It seems likely that substantial further developments in both 

theory and application will be required before dynamic segmental HMMs can show significant 

performance advantages over more elaborate conventional HMM systems. For example, so far 

a linear segmental HMM with only single-frame features has not performed as well as a 

conventional HMM which also uses time derivatives of the features. A comprehensive model 

of dynamics should however be a better alternative to using time derivative features. There are 

several opportunities for developing the segmental HMM approach to make greater use of the 

segmental framework for representing the characteristics of speech patterns. In considering the 

possibilities, it is useful to return to the issues for representing feature dynamics and variability 

that were first discussed in Chapter 5. These issues are now considered specifically in relation
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to segmental HMMs, with reference both to discoveries from the current work and to general

properties of these models.

1. Trajectory description The studies of trajectory approximations to mel-cepstrum 

features (Chapter 9) provided good evidence that a parametric linear model is able to 

follow the time-evolving characteristics quite closely. Depending on the model unit (see 

point 2 below), there may be some instances where a higher-order model would be 

beneficial, but in general a linear model is probably adequate. When modelling variability 

in the trajectory parameters using the segmental HMM, it is important that this variability 

provides useful information for discrimination between the model units. In the experiments 

described in this thesis, it was not helpful to model variability in the slope parameter of a 

linear trajectory. Modelling this variability may become useful in a more sophisticated 

framework developed in the ways suggested below, particularly those in points 5 and 7. 

However, some of the details of the trajectory characteristics may not be important for 

discrimination between sounds. For example, there is evidence from perceptual studies 

(e.g. Ainsworth, 1996) that humans are not very sensitive to the exact shape of formant 

transitions, especially when they occur over short durations.

2. Choice o f modelling unit The experiments so far have demonstrated good performance 

for linear GSHMMs of sub-phone units with three segments to model every phone, in a 

similar way to the typical standard-HMM strategy of using three states per phone. 

However, there may be even more advantage for segmental models if each phone is 

represented by the minimum number of segments needed to describe typical trajectories. 

With a linear trajectory model, three segments may not be enough for certain sounds such 

as diphthongs, while it may be too many for other sounds such as unstressed vowels or 

voiceless fricatives. For highly dynamic sounds such as certain diphthongs it may be 

better to use fewer states and have a quadratic trajectory model, but for other segments 

even a static model may be sufficient. Experiments could be performed to determine the 

most appropriate number of segments and type of trajectories with which to model each 

phone, with the aim that each segment should represent some phonetically-meaningful 

portion of the speech signal. To obtain full benefit from this approach, it would be 

necessary to overcome the tendency for models to train so that states in a three-state 

sequence are in fact used as alternatives, which results in a large number of spurious 

single-frame “segments” corresponding to the rejected states. This behaviour, which



Conclusions and current issues for research 217

occurred frequently for both conventional and segmental HMMs in the experiments 

described in this thesis, is clearly undesirable from the viewpoint of describing acoustic- 

phonetic events in a meaningful way in terms of both acoustic and durational attributes. It 

should however be possible to overcome a large part of the problem by allowing for 

alternative phone pronunciations (such as the optional release of stop consonants in certain 

contexts).

3. Nature o f  trajectory in relation to observed acoustic features The segmental HMM

treats the trajectory as an underlying trend which is hidden from the observer, as 

observations are generated from a trajectory by the intra-segmental component of the 

model. The trajectory-independent approach is particularly attractive in this respect, as the 

output probabilities allow for all possible trajectories rather than requiring explicit 

identification of any one trajectory. The notion of the trajectory as a generator of the 

observations, rather than a characteristic of the observations themselves, is fundamental to 

the ideas which are presented in Section 14.3 for developing the model to be a more 

accurate reflection of the mechanisms of speech production.

4. Modelling correlation within a segment The extra-segmental component of the

segmental HMM represents variability in the parameters of the underlying trajectory, 

which has the useful consequence of reducing ffame-to-ffame variability of successive 

observations without using any explicit model of correlation. An advantage from 

modelling variability in trajectory parameters has been demonstrated by the good 

performance which was achieved when modelling variability of the mid-point parameter, in 

comparison with the performance of a simple constrained mean trajectory model (Tables

11.3 and 13.3). Although the distinction between different types of variability raised many 

issues for achieving success with the models, good performance was achieved provided 

that the modelling assumptions were sufficiently accurate. The basic approach of using a 

parametric trajectory description and modelling variability in the parameters appears to be 

successful, and there are several opportunities for refining the model of prior constraints 

on the trajectory parameters. Additional constraints will further reduce the remaining 

(random) variation associated with any one trajectory realisation, while still not requiring 

explicit modelling of ffame-to-ffame correlations. Some possible developments of this 

approach are discussed under the following points.
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5. Effect o f  segment duration on trajectory realisation The successes with segmental 

HMMs have been achieved without making any distinction between different causes of 

variation in the trajectory parameters representing a segment, so that in effect all the 

trajectory variation has been treated as random. However, segment duration is one 

specific influence on trajectory realisation which could be treated separately. The lack of 

any explicit model for effects of segment duration is probably at least part of the reason 

why attempts at modelling variability in the trajectory slope parameter were not successful. 

When slope variability due to duration effects was combined with other causes of 

variation, the total variability may have been too great to be usefiilly modelled.

Variation in segment duration has many causes (speaking rate, level of stress, phonetic 

context, and so on), and the relationship with acoustic realisation is undoubtedly a complex 

one, although it should be predictable to a certain extent. There should therefore be 

considerable benefits from modelling the influence of segment duration on the trajectory 

but, as argued in Section 5.2.5, a single fixed mapping function does not seem to be the 

ideal way to represent this type of speech variability. It should be better to use a model 

which is automatically trained from data and to adopt a probabilistic approach, as it is 

unlikely to be possible to represent all influences sufficiently accurately for the effect of 

duration to be treated as deterministic. Within the segmental-HMM framework, segment 

duration could be treated as an additional prior which influences the distribution of 

possible underlying trajectories for any one segment.

6. Modelling dependencies across segment boundaries The experiments described in 

this thesis have demonstrated improvements in recognition performance from using a 

segmental model that describes dynamic characteristics and associated variability for 

individual speech segments. However, speech production is a continuous process and so a 

complete model for the dynamic characteristics of speech signals must obviously 

incorporate effects which occur across segment boundaries. These effects include both the 

continuity of speaker-specific characteristics across an utterance and specific dynamic 

characteristics across the boundary from one segment to the next. Modelling dynamics 

across acoustic-phonetic boundaries should provide significant additional useful 

information for discrimination. The findings of the experiments with time-derivative 

features (Tables 12.3 and 13.3) suggest that such a representation of dynamics across 

segment boundaries may well be essential for segmental models to outperform simple use
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of time derivative features (which always give some indication of temporal change). For 

example, a sudden onset of energy is a significant cue to the presence of a stop consonant, 

while continuity of spectral trends is to be expected across boundaries between two vowels 

or between a sonorant and a vowel. A comprehensive model of dynamics across segment 

boundaries will intrinsically include a representation of effects of phonetic context on 

trajectory realisation, and could potentially replace the need for large numbers of context- 

dependent models for the phones.

7. Modelling speaker-dependent effects Any approach based on “speaker independent” 

modelling uses a single distribution to represent all variability associated with any one 

model parameter, irrespective of whether that variability arises due to occasion-to-occasion 

variation for any one speaker or due to differences between speakers. This problem is 

somewhat reduced for segment models in comparison with conventional HMMs, as the 

representation applies to segments rather than to individual frames. Furthermore, in the 

case of the segmental HMM it does not seem unreasonable to represent intra-segment 

variation around the underlying trajectory as being the same for all instances of any one 

segment, but the trajectory parameters themselves will undoubtedly vary from speaker to 

speaker. Some consequences and issues which arise due to this variation are as follows:

• The distribution of trajectory parameters may be multi-modal, especially if they 

represent a wide range of speaker dialects (as in TIMIT for example). The experiments 

described in this thesis suggest that it is important to model both the intra- and the 

extra-segment distributions accurately for segmental HMMs to be useful. As pointed 

out by Gales and Young (1993a), it is quite straightforward to extend a segmental 

HMM to incorporate multiple mixture components in the extra-segment distributions, 

which would accommodate variability due to different speakers in the same way as is 

typical for conventional HMMs.

• In addition to accurately modelling the observed distributions, it is important that these 

distributions provide useful information for discrimination. General spectral 

characteristics are obviously similar across speakers, and the general nature of 

temporal changes are also similar. However, the detailed dynamic characteristics may 

vary from one speaker to another (models of segment dynamics have been shown to be 

useful for speaker verification (Liu et al. (1995); Liu and Wang (1996)). Variation
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across speakers may be another contributory cause for the problems which were 

experienced in modelling variability in the slope parameters of the linear GSHMMs. 

These models may therefore be more beneficial if they are speaker-specific. This issue 

could be investigated by studying speaker-dependent modelling with linear GSHMMs, 

and by comparing the properties of speaker-dependent models with those of speaker- 

independent models. If considerable differences are identified, one possible solution 

would be to use alternative models to represent distinct groups of speakers.

For situations in which a speaker becomes a regular user of an automatic recognition 

system or even when utterances are longer than a few words, it is natural to adapt the 

acoustic models to provide a more accurate representation for that particular speaker. 

Adaptation techniques have become an important component of current large- 

vocabulary conventional HMM systems (e.g. Woodland, Gales, Pye and Young, 1997). 

Adaptation may be even more useful when applied to trajectory parameters 

representing dependencies over time than when applied to collections of individual 

frames as with the conventional-HMM approach. Recently, Bayesian adaptation 

techniques have been successfully applied to polynomial trajectory segment models 

(Kannan and Ostendorf, 1997; Rathinavelu and Deng, 1997). Similar adaptation 

approaches could also be beneficial for segmental HMMs.

• While the above points are important for accurately modelling individual segments 

across a wide range of speakers, they do not address the issue of speaker continuity 

through a sequence of segments representing an utterance. Thus, as far as the model is 

concerned, any one segment may have been spoken by a different speaker from its 

immediately-preceding segment. This problem should be reduced by a good model for 

dynamics across segment boundaries, as suggested above. However, a fully accurate 

model of speech must somehow represent speaker continuity throughout an utterance, 

rather than just within a segment. This approach suggests a model which takes into 

account possible speaker identities when calculating utterance probabilities. Potential 

ways of achieving this long-term aim are considered in Section 14.3.

Choice o f acoustic features The experiments described in this thesis have 

demonstrated improved modelling and recognition performance through representing 

underlying trajectories of mel-cepstrum features. For the analyses used here, temporal
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changes in the lower-order coefficients were closely approximated by linear trajectories. 

General trends in the higher-order coefficients were also well represented, although greater 

ffame-to-ffame fluctuations were evident. However, while reasonable performance has 

been obtained for a linear trajectory model of these features, experiments have also shown 

the importance of adopting an appropriate trajectory description (as GSHMMs with a 

static trajectory only gave performance benefits when limited to modelling very short 

segments). It would therefore be informative to compare the performance of segmental 

and conventional HMMs for cepstral features with different degrees of smoothness 

(derived from different spectral representations). It would also be interesting to make these 

comparisons for alternative feature sets which are more directly related to the mechanisms 

of speech production and which may therefore provide a better basis for modelling 

dynamics. However, as previously discussed in Section 5.2.8, articulatory or formant 

features are difficult to identify independently from the recognition process, and so any 

evaluations have tended to be limited by extraction errors for the features (e.g. Schmid, 

1996).

Recently, a method of formant analysis has been developed (Holmes and Holmes, 1996; 

Holmes, Holmes and Gamer, 1997), that includes techniques which largely overcome the 

difficulties normally associated with extracting and using formant information. This 

approach uses a codebook to relate spectral cross-sections with formant labellings 

provided by a human expert. The method employs continuity constraints to identify 

consistent formant trajectory interpretations, and offers two alternatives for cases of 

ambiguity. An important novel feature is the association of formant frequency values with 

an estimate of confidence in their measurement, so that less reliable frequency estimates 

can be given less weight in recognition decisions. Formant frequencies derived using this 

technique have been shown by Holmes et al. (1997) to be beneficial in conventional HMM 

recognition, for which including the formant features improved recognition performance in 

comparison with just using mel-cepstmm features, given the same total number of 

features. By evaluating the performance of segmental HMMs for these features, it should 

be possible to assess whether there are advantages to modelling trajectories in a domain 

where temporal changes can be expected to have a more direct relationship with the 

phonetic properties of the speech.
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14.3. Modelling underlying structure In speech: towards a 

unified model for speech pattern processing

Modelling trajectories in a domain which is more directly correlated with phonetic 

characteristics is a progression away from simply representing the surface manifestation of the 

speech generation process and towards modelling the underlying mechanisms, as advocated by 

Deng, Ramsay and Sameti (1995) and by Russell (1996b) for example. A model based on a 

more accurate representation of the speech production process should reduce the reliance on 

explaining variations in the acoustic signal in terms of random behaviour (Moore, 1994).

In addition to the likely advantages of modelling trajectories, there are opportunities for new 

ways of using the models themselves. For example, at a level closely linked with articulation 

there may be considerable benefits from representing components of the acoustic signal as 

asynchronous parallel streams using techniques such as HMM decomposition (Moore, 1986). 

This approach can be used to systematically model the effect of noise on the resulting signal, 

and also to allow asynchrony between different components of the speech itself. The technique 

has recently been successfully applied to mel-cepstrum features (Tomlinson, Russell, Moore, 

Buckland and Fawley, 1997), but could be more beneficial when applied at a level at which it 

could more directly represent the different rates of movement of different articulators. Effects 

of speaking rate could also be represented in a meaningful way, as could effects due to speaker 

identity and chosen language. Basic vocal tract configurations are similar for all speakers (of 

any language), while there are individual differences in aspects of detail. By representing these 

similarities and differences in a way closely related to articulation, it might eventually be 

possible to automatically recognise speech from any speaker in a way which does not simply 

represent all speech from all speakers in a single acoustic model.

A statistical model based on the underlying mechanisms of speech production could provide the 

basis for a unified approach to all aspects of speech processing. A model of speech trajectories 

that is closely linked with production mechanisms should be applicable to speech synthesis and 

provide a compact representation for speech coding, as well as being useful for speaker 

recognition in addition to speech recognition. From the viewpoints of both synthesis and 

recognition, a great potential strength of modelling speech mechanisms is the ability to 

represent similarities and differences in speech from a variety of speakers in a meaningful way. 

At a level that is closely-related with production, the model parameters should change more
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predictably and to a lesser extent than may be seen in acoustic representations such as the mel- 

cepstrum.

While there are evidently many potential opportunities which arise from adopting a 

representation of speech whose properties describe the mechanisms of production, reliably 

extracting such features directly from the acoustic signal in a wide variety of environmental 

conditions is always likely to be difficult. This type of representation may therefore be more 

successful if used at an unobserved intermediate level between the surface acoustic 

representation and the underlying deeper message structure, thus avoiding the need for early 

decision making in the explicit extraction of higher-level features. The segmental HMM 

provides a two-stage probabilistic model of the type which would be required, as the trajectory 

itself is unobserved but is responsible for generating observed acoustic sequences. The extra- 

segmental model of trajectory variation could be expressed at some underlying level, with 

articulatory or formant features for example, while the intra-segmental model is represented in 

terms of simple surface-level acoustic features. This approach would require the addition of 

some form of mapping component between the deep- and surface-level representations (e.g. 

Bakis, 1991; Richards, Bridle, Hunt and Mason, 1997), with a suitable way of initialising and 

training the parameters of the underlying model. A probabilistic two-stage model based on an 

underlying model of production mechansims is similar in concept to “recognition by synthesis” 

(Moye, 1992), but incorporates the advantages associated with a statistical framework, 

including rigorous automatic training of the model parameters at all levels of representation.

Although achieving a speech model which truly reflects the nature of the production 

mechanisms is a long-term research aim, the current work on dynamic segmental HMMs has 

provided a good foundation for future developments. The notions of representing time- 

evolving trajectories at an underlying level and of using a distinction between different types of 

variability to define prior constraints on possible production sequences should be a useful basis 

for a comprehensive speech model. The potential of an underlying representation to provide a 

meaningful way of characterising speech from all different speakers offers exciting 

opportunities for a new type of approach to recognition and synthesis of speech from any 

speaker, as well as adaptation to new speakers. At the same time, the current work has 

identified (and tackled) many modelling issues that arise when moving away from a simple 

pattern-matching formalism. It is therefore anticipated that modelling the underlying structure 

of speech signals will be a challenging research area for many years to come.
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Appendix A

Derivation of optimal-trajectory parameters for single-Gaussian SHMMs

For a particular sequence of observation vectors y  and a given model state, the parameters of 

the optimal trajectory â(y) are those that maximise the Joint probability of the observations 

and trajectory fa. Since the logarithm function is monotonie, it is sufficient to derive the values 

which maximise log {P{y,fa))- The optimal value of each trajectory parameter can be 

determined by expanding the expression for this probability according to the definition of a 

Gaussian distribution, differentiating with respect to the parameter, setting the partial 

derivative to zero and solving (Russell, 1992). The derivations are given below for the 

parameters of the static and the linear GSHMMs. The static-model derivation is due to 

Russell (1992), and here the same principles have also been applied for the linear model.

For notational simplicity, in both of the following derivations it will be assumed that the 

sequence of observations y = y o,---,yr is one-dimensional and corresponds to a single segment.

A.1. Static model
The trajectory is described by a single constant “target” value, c, the distribution of which is 

characterised by a Gaussian pdf y . The distribution of observations around any one

target is described by a Gaussian pdf with fixed intra-segment variance x . The probability of 

any one value of target c and a given sequence of observation vectors y  is defined as follows:

T
log(P(y, c)) = log(//^y  (c)) -f- Y  log(A^c,x ))

t=Q
Therefore,

^ lo g (P (;;,c ))  -^ lo g (A ^ ^  y  (c))+ ^  ^log(A^^ . j  ( y j )
f=0
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dc

(
j l o g ( î r y ) + ^ ^

2 \ \  T -s (  (

JJ

2

JJ

( ^ - c )
7 f=0

The optimal target is the value of c for which— log(P(>’,c)) = 0 ,thus:
oc

\IT +
f  T ^

1 3 ',
<t=0 )

Y —c { x + { T + 1 ) y ) =  0 .

Solving for c gives the value of the optimal target c();), which is as follows:

 ̂ T  ^

Y.y t  Y+iLtT
C(y) = ^

CT + 1) Y +T

A.2. Linear model
The trajectory is described by a straight line with slope m and mid-point value c, such that

T/(w ,c)(0 = c + . The distributions of the slope and mid-point are characterised by

Gaussian pdfs y and , and intra-segmental variability is described by a Gaussian pdf

with variance t  . The probability of particular values of trajectory parameters m and c and an 

observation sequence y is:

T
\og{P{y,m,c)) =-log(#ny {m)) + log(//^^  (c)) + ^log(A r^  (y^ ))

t=Q

Optimal mid-point:

Differentiating log {Piy,m,c) w.r.t. c.

/=0

_a_
dc

\  \ J)

(  f  T o

il0g(.T)+------------------

(v -c )

\  \

T.

JJ
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' ^ m ( t - —) = 0 so the optimal mid-point is equivalent to the static-model optimal target, thus:
/=0 ^

f  T ^
n+vT 

% )  = -C7’+ 1 ) t| + t

Optimal slope:

Differentiating log (P(y,m,c)) w.r.t. m.

■^\og(P(.y,m,c)) - - ^ l o s i N ^ y  (m ))+ ^log(A fv ,,,(c))+  ( j '/»
t=0

dm
y y

r f
1 {c + { t - ^ ) m - y t Ÿ
ll0g(.T)+------------------

V  V

•l rji ^

^ c { t - —) = 0 . The optimal slope is the value of m for which -^\og{P(y,m,c))  = Oand 

therefore

px +
^ T rj.

V r=0 ^

f f  T
Y - m X + y ) ' Y

I \t=0 y y
=  0 .

Solving for m gives the value of the optimal slope m{y) , which is as follows:

m{y) = \t=o
Y + px

V = o

y +x
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Appendix B

Derivation of opti mai-trajectory parameters for intra-segment mixture 
GSHMMs

The intra-segmental probability of each individual observed feature vector yt is computed as a 

weighted sum of the individual probabilities according to multiple Gaussian distributions, 

where the component Gaussians are constrained to all have the same mean. As for the single- 

Gaussian case, the optimal trajectory parameters are derived by deterniining the partial 

derivatives of the expression for the logarithm of the joint probability of the observations and 

the trajectory. However, these calculations are more complicated when there are multiple 

components in the intra-segment distribution, due to the inclusion of a summation within the 

product over time of the intra-segmental probabilities. Derivations are given below for the 

parameters of the static and linear segmental HMMs\ As with the single-Gaussian derivations 

previously given in Appendix A, for notational simplicity it will be assumed that the sequence 

of observations y = y o,---,yT is one-dimensional and corresponds to a single segment.

B.1. Static model

The trajectory is described by a single constant “target” value, c, the distribution of which is 

characterised by a Gaussian pdf y . The distribution of observations around any one 

target is described by a mixture of K  Gaussian pdfs to represent the fixed intra-segment 

variance. The component has diagonal covariance t  ^ and weight Wk. The probability of a 

particular value of target c and a given sequence of observation vectors y  is defined as follows:

t=0\k=]

 ̂ These intra-segment mixture optimal-trajectory expressions were derived in conjunction with Martin Russell, 
and have been published in Holmes and Russell (1996a, 1997) for the static and linear GSHMMs respectively.
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A more general expression for P{y,c) is P{y,c) = P{c). P{y^ |c).
t=0

Hence

Therefore,

log(f()/,c)) = log(P(c)) + ]glog(f(_y^|c).
r=0

For any particular time t, expanding the derivative of the logarithm of the intra-segmental 

probability according to the chain rule gives:

\<̂)

For a multiple-component Gaussian intra-segment disbribution,

K
P{yt  |c) = - l = = .e x p

^ = 1  ^J2kx jf
Hence,

^  k=] dc V̂ 7Tt7
exp

2 t

By again applying the chain rule:

-, K (  f

do P{yt\c)= Y . ^ k -
k=\

a_
do

V V

jyt - 4
2t .

2 \ f

TtTi:
r.exp

2t
y/y

= S
^=lV

^k-
^k

, where Pjç represents the probability for mixture component k.

K
Using this notation, P{y^ |c) = Z^A: 1^), therefore (from equation (B. 1.2)),

k=\
r  \

^ lo g ( f (y |c ) )  = ^  
r=0

1 K
K
Y^k-Pk i .y t \ c )

yk=\

■ Z T ^ - ^ ( T f  k ) - ^ )
k=Vk

K

Let pt
Y y ^ - P k i y , \ c )

H^k-Pk(y t \ ^ )
k=l

SO — log(P(y|c)) = 'Z P t  (yt -  •
^  t=0
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^\og{P{c))  = ——- ,  so substituting back into equation (B.1.1) gives 
oc y

^ \o g (P (y , c ) )  = + X {Pt (yt - c ) )
^  ‘ t=0

The optimal target is the value of c for which ^ l o g ( f  (_y, c)) = 0, thus:

Y^Ptyt Y P î  ̂= 0. 
y f=o ' f=o

Solving for c gives the value of the optimal target c ( j ) , which is as follows:

Y P t y t  Y + M- Y ~  Pkiyt\^^y))
c{y) = {  where p^ ------------------

Y P t  Y + i Y ^ k  Pkiyt\ciy))
K.t=t) J k=\

B.2. Linear model

The trajectory is described by a straight line with slope m and mid-point value c, such that 

/(/«,c)(0 = ^ + • The distribution of the slope and mid-point are characterised by

Gaussian pdfs 7*/̂   ̂ and respectively. The distribution of observations around any one

target is described by a mixture of K  Gaussian pdfs to represent the fixed intra-segment 

variance. Each component k  has diagonal covariance x jç and weight Wjt. The probability of 

particular values of trajectory slope m and mid-point c and a given sequence of observation 

vectors y  is defined as follows:

T f  K ^
P(y,m,c) = N^,^(,m).N^^(c) .Y[ ' L ^ k - N ■

f=ou=i y

The derivation of the optimal trajectory parameters follows the same reasoning as that applied 

for the static models. This derivation is given below.

A more general expression for P{y,m,c) is:
T

P{y,m,c) = P{m).P{c).Y[P{yi\f(^^c^{t)).
t=0

Hence,
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\og{P{y,m,c)) = log(P(m)) + log(P(c)) + ^ lo g ( f ( y j / ( ^ ^ ) ( 0 ) .
/=0

Optimal mid-point:

Differentiating w.r.t. c:

l̂og(P(>-,m,c)) = ̂ log(/’(c))+ X l̂og(P(>-,|/(„,,)(0). (B.2.1)
t=0

For any particular time t, expanding the derivative of the logarithm of the intra-segmental 

probability according to the chain rule gives:

(B.2.2)

For a linear GSHMM with a multiple-component Gaussian intra-segment distribution.

K

k=\ dc
V V

7271x7
exp

2t

/ /

By again applying the chain rule:

r  r

^Piy t \ f {m ,c ) i^ ) )=  Y^^k-
k=\ do

exp
{c + { t - ^ ) m - y t y

I ' l l

K

=̂1
Wk-

\  V

where Pk represents the probability for the mixture component.
K

Using this notation, P(y^ | ^  (0) = Y ^ k - P k  ( y t  I fm,c(0 ) , and so (from equation (B.2.2)),
k=\

f  \

^log(P (y |/w ,c))=  ^
^  t=0

1 K
■ Y : ~ - ^ k ( y t \ f { m , c ) ( f ) ) - ( y t  - ( ^ - y ) ' ” -<^) 
k = r k  ^K

Y^k-Pk(yt \ f{m,c)( t))
\k=\

K

k=\ kLet p^ —
K

Y ^ k - P k ( y t \ f { m , c ) ( t ) )
k=\

. Thus ^ lo g ( f (y |m ,c ) )=  YLPt(yt •
^  r=0 ^
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r^log(P(c)) = - — - ,  SO substituting back into equation (B.2.1) gives 
oc T|

T
■^\og{P{y,m,c)) = - — -  + ^ P t  {Pt “  ~ ~ •oc T| z

The optimal mid-point is the value of c for which — \og{P{y,m,c)) = 0 , thus;
oc

YéPtiPt Y^Pt) = 0 .
^  f=0 ^ ^  f=0

Solving for c gives the value of the optimal mid-point c {y ) . It is evident that this expression 

depends on the slope m. Assuming that the slope also takes its optimal value, the expression 

for the optimal mid-point is as follows:

c{y) =

P t  i y t - ( f - w ) M y ) )  
_  V/=o

r |+ v

f  T ^

I A
v=o J

Tl + 1

Optimal slope:

Applying the same reasoning for the slope parameter m.

= ^ l 0 g ( f W )  + (B.2.3)dm t=0 dm

k = l

K {c + { t - ^ ) m - y t f

dm
V V

2t nxk
exp

(c + { t - ^ ) m - y t ) ^  

I'll,
JJ

K

k=\
^k-

V

Hence,

-^\og{P{y\m,c))

T

= z
/=0

1 K
K

H^k-Pkiyt \hm,c)( .t ))
\k=\

■ - c ) - { t  ~ ^ Ÿ  m)
k=\  k ^ ^
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K

k= vk
Substituting Pf =

K
gives:

^  ■ ̂ k iyt\f{m,c) (0 )
k=\

^^og{P{y\m,c))  -  ^ P t { { f  ~ ^ { y t
t=0

-^\og{P{m)) , so substituting back into equation (B.2.3) gives:

T
■^\og{P{y,m,c))  = — h Y,Pt i ( ^ ~ ^ ) (y t  •
am 7 f=o

The optimal slope is the value of m for which r^\og{P{y,m,c))  = 0 , thus:

7 /=o ^ 1 7 /=o
=  0.

Solving for m gives the value of the optimal slope m {y) . It is evident that this expression 

depends on the mid-point c. Assuming that the mid-point also takes its optimal value, the 

expression for the optimal slope is as follows:

m{y) =

(  T j

Y^Pt (f-y )C y / - ^ W )
_ \ t = Q

Y +li

f  T j .  \

Y +l
V/=o ^  J

For both the optimal mid-point and the optimal slope, it is assumed that pt is defined in terms 

of the optimal-trajectory parameters, thus

Y i ^ k  -^ k  l / ( m , c ) ( 0 )

k=\

Note: It is evident that the optimal-trajectory parameters for both the static and linear intra- 

segment mixture GSHMMs have iterative definitions (as pt depends on existing values of 

trajectory parameters). These definitions are discussed in more detail in Sections 10.3 and 

11.3, and the results of experiments demonstrating their practical effectiveness are presented in 

Sections 10.4 and 11.4.
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Analysis of the target-independent static GSHMM

C.1. Derivation of expression for output probability
Consider an observation sequence y  = yQ,- -- ,y j  which, for notational simplicity, is assumed 

to be one-dimensional and to correspond to a single segment. Let the state of a static 

GSHMM be defined by its extra-segment mean p and variance y, and intra-segment variance x.

The joint probability of y  and a value of the target, c, is given by;

T
P{y,c) = P{y\c).P{c) = y (c). CXf)

t=Q

The output probability biiy) is obtained by integrating over all possible targets:

bi (y) = P(y)  = J ( c ) . n  (yt  )
— oo =̂0

= 1

I-
-.exp

2y f=oV27TT
exp

2x
dc.

2y I V 2

y r + i )  (  . T

exp ~ ^ ' Z ( ^ - y t )
V t=0KT

dc.

The integral can be evaluated as follows:

The observation-dependent summation over t is treated independently from values of c, thus:

= { T - \ - \ ) { c -ÿŸ  - \ - ^ { y - y ^ Ÿ  = { T + y ^ { c - y Ÿ  y ' Y ^ y f ^ - { T +\)ÿ^
f=0 f=0 f=0

T

Y.y,

r  + 1
represents the sample mean (the average of the observations).
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The equation for P{y) can then be rearranged to give

\ \
P{y) = exp - 2

/ /

1 • J exp
{ \ i - c Y  (T + lX c-J ;)

27 2t
dc

By writing the above expression as

P{y) = exp J_
2t

W
Y . y t - ^ T + \ ) ÿ

\t=0

- 2

/ / V2TIT I
2 m
r+1

 ̂ ( p - c ) 2  (T + l ) ( c - y f ' ^
27 2t

the integral is computed for the product of two normal distributions with variances y and r +1

The result of integrating out c from this product is another normal distribution whose variance 

is the sum of the variances of the two original distributions (see Appendix E for a proof), thus:

P(y) = exp
r  /TT

- s ( y - y t ï
/=0 2t

x ( r + i )

.V2TIT

^/2m 1
r+1

271 7 + r+1

.exp

which can be simplified to give

?(y) = ( r+ i )7  +T vV zrcT  y

( r + 1) f  (
exp

2V V

r+1 T (T,

( r+ i )7  +T
{ y - y t )

t=Q

2

/y
(C.1.2)

For convenience of implementation, all probability calculations are performed in the 

logarithmic domain. Taking logarithms gives:

io g (P W ) 4 i o g U ^ r+1 log(27tT)

Y .y t  - ( T + \ ) ÿ
\t=0

- 2 (C.1.3)
/ /
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C.2. Derivation of re-estimation formulae
Re-estimation formulae based on the target-independent probability calculation can be derived 

using the same principles as were applied by Russell (1992) for the optimal-target algorithm. 

The approach adopted here has been to derive formulae which can be directly compared with 

the optimal-target versions.

In order to specify re-estimation formulae, it is necessary to introduce notation for a sequence 

of states representing a model. In the following derivations, the notation is the same as that 

introduced in Chapter 3 for general segment models and used in Chapter 6  for GSHMMs with 

optimal-target probabilities: M  represents an //-state GSHMM and each state is denoted by ct; 

(z=l,...,/V). Let y  = yQ,.-.,yT be an observation sequence (which is assumed to be one

dimensional in order to simplify notation), and let x  =  x q , . . . , x j  { x ^  g (a j , . . . ,a  /^}) be a state 

sequence. Again to simplify notation, it is assumed that the state transition probability matrix 

A is strictly left-right, such that £7 ,y=l if 7 -/+ I and all other transition probabilities are equal to 

zero. The time at which x enters Gi, is denoted by A, and dx,i = A+y - A is the duration of x’s 

occupancy of a;. The joint probability of the observation sequence y  and the state sequence x 

given the model M  is

P(y ,  x| A /) = (>"<, • )
1 =  1

and the probability of y  given M is then obtained by summing over all possible state sequences:

P { y \M )  = Y ^ P { y , x \ M ) .

Given the model M, the goal of re-estimation is to derive a new model M , for which 

P { y \ M ) >  P { y \ M ) . Following Liporace (1982), the derivation of the re-estimation 

formulae involves introducing an auxiliary function Q {M ,  M ) , which is defined by:

Q{M, M )  = Y^  P(y ,  x\ M ). log P{y,  x\ M )  .

This auxiliary function has the property that, if Q { M , M ) > Q { M , M ) , then 

P {y \M )  > P {y \M )  . In order to find a model M  which satisfies this condition, it follows 

that it is sufficient to find the model parameters which maximise Q { M , M )  . This maximum
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is obtained by setting the partial derivatives of Q { M , M )  with respect to each of the

parameters equal to zero and solving the resulting equations, as shown below.

Firstly, from equation (C.1.3), the logarithm of the joint probability of the observation

sequence y  and the state sequence % given the model M  can be specified as:

log(f(y,% |M ))

d V i
= I

/=1

 ̂̂  1  / -  \ / -  \ 1  f _  _ 9 1
—  log^TjK;^^-)  ^log(27TTj ) - — d  i c  ( i i  - V  A + - Z  yt^ ~ ^ x , i y x /

where the factor K , is defined by k ^ — —

and — , the average of the observations for the duration of x’s occupancy of a; ’.
" x . /

By differentiating the above expression for P(y^, x| M ) with respect to each of the model 

parameters in turn, re-estimation formulae are derived in the following sections. The notation 

Si = {x. x,=cr, for some t} is used to represent the set of state sequences which include state cr,.

Extra-segment mean:

Taking the partial derivative with respect to p, :

^ Q ( M , M )  = ' Z P ( y < x m - S r ^ o g P i y , x \ M )
x&S,

- ^ \o g (P { y , x \M ) )  = -d ^ jK ^ _ i ( \ i i - y ^ j ) .

Hence. - ^ Q ( M , M )  = - ' ^ P { y , x \ M ) . d ^ j K ^ j i ¥ - i - ÿ . j ) -
xeSi

Setting the right-hand side of this equation to zero and solving for p, gives the following:

f ^ y ,

JI, ^

' Note that the “bar” notation has been been used here to represent an average of the observations ( JO , and also 
to indicate a re-estimated value when applied to the model parameters ( p, ,7 , and f, ).
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Extra-segment variance:

Taking the partial derivative with respect to 7 , :

- ^ Q ( M , M )  = £ p C f ,x |M ) .  J - lo g P ( ;^ , r lA / )
^  i xeSj ^  >

^ \ o g P ( y , x \ M )  = - ~

Setting the right-hand side of this equation to zero does not appear to give any closed form for 

7  .. However, by assuming that in practice re-estimated values on the right-hand side of the 

equation can be replaced by initial values, it is possible to derive a re-estimation expression. 

First, it is necessary to rewrite the above equation in a way that isolates a term in 7 ,, which 

can be achieved thus:

^ Q i M , M ) = ' ^ p ( y , x \ M ) . ^ { K , ; d y ÿ y a ,  (c . 2 . 1 )
^  ' xeSi 2 7  .

again using the notation K^, = ^
+ f ,  '

The above expression in (C.2.1) should provide a reasonable basis for deriving a re-estimation 

formula for 7 ,, as the terms Kxjdj^jÿi  and K-x j ^ < ^ x , i ^ ÿ both multiplying factors (with 

possible values between 0  and 1 , and in fact closer to 1  as long as ï j  is considerably smaller 

than 7  y ), and the values of these factors should not be greatly affected by the value of 7  y.

At a critical point,

' £ p ( y , x \ M ) . { K y d , ; ÿ y a ,
xeS,

SO by allowing re-estimated values on the right-hand side o f  the re-estimation equation, the 

following expression can be formed:

_ p ( y , x m . { K j d y ÿ y ] i , - y . , , y )
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Intra-segment variance:

Taking the partial derivative with respect to T ■ :

xeSi

^ \ o g F { y , x \ M )

d
x^^ -  2

T, yj

Hence,

xeS, ' V

As with the extra-segment variance, setting the right-hand side of this equation to zero gives no 

obvious closed form for T . but, by assuming that in practice re-estimated values on the right- 

hand side of the equation can be replaced by initial values, the following expression can be 

formed:

r
—  2 

xj
T,

t=t,
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Appendix D

Analysis of the trajectory-independent linear GSHMM

D.1. Derivation of expression for output probability

Consider an observation sequence y  = yQ,---,yr which, for notational simplicity, is assumed 

to be one-dimensional and to correspond to a single segment. Let the state of a linear

GSHMM be defined by its slope extra-segment mean p and variance y, mid-point extra

segment mean v and variance r\, and intra-segment variance x.

The joint probability of y and a value of trajectory slope, m, and mid-point, c, is given by:

P{y ,m, c) = P(y\tn, c). P(m). P{c) = (m). ^ (c). N ( y ,  ) .
(=0

The output probability biiy) is obtained by integrating over all possible values of the trajectory 

slope and mid-point parameters, thus:

b, (y) = P(y) = J J W  (4  n  (P: ) ^  ̂
-00-00 f=0

2 y
.exp

V
( v - c )

2 ti

T .
T T - ÿ ^ =  exp 

V27TC

{ ( t - ^ ) m  + c - y , Ÿ ^  

2 t
dc dm.
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The integral can be evaluated as follows:

The observation-dependent summation over t is treated independently from values of m and c\

' ^ y ~ y t Ÿ  + (^  + l)(<^->’)^ + 
f=o ^ /=o ^ U=o

{ m - m f

+{T + \ ) { c - ÿ f  +
f  T  \

V/=0
{ m - m Ÿ ,

T T' T
^ y t  i i ^ - ^ ) y t

where ÿ  = and m
T + 1

/=o

the best-fit (in a least-squared-error sense) to the data of mid-point and slope respectively. 

The equation for F ( y )  can then be rearranged to give

F(y) = cxp 

■ J exp

1
2 t

-(T + l)ÿ^ -Sm
\ t = 0

( v - c ) 2  (T + i) (c -y y

1 1 1

j j

2 1 1 2 t

yjlTT^ yJlTVri \^^2^îï 

dc. J exp

(7+1)

2y 2 t
dm. (D.1.1)

where S=  .
t= 0  ^

Applying the same principles as adopted for the static GSHMM, the integrals for both the mid

point and slope parameters can be computed over the product of two normal distributions by 

first rewriting F(y) as follows:

f(y )= e x p 1
2 t

+ - S f n “
Vf= 0

W f

J)

1
V̂ TTC

\(T+1 )
27TÜ /27CT

r+1

27tT
• 1  exp

2t | 2 x

( l l - m f  S ( m - m y

dc

2 y 2 t
dm.
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The two products for integration therefore involve distributions with the following variances:

1. T| an d
r + 1

(associated with the mid-point c).

2 . 7  and — (associated with the slope w).

In both cases, the result of performing the integral over two distributions is that the variances 

of the two original distributions simply add (refer to Appendix E for a proof), which gives:

P{y) = exp 1

J)

exp
2 T1 + r+1

1 

1

(r+1)
I 2kt j2nx 

l T + 1 1  S
\

271 7 +
exp

2 |7 + -

Rearranging this expression.

2 tit 2nx r  + 1
r  + l v s ■y27i((r+l)r|+T)‘'y 27r(5'7 + x ) \ 727tT

exp
r f  

\
2

\  V
• + + —

( r + l ) r |+ x  5*7 +T X v /=o

(r + l)T]+x ■■y5'7+x ’172iTCX

(r+ 1 )

exp
■^(7’+ l) (v -y )2  , S ( n - m ) 2  1

T %---------- 1---
( r + l ) T | + X  5 7 + x  X

Hence, when using logarithms for implementation, log(P(y)) can be expressed as:

log(r(7))=-log

Vf=o

4 i o g l  '2 =’i(r+i)T|+x
r+1 log(27lX )

(r + l ) r |+ x “ (^  + 1 )T^ -  -  rn^
\ t= 0  7=0

(D.1.3)
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D.2. Derivation of re-estimation formulae

Re-estimation formulae for the trajectory-independent linear GSHMM can be derived in the 

same way as for the target-independent static model (Appendix C). The notation adopted for 

the linear model derivations is the same as that used in Appendix C for the static model, but is 

repeated here for completeness.

M  represents an A-state GSHMM with states ( z = l , L e t  y  = yo,--.,yT bs an 

observation sequence (which is assumed to be one-dimensional in order to simplify notation), 

and let x  =  x q , . . . , x j  e (a  i , . . . ,a  7^}) be a state sequence. Again to simplify notation, it is

assumed that the state transition probability matrix A is strictly left-right, such that ûfy=l if 

j=i+\ and all other transition probabilities are equal to zero. The time at which x enters a;, is 

denoted by A, and d̂ ,i = t,+; - U is the duration of x’s occupancy of cr,. With a linear trajectory, 

it is useful to also define = (r, + t,+;-l)/2 , the mid-point of x’s occupancy of o;.

As in the static-model derivations of Appendix C, re-estimation formulae are derived given the 

model M  by finding the parameters of a new model M  which maximise an auxiliary function,

Q ( ,M ,M )  = Y , P ( y , x \ M ) . \ o % P { y , x \ M ) .

In the case of the linear model, extending equation (D .1.3) to the state level gives:

log(f(;;,x |M ))

\
2N

= S
/=!

y  l0 g(x /K ) + y  log(x ,• X log(27lT ,■ )

9xJ^ x,i ( 1 ^ 1  -  ̂ x4  ) + x,i^ x,i (y i ~ y xjl ) + ̂
y y

where q^- = Y  , and the factors K , and are defined as
t=t,

  5 3Jid ^ VI — J — —
, +T, ' +z,
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The best fit of mid-point and slope to the data over the duration of x’s occupancy of a, are

dj  ̂i 
~2t . y t  i  ( f— j - ) y t

t=t, . _  (=(,

By differentiating the above expression for P { y , x \ M )  with respect to each of the model 

parameters in turn, re-estimation formulae are derived in the following sections. The notation 

Si = {x:xt=(Ti for some t} is used to represent the set of state sequences which include state o; .

Midpoint extra-segment mean;

By comparing the above expression for log(P(y,x|M )) with the one given in Appendix C for 

the static model, it is evident that the re-estimation formula for the mid-point mean is 

equivalent to the one for the static model target mean, thus:

t=ti
V, =

^xeSj

Mid-point extra-segment variance:

Similarly, a re-estimation formula for the mid-point variance can be derived which is 

equivalent to the one for the static model target variance, thus:

E  xss, (V, )

Slope extra-segment mean:

Taking the partial derivative with respect to p, :

f-Q(M,M) = I  P(y,xlM).^]ogP(y,xlM)
o p / XGg;

 ̂ As in the static-model derivations (Appendix C), note that the “bar” notation has been been used here to 

represent best fits to the observations ( ÿ  and m ) , and also to indicate a re-estimated value when applied to the 

model parameters ( p, , 7 , ,V; ,rfi and x , ).
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■^ \og{P {y ,x \M ))  = ~ q ^ ^ K ^ ^ { ^ i - m ^ j )  .

Hence, ■ ^ Q { M , M )  = -  ^ P ( y , x \ M ) .q x j K x j i j i j  •
x€Si

Setting the right-hand side of this equation to zero and solving for gives the following:

4+1-1

^ ----------------

t=t,

Slope extra-segment variance:

Taking the partial derivative with respect to 7 ,

^ \ o g P { y , x \ M )  = - ^

Hence, again using the notation k  =
1

^  i xeSj ^

It is thus evident that the partial derivative of the auxiliary function with respect to the slope 

variance parameter has the same form as the partial derivative with respect to the target/mid

point variance parameter (refer to C.2). The same reasoning can therefore be applied to derive 

a re-estimation formula, which involves first rewriting the above equation as follows:

= -1  P ( . y , x \ M ) . ^ ( K ^ / ÿ i ^ q , f h \ i i  - ÿ  x i ‘l x 4 ÿ  i \
xeSj 2 7 ;
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Hence, although setting the right-hand side of this equation to zero gives no obvious closed 

form for ÿ,-, by assuming that in practice re-estimated values on the right-hand side of the 

equation can be replaced by initial values, the following expression is formed;

S^csSj P ( y , A M ) . K i

Intra-segment variance:

Taking the partial derivative with respect to x , :

- ^ Q ( M , M )  = I  P ( y ,x \M ) . f - \ o ÿ ,P ( y ,x \M )  dr I dx,-

^ lo g f(_ y ,x |M ) =

9z,,7,
( k  -T -

{ q ^ j ÿ i + ï i f  ' ^ i i ^ x j ^ i+ ' ^ i )

1 9 _  9 _  9 ^
^  yt  ~ ^ x j y x j  ~^x,i^x,i

^ x j

i ^ x j ^ i  + ' ^ i f
(vy

/ /

Re-introducing the k  / and A . , notation and re-ordering the terms gives:

- ^ \o g P { y , x \M )  = ^ 4 + ,-

2 Xy"

^x,Gi (l̂ z ĵc,z ) y x^^ ^  3 /̂ ^x^^x,,
4+1-T

t=ti

X J x,i ^  x j l^ xf l  i ^ x4^x^ )
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Hence,

^ Q { M , M ) =  Z  P { y , x \ M ) . - ^
2 f /

^x,i^i (l^î ^ x ,ô  '^'^x,i (^; yx j )

2 -  2 —  2 
■*■ Z  yt ~ ^ x j y x j  ~ ^ x j ^ x j

t=tj

~'^i{^x^ x^^x^y i xji^x,i^i  )

— 2  /— — \ 2

As for the static model, setting the right-hand side of this equation to zero gives no obvious 

closed form for f /  but, by assuming that in practice re-estimated values on the right-hand side 

of the equation can be replaced by initial values, the following expression is formed:

Z  xsS,

^x,i ^x,i'^i (M-z ^ x j ) ^x,i'^i (^z ^x,z)

+ Z  yt^ ~^x,iyx,i^ - ^ x ^
—  2mx^

T,- = V =̂4

Z  xçSj P^y^^\^^{^x,i{}- . ^x/^z ) *^x,ẑ x,zY z )
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Proof of the result of integrating out a parameter over the product of 
two Gaussian distributions

The derivations of equation C.1.2 from C.1.1 and of equation D.1.2 from D.1.1 both rely on 

the result that, given the product of two normal distributions of some parameter x, the outcome 

of integrating out x  is another normal distribution with variance equal to the sum of the 

variances of the individual distributions. This general result is proved below.

Consider two Gaussian distributions of a parameter x, one distribution with mean pi and 

variance yi, and the other with mean p. 2 and variance y2 - The integral over x of the product of 

these two distributions (denoted here by J) can be evaluated as follows:

J  = 1  °° =  . J exp (M-I (M- 2  ^

1  °° =  . Jexp

271 272
dx

7 2  JIi ^ - 2 Y 2  R i ^ + 7 2 * ^  + 7 l t l 2 ^ - 2 Y l M - 2 * + 7 l * ^

2 7 172
dx

1=  . I exp  ̂ ' " x ^ (7 i+ 7 2 ) -2 x (Y 2 | i i+ 7 i l i2 )+ 7 2 l^ i^  +711^2^^^
2717:

dx.
JJ

The form of the integral part of the above expression is very similar to that of a Gaussian 

integral, where

ix  = yJlnV .J exp

/ (% -  M Ÿ
dx = J exp

p  - 2 xM + M ^ y

IV IVI V /

Consider a Gaussian distribution with mean and variance

7 i +72 7 i +72
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Comparing terms, Jean  be written as follows:

J  = • j exp
^ - 2 x M + M ^ - M ^  lt2 ^

2 F 2yi  2y 2

V2rcy7 t/ 2 ^ 2

. f  I ( 7 2 K i + 7 , H 2 f  ^
2v ,  2 7 2  2 7 , 7 2 (7 1 + 7 2 ) 1 exp - 2 xM + M ^  

2V
dx

.exp (VzP-l +71^-2^
2

V V
Yl Y2 YiY2(Yi +Y2)

2 JtYlY2  

Yl +Y2
/y

V2"(Ti + 7 2 )
exp^ (Y2 lll +Y 1 II2  f

2
V V

Yl Y2 Y iY2(Yi +Y2)
y y

Considering the term in the exponential.

(7 2 H1 + 7 1 H2 )
7 l  72 7172(7] + 7 2 )

(m ^ (7 2 (7 l+ 7 2 ) )+ H 2 ^ (7 l (7 l + 7 2 ) ) -7 2 ^ K i^ -2 7 i7 2 H ]H 2  -7 l^ H 2 ^ )

7 i7 2 ( 7 i +72)

(M- 1  ~M-2 )̂  
Y 1 +Y 2

Hence,

J= -
2h(7 , + 7 2 )

.exp
r (

j_
2

(M- 1  -M-2 ) 
Y 1 +Y 2

2

y y

which is another Gaussian distribution with variance y  i+Y 2 -


