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A bstract

Dysmorphology is a field of medicine which has as one of its concerns the diagnosis 

of children bom  with multiple malformations. A pattern  of malformations recognised 

as occurring together and thought to be pathogenetically related is collectively czdled a 

dysmorphic 'syndrome'. Abnormalities (dysmorphic features) may pertain to clinical, ra

diological, biochemical, histological or chromosomal defects. This diversity is reflected in 

the source of diagnostic expertise, which is relatively sparse and is provided by specialists 

&om varying disciplines such as clinical medicine, genetics and radiology.

Approximately 8 in 1000 of children are bom  with multiple malformations, and about 

half of these infants will be linked with a chromosomal disorder (diagnosed by performing 

a karyotype). Of the rest, diagnosis (to recognised syndromes) is more difflcult and is a 

task performed by experienced specialists. Diagnosis is not always possible. About forty 

per cent of cases remain undiagnosed with respect to known disorders, and recognition 

of new syndromes is an im portant facet of dysmorphology. To assist such investigation, 

the physician has at hand reference sources such as joum als, syndrome compendia, and 

more recently, computer databases. Whilst databases may assist diagnosis, the functions 

performed by specialists tha t invovle learning new syndromes have not been autom ated 

to any degree. This aspect provides the focus for this resesu’ch.

The diagnosis and learning tasks of dysmorphology map intuitively with ideas from 

artificial intelligence: case-based reasoning (CBR) and learning (CBL). The thesis reports 

on the utilisation of a case-based approach in order to  develop a diagnostic aid with an 

explicit goal of automating the learning aspect of dysmorphology. The initial focus of 

the research concerns the development of a case-based learning algorithm which simu

lates the learning processes tha t exist in dysmorphology, and which provides the basis 

for a dynamic case-based architecture. The thesis proceeds in view of relevant problems 

and issues highlighted by these experiments when viewed in the context of developing 

a realistic model for a CBR system within dysmorphology. This includes an investiga

tion of a model for similarity assessment and the interdependent design issues of a case 

representation zind case memory. An interactive CBR model is proposed tha t by default 

assists in diagnosis through CBR, but further extends the scope of syndrome database 

through its learning capability.
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Chapter 1

Introduction to  D ysm orphology

1.1 Thesis O verview

A held of artihcial intelligence (AI) tha t has grown in popularity over the last decade 

is case-based reasoning (CBR). Case-based reasoning is linked with the sub-held of AI 

known as machine learning because it is a model for knowledge-based systems tha t are 

'dynamic'. That is to say, CBR systems update their knowledge-bases, and are thus 

viewed to leam. A crucial feature of CBR systems is tha t they comprise, amongst other 

functional units, a 'case memory’ which stores actual cases, or exemplars, with which to 

compare and solve new problem situations.

Case-based reasoning has been applied to many helds, however, medicine is often 

cited as a classic CBR domain. This premise is due to  the fact tha t mzmy medical helds 

involve diagnosis by comparison with previous patients, or a set of prototypical patient 

symptoms (i.e., generalised cases). Thus, problems are addressed (but not always solved) 

by analysis against precedents, i.e., a case-based reasoning approach. The dysmorphology 

domain is one held of medicine tha t utilises such a process in diagnosis. Diagnosis of an 

affected infant is performed through comparison with previous patients or prototype 

entities known as syndromes. However, dysmorphology is a held of medicine in which 

knowledge of the domain is incomplete. Consequently, it is a  held in which specialists 

perform a dual role involving both diagnosis and research. Research in dysmorphology 

pertains to the task of learning new dysmorphic syndromes (i.e., disorders th a t were 

previously unclassihed, or undefined). A tenet of this thesis is tha t the tasks of diagnosis 

and research in dysmorphology can be mapped to theoretical ideas of case-based reasoning
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and learning, and this thesis makes such a mapping. The work described in this thesis 

involves the development of a case-based reasoning system th a t is designed to assist a 

specialist in dysmorphology, both in diagnosis and learning new syndromes. Diagnostic 

computer systems in dysmorphology are not new. However, the work described in this 

thesis is distinct in tha t it specifically addresses the research oriented learning aspect of 

the field.

The remainder of this chapter introduces the principal aspects (and problems) of 

diagnosis and research in the dysmorphology domain. This allows the specific gosds 

of the thesis to be expressed with regard to the key medical performaince tasks that 

have provided the motivation for this research. Chapter 2 reviews previous computer 

applications in dysmorphology. A comprehensive review of case-based reasoning was 

considered inappropriate due to the (increasing) wealth of CBR reference m aterial that 

is available. An up to date review of computer systems in dysmorphology was considered, 

therefore, to  provide a more worthwhile contribution to the thesis The basic principles 

of CBR £Lre presented at the end of Chapter 2 with reference to the relevant aspects of 

the dysmorphology domain.

Chapter 3 is perhaps the most technical chapter in the thesis in tha t it refers to  some 

im portant aspects of the system code (written in Common Lisp). This chapter describes 

the underlying architecture tha t provides the platform for the later work. However, its 

design does constitute an im portant aspect to the work. One of the problems inherent 

within dysmorphology is the lack of avzdlability of uniform data. Chapter 3 describes 

an architecture tha t has been specifically designed to operate with non-uniform data 

originating from different sources.

Chapters 4 through 6 focus on case-based learning (CBL). More specifically they 

describe the development and enhancement of a  case-based learning algorithm designed 

to operate with real data  from the dysmorphology domain. The aim, in this instance, 

is to develop a system capable of assisting an expert user specifically with regard to the 

research aspect of dysmorphology, i.e., learning new syndromes. The very real-world 

nature of the data (refiecting the fact tha t an attem pt is being made to map CBR to 

a real-world domain) presents a number of practical issues with regard to case-based 

learning, and these are discussed accordingly throughout these three chapters.

Whilst Chapters 4 through 6 focus on learning procedures in particular, it is impor-

^Tke most recent review of computers in dysmorphology, by DiLiberti [16], is somewhat out of date.
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tant to remember that the primary task for a physician is diagnosis. Therefore, if an 

application aims to provide practical assistance to a specialist, the diagnostic task should 

not be overlooked. This work does have such a practical aim, and with this goal in mind 

Chapter 7 presents a general CBR model designed to provide assistance in both diag

nosis and research. This model incorporates the work reported by Chapters 3 through 

6. Finally, Chapter 8 concludes the thesis by summarising the relevant contributions to 

the designated areas of research, and discussing the potential for future work within this 

field.

1.2 A n Introduction to  D ysm orphology

Dysmorphology is that field of medicine which has as its concern the diagnosis of chil

dren bom  with multiple malformations. To this end dysmorphology involves the study 

of defects in morphogenesis^ the various processes occurring during the development of 

the form and organs of the body. A pattern  of malformations recognised as occurring 

together smd thought to be pathogeneticcdly related is called a syndrome. A number of 

generic terms used interchangeably to describe this entity, such as multiple congenital 

anomaly syndrome and dysmorphic syndrome. Malformations, which are also referred to 

as dysmorphic features, abnormalities or anomalies, are not necessarily visible physiczd 

defects. They may pertain to clinical, radiological, biochemical, histological or chro

mosomal defects. This diversity is refiected by the relevant diagnostic expertise, which 

is sparse and provided by specialists firom varying disciplines such as clinical medicine, 

genetics and radiology.

It has been estimated that 8 in 1000 of children are bom  with multiple malformations 

[85]. Furthermore, about half of these infants will be linked to a chromosomal disorder 

recognised by performing a karyotype The diagnostic process effectively terminates 

if a recognised chromosomal abnormality is found, as this will be used to categorise the 

condition. If no chromosomal abnormality can be isolated, and the karyotype appears 

normal, the task of diagnosis becomes more difficult. The main issues concerning diagno

sis will be discussed later in this chapter. At this stage it is suffice to say tha t diagnosis 

is performed by specialists who have at hand not only modem medical techniques, such

photomicrograph arranged to show the chromosomes in descending order of size. Special staining 

of chromosomes delineates bands of various width on the regions, or loci, of the chromosomes which 

facilitates analysis of potential abnormalities.
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as chromosomal analysis, biochemiczd testing and diagnostic imaging, but also much 

experience in examining and diagnosing patients with dysmorphic syndromes.

There are currently over two and a half thousand recognised non-chromosom«d syn

dromes (although there is a belief within the field tha t a number of these may eventually 

be linked with a chromosomal defect, but as yet cannot be so categorised due to the 

limitations of chromosomal analysis). Diagnosis of children with a normal karyotype is 

achieved by matching the patient with one of the recorded syndromes. In order to do this, 

the pattern  of anomalies exhibited by the infant must be determined and then used to 

link the patient to a recognised disorder. For some cases, a firm diagnosis may be quickly 

established by an experienced specialist, particularly if the condition is characterised by 

one or more extremely significant anomalies. For other cases, an initied examination may 

result in a differential diagnosis, which comprises a list of dysmorphic syndromes tha t 

cLre characterised by features exhibited by the patient. Further investigation may allow 

the correct syndrome to be isolated or enable the differentizd diagnosis to be refined to 

the most probable candidates. This leads to an im portant aspect of the dysmorphology 

domain, certain syndromes are thought to  be related. They are perceived to be related in 

the sense that they exhibit similarities in their pattern  of anomalies. Related syndromes 

are described by dysmorphology specialists as forming families. It is not true to say tha t 

a diiferentiéd diagnosis will only, or usually, occur between syndromes of the same family. 

A differentiation will be necessary when a patient exhibits sufficient similarity to more 

than one syndrome irrespective of whether those syndromes are thought to be related. 

However, it is im portant to appreciate tha t some disorders appear to form groups. A 

situation may arise in which it is difficult to diagnose a patient to zm individual syn

drome, but there is evidence to link the patient to the more general group. In such a 

case, the disease would remain undiagnosed until there was greater understanding of how 

individual syndromes may be distinguished within the syndrome family.

As indicated above, not aU individuals with multiple malformations can be diagnosed 

precisely. In fact, the two and a half thousand or so known syndromes only account for 

about sixty per cent of cases. Of the rest, some patients may be recorded as isolated cases 

tha t bare little resemblance to any of the known syndromes, whereas others may display 

some degree of similarity to a known syndrome, or syndrome family, but not sufficient to

is possible for more than one syndrome to be exhibited by an infant, however, this occurrence is

rare.
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establish a diagnosis. This phenomenon may be due to  the lack of a specific abnormality 

known to have particular relevance to the disorder under consideration, or perhaps may 

be due to a finding which is not apparent in the syndrome description. Either way, 

there is sufficient dissimilarity to cause doubt about the m atch between the patient 

under examination and the syndrome under consideration. This aspect of dysmorphology 

results in a secondary role for dysmorphologists, tha t of researcher. Formal recognition of 

new syndromes is sin active process within dysmorphology. However, due to the sparsity 

of expertise, and the paucity of individual patients, recognition and registration of new 

syndromes tends to take place gradually over many years. Reference materials including 

books [30, 75, 85, 51, 22], joum als [92, 93, 94, 95, 96] and computer databases  ̂ are 

available which document individual cases as well as providing comprehensive diagnostic 

compendia of known syndromes. These endeavour to assist specialists in investigating a 

potential diagnosis, and to some extent can be an im portant aid when the relationship 

between syndromes is under scrutiny.

As a final comment on this brief overview of dysmorphology, it is im portant that 

one does not overlook the question of purpose, i.e., what is the aim of diagnosing a 

patient as having a particular syndrome, and what are the benefits of recognising a new 

syndrome? W ithin dysmorphology these questions have implications further than the 

more straightforward answer of enabling a plan of management or course of treatm ents for 

the patient. For certain known conditions a firm diagnosis may provide a prognosis. If the 

disorder is less common, a prognosis is not always possible, and certainly becomes more 

difficult. Recognition, categorisation and documentation of new disorders wiU help some 

way towards increasing knowledge and perhaps ultimately allow a prognosis for a greater 

number of dysmorphic syndromes. The dysmorphologist has one further im portant role, 

tha t of genetic counsellor. W ith the more common syndromes, genetic counseling may 

involve informing the parents about the expected development of the disease, and perhaps 

informing them of the risk of recurrence if they were to have another child. In aU cases, 

whether a course of treatm ent is possible, limited, or cannot be formulated, the parents 

of the child will at least seek a name for the condition. Diagnosis may provide the name 

of a known syndrome. If the case is undiagnosed, or is associated with a rare syndrome, 

the physician may have greater difficulty in indicating a specific cause, or etiology, for 

the disorder. The ability to understand in some way, even merely by a label, can be of

review of computer applications is given in Chapter 2.
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great importance to the parents. It csm provide a means by which to communicate about 

the disease, or perhaps to examine the hterature themselves.

The following section is intended, by way of an example, to draw a more detailed pic

ture of the kind of conditions described by terms such as congenitsd anomaly syndrome 

and dysmorphic syndrome. One of the most common and widely recognizable syndromes 

is Trisomy 21 syndrome, or Down syndrome. A description presents the main diagnostic 

signs of this condition as presented in one of the standard syndrome compendia. Sm ith’s 

Recognizable Patterns o f Human Malformation [30]. Along with a description of the dis

ease, some of the im portant issues concerning diagnosis are addressed which are relevant 

to Down syndrome, but are applicable to dysmorphic syndromes in general.

1.3 Down Syndrom e (Trisom y 21 Syndrom e)

Down syndrome is one of the oldest recorded patterns of multiple anomahes, zmd one 

of the most common (an incidence of 1 in 660 newborns). Down syndrome etiology is 

associated with a chromosomal defect, specifically trisomy  ̂ of chromosome 21. As this 

defect would be apparent when exéimining a karyotype, which would in turn  provide 

sufficient proof for a diagnosis of Down syndrome, a diagnostic procedure involving ex

amination of dysmorphic features may not be necesssiry. However, there is no significant 

difference in how chromosomal gmd non-chromosomal syndromes are documented, apart 

from the fact tha t with chromosomal disorders the etiology is apparent and with non- 

chromosomal syndromes it is not. Discussion of diagnostic procedures with respect to 

dysmorphic features is vahd for all syndromes.

On examination of a patient with Down syndrome, a dysmorphologist may record 

a variety of anomalies such as congenital mental retardation (which can range from 

moderate to severe), a sloping forehead, low set ears, small ear canals, oriental appearance 

of the eyes, gray or very light spots at periphery of iris (known as Brushfield Spots), short 

broad hands with a single pahnzir crease (or simian crease ^), a flat nose or absent bridge 

and generally dwarfed physique. These signs would all support the diagnosis. In the 

literature, syndrome descriptions are documented more systematically and may include 

clinical and radiological photographs of recorded patients with family histories. Table 1.1

Having three of a particular chromosome instead of the usual two.

simian crease is a fusion of two of the transverse creases on the palm of the hand into one.
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General Hypotonia (relaxation of muscles and pressure of arteries), relatively 
small stature with awkward gait, a tendency to keep mouth open and 
protrude the tongue, hyperflexibility of the joints, and dia$ta»ia recti 
(a lateral separation of the two halves of the rectus abdominal muscles).

Central Nervous 
System

Mental defldency, or retardation.

Craniofacial Brachycephaly (a short head) with a relatively flat back part of 
the skull, mild microcephaly (abnormal smallness of the head) with 
upslanting palpebral Assures (the opening between the eyelids), a 
thin cranium with late dosure of fontanels (unossifled space or 
soft spot lying between the cranial bones of the skull), hypoplasia 
(underdevelopment) to aplasia (the failure to devdop normally) of 
the frontal sinuses, a short hard palate, a small nose with a low 
nasal bridge, and inner epicanthal folds (vertical folds of skin 
extending from the root of the nose to the inner end of the eyebrow).

Eyes Brushfleld’s spots with peripheral hypoplasia of the iris, opadty of 
the flne lens, and refractive errors in the lens.

Ears Generally small, sometimes prominent, with small or perhaps absent ear 
lobes, and an overfolding of the upper helix part of the external ear.

Teeth Hypoplasia, irregular placement, and fewer caries (areas of decay) 
than usual.

Neck Appears short.

Hands Relativdy short metacarpals and phalanges (bones in the Angers), 
clinodactyly (lateral deflection of the Angers), and a simian crease.

Feet Wide gap between the Arst and second toes, a plantar crease between the 
Arst and second toes (on the sole of the foot), and dermal ridge patterning 
in the hallucal (big toe) area of the sole.

Pelvis Hypoplasia, flared iliac wings (widest part of the pelvic bones), and a 
shallow acetabular angle.

Cardiac Atrioventrieularia communia (the failure of the division of the 
atrioventricular canal in the embryo), ventricular septal defect (defect 
in the septum, or wall, between the left and right ventricles of the heart), 
patent ductua arterioaua (a wide opening between the main pulmonary 
artery and the aorta), auricular septal defect (a defect in the wall of the 
atrium, or upper chamber of each half of the heart), and aberrant 
subclavian artery (abnormal deviation of the artery beneath the clavicles).

Skin Loose folds at the back of the neck, cutia marmorata (purplish 
discoloration of the skin on exposure to cold), dry skin, and hyperkeratotic 
skin (overgrowth of the outer layer of sldn) with time.

Hair Fine, soft and often sparse, straight pubic hair at adolescence.

Genitalia In males a relatively small penis. Hypogonadism (defective internal 
secretion of the gonads).

Table 1.1: Main abnormalities of Down syndrome.
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lists the main abnormalities associated with Down syndrome. ^

. [  /\((
1.3.1 D iagn ostic ity  and O ccasional Features * ------

Table 1.1 provides a comprehensive set of anomalies tha t ai  ̂ in fa n t^ i th  Down syn

drome might exhibit. A pattern  of features from this set may together distinguish Down 

syndrome from other known disorders. A patient may not necessarily exhibit aU the 

abnormalities listed, although a sufHciently conclusive subset of typical features must 

generally be evident in order to establish a diagnosis. The significance of each individual 

feature with respect to the diagnosis will vary. Some features are more im portant than 

others in order to establish, or distinguish, a syndrome, and therefore carry greater di

agnostic weight. Indeed, an abnormality may be so diagnostic to a particular syndrome 

that it may be considered essential for that particular diagnosis. The existence of very 

diagnostic features may enable a specialist to focus very quickly on a particular syn

drome. However, it is im portant to  note that generally a set of features will together 

support the diagnosis (hence the term  ‘pattern ’ is used). An isolated anomaly might 

not be particularly diagnostic, but when seen along with certain other abnormalities its 

significance may increase. Thus, the diagnostic weight, or diagnosticity^ of an individual 

feature can vary according to its known relationship with other anomalies.

There are no firm rules that govern diagnosticity, and it is a concept tha t suffers 

naturzilly from differences in interpretation. W inter and Baraitser suggest a mechanism 

for diagnosticity in terms of what they call good and poor ‘handles’ [84, 85]. Handles refer 

to specific dysmorphic features. Some basic rules proposed by W inter and Baraitser in 

order to determine what may or may not constitute a good handle are listed in Appendix 

A. This approach was introduced to complement the usage of their computer system, the 

London Dysmorphology Database [86]. The idea of diagnostic handles can be construed 

as a search strategy in which a handle provides a good index rather than a specific 

evaluation of diagnostic significance. For instance, a good handle should be a feature 

tha t is fairly infrequent across different syndromes so tha t a set of potential diagnoses 

tha t is small enough to be manageable may be found. Smith’s compendium [30] also 

uses a statistical appraisal of dysmorphic features, and quotes the incidence of specific 

anomalies with respect to  a specific disorder. Emphasis tends to be put on features with 

a high incidence. Thus, for both approaches, a feature that is frequent within a specific 

condition, but is rare elsewhere, will naturally carry a high diagnostic significance for
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tha t disorder. However, a correlation between frequency and diagnosticity cannot always 

be made, and should not be assumed. For example, m ental retardation can occur in over 

six hundred different syndromes and so provide a poor handle by which to search for 

relevant syndromes. Conversely, it is such an im portant feature that it may be essential 

to the diagnosis of certain conditions.

This tentative linV between diagnostic signifrcmce and incidence of occurrence is 

further demonstrated by what are term ed occastona/features. A pattern  of méilformations 

may occasionally cause other anomalies, sometimes thought of as a kind of developmental 

noise. The list of main abnormalities in Table 1.1 consists of defects that occur in at 

least 25 per cent and usually more than  50 per cent of patients. Smith denotes occasional 

anomalies as having a frequency of 1 to  25 per cent (most commonly 5 to 10 per cent), 

edthough anomalies with greater incidence may also be classed as occasional (a set of 

occasionals is often listed along with the main diagnostic pattern). The existence of an 

occasional feature for a patient will be of no surprise to an experienced physician who 

has seen many infants with Down syndrome. Occasional features are not random for a 

particular syndrome, and they do carry some diagnostic value, or weight, but this tends 

to be relatively low and can only be positive. That is to say, occasional features can 

only add support to a possible diagnosis. They do not carry enough weight in order for 

their absence to count against a diagnosis. Below is a list of occasional features tha t are 

specific to Down syndrome with an indication of their incidence.

• Seizures (less than 5 per cent).

• Strabismus, or squinting (33 per cent).

• Cataract (1.3 per cent).

• Nystagmus, an involuntary movement of the eyeball (15 per cent).

• Incomplete fusion of the vertebral arches of the lower spine (37 per cent).

• Cryptorchidism, a condition in which there is a failure of the testicles to descend 

into the scrotum (27 per cent from birth  to nine years and 14 per cent after 15 

years).

• Leukemia (approximately 1 per cent).
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As stated earlier, to fonnnlate a diagnosis the dysmorphologist must use the pattern  

of patient findings to reference and m atch the patient with known syndromes (this may 

involve techniques such as diagnostic imaging along with clinical examination). An ex

pert may be particularly fam iliar with certain syndromes or syndrome families, which 

may enable a differential diagnosis to be compiled a lm ost immediately. Otherwise, the 

physician may have to search the hterature for a match. Either way, to estabhsh a match, 

the subject (the patient) and the referent (the syndrome) must m atch across a conclu

sive pattern  of anomahes. A diagnostic set is a conclusive pattern  of anomahes exhibited 

by the infant tha t can provide the necessary proof, or confidence, for a diagnosis. The 

anomahes tha t comprise the diagnostic set tend to be principal features  ̂ of relatively 

high diagnosticity, although occasional features may be included. Smith’s compendium 

notes the fohowing set of principal features for Down syndrome based on high incidence 

in recorded cases. The hst is intended as a guide for neonatal examination of the in

fant. Hypotonia (evident in 80% of cases), a poor Moro reflex ® (85%), hyperflexibihty 

of joints (80%), excess skin on the back of the neck (80%), a flat facial profile (90%), 

slanted palpebral fissures (80%), smomalous external ears (60%), dysplasia ® of the pelvis 

(70%), dysplasia of the midphalanx of the fifth finger (60%), and a simian crease (45%). 

For a conclusive diagnosis of Down syndrome a physician would expect to estabhsh a 

diagnostic set comprising of anomahes from these principal features.

1.3.2 A dditional D iagnostic  Inform ation

There are other contextual factors which may also provide diagnostic pointers. For 

instance, the sex of an infant can be very discriminating (some syndromes are known to 

have sex linkage with respect to inheritance, for example, Coffin-Lowry syndrome [51]). 

Age can also be im portant. The status of a child at presentation (or examination) refers 

to whether the infant is ahve or not. The circumstances of a fatahty (e.g., neonatal 

death or abortion) may have relevance to  a diagnosis. If a child is ahve, or has hved for 

a significant period beyond birth, then age can also be an im portant diagnostic pointer 

(as some syndromes are distinguished as surviving groups).

^Winter and Baraitser think in terms of hard features as abnormalities with high diagnostic signiA-

cance, whilst soft features are equivalent to secondary and occasional abnormalities.
*A defensive reflex consisting of the infant’s drawing of its arms across its chest in an embracing

manner in response to stimuli produced by striking the surface on which the infant rests.

"A dysplasia refers to the abnormal development of the respective tissue.
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A further factor concerns the use of normal features during diagnosis. When consid

ering a diagnosis, a physician will not generally refer to normal patient findings unless 

there is a direct conflict with syndrome expectations (for instance, if an abnormality is 

common in a syndrome, but the organ is normal for the patient). Thus, the existence of a 

normal finding in the patient can create a kind of negative diagnostic value, especially if 

a known anomaly is regarded as essential, thus ruling out the particular syndrome under 

consideration (this would only be true for principal features, occasional features may only 

C2ury positive diagnosticity). Whilst normality can, therefore, be (negatively) diagnostic, 

a problem may arise if a feature is minimally normal or abnormal. Exclusion of the cor

rect diagnosis may occur because of an incorrect interpretation of a minor abnormality. It 

should be noted tha t there is some debate amongst dysmorphology specialists regarding 

this m atter [61].

1.3 .3  E tiology, Prognosis and G enetic  C ounseling

Establishing an etiology for a condition will, to  a great extent, depend on the respective 

diagnosis. It follows also that a diagnosis will increase the chance of a prognosis and 

enable the physician to provide some degree of genetic counseling to the parents of the 

infant. A diagnosis of a condition such as Down syndrome will immediately suggest 

an etiology and enable a substantial level of counseling since it is a relatively common 

disorder with much documentation. For less common conditions, the cause may be more 

difficult to establish, and both the prognosis and counseling given to parents will have less 

certainty. At the extreme end of the scale, for cases tha t have no diagnosis or belong to 

a very rzue group with few or no references available, it may not be possible to establish 

a prognosis, and so the information that can be given to parents will be restricted, for 

instance, the physician may not be able to predict the risk of recurrence.

If a child has Down syndrome, the natural history, or the expected progression of the 

child physically and mentally with age, is well established. For example, the physician 

can predict growth rate (which is generally slow for the first eight years, but becoming 

more normal beyond with final height achieved at around fifteen years of age), sexual 

development (females can be fertile, but males are generally infertile) and the probable 

I.Q. range (25-50). The physician may also be able to  indicate the chances of early 

m ortality (for example, 44 per cent of individuals with cardiac anomalies die in infancy, 

although between infancy and the first 40 years of age the m ortality rate is not much
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greater than normal). The parents may be informed of the risk of recurrence which is 

generally ziround 1 per cent, although the age of the mother may be im portant. For 

example, the incidence for a maternal age between 15 and 29 years is 1:1500, whereas 

the incidence for a maternal age from 35 to 39 is 1:270.

1.4 Perform ance Tasks in D ysm orphology

This section provides an overview of the processes tha t are intrinsic to the two key 

tasks performed by dysmorphology specialists: diagnosis of an affected infant to a recog

nised syndrome, and investigation of new syndromes and existing syndrome categories. 

Figure 1.1 gives a diagrammatic representation of the main processes at work when per

forming these tasks.

1.4.1 D iagnosis

Diagnosis is in essence a classification task. The goal of diagnosis is to accurately classify 

a patient with reference to known syndrome categories. Classification implies a process 

of matching, or similarity assessment. Much of this skiU emanates &om general medical 

knowledge in combination with experience specific to the domain. To an experienced 

specialist some syndromes will be instantly recognisable and will not need a detailed 

analysis of the dysmorphic features (although an investigation will be required for con

firmation). This ability wiU reflect the dysmorphologist’s specialist medical background. 

For example, a radiology specialist will be familiar with syndromes tha t principally affect 

the skeleton, whereas a geneticist will tend to know about syndromes associated with a 

chromosomal disorder.

As mentioned above, during the initial examination of a patient the dysmorphologist 

may find an abnormality that is particularly diagnostic to a known syndrome or syndrome 

family. If instant recognition fails, the examiner must determine and record the specific 

individual dysmorphic features. Whilst recording the pattern  of anomalies exhibited 

by the child, the physician may need to quantify certain features. That is to say, the 

physician must decide what features are truly abnormal and give an accurate associated 

description. At this point, an im portant problem within dysmorphology is highlighted, 

there is no universed representation of abnormed features [8]. Different experts interpret 

features differently. Both Smith [30], and W inter and Baraitser [85] stress the importance
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of establishing early on what are definite abnormalities with accurate descriptions. For 

example, hypertelorism can easily be confused with telecanthus (in which case the eyes 

appear widely spaced due to the laterally displaced tnncr canthal margins ^ ) ,  ears may be 

described as low set, but could actually only appear low set because they are posteriorly 

rotated [85]. The interpretation of anomalies has a far reaching effect in dysmorphology 

through documentation of individual cases. A physician with a rare case at hand may
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Figure 1.1: Dysmorphology task analysis diagram.

have to search the literature to find another similar case. Accurate documentation of 

anomalies is crucial to establish the similarity between two such cases (documentation will 

generally include photographs, which can ease this problem somewhat). Although some 

of the available texts and computer systems do attem pt to standetrdise a nomenclature for 

abnormal features, the onus remains with each dysmorphologist to interpret abnormalities

Abnormally large width between the eyes.

^^The canthus refers to the angle at either end of the slit between the eyelids.
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correctly when recording a case.

The determination of patient anomalies may also involve detecting feature dependen

cies. It has been emphasised edready tha t both patient and syndrome descriptions are 

defined in terms of patterns of anomalies. The importance of an individual feature may 

depend on its relationship with other anomalies in the overall feature set. Feature depen

dencies may be due to direct clinical or radiological relationships which would be known 

to medical experts. For instance, an infant may be described as having both short ribs 

and elongated clavicles. A radiology speciaHst would know tha t this correlation is usual. 

Of these features perhaps only one will be recorded which would probably the primary 

feature, short ribs. Then in any future references to  this case, the secondary feature 

would need to be inferred by the excimining physician. So as well as a non-uniformity 

in feature descriptions, there exists also a non-uniformity in case descriptions. That is 

to say, the detail in documented patient descriptions varies greatly. Some patients are 

recorded merely in terms of one or two principal abnormalities, whilst some case descrip

tions contain a more comprehensive list of dysmorphic features tha t were noted during 

examination. This type of non-uniformity can further complicate the task of m atching 

rare cases.

Dependencies between anomalies may also pertain to observations of co-occurring 

features that have been recorded for certain conditions, or a number individual cases. 

These correlations may or may not have relevance to the diagnosis under consideration, 

and the examining physician may be required to examine the family history of the pa

tient in order to establish any significance. Certain features may be evident as harmless 

traits in some families, for example, big thumbs and toes, which is a combination seen 

in Rubenstein-Taybi syndrome [85]. If a patient has big thumbs and toes it must be 

established whether or not these features were evident in normal, healthy ancestors be

fore they are included in the overall pattern  of anomalies (and therefore given diagnostic 

relevance). If the family history dictates that these features can exist normally, then 

the physician must carefully establish the other known features for Rubenstein-Taybi 

syndrome before proposing that diagnosis.

A clinical (or radiologicsd) examination wiU hopefully determine a pattern  of anoma

lies tha t is in some way ranked by diagnostic importance. The principal features wiU 

then be used to hnk the infant with known disorders, or perhaps more general syndrome 

families. Such a link may be created by searching through the relevant literature, or
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may result from specific knowledge, or experience, of the examining physician. If one 

pgirticular syndrome stands out as the primary candidate, perhaps due to the existence 

of one or two particularly significant abnormalities, then further investigation may be 

focussed on establishing that diagnosis. For instance, further examination may be biased 

in the sense tha t there is a diagnosis ‘in m ind', and the physician may look for specific 

anomalies due to the diagnosis under consideration. This can lead to a quick diagnosis 

if the physician’s suspicions are confirmed (by the existence of the relevant diagnostic 

set). However, if the respective anomalies cannot be found, the physician may be forced 

to reassess the proposed diagnosis. This can result in a reappraisal of the significance of 

anomalies recorded on initial examination.

If the recorded pattern of abnormalities matches a number of syndromes, then it 

may be necessary for the physician to refine this hst. Further examination may take 

place, perhaps with greater significance placed on secondary and occasional features. 

This iterative process of examination and re-examination is ultimately geared towards 

proposing the most accurate form of diagnosis given the extent of the information at 

hand. For some affected infants, no diagnosis may be possible. In some cases, perhaps 

only a differential diagnosis is proposed. If the physician has a degree of certainty, then 

a firm, or tentative, diagnosis may be put forward.

At this point, given some form of initial diagnosis, the examining physician may seek 

further evidence through other means. Additional investigations can take on a number 

of guises. For example, initial clinical examination may have suggested a syndrome with 

a known skeletal anomaly, and so the physician may want to examine relevant x-rays, 

or consult with a radiologist. The cooperation between dysmorphologists specialising 

in different medical disciplines is an im portant necessity in diagnosis. Certain features 

may require the opinion of a specialist in a relevant field of medicine. For example, the

A ddendum

It should be noted that whilst two prim ary tasks have been identified, i.e., diagnosis 

and research, the task of therapy following diagnosis is of critical importance, but extremely 

difficult in this field.
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1.4.2 R esearch

The role of research in dysmorphology is associated with the ever changing nature of 

the field and an associated desire to leam  and understand more about it. Syndromes 

tha t once were thought to be very different, and were consequently classified separately, 

sometimes emerge as different manifestations of the szime condition, or as the same 

condition at different points in its natural history. Alternatively, conditions tha t appear 

the same may, at a later date, be found to have very different underlying dynamics 

and prognoses. By monitoring both diagnosed and undiagnosed cases over time, the 

dysmorphologist may be able to spot previously unregistered correlations and establish 

previously unknown etiologies. Documenting the development of affected infants may 

enable more accurate prognosis and counseling in future.

Along with the compendia cited earlier, which are designed with an emphasis on 

diagnosis, the dysmorphologist also has at hand numerous research publications that can 

assist investigation [92, 93, 94, 95, 96]. These journals provide a medium by which to 

communicate with other specialists. There are also a number of annual conferences and 

workshops for medical specialists to attend. Communication is crucial in order to allow 

practitioners to announce new findings, discuss potential links between rare cases, and 

ultimately propose new syndromes (or establish revisions of known categories).

One of the results of documentation, analysis and communication with respect to 

cases of multiple malformations has been a nomenclature for syndromes and syndrome 

families. That is to say, there has been some thought towards higher order syndrome 

taxonomies. However, in keeping with the uncertain and ever changing nature of the field, 

nomenclatures are not interpreted rigorously. Compendia such as Smith’s are structured 

in a way tha t reflects syndrome nomenclature. In Smith’s book, syndromes are grouped 

across twenty or more general categories such as chromosomal abnormédity syndromes, 

syndrome characterised by a very small stature, syndromes with facial defects as a m ajor 

feature, craniosynostosis syndromes and osteochondrodysplasias Specialists within 

radiology have denoted a more specific classification of osteochondrodysplasias [69]. This 

working group has defined a taxonomy consisting of three general groups: defects of the 

tubular (and flat) bones and/or axial skeleton, disorganised development of cartilagenous

^^Premature closure of the skull sutures 

Skeletal dysplasias pertaining to bone and cartilage. Dysplasias can also affect single bones.
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and fibrous components of the skeleton, and idiopathic osteolyses W ithin the first 

group, affecting tubular bones, twenty four sub-categories have been defined. Similarly 

osteolyses are divided along four sub-groups. An im portant point about these syndrome 

groupings (which has relevance to issues discussed in Chapter 2) is tha t they effectively 

provide a category hierarchy. However, although a hierarchical classification of syndromes 

is conceivable, there is some reluctance to  adhere to hierarchical schemas. The existence 

of syndrome clusters is generally accepted, but individual syndromes are not necessarily 

mutucdly exclusive. That it is to say, some syndromes may belong to more than one 

higher order category. It would seem also tha t hierarchies pertain only to relatively well 

understood syndrome families.

The specific procedures of learning involve the revision of a syndrome description or 

a higher order syndrome category. Such revision can occur in a number of ways. One 

process is the straightforward addition of a new disorder to the syndrome nomenclature, 

either with or without reference to existing categories. A new syndrome definition may 

be based on a link between two or more undiagnosed infants tha t stand isolated with 

reference to the existing syndrome nomenclature. It is im portant to note tha t some 

known syndromes are based on the descriptions of only a few cases (an example of this 

instance is Pfeiffer syndrome). These are precisely the syndromes where diagnosis is the 

most difficult. A new syndrome may also be defined with reference to a known disorder 

or family of disorders. If an individual has similarity to a known syndrome family, but 

not specifically to one of the family members, then it may be tentatively linked with the 

syndrome group until there is a greater understanding of tha t group. As further similar 

cases are registered and placed in the same vicinity of the nomenclature, a new, distinct 

syndrome may be formed within the syndrome family.

Category information may also be revised as more infants become diagnosed. The 

level of detail of syndrome descriptions can vary according to the number of diagnosed 

children. This is evident with the more common conditions for which statistical informa

tion is sufficient to provide accuracy (and confidence) in the syndrome description used 

for diagnosis. Descriptions of syndrome families also change over time. The definition 

of a syndrome is formed as a generalisation of the features by which diagnosed cases are 

adjudged to be similar. As more cases become registered, it may become apparent to the 

investigator that the group may be divided along certain traits, whilst still demonstrating

softening and destruction of bone tissue without recognised cause.
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some higher order relationship. Thus, knowledge may be derived in two directions: by 

generalising across a set of similar cases in order to establish a diagnostic set and by 

increasing the specificity amongst a set of related cases.

1.5 Conclusions and Goals o f the Research

Dysmorphology is a complex and diverse medical domain. The state of the domain is 

incomplete, or weak, in the sense tha t there are many unknown cases and the level of 

understanding of dysmorphology is not total. It is very much a dynamic field of medicine 

with knowledge about syndromes increasing gradually over time. Thus, dysmorphology 

is not merely a domain for medical diagnosis, but also one of medical research. Practi

tioners, whether performing diagnoses or acting as researcher, are medical experts who 

rely on both general and specialised medical knowledge, and experience.

There has been a natural progression from texts to computer systems in order to 

provide support and assistance to the dysmorphologist. The following chapter reviews 

computer applications dedicated to dysmorphology. These vary in design and conse

quently in their scope. Some are merely syndrome databases. Some, on the other hand, 

employ artificial intelligence techniques in order to aid diagnosis, and may therefore be 

regarded as expert systems. One aspect common to all these computer systems is tha t 

they address the primary task of diagnosis, either through an autom ated diagnostic pro

cedure or simply through a look-up facility. Some address the potential of using computer 

systems to leam  new syndromes. However, none have specifically tackled this problem. 

Such investigation is left as an implicit task for the user.

The general theme of this research is to increase the scope of assistance available to 

a specialist in dysmorphology from a computer system. However, it is the learning as

pect of the domain, i.e., the recognition of new syndromes and the revision of syndrome 

categories, that provides the specific focus of this work. In particular, the thesis involves 

the development of a computer system that utilises 'case-based reasoning’. Case-based 

reasoning (GBR) is a field of artificial intelligence (Al) linked to machine learning. An 

im portant feature of CBR systems is tha t they have the ability to leam  automatically. 

That is to say, they can update their knowledge, which is stored in the form of spe

cific and generalised cases, dynamically. A specific aim of the work is to autom ate the

’Generalisation may infer links between previously distinct syndromes.
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learning process of dysmorphology by designing and implementing a CBR system. Thus, 

unlike previous applications, this work specifically addresses the secondeiry learning task 

performed by dysmorphology specialists. The ability of a CBR system to leam  auto

matically depends to a great extent on the stm cture of the case database, or case-base, 

éind the methods for assessing the similarity between individual cases. To this end, CBR 

has much overlap with another field of machine learning called ‘incremental concept for

m ation’. Following the review of dedicated computer systems in Chapter 2, the main 

features of these two AI disciplines are discussed with reference to the dysmorphology 

domain.

It has been stated that the main focus of research is an automated, case-based rea

soning approach to the learning task of dysmorphology. W ith this in mind, a background 

goal of the work is to  design a practical solution which enables the prim ary task of diagno

sis to be performed as well as specifically automating the learning process involved with 

the proposal of new syndromes. An im portant tenet of this research is that both diagno

sis and learning can be represented using case-based reasoning. Furthermore, the same 

underlying case-based system architecture can be utilised by both ‘calling procedures’: 

object retrieval (i.e., retrieving similar syndrome or case entities from memory), and a 

learning CBR program (called case-based learning, or CBL). Chapter 3 describes this 

architecture, which lays the foundation for the subsequent chapters specific to case-based 

learning, and the general CBR model which is discussed in Chapter 7.

W hilst aspects of dysmorphology map well with facets of case-based reasoning, the 

complexities of the domain provide a challenge to some of CBR’s underlying assumptions, 

particularly with respect to learning processes tha t rely on a single category hierarchy. 

Chapters 4 through 6 describe the application of a case-based learning program to dys

morphology. Chapter 4 reports on the implementation of an algorithm taken from the 

machine learning literature. The results from this experiment drive the work reported 

in Chapters 5 and 6, which describe extensions to the learning algorithm to improve 

its performance. Chapter 5 describes how the performance of the algorithm is improved 

when additional domain knowledge is available. Chapter 6 demonstrates how a similarity 

model taken from the psychology literature can be also integrated within the system in 

order to enhance the similarity assessment functions tha t are essential to the learning 

process. These three chapters are specific to a stand-alone case-based learning program 

which, whilst reported in the context of a general CBR solution, provides a specific focus
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on machine learning. They assess, and enhance, a recognised learning algorithm with 

respect to a real-world, and incomplete medical domain. Added to  this. Chapter 6 con

siders (eind answers) some of the open issues of similarity assessment with regard to CBR 

in the light of the work that has been done.

Finally, Chapter 7 describes a case-based reasoning system tha t facilitates diagnostic 

assistance as well as the research objective of learning new syndromes. This design 

provides a general CBR solution, derived &om the work involved with learning algorithms 

(Chapters 4, 5 and 6), and the case-based architecture described in Chapter 3.

1.6 Sum m ary

The following points summarise the main characteristics of the dysmorphology domain 

and goals of the thesis.

• The domain is incomplete. The acquisition of knowledge concerning dysmorphic 

syndromes is ongoing and is performed by experienced specialists of varying medical 

backgrounds.

• Two performance tasks exist: diagnosis and research. Both involve a process of as

sessing the similarity between two entities. Diagnosis involves matching a patient to 

known syndrome malformation patterns. Research involves comparing undiagnosed 

infants with a view to learning new syndromes.

• Whilst syndrome category structure is very loosely defined, generally a m atter of 

interpretation, and not rigidly adhered to  by domain experts, syndromes do appear 

to form groups, or families. The domain is not yet at a stage at which a single 

hierarchical categorisation can be defined.

• Previous computer systems dedicated to dysmorphology have addressed only the 

diagnostic task. The research task has not specifically been autom ated to any de

gree. This work addresses learning in dysmorphology. More specifically it involves 

the design and implementation of a computer system tha t automates this mode of 

operation.

• Previous computer systems comprise standard database and knowledge engineering 

approaches to design. This work utilises a case-based reasoning design, which
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maps well with facets of the dedicated domain and facilitates autom ated learning 

of syndromes and revision of syndrome categories.

• The main thrust of the work is to design and implement a model of case-based 

reasoning, specifically focussed at addressing the learning task. A standard CBL 

model is taken as an initial starting point, implemented, tested with data from the 

dysmorphology domain, and extended in order to improve performance.

• The complexities of the dysmorphology domain expose problems with regard to the 

case-based learning model and the theoretical assumptions on which it is founded. 

These issues are addressed, and solved by a more general case-based reasoning 

system that incorporates the CBL program, but also offers functions aimed at 

providing asisstance with the primeiry task of diagnosis. This approach is driven by 

a desire to provide a case-based system tha t offers a practical solution with regard 

to both diagnosis and research in dysmorphology.

A ddendum

Some of the computer systems reviewed in Chapter 2 have employed statistical techniques. 

Certain problems that underline these techniques are discussed. This thesis describes work 

that has adopted CBR as its underlying model rather than statistical methods, which is 

enlarged upon in Section 2.6.
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Chapter 2

Dysm orphology, C om puter  

System s and A I

2.1 Introduction

The utilisation of reference materials (books, journals and computer systems) is an im

portant, if not crucisd, step in both diagnosis and research. The general structure of 

syndrome compendia has already been described in the previous chapter. This chap

ter reviews computer apphcations within dysmorphology. Some of these apphcations 

are essentially computerised equivalents of compendia, i.e., database systems. A typical 

database system would offer increased efficiency in a search for possible syndromes or 

similarly affected infants (if stored in the database) by using a relevant keyword indexing 

mechanism. A number of reseeu’chers, however, have endeavoured to extend the basic 

performance goal of a computer system beyond tha t of a straightforward look-up facility. 

In such cases energy has been directed towards modelling some of the processes at work 

during diagnosis.

It has already been concluded tha t dysmorphology is a difficult domain for medical 

diagnosis because knowledge of the domain is incomplete. Consequently, difficulties arise 

when attem pting to model the procedures undertaken by medical specialists in order to 

capture them  in a computerised format. There are no firm rules governing diagnosis, and 

there is much reliance on experience. Thus, the ensuing knowledge elicitation, however 

performed, may in itself prove a very difficult task. The strength of the resulting model 

win depend on the scope of the performance goal. If one is aiming to build a general
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diagnostic system, applicable across all known syndromes, then one can probably expect 

to establish a weak diagnostic model which at best provides a manageable differential 

diagnosis (which is small enough to refine through further exzimination). This is the real

istic scope of a database application. On the other hand, as has gdready been indicated, 

syndromes do appear to form groups which may be described or specified across certain 

chromosomal, clinical or radiological criteria. If a system is intended to follow a diagnosis 

procedure for a specific, distinctive group, then it may be feasible to acquire sufficient 

knowledge firom a specialist who is particularly familiar with tha t group in order to cre

ate a strong diagnostic model. This would allow the development of a more intelligent 

system that produces greater accuracy in the differential diagnosis.

The following sections describe two systems in detail: the aforeneimed London Dys

morphology Database which, in terms of operation, typifies a database application, and 

the Skeletal Dysplasia Diagnostician [15, 36], a model-based expert system which demon

strates a knowledge engineering approach to development of a system dedicated to the 

diagnosis of a specific group of syndromes. These two systems correspond to the two 

above mentioned extremes in terms of system design and operation. Other computer 

applications are subsequently discussed with reference to  these two systems. The topic 

of discussion will then switch to theoreticzd ideas &om within artificial intelligence (AI) 

that are relevant to this research, and in particular to the system design issues th a t have 

been highlighted.

2.2 The London D ysm orphology D atabase

Diagnostic aids such as reference texts and computer systems have arisen due to both  the 

sparsity of expertise and the necessity to  cope with the increasing number of dysmorphic 

syndromes. For database systems, two motivating factors have influenced development: 

portability and upgradabihty. The general increase in use of computers, particularly 

personal computers, has meant that a system designed using well established software is 

inherently portable and C2ui be readily distributed to medical centres around the world. 

The only requirements for a consultant to run the system would be a PC and a licence 

to run the software. This type of system gains an advantage over reference books in tha t 

upgradabihty is easier (and potentially more regular). New versions of the database can 

be simply distributed to hcenced users on disk format.
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The London Dysmorphology Database (LDDB), developed by W inter and Baraitser 

[86; 89, 55], was designed with these factors in mind It is a comprehensive refer

ence facility which holds information about known dysmorphic syndromes and individual 

cases. The system runs on a personal computer and has been developed using a standard 

database language Updates to the database are distributed annually [54].

2.2.1 LDDB System Goals

The main aim of LDDB is to provide a comprehensive diagnostic aid. The key to achiev

ing this is to store the necessary diagnostic features for as many of the recognised dys

morphic syndromes as possible. The database currently holds entries for etround two 

and a half thousand non-chromosomal syndromes. Furthermore, syndrome records are 

linked to corresponding reference entries stored separately within the database. These 

point to articles &om the medical literature concerning the respective syndromes and are 

intended to encourage the user to refer to other, original research material which might 

prove valuable in establishing a diagnosis. This helps to put emphasis on the point tha t 

LDDB really is a diagnostic aid. Its authors do not make any claims tha t the system 

performs diagnosis, rather, very much the opposite. The system is intended for use by 

specialists in dysmorphology who have the necessary experience to direct the search for 

potential diagnoses through their own decision making.

A secondary function, and another motivating factor in the design of LDDB, is to 

provide a look-up facility for rare individual cases. Along with syndrome records, the 

database also holds entries for affected infants with no recorded diagnosis. Rare individual 

cases are held in order to facilitate finding a match, or similarity, between two or more 

such infants. The system does not provide any explicit mechanism for doing this, and it 

is an investigation left for the human expert to explore. However, the intent is to provide 

the starting point for such investigation. Subscribers to LDDB are actively encouraged 

to build up their own patient database by storing in the system details of any infants that 

they have had contact with, particularly undiagnosed cases. Feedback concerning new 

cases can therefore be redistributed with new updates to the database. In this way the 

likelihood of finding a match between individually rare cases, and ultim ately in learning

^The authors of LDDB have recognised that, even with more widespread use of personal computers, 

a book format still retains some value, and their compendium [85] is actually an off-shoot of LDDB.

 ̂Early versions were written in dBasell. The current version has been developed using CLIPPER.
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new syndromes, is increased.

2.2.2 A rch itectu re

The operation of LDDB is governed by the manner in which syndromes eind cases are 

represented and stored. Figure 2.1 shows the basic architecture of LDDB. Each recorded

Full Syndrome Name

References

Header File

BARATTSER-WINTER

BARAITSER-WINTER IRIS COLOBOMA-PTOSIS-HYPERTELORISM-MR

02.01.01
05.02.02 
07.01.05
07.06.03 
08.03.07 
08.06.02
09.03.04 
10.02.01
15.01.05 
15.01.03 
32.01.12 
32.01.20

HallBD
Iris coloboma, ptosis, hypertelorism and 
mental retardation (letter)
J Med Genet 1989 26 pp 69

Baraitser M, Winter RM 
Iris coloboma, ptosis, hypertelorism and 
mental retardation: a new syndrome 
J Med Genet 1988 25 pp 41-43

Short stature proportionate
(Small forehead) Metropic ridge
Hypertelorism
Coloboma of iris
Ptosis of eyelids
Epicanthal folds
Wide nasal bridge
Full cheeks
(Neck general) Low posterior/trident hairline 
Short neck
(Neurology) Hypotonia 
Mental retardation

Description File Codes File

Figure 2.1: The LDDB Architecture.

syndrome, or case, essentially consists of a simple list of dysmorphic features. A header 

file contains a unique identifier for each syndrome which links to both a description file and 

a references file (the header fUe contains a shortened syndrome mnemonic., but links also 

to a file storing the full syndrome name). The description fUe lists, for each syndrome
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01. build 13. teeth 25. lower limbs

02. sta tu re 14. voice 26. feet

03. cranium 15. neck 27. blood vessels

04. hair 16. back & spine 28. endocrine

05. forehead 17. thorax 29. haem atology

06. ears 18. abdom en 30. muscles

07. eyes 19. pelvis 31. jo in ts

08. eye structures 20. genitalia 32. neurology

09. nose 21. urinary  system 33. skeletal

10. face 22. upper limbs 34. skin

11. m outh 23. hands 35. gesta tion / delivery

12. oral region 24. nails

Table 2.1: Clinical regions represented by LDDB.

identifier, a set of numerically coded dysmorphic features. This Hst may incorporate 

features of varying diagnosticity (i.e., both principal and occasional features), but has 

no indication of diagnosticity, or whether a feature is common or rare in a syndrome 

[89]. Feature codes are translated into textual descriptions via a separate codes file. The 

numeric coding is central to the operation of the system as it provides the mechanism 

for search. The codes file consists of zm extensive list of possible clinical abnormalities. 

This master list, which includes over 1200 abnormalities, is subgrouped into thirty  five 

general cliniczd regions, i.e., organs and parts of the body (see Table 2.1).

Features are arranged in a three-level numeric code. Table 2.2 shows the breakdown of 

eye anomalies as represented in LDDB. The first level corresponds to the general clinical 

region (e.g., eyes), the second level refers to a subdivision of tha t region, (e.g., iris), and 

the third level refers to a specific abnormality (e.g., coloboma ^).

2 .2 .3  M ode o f O peration

The operation of LDDB is based on keyword search, or indexing. The three level dysmor

phic feature codes provide the indexes with which the database of syndromes is searched.

lesion or defect of the eye, usually a fissure or cleft.
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07.00.00 eyes 07.08.00 macular abnormalities
07.01.00 general 07.08.01 macular degeneration
07.01.01 asymmetric eyes 07.08.02 pigmentary abnormality of macula
07.01.02 cyclopia 07.09.00 optic disc
07.01.03 deep set eyes 07.09.01 hypoplasia/dysplasia of optic nerve
07.01.04 dystopia canthornm telecanthus 07.09.02 coloboma involving optic nerve
07.01.05 hypertelorism 07.09.03 optic atrophy
07.01.06 hypotelorism 07.09.04 papilloedema
07.01.07 prominent eyes including proptosis 07.10.00 pupils
07.02.00 anterior chamber 07.10.01 asymmetric pupils
07.02.01 anterior chamber abnormalities 07.10.02 ectopic pupils
07.02.02 peters anomaly 07.10.03 sise or movement of pupil abnormal
07.02.03 rieger anomaly 07.10.04 persistent pupillary membrane
07.03.00 conjunctival abnormalities 07.11.00 retina
07.03.01 coiyunctivitis 07.11.01 aplasia or dysplasia of retina
07.03.02 conjunctival nodules 07.11.02 coloboma of retina/choroid
07.03.03 coiyunctival telangiectasia 07.11.03 detached retina
07.04.00 comeal abnormalities 07.11.04 macular red spot
07.04.01 asymmetric corneae 07.11.05 phakoma/pseudoglioma of retina
07.04.02 cloudy corneae/ sclerocornea 07.11.06 pigmentary retinopathy/chorioretinitis
07.04.03 epibulbar dermoid 07.11.07 punched out lesions of the retina
07.04.04 keratoconus 07.11.08 retinitis pigmentosa
07.04.05 macrocomea 07.11.09 retinoblastoma
07.04.06 visible nerve fibres on cornea 07.11.10 vascular abnormalities of retina
07.04.07 microcornea 07.12.00 sclera
07.04.08 ulceration of cornea 07.12.01 blue sclera
07.05.00 globes 07.12.02 nevus of ota
07.05.01 anophthalmia 07.13.00 vision
07.05.02 buphthalmos 07.13.01 vision non specific impairment
07.05.03 cryptophthalmos 07.13.02 blindness
07.05.04 glaucoma 07.13.03 hypermetropia
07.05.05 microphthalmia 07.13.04 night blindness
07.06.00 iris 07.13.05 myopia
07.06.01 aniridia 07.13.06 nystagmus
07.06.02 brushAeld spots 07.13.07 photophobia
07.06.03 coloboma of iris 07.13.08 strabismus/gaze pidsy
07.06.04 heterochromia of iris 07.14.00 vitreous
07.06.05 pigmentary abnormalities of iris 07.14.01 vitreous general abnormalities
07.06.06 iris atrophy/dysplasia 07.14.02 persistent hyaloid artery
07.07.00 lens abnormalities
07.07.01 cataract
07.07.02 dislocation of lens
07.07.03 sise or shape of lens abnormal

Table 2.2: LDDB representation of eye abnormalities.

40



L BARAITSER-WINTER IRIS COLOBOMA-PTOSIS-HYPERTELORISM-MR

2. FRANCOIS [1973] AGEN CORPUS CALLOSUM-COLOBOMA-VERMIS APLASIA

3. FUJIMOTO BRANCHIO-OCULO-FACIAL

4. GARDNER [1983] THROMBOCYTOPENIA-MULTIPLE MALFORMATION

5. HANSON [1976] COLOBOMAS-UNILOBAR LUNGS-AV SEPTUM DEFECT

Table 2.3: Syndromes returned by feature set (07.06.03 AND 15.01 AND 32.01).

The rationale behind the design of the retrieval program is tha t the user can ask the 

system for a list of syndromes (or actuzd patient cases) tha t contain in their description 

a combination of specified features. The idea is tha t the system should be used by an 

experienced physician who wiU be able to select the features most likely to lead to a 

diagnosis and form questions around these. For example, the physician may want to 

construct a query based on a question such as, “W hat syndromes can have a cleft palate 

and either anal atresia or Hirschsprung’s disease?” [89]. The system aUows the user to 

construct boolean combinations of features (or rather their respective codes) through a 

menu driven interface. The authors have tried to emphasise the use of sensible feature 

combinations in order to return a manageable, short list of possible syndromes. W hat is 

deemed sensible is clearly a m atter for the human expert to decide.

The authors’ of LDDB suggest th a t good practice is to base a search around one 

good handle together with a general clinical feature [89]. The ability to search on gen

eral features is a useful one because features can show considerable variability among 

different cases of the same syndrome. This also relates to  the problem of variance, or 

non-uniformity, of feature descriptions (a m atter of interpretation) inherent within docu

mented cases. LDDB facihtates the use of general feature search through its three-level 

representation of abnormalities. The user may enter feature combinations tha t consist 

of fuU (or tight) codes, e.g., 0 7 .0 6 .0 3 , which describe a specific anomaly, 2ind general 

(or loose) codes, e.g., 15 .01 , which point to the clinical region and specific subdivision, 

but not to a specific abnormality. A loose code will m atch any codes of tha t particu

lar subdivision, for example, 15.01  wiU m atch any codes of type 1 5 .0 1 .? ? , where ?? 

corresponds to 00 through 99. The skill then becomes one of finding a useful tightness 

or looseness to the indexing feature set. Table 2.3 shows the list of syndromes returned 

using the described technique with an index set of 0 7 .0 6 .0 3  (coloboma of iris), 15.01
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(neck, general abnormality) and 32.01 (neurology, general abnormality).

2.2 .4  D iscussion

It should be emphasised that LDDB is very much a tool for use by an experienced 

dysmorphology specialist. LDDB does not, zmd is not meant to, make a diagnosis. It 

does not perform any intelligent matching of entities, it merely ‘looks-up’ syndromes with 

specified boolean combinations of features. Diagnosticity of listed features is not defined 

for individual syndromes. Such information has been avoided due to the fact tha t it is 

difhcult to assess for many of the less common syndromes where only a few cases have 

been described. Interpretation of feature diagnosticity is effectively performed by the 

selection of feature indexes, or handles. Construction of the indexing feature set is thus 

a crucial step in successful operation of the system. A further ramification is that the list 

of syndromes returned is not ranked in order of likelihood, or probability of occurrence 

(in order to do this the system would require some form of similarity assessment based 

on diagnostic significance). Selected syndromes are returned in alphabetic order.

One criticism of LDDB concerns the inflexibility of the feature representation. The 

master list corresponds to only one interpretation of how abnormalities may be described. 

Other specialists may disagree with this master list. This problem is not unique to LDDB. 

A natural development of the application of computer systems to dysmorphology has been 

to address this problem of feature representation, but there is no universally accepted 

schema. When searching with LDDB, if the exact feature required is not apparent, users 

are forced to select the nearest listed feature tha t best matches the case finding. To some 

extent the ability to form loose sezirches eases this problem. However, when adding to a 

patient database users are also bound by the W inter-Baraitser representation.

A problem with the representation of syndromes is the lack of certainty with respect to 

individual features. An abnormality simply exists, or not, within a syndrome description. 

A problem occurs then if a feature has been found in 90 per cent of cases of a particular 

syndrome, but not in the object case. Belief about tha t syndrome is diminished but 

should not be eliminated. Because LDDB utilises an indexing search method to select 

candidate syndromes (rather than a general matching method which would allow for some 

uncertainty) the user must be aware tha t a syndrome can be omitted unless a relevant 

index is used.

The success of LDDB is to some extent reliant on its comprehensibility. Its prim ary
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goal as a diagnostic aid is to allow the user, an experienced physician, to confidently 

establish a manageable differential. Such confidence will be promoted by a system which 

is comprehensive, up to  date, and universally accepted as an accurate reference source. 

LDDB has managed to achieve these goals better than most. There are plans to expand 

the system even further in future versions by adding chromosomal syndromes to the 

database. Also, a library of clinical photographs has recently been compiled and made 

available on compact disc format. This contains over 5000 photographs and x-rays which 

cire intended to illustrate the syndromes listed in LDDB.

2.3 The Skeletal D ysplasia D iagnostician

The Skeletal Dysplasia Diagnostician  ̂ (SDD) is a model-based expert system dedicated 

to the diagnosis of skeletal dysplasias  ̂ which form a group of around 140 syndromes. 

A dysplasia, by definition, is different &om a syndrome (see Appendix A), but for the 

purpose of this discussion a dysplasia is taken to be a type of malformation syndrome.

2.3.1 SD D  S ystem  G oals

The overall strategy of SDD is to focus towards a diagnosis through consultation with 

the user. To achieve this, the system incorporates a number of independent bodies of 

knowledge which correspond to detailed information about individual syndromes, domain 

specific medical knowledge, and general radiology. Consequently, if sufficient information 

about the patient is available (input by the user) SDD is designed to formulate an initial 

differential, process the differential further by generating relevant questions about the 

patient with respect to the specific syndromes contained within the differential, present 

these questions to the user, and process the replies in order to assess the active hypotheses. 

Thus, the intelligent creation of a sensible, refined differential is a system function rather 

than a human task. A consequence of this is tha t the system is intended for use by both 

dysmorphology specialists and general radiologists.

Whilst the specific goal of SDD is to  provide a diagnosis, it also aims to provide a 

relatively generic diagnostic model. The emphasis of this research extends to broader

co-operation between University College London and Great Ormond Hospital.
^Syndromes characterised by abnormal development of bone tissue, which can be generalised or local

to specific regions of the skeleton.
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issues concerning knowledge engineering, and in particuléir to knowledge acquisition and 

knowledge representation.

2.3.2 A rc h ite c tu re

DIAGNOSTIC MODEL

BACKGROUND
KNOWLEDGE

FEATURE-SUBJECT
MODEL

DESCRIPTION
MODEL

TEMPORAL
MODEL

A

HYPOTHESIS
EVALUATION

DYSPLASIA MODEL

DYSPLASIA
FRAME

□  Ciinical 

O  BlocbemW

□ typical
□ exclude-if

□ sufficient

□ triggers

□ common

□ occasional

Figure 2.2: The SDD Architecture.

A number of research papers describe the components of the SDD system zirchitecture in 

detail [15, 36, 37, 34, 35]. A detailed analysis of all aspects of the system is not considered 

necessary to this thesis and the following discussion gives a high level overview of SDD.

SDD has been described by the authors as a co-operating architecture [35] in which 

independent bodies of dedicated knowledge interact during the operation of diagnosis. 

Figure 2.2 shows an abstracted view of SDD’s knowledge components. The dysplasia 

model is a static knowledge base incorporating a substantial amount of encoded infor

mation about each stored syndrome. The diagnostic model constitutes the dynamics of
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the system. It uses the background knowledge-base and controls hypothesis evaluation 

during the diagnostic cycle.

The dysplasia model represents expert domain knowledge. Such knowledge is facili

ta ted  by syndrome frames which have encoded into them six distinct sets of abnormalities 

of varying diagnostic significance:

1. Typical. These are rare features (less than 1 per cent), but conclusive. Their 

absence should not count against a possible diagnosis.

2. Exclude-if. Sufficiently diagnostic tha t they will exclude the dysplasia.

3. Sufficient. A group of features that collectively will strongly indicate the dysplasia 

(but not sufficient for confirmation).

4. Triggers. There are two subsets: primziry triggers, which are highly diagnostic and 

immediately suggest the dysplasia as a possibility, and secondary triggers, features 

which are used to discriminate between competing possibilities.

5. Common. Features observed to occur in the majority of cases of the syndrome and 

thus would be expected to be evident.

6. Occasional. Features which, if they are present, support the hypothesis, but if they 

are not present do not count against it.

Each set type has a different role to play in the overall diagnostic process. Along with 

the six categories, features are listed for expected clinical findings, biochemical findings 

and radiological findings (which are in turn  grouped by skeletal regions, e.g., spine, chest 

and skull).

The background knowledge-base stores foundational radiological, clinical and bio

chemical knowledge, i.e., expertise tha t would be expected of a non-specialist physician 

(some of which is considered to be of a common-sense nature [37]). The background 

knowledge-base is designed to incorporate three independent bodies of information: a 

feature-subject model of anatomy and physiology, a description model and a temporal 

model. For the purpose of this discussion the feature-subject model merits some analysis.

A subject pertains to an anatomical component of the body or skeleton (similar to 

LDDB’s thirty-five clinical regions, but with higher granularity), and an associated fea

ture refers to an abnormality, or condition. The feature-subject model is a rich source of
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information concerning certain types of relationships tha t occur between feature-subjects. 

For example, taxonomic information is held such as “dorsal vertebrae are a component-of 

the thoracic spine which is in turn part-of the spine” . Other type of relationships held 

are linguistic (these are descriptive synonyms for abnormalities and case findings) and 

inferential ® (for example, if the dorsal spine is abnormal then this implies that the spine 

is abnormzd). Relationship knowledge is stored and m anipulated using a combination of 

predicate rules and semantic network structures, and an associated reasoning process. 

W ithin the context of the diagnostic cycle the feature-subject model is responsible

for:

• Recognising abnormal and normal findings and contextual information.

• Detecting dependencies and conflicts between listed findings.

• Controlling additional information volunteered during interactive session.

• Organising questions based on findings.

2.3 .3  M ode o f O peration

The first phase of operation creates the initial differential. General information such 

as patient age and sex is entered followed by the case findings (clinical data and ab

normalities exhibited by x-rays). A finding is represented as a subject described by a 

component-value pair along with a temporzd description For example,

(femora length-long from-3-to-15-years)
(vertebrae height-short from-birth)

In the above examples, fem ora and v e r te b ra e  refer to anatomical subjects, le n g th - lo n g  

and h e ig h t- s h o r t  are component values, and the third components refer to qualitative 

temporcd expressions. The findings are used to identify possible syndromes, or hypothe

ses. The syndrome database is searched in an indexing mode, but unlike LDDB, SDD 

syndrome frames have specific indexes against which to search, tha t is their primary 

triggers.

* An example of a common-sense inference is an component is absent then all its parts are absent”. 
^Whilst the mechanics of representation for temporal knowledge is incorporated in SDD the temporal

reasoning functionality [34] was not implemented at the time of writing.
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The second phase of operation is designed to explore and refine the differential. The 

system utilises computed ratios [35] between the matching and unmatching einomalies 

(these are dysmorphic features that are encoded within the syndrome frame that m atch or 

negate case findings) in order to rank and cluster the initial differential diagnosis. Clusters 

are sets of possible hypotheses with highly overlapping expectations, defined by common 

secondary triggers. W ithin each cluster, the possible hypotheses are ranked from the
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Figure 2.3: The diagnostic cycle of SDD.

perspective of: explanatory power, a ratio between expected features (common features 

and occasionals encoded within the syndrome frame) tha t m atch the case findings, and 

observations that refute the hypothesis; and sufficient-group match, a ratio  between the 

sufficient set of the syndrome and the corresponding observations. The highest ranked 

possibilities from each cluster are processed first. A possible hypothesis which matches
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on typiczil features, or satisfies what is taken to be a reasonable ® subset of the current 

set of hard ® abnormalities is promoted to a ‘working hypothesis’.

The next phase of the diagnostic cycle is a consultation with the physician. The 

system uses its knowledge of syndrome expectations in conjunction with background 

knowledge with respect to  case findings in order to produce a hst of questions, which are 

put to the user. For example, the working hypothesis may suggest (through knowledge of 

feature relationships) abnormahties not evident in the findings hst. The physician may be 

asked to indicate whether or not these are present, and may be required to re-examine the 

x-rays if the relevant information is not at hand. The questions are designed to  produce 

a decision, either in support or against the current working hypothesis. A firm decision 

may produce a diagnosis. A negation (which ocurs when new evidence counts against 

the working hypothesis) may result in the demotion of the current working hypothesis 

back to a possible hypothesis or an exclusion^ in which case the syndrome is dropped 

from further processing. During this final phase the system cycles through all possible 

hypotheses until a firm decision, and hopefully a diagnosis, is reached.

2.3 .4  D iscussion

SDD offers a very different philosophy, in terms of system goals and design, than tha t of 

LDDB. The SDD project is very much involved with research into knowledge engineer

ing (which includes knowledge acquisition and representation, model-based design and 

temporal reasoning) and the presentation of ideas and results to the Al community, in

termediate goals other than the ultim ate aim of producing an accurate diagnostic system 

for skeletal dysplasias.

SDD is different in scope to LDDB in tha t it is dedicated to  a distinct syndrome group. 

The tenet in this instance is tha t sufficient, transferable expertise exists about the group 

in order to facilitate a feasible knowledge engineering task. Once this premise is accepted, 

design and development is a m atter of eliciting the relevant diagnostic knowledge and 

compiling this into a working, and accurate model. For instance, knowledge of feature 

diagnosticity is sufhcient within the dysplasia group tha t six distinct abnormality sets 

can be defined and collated for all syndromes. This information provides a measure of

*An empirically defined numeric score.
*AU primary triggers with the exception of specific abnormalities identified through knowledge 

elicitation.
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certainty with respect to features in the syndrome descriptions that does not exist in 

LDDB.

A problem highlighted earlier with LDDB is tha t its feature representation is inflexible 

and does not cater for the variance in interpretation. The user of LDDB can bypass this 

problem to some extent by using loose indexes. This type of imprecision is dealt with 

in SDD by knowledge of linguistic relationships (held in the feature-subject model). 

Knowledge about possible synonyms exists in order to translate flndings to  a common 

representation tha t can map case findings to features encoded within the dysplasia flames.

One of the most im portant diflerences between LDDB and SDD is tha t SDD performs 

similarity assessment in order to refine the differential, and ultimately propose a diag

nosis. To achieve this, there is some reliance on numeric ratios (i.e., sufficiency set gmd 

explanatory power). A numerical approach is common (see Section 2.4), but not ideal. 

Experts find it difficult to agree on a definitive relationship between diagnostic weight and 

frequency of occurrence (the example of mentzd retardation cited earlier demonstrates 

this problem), and do not comfortably express abnormalities in terms of numeric values. 

However, designing a similarity metric on purely qualitative measures would be difficult 

given the inexact nature of the expertise. The use of numerical measures for diagnostic 

power is a compromise if such knowledge is readily available. A strength of SDD is tha t 

numeric comparison is merely part of the overall hypothesis evaluation, whereas in other 

systems it constitutes the entire similarity assessment.

Another distinction between SDD and LDDB is tha t the la tter stores undiagnosed 

cases. SDD does not store cases at all. This suggests a difference in the overall objectives 

of the two systems. SDD operates within a strong domain theory. That is to say, a 

relatively well understood branch of dysmorphology. Knowledge of skeletal dysplasias is 

sufficiently complete that a database of detailed prototypical syndrome flames may 

be compiled. Its aim is diagnosis with respect to this fairly static knowledge. The goals 

of LDDB are broader and weaker. It aims to provide an initial differentizd across a large 

spectrum of syndromes. Undiagnosed cases are stored within LDDB to provide some 

focus on learning more about the domain.

The SDD project is ongoing, and further work is intended to extend the system to 

include an image database comprising x-rays relating to  the relevant skeletal dysplasias.

^°The syndrome records of LDDB may also be described as a list of prototypical features, but without 

the indication of diagnostic power that is held in SDD

49



2.4 R elated  Work

There are a number of independent systems dedicated to some aspect of dysmorphology. 

The following section provides an overview of this work. The two systems described above 

have been selected in order to  demonstrate the diversity in design. The systems described 

below overlap in many aspects, both with each other and the two aforementioned systems. 

These are discussed with reference to any significant differences in approach.

2.4.1 O n-Line D atabases

The Birth Defects Information Service [13] was one of the earliest information retrieval 

type applications specific to malformation syndromes. The original development of BDIS 

involved an on-line database accessible via modem link. A later version (Micro BDIS) 

is based on a personal computer [14]. A text specific to inherited diseases, McKusick’s 

Mendelian Inheritance in Man [51], has been accessible as an on-line database since 1987 

(On-Line Mendelian Inheritance in Man, OMTM [67]).

These systems perform a very similar function to LDDB, i.e., provide a centralised 

reference source designed with a view to regular updates [19]. As with LDDB, a differ

ential is obtained through a user selected index set, but BDIS also provides a ranking 

algorithm in order to grade the candidate hypotheses. This is facilitated through diag

nostic weights assigned (selectively) to features according to frequency and specificity. A 

score is summed for each candidate based on the overlapping features with the case and 

the associated weights. W ith the same misgivings as the developers of LDDB perhaps, 

the researchers involved with BDIS have stressed the limitations of the ranking algo

rithm . It is intended to assist the user only in narrowing the range of possibilities rather 

than suggesting the most likely diagnosis. Furthermore, the authors have indicated the 

difficulties in assigning subjective weights to features based on frequency.

2.4.2 S D R

The Skeletal Dysplasia Registry (SDR) is a recent development designed specifically for 

diagnosis and research of skeletal dysplasias It has comparable architecture to that 

of LDDB (designed using PC based DBMS softwMe) and a similar mode of operation 

(boolean search based on abnormal features). As with LDDB, this system is intended for

Developed by D.L. Rimoin and co-workers at the Cedars-Sinai Medical Center, UCLA.
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world-wide distribution, and, perhaps even more so than  LDDB, there is an emphasis on 

research of unknown syndromes. SDR contains a database of classic skeletsd dysplasias 

(overlapping with the 140 or so that SDD covers), and a large patient database of di

agnosed and undiagnosed cases (over 4000) compiled &om many institutions around the 

world. Whilst LDDB accounts for many more syndromes, SDR provides very compre

hensive details concerning each case such as the referring physician and their affiliated 

hospitals.

2 .4 .3  El B usca

El Busca is a database appHcation with a reference file of two hundred syndromes 

and a master Hst of 175 abnormal features [64]. A feature of this work that overlaps 

with BDIS is tha t abnormalities are assigned sm associated diagnostic weight expressed 

as a direct function of frequency. Each feature is weighted by the difference between 

the number of syndromes including tha t feature and the to tal number of syndromes in 

the reference file. Therefore, the weight of each abnormality is inversely related to its 

frequency amongst the syndromes, zind is meant to express its predictive value. Thus, 

a feature that occurs in only five of the two hundred syndromes is considered, in terms 

of frequency, highly predictive. System operation employs a standard boolean search 

and up to fifteen features may be entered. The system then selects candidates having 

three or more of these features. The candidates are then ranked according to an absolute 

value, resulting from adding the weights of those features of the case tha t overlap with 

the syndrome. The top twelve hypotheses are then presented to the physician. In tests, 

success was defined by the inclusion of the correct diagnosis in the top twelve ranked 

hypotheses.

2.4 .4  SY N D R O C

The SYNDROC program developed by Schorderet is one of two systems tha t have utilised 

a Bayesian formula in order to rank a differential diagnosis [66, 68]. SYNDROC has a 

smaller, but similar syndrome database structure to  tha t of LDDB (initial research was 

conducted with a database of around 300 syndromes which was later expanded to  over 

1000, including a small percentage of chromosomal syndromes), and includes a similar

’El Busca haa not been adopted as a diagnostic tool and has not been developed any further.
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master list of abnormal features, called signs. The system can store cases in very much 

the same way as LDDB, with essentially the same goal in mind. Furthermore, as with 

LDDB, SYNDROC allows boolean combinations of features to be selected by the user 

(no diagnostic weights are provided) in order to probe the database. The main difference 

from LDDB, and similar databases, is tha t an attem pt has been made with SYNDROC 

to rank the differential in order of probability. To achieve this the system has employed 

a modified version of Bayes’ formula (Equation 2.1 shows the correct definition of Bayes’ 

rule).

("I
Bayes’ rule states tha t the probabüity P { D j F)  tha t a patient has a disease, given 

the presence of a particular set of findings, is equal to the probability P^Ff D)  of the 

occurrence of this set of findings given the disease, multiplied by the frequency P{D)  

of that disease in the population and divided by the incidence P{F)  of the findings in 

the general population [12]. Bayes’ theorem msikes certain assumptions, however, which 

make its applicability to dysmorphology questionable. The disease set is assumed to be 

exhaustive { ^ P { D i)  =  1) and exclusive (i.e., only one disease is present). Addition

ally, the formula assumes tha t aU signs are independent of each other. In practice, the 

parameters of the formula will only be partially known, especially for the less common 

syndromes. To cater for this, Schorderet employed a subjective value instead of P (F /D ), 

cind calculated P{F)  from the database (the program is thus called pseudo-Bayesian).

Once the patient findings have been entered, SYNDROC calculates a pseudo-Bayesian 

probability (called a certainty coefhcient which ranges from 0 to 1) against every syn

drome held within the database. The differential diagnosis consists of those syndromes 

lying between the highest score and a lower limit of half of this highest score. Initial re

sults using 100 firmly diagnosed test cases (against a database of around 300 syndromes) 

showed a high level of performance (over 90 per cent agreement with a medical geneti

cist). However, as the database grew the authors have indicated tha t the estimation of 

P{Ff D)  became increasingly difficult and system performance decreased.

2.4.5 W einer

Weiner et al. has also used a pseudo-Bayesian formula to rank the differential diagnosis 

[82, 81]. As with LDDB and SYNDROC, the database contains patient records along 

with around 250 syndromes. There are some differences to both  LDDB and SYNDROC,
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however. In this model, diagnostic value is indicated for syndrome features. Four levels 

are defined: essential^ prevalent (features that occur in the m ajority of diagnosed cases), 

occasional, and rare. Features are coded to a m aster list as before, but in this instance 

there is no layering (thus, no loosening of feature sets is possible).

The modified Bayesian formula used by Weiner et al. is described below. As with 

SYNDROC it is applied exhaustively, but in this instance it is applied twice: once to cal

culate a probability for, or in support of the syndrome {P{Fjf  Di)),  based on case findings

(y) and syndrome features tha t m atch (where t denotes zm individual syndrome), and

again to calculate a probability against the syndrome {P{Fj /—Di)),  based on syndrome 

features that are absent in the case findings. The likelihood (/jy) of a feature for a given 

syndrome is denoted by Equation 2.2.

=  m/%  (2 2)
The overzdl likelihood {L) of the disease (D vs. —D)  is then denoted by the product of 

the individual feature likelihoods (Equation 2.3),

=  I l ' i  ( : ^ )  (2.3)

and the syndrome probability is then given by Equation 2.4.

= (irh) (2")
A syndrome scoring a probability of 0.85 or greater is included in the differential. To 

achieve greater accuracy, the system contains a table of numeric values to  account for the 

diagnostic significance of features. These eu’e defined according to  the diagnostic level 

(essential, prevalent, occasional and rare) and whether the m atch is for the syndrome 

or against it. The table is used to increase or decrease the relative contribution of each 

feature (by a factor ranging between 0 and 1) with respect to the overall probability score 

for a syndrome. For example, if an essential feature (which is defined for a syndrome) 

is not evident in the case findings then its contribution will by multiplied by a factor of 

zero, thus resulting in an overall probability of zero, hence ruling out the syndrome. If 

a feature is defined as an occasional for a syndrome, and the calculation is in support of 

the syndrome ( f  (F /D )) , the multiplying factor can be relatively high if it exists. If the 

calculation is against the syndrome { P { F / —D)),  and the feature does not exist, then the 

multiplying factor should be relatively low. This demonstrates the fact tha t occasionals
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can add support to  a diagnosis if they exist, but should not count against a m atch if they 

don’t.

Results from this work have been documented in which 49 test cases were used, with 

34 having no recorded diagnosis [81]. For the 15 known cases there was agreement with 

a human expert. In 15 of the 34 unknown cases the system did not reach a diagnosis. 

Of the other 19 cases the system indicated a differential which proved instrum ental in 

finding a correct diagnosis (that is to say, it is implied tha t further investigation lead to 

confirmation of a syndrome listed in the differential).

High accuracy has been reported for both SYNDROC and the work by Weiner and 

researchers. However, these results were based on experiments tha t incorporated a rel

atively small database and distinct test set (i.e., test cases ranged across non-related 

syndromes). Schorderet has indicated that an increase in the number of potential syn

dromes has a detrim ental effect on system performance [66]. It would also appear that 

a practical application of a Bayesian formula to the dysmorphology field is questionable 

given the constraints of the theory and the sparseness of data.

It is interesting th a t although a boolean sezu^ch capability is apparently available in 

both  these systems, there is no comparison between the differential diagnoses derived 

by the pseudo-Bayesian methods and those arrived at through an indexing m ethod as 

in LDDB. Instead, there has been a preference to apply the pseudo-Bayesian equation 

exhaustively across the database.

2 .4 .6  G E N D IA G

In many ways, the GENDIAG program [23] is comparable to both SYNDROC and 

Weiner’s system. It incorporates a database of syndromes and employs a computed 

probability theorem to Tank the differentiéil. In this instance the ranking formula is 

based on belief functions. As before, this work follows the assumption that a syndrome 

may be represented as a list of characteristic signs tha t have an associated indication 

of their frequency within the disorder. In order to apply the discriminating metric with 

accuracy, the program is, therefore, limited to the more common syndromes for which 

this statistical information is available.

GENDIAG has some im portant similarities to LDDB. It utilises a m aster list of 

features against which the expert user is obliged to represent the new patient. However, 

unlike LDDB, this m aster list indicates a diagnostic weight ranging from 3 (which is
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equivalent to a hard feature) to 1 ( the level of least significance). A second overlap 

with LDDB is that GENDIAG allows flexible mapping of case features to  syndrome 

features through generalisation. This facility serves the same purpose as the layered 

coding representation in LDDB. In GENDIAG, equivalent feature descriptions are tied 

together within tree-like structures. For example, a very general feature description 

such as malformed ear will be linked to increasingly more specific anomalies such as 

malformed concha, malformed helix and flattened ear folds (which is the most specific). 

Finally, GENDIAG also stores relevzint journal references within its database.

The mode of operation of GENDIAG is not unlike what has been described previously. 

The characteristic signs of a new case are identified and entered by an expert. The case 

features tha t, according to the m aster list, have a diagnostic weight of 3 are used to probe 

the syndrome database and return a diflerential diagnosis which is in tu rn  ranked by the 

computed belief function of each hypothesis.

2 .4 .7  P reus

Although Preus et al. have not developed a diagnostic system as such, they have offered 

an alternative view towards syndrome classification through numerical methods [57, 58]. 

The premise in using such techniques is tha t they will facilitate an unbiased (objective) 

categorisation of cases and confirm strong phenotype-karyotype correlations.

The main principle involved with this work is to generate clusters of cases across a 

multidimensional feature space. Individual cases are compared against all other cases 

along all possible features to form a multidimensional m atrix, or array. This array then 

corresponds to a combinatorial mapping between the whole data set. For example, one 

study involved 75 cases with a master list of 178 possible abnormalities (all features noted 

across all 75 cases). The corresponding similarity m atrix would have 75 x 75 x 178 cells. 

Each ceU of the m atrix stores an associated value, or score, tha t represents the similarity 

between two different cases for one specific anomaly. Where cases do not match on a 

feature the associated cell will be empty or have a nil value. A numerical formula is 

then applied to the m atrix in order to define boundaries between clusters of similar cases 

across multidimensional space. Each cluster will then hopefully represent a discrete class 

of syndrome.

^^Preus has experimented with a number of numeric formulae, e.g., furthest neighbour and group 

average.
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The experimental approach has been to select a data  set comprising of cases across 

a small number (2-4) of known syndromes allowing direct evaluation of the resulting 

clusters. To a great extent the same criticism as those aforementioned systems employing 

probability based formulas is valid here. The statistical information required for this 

approach is really only available in sufficient detail for common syndromes. W ith this 

work there is no diagnostic system, rather a statistical confirmation tha t cases form 

groups along phenotypes and a possible procedure for calculating a confidence level in a 

diagnosis (as with previous ranking formulae).

2.4 .8  G S.52

Gierl and co-workers have developed an expert system [21] with a high level architecture 

similar to SDD (though not specific to one syndrome group). There exists a body of m eta

knowledge which controls a consultation with the physician (and which is comparable 

to the background knowledge model of SDD). The database stores patient data along 

with around 230 syndrome prototypes (which is similar in design to the dysplasia model 

of SDD, although SDD does not hold individual cases). A third part of the system 

incorporates a m aster list of about 800 signs along with syndrome-specific rules (cf., 

SDD’s feature-subject model). Three system operations have been identified: patient 

data management, consultation, and knowledge acquisition. AH new cases are stored 

in the database with respect to  the master list of features. A diagnostic process is 

initiated through a consultation. An individual case is chosen from the database. The 

physician then selects an initial differential based on the listed signs (an autom ated search 

mechanism is apparently available, but this has not been described in the literature). A 

refining procedure then follows. The physician is given a choice regeirding the mode of 

operation of GS.52. The user can apply the relevant syndrome rules to derive the most 

likely diagnosis. Alternatively, for relatively common disorders, GS.52 is another system 

that allows the differential to  be ranked according to probability formulae [77, 63]. A 

solely human assessment is also indicated by the authors as an alternative possibility. 

The final decision regarding the diagnosis is left to the expert.

A m ajor thrust of this work has been the knowledge acquisition model. Specifically, 

in developing a semi-automated m ethod to generate the syndrome prototypes. The syn

drome prototypes are derived from the patient database using a combination of human 

guidance with respect to the use of a statistical formula [21], employed to  calculate the
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diagnostic weight of individnal features. Thus, whereas the database of prototypes is com

parable to tha t of SDD and GENDIAG, the encoded significance of the listed anomalies 

is self-generated (GENDIAG and SDD elicited this knowledge from domain experts).

2.4 .9  D Y S M O R

The DYSMOR system, developed by Veloso et al. [79, 80], uses conditional rules in order 

to refine a differential diagnosis. As with LDDB, its database stores around 750 non- 

chromosomal syndromes, individual cases and journal references, and it utilises a master 

list of some 1400 signs.

The mode of operation is to input the features of a new case, select a differential list 

of hypotheses, and then allow the system to eliminate candidates by employing its expert 

knowledge. A frame representation is employed for syndrome records (cf., SDD). Incor

porated into each syndrome frame is a list of expected abnormalities, and an associated 

body of conditional rules. For each candidate the associated rule-set is invoked in order 

to promote or eliminate it (e.g., syndrome x i f  a l l  th e  f in d in g s  tru e ) . The rules 

drive a consultation during which the user may be required to confirm the existence, or 

absence, of certain specific emomalies. As with SDD the consultant may be required to 

re-examine the patient.

An interesting aspect of DYSMOR is tha t, whilst it does utilise diagnostic weights, 

significance is not stored with reference to individual signs. Instead a confidence score 

is attributed to  each syndrome rule. However, as many of the rules are associated with 

specific anomalies, diagnostic weights are used in effectively in the same manner as in 

other systems, albeit indirectly.

2.4 .10  V isual R eference S ystem s

Visual reference is useful in all aspects of diagnosis (e.g., radiology and chromosome anal

ysis), and therefore it is not surprising tha t workers involved with both LDDB and SDD 

intend to incorporate an image database in future versions of their respective systems. 

To date, a couple of visual reference databases have been developed. Yamamoto et al. 

developed a syndrome database with associated pictorial images for each database entry 

[91, 90]. Around 300 syndromes and associated pictures were compiled from standard 

texts such as Sm ith’s compendium [30] and Goodman’s The Malformed Infant and Child 

[22], along with specialist journals. Images were digitised smd stored using an image
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scanner. A more recent innovation is demonstrated by the POSSUM system (Pictures 

of Standard Syndromes and Undiagnosed Malformations [7, 6, 72]) and its complement 

OSSUM (dedicated to the skeletal dysplasias group). These databases were developed 

using an interactive video recorder, storing digitised images (photographs of some 1500 

patients) on an optical disk. Views include clinical photographs of the head, face, hands, 

feet etc., along with associated radiographic images. The operation of both these systems 

follows the boolean indexing approach, and like LDDB the POSSUM system has regular 

updates distributed on disk

Apart from the clear assistance it may give in diagnosis, a secondary advantage of 

visual reference is tha t it can ease the inherent problems with nomenclature and term i

nology. POSSUM incorporates images with its dictionary of traits (equivalent to LDDB’s 

master list of feature descriptions), to which a physician can refer if in doubt about the 

interpretation, or description, of a specific zmomaly [8]. This can generate a degree of 

consistency when new cases are added to the database, but as with LDDB, the user may 

feel constrained by the system definitions.

2.4.11 D iscussion

Each of the systems described above may be classified with respect to three general cat

egories: database systems, ranking systems, and expert systems. A fourth sub-category 

which may intersect any of the three main groups is visual systems. As can be seen 

&om Figure 2.4, Ranking Systems are those tha t lie somewhere between a pure database 

application and an intelligent system (but by default are at least databases). W ithin this 

group, some have employed diagnostic weights and an associated summing algorithm to 

grade hypotheses, whereas others have adopted a probabilistic approach. There is inade

quate data for a quantitative assessment of the relative performance of each of the systems 

mentioned, though some qualitative comparisons can be made. Dysmorphology database 

systems are designed with an emphasis on supplementary study of the literature. They 

will always produce a manageable differential with guidance &om the physician. Ranking 

systems have managed high accuracy, but this measure is usually adjudged on whether or 

not the correct syndrome is present within the highest rzmked section of the differential.

Since the recent availability of the Dysmorphology Photo Library which is associated with LDDB, 

POSSUM and LDDB overlap in most aspects of use. Dr. Winter has indicated that POSSUM and LDDB 

carry equal stature, and a case study of POSSUM could have been used as an alternative to LDDB [88].
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Figure 2.4: Syndrome computer systems by category.

Furthermore, these results have evolved from experiments with common syndromes (the 

strategy of ranking a differential through probability has been noted as inappropriate for 

less common conditions [55]). It has not been demonstrated by how much these systems 

increase performance when compeired to standard databases.

Similarly, it is uncertain for the moment how much improvement will be achieved by 

knowledge engineered systems in accurately refining a differential diagnosis, or proposing 

correct diagnoses. However, given the scope of a system such as SDD, which is dedicated 

to a single syndrome group and has involved radiology specialists throughout its devel

opment, significant accuracy can be expected. Perhaps one gain that expert systems 

win have is in their potential as teaching aids. As they effectively attem pt to model 

diagnostic procedures, they may prove valuable in training students or general medical 

practitioners.

There are clear trade-offs between approaches. Ranking systems may increase per

formance slightly when applied to common syndromes for which sufficient statistical 

information is available, but suffer in scope compared to  comprehensive databases such 

as LDDB, SDR and POSSUM (if a ranking system did store a comparable number of syn

dromes the ranking procedures involving probability formulae would stifi only be feasible 

for the common disorders). This is true also of expert systems. There is also a trade-off
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between rzinking systems that use a probability formula to grade hypotheses, but which 

may not have a clear mapping to real world procedures, against a knowledge engineering 

approach which more accurately models the diagnostic process. The development cy

cle and cost of a knowledge-based system are signihcantly greater. This factor must be 

weighed against the ultim ate performance when compared to the shorter development 

cycle of a ranking system that employs a ‘plug-in’ formula.

All the above systems have one aspect in common, they sire aU static systems designed 

prim arily for diagnosis. That is to  say, each system stores stable syndrome entities which 

are not updated during the diagnostic procedure. Furthermore, any new disorders are 

simply added to  the database by the administrator. The recognition of new disorders is 

sometimes facilitated by the inclusion of case records, but detection of similarities between 

such cases is a human activity. In conclusion, no autom ated assistance is provided for 

the revision of known syndromes, or for establishing new syndromes However, this 

aspect of dysmorphology is clearly a very significant part of the field. Much effort is 

given to  correlating patient data in order to derive a greater understanding of known 

conditions and establish new syndromes. This dilemma provides the stimulus for this 

work. The learning aspect of dysmorphology gives scope for a new contribution to the 

field. This thesis describes the development of a system tha t incorporates a dynamic 

database architecture intended to facilitate, to a greater extent, the learning aspect of 

dysmorphology.

2.5 M odelling Procedures and A spects o f D ysm orphology

A higher order objective of some computer systems dedicated to medical fields is to 

model some aspect of expert procedures. In a relatively complex medical domain, such 

as dysmorphology, there exist clear trade-offs at the outset of system design and devel

opment. The systems tha t have been described in this chapter demonstrate alternative 

research goals. Although the London Dysmorphology Database project has made no ex

plicit attem pt to model diagnostic procedures, its basic mode of operation (i.e., selection 

of indexes) does implicitly provide a minimal diagnostic model. The Skeletal Dysplasias 

Diagnostician project, on the other hand, has spent significant effort in designing its

GS.52 system has employed a semi-automated approach in order to calculate diaguosticity within 

its syndrome records. Here the physician applies a probability formula across diagnosed cases.
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diagnostic model through knowledge acquisition sessions with specialists. Ranking sys

tems such as SYNDROC demonstrate a compromise solution. Whilst no great effort is 

spent in acquiring expert knowledge, an attem pt has been made to increase the assis

tance available to the physician, not so much by modelling diagnostic processes, rather 

by replacing them with a readily available method.

The work described in this report has not attem pted to acquire detailed procedural 

diagnostic knowledge. At the outset it was not considered feasible to derive an appli

cation using rule-based or model-based techniques. However, this work has aimed to 

apply relevant artificial intelligence techniques to appropriate aspects of dysmorphology. 

A higher order objective has been to address the learning aspect of dysmorphology. This 

has in turn directed the research to the interdependent problems of modelling similarity 

assessment, representation of syndromes and patient cases, and the architecture of the 

database (or case-base) in which they are stored. These problems (and the solutions 

provided by this research) have been mapped to research in Case-Based Reasoning. One 

of the basic goals in addressing the learning task of dysmorphologists is in some way to 

assist this process through automation, i.e., in modelling, to some degree, the learning 

process. To this end the work is also mapped to research involving incremental con

cept formation techniques, which in mziny ways overlap with case-based learning. The 

following sections give some background information on these topics.

2.6 Case-Based Reasoning and Learning

2.6 .1  In trodu ction

Case-Based Reasoning (CBR) has, over recent years, grown in popularity as a model 

within artificial intelligence (AX) and knowledge engineering. There is now a wealth of 

designated CBR literature for both general reference [1, 60, 41, 46, 45] and research 

[97, 39, 40, 98]. For this reason detailed analysis of CBR is deemed inappropriate in this 

thesis. The following overview discusses the main principles of CBR tha t have relevance 

to  a CBR model in dysmorphology.

A number of attractive features of the CBR model have been instrum ental in its pro

liferation when compared to first generation expert systems [33]. This section considers 

a number of issues which have relevance to  the designated domain of this research, and 

for which it is thought that CBR may provide a step forward.
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An im portant lim itation of rule-based and model-based systems is th a t the knowledge

base is comprised of static knowledge. Although artificial intelligence has many defini

tions, a common perspective is tha t knowledge should be self-perpetuating, i.e., an in

telligent system should be able to leam  through its own mechanics. Another im portant 

factor follows from the cognitive influences on AI. Do the computerised representations 

of knowledge employed to date (production rules, semantic networks, frames etc.,) allow 

an acceptable mapping of human cognitive processes? Finding a valid cognitive repre

sentation of knowledge is an avenue pursued by some researchers in artificial intelligence. 

Ideas from CBR do, to some extent, address these issues. In a case-based reasoning 

system, knowledge is comprised literally of cases. Whatever the application domain, the 

knowledge stored consists of past cases, exemplars, or precedents. One assertion that 

is popular with the CBR community is tha t this representation of knowledge presents 

a valid representation of human memory. In CBR, problem situations are solved with 

reference to these stored past experiences. This is seen in every-day life, and particularly 

in domains such as law and medicine (often cited as the classic domains of CBR). Utili

sation of experience in the guise of past cases has already been shown to be an im portant 

aspect of dysmorphology. The two m ajor tasks of diagnosis and learning new syndromes 

are performed through recognition and reference to  previous diagnosed or undiagnosed 

patients. Furthermore, one of the key features of CBR is tha t its knowledge, in the form 

of its case memory, or case-base, may be automatically updated. The design of an ar

chitecture for an evolving, or updatable case-base, by Schank (reported in his landmark 

book Dynamic Memory [65]) and the subsequent work by a number of his students (most 

notably Kolodner [42, 43]) in many ways laid the foundations for CBR research.

Another aspect tha t is im portant to the mechanics of some case-based reasoning 

systems, is tha t suitably similar cases may become merged through genercdisation. That 

is to  say, a number of similar past cases may be automatically grouped together under 

a more general superclass, or prototype case. In order to achieve this, the system must 

therefore be able to  recognise similarity. This is essentially how in the real world of 

dysmorphology a recognised syndrome evolves. An im portant facet of CBR theory is 

introduced here; a case memory is structured, or organised such tha t similar past cases 

are stored in proximity to each other. The key to CBR operation is recognition of (or 

remembering) previous examples and mapping the new case (or patient) to a previous 

case or generalised case (or syndrome). This mapping is achieved by confined search
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through the organised case-base.

Another problem with early knowledge-based systems is that they always work from 

first principles. Even if the new problem situation (or case) has been encountered previ

ously, a rule-based or model-based system will still calculate its solution by proceeding 

from its designated functional starting point. Ajl  im portant belief amongst researchers 

in CBR is that past cases cEin, to a great extent, provide a solution or part solution in 

a packaged format. Thus, laborious recalculation from first principles may be avoided. 

The key to achieving this is to recognise the relevant past case. This characteristic is 

also reflected in dysmorphology, and medical practice in general. W inter and Barédtser 

describe one possible diagnostic process as gestalt recognition [85], when zm experienced 

physician may immediately think of the possible diagnosis when looking at a case (trig

gered by a the existence of a very significant anomaly). The physician is certainly not 

working from first principles in this instance. However, an inexperienced physician may 

be forced to work from first principles. It is essentially a m atter of experience (knowledge 

and retrieval of past cases).

A further, but by no means less im portant problem with early expert systems, is 

the knowledge acquisition bottleneck. Knowledge elicitation from a domain expert is a 

m ajor task of knowledge engineering. It is possible tha t the knowledge engineer may 

force the embodyment of knowledge into a format which may not be a natural repre

sentation for the expert in a field where there is much uncertainty and impreciseness. 

Dysmorphology provides a good example of this dilemma. There is so much background 

medical knowledge required for diagnosis tha t much of it can be passed by if it is not 

specifically prom pted for by the knowledge engineer. A benefit of CBR, is how it can ease 

knowledge acquisition. As cases are regarded as a natural representation for experience- 

based knowledge, exemplar cases, or precedents, may provide a natural format by which 

knowledge may be transferred. However, this aspect will not completely satisfy the de

mands of dysmorphology. Whilst prototype syndrome cases may have a sufflcient level of 

knowledge encoded within them for a database, a system attem pting to develop a strong 

diagnostic model will require further background mediczd knowledge.

2.6.2 A  G eneral C B R  M odel

Two styles of CBR have evolved: problem-solving [3, 2, 26, 25, 47, 48, 74, 73] and classi

fication [4, 5, 56]. The basic difference between them  is that in a problem-solving domain
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a retrieved past case will be adapted to fit the new problem situation, whilst in a classi

fication domain adaptation of past cases is not required. For example, in mathematics a 

problem may be solved through recognising a previous example which posed a similar set 

of circumstances. The solution of the previous example may be used, and transformed to 

fit the new problem. A simple type of transformation would be to change the parameters 

of an equation. Classification CBR is applicable in domains where a solution is a m atter 

of interpretation, and previously classified examples are used only for comparison. In 

dysmorphology, a past case is used in this way to help classify (or diagnose) the new 

patient. The referent case which is retrieved &om memory is not actually altered in any 

way. The diagnosis (or solution) is facilitated implicitly through assessment of similar

ity (adapting the description of the referent case would not make sense in this instance). 

Consequently there is a subtle difference in the way tha t the style of CBR affects learning. 

In a problem-solving system, the adapted solution is what is stored. Thus, knowledge 

is increased as the system can account for a greater number of problems. A classifying 

system merely stores the new case. However, the location at which it is stored (i.e., 

the proximity of the new case with respect to a syndrome prototype) effectively implies 

the solution. Learning then occurs through localised reorganisation of memory where the 

case is stored (as category information is increased with each new stored case). Thus, the 

organisation of the case-base is crucial in a classification system. For a problem-solving 

system, however, a possible solution is not necessarily defined by its location in memory. 

The only requirement is tha t a precedent may be (efficiently) retrieved given a set of 

indexes

Figure 2.5 illustrates an abstracted representation of CBR which accounts for both 

styles of reasoning, and the procedures of computer assisted diagnosis reviewed earlier in 

the chapter. The first stage of CBR is to identify salient features of the new case that 

may serve as indexes with which to probe case memory. This serves a similar purpose to 

the selection of a boolean feature set in LDDB (a human function), or the identification of 

primary triggers in SDD (a system function). These operations enable a search through 

the database, or case-base, and the retrieval of multiple objects, i.e., syndrome prototypes 

or individual cases. The next phase involves refining the retrieved list of past cases. This 

will tend to  be more im portant for a problem-solving system, as further processing (which

a problem-solving CBR systems is designed to learn through generalisation, then a hierarchically 

organised case-base may be required.
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would involve adapting a specific past case) may require a single precedent. This would 

be the highest ranked case retrieved from memory. Thus, refinement implies a similarity 

assessment phase during which the most similar past exeunple may be isolated. For 

classification CBR, it is not necessary to select one specific case as no adaptation of the 

precedent is required. The goal of refinement in CBR is not unlike tha t performed by 

ranking systems such as SYNDROC. The difference is tha t SYNDROC does not have an 

initial selection phase, it applies its ranking formula exhaustively. El Busca and BDIS 

on the other hand retrieve a differential before grading the hypotheses.

New Case

Assign
Indexes

Search

Refine
List

StoreEvaluate

Case

Memory

Figure 2.5: The general CBR model.

The next phase of reasoning provides a departure point for further discussion of 

problem-solving CBR. Following a refinement stage, a problem-solver would proceed to a 

number of interdependent and iterative program phases: adaptation (which would involve 

transforming the retrieved case to solve the current problem), test (this would check if 

the adapted solution works), explanation (if the proposed solution does not succeed an 

attem pt may be made to find specific reasons for failure), repair (a second phase of
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adaptation designed to rectify problems highlighted through explanation) and storage 

[60]. These functional parts are enveloped by an evaluation phase in the abstracted 

view of CBR given in Figure 2.5. Evaluation, for the purposes of classification CBR, is 

essentially a decision as to whether or not one or more of the retrieved objects from case 

memory provides a solution. The solution, in this instance, is an indication of where 

in memory the new case should be stored. If the new case matches a general case (a 

category, or syndrome prototype) sufficiently, then the solution would be to store the 

case as an instance of tha t object (i.e., diagnosed as a specific syndrome). Alternatively 

the best m atch may be with a case previously diagnosed, which would also suggest a link 

to a syndrome object. If the best m atch is with an undiagnosed case, then the new case 

would be linked to  the past case, but they may stand isolated within memory. In this 

instance, it may then be possible to abstract the com m on features of the two cases in 

order to form a new generalised case object. This procedure constitutes learning within 

the system, and specifically to the dysmorphology domain, may point to  a new syndrome.

It has not been difficult to  m ap aspects of dysmorphology to facets of CBR. It could 

be construed tha t a database such as LDDB is a CBR system. However, there is no 

automated reasoning as such. In this instance, LDDB provides the case-base whilst 

reasoning is performed by the physician. In LDDB, and other systems, knowledge is 

static. This section has highlighted the relevant aspects of the CBR model tha t provide 

focus for this work: memory organisation and similarity assessment. These topics wifi 

be discussed further in due course.

2.7 Increm ental C oncept Form ation

The previous section indicated the importance of the case memory structure to a classi

fication CBR system, specifically if it is to leam. Discussion of case-base stm cture and 

development has been deferred until this section. This is due to the fact tha t classifica

tion style case-based learning algorithms (CBL) have principles very much in common 

with another Al field, incremental concept formation. Both aim to produce an organised 

stm cture against which individual cases may be classified. For CBR systems, this stm c

ture constitutes the case memory, whilst reseeirchers in incremental concept formation 

think in terms of a network of category descriptions. As with the previous section on 

case-based reasoning, this section highlights the key principles of such algorithms with

66



reference to the dysmorphology domain.

One tenet of machine learning research is tha t human learning can be viewed as 

a gradual process of concept formation [20]. A simplistic view of this idea is tha t an 

agent (such as a physician) might observe a succession of objects or events (such as 

affected infants) jfrom which a hierarchy of concepts may be induced (such as syndrome 

categories). The hierarchy of concepts would then summarise, and organise the agent’s 

experience. The following high level algorithm applies:

Given: a sequential presentation of cases with associated 
descriptions;

Find: clusterings that group those cases in categories;
Find: a definition for each category that summarises its cases ;
Find: a hierarchical organisation for those categories.

The main distinction between this type of algorithm and conceptual clustering m eth

ods [18, 52, 53] is the constraint of incremental operation This constraint is seen as 

an im portant factor when viewed in the context of learning in dysmorphology which is 

by its very nature incremental.

The tasks of a concept formation algorithm are to help improve the understanding 

of the relevant domain, and subsequently enable predictions about future behaviour [20]. 

Understanding is enhanced by summarising case groups and generating conceptual cat

egories. Thus, a category description infers an understanding of those cases grouped 

within it. Prediction is enabled by (hierarchical) category organisation and an associated 

search technique. When a new case enters the system, a search is initiated in order to find 

the best m atching concept. A m atch may only be partial, in which case predictions may 

be made about missing characteristics of the new case by comparing it to the selected 

category. The procedures of learning in dysmorphology map well with these ideas. In 

dysmorphology, a prediction is effectively a diagnosis. On examination of a new patient 

the physician searches known syndromes (which correspond to category summaries) to 

find the best match. Dissimilarities between the syndrome description (which provides a 

list of the expected anomalies for the disorder, i.e., the predictions) and the patient may 

drive further examination in order to  account for the hypothesis.

Conceptual clustering covers a range of algorithmic methods including numerical techniques not 

unlike those employed by Preus.
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TYPE I : APERT

cranium : (brachycephaly acro/turhce^aly 
kleeblattschadel craniosynostosis 
hydrocei^aly) 

forehead : (small prominent sloping) 
eyes : ( prominent hypertelorism strabismus) 
eye-stiuctures : palpebral-fissures-slant-down 
nose : small
face : (flat-face hypoplastic-max ilia) 
oral-region : (narrow-palate cleft-palate) 
upper-limbs : elbow-joint-synostosis 
hands ; (skin-syndactyly-of-fingers 
osseous-syndactyly-of-fingers 
brachydactyly broad-thumbs) 
feet : (broad-toes syndactyly-of-toes) 
neurology : mental-retardation

CASE (616929)

cranium : (brachycephaly acro/turricephaly 
craniosynostosis) 

face : (flat-face hypoplastic-maxilla) 
eyes : (hypertelorism proptosis) 
eye-structures : palpebral-fissures-slant-down 
nose : small/short
hands : osseous-syndactyly-of-fingers 
forehead : (prominent ffontal-bossing)

SYNDROME

karyotype : normal

ACROCEPHALOSYNDACTYLY

cranium : (brachycephaly craniosynostosis)
eyes : hypertelorism
hands : skin-syndactyly-of-fingers

TYPE UI : SAETHRE-CHOTZEN

cranium ; (brachycephaly craniosynostosis)
forehead : (wide high-frontal-hairline)
ears : (small prominent-ear-crus)
eyes : (prominent hypertelorism)
eye-structures : ptosis-of-eyelids
nose ; (beaked-profile deviated-nasal-septum)
face : (asymmetric hypoplastic-maxilla)
oral-region : (high-palate cleft-palate)
hands ; (skin-syndactyly-of-fingers
clinodactyly brachydactyly)
feet ; hallux-valgus
neurology : mental-retardation

CASE (5462)
cranium : (brachycephaly craniosynostosis)
face : hypoplastic-maxilla 
eyes : hypertelorism
eye-structures : palpebral-fissures-slant-down
ears ; {Hominent-ear-crus
oral-region : high-palate
hands : skin-syndactyly-of-fingers
forehead : (wide prominent frontal-bossing)

TYPE V : PFEIFFER

cranium ; (brachycephaly craniosynostosis 
kleeblattschadel)
forehead : (prominent frontal-bossing
high-frontal-hairline)
eyes : hypertelorism
eye-structures ; palpebral-fissures-slant-down 

nose : (small/short flat-nasal-bridge 
choanal-atresia/stenosis) 
upper-limbs : elbow-joint-synostosis 
hands : (skin-syndactyly-of-fingers 
broad-thumbs)
feet ; (syndactyly-of-toes broad-hallux)

CASE (5286a)

cranium : craniosynostosis
eyes ; (hypertelorism strabismus)
eye-structures : palpebral-fissures-slant-down
hands : broad-thumbs
feet : broad-hallux
nose : depressed/flat-nasal-bridge
forehead ; (prominent frontal-bossing)
neurology : mental -retardation
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Figure 2.6 shows a concept hierarchy which is derived from the London Dysmorphol

ogy Database. This structure may be considered apphcable to CBR (as a localised section 

of case memory) and viewed as a network of categories against which individual cases 

may be classified. The basic principle concerning its use is that given an incremental 

input of individual patients exhibiting the relevant patterns of dysmorphic syndromes a 

case-based learning algorithm , or incremental concept forming algorithm, would generate 

this type of structure. As further cases are entered the structure would evolve. That is 

to  say, it would reorganise its structure with respect to the descriptive categories which 

it holds. The key aspects of such an algorithm are described below:

• An incremental concept forming algorithm creates a concept hierarchy, or a hierar

chical network of concept descriptions called nodes. In dysmorphology, a concept 

refers to a syndrome description in terms of its pattern  of dysmorphic features. A 

concept or node effectively forms a category against which cases or sub-categories 

may be classified. The node description is used to enable such classification, and 

is sometimes referred to as category information. There are no firm rules to  deter

mine how a concept or category information is constructed. The concept hierarchy 

of Figure 2.6 contains five nodes and three cases defined using an attribute-value 

representation.

• A concept hierarchy is ordered by generality. A concept effectively forms a category 

beneath which sub-categories are referenced, and above which more general parent 

classes are linked. The most general node of Figure 2.6 has one attribute-value pair 

(karyo type , normal V abnormal) which designates whether sub-categories refer 

to chromosomal or non-chromosomal syndromes. The hierarchy shown consists of 

three non-chromosomal concepts (representing three syndromes from a known fam

ily: Apert, Saethre-Chotzen and Pfeiffer syndromes) grouped below a more general 

parent node (Acrocephalosyndactyly ^®). Below each of the three Acrocephalosyn

dactyly nodes (sub-categories are sometimes called child nodes) an instance, or 

specific case is stored, i.e., is classified as belonging to  the relevant category (thus 

representing an actual patient diagnosis).

• Classification is top-down. Search through the concept hierarchy begins at the top

most general node and propagates downwards (analogous to a sorting procedure).

disorder characterised by a peaked head and webbed fingers and toes.
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Search may be complemented by a specified matching procedure in order to  facili

ta te  decisions at active nodes, i.e., an assessment would be made between the active 

case (cin instance) and the active node (the concept at which search has eirrived) 

in order to establish whether the case matches the node sufhciently so tha t search 

may be propagated to relevant sub-categories, or so tha t the case may be classified 

(and stored) as an instance of that category. There is some similarity here with 

methods for constructing decision trees [59]. However, decision trees do not store 

explicit descriptions on nodes as such. Also, with decision trees, the decision as to 

which branch of the hierarchy to  search is determined by a single attribute. This 

constraint does not apply with incremental concept formation algorithms, which 

may incorporate a more general matching scheme. A further distinction is that, 

unlike decision tree algorithms, a case need not only be stored with respect to ter

minal nodes, i.e., individual cases may be classified, or stored, at nodes at any 

level in the hierarchy. This maps well onto the dysmorphology domain as cases 

may be linked with more general syndrome families without being diagnosed to a 

specific disorder.

• Concept formation algorithms are designed to  operate in an unsupervised manner 

[20]. This is seen as a key distinction of incremental concept formation with respect 

to learning from example methods in which a user guides the concept formation 

and has control over the grouping. An im portant consequence is that along with 

deciding how to classify a new case the algorithm effectively determines the number 

of concept nodes.

^"Terminal nodes are leaf nodes, although the concept network may be a graph structure rather than 

a tree.
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2.8 Conclusions and Philosophy o f Approach

The m ajor thrust of this thesis results from the mapping between aspects of the perfor

mance tasks in dysmorphology (i.e., diagnosis and research) and principles of case-based 

reasoning and learning. That is to say, CBR and CBL provide an intuitive architecture 

for a computer system dedicated to this domain. Given an orgzinised case-base, such as 

that shown by Figure 2.6, diagnosis is essentially an operation of classification style case- 

based reasoning. It involves finding the optimum location in the case memory at which 

to store a new case. If this location corresponds to a generalised syndrome case (or pro

totype), then a (tentative) diagnosis may be inferred. If not, then storage of the new case 

at the best location may facilitate a memory reorganisation. Research in dysmorphology 

would be associated with case-based learning and the subsequent reorganisation of the 

case memory over time (which has simileir underlying mechanics to incremental concept 

formation systems). Table 2.4 summarises these mappings. W ith these assumptions, 

and a desire to extend the scope of operation exhibited by previous computer systems in 

dysmorphology, this thesis presents a CBR architecture which is designed to incorporate 

such mecheinisms.

Dysmorphology Inc. Concept Form ation Case-Based Reasoning
Diagnosis of a  dysm orphic 
syndrome.

Classification of an  instance 
w ithin the concept hierarchy.

Location and  retrieval 
of the  best m atching 
case or general case 
in memory.

Establishing a  new syndrom e 
by m atching two or more 
undiagnosed infants.

Form ing a  new child node 
below the root through 
generalisation of the 
inpu t case w ith one or more 
uncategorised instances.

F inding th a t the m ost 
sim ilar precedent in 
m em ory is isolated, 
and form ing a  new 
general case based on its 
sim ilarity  w ith the input.

Establishing a revised syndrom e 
category by analysing 
an  undiagnosed infant w ith 
reference to  a  known syndrom e 
family.

Form ing a  new child node 
below a non-term inal 
node in the  concept hierarchy 
through generalisation of 
the  input case w ith one or 
m ore stored instances.

F inding th a t the m ost 
sim ilar precedent in 
m em ory is linked to  
a  m ore general case, bu t 
there exists sufficient 
sim ilarity  w ith  the 
precedent to  form  a  new 
d istinct prototype.

Table 2.4: Comparative procedures of dysmorphology, CBR and incremental concept 
formation.

An im portant consideration when establishing the thesis goals, was the real-world
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nature of the domain. Case-based reasoning research, with a reasonably stable general 

model, is perhaps reaching a stage at which there is movement away from the ‘labora

tory’ towards practical applications. The dysmorphology domain promotes such a step. 

Whilst CBR has been described as intuitive within this medical held, the complexity, 

incompleteness and uncertainty of dysmorphology provide a challenge to  general CBR 

theory. Therefore, practical considerations have, to a great extent, directed this research.

As well as recognising tha t complex real-world situations of any domain provide chal

lenges to theoretical ideas &om within AI, medical fields in particular have the additional 

problem of scepticism from domain experts. This can only be accentuated by a field such 

as dysmorphology in which knowledge is uncertain. Therefore, if the aim is to propose 

a solution in terms of a computer model, realistic performance goals should be identi

fied, especizdly with respect to  learning new syndromes. An adherence to this underlying 

constraint has in many ways guided the W inter 2ind Beiraitser model [87]:

The recognition that severed patients with a particular pattern  of malfor

mations exhibit a new syndrome is highly subjective, at least in the initial 

stages. It is unlikely that statistical criteria could be devised to ‘prove’ that a 

particular group of patients must have a previously unrecognised ‘new’ syn

drome. Therefore the aim of any procedure for matching cases should be 

the identification of smaller subgroups of patients who share features. Once 

grouped, cases can be further evaluated by analysis of photographs, diniced 

examination, and other subjective assessments.

The experiments reported in this thesis utilise symbolic data derived from either 

medical records (or documentation) or computer databases. Thus, the above premise is 

applicable in this instance. Realistic system performance (with respect to learning new 

syndromes) is thus a m atter of identifying possible links between previously undiagnosed 

cases from the data at hand. Case-based learning techniques effectively have this goal. 

However, groupings, or links between cases, made by a purely symbolic computer system 

should not be taken as proof tha t a new syndrome has been identified. Rather, such links 

provide the focus for further investigation by an expert.

One focus of this research is on the development of a case-based learning algorithm 

specific to dysmorphology. Chapters 4 through 6 report on a number of developmental 

stages with respect to a case-based learning model applied to  dysmorphology. Chapter 4
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describes the development of a case-based learning algorithm taken from the literature 

which is utilised with experimental data specific to dysmorphic syndromes. Chapter 5 

extends this program by incorporating a body of diagnostic knowledge acquired from the 

London Dysmorphology Database. Chapter 6 concludes the work specific to case-based 

learning, and analyses how a general theory of similarity assessment (taken &om the 

psychology literature) can be introduced to further enhance the CBL model.

Whilst the learning aspect of dysmorphology and its mapping with the theoretical 

models of CBR and incremental concept formation provide a focus for this thesis, a 

background goed of the work is to develop a general CBR model dedicated to dysmor

phic syndromes. In this sense, the focus on learning exists in the context of developing 

a default dysmorphology computer system that also addresses the diagnosis task. Af

ter all, diagnosis is the primary task when a new patient is presented to the physician. 

An attem pt to establish a new syndrome is a secondary task, and wiU generally re

sult &om a failure to  diagnose a case. The CBR model proposed in this thesis is one 

that incorporates syndromes, diagnosed cases and undiagnosed cases. It is not merely a 

database of unknown patients. Thus, whilst the system has an explicit focus on auto

m ated learning (unlike previous systems), it is intended also to facilitate the default task 

of diagnosis. The implications of this higher order goal concern the architecture of the 

case-base. Case-based learning and incremental concept formation rely on hierarchical 

memory organisation, and this is fine with respect to a localised portion of the syndrome 

nomenclature. However, when viewed in a broader context, the syndrome nomenclature 

does not readily provide a weU structured hierarchy. This aspect of the domain pro

vides a problem with regard to the more general, practical goal of the thesis. Chapter 3 

addresses this problem. It describes a case-based architecture which is designed to fa

cilitate efficient retrieval of similar entities (which could be syndrome or case records) 

from memory, and which provides a foundation for the learning programs described in 

the subsequent chapters.

Following the presentation of a dedicated CBL model, the remainder of the thesis 

addresses the broader view of CBR in dysmorphology. The m ajor practical issues brought 

to light throughout the thesis are summarised with respect to a practical CBR model for 

dysmorphology.
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2.9 Sum m ary

• Dysmorphology computer systems can be classified across four categories: data

bases, expert systems, rztnking systems and visual systems. Ranking systems lie 

somewhere between databases and expert systems. They do not incorporate a 

system derived model of expert procedures, rather they utilise a standard numerical 

formula in order to  propose a ranked differential diagnosis.

# All computer applications explicitly address diagnosis. None explicitly addresses 

the learning task performed by physicians.

• This work involves an explicit autom ation of the learning processes using techniques 

&om artificial intelligence: case-based reasoning and learning . As well as a m ap

ping between the leeiming task in dysmorphology and the mechanics of CBR that 

comprise learning, the diagnosis task can also be modelled by case-based reasoning.

# The mechcinics of case-based learning have much in common with another machine 

learning field, incremental concept formation. The concept hierarchies developed 

by these algorithms are structurally similar to the syndrome nomenclature of dys

morphology.
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Chapter 3

Case R epresentation and  

M em ory O rganisation

3.1 Introduction

An architecture based on hierarchical categorisation can be bénéficiai. For the machine 

learning community it provides a building block for efficient, recursive algorithms. Simi

larly for resesu’chers in GBR (which is a field of machine learning), hierarchical memory 

organisation enables a confined search strategy (i.e., search for matching entities can be 

selective so tha t not every database record is checked), and a dynamic case memory. 

Furthermore, in many fields hierarchical categorisation of domain entities is an intuitive 

representation scheme. This can be said of dysmorphology, at least to some degree. 

However, a problem with dysmorphology is tha t it is a very incomplete or weak domain. 

It may be that one underlying hierarchical category structure for syndromes does exist, 

but the current state of the field is such tha t this type of organisation occurs only at iso

lated points or with respect to  confined syndrome groups. Consequently, one syndrome 

hierarchy would be difficult to construct (at the current time), and at the very least its 

structure would very broad and shallow. Such a network would not promote an efficient 

(confined search) retrieval mechanism for syndromes and cases.

W ith a hierarchical architecture like tha t shown by Figure 2.6 in Chapter 2, and a 

comprehensive set of syndromes like tha t stored in LDDB, the case-base would effectively 

have four levels: a root node, which represents the entry point to the case memory (for 

search to commence), a second level which stores known syndrome family prototypes.
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isolated syndromes and undiagnosed cases, a third level which stores known sibling syn

dromes linked to a parent prototype, and a final level which stores individual diagnosed 

cases (see Figure 3.1). The main feature of such a case-base is tha t it is very wide and 

shallow reflecting the mutuzd exclusivity of the syndrome nomenclature. Search would 

still be confined with the CBL algorithm , but not by very much ^. The first level (for 

which each syndrome or case object wiU be matched with the new case) could potentially 

comprise thousands of syndrome or case objects. This is clearly an unattractive feature 

of the system if it is to retrieve similar objects through combined search and similarity 

assessment.

KEY;

L > '  1 Root Node

□ Syndrome Prototype
B N Syndrome Family Prototype

O Diagnosed Case

• Undiagnosed Case

Figure 3.1: The four levels of syndrome nomenclature.

As with similarity assessment, an efficient retrieval mechanism is regarded by the 

CBR community as a fundamental element of a CBR system. This is one reason why 

hierarchical representations have been popular, they promote confined search. It is diffi- 

detailed description of how a case-based learning algorithm searches a hierarchical memory organ

isation is given in Chapter 4.
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cult to tackle this topic in isolation, however. Case representation, memory organisation 

and object retrieval are aU importzint units to CBR, and are very much inter-dependent. 

Consequently, this chapter examines these topics together with respect to a generad case- 

based architecture.

The motivation for the work described in this chapter is to provide a case-base ar

chitecture that can be used by a standard retrieval mechanism for diagnosis (something 

like LDDB), whilst at the same time providing a generic case representation and memory 

organisation upon which a case-based learning program c«in operate. A generic archi

tecture is particularly im portant in this insteince because the experimental data utilised 

originates from a number of different sources with different case representations. This is 

indicative of the non-uniformity of case data in dysmorphology. Thus, a generic system, 

in terms of allowing the relevant program functions to operate on case data &om different 

sources with varying structure, is a valuable asset. The architecture described is, in a 

sense, a compromise. It is not a category hierarchy, but it does enable a confined search 

strategy, and it provides the underlying architecture on which the case-based learning 

programs described in Chapters 4, 5 and 6 operate.

3.2 System  Software

All programs described in this thesis have been developed using Common Lisp. The soft

ware components that comprise a general CBR model (as described in this thesis) are 

shown in Figure 3.2. There are three basic units: a case memory which comprises a stor

age element and case representation, the calling procedures, i.e., the top level algorithm s, 

and underlying utility programs which incorporate memory access routines (object re

trieval and memory update functions) and matching functions. The case representation 

utilises the Common Lisp Object System (CLOS) and the basic storage element consists 

of a collection of hash tables. The utility software incorporates a separate body of pro

gram macros tha t have been designed to  build the case memory according to the case 

representation. These software modules facilitate a generic system in terms of the case 

representation against which the calling procedures are shielded.
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Case Memory

Storage Element

Calling
Procedures

Interface

CBL
Program

Case Build Macros Utility Functions

Figure 3.2: Software components of the general CBR architecture.

3.3 Case Representation

The Common Lisp Object System provides primitives for the straightforward develop

ment of object-oriented software [83, 71, 32]. The basic primitive is the def c la ss  macro 

which enables simple declaration of object classes for use with object-oriented or frame- 

based systems. An object class is defined in terms of a list of attributes. Every object

Addendum

A method  refers to  a procedure or program  function th a t takes a specific object class as 

a p aram eter and is generic to  th a t class. Thus, a particu la r class m ethod  will operate  w ith 

objects of any sub-class of the aforenam ed class (as its a ttrib u te s  will be inherited). CLOS 

access m ethods are autom atically  generated for each a ttr ib u te  of each object class th a t is 

defined.
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]  CHILDREN: C 
]  INSTANCES: C
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Anatomical-Items
Object

ANTERIOR
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CONJUNCT.
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GLOBES
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LENS

hypertelorism MACULAR
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VITREOUS

..................
FOREHEAD:
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NECK: 

NEUROLOGY:

Regional Object

Figure 3.3: Object case structure.
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3.3 .1  C ase Structure

The case representation comprises a number of objects (which can eilso be called frames), 

that are linked together. Each individual case has a header, which constitutes a specific 

object class. On entry to the system, every case will be assigned header object instan

tiated by the associated def c la s s  operator. The header object comprises a number of 

attributes, called slots (see Figure 3.3). One slot contains a unique identifier (which is 

an integer value). There is also a slot for an alphanumeric identifier, éind zinother which 

states the type of record (for example, if it corresponds to a case or a syndrome). The 

p a re n t, c h ild re n  and in s ta n c e s  slots wiU contain values depending on the type of 

record (these are discussed in section 3.5).

The an a to m ica l-item s slot in the header object acts as a pointer to another object, 

the anatomical-items object. This object is the focal point of the case representation. 

It contains a list of slots corresponding to each anatomical component tha t is relevant 

for that particular case. Thus, for a case described by the LDDB representation, the 

anatomical-items object would contain a slot for each of the components listed by Ta

ble 2.1 (which shows the thirty-five clinical regions defined by the LDDB representation 

of syndromes and cases). Thus, it is the anatomical-items object linked to the header 

object which defines the representation for an individual case. Furthermore, this object 

points to the specific regional objects that comprise the case record. For example, the 

thirty-five clinical regions defined for an LDDB syndrome or case constitute thirty-five 

separate object classes. Each component object will contain a list of slots corresponding 

to each specific attribute defined for tha t anatomical region, which will in turn  store an 

associated value (or list of values) corresponding to a specific abnormality. For instance, 

the eyes object class (as defined by LDDB) would correspond to the format shown in 

Table 2.2. It would contain fourteen slots corresponding to the sub-categories defined 

within the LDDB encoding of eye abnormalities (e.g., iris, cornea and vision). These a t

tribute slots will contain a value if a specific anomaly exists for the case. Slots for which 

no abnormality is recorded will be vacant, or set to n u l l .  Along with this, a case header 

win only be linked (via the anatomical-items object) to  regional objects for which an 

abnormality does exist. Thus, if a case has normal hands, there will be no corresponding 

object for tha t case, and the corresponding slot in the anatomical-items object will be 

n u ll .
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(SDR)(LDDB)
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ChestCranium Hands
(LDDB)

Eyes
bones

Figure 3.4: Different representations of a case co-exist.

The idea behind this structure is that different representations of a case (comprising 

différents set of anatomical components) can co-exist within the same case memory. Any 

number of clinical or radiological objects can be defined and stored within a pool of mem

ory. The principle of this organisation is tha t each different case representation will have 

a specific anatomical-items object which only selects, or points to, the ematomical objects 

tha t are relevant for th a t representation. This architecture is illustrated by Figure 3.4. 

Furthermore, the utility progrzuns tha t access case records do not require knowledge of 

specific object attributes, i.e., they are generic (see Section 3.3.3). Thus, any case rep

resentation can be integrated within the system provided it complies with the defining 

model: an anatomical-items object which defines a list of anatomical objects, and a list of 

attributes for each anatomical object. This condition is normally satisfied, for example, 

the Skeletal Dysplasias Registry (which is a source of data  used in this work) comprises 

cases described with respect to  radiological components such as sp in e -a n d -v e rte b ra e  

and b o n e-d en sity . There is some overlap with the thirty-five components listed by 

LDDB, but the SDR representation is specific to the skeleton. In the same way tha t each 

anatomical component of an LDDB case has a set of sub-categories (or attributes) and
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specific abnormalities (or values), the radiological components listed by SDR are sub

divided by skeletal features and corresponding anomalies. The data from the Skeletal 

Dysplasia Registry is discussed in Chapter 4, and the relevant radiologiccd components 

of the SDR representation are listed in Table 4.5.

3.3 .2  C ase G eneration  and Storage

The key to developing an environment in which alternative case representations can 

co-exist is in how each case object is built, or generated, and how they are accessed. 

Each case representation must be defined in terms of an anatomical-items class, and a 

class corresponding to each anatomical component. For example, the def c la s s  construct 

corresponding to the anatomical-items object for the LDDB representation has thirty-five 

slots hsted within its definition. Similarly, each of the thirty-five component object classes 

have slots within their definition that correspond to the relevant sub-categories (e.g., the 

eyes object class has fourteen slots corresponding to the iris, cornea, vision etc.,). These 

def c la s s  statements are static once the initial definitions have been made. The way that 

actual objects eu’e built is through the m ake-instance function. The m ake-instance 

function is a CLOS operator that takes an object class as a pzirameter. It builds an 

object of the specified class and initialises the object attribute values. The def c la s s  

and m ake-instance constructs for the LDDB representation of eye abnormalities are 

shown in Appendix B. A case is entered in terms of a list of dysmorphic features of the 

format:

(item attribute value)

where an item  corresponds to  the anatomical object (e.g., eyes), an a t t r i b u t e  maps to 

the corresponding class object attribute (e.g., iris), and the v a lue  specifies the abnor

mality (e.g., coloboma), which can be a list. The listed features are passed to a macro 

which contains the m ake-instance function specific to the item  class. Because the list of 

dysmorphic features effectively indicates which anatomical regions have an abnormality, 

the instantiated objects are restricted to  those specified component classes. A header 

object and an anatomical-items object are instantiated for every case. Links between the 

new header, anatomical-items object, and the associated component objects for a new 

case are generated, resulting in a small scale object network for each case. Thus, the 

overall shape of a case will vary according to the abnormal regions of the body.
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For every object type that is defîned by a d ef c la s s  operator there exists an associated 

hash table with the same name Every object of a specified type (from «ill cases in the 

system) is stored in the associated hash table. For exzunple, every case tha t has a hand 

abnormality will have an associated hemds object which is in turn stored in the hands 

hash table. Thus, all objects of the same type are stored together. As component objects 

are only created for cases tha t have a related abnormality, the associated hash table will 

only store objects for those cases. Thus, if the system has ten cases, but only two of 

these have hand abnormalities, then only two hands objects would exist in the hands 

hash table. Each object in a hash table has a unique identifier and stores the associated 

case identifier that is located in the case header (this link is generated when the case is 

initialised).

3.3 .3  G eneric A ccess and U tility  Functions

One of the main attractions of using CLOS for construction of the case representation 

and memory is tha t the functionality used to access cases (defined in terms of class 

objects) can be generic. This is desirable if the system is to integrate different case 

representations yet keep their respective structural idiosyncrasies hidden to the calling 

procedures. The key to this aspect of the system is tha t the underlying functionality 

employed to access specific abnormalities of a case has not been coded with respect to 

specific class objects. For example, the eyes object class has the attribute i r i s .  Thus, 

to retrieve the associated value in this slot using the generic access function the call 

( i r i s  e y e -o b je c t)  would be made, where e y e -o b je c t is retrieved from the eyes hash 

table. This type of access routine can be readily contained within a Common Lisp macro 

enabling a higher level generic access function to be defined. The following Common Lisp 

generic utility program performs this action regardless of the class of object;

(defun get-attribute-value (attribute object)
(eval ‘(.attribute .object)))

where o b je c t is any object class and a t t r i b u t e  is any of the slots associated with tha t 

class. The text following the backquote (‘) defines a macro form which takes the attribute 

and object as parameters. The e v a l function then evaluates this macro form.

^Différent representations may list the same component name, but with a different definition in terms 

of the associated attributes. To distinguish between such objects the naming convention is such that each 

object type must have a unique alphanumeric identifier.
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utility level

Calling Program

Utility Programs

case header table

anatomical-items table

O Ooooo ooo
Figure 3.5: Object structure is hidden from calling procedures via the utility programs.

CLOS, and the associated Metaobjeci Protocol [38], provide numerous primitives to 

manipulate class objects. It is generally straightforward to incorporate this functionality 

within Lisp macros  ̂ and create generic routines tha t are shielded from the represen

tation of cases and memory. Figure 3.5 illustrates this design. When a case is under 

investigation, it may be necessary to list its abnormal features given its unique identifier. 

At this point the calling procedure, which can be either a case-based learning program 

or a standard retrieval algorithm, will not necessarily know which representation is the 

correct one for the case. The first step is to retrieve the case header object from the asso

ciated hash table. The header object will indicate the associated anatomical-items object 

for tha t case, which is retrieved accordingly. However, this could correspond to any one 

of many different case representations. Further processing below this point is performed 

by generic procedures tha t do not require specific details of the object structure, i.e., the

'T h e  backquote mechanism is how macros are created in Common Lisp.
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functions that operate on the anatomical-items object, and the corresponding component 

objects tha t define abnormalities for the case, do so whatever the representation.

Technical details concerning the generic utility programs is inappropriate in the con

text of this thesis. However, it is enough to say tha t the building blocks for this aspect 

of the system are: the generic access functions provided by CLOS objects, a number 

of primitives defined by the Metaobject Protocol, and macro utilities of Common Lisp. 

These features allow case anomalies to be accessed by calling procedures without the need 

to  know the specific structure of the anatomical-items object or the component objects. 

The consequence of this is that any representation comprising an ematomical-items defi

nition with associated regional components can be used with the same underlying utility 

functions (thus, these routines do not need to be altered when a new representation is 

introduced).

3.4 M em ory Organisation and Indexing

A crucial feature of the memory organisation is tha t all objects of the same class are 

stored together in the same hash table. Thus, aU header objects are stored in one hash 

table, which only stores header objects. Similarly all anatomical-items objects (for a 

given representation) are stored together, as are aU (LDDB) eyes objects. Every object, 

whatever the class, has a unique identifier. Furthermore, the anatomical-items object 

and aU the associated component objects for a given case, store the unique case identifier 

as well. These identifiers are used to form the links between the different objects that 

form a particular case and are generated when a case is created. An individual case, 

therefore, does not exist within memory as a complete unit. It is distributed throughout 

different locations in memory. Figure 3.6 illustrates this linkage.

Another im portant aspect of the case memory is tha t syndromes are structured and 

stored in exactly the same manner as cases. The only distinction between a case and a 

syndrome is tha t the o b je c t- ty p e  slot in the header object is set to  the symbol CASE 

or SYNDROME respectively. Thus, the hash tables tha t hold objects of a specific class can 

store both case and syndrome objects.

This distributed storage of cases and syndromes in memory promotes a confined 

search strategy without the requirement of a hierarchical organisation. Rather than 

commencing search at the top-level node in a concept hierarchy, with the distributed
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Figure 3.6: Distributed storage of a case.
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case-base organisation search may commence at a localised storage point, i.e., a specified 

hash table. For example, suppose a user wants to retrieve all syndromes tha t list the ab

normality (eyes i r i s  coloboma). The associated retrieval algorithm cem immediately 

confine its search to the place in memory where the eyes objects are stored. It then 

only needs to examine the objects in tha t particular hash table (using the generic access 

function for the iris slot). The identifiers of matching header objects are simply returned 

to the calling procedure, which can then retrieve the relevant header objects and examine 

the o b je c t “ty p e  slot in order to select the corresponding syndromes. Thus, only two 

points in memory are accessed in this instance. The eyes hash table and the headers  

hash table. The first step involves accessing every object in the component table. The 

final step involves retrieving the header objects specified by the list of case identifiers 

returned by the first hashing procedure.

3.4.1 In d ex in g  in D istr ib u ted  C ase M em ory: A n E xten d ed  E xam ple

This section gives an example which demonstrates the retrieval mechanism tha t is possible 

with the distributed CBR architecture. For this example, syndrome records from the 

LDDB system are used. The objective here is to illustrate how this case-based structure 

can enable the default task of object retrieval (which maps onto the diagnosis task). 

Furthermore, whereas search with a flat database structure such as LDDB would involve 

checking each syndrome record, search within the distributed case-based organisation is 

confined.

In order to  proceed, however, it is necessary to elaborate on how symbolic matching is 

performed in the CBR system, and how this compares with LDDB’s equivalent process. 

In LDDB, individual dysmorphic features are compared in terms of their three-level nu

meric codes, which enables loose coupling (a matching procedure described in Chapter 2). 

This work has used the triplet notation (item  a t t r i b u t e  va lu e) to represent individual 

abnormalities, where item , a t t r i b u t e  and va lue  are Lisp symbols [71]. Common Lisp 

provides a number of predicates designed specifically to evaluate whether or not two or 

more symbols m atch. These predicates are employed by the relevant utility functions for 

the purpose of matching dysmorphic features. Furthermore, a utility function performs 

an equivalent operation to the loose m a tching of LDDB. The retrieval algorithm employs 

this utility function, which in turn allows the symbolic triplet (item attribute abnormal) 

to m atch any feature described by item  and attribute. In other words, it allows the same
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build 179 teeth 335 lower limbs 408

sta tu re 620 voice 106 feet 519

cranium 775 neck 164 blood vessels 57

hair 342 back &: spine 466 endocrine 137

forehead 266 thorax 686 haem atology 153

ears 665 abdom en 426 muscles 124

eyes 880 pelvis 124 jo in ts 248

eye structures 514 genitalia 362 neurology 803

nose 466 urinary  system 317 skeletal 408

face 644 upper limbs 350 skin 547

m outh 353 hands 844 gestation/delivery 0

oral region 505 nails 205

Table 3.1: Number of stored objects per clinical region for 1885 LDDB syndromes.

type of general matching as LDDB, albeit with symbols instead of numeric codes.

As well as the individual cases (which are used in experiments with the case-based 

learning programs described in the following chapters), 1885 syndrome records have been 

made available from LDDB. The format of LDDB syndromes is the same as for cases, 

and each syndrome is denoted by a list of three-level numeric codes corresponding to 

the feature nomenclature described by Table 2.1. In order to utilise this representation, 

therefore, thirty-seven different object classes are defined by the def c la s s  construct: a 

header class, an anatomical-items class, and a class corresponding to each of the thirty- 

five clinical regions denoted in Table 2.1. Table 3.1 shows the distribution of objects for 

each of the component classes when the 1885 syndrome records are entered into the case- 

base. For instance, of the 1885 syndromes, 880 list at least one eyes abnormality. Thus, 

880 eyes class objects are created. Accordingly, there are 1885 header and anatomical- 

items objects, and the corresponding (integer) identifiers run from 1 to 1885.

Figure 3.7 shows a suite of retrieval functions tha t constitute the retrieval program. 

The functions R e tr iev e  and S e le c t employ a list notation for an mdex, which com

prises those features against which syndrome or case entities are matched. Each item 

in the list is a symbolic triplet of the form (item  a t t r i b u t e  v a lu e ). The functions 

R e tr ie v e -O b je c ts  and S e le c t-O b je c ts  take one specific abnormality as a param eter in 

order to retrieve those objects of the class item  tha t exhibit the specific anomaly denoted
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Input: A list of feature trip lets I.
O utpu t: A list of m atching case identifiers from  memory.

Retrieve(I)
Let 7/ be the first feature in the list I.
Let Ir be the rest of the list I.
Let J be the set of case id ’s returned by R etrieve-O bjects(7/ ).
Let S be the set of case id ’s returned by Select(J, 7r).
R eturn  S

Retrieve-O bjects(Feature)
Let S be the set of ceise id ’s retrieved from  table item  

w ith ( a t t r i b u t e  v a lu e )
R eturn  S

Select(J, I)
J :=  a list of object id ’s.
Let 7/ be the first feature in the list I.
Let Ir be the  rest of the  list I.
Let S be Select(Select-O bjects(J, I j ) ,  Ir) .
R eturn  S

Select-O bjects(J, Feature)
From  the list of case id ’s J,

Let S be those for which there exists a  corresponding 
ite m  com ponent w ith ( a t t r i b u t e  v a lu e ) .

R eturn  S.

Figure 3.7: Object retrieval functions.

by the a t t r i b u t e  and value  (note tha t va lue  could be the general form abnormal). The 

la tter of these two functions is passed a specific list of case identifiers so tha t it can check 

(or select) only these &om the relevant hash table. The S e le c t function is similar, but 

makes recursive calls in order to process the rest of the index (those features tha t comprise 

the index without the first hsted triplet).

Chapter 2 described the mode of operation of LDDB using an example index of 

07.06.03,15.01 and 32.01. The corresponding symbohc triplets produce the index:

((eyes iris coloboma) (neck general abnormal)
(neurology general abnormal))

As expected, when this index is used with the case-based memory, the same five syn

dromes are retrieved as those Hsted in Table 2.3. Figure 3.8 illustrates this retrieval 

process. The R e tr iev e  function selects the first feature of the index, (eyes i r i s
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Retrieve (((eyes iris coloboma) (neck general abnormal) (neurology general abnormal)))

Retrieve-Objects((eyes iris coloboma)^

Select(S, ((neck general abnormal) (neurology general abnormal)))

Select-Objects(S, (neck general abnormal))'

145 606 630 643 728 736

neck table

eyes table

1879 1864 1796 1790 1615 1607 1572 1532 1457 1413 1357 1355 
1271 12441187 1141 1118 11061097 1011 989 890 809 785 779 
736 735 728 711 686 680 643 630 618 606 359 346 333 297 239 
214 196 192 163 161 150 145 44 9

Select-Objects((145 606 630 643 728 736), (neurology general abnormal))

neurology
table

736 HANSON [1976]
643 GARDNER [1983]
630 FUJIMOTO [1987]
606 FRANCOIS [1973]
145 BARAITSER-WINTBR

Figure 3.8: Retrieval of syndromes with (eyes iris coloboma), (neck general abnormal) 

and (neurology general abnormal).
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colobom a), and passes this to the R e tr ie v e -O b je c ts  function, which matches the spec

ified feature with each object in the eyes hash table (using the i r i s  access function). 

In total, 45 of the 880 eyes objects have this zmomaly listed within the iris attribute. 

The syndrome identifiers within the relevant slots of these 45 objects are then passed 

to the S e le c t function along with the remaining peirts to  the index: (neck g e n e ra l 

abnormal) and (neurology g e n e ra l abnorm al). This function then makes a call to 

S e le c t-O b je c ts , passing the list of 45 syndrome identifiers and the first item  of the re

mainder of the index, (neck g e n e ra l abnorm al), as parameters. The S e le c t-O b je c ts  

function checks the neck hash table with respect to the 45 listed syndromes, and returns 

6 identifiers corresponding to those syndromes tha t have a general neck abnormality. 

This list of 6 syndrome identifiers is then passed as a param eter, along with remaining 

index item  (neurology g e n e ra l a b n o rm a lity ) , in a recursive call to the S e le c t func

tion. This results in a search of the neurology hash table with respect to  the 6 listed 

syndromes. Five of these have a general neurology abnormality, and thus, match the full 

index. This final group correspond to those syndromes listed in Table 2.3 and is shown 

in Figure 3.8.

3.4 .2  D iscussion

Unlike a flat database such as LDDB, the distributed case-based architecture and the re

trieval functions shown in Figure 3.8 promote a confined search for matching entities. In 

the above example 931 (880 -|- 45 -f 6) matches are performed. W ith a fiat database com

prising the 1885 syndrome records of LDDB, search would comprise 1885 comparisons. 

Furthermore, every retrieval procedure with a flat syndrome database would involve com

paring the index against each syndrome record irrespective of how large (or small) the 

index is. W ith the distributed organisation described in this chapter, the search proce

dure win vary according to the size of the index and the relevant storage elements that 

correspond to  anatomical components.

A distributed approach to database design is certainly not new. It would not be too 

difficult to design an equivalent relational model and utilise an associated query language 

to retrieve case or syndrome records However, standard database packages do not offer 

the sort of functionality that has been used to  develop the generic aspect of the case-

*It is interesting to note that LDDB is written in a relational database language, but is not relational 

in design.
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based system. In a relational database system, a new case representation, resulting in a 

new relational design, would also necessitate new query progrcims. Also, the case-based 

architecture has the additional goal of cdlowing a CBL algorithm to operate upon it, and 

subsequently facilitate memory reorganisation.

3.5 Case-Based Learning w ith  D istributed  M em ory

The previous sections have described two im portant aspects of the case-based architec

ture:

• The case-base is a distributed organisation in which object retrieval, and hence 

a diagnostic search procedure, is confined without the requirement of a category 

hierzirchy.

• The underlying functionality of the system is generic with respect to the case repre

sentation. Thus, the calling procedures czm perform their tasks without knowledge 

of the specific case representation.

Section 3.4.1 gave an example of the (differential) diagnostic procedure in which the 

calling procedure was an object retrieval program, which in turn  retrieved syndrome 

identifiers. The program knew which case-base entities were syndromes rather than 

cases by checking the o b je c t- ty p e  slot in the header object of each record. Chapters 4, 

5 and 6 describe experiments in which the calling procedure is a case-based learning 

program. As with the object retrieval program, the CBL program operates ‘on-top’ of 

the underlying generic case-based architecture.

It has been noted that case-based learning (and incremental concept formation) pro

cedures rely on a hierarchical category structure. Whilst the case-based organisation de

scribed in this chapter is distributed rather than  hierarchical, a hierarchical network can 

be constructed within this architecture. This takes the form of links between the p a re n t, 

c h ild re n  and in s ta n c e s  slots of header objects. That is to say, one case-base entity can 

be linked (effectively) below another (more general) case-base record by creating a link 

between the respective peurent and c h ild re n  slots of the header objects. In this way, an 

individual case having a particular diagnosis can be linked to the respective syndrome 

record via its header object. In this instance, the case would have a link from the p a re n t 

slot of its header object to the c h ild re n  slot of the relevant syndrome header object.
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The calling procedure would know which entities are cases and which are syndromes by 

checking the o b je c t- ty p e  slot of each header. This set-up is specific to syndromes and 

diagnosed cases, however. In terms of a more general concept hierarchy (which is what 

is developed by the case-based learning programs described in the following chapters, 

and such as tha t shown in Figure 3.1), parent and children entities are not necessarily 

syndromes or cases. They could pertain to general categories such as syndrome families, 

or undiagnosed cases. In the former example, the parent of a syndrome record would 

be a general syndrome family, and in the la tter example, the parent of an undiagnosed 

case would be the root. To enable a general concept hierarchy to be constructed, and 

in order to allow a case-based learning program to generate a category network with the 

distributed architecture, two different values for the o b je c t- ty p e  attribute of a header 

object are defined: NODE and ROOT. The case-based learning programs described in the 

following chapters do not operate in terms of syndromes as such, they work with a root, 

individual cases, and generalised cases called nodes. Definitions for these entities are 

given in Chapter 4. In this section, the objective is to demonstrate how the underlying 

software (which is hidden from the case-based learning program) can operate in terms of 

a hierarchy without physicedly storing objects as hierarchical units.

Figure 3.9 illustrates how a concept hierarchy is derived through links between header 

objects. Whilst storage is non-hierarchical, a concept hierarchy is effectively created by 

generating links between header objects (N.B. linkage only involves header objects). An 

individual case cannot have any children or instances linked below it. A generalised case, 

or node, can have both sub-nodes (listed in its c h ild re n  slot) and individual cases (listed 

in its in s ta n c e s  slot) linked beneath it. Unclassified cases are linked to the in s ta n c e s  

slot of the root. The root node will only comprise a header object. It is effectively a 

null entity which is only defined for use with a case-based learning program (smd the 

associated concept hierarchy). It is im portant to note that an individual case can be 

linked to more than one node (e.g.. Case 12, which is linked to both Node 2 and Node 3). 

The concept networks generated by the CBL programs are designed to model the actual 

category structure that exists in dysmorphology, and so it is im portant tha t this aspect 

of category linkage is provided for.
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Header Hash Table
ID | 1 1 TYPE ROOT

parents
children
instances

2 3
8 9

ID | 2 1 TYPE NODE

parents
children
instances

1

12

ID I 3 1 TYPE NODE

parents
children
instances

1
4
12

m |  4 1 TYPE NODE

parents
children
instances

3
7
5 6

ID | 5 1 TYPE CASE

parents
children
instances

4

ID | 6 1 TYPE CASE

parents
children
instances

4

ID | 7 1 TYPE NODE

parents
children
instances

4

10 11

Header Object Linkage

CD CD

CD CD

GD QD

KEY:

1 1 NODE

( )  CASE

Figure 3.9: Hierarchical linkage of header objects.

94



3.6 Conclusions

This chapter gives some technical detail of how case memory is constructed. The design 

involves a distribution of stored objects across the case memory such tha t retrieval of 

m atching entities is facilitated by confined search. Thus, the system can achieve the 

default performance task of a dysmorphology database by retrieving similar database

A ddendum

It should be noted that the generic design of the case representation and memory described 

in Chapter 3 involved considerable novelty of software design and development. Furthermore, 

it should be emphasised that this phase of the work provides an innovative focus of research 

and ultimately a significant contribution to the original research content of the thesis. The 

research contribution of the CBR architecture is further addressed in Chapter 8.

The following chapter describes a case-based leammg algorithm m detail, and reports 

on experiments with the CBL program which utilise real data from the dysmorphology 

domain (and which originates from different sources with associated differences in their 

case representations).

3.7 Sum m ary

# A broad concept hierarchy spanning aJl dysmorphic syndromes is generally not 

accepted, and by its very nature (shallow and wide) it would not promote search 

tha t was significantly more efhcient than a flat database. Efficient retrieval of case- 

base entities, however, is viewed with some importance by researchers in CBR. The 

distributed case-based architecture tha t is described allows search to be conflned 

without hierarchical constraints.

• The case-base has been developed using Common Lisp and features of the Common 

Lisp Object System (CLOS). This software has been useful in developing generic 

utility programs that enable the memory orgsmisation to be generic w ith respect 

to case representation.
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• Both syndromes and cases are constructed and stored in exactly the same way, 

using the same storage elements. The underlying utility functions can therefore 

operate on all objects irrespective of whether they belong to  a syndrome or case.

• The calling procedures are hidden from specific organisationzd details. If the calling 

procedure is a case-based learning program, there is an additional requirement of 

enabling the generation of a concept hierarchy. This is achieved through links 

between the p a re n t, c h ild re n  and in s ta n c e s  slots of the header object for each 

case-base entity.

Addendum

It should be emphasised that although the data structures used for syndromes and cases 

are equivalent for use with the model of case-based memory these entities are distinct. A 

case refers to an actual patient, whereas a syndrome refers to the description of a recognised 

disorder.
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Chapter 4

E xperim ents w ith  a C ase-Based  

Learning A lgorithm

4.1 Introduction

The goal of the work described in this thesis is to develop a case-based system tha t, 

whilst providing the kind of facihty offered by a database such as LDDB (which helps 

estabhsh a manageable differentied) or SYNDROC (which also ranks the differential), 

offers exphcit mechanisms for learning. In order to  achieve this, the CBR system must 

comprise prototypical syndrome entities and a search mechanism for retrieving them. If 

the system is to learn, then it must also store individual cases and employ a learning 

algorithm to manipulate them. Case-based learning algorithms can effectively perform 

both performance tasks. That is to say, CBL enables the incremental concept formation 

approach to learning, but also provides an algorithm for retrieval of sim ilar entities. 

CBL, in this sense, provides a generic term  for both incremental concept formation and 

classification style case-based reasoning.

The UNIMEM program developed by Lebowitz [49, 50] may be categorised as generic 

CBL and for the purposes of this research provides an algorithm with which to com

mence experimentation ^. The UNIMEM algorithm has dynamics with much similarity 

to Kolodner’s early case-based memory system CYRUS [42, 43], zmd has also been com

pared to incremental clustering systems such as Fisher’s COBWEB [20]. There are other

^Lebowitz has described the concept hierarchies formed by UNIMEM as ‘generalisation-based 

memory’.
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im portant reasons why the selection of UNIMEM is a good choice. UNIMEM places 

cases into more than one category if snfhcient similarity dictates. Thus, categories over

lap and do not form disjoint partitions (a clustering approach sometimes referred to as 

clumping [18]). Also, when a case is compared to a conceptuzd category in UNIMEM, it 

is not required to m atch the concept on aU listed features. That is to say, the overlap 

between the case and the concept does not have to be a conjunction of all the concept 

features in order for the match to succeed (and for the case to  be classified accordingly). 

This type of comparison is sometimes referred to as polymorphy or polythetic matching 

[28, 29, 18]. Both clumping and polymorphy are characteristics seen in dysmorphology. 

When a firm diagnosis cannot be made, a patient can be linked to more than one syn

drome. Furthermore, it has already been noted in Chapter 1 tha t a firm m atch between 

an infant and a syndrome is usually based on a conclusive sub-set of principal anomalies. 

A further attraction of UNIMEM is tha t its matching operators are fairly independent 

from the searching operation of the algorithm . W ith Fisher’s COBWEB [20], and later 

variations such as CLASSIT and EXWEB [62] (which are aU incremental concept for

m ation algorithms that have utilised medical test data), program operation is very much 

tied to the similarity metric. The searching performed by UNIMEM does, of course, work 

in tandem with its similarity metric, but its matching functionality is modular, allowing 

the incorporation of alternative similarity metrics within the basic algorithm.

4.2 D iscrim ination Networks

UNIMEM is a discrimination network forming algorithm. A discrimination network is a 

concept hierarchy which consists of a set of nodes ordered by generality. Each node in a 

discrimination network represents either an instance (i.e., an actual case), or a concept 

(i.e., a class of instances or sub-classes). Terminal nodes are always instances, and non

terminal nodes are concepts. Each node has an associated description which will vary in 

structure according to the implementation. The UNIMEM program constructs nodes in 

terms of a list of features denoted by attribute-value pairs. The description associated 

with a non-terminal node defines a concept. The children of a node are either sub

nodes (sub-categories) or instances. Children are located below a parent node because 

they share the features listed in the parent node description. A concept hierarchy is a 

discrimination network when a child node is described only by the features tha t do not
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overlap with the parent, i.e., the features tha t discriminate it firom the parent. Thus, 

when an individual case (or instzmce) is integrated within a discrimination network it is 

stored (as a term inal node) beneath a node with which it has matched (i.e., overlapped 

with the parent node’s description), and is constructed in terms of the features that do 

not m atch the parent node. Furthermore, the parent may itself be a sub-class which 

has also been constructed by its discriminating features. In this sense, an instance is 

classihed by its location in the discrimination network. That is to say, it is a member of 

the category defined by the parent node concept. The features tha t then constitute an 

individual case, or sub-class, are therefore the features tha t differ from the category under 

which it is classified. In this sense, the features of an instance, or sub-class, index the 

relevant child node, i.e, they point to its distinctive features. Figure 4.1 illustrates this 

structure and shows how five instances, described along four attributes (colour, shape,

Root

Concept A Concept B

colour red colour blue

shape: rectangular shape: circular

Concept A.l case 2

orientation: rotated 
V size: small ^size: large

case 5case 4

orientation: inverted 
size: large ^

orientation: rotated 
V size: small V^  case 1 case 3

orientation: inverted J ( orientation: upright

Figure 4.1: A sample discrimination hierarchy.
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Instance Features
Case 1 colour: red, shape: rectangular 

size: large, orientation: inverted
Case 2 colour: red, shape: rectangular 

size: small, orientation: rotated
Case 3 colour: red, shape: rectangular 

size: large, orientation: upright
Case 4 colour: blue, shape: circular 

size: large, orientation: inverted
Case 5 colour: blue, shape: circular 

size: small, orientation: rotated

Table 4.1: Five objects defined by attributes: colour, shape, size and orientation.

size and orientation), are located and constructed within a discrimination network. The 

instance descriptions are shown in Table 4.1 (which lists the cases in the order in which 

they are presented to a discrimination forming algorithm). The top node in the hierarchy 

is called the root. The root is the point at which search commences downwards through 

the network in order to find the most applicable location for a specific instance. Instances 

stored at the root node represent unclassified cases. Child nodes tha t represent concepts 

are always matched with the input case first followed by the instances stored at the node. 

For example, when the first case of Table 4.1 is entered to the network (which consists 

only of the root), there are no child nodes of the root with which to m atch the case. Thus, 

Case 1 is initially stored as an instance of the root and is unclassified. W hen Case 2 is 

entered, again all child concepts are checked first, but none exist so the instances stored 

at the root are checked (and the only instance stored at the root is Case 1). Case 1 and 

Case 2 m atch on two features: co lo u r re d  and shape re c ta n g u la r . Concept A is thus 

created with an associated description consisting of these two features. Two cases are then 

created and stored as children of Concept A in terms of the distinctive features of Case 1 

and Case 2 (Case 1 is stored with the features s iz e  la rg e  and o r ie n ta t io n  in v e rte d , 

and Case 2 is created with the features s iz e  sm all and o r ie n ta t io n  ro ta te d ) .  As 

Case 1 is now classified, it is removed as a child of the root. When Case 3 enters the 

network, it is compared to the one child node now stored at the root. Concept A. Case 3 

matches Concept A on both its listed features and is subsequently matched with the 

children of Concept A, which at this time comprises two instances: Case 1 and Case 2. 

When these instances are matched with Case 3, they are compared zdong the distinctive 

features of Case 3 in relation to the parent node. That is to say, the distinctive features
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of Case 3 when it successfully matches Concept A are: s iz e  la rg e  and o r ie n ta t io n  

u p r ig h t .  These two distinctive features are compared with the attribute-value pairs 

listed on Cases 1 and 2. Cases 2 and 3 do not m atch on any features, but Case 1 matches 

Case 3 on the feature s iz e  la rg e . A new child node is created, called Concept A .l, as 

a child of Concept A with this distinguishing feature. Subsequently, Case 1 and Case 3 

are stored below Concept A .l in terms of their distinctive features (Case 1 is stored as 

o r ie n ta t io n  in v e r te d  and Case 3 with the feature o r ie n ta t io n  u p rig h t) . Case 1 has 

now been re-classified and so is removed as a child of Concept A. An im portant result of 

this procedure is tha t the relevant cases are not stored in terms of all their features. For 

example. Cases 1 and 3 are only stored in terms of one attribute-value pair, although they 

are recorded (in Table 4.1) in term s of four features. This is a key facet of discrimination 

networks. The entire case description is derived through top-down search through the 

network. In this sense, nodes inherit the features of ancestor nodes. For example, whilst 

Case 1 only lists one feature, its full description is derived from the two concept nodes 

under which it is classified. Concept A and Concept A .l.

W ith the same procedure as described above, when Case 4 enters the network it fails 

to m atch Concept A and is stored as an instzince of the root. When Case 5 is entered, 

it is first checked against Concept A, which it fails to match, and is then compared to 

Case 4. Cases 4 cind 5 m atch on two features: co lo u r b lu e  and shape c i r c u la r .  Thus, 

a new concept called Concept 6  is created and stored at the root, and Cases 4 and 5 are 

stored below it in terms of their distinctive features.

4.3 The U N IM EM  A lgorithm

UNIMEM utilises the discriminative indexing approach described in the previous sec

tion. The basic algorithm is shown in Figures 4.2 and 4.3. When a case, or instance 

(I), arrives at a node (N) the similarity between the case zind N is evaluated in terms of 

the conjunction of features tha t m atch (H). If this evaluation succeeds, i.e., if sufhcient 

similarity between the object case and the node is deemed to exist, then sorting proceeds 

to each of the relevant sub-nodes, or children (C), and subsequent comparison is based 

on the features tha t did not m atch with the node (K). This idea is particularly relevant 

to  Schank's premise tha t events are indexed through discriminating features (episodes 

are remembered, or triggered, by the failure of an expectation [65]). Kolodner’s imple-
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Input: The current node N in the network.
An unclassified instance I.
The set of I’s features F.

Variables: N and C aire nodes in the network.
G, H and K are sets of features (attribute values).
J is an instance stored at a node.
Sis a list of nodes.

Unimem(N, I, F)
Let G be the set of features stored on N.
Let H be the features in F that match features in G.
Let K be the features in F that do not match features in G. 
If  N is not the root node,

Then I f  there are too few features in H,
or Evaluate(N, H, K) returns TRUE,
Then return the empty list.

Let S be the empty list.
For each child C of node N,

I f  C is indexed by a feature in K,
Then let S be Union(S, Unimem(C, I, K)).

I f  S is the empty list.
Then for each instance J at node N,
Let S be Union(S, Generalise(N, J, I, F)).

If  S is the empty list.
Then store I as an instance of node N with features K. 

Return N

Figure 4.2: The top level UNIMEM algorithm.

m entation of these ideas, CYRUS [42, 43], is also based on discriminative indexing. The 

resulting network structure is organised such tha t a node N is described in terms of a 

conjunction of features tha t are exhibited by instances stored below it, which are in turn  

defined by the features that differ to those on N. Thus, an individual case is not con

structed in terms of all the features that it exhibits (a list of features is read by UNIMEM 

for the new case, but the case is not actually created and stored in the network until its 

location is decided). The complete set of features for an individual case must, therefore, 

be derived through top-down search through the network.

Sorting, or search, is effectively controlled at the point at which a case is evaluated 

with a node. UNTMEM refers to a system pareimeter (an integer value) to determine 

if the two objects match on enough features in order to proceed to the child nodes (C) 

linked to N. This is an im portant facet of UNIMEM, particularly with respect to the
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Variables; N and C are nodes in the network.
F, G, H and K are sets of features (attribute values).
I and J are the names of instcinces.
S and T are predictability scores of nodes’ features.

Generalise(N, J, I, F)
Let G be the features in instcince J.
Let H be the features in F that match features in G.
Let K be the features in F that do not match features in G.
If  H contains enough features,

Then create a new child C of node N with features H.
Remove J as an instance of N.
Let G’ be the features in G that are not in H.
Let F’ be the features in F that are not in H.
Store J as an instance of C with features G’.
Store I as an instance of C with features F’.
Return C.

Evaluate(N, H, K)
For each nonpermanent feature F in H,

Raise the predictability score S for F on N.
I f  S is high enough,

Then mzike F a permzinent feature of N.
For each nonpermanent feature G in K,

Lower the predictability score T for G on N.
I f  T is low enough.

Then remove feature G from N.
If  N has too few features,

Then remove N from its parent’s list of children. 
Return TRUE.

Return FALSE.

Figure 4.3; The main control functions in UNIMEM.

dysmorphology domain. The input case is not required to overlap on all features defined 

at the node N. It is required only to m atch on enough features so tha t similarity between 

the two objects is deemed sufficient in order for search to proceed to sub-nodes of N. 

Thus, UNTMEM adopts a polymorphic approach to matching tha t is compatible with 

the type of similarity assessment performed in dysmorphology. Search is thus confined to 

those nodes and sub-nodes that evaluate sufEciently with the object case. This procedure 

is sometimes referred to as concept refinement The e v a lu a te  function (see Figure 4.3) 

will also confine search. Each feature defined on each node has an associated score which

^This type of sorting procedure is also referred to as beam search.
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represents the predictability of that feature. The predictability of a feature is related 

to its incidence with respect to the instances stored at a pzirticular concept node. On 

evaluation, the predictability of each feature listed by the concept node is incremented 

or decremented depending on whether there is a m atch or not. If the input case has a 

feature listed on a concept node, then the predictability of that feature is incremented (on 

the node). Conversely, its predictability is decremented if the new case does not have the 

feature. If the resulting predictability score for a feature reaches a predefined threshold 

(another system param eter), then tha t feature is made permanent on N. That is to say, 

the feature is fixed to the node so that in future comparisons its predictability score will 

not be altered. This is an informal way of deriving the confidence of a specific feature with 

respect to a concept, i.e., the feature is sufEciently frequent among the class members 

that it may be considered predictable for the class [50]. Similarly, if the predictability 

score for a feature falls below a predefined threshold, it will be removed &om the node 

description (its frequency being too low to imply predictability). Future searches will 

use permanent features to index nodes with respect to incoming cases. However, as the 

associated predictability score of a permsinent feature cannot be decremented, the feature 

cannot ultimately be removed from concept. These operations involving predictability 

levels control how UNIMEM forms concepts and updates its category information. A 

further ramification is that if the node develops too few features (determined by a system 

param eter) it is effectively removed from the network (considered to be too general to 

form a valid concept). This procedure is sometimes referred to as pruning. In such an 

instance, the e v a lu a te  function confines search as its associated child nodes will not be 

considered (they are also effectively removed from the network).

Once the object case (I) can proceed no further, or deeper, in the current branch (i.e., 

it does not evaluate sufEciently with any of the child nodes of N), it is compared to  each 

of the instances (J) stored at N. The g e n e ra l is e  function shown in Figure 4.3 is invoked 

in order to generate a child of N based on the overlapping features of I and J. Another 

system param eter (an integer count) is used to determine if there are enough m atching 

features (H) to do this. If so, a new child node (C) is defined and created by the set of 

features H, and the object case I is created and stored below C in terms of the features 

that differ to those on C (F ’). Similarly, the previous instzuice (J) is now stored below C 

in terms of the features on it that differ (G ’).

Another im portant aspect of UNIMEM is that it forms graph networks rather than
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hierarchical trees. That is to say, an input case (I), will be stored at all the (deepest) 

nodes at which it has proved sufficiently sim ilar. This is an importzint consideration with 

respect to the dysmorphology domain. An individual case may exhibit more than one 

disease. Furthermore, a case may not achieve a firm diagnosis, and may subsequently be 

(tentatively) categorised against more than one possible syndrome.

4.4 E xperim ents w ith  UN IM EM

The UNTMEM algorithm has been applied to experimental data from three sources: the 

London Dysmorphology Database, the Skeletal Dysplasias Registry, and the Human Cy

togenetics Database. Each data  set consists of a number of individual case descriptions. 

These correspond to actual patients that have been examined and documented in terms 

of dysmorphic features, and which have in turn been translated to the relevant computer 

representation. The first two groups span cases tha t have a diagnosis across related syn

dromes, or syndrome fam ilies. This is intended to allow an evaluation of how the CBL 

algorithm performs when matching cases and in forming conceptual categories. Cases 

from the Human Cytogenetics Database are labelled according to a chromosomal ab

normality rather than a syndrome as such. However, they too form fam ilies, or groups, 

based on the variation of defects categorised below a primary chromosome disorder.

4.4 .1  A crocep h alosyn d acty ly  D ata  Set

The first data set comprises twenty-eight cases from the London Dysmorphology Database 

(see Table 4.2). Their diagnoses correspond to three variations of Acrocephalosyn

dactyly ® (Saethre-Chotzen, Apert and Pfeiffer syndromes), along with a further three 

related conditions: Treacher-Collins syndrome (also referred to as Mandibulofacial Dysos

tosis Nager Acrofacial Dysostosis and Acrofacial Dysostosis with post-axial defects,

i.e., facial dysostosis in combination with a lim b defect (sometimes referred to as Mil

lar syndrome [30]). Cases are described by a list of dysmorphic features as denoted 

by the three-level LDDB representation described in Chapter 2. For use in these ex

periments, features have been translated to equivalent symbolic triplets of the form: 

( c l in ic a l - r e g io n  a t t r i b u t e  v a lu e ) . Table 4.3 shows the equivalent descriptions for

 ̂Smith refers to these as craniosynostosis syndromes 

* Defective ossification (hypoplasia) of the facial bones in particular.

105



Case 7877 (diagnosed as Saethre-Chotzen syndrome).

4.4 .2  Skeletal D ysp lasias D a ta  Set

The second data set originates &om the Skeletal Dysplasias Registry (SDR) and comprises 

twenty-seven cases diagnosed across nine syndromes. These nine syndromes Eire further 

categorised into three families (see Table 4.4): the Chondrodysplasia group (Thanato

phoric dysplasia, Achondroplasia and Hypochondroplasia), characterised by growth de

ficiencies with short limbs and spine abnormalities, the short-rib group (SRP I / m ,  SRP 

n  and Asphyxiating Thoracic Dystrophy, also czdled Jeune Thoracic Dystrophy), and 

a th ird  group linked by abnormalities of the long bones and vertebrae (SEDC, SEMD 

and Achondrogenesis IE). The case representation utilised by SDR is not unlike tha t em

ployed in LDDB although the regional components are naturcdly specific to  radiology. 

The radiological regions defined within the SDR representation zire shown in Table 4.5. 

As with the LDDB data set, for the purpose of these experiments features are described 

in terms of symbolic triplets consisting of the radiological region, a sub-category and sm 

an associated value, e.g., (c h e s t r ib - s h o r te n in g  sev e re ).

4 .4 .3  C hrom osom al A bnorm ality  T est C ases

Two additionzd data sets have been made available &om the Human Cytogenetics D ata

base (HCDB), developed by Dr Albert Schinzel This database has similarities to  

LDDB  ̂ and stores clinical and cytogenetic data relating to  chromosome aberrations. 

More specifically, HCDB lists over 5000 individual cases with multiple malformations, 

each of which has a specific chromosomal abnormality.

There are 23 pairs of chromosomes (23 from each parent). The first 22 are known 

as the autosomes and are numbered 1-22. The remaining pair consists of the sex chro

mosomes. A chromosome is divided into long and short arms (called the q and p arms 

respectively) by a specialised area of the chromosome known as the centromere. W ithin 

each arm  individual bands are visible through a special staining technique when a kary

otype is performed. Bands are numbered from the centromere distaUy. Figure 4.4 shows

*^Di. Schinzel is currently Associate Professor at the Institute of Medical Genetics in Zurich, 

Switzerland.
‘ The Human Cytogenetics Database is part of a suite of databases edited by Drs. Winter and Baraitser 

which have the same underlying architecture.
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SYNDROME CASE IDENTIFIERS
Apert, Acrocephalosyndactyly Type I 
Saethre-Chotzen, Acrocephalosyndactyly Type III 
Pfeiffer, Acrocephalosyndactyly Type V

6761, 616929, 618717, 606067, 564525 
5462, 7464, 6150a, 7385, 7877 
0001, 5286a, 5286b, 5286c, 4200

Nager Acrofacial Dysostosis
Treacher Collins Syndrome
Acrofacial Dysostosis with Post-Axial Defects

8175, 6566, 7031, 0005, 5754 
6638, 6351, 8967, 7312 
0002, 0003, 0004, 9605

Table 4.2: Acrocephalosyndactyly and Acrofacial Dysostoses data set.

LDDB Code Description
03-01-06 (cranium general plagiocephaly/ asymmetrical-skull)
03-07-01 (cranium cranial-sutures craniosynostosis)
05-01-03 (forehead prominent frontal-bossing)
05-01-02 (forehead prominent high-frontal-hairline)
06-05-03 (ears ear-crus prominent-ear-crus)
07-01-05 (eyes general hypertelorism)
07-13-08 (eyes vision strabismus/ gaze-palsy)
07-13-03 (eyes vision hypermetropia)
10-06-02 (face maxilla hypoplastic-maxilla-excluding-malar-region)
32-01-20 (neurology general mental-retardation)
32-01-12 (neurology general hypotonia)_______________________

Table 4.3: Symbolic feature descriptions for Case 7877.

SYNDROME CASE IDENTIFIERS
Achondroplasia
Thanatophoric Dysplasia without Kleeblattschadel 
Hypochondroplasia

091-0251, 090-0197, 090-0258 
091-0161, 092-0054, 091-0222 
091-0176, 092-0167, 089-0052

Asphyxiating Thoracic Dystrophy
Short Rib Polydactyly Type I/III  (Saldino-Noonan) (Naumoff) 
Short Rib Polydactyly Type II (Majewski)
Short Rib Polydactyly Type II (Majewski) - Tentative)

090-0050, 092-0080, 088-0116
089-0135, 090-0009, 091-0250
090-0225
089-0180, 091-0156

Spondyloepiphyseal Dysplasia Congenita (SEDC) 
Spondyloepimetaphyseal Dysplasia Strudwick Type (SEMD) 
Achondrogenesis II/Hypochondrogenesis

091-0084, 091-0185, 092-0181
092-0184, 091-0162, 091-0096 
091-0215, 091-0035, 090-0122

Table 4.4: Skeletal dysplasias data set.
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bone-density long-bone-size fractures

spine-and-vertebrae skull-and-face pelvis

chest hands feet

long-bones humerus elbow

radius ulna femur

tibia fibular-overgrowth fibula

hips knees patella

lesions-in-bone acheiropodia

bone-age bone-exostoses-and-enchondromas

Table 4.5: Radiological items represented in SDR.
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Figure 4.4: Idiogram of the number 5 chromosome.
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a schematic diagram (or idiogram) of the number 5 chromosome.

Chapter 1 associated Down syndrome with the chromosomal disorder known as tr i

somy of chromosome 21. This is an example of an abnormality of chromosome number. 

In Down syndrome there are 47 chromosomes instead of 46 (the extra chromosome being 

an additional 21 chromosome). In addition to abnormalities of chromosome number, in

dividual chromosomes can be broken and re-arranged in such a way tha t their structure 

is altered. The test cases made available in this instance demonstrate such structural 

abnormalities.

Several different types of structural re-arrangement are possible and these zire in

dicated by a nomenclature based on cytogenetic shorthand. For exetmple, part of a 

chromosome may be duplicated, in which case, the duplicated segment is denoted in the 

shorthand. The descriptor dup(5) (q33—►qter) denotes tha t chromosome number 5 has 

a duplication in the long arm, and the duplicated segment is the section from band 33 

to the telomere (the end of the arm), and the duplicate segment retains the same orien

tation with respect to the centromere Another example is d e l (2) (q24->q31), which 

is cytogenetic shorthand for a deletion in the number 2 chromosome on the long arm  

between bands 24 and 31.

The cases of multiple malformations listed in HCDB are described using the same 

master list of dysmorphic features tha t has been developed for LDDB. Furthermore, it 

is thought tha t cases with chromosomal abnormalities may sdso be grouped according to 

overlapping malformation patterns. That is to  say, as with non-chromosomal syndromes, 

cases with the same chromosomal abnormality are expected to exhibit a similar set of 

dysmorphic features. Two data sets consisting of cases with structural chromosomal 

disorders have been used in the experiments with the UNIMEM algorithm. The first set 

contsdns 77 cases with a duplication in the number 5 chromosome. Of these cases, those 

with the same specific banding defect (e.g., ( q 3 3 ^ q te r ) )  are expected to show some 

overlap in terms of their pattern  of anomalies. The 77 cases comprise a number of different 

banding defects. In a sense, it could be said tha t dup(5) denotes the family, whilst the 

various banding defects denote distinct syndrome-like entities within it. Similarly, the 

second set contains 72 cases with a deletion in the number 2 chromosome.

^The full shorthand includes the total number of chromosomes and the sex chromosomes. For a male 

with the structural defect described, but with inverted orientation the shorthand would be 

46 XY inv dup(5)(q33—̂ qter).
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4.4.4 Results

An accurate reconstruction of the UNIMEM algorithm as described in the literature 

[50], and shown in Figures 4.2 and 4.3, has been implemented in Common Lisp. This 

algorithm  was utilised with each of the four instance sets &om LDDB, SDD and HCDB. 

Individual cases were presented incrementally to the top level function. The following 

sections report how the algorithm performed with respect to the different data sets. The 

ensuing discussion assesses the strengths and weaknesses of the approach with reference 

to the dysmorphology domain.

Acrocephalosyndactyly and Skeletal Dysplasias Data Sets

The concept hierarchies generated by the Acrocephalosyndactyly (LDDB) data set and 

the skeletal dysplasias (SDR) data set are shown in Figures 4.5 and 4.6 respectively. 

Referring to Figure 4.5 (Network A .l), twenty-four cases (of a to ta l of twenty-eight) have 

been integrated into a classification network which comprises eleven concept nodes. The 

remaining four uncategorised cases have been stored at the root node (R). Table 4.6 lists 

the descriptions that have been generated at each node for Network A .l. Three nodes 

list permanent features for the respective concepts: N7, N8 and N9. The existence of 

permanent features on a node, which are established through incidence among the stored 

cases, implies (albeit in an informal manner) a degree of confidence in the predictability 

of these features for the node, i.e., they are prototypical for the node. Node N7 has 

successfully grouped all cases of Acrofacial Dysostosis with post-axial defects. All six 

features listed as permanent on Node N7, as well as the one non-permanent feature 

(ectropion of the eyelids ®) are listed as principal features of Acrofacial Dysostosis in 

Smith’s compendium. Key features listed in Smith’s book th a t are not evident in the 

concept description are: coloboma of the eyelids, hypoplastic ears, syndactyly of the 

digits, and accessory nipples. However, these anomalies are actually exhibited at least 

once amongst the cases stored at Node N7 (but not frequent enough to merit being made 

permanent).

Nodes N8 and N9 (including the sub-nodes N8.1 and N9.1) collectively group cases of 

Acrocephalosyndactyly. Craniosynostosis is listed in both these node descriptions. This 

would be expected of a concept that links cases of Acrocephalosyndactyly, as craniosyn-

'An eyersion of the eyelids.
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NI

N2

N3

N4

N5

N6

N7

N8

5754 Nager 
7312 Treacher Collins 
8967 Treacher Collins 
6566 Nager

4200 Pfeiffer 
5286b Pfeiffer 
5286c Pfeiffer

7877 Saethre-Chotzen 
5286a Pfeiffer

8175 Nager 
0005 Nager

7464 Saethre-Chotzen 
6150a Saethre-Chotzen

6638 Treacher Collins 
7031 Nager

6351 Treacher Collins 
7031 Nager

9605 Acrofacial Dysostosis with P.A.D. 
0004 Acrofacial Dysostosis with P.A.D.
0002 Acrofacial Dysostosis with P.A.D,
0003 Acrofacial Dysostosis with P.A.D.

7385 Saethre-Chotzen 
618717 Apert 
5462 Saethre-Chotzen

N8.1 ------------------
------------------  616929 Apert
------------------  564525 Apert

N9 ------------------
------------------  606067 Apert
------------------618717 Apert
------------------  0001 Pfeiffer

N9.1 ------------------
------------------  564525 Apert
------------------  6761 Apert
------------------  616929 Apert

Figure 4.5: Network A .l: Concept hierarchy generated by the Acrocephalosyndactyly 

data  set.
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NI

N2

N3

N4

N5

N6

N7

N8

N9

090-0258 Achondroplasia
091-0176 Hypochondoplasia
090-0005 Asphyxiating Thoracic Dystrophy
089-0052 Hypochondroplasia
092-0184 SEMD
088-0116 Asphyxiating Thoracic Dystrophy
091-0084 SEDC

N5.1

N6.1

N7.1

N9.1

N9.2

091-0035 Achondrogenesis D/Hypochondrogenesis
090-0122 Achondrogenesis U/Hypochondrogenesis

092-0080 Asphyxiating Thoracic Dystrophy 
091-0222 Thanatophoric without Kleeblattschadel

091-0162 SEMD
091-0096 SEMD

090-0009 SRP Type I/m
090-0197 Achondroplasia
092-0167 Hypochondroplasia

091-0250 SRP Type I/m

091-0156 SRP Type n  - Tentative
090-0009 SRP Type I/m

090-0225 SRP Type n
091-0215 Achondrogenesis n/Hypochondrogenesis

089-0180 SRP Type II - Tentative
091-0156 SRP Type II - Tentative

091-0222 Thanatophoric without Kleeblattschadel
092-0181 SEDC

091-0251 Achondroplasia
090-0197 Achondroplasia

091-0185 SEDC
092-0054 Thanatophoric without Kleeblattschadel

089-0135 SRP Type I/m

092-0054 Thanatophoric without Kleeblattschadel
091-0222 Thanatophoric without Kleeblattschadel

091-0161 Thanatophoric without Kleeblattschadel
091-0222 Thanatophoric without Kleeblattschadel

Figure 4.6: Network S.l: Concept hierarchy generated by the skeletal dysplasias data 

set.
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N o d e P e r m a n e n t N o n - p e r m a n e n t

N I
( fe e t  h a l ln x  b r o a d - h a l ln x )
(h a n d #  th u m b #  b r o a d - th n m b # )
( c r a n in m  c ra n ia l-# n tn re #  c ran io # y n o # to # i# )  
(ey e#  g e n e ra l  h y p e r te lo r ia m )
(n e u ro lo g y  g e n e ra l  n o r m a l - in te l l ig e n c e )  
( fo re h e a d  p r o m in e n t  f ro n ta l-b o # # in g )

N 2
( c r a n in m  c ra n ia l-# n tn re #  c ran io # y n o # to # i# )  
(eye#  g e n e ra l  h y p e r te lo r ia m )
(n e u ro lo g y  g e n e ra l  m e n ta l - r e t a r d a t io n )  
( fo r e h e a d  p r o m in e n t  f ro n ta l-b o # # in g )
(ey e#  r i# io n  # tra b i# m n # /g a a e -p a l# y )

N 3
(h a n d #  th u m b #  a b # e n t-o r -h y p o p la # t ic - th u m b # )  
( fa c e  m a la r - r e g io n  g a t- m a la r - r e g io n )
(ea r#  e x te r n a l- e a r#  lo w -# e t-ea r# )  
(e y e -# trn c tn re #  p a lp e b ra l-A # # n re #  
p a lp  e b ra l-f i# # n re # -# la n t-d o w n )
(e a r#  e x te r n a l- e a r#  p o # te r io r ly - r o ta te d -e a r # )  
( fa c e  m a n d ib le  # m a l l -m a n d ib le /m ic r o g n a th ia )

N4
( c r a n in m  c ra n ia l-# n tn re #  c ran io # y n o # to # i# )  
(eye#  g e n e ra l  h y p e r te lo r ia m )
( fo r e h e a d  # m all lo w - f r o n ta l -h a i r l in e )
(e a r#  e a r-c rn #  p ro m in e n t- e a r - c rn # )  
( fo r e h e a d  p r o m in e n t  w id e - fo re h e a d )

NB
(e y e - # tr n c tn r e #  e y e lid #  c o lo b o m a -o f -e y e lid # )  
(e a r#  h e a r in g  d e a fn e # # -n o n -# p e c if ic )
( fa c e  m a la r - r e g io n  A a t-m a la r - r e g io n )  
( e y e - a tr n c tn r e #  p a lp e b ra l- f ia a n re #  
p a lp e b ra l-A # # n re # -# la n t-d o w n )
( fa c e  m a n d ib le  a m a l l - m a n d ib le /m ic r o g n a th ia )

N 6
(e y e - a tr n c tn r e #  e y e lid #  c o lo b  o m a-o f-e y e lid # )  
(e a r#  e x te r n a l- e a r#  d y # p la # tic -e a r# )
( fa c e  m a la r - r e g io n  ë a t - m a l a r - re g io n )  
( e y e - a tr n c tn r e #  p a lp e b ra l- f ia a n re #  
p a lp e b ra l- f ia a n re # -a la n t-d o w n )
( fa c e  m a n d ib le  a m a l l - m a n d ib le /m ic r o g n a th ia )

NT
(fe e t  t o e i  a b i e n t - t o e t )
( h a n d i  f ln g e r i  a b ie n t - f in g e r i - o i - o U g o d a c ty l j )  
( n p p e i - l im b i  f o re a rm  b y p o p lam tic  o r  a b m e n t-n ln a )  
( o r a l - r e ^ o n  p a la t e  c le f t  p a la t e )
( fa c e  m a n d ib le  im a l l  m a n d ib l e / m ic r o g n a th ia )  
( fa c e  m a la r - r e g io n  f la t - r o a la r - r e n o n )

( e y e - a tr n c tn r e #  e y e lid #  e c tro p io n -o f -e y e l id a )

NS
( c r a n in m  g e n e ra l  b r a c h y c e p h a ly )
( fa c e  m a x i l la  b y p o p la # t ic - m a x i l la -e x c l-m a la r - r e g )  
( e y e - i t r n c t n r e i  p a lp e b r a l - f l i in r e i  
p a lp e b r a l - f l i in r e i - i l a n t - d o w n )
(eye#  g e n e ra l  h y p e rte lo r im m )
( fo re h e a d  p r o m in e n t  f ro n t a l - b o i t i n g )
( c r a n in m  c ra n ia l- s n tn r e #  craniomynomtomim)

N S .l
( c r a n in m  g e n e ra l  a c r o / tn r r i c e p h a ly )
( fa c e  g e n e ra l  f ia t - f a c e )
(h a n d #  fin g e r#  o # # e o n # -# y n d a c ty ly -o f-f in g e ra )
(ey e#  g e n e ra l  p r o m in e n t- e y e a - in c ln d in g - p r o p to a ia )  
(n o a e  g e n e ra l  # m a l l /# h o r t-n o # e )

NB
(eye# g e n e ra l  p r o m in e n t- e y e i - in c ln d in g - p r o p to i i i )  
(eye#  g e n e ra l  h y p e r te lo r i# m )
( fo re h e a d  p r o m in e n t  f ro n ta l-b o # # in g )
( c r a n in m  c ra n ia l-# n tn re #  c ran io # y n o # to # i# )  
( c r a n in m  g e n e ra l  b r a c h y c e p h a ly )
( c r a n in m  g e n e ra l  a c r o / tn r r ic e p h a ly )

N 9 .1
( fa c e  g e n e ra l  f ia t - f a c e )
( fa c e  m a x i l la  h y p o p la a t ic - m a x i l l a -e x c l -m a la r - r e g )  
( h a n d #  f in g e r#  o # # e o n # -# y n d a c ty ly -o f-f in g e ra )  
( e y e - a tr n c tn r e #  p a lp e b ra l- f ia a n re #  
p a lp e b ra l- f i# # n re # -# la n t-d o w n )
(n o ae  g e n e ra l  # m a l l /# h o r t-n o # e )

Table 4.6: Node descriptions for Network A .l.
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ostosis is a key hard anomaly that is known to exist in all the variations of this syndrome 

fcimily. Recalling Figure 2.6, which is derived from the London Dysmorphology Database, 

it cEin be seen tha t a key feature distinguishing Apert type Acrocephalosyndactyly from 

the other two syndromes is aero/ turricephaly This is reflected in the relative de

scriptions of N8 and N9, and also helps to distinguish the two cases of Apert tha t have 

formed Node N8.1. Overall, cases tha t would be expected to  be grouped together are 

(i.e., cases from the same higher order family as shown in Table 4.2). Cases of the three 

Acrocephalosyndactyly syndromes are grouped across Nodes N l, N2, N4, N8 and N9, 

whilst cases of Nager, Treacher-CoUins and Acrofacial Dysostoses with post-axial defects 

are linked by nodes N3, N5, N6 and N7.

Referring now to Figure 4.6, overall one can interpret a weaker performance by 

UNTMEM with respect to the concept hierarchy tha t has been formed. Seven cases 

remain unclassifled (and are stored at the root) zmd the remainder are grouped across 

fourteen concept nodes. Three nodes list permanent features in their respective concept 

descriptions: N6, N7 and N9. However, when comparing the actuzd diagnoses of cases 

stored at these nodes it can be seen tha t the grouping is inconsistent with the known 

family links between syndromes tha t are shown in Table 4.4. Whilst Network A .l suc

ceeds in grouping together cases of the same syndrome family. Network S .l lin k s cases 

from different dysplasia fam ilies. For example. Node N7 links an SEDC case with a case 

of Thanatophoric dysplasia. Referring to Table 4.4 it can be seen tha t these syndromes 

are from different higher order fam ilies.

Because the available data sets comprise cases of known diagnoses the relative per

formance of UNTMEM with respect to the different data sets can be represented in terms 

of the accuracy in which it groups cases. Figure 4.7 charts the mean group accuracy

factor {GAF)  for each of the four data sets when used with the UNTMEM program. The 

group accuracy factor {GAF)  reflects the combined accuracy for each diagnostic pairing 

on a concept node that stores two or more cases. A diagnostic pairing corresponds to  

a comparison of the actual diagnoses between two individual cases tha t are stored at 

the same concept node. Each case at a node is compared with all other cases stored at 

the same node. Thus, for a node with n stored cases there will be a to tal of (n — 1)! 

pairings. Each diagnostic pairing (P»j) is assigned a value which corresponds to  one of 

three possible conditions:

’a high and peaked/pointed skull.
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1. Both cases (t and j )  have the same actual diagnosis.

2. The actual diagnoses for t and j  are different and belong to different syndrome 

families.

3. The actual diagnoses of i and j  gire different, but belong to the same syndrome 

family.

2.0

GAF

1.0

S.l
0.0

C2.1C5.1A.1

- 1.0

KEY:

Concept Networks Generated with Data Sets:

A.l Acrocephalosyndactyly Data Set (LDDB)
S. 1 Skeletal Dysplasias Data Set (SDR)
C5.1 HCDB Data Set 1 (dup5)
C2.1 HCDB Data Set 2 (del2)

Figure 4.7: Mean GAF achieved by UNIMEM.

The group accuracy factor of a node is then calculated as the sum of each diagnostic

115



pairing across the node such that:

1.0 if t =  J

G A F  =  Pjj Pij = < -1 ,0  (4.1)

—0.25 if t 7  ̂j ,  but i A j E F  

The mean group accuracy factor is then given by:

G Â F  = ^^=1 (4.2)
n

where .F is a syndrome family, and n is the number of concept nodes in the network.

Figure 4.7 confirms tha t UNTMEM performs better, in terms of the average group 

accuracy, with the LDDB data set compared to the data set from SDR. The mean GAF 

for concept nodes in Network A .l is +1.38, compared to —0.125 for Network S .l. This

Addendum

The Group Accuracy Factor (GAF) has been created for this work as a measure for specific 

use with learning algorithms such as UNIMEM in domains in which data sets have already 

been categorised. Furthermore, the GAF is designed to account for inter-class and in tra

class linkages between grouped cases based on what is actually known to be their ‘correct’ 

classification.

to propagate to relevant cmid nodes ol IN, wnen determinmg u  a concept leaiure is 

frequent enough across the stored cases in order to  make it permanent at the relevant 

node, and in establishing sufficient similarity between two cases in order to create a new 

concept node. The corresponding parameters tha t control these processes are integer 

counts. The literature does not provide any recommendations for these levels. Rather, 

they cue noted as empirical thresholds. This makes sense when data sets can vary in 

the size of the case description, especially with regard to the thresholds tha t determine 

evaluation and generalisation. A generalisation threshold (i.e., the level, or count of 

matching features that determines tha t a new concept node should be created) may be 

set to a level tha t performs well with one data set. However, if it is used with a different 

data set that comprises cases with much larger descriptions (i.e., larger lists of features) 

then generalisation, i.e., the creation of new concepts, may be far more frequent and
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result in a much larger concept hierarchy (with much greater branching). A relatively 

low evaluation threshold will also be detrimental to algorithmic performeince with the 

second data set. The effect in this instance would be tha t evaluation would succeed too 

readily. This could cause a case to be linked to too many different concepts, which again 

increases the size of the network. One facet of incremental concept formation systems, 

mentioned in Chapter 2, is that they are designed to operate unsupervised. They are not 

guided in determining the size or number of concepts within the hierarchy. However, with 

UNIMEM the levels at which these three parameters are set does effectively control the 

size of the network, along with the construction of prototypical features on each concept. 

The fact tha t the diagnoses eire known for each data set has cdlowed the parameters 

controlling evaluation, generalisation and permanency to be set at levels which reflect 

the data to which the algorithm is applied. For instance, the network shown in Figure 4.5 

has been created with the following param eter settings:

• The Evaluation Threshold Et equal to  5. This count defines the least number of 

features with which the input case (I) must m atch the current node (N) in order 

for search to proceed to the relevant branch, i.e., the point at which the e v a lu a te  

function would be called (see Figure 4.2).

• The Generalisation Threshold Gt equal to 5. This level defines the number of 

matching features required in order to abstract a new node from the input case and 

an instance stored within the network.

• The Predictability Threshold Pt equal to 3. This number effectively defines how 

many stored instances must have a particular feature in order for that feature to 

be made permanent on the parent node description (or concept).

Thus, by adjusting these scores the depth smd breadth of the resulting network can 

be varied along with the concept descriptions (in terms of what features are made perma

nent). An importzmt consideration, therefore, when choosing these scores is the size of 

the case descriptions. The mean number of case features listed for the Acrocephalosyn

dactyly set is 9.21 (maximum =  13, miniminn =  6). This value is 29.29 for the skeletal 

dysplasias set and is, thus, significantly larger (maxmum =  55, minimum =  7). The 

network shown in Figure 4.6 is generated with the values: Et =  13, Gt =  15, and Pt = 3. 

The difference in the mean size of case descriptions between the LDDB set and that
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of SDR reflects a difference in approach when recording individuzil patient records (and 

converting to a computerised format). The LDDB cases are described in terms of rel

atively significant features, whereas the SDR cases incorporate many more occasional 

features. This factor does have cin effect on the performance of UNIMEM which assumes 

that significance is (merely) proportional to  frequency. As nodes are generated only by 

counts of matching features, without any knowledge of feature salience (diagnosticity), 

the formation of accurate concepts (with respect to the known diagnoses) becomes more 

difficult when a case description incorporates many features of low importance. This 

expladns why cases &om different syndrome families are grouped together more readily in 

Network S .l. Because feature diagnosticity is not involved in the evaluation of similarity 

between cases and concepts, links can be formed between cases based on features of low 

diagnostic importance. The practical implication of this is tha t to generate hierarchies 

of approximately the same breadth and depth of what is known to actually be correct, 

the system parameters must be adjusted to reflect the granularity of the data set under 

investigation. Thus, in this sense, the UNTMEM program really is supervised.

Chromosomal Abnormality Data Sets

The param eter settings for the chromosomal abnormality data sets were kept the same as 

those for the Acrocephalosyndactyly cases (as cases from HCDB are consistent with the 

LDDB format). The dup(5) data set generated a to tal of 31 concept nodes (including 3 

sub-nodes) against which 58 individual cases are stored &om the to tal of 77. Six of these 

cases are linked to more than one node (see Figure 4.8). The d e l (2) data set generated 

a to tal of 35 concept nodes (including 4 sub-nodes), with 57 of the 72 cases linked to 

concept nodes (4 cases are located at more than one node). This network is shown by 

Figure 4.9.

The majority of nodes within both these concept networks have been formed by two 

matching cases, and so do not have permanent features listed in the concept description. 

Thus, it may be concluded tha t, overall, these concepts are generally weaker than those 

generated with the non-chromosomal cases. However, the networks generated with the 

UNTMEM algorithm suggest some linkage between cases with the same chromosome 

beinding defect. In Network C5.1 (Figure 4.8) Node N21 stores four cases denoted by 

the banding defect (q33—̂ q te r) , and has a child node (N21.1) formed by 2 cases, one 

of which is also denoted by this specific chromosomal abnormality. The description of
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(19 Cases Uncategorised)

Nl -------------------:___________  dup(5)(q22->23)
dup(5) (q33->qter) case 76

N2_____________ :___________  dup(5) (qll->ql5) _
dup(5) (q33->qter) ^  case 76

N3 . " " " "  dup(5) (q33->qter) ' ' case 76
dup(5) (q21->q23) 
dup(5) (q21->q23)

N4 -------------------------------------------------------------  dup(5) (pter->pl5) & dup(8) (2 Cases)
N5 ___________  dup(5) (ptcr->pl3)

dup(5) (pl5->pl3)
N6 -------------------:___________  dup(5) (q35->qter) & del(5) (ptcr->pl5) ^  case 65

dup(5) (q31->qtcr) &dup(14) (pter->qll). ^7
N7 ___________ :___________  dup(5) (q32->q35) c a seo /

dup(5) ^15->pl3)
N8 :___________  dup(5) (pl5->pl3)

dup(5) (q33->qter) & del(8) (pter->p23)
N9 -------------------------------------------------------------  dup(5) (qll->ql3) (2 Cases)
NIO ___________ dup(5) (qll->q22)

dup(5) (q35->qter) case 52
N i l -------------------:___________  dup(5) (ql5->q31)

dup(5) (q35->qter) " case 52
N12 :___________  dup(5)(pter->pl3)

dup(5)(q31->qtcr)
N13 :___________  dup(5) (q31->qter) &dup(14) (pter->qll) case 67

■ ZZZ dup(5)(ql3->31)
N14..........................   .. dup(5) (ql3->q22) (2 Cases)

N14.1 ___________ :____________  dup(5) (q35->qter) •••••>► case 52
dup(5) (q35->qter) & del(5) (pter->pl5) •••••>“ case 65 

N15 ____________ dup(5)(pter->pl3)&dup(14)(q31->qter)
  ~  (q31->qter) (q3i.>qter) (2 cases)' ' ' ^  case 37

2^27 dup(S)(q31->qter) (2 cases)
N18 ....................................................... dup(5)(q31 ->qter) (2 cases) case 37

N18.1   dup(5) (q33->qter) &del(5) (pter->pl5)
dup(5) (q35->qter)

N19-------------------:___________  dup(5) (q31->qter)
dup(5) (q33->qter) & del(8) (pter->p23). . . .  ^

N20 dup(5) (q33->qter) & del(8) (pter->p23)
dup(5) (q33->qter) & del(8) (pter->p23) ^  case 33

N21  ........... ......................................................  dup(5) (q33->qter) (4 Cases)
N21.1_____________:____________  dup(5) (q34->qter) & del(6) (q27->qtcr)

dup(5) (q33->qter) 7^
N22 :___________  dup(5) (pter->pll)

dup(5) (pter->pl3)
N23 :___________  dup(5) (pl5.3->pl2)

. dup(5) (pter->pl3)
dup(5) (pter->ql3) & del(15) (pter->ql3)

N24 dup(5) (pter->pl3) (2 Cases)
N25 — — — — dup(5) (pter->pl 3) & del(9) (pter->p22) (2 Cases)
N26 dup(5) (pter->pl3) (4 Cases)
N27 :___________  dup(5) (q33->qter)

' dup(5) (pter->pl3)
N28 " dup(5) (pter->pl3) (2 Cases)

F ig u re  4 .8 : N e tw o rk  C 5.1: C o n cep t h ie ra rc h y  g e n e ra te d  b y  cases w ith  a  d u p lic a tio n  in  

th e  n u m b e r  5 ch ro m o so m e (77 cases).
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R
(15 Cases Uncategorised)

NI ------------------------------------------------------------  del(2) (q32->q33) (2 Cases)
N2 ___________ :___________  del(2) (q37->qter)

del(2) (q37.1->qter)
N3 ___________ :___________  del(2)(q31->q35)

------------------  del(2)(q31->q33)
N4 ___________  del(2) ^ter->p23)

------------------  dcl(2) (q24->q31) ..........► case 64
N5 ___________ :___________  del(2) (q33->q36)

N 6 ------------------  - ^ - « 4

N7 ------------------ :___________ ....................................... c a se64

N8 ------------------ :___________ ....................................... ■►case64
------------------  del(2)(q24->q31)  ► case6 4

N9 ___________ :___________  del(2) (q34->qter) & dup(2) (ptcr->p24)
------------------  del(2)(q31->q33)

NIO----------------- -------------------- del(2) (q32->33")----  (q31->q33) (2 Cases) Case 56, case 57
Z Z ZZ^ZZZ: dcl(2) (pter->p24) case 57
------------------  del(2)(q31->q33)

N12------------------ :___________  del(2) (q37->qter) & del(6) (q27->qter)
------------------  del(2) (q34->q36)  * ^case4 7

N13------------------ :___________  del(2) (q32->q34)
------------------  del(2) (q34->q36) ..........►  casC 47

N14-------------------------------------------------------------  del(2)(q37->qter)&dup(14)(q31->qter) (2 Cases)
N15------------------ :___________  del(2) (q31->q33)

------------------  del(2) (q32->q34)
N16------------------ :___________  del(2) (ql3/14->q21)

del(2) (ql2->ql4)
N17------------------ :___________  dcl(2) (q23->q24)

------------------  del(2) (q24->q31)
N18------------------ :___________  dcl(2) (q22->q31)

------------------  del(2) (p25->p23)
------------------ del(2) (p25->p23)

N19.1 ------------------:___________  del(2) (p25->p23)
  del(2) (q24->q31)

N20------------------ :___________  del(2) (q31->q33)
------------------  del(2) (ql2->ql4)

N21 :___________  dcl(2) (q33->qter)
' ~ del(2)(q24->q31)

------------------  del(2) (q24->q31 )
^  -  del(2) (q24->q31 )

del(2)(q31->qter)&dup(10)(q24->qter) 
del(2) (q31->q33)

N23------------------ :___________  del(2) (ql3/14->q21)
------------------  del(2) (q23->q24)

K 9 4 ,-̂---------------------- ------------------  del(2) (q35/36->qter)
N24.1---------------------:___________  del(2) (q23->q24)

........................ del(2)(q24->q31)............► casc6 4
N24.2 ------------------:___________  del(2) (p25->p23)

........................ del(2)(q24->q31)............
N25------------------ :___________  del(2) (pl5->pl3)

del(2) (q35/36->qtcr) .......... ^  i o
N26____________:___________  del(2) (q34->q36)  ̂®

------------------  del(2) (q35/36->qter)  *^case 18
N27------------------------------------------------------------  dcl(2)(q31->q33) (2 Cases)
N28------------------------------------------------------------  del(2) (q31->q33) (3 Cases)
N29------------------ :___________  del(2) (q23->q34) MOSAICISM

___________ ____________ del(2)(q21->q24)
■■ -    dcl(2)(q31->q33) (2Cases)

N31____________:___________  del(2) (Q24-XJ31)..........^ _______ (q24->q31) (2 Cases)

N19

__________ ..................................- c a s e W
--------------------- del(2) (p25->p23)

del(2) (pter->p23) & dup(5) (q31->qter)

Figure 4.9: Network C2 .1 : Concept hierarchy generated by cases with a deletion in the 

number 2 chromosome (72 cases).



Node N21 Perm anent Features Stored Case Features

(neurology general m ental-retardation) 
(abdom en general inguinal-hemia)
(teeth  general enamel-abnormalities)
(teeth  general dental-caries)
(m outh philtrum  sim ple/absent-philtrum ) 
(m outh philtrum  long-philtrum)
(nose nasal-tip bulbous-nasal-tip)
(nose nasal-bridge high/prom inent-nasal-bridge) 
(nose alae-nasi thick-alae-nasi)
(eyes vision strabism us/gaze-palsy)
(forehead small short-forehead)
(stature short short-stature-proportionate)

(build build-obese truncal-obesity)
(build build-thin low-birth-weight-;-3rd-centile) 
(thorax heart ecg-abnormality/conduction-defects)

(ears extem al-ears dysplastic-ears)
(thorsoc heart ecg-abnormality/conduction-defects) 
(lower-limbs hip perthes/  dysplastic-hip )
(feet general small-feet)
(feet general wide-feet)
(neurology general seizures/abnormal-eeg)
(skin general eczema)
(build build-thin low-birth-weight-|-3rd-centile)

(hands fingers brachydactyly)

(build build-thin low-birth-weight-;-3rd-centile) 
(cranium  general microcephaly)
(upper-limbs elbow limited-movement-elbow)

Table 4.7: Description of Node N21 in Network C5.1.

Node N2 1  only comprises permanent features and is shown in Table 4.7, along with the 

individual case descriptions. In Network C2 .1  three nodes list permanent features in 

their concept descriptions: Nodes N24, N30 and N31. However, none of these nodes 

demonstrate a dear grouping of cases with the szime banding defect. Node N28 does link 

three cases with the same banding defect (q31—̂ qter), but does not list any permanent 

features in its concept description.

Referring to Figure 4.7 it can be seen tha t both  these networks have a mean group

accuracy factor {GAF) tha t is greater than tha t achieved with the SDR data set (but 

lower than tha t of the LDDB data set). The network generated by cases with a dupli

cation in the number 5 chromosome (denoted C5.1 in Figure 4.7) has a G A F  of 4-0.596, 

whilst the network generated by cases with a deletion in the number 2  chromosome has

a G A F  of 0 .0 . A number of factors must be considered when evaluating the performance 

of UNIMEM with the cases denoted by chromosomal abnormalities. These data sets are 

aU of the same disease family. Thus, when two cases m atch (have the same banding 

defect) the contribution to the G A F  is 4 -1 -0 . If they do not match, then the negative 

contribution is only —0.25. A negative contribution of —1 .0  does not occur with the 

chromosomal data sets. However, these data sets are much larger, and case descriptions
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have greater variance. The maximum nmnber of listed features for a case in the dup(5) 

set is 28, and the minimum is 2  (the mean is 15.14). For the d e l (2 ) set the metximum 

number of features is also 28, the minimum is 5 and the average is 17.43. Furthermore, 

these are not prepared data sets. When the non-chromosomal cases for these experiments 

were being compiled, the physician specifically selected cases tha t were known to group 

according to known (or related) syndromes. The two data sets &om HCDB consist of all 

the cases with either dup(5) or d e l ( 2 ) chromosome defects listed in the database. That 

is to say, there has been no pre-selection of desirable data. As well as having greater 

variation in case descriptions, these data sets carry greater environmental noise. It was 

noted in Chapter 1 that chromosome analysis is not perfect, and cases stored in HCDB 

are labelled according to what a human expert sees through a microscope. The accuracy 

of the recorded banding defects is not, therefore, considered perfect [8 8 ].

4.5 D iscussion

In order to assess the relative strengths and weaknesses of a CBL model such as UNIMEM, 

particulzirly with respect to  the designated domain, the first question tha t needs to be an

swered is “what the above experiments actually demonstrate?” The application of CBL 

as described above facilitates two essential facets of a CBR system. Firstly, the network 

that is generated &om the input (the case data set) is essentially an organised case-base, 

i.e., it is a database of cases and prototypical concept nodes (or generalised cases) that 

map onto syndrome entities. Secondly, the sdgorithm tha t formed the concept hierzu'chy 

Eilso constitutes a (case-based) diagnostic reasoner. That is to say, it can be utilised to 

retrieve similar objects from the case memory. To illustrate this, consider Network A .l 

(Figure 4.5), generated from the Acrocephalosyndactyly data set with param eter settings: 

Et =  5, Gt =  5 and Pt =  3, and a new case comprising those features listed in Table 4.8. 

To process the new case, the top-level function is invoked and search commences at the 

root node (see Figure 4.10). The program sorts through each child node of the root 

evaluating with two concepts: N l and N9. The new case matches Node N l on five fea

tures: craniosynostosis, frontal-bossing, hypertelorism, broad thumbs and broad hallux. 

The remaining three features are compared with the three instances (or cases) stored at 

N l, however, there is insufficient similarity to generalise a new sub-node (as Gt =  5). 

Thus, the new case is stored at N l, and is constructed with the discriminative features:
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(eyes general hypertelorism)

(forehead prominent prominent-forehead/ frontal-bossing) 

(cranium cranial-sutures craniosynostosis)

(cranium general brachycephaly)

(créinium general acro/turricephaly)

(feet hallux broad-hallux)

(hands thumbs broad-thumbs)

(neurology general dementia)

Table 4.8: Hypothetical case with craniosynostosis.

brachycephaly, aero/ turricephaly and dementia. Node N l is then returned to indicate 

where in the network the new case has been stored, which implies a classification. As the 

concept node N l maps to  a theoretical syndrome description, the returned location, or 

classification, provides a potential diagnosis. Similarly, the new case matches Node N9 

on five features: craniosynostosis, aero/ turricephaly, brachycephaly, frontal-bossing and 

hypertelorism. Again this leaves three features of the new case to compare with Node 

N9.1 and the cases stored at Node N9, which does not prove sufficient for generzdisation 

to take place. Thus, the new case is also stored at Node N9, but in this instance the 

new case is constructed with the features: broad hedlux, broad thumbs emd dementia. 

Following comparison with all the nodes linked to the root, the input case is matched 

with each of the four unclassified instances (5754, 7312, 8967 and 6566). However, none 

of these m atch on enough features with the new case in order to  create a new concept 

node.

The program, therefore, returns two concepts corresponding to two locations (or 

diagnoses) within memory at which the new case may be stored. Furthermore, this search 

has been confined by the sorting procedure (unlike LDDB which compares each syndrome 

record with the index). If the system is to be employed in a case-based reasoning mode 

only, then the locations, or the actual objects returned, are all th a t is required to enable a 

differentisd diagnosis. However, the algorithm described operates in a case-based learning 

mode so it actually stores the new case and updates the relevant category information. 

The revised concept description for nodes N l and N9 Eire shown in Table 4.9. Node N9 

has not changed (matching features were already perm anent), however, the predictability 

scores for each of the non-permanent features that matched with the new case on Node
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New

(N1,N9)

4200
5286b
5286c

(cranium general brachycephaly) 
(cranium general acro/turricephaly) 

(neurology general dementia)

new case created at Nl

new case created at N9

(feet hallux broad-hallux) 
(hands thumbs broad-thumbs) 
(neurology general dementia)

606067
6761
616929

Figure 4.10: Diagnostic search with Network A .l,
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Node Permanent Non-permanent

N1
(feet hallux broad-hallux)
(hands thumbs broad-thumbs)
(cranium cranizd-sutures craniosynostosis) 
(eyes general hypertelorism)
(forehead prominent frontal-bossing)

(neurology general
normal-intelligence)

N9
(eyes general prominent-eyes-including-proptosis) 
(eyes general hypertelorism)
(forehead prominent frontal-bossing)
(cranium cranial-sutures craniosynostosis) 
(cranium general brachycephaly)
(cranium general acro/turricephaly)

Table 4.9: Revised node descriptions for Network A.I.

N1 have been incremented, causing the predictability threshold (P* =  3) to be reached. 

Thus, Node N1 has a revised concept description.

To summarise, the CBL model described above provides a basic case-based system 

that Ccin perform default reasoning (through object retrieval), and can autom ate learning 

(through category revision). Furthermore, reasoning involves confined search with an 

associated similarity zissessment, albeit simplistic. It has not been too difficult to map 

these processes to real world activities in dysmorphology as indicated by Table 2.4 of 

Chapter 2 . However, by mapping the UNIMEM algorithm to the real world, weaknesses 

generic to this type of CBL model are exposed.

4.6 A Critique o f U N IM EM

The non-uniformity of case descriptions has already been noted as a key problem within 

dysmorphology. The above experiments corroborate this fact. It was shown tha t the 

general level of detail of case descriptions can be influential in system operation. As sep

arate, consistent data sets were employed (i.e., case descriptions were consistent within 

each data set), the practical implications were merely to  adjust the various system pa

rameters. However, these laboratory conditions would be unlikely in the real world where 

a great deal of variation in case descriptions could be expected. Furthermore, cases would 

be analysed by experienced specialists who would be able to distinguish abnormalities of 

diagnostic signiflczmce. The CBL model described so far does not have this capability.

This leads to another aspect of UNIMEM (and models of concept formation in gen

eral) which does not map well with dysmorphology. The learning process involved with
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UNIMEM has a goal of establishing its own model of diagnosticity, based on frequency. 

Those features made permanent on a concept, derived purely from incidence within the 

stored population, are intended to assign a level of certainty to  a node [50]. That is to 

say, they imply prototypicahty within the concept, which can be construed as a type of 

feature szdience. Again, it has already been noted tha t in dysmorphology the relation

ship between diagnosticity and frequency is tenuous, and can certainly not be assumed. 

Furthermore, even though this informal implication of diagnosticity is derived through in

cidence, the sahence of individual features is not involved in any assessment of similarity. 

This is still performed by a simple count of the overlapping features.

An im portant aspect of dysmorphology that UNIMEM does exhibit is tha t an indi

vidual case may be linked to more than one category. In a purely reasoning mode, finding 

more than one location within the case-base promotes a possible differential diagnosis. 

However, UNIMEM automatically integrates each new case and updates the relevant cat

egory information. A result of this is tha t one individual case may be physically stored at 

more than one location in memory, and is only comprised of features tha t do not m atch 

the parent node. Also, it may be stored in terms of different features depending on how it 

matches with each parent node (as the above example demonstrates). These actions are 

typical of a discrimination algorithm tha t assumes hierarchical top-down seeirch. How

ever, these mechanisms are not intuitive within dysmorphology. This is demonstrated 

in the extreme by Case 0003 (see Figure 4.5), which is stored at Node N7 in Network 

A.I. The actual list of dysmorphic features for Case 0003 comprises a conjunction of the 

permanent and non-permanent features listed for Node N7 (a to tal of seven features). 

Consequently, Case 0003 has actually been created and stored with no specific features 

(a link is in place to show that the case exists, but there are no further distinguishing 

features other than those on the node description). In the real world, physicians are not 

restricted by hierarchical top-down search when looking for a potential diagnosis. Gestalt 

recognition may prompt an expert to select a specific case directly from memory, without 

2uiy (conscious) search. Furthermore, in a situation such as this, it is difficult to imagine 

that a case description would not be retrieved in its entirety. That is to say, it would not 

be analysed only in terms of those smomalies that are distinctive from the syndrome with 

which it is associated, and the relevant medical record would document all the dysmor

phic features of the case. Also, an individual patient would be documented only once, 

more than likely by the examining physician. Even if the child showed similarity to more
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than one syndrome category, which would be noted, the malformation pattern would not 

be recorded at more than one (categorical) location in terms of different set of anomalies.

Another weak aspect of CBL models such as UNIMEM is tha t the order in which 

individual cases are presented can affect the structure of the resulting concept network 

Referring back to Figure 4.5 and Table 4.6, Node N7 does not have the feature (e a rs  

e x te m a l- e a r s  d y s p la s t ic - e a r s )  within its concept description. However, of the four 

instéinces stored below Node N7, three cases do have this feature listed in their description 

(9605, 0004 and 0002). As the predictability threshold, is equal to 3, this anomaly 

would be expected on the concept description. However, it is not, and this is due to  

the order in which the cases were processed. Node N7 was initially created with the 

overlapping features of Cases 0002 and 0003. As Case 0003 does not have dysplastic 

ears this feature was not abstracted to  the concept description. In the UNIMEM model, 

predictability is only incremented on the node description, not on the cases stored below 

it. Furthermore, once a node description is created, features may only be deleted (if 

the predictability becomes too low), they cannot be added. In the real world, when a 

syndrome description (which would have been abstracted from a number of individual 

cases) is under scrutiny due to new evidence (&om a newly presented case) both  the 

syndrome description, and those of the cases already associated with it, would be taken 

into consideration. That is to say, the revision of the syndrome prototype would not 

merely involve analysis of the new case and the syndrome description, it would also take 

into account previous diagnoses. Thus, the ordering of individual cases does not have an 

impact on syndrome descriptions.

4.7 Conclusions

The key process in the operation of UNIMEM is similarity assessment. There are two 

types of similarity assessment tha t control UNIMEM's performance: evaluation and gen

eralisation. Evaluation compares a case to  a node, and generalisation matches a case 

with a case. Both types of m atch are performed by counting the overlapping features 

between the two entities. UNIMEM does not account for the relative significance, or 

salience, of individual features with respect to its similarity assessment. An indication

^°Lebowitz points out that ordering can result in similar, but non-identical concept hierarchies, although 

over time, and with suiRdent data the effect is not strong [50].
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of prototypicality for individual features, with respect a concept description, is derived 

jfrom their incidence across the cases that are grouped at the concept node. This does 

not, however, generate a measure of feature salience for use within future assessments of 

similarity.

Ultimately, the performance of the UNIMEM algorithm (as with any instance-based 

learning algorithm) relies on its model of similarity assessment. If the program is to  ac

curately group cases (i.e., achieve correct grouping according to  category membership), 

and form useful concepts (in which category information is sufhcient to distinguish a 

concept and classify relevant cases accordingly) based purely on the frequency of indi

vidual features across its training set, then it would be desirable that the training set 

be sufficiently large and described in a consistent or uniform manner. Unfortunately, 

the dysmorphology domain does not usually provide this type of environment. Dysmor

phology is inherently noisy, incomplete and recorded cases are generally not uniform in 

their descriptions. Furthermore, it cannot be assumed tha t the salience, or diagnosticity, 

of specific abnormalities is directly proportioned to their incidence amongst the general 

population. Thus, the similarity assessment performed by UNIMEM, as it stands, is not 

adequate to achieve high levels of accuracy with cases of dysmorphic syndromes. If, how

ever, the similarity assessment performed by the UNIMEM program could be extended 

in order to utilise known diagnostic significance, rather than merely attem pting to  derive 

such knowledge through incidence, then perhaps its performance could be improved with 

respect to  cases of dysmorphic syndromes. Fortunately, domain knowledge of this type is 

available. The following chapter describes an enhanced version of the UNIMEM program 

tha t incorporates a domain model of diagnostic significance. This is used to extend the 

similarity functions of the algorithm, and ultimately improve on its perfbrmzmce with 

respect to the data sets of chromosomal and non-chromosomal syndrome cases. Con

sequently, the extended UNIMEM model improves on its original design. W hilst these 

experiments are dedicated to the field of dysmorphic syndromes, the enhanced version of 

the program provides a fairly generic improvement on the original version. A strength 

of the UNIMEM program is that its functionzdity is very modular, so tha t an extended 

similcirity model can be incorporated without altering the m ain algorithm. Also, the 

diagnostic model (which has been acquired from the workers of LDDB) provides an 

independent body of knowledge. The revised similarity functions utilise this domain de

pendent knowledge to perform evaluation and generedisation, however, provided that a
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relevant domzdn model is available, then the extended version of the program could be 

used within any applicable held.

4.8 Sum m ary

• The UNIMEM algorithm can be linked to both  case-based reasoning and incremen

ta l concept formation. Certain facets of the algorithm are desirable with respect 

to the dysmorphology domain. Firstly, it generates and operates with graph struc

tures and so can classify an individual case beneath more than one category. Also, 

its basic matching operator is polymorphic, i.e., the similarity between two entities 

need not be exact in order for matching to  succeed.

• The UNIMEM algorithm provides a model of case-based reasoning and learning. Its 

operation implicitly works in a classihcation case-based reasoning mode by search

ing the case-base for the best location at which to  store a new case, whilst effectively 

establishing which cases in the case-base (including generalised cases, or prototypes) 

are most similar to the input. Furthermore, it automatically reorganises the cate

gory structure of the case-base each time a new case is integrated within it. Thus, 

UNIMEM performs automated case-based leziming.

• The performance of UNIMEM can depend on a number of factors including the 

accuracy and level of detail of case descriptions. Added to  this, the operation of 

the program can be empirically guided through the selection of param eter values.

• The UNIMEM model does not map perfectly with some aspects of the dysmorphol

ogy domain. For instance, the prototypicality of features on a concept is directly 

proportional to frequency, cases are only stored in terms of their distinguishing 

features (and can actually be stored more than once with different descriptions), 

and a global hierarchical category structure is assumed.

• The similarity assessment performed by the UNIMEM program is limited. Match

ing is performed merely in terms of overlapping feature counts, and does not in

volve individual feature salience. The performance of UNTMEM, with respect to 

data from the dysmorphology domain, could be improved by extending its model 

of similarity assessment to include the diagnostic significance of individual abnor-
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malities. A diagnostic model has been made available (from LDDB) and provides 

the platform for an enhzmced version of the program.
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C hapter 5

Integrating D om ain K now ledge  

w ith in  th e CBL M odel

5.1 Introduction

It was dem onstrated in the previous chapter that the UNIMEM algorithm calculates the 

predictability of individual features within a node description according to the incidence 

of the features across the set of cases stored at the node. Once a specified frequency 

is achieved, a feature is made permanent on the node, implying tha t the feature is pre

dictable for tha t concept. The strength of a concept is thus imphed by the existence 

of permanent features in its description. Thus, the permanency of a feature implies its 

sahence with regard to the relevant concept, which can in tu rn  be construed as an indica

tion of diagnostic strength. Permanent features constitute strong evidence for a match. 

However, no additional weight is assigned to permanent features during the matching 

process. Permanent features are merely fixed to the relevant concept. Their predictabil

ity score does not alter and there is no specific indication of individual feature sahence. 

There is a mapping here with the syndrome descriptions stored in LDDB. The dysmor

phic features hsted for a syndrome do not have an indication of their individual diagnostic 

significance with respect to the syndrome. This is dehberate because syndromes can be 

based on a smaU number of individual cases. Perhaps over time sufhcient information will 

become available to eJlow diagnostic indicators within syndrome descriptions. However, 

the UNIMEM model would stiU not create a scale of diagnosticity across different node 

features even if many cases were available. Therefore, whilst UNIMEM does imply the
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strength of a concept it does not specifically generate a model of diagnostic significance.

Referring once more to the dysmorphology domsdn, in which diagnostic significance 

clearly plays an im portant role in similarity assessment, the UNIMEM algorithm, as it 

stands, has an obvious weakness. It does not distinguish between hard, soft and occa

sional abnormalities during evaluation and generalisation. Rather the algorithm relies 

purely on param eter settings (which relate to frequencies), or counts, a wesdcness clearly 

dem onstrated when UNIMEM is applied to  the SDR data set (described in Chapter 4). 

This chapter analyses an enhanced version of the UNTMEM algorithm which incorpo

rates a domain model of diagnostic significance, eind which demonstrates an improved 

performance with respect to the experimental data comprising non-chromosomal and 

chromosomal disorders.

5.2 The LDDB M odel o f D iagnostic Significance

The earlier description of LDDB noted tha t it has a master list of over 1 2 0 0  dysmorphic 

features grouped by clinical regions. It was also stated tha t no indication of diagnosticity 

is associated with individual abnormalities, and that the selection of a useful boolean 

combination of features (in order to  form an index to the database) is a function left to an 

experienced physicism. There has been some work, however, dedicated to the assignment 

of ‘diagnostic indicators’ to the m aster list. These are pointers to the salience of each 

specific anomaly in the m aster list and correspond to its relative diagnostic strength 

across aU known syndromes. This has been done in order to increase the scope of LDDB 

so tha t less experienced physicians will be able to refer to  the diagnostic pointers when 

selecting an index. Ultimately this will assist in establishing a differential diagnosis. 

These diagnostic assignments have been compiled for future versions of LDDB.

The representation of feature significance in LDDB is straightforward. Each feature is 

assigned an integer value ranging from 1 to 4. These integer values represent a diagnostic 

scale of significance. It is im portant to  note tha t the actual values (i.e., 1 to  4) do not 

correspond to relative diagnostic strength. The integer values are merely a convenient 

representation for a scale comprising four levels (for instance, an alternative represen

tation comprising the alphabetical characters a, 6 , c, d could have been used). Features 

with an associated scsde vsdue of 4 correspond to hard anomalies th a t constitute good 

indexes in LDDB. Features with an associated scale value of 3 are secondary features
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tha t, alone, would not meike a good index. However, one or two of these features com

bined with a hard anomaly may form a good index. Alternatively, a sufficiently large 

group of secondary features may constitute a good index. Features with a an associated 

scale value of 1 or 2  do not make good indexes in LDDB (these correspond to  common 

or occasional features ^).

The assignment of these four diagnostic levels is not a perfect representation of diag

nostic significance. The tenuous correlation between incidence and diagnostic im portance 

still exists. In LDDB’s mode of operation, the ranking of features is designed with an 

emphasis on selecting good indexes rather thsin a specific coding of diagnostic power for 

a general assessment of similarity. Thus, the four levels of significance reflect indexing 

power rather than diagnostic weight (e.g., m ental retardation has an associated value 

of 2 ). Generally, however, hard features (i.e., those with a scale value of 4) do consti

tu te  anomalies of high significance, and whilst not ideal, the assigned levels do provide a 

readily accessible zmd simple form of domain knowledge.

5.3 T he W -U N IM E M  A lgorithm

W ith the availability of a diagnostic model, the UNIMEM functions tha t perform eval

uation and generalisation can be modified in order to take into account the diagnos

tic significance of individual abnormalities rather than simply counting the number of 

matching features. Evaluation of whether or not a case sufficiently matches a node in 

order for search to propagate to the relevant sub-nodes is controlled by the param e

ter Et- This count is assessed by a function tha t decides whether or not there sure too 

few matching features for the e v a lu a te  function to be invoked (see Figures 4.2 and 4.3 

in Chapter 4). When a new case enters the system, it wiU first be compared with all 

the top level concept nodes, i.e., the child nodes of the root, followed by a comparison 

with unclassified instsmces. In terms of dysmorphology nomenclature, these top level 

conceptual categories refer to either syndromes or syndrome families tha t are distin

guished by a pattern  of principal features. A successful evaluation, or a positive m atch 

between a new case and a concept node, should be one in which the new case exhibits 

a satisfactory number of these principal abnormalities. W ith respect to the domain

^This representation is not unlike that of GENDIAG in which three levels are defined. However, in 

GENDIAG only features of the highest level are employed as indexes.
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model of LDDB, principal features are those tha t have an associated scale value of 3 

or 4. Thus, the evaluation of whether a new case matches a node in the network can 

be based on those features tha t m atch with an associated score of 3 or more, rather 

than a general count of all matching features. For example, consider Node N7 of Net

work A .l shown by Figure 4.5 and described in Table 4.6 of Chapter 4. According 

to the domain model, two of the listed anomalies carry the highest diagnostic weight 

denoted by the scale value 4: hands f in g e r s  a b s e n t- f in g e r s -o r -o l ig o d a c ty ly  and 

upper-lim bs forearm  h y p o p la s t ic -o r-a b se n t-u ln a . It is feasible th a t a case could 

m atch Node N7 on both these features yet fail to  evaluate with the concept if the eval

uation threshold, is not reached. However, in the real world, any syndrome tha t 

matched a patient on these two anomalies would certainly be considered, a t least in the 

initial stages of the investigation. Thus, with the CBL model such an evaluation should 

really succeed. This is achieved by modifying the e v a lu a te  function to  take into account 

the associated diagnostic weight of individual features rather than  merely counting the 

overlap between the case and the node.

The modified evaluation condition is defined by equation 5.1. Two new param eters 

are introduced: VF4 , an integer value corresponding to the weight assigned to a feature 

listed within the set of hzird abnormalities (denoted by S 4 , and which corresponds to 

those features with an associated scale value of 4), and W3 , which is the equivalent 

weight assigned to secondeiry features (where Ss is the set of secondary features, i.e., 

with a significance value of 3) The condition defined by equation 5.1 requires tha t the 

combined associated weights assigned to matching features with scale values of 3 or 4 is 

greater or equsd to the evaluation threshold Et- Thus, the actual weights th a t are used 

in this calculation are those assigned to W 4  and W3 .

i€H

W 4 i f t € 5 4

Ws if t e  5 3  (5.1)

0  otherwise

Referring to the previous example of Node N7 in Network A .l, which lists two features 

from the set of hard anomalies 5 4 , even if these two features provide the only overlap with 

a case description, in order to be consistent with real-world procedures, these features

^The signiilcance between hard features and secondary features is far greater than the corresponding 

scale values 4 and 3. It is important to note that these values are not themselves meant to suggest 

comparative diagnostic weight.
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should provide sufficient diagnostic weight for evaluation to  succeed. Thus, a general 

guideline for the (empirical) selection of diagnostic weights, and the relevant threshold 

level (which in this case is Et) can be inferred from this example. That is to say, the 

value of W4 should be sufficient in relation to Et such tha t two hard abnormalities (or one 

hcird anomedy plus one or two secondary dysmorphic features) provide enough diagnostic 

significance for evaluation to succeed. The foUowing section provides further discussion 

concerning the setting of system pzwameters, including W4 and W 3 .

If the input case evaluates successfully with a node N, then it will be evaluated against 

the sub-nodes, or children, of N. The top level function is recursively called with respect 

to each child node that is indexed by a feature exhibited by the input case tha t has 

not cdready been matched with the parent. In terms of dysmorphology, this process is 

comparable to an investigation of the similarity between a new patient and the varia

tions of a syndrome family (once overall similarity with the syndrome group has been 

established) in order to arrive at a more specific diagnosis. As with the general similar

ity assessment between a patient and a syndrome family, which is based primarily on a 

pattern  of principal abnormalities, the isolation of one specific disorder gimongst related 

syndromes would also be a result of at least one significant distinguishing anomzdy. It 

is difficult to define 'distinguishing significance’ in term s of the numeric values tha t are 

encoded within the master hst of dysmorphic features. These levels have been compiled 

in a context-free manner. That is to say, they represent a general assessment of useful

ness in terms of indexes. When an investigation is focussed on a particular differential 

diagnosis, the significance of individual features would be much more apparent to an 

expert who could make an informed decision based on all the available information. The 

domain knowledge available in this instance only partly  models that which is available 

to physicians. The practical conclusion of this is tha t, although in the context of an 

actual examination secondary features (belonging to  the set 5s) may be discriminative, 

in terms of the algorithmic process of the modified CBL progrzun, and in particular the 

functionality tha t decides whether or not sub-nodes are indexed, only hard features (i.e., 

features in the set S 4  with an associated weight W4 ) will be considered.

In very much the same vein as the modifications to the e v a lu a te  function, the 

g e n e ra lis e  function shown in Figure 4.3 can also be adapted to  account for levels of 

feature significance. A new concept node is generated if the set of matching features (H) 

is large enough (as defined by the generalisation threshold, Gt). As with the e v a lu a te
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function, the g e n e ra l is e  function has been modified to operate on the combined weight 

of hard and secondary features that match. The revised condition for generalisation is 

shown by Equation 5.2. Two new parameters account for the weight assigned to prim ary 

and secondary anomzdies when generalisation is performed: I 4 and I 3 respectively. In 

the modified program, for generalisation to succeed, i.e., for sufhcient similarity to exist 

in order to  create a new sub-node, the condition defined by equation 5.2 must be satisfied.

' £ Y ( i ) > G t  Y{i )=<
i eH

if t G 5 4

Y3  if t G 5 3  (5.2)

0  otherwise

It is im portant to note that the weights assigned for evaluation: W 4  and W 3 ,  are not 

the same as those for generalisation: I 4  and I 3 .  The principle of operation is the same, 

however. The combined sum of the weights assigned to hard and secondary anomalies 

shared by both cases should provide sufhcient evidence, or signihcance, to suggest a more 

general node (which is abstracted from the overlap between the two cases). However, 

it should be remembered that evaluation and generalisation correspond to two differ

ent types of similarity assessment in dysmorphology, and the associated signihcance of 

anomalies may vary accordingly. The two conditions defined in equations 5.1 and 5.2 

provide the user with a degree of hexibUity in selecting param eter values, such tha t the 

conditions for successful evaluation and generalisation can be varied.

The modihed UNIMEM algorithm, called W-UNIMEM (or Weighted-UNIMEM) is 

shown in Figure 5.1. The main algorithm has been modihed at two control points. A new 

function, E valuation-W eight, which incorporates the condition shown by equation 5.1, 

is now used to establish if an evaluation should succeed. Also, when child nodes are 

indexed by discriminating features ( if ) ,  these features must be hard anomalies as defined 

by the signihcance set S4 . The G en era lise  function has one modihcation. It now uses 

a new function. G é n é ra lis â tion-W eight, which incorporates the condition shown by 

equation 5.2, to assess if sufhcient diagnostic significance between two cases exists in 

order to create a new node.

It should be noted tha t the domain knowledge available for experimentation (i.e., 

feature weights) has been compiled for use with LDDB and is therefore compatible with 

HCDB (which uses the same m aster hst of dysmorphic features). As described earher, 

SDR utihses a case representation based on radiological components (i.e., skull, spine
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W-Unimem(N, I, F)
Let G be the set of features stored on N.
Let H =  {h i . . .  hn} be the features in F that match features in G 

where h i . . .h n  E S 3 V S^.
Let K be the features in F that do not match features in G.
If  N is not the root node,

Then I f  Evaluation-Weight(H) is too low,
or Evaluate(N, H, K) returns TRUE,
Then return the empty list.

Let S be the empty list.
For each child C of node N,

I f  C is indexed by a feature t  in K and k E S^,
Then let S be Union(S, Unimem(C, I, K)).

I f  S is the empty list.
Then for each instzmce J at node N,
Let S be Union(S, Generalise(N, J, I, F)).

I f  S is the empty list.
Then store I as an instance of node N with features K.

Return N.

Generalise(N, J, I, F)
Let G be the features in instance J.
Let H = {h i . . .  /in} be the features in F that match features in G 

where h i .. .hn E S 3 V S 4 .
Let K be the features in F that do not match features in G.
If  Generalisation-Weight(H) is high enough.

Then create a new child C of node N with features H.
Remove J as zin instance of N.
Let G’ be the features in G that are not in H.
Let F’ be the features in F that are not in H.
Store J as 2in instance of C with features G’.
Store I as an instance of C with features F’.
Return C.

Figure 5.1: Modified (weighted) UNIMEM algorithm.
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and pelvis). A mapping has therefore been made between anomalies Hsted in LDDB and 

the corresponding features in SDR, in order to assign the relevant weights.

5.4 R esults

The experiments reported in Chapter 4 were repeated using the W-UNIMEM algorithm. 

The resulting concept networks are shown in Figures 5.2, 5.3, 5.4 emd 5.5. Tables 5.1 

and 5.2 Hst the param eter settings that were used to generate the networks in Figures 5.2 

and 5.3 respectively. The networks shown in Figures 5.4 and 5.5 were also generated with 

the param eter settings Hsted in Table 5.1.

As mentioned in the previous chapter, the operation of UNTMEM is effectively su

pervised through empirical manipulation of system param eters. The fact th a t the data  

sets comprise known diagnoses aUows such guidance with respect to estabHshing suit

able param eter scores. The modified program, W-UNIMEM, has additional parameters 

to those utiHsed with the original version of UNTMEM. Along with the three threshold 

parameters {Et, Gt and Pt), W-UNIMEM has four weighting parameters: two for eval

uation (W3 and W4 ), and two for generaHsation ( I 3 and Y^). These correspond to the 

weights assigned to dysmorphic features that are defined either as hard abnormaHties (i.e, 

G 5 4 ) or features of secondziry significance (G 5a), as defined by the LDDB diagnostic 

model. This design faciHtates the assignment of different weights according to  whether 

the similarity assessment is evaluation or generaHsation, and thus, increases the scope of 

the empirical guidance that can be achieved. The selection of these scores has not been 

solely derived through repetitive empirical assessment, however. The previous section 

discussed a sensible guideline for the relative values assigned to  Et and W4 , such tha t 

the significance of a hard anomaly in the real-world be accounted for by the ev a lu a te  

function. Similarly, the guidelines put forward by W inter and Baraitser [89] have had 

some infiuence on the setting of parsuneters. In selecting an index for LDDB, W inter and 

Baraitser recommend one hard anomaly plus one or two lower order (or more generzd) 

abnormaHties (see Chapter 2 ). This general rule has guided the selection of param eter 

settings for evaluation, i.e.. Et, W 4  and W3 . Table 5.1 shows th a t for the LDDB and 

HCDB data sets the evaluation threshold {Et) is set to 7, the weight assigned to hard 

abnormaHties (W4 ) is set to 5, and the weight assigned to secondary features (W3 ) is set 

to 1 . Thus, if the input case and a node m atch on one hzu^d anomaly plus two or more
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secondary features (or two hard anomalies) then evaluation will succeed. The equivalent 

param eter settings for the SDR data set, shown in Table 5.2, reflect the difference in 

the detail (and size) of the skeletal dysplasias case descriptions. Empirical judgement 

has shown that if a case and node match merely on one hard abnormality, then this is 

sufhcient for evaluation to succeed in order to signiflcsuitly improve performance over the 

original version of UNIMEM. Alternatively, with Et set to 5, W4 also set to 5, and W3 set 

to equal 1 , if the input case and node m atch on five secondary features then evaluation 

succeeds (overall, the SDR cases are described in terms of fewer hard abnormalities and 

more secondary abnormalities than those of LDDB and HCDB).

Parameter Score

Et 7

W4 5

W3 1

Gt 4

Y4 4

Y3 1

P i 3

Table 5.1: Param eter settings for Acrocephalosyndactyly, Dup(5) and Del(2) data  sets.

Parameter Score

Et 5

5

W3 1

Gt 6

Y4 6

Y3 1

P i 3

Table 5.2: Param eter settings for skeletal dysplasias data set.

The emphasis on how the relevant generalisation parameters (G«, I 4 and I 3 ) have 

been set is slightly different from the equivalent evaluation parameters. Evaluation, 

in essence, refers to  a diagnosis performance task. The input case is compared to a
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(prototype) concept, which in turn  represents a syndrome, i.e., a possible diagnosis. 

In this operation matching is generally based on a pattern  of features rather than a 

single anomaly. Generalisation, on the other hand, represents a learning process in 

which similarity assessment is performed between a subject and a referent that are both 

cases. The subsequent matching process does not have the constraints of evaluation 

(or diagnosis), and links are more readily established between cases in terms of a single 

(although significant) abnormality. This theme is reflected in the relevant param eter 

settings for all data sets. Both Table 5.1 and 5.2 show tha t the generalisation threshold 

is equal to the weight assigned to hard abnormalities. Thus, generalisation will succeed 

if the input case matches another case on one hard anomaly. For the LDDB and HCDB 

data sets, the generalisation threshold, Gt, is set to the value 4, I 4 is also set to 4, and

13 is set to 1 . For the SDR data set the respective values are set such tha t Gt =  6 ,

14 =  6 , and = 1. Again, the difference between the SDR settings and those for 

LDDB and HCDB cases reflects the variation in case descriptions overall. This aspect is 

particularly relevant to the relationship between Gt and I 3 .  The relative values for these 

parameters decide on how many secondary features alone (when no hard abnormality 

matches) would be sufficient for generalisation to take place. For the SDR cases, which 

are described in terms of a greater number of secondary and occasional features than 

both the LDDB and HCDB cases, this contextual factor has been taken into account 

with respect to the relevant param eter values. Thus, it should be noted that empirical 

judgements have been made in the light of general (real-world) procedures in selecting the 

param eter values shown by Tables 5.1 and 5.2. Empirical guidance has been achievable, 

in this instemce, because the diagnoses of each case in each data  set is known. This is an 

im portant facet of these experiments and is discussed further in section 5.5.

Comparing Network A.2 , generated by W-UNIMEM (see Figure 5.2), to Network A .l, 

generated &om the original UNIMEM algorithm (Figure 4.5), one can interpret a slight 

improvement in performance. Only two cases now remain unclassified: Case 8967 (di

agnosed as Treacher-Collins) and Case 6351 (also Treacher-CoUins), which was formerly 

grouped with a case of Nager syndrome. Previously Case 5754 (Nager) was unclassified, 

but now it is grouped with the four cases of Acrofacial Dysostosis with post-axial defects 

(or Millar syndrome). It was noted previously tha t this group is characterised by both fa

cial dysostosis in combination with a limb defect. Case 5754 has both facial abnormalities 

and the matching limb defect (upper-lim bs forearm  h y p o p la s t ic -o r-a b se n t-u ln a ) .
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In the first instance, evaluation was based on a count of overlapping features {Et > 5) and 

failed. In the modified program, however, the aforenamed anomedy carries the highest 

possible significance (g S 4 ). When combined with the secondary features tha t match, 

there is now sufficient weight for the evaluation threshold to be reached, and Case 5754 

is subsequently linked to  node NT. The slight increase in performéince is corroborated 

by Figure 5.6, which shows the relative mean group accuracy factors for the networks 

generated by UNIMEM and the revised versions generated by W-UNIMEM. The value

of the G A F  for Network A .2  is -1-1.52 as compared with -j-1.38 for Network A .l.

Another variation th a t can be seen between Network A .l and the revised Network, 

A.2 , is that the two cases formerly linked together by Node N2 , Cases 5286a (Pfeiffer) 

and 7877 (Saethre-Chotzen), are not joined in Network A.2 . Case 5286a has joined three 

cases with Pfeiffer syndrome (Node N3), and Case 7877 has joined two cases with Sziethre- 

Chotzen syndrome and one with Apert (Node N4). Cases of Apert and Saethre-Chotzen 

syndromes still demonstrate a general grouping pattern  as in Network A .l (Nodes N l, 

N4, N8  and N9). However, whilst Node N4 suggests a more distinctive group of Saethre- 

Chotzen cases that did not exist in Network A .l, concepts N9 and N9.1, which formerly 

spanned 5 cases of Apert and one case of Pfeiffer (thus, suggesting a fairly distinctive 

grouping of Apert cases) now appear slightly weakened in tha t less cases of the same 

diagnoses have been linked.

The revised network (Network S.2 ) generated by the skeletal dysplasias cases shown 

in Figure 5.3 demonstrates a mzirked improvement in performance by the W-UNIMEM 

algorithm over UNIMEM. The concept nodes of Network S.2  show a much more correct 

grouping of cases with respect to the known diagnoses. For example. Node N5 groups 

together aU three cases of SEDC (091-0084, 091-0185 and 092-0181), whilst its sub-node 

(N5.1) links the three cases of SEMD (092-0184, 091-0162 and 091-0096) with one case 

of Achondrogenesis II (091-0215), which, as is shown in Table 4.4, is a related syndrome. 

Correct family grouping is also apparent in Node N4, which links the three cases of 

Asphyxiating Thoracic Dystrophy (two of which were formerly unclassified) with one 

case of Short Rib Polydactyly Type II (090-0225), whilst its child node (N4.1) links a 

further four cases of Short Rib Polydactyly. The correct family grouping achieved by 

the W-UNTMEM algorithm was not demonstrated by Network S .l, and the comparative

mean group accuracy factors shown in Figure 5.6 reflect this. The G A F  for Network S .l

was —0.125. The revised program  achieves a G A F  of -1-1.025.
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R ------------------
------------------  8967 Treacher Collins
  6351 Treacher Collins

Nl

N2

N3

N4

N5

N6

N7

N8

N9

N9.1

606067 Apert 
564525 Apert

0005 Nager
7312 Treacher Collins

4200 Pfeiffer 
5286c Pfeiffer 
5286a Pfeiffer 
5286b Pfeiffer

564525 Apert 
7877 Saethre-Chotzen 
6150a Saethre-Chotzen 
7385 Saethre-Chotzen

6638 Treacher Collins 
7031 Nager

8175 Nager 
6566 Nager

5754 Nager
9605 Acrofacial Dysostosis with P.A.D. 
0004 Acrofacial I^sostosis with P.A.D.
0002 Acrofacial Dysostosis with P.A.D.
0003 Acrofacial I^sostosis with P.A.D.

7464 Saethre-Chotzen 
618717 Apert

618717 Apert 
5462 Saethre-Chotzen 
6761 Apert 
0001 Pfeiffer

616929 Apert 
564525 Apert

Figure 5.2: Network A.2: Revised concept hierarchy generated by the Acrocephalosyn

dactyly data set.
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R ------------------
------------------  090-0122 Achondrogenesis Ü/Hypochondrogenesis
------------------  091-0176 Hypochondoplasia
------------------  092-0167 Hypochondroplasia
------------------  089-0052 Hypochondroplasia

Nl

N2

N3

N4

N4.1

N5

N5.1

N6

N6.1

090-0197 Achondroplasia
090-0258 Achondroplasia

091-0251 Achondroplasia
091-0222 Thanatophoric without Kleeblattschadel

091-0035 Achondrogenesis n/Hypochondrogenesis

091-0161 Thanatophoric without Kleeblattschadel
091-0222 Thanatophoric without Kleeblattschadel

090-0005 Asphyxiating Thoracic Dystrophy
090-0225 SRPTypen
092-0080 Asphyxiating Thoracic Dystrophy
088-0116 Asphyxiating Thoracic Dystrophy

090-0009 SRP Type I/IH
091-0156 SRP Type II - Tentative 
089-0180 SRP Type II - Tentative
091-0250 SRP Type I/m

091-0084 SEDC
091-0185 SEDC
092-0181 SEDC

091-0215 Achondrogenesis II/Hypochondrogenesis
092-0184 SEMD
091-0162 SEMD
091-0096 SEMD

089-0135 SRP Type I/m
092-0054 Thanatophoric without Kleeblattschadel

091-0161 Thanatophoric without Kleeblattschadel
091-0222 Thanatophoric without Kleeblattschadel

Figure 5.3: Network S.2: Revised concept hierarchy generated by the skeletal dysplasias 

data set.
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R

Nl

N2

N3

N4

N5

N6

N7

N8

N9

NIO

N il

N12

N13

N14

N15

N16

N17

N18

N19

N20

(37 Cases Uncategorised)

dup(5) (q32->q35)
dup(5) (q34->qter) & del(12) (pter->pl5)

dup(5) (q22->q33) 
dup(5) (q33->qter)

dup(5) (pter->pl3)
dup(5) (pter->pl2) & del(lO) (pter->pl3)

dup(5) Cq21->q23) 
dup(5) (q21->q23)

dup(5) (pter->pl3) & dup(8) (pter->qll) 
dup(5) (pter->pl3) & dup(8P)

dup(5) (pter->pl3) 
dup(5) (pl5->pl3)

dup(5) (pl5->pl3)
dup(5) (q33->qter) & del(8) (pter->p23)

dup(5) (qll->ql3) 
dup(5) (qll->ql3)

dup(5) (q31->qter) 
dup(5) (q35->qter)

dup(5) (pter->ql3) & del(15) (pter->ql3) 
dup(5) (q31->qter) ......................case 51

dup(5) (q31->qter)
dup(5) (q31 ->qter) ................ ^  case 51

dup(5) (pter->pl3)
dup(5) (pter->pl3) ................ ^  case 45

dup(S) (pter->pl3) & del(9) (pter->p22) 
dup(5) (pter->pl3) ................ >► case 45
dup(5) (q31->qter)
dup(5) (q33->qter) & del(5) (pter->pl5)

dup(5) (q33->qter) & del(8) (pter->p23) 
dup(5) (q31->qter)

dup(5) (q33->qter) 
dup(5) (q33->qter) 
dup(5) (q33->qter) 
dup(5) (q33->qter)

dup(5) (pter->pl3)
dup(5) (pter->pl3) & dup(14) (ql3->qter)

dup(5) (pter->pl3) 
dup(5) ^ter->pl3)

dup(5) (pter->pl3)
dup(5) (pter->pl3) & del(9) (pter->p22)

dup(5) (pter->pl3) 
dup(5) (pter->pl3)

Figure 5.4: Network C5.2: Revised concept hierarchy generated by cases with a duplica

tion in the number 5 chromosome.
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N9

NIO

N il

N12

N13

N14

N15

N16

N17

(32 Cases Uncategorised)

N17.1

N17.2

N18 ----------------

N19 ----------------

del(2) (pter->p23) & dup(5) (q31->qter) 
del(2) (q32->q33) ................ ^  case 70

del(2) Cq33->qter)
del(2) (q32->q33) ................ ^  case 70

del(2) (q32->q33) 
del(2) (q35->q36.2)

del(2) Cq21->q23) 
del(2) (p23->p21)

del(2) (q31->q35) 
del(2) Cq31->q33)

del(2) (pter->p23)
del(2) (q37->qter) & dup(14) (q31->qter) 

del(2) (p25->p23)
del(2) (q37->qter) & dup(14) (q31->qter)

del(2) (p22->p21) 
del(2) (p22->p21)

del(2) (q35/36->qter) 
del(2) Cq32->q34)

del(2) (q31 ->q33) ................ ^  case 50
del(2) (ql2->ql4) 
del(2) (q31->q33)

del(2) (ql3/14->q21) 
del(2) (ql3/14->q21)

del(2) (q24->q31) 
del(2) (q24->q31) 
del(2) (q24->q31)

del(2) (q23->q24) 
del(2) (q24->q31)

del(2) (q31->q33)
del(2) (q31->qter) & dup(lO) (q24->qter)

del(2) (q35/36->qter)
del(2) (q31->qter) & dup(lO) (q24->qter)

del(2)(q31->q33)  case 50
del(2) (q31->q33)
del(2) (q31->q33) ................ ^  case 15

del(2) Cq31->q33) 
del(2) Cq23->q34)

del(2) Cq21->q24)
del(2) (q31 ->q33) ......................case 15

del(2) (q31->q33)
del(2) (q31->q33) ......................case 15

del(2) (q31->q33) 
del(2) (q31->q33)

del(2) (pl5->pl3)
del(2) (q34->qter) & dup(2) (pter->p24)

Figure 5.5: Network C2.2: Revised concept hierarchy generated by cases with a deletion 

in the number 2  chromosome.
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Figure 5.6: Comparative mean GAF achieved by UNTMEM and W-UNIMEM.

The W-UNIMEM program has produced a significant change to the concept networks 

generated from the cases with chromosomal abnormalities (see Figures 5.4 and 5.5). The 

effect of introducing feature salience to the evaluation and generalisation functions is to 

cause a filtering action in which extraneous links between cases with different banding 

defects are avoided. Figure 5.4 shows Network C5.2, formed by the cases with a du

plication in the number 5 chromosome. There is a significant increase in the number 

of uncategorised cases (formerly 19, now 37), and a decrease in the number of concept 

nodes created (20 nodes as oppose to 31 nodes in Network C5.1). However, overall the 

number of concept nodes linking cases of the same structural defect is the same. In both 

networks (with and without the diagnostic model) 11 concept nodes have been generated 

which link cases with the same banding defect. The same kind of comparisons can be 

made between Network C2.1 and Network C2.2, generated by W-UNIMEM with the 

cases with a deletion in the number 2 chromosome (Figure 5.5). The number of extrane

ous groups has decreased whilst the number of uncategorised cases has grown (formerly 

15, now 32 cases unclassified). This decrease in the number of extraneous Hnks between 

cases effectively reduces the negative contribution to the mean group accuracy factors

for both data sets of chromosomal abnormality cases. Figure 5.6 shows that the G A F  

has increased in both cases when compzired to the networks generated by UNTMEM. The

G A F  for Network C5.2 is 4-0.687, and the G A F  for Network C2.2 is 4-0.337.

146



5.5 D iscussion

The revised CBL algorithm now functions in a more informed manner than  UNIMEM. 

The matching tha t governs evaluation and generalisation is now guided by domain knowl

edge rather than mere frequential appraisal. As well as improved matching, another 

consequence of having knowledge about feature salience is tha t concepts may now indi

cate the significance of individuEil features within their descriptions. This is illustrated 

by Table 5.3 which shows the generated descriptions of four concept nodes of Network 

S.2. Nodes N4 zind N4.1 collectively group eight cases from the short-rib family of 

syndromes. The more general node description (N4) lists the permanent feature (c h e s t 

r ib - s h o r te n in g  s e v e re ) , which is indicated as having high significance (5 4 ), along with 

a secondary chest anomaly and a chest abnormality of low diagnostic power indicated by 

0/C (features with a diagnostic significance regarded as occasional or common: levels 1 

and 2 with respect to the LDDB listing). The sub-node (N4.1) lists a number of hand ab- 

normahties which carry secondary signiflccince along with some long-bone abnormalities 

which, individually, carry low significance. These general descriptions are consistent with 

those found in the literature for the short-rib family (i.e., these syndromes are charac

terised by severe rib-shortening, short stature and hand and/or feet abnormalities [30]). 

The descriptions of Nodes N5 and N5.1 are also consistent with the relative descriptions 

of SEDC and SEMD found in the literature. The more general node of the two (Node 

N5) suggests tha t epiphyseal abnormality is the key distinguishing feature of the higher 

group (a hard anomaly) which links cases of SEDC, whilst its sub-node (Node N5.1), 

which groups aU three cases of SEMD, is chciracterised by metaphyseal abnormality (also 

ranked as a hard feature belonging to the significance set 5 4 ).

An im portant point regarding the experiments reported in both this section and 

those of the previous chapter is tha t the diagnoses of the cases used to generate concept 

networks are known. The concept networks that have been created have been generated, 

to some extent, by empirical manipulation. Thus, the system does not form concepts 

independently; it is guided, or supervised, by the user. The operation of LDDB requires a 

similar type of empirical manipulation. To successfully use LDDB, the user (a physician) 

may be required to define a number feature combinations (of varying generality) before 

a satisfactory list of possible syndromes is returned. The key distinction between these 

two operations is that when using LDDB the physician does not know the diagnosis.
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Node Permanent 5 N on-permanent S

N4 (chest clavicles elongated) 
(chest rib-shortening severe)

0 /C
54

(chest clavicles handlebar) 5a

N4.1 (fibula diaphysis shortened)
(femur diaphysis shortened)
(humerus diaphysis shortened) 
(humerus metaphysis-proximal 

hypoplastic)
(hands length-of-metacarpals-phalanges 

decreased-metacarpals) 
(hands length-of-metacarpals-phalanges 

decreased-phalanges)
(hands brachydactyly-phalanges

(proximal middle distal)) 
(hands brachydactyly-metacarpals yes)

O/C
O/C
O/C

O/C

5a

5a

5a
5a

N5 (long-bones epiphyseal-abnormality 
abnormal)

(feet ossihcation-of-tarsals absent-talus) 
(chest clavicles elongated)
(chest rib-post-cupping no)

54
5a

O/C
O/C

N5.1 (long-bones metaphyseal-abnormality 
abnormal) 54

Table 5.3: Node N4, N4.1, N5 and N5.1 descriptions from Network S.2 .

The creation of a manageable differential is based on skill and experience. Furthermore, 

the relative diagnostic importance of individual abnormalities may vary depending on 

context. That is to say, the user may adjust the index (boolean set of dysmorphic 

features) to the database whilst searching for a satisfactory differential diagnosis. In 

doing this the physician may, therefore, alter the emphasis of the index based on the 

returned syndromes in order to  rule out syndromes, or refine the retrieved list. The 

physician constrains the operation of LDDB in the same way tha t a non-skilled user 

can constrain the generation of concepts with the described CBL algorithm. However, 

a dysmorphologist using LDDB adjusts the feature index according to a much greater 

breadth of specialist knowledge.

A second distinction between the supervision of LDDB and the CBL program is in 

the performance goal. In LDDB the goal is diagnosis. The use of a CBL system puts an 

emphasis on learning, i.e., the analysis of links made between previously uncategorised
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cases. Whilst the experiments with CBL have utilised diagnosed cases, the aim has 

been to demonstrate the mechanics of CBL when applied to  dysmorphology. Because 

the cases are known a non-specialist has been able to achieve this edm. If the cases 

were undiagnosed then supervision would be required from a domain expert. However, 

the mechanics of operation would be the same. Thus, if a physician was operating in a 

learning mode, then the CBL program could be guided when operating on undiagnosed 

cases. In this instance, instead of altering an index the user would vary the system 

parameters in order to vary the emphasis, or salience, of relevant abnormality sets (i.e., 5s 

and 5 4). The aim  would then be to derive sensible case groups in terms of the generated 

group descriptions. An experienced physician would have the required knowledge for such 

analysis. The node descriptions that are generated, such as those shown in Table 5.3, 

along with the descriptions of the cases linked to  them, may thus provide a basis from 

which a new syndrome description may be proposed.

5.6 Conclusions

The previous discussion concluded tha t, given the depth of knowledge available, in order 

to operate with undiagnosed ceises the CBL program should be supervised by a domain 

expert. The use of the CBL program would then involve some iterative adjustment of 

system parameters and case group analysis in order to  derive a potential link between 

undiagnosed cases with a corresponding description. The CBL program thus provides a 

semi-automatic CBR system. It provides a dynamic case memory, a retrieval and stor

age algorithm (effectively the same function), and two matching functions (evaluation 

and generalisation) which are guided by a domain knowledge module and supervised by 

an expert. Figure 5.7 illustrates this architecture. This model represents a specialised 

view of the general CBR architecture th a t was described in Chapter 2 (Figure 2.5). In 

the CBL model, the retrieval algorithm specifically requires a hierarchical case memory 

organisation. Evaluation is then performed with every object tha t is retrieved through 

confined, recursive search. The hst is not ranked or refined beforehand. The CBL model 

does not have an independent similarity assessment phase within its overall operation. 

Matching is performed in conjunction with search. The general CBR model incorporates 

a number of semi-independent progrsim modules which operate in a more procedural 

manner. Sahent indexes are defined, an object set is retrieved, this hst is ranked, sim
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ilarity assessment is performed, and the resulting evaluation decides where in memory 

the new case should be stored and whether any reorganisations should take place.

New Case

Node List
true

false

Expert

Case List

false

true

Generalise

Reorganise

Retrieve

Evaluate

Store

Retrieve

Domain

Knowledge

Memory

Case

Figure 5.7: A general CBL system

The experiments performed with the CBL program have utilised a very artificial 

environment. Consultants are not generally presented with th irty  or forty new patients 

at once. Whilst a physician will process new cases incrementally, cases are presented to 

the physician in a much larger time frame. Furthermore, the initial performance task is 

nesuly always diagnosis. It is usual tha t when a diagnosis is not apparent the physician 

will then focus on any potential links with previously undiagnosed cases.

Whilst it has been demonstrated tha t the underlying dynamics of incremental concept 

formation are comparable to  case-based learning there is a subtle distinction between the 

two. The emphasis of incremental concept formation systems is more concerned with 

the generation of conceptual categories from a training set of instances. The resulting 

network may then be tested against further cases whose categories are known. In terms of
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general case-based reasoning, the mechanics of learning are very similar, however, there 

is less overall emphasis on continual category update. Finding the best location within 

a structured case-base through indexing, retrieval and similarity assessment may well be 

sufficient. This is effectively what happens when a case is successfully diagnosed (against 

a known syndrome) by an expert. The syndrome description is not necessarily updated 

each time a new patient is diagnosed. This fact provides an argument against continual 

reorganisation of a dysmorphology case-base. Perhaps, therefore, in a more general CBR 

system dedicated to dysmorphology, in order to allow both  diagnosis (finding the best 

location) and learning (analysis through reorganisation), it may be beneficial to make the 

processes of search, similarity assessment and memory update more independent. W ith 

such a model, the (expert) user could control, or guide, each independent process.

The conclusions of Chapter 4 noted certain weaknesses of the CBL algorithm with 

regard to similarity assessment. Matching based on frequency provides a poor model of 

the domain, and is particularly susceptible to the non-uniformity of case descriptions. 

The inclusion of domain knowledge within the system does alleviate these problems to  

some extent. In fact, the performance of W-UNIMEM, in term s of the accuracy in which 

it groups cases, is considerably better than UNIMEM. However, the matching functions 

still have weaknesses when viewed in the context of the actual similarity assessment 

that is performed by specialists. For instance, there is no contrast between anomalies 

that m atch and those th a t don’t. In other words, dissimilar features do not contribute 

to the assessment of similarity between objects (i.e., no negative weight is assigned to 

unmatching features). For features of low significance (common and occasional) this is 

acceptable. However, unmatching features of higher significance can play an im portant 

role in the overall similarity between a patient and a syndrome. It was stated earlier tha t 

some abnormalities are so diagnostic to particular conditions tha t they are considered 

essential in order for a diagnosis to be confirmed. Knowledge of essential features is not 

available in this instance, as it is w ith the GENDIAG system, but the system does know 

which features have a relatively high diagnostic weight. As the CBL model currently 

stands, features listed for the objects being compared tha t belong to the most significant 

set (5 4 ) or secondary set (5s) add support to the calculation of similarity if they match, 

but do not count against it if they do not. Thus, a situation could arise in which a case 

has two hard abnormalities, one of which matches a node description causing successful 

evaluation. If the other hard anomaly does not m atch the node description, then in real
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life this may provide strong evidence, or support, against the match. However, with 

the current CBL model no significance is assigned to  dissimilarity, and evaluation would 

succeed irrespective of the hard anomaly tha t did not match.

Chapter 6 is concerned with similarity assessment. A model of similarity taken firom 

the psychology literature, called the contrast model, is analysed with respect to the dys

morphology domain. The goal is to improve the performance of the CBL program by 

extending the functionality that assesses the similarity between two entities. The contrast 

model is considered for inclusion within the CBL program because it specifically takes 

into account both the matching and distinctive features of two entities when calculating 

a measure of similarity. Furthermore, it allows the matching to  be biased, or asymmet

rical. This maps well with an aspect of matching in dysmorphology, tha t the emphasis 

of similarity can alter depending on the performance goal, i.e., diagnosis or learning. An 

extended version of the contrast model is incorporated into the CBL program, which 

in turn  facilitates an improved performance when utilised with the dysmorphology data 

sets.

5.7 Sum m ary

• The two types of similarity assessment performed by UNIMEM, evaluation and 

generalisation, are improved by utilising a model of diagnostic significance from 

the London Dysmorphology Database.

• An improved version of the UNIMEM algorithm, called W-UNTMEM, which utilises 

the extended similarity functions, is designed and implemented. The W-UNIMEM 

algorithm incorporates additional parameters tha t allow the diagnostic weight of 

dysmorphic features to contribute to similarity assessment. The values to which 

these parameters are set have been derived through a combination of empirical 

judgement and some general rules given in the literature. Empirical judgement 

has been achievable by a non-specialist because the actual diagnoses of cetses is 

known. It is concluded tha t operation with unknown cases should be supervised 

by a domain expert.

• W-UNIMEM achieves a greater mean group accuracy factor for all four dysmor

phology data sets than was achieved by UNIMEM. Furthermore, the concepts that
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are generated by W-UNIMEM are also improved. Category information derived 

through W-UNIMEM incorporates feature sets that indicate the diagnostic signif

icance of individual features.

• It is identified tha t distinctive features do not contribute to similarity assessment 

in the W-UNTMEM and UNTMEM models. However, this facet of matching is of 

considerable importance within the field of dysmorpology.
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Chapter 6

A G eneral T heory o f Sim ilarity

6.1 Introduction

Earlier discussion highlighted th a t in complex medical domains it is not zdways intuitive 

to represent expert knowledge numerically. Physicians are generally uncomfortable with 

this notion. However, the employment of numerical formulae is common. Whilst not ac

cepted as firm evidence in diagnosis, numerical computations can provide a compromise, 

allowing a computer system to assist a human expert. Chapter 2 described dysmorphol

ogy systems that use Bayes’ formula and Dempster-Schafer theory (behef functions) to 

rank differential diagnoses. These two formulas are examples of statistical methods, and 

are widely used in medical informatics. This is despite the fact th a t they are dependent 

on certain statistical assumptions tha t do not necessarily hold in some fields of medicine, 

and certainly do not hold within dysmorphology. The work by Preus et al. employed 

numerical methods, albeit with a different emphasis on the performance task. This re

search was less concerned with diagnosis as such, and was more an investigation on the 

apphcabihty of numerical methods as a clustering technique within multi-dimensional 

feature space. Again, as with statistical measures, the employment of dimensional m et

rics within the complex world of dysmorphology has its limitations, which are discussed 

in the following section.

Similarity assessment is a fundamental process to  both  diagnosis and learning in dys

morphology. A number of different methods of similarity assessment firom dysmorphology 

computer systems were described in Chapter 2. These include ranking systems like SYN- 

DROC, which employ a m athem atical formula, and expert systems such as SDD, which
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use knowledge engineering techniques to arrive at a qualitative model of diagnosis ^. The 

work presented here has favoured a compromise approach, and has adopted Tversky’s set 

theoretical model of similarity assessment [77, 78] for inclusion within the CBR model. 

T hat is to say, the model of similarity that is employed in this research is a m athem atical 

formula, albeit taken firom the psychology literature. However, it is a theory specific to 

assessing similcirity in contexts where dimensional comparison is not intuitive, and does 

not rely on statistical or probabilistic assumptions.

^  * - A. * -----------------" ^ ^  — —- • • •  —— — *  c v c f  A T M  T Y I S I V  t T l A

A ddendum

The review sections 2.4,4, 2.4.5 and 2.4.6 highlight certain problems with previous ap

plications of Bayes’ rule to dysmorphology, and the use of statistical techniques in general. 

For example, Bayes’ formula makes the assumption that all features are independent from 

each other and that the domain is closed in terms of the possible diseases. Both these factors 

cannot be assumed within dysmorphology. These problems, therefore, provide additional jus

tification for disregarding Bayesian statistics in favour of the Tver sky equation used with the 

C-UNIMEM program described in Chapter 6.

6.2 Tversky’s Theory o f Sim ilarity

The theory of similarity put forward by Tversky was done so as an antithesis to pre

vious numerical models in which objects represent points in coordinate space such tha t 

the observed dissimilarities between objects correspond to the metric distances between 

the respective points. A tenet of Tversky’s work is tha t the assumption of representing 

similarity dimensionally, or with this type of metric, is open to question. Dimensional 

operators may be appropriate for certain stimuli, but not others. It may be th a t in cer

ta in  situations a qualitative description best serves to represent objects under similarity 

assessment. In such circumstances, similarity would involve a comparison between fea

tures rather than a computation of m etric distance between points. This would certainly

^Whilst SDD incoiporates a model of similarity assessment, its operation also relies to some extent 

on numerical comparisons.
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seem to be consistent with the recognised inadequacies of applying distant metric formu

lae to problems of medical diagnosis. Dysmorphology provides additional problems also 

outlined by Tversky when mapping dimensional measures to similarity. In a dimensional 

model such as nearest neighbour analysis, similarity, or dissimilarity, is judged merely 

in terms of geometric distance [17, 27]. Such measures are symmetric in the sense tha t 

there exists no bias in the assessment of whether two objects are the séune or different. 

In dysmorphology, the higher order performance task can influence the type of similarity 

assessment. In attem pting a diagnosis, the physician may try  to prove tha t a patient 

has a particular syndrome by emphasising certain abnormalities tha t match. Alterna

tively, when analysing a new case with respect to a recognised syndrome family, and 

with a view to revising the category structure, the physician may emphasise signiflcant 

dissimilar features exhibited by the patient (with reference to the relevant syndrome 

prototypes). In both instances, the similarity or dissimilarity between a patient and 

syndrome can be based merely on one very salient abnormality, sometimes regardless of 

the features that fail to co-occur between two cases. Dimensional distance metrics which 

do not account for the directional bias of the similarity process, or the contextual bias 

that can be attributed to individual features, thus, do not map ideally with the types of 

matching performed in dysmorphology. Tversky’s model, on the other hand, speciflcally 

addresses the asymmetrical aspect of similarity. The contrast model does not operate 

in multi-dimensional space. It is an assessment between three overlapping feature sets: 

those features that match, those exhibited by the first case tha t are missing in the sec

ond case, and conversely those features exhibited by the second case tha t are missing in 

the first case. Tversky’s model allows the contribution of these three feature sets to the 

overall similarity to be varied according to the emphasis of the match. Furthermore, the 

contrast model incorporates an operator to account for the contextual salience of indi

vidual features. That is to say, individual features may take on additional relevance if 

the context of the m atch dictates. The m ental retardation example &om dysmorphology 

demonstrates this idea. In the general population (of dysmorphic syndromes), mental 

retardation is so frequent tha t it carries low significance when attem pting to establish an 

initial differential diagnosis. This task is relatively context free. However, when specifl

cally investigating a potential diagnosis, the fact tha t an infant has mental retardation 

can, in the context of the hypothesis, be very im portant. Whilst the contrast model 

incorporates a context sensitive operator (or function) speciflcally to account for this
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additional type of bias, dimensional metrics do not. The following sections present the 

basic principals of the contrast model. The ensuing discussion relates these ideas to the 

dysmorphology domain.

6.2.1 T he C ontrast M odel

Let A  = {a, 6 , c ...}  be the domain of objects under study. Assume tha t each object 

in A  can be represented by a set of features or attributes, and let A, B, C denote the 

set of features associated with the object a, 6 , c respectively. Let s(a, h) be a measure 

of the similarity between a and b. The theory assumes tha t the similarity measure s is 

expressed as a function of three arguments: A o B ,  the features that are common to both 

a and b; A  — the features tha t belong to a but not to 6 ; 5  — A,  the features th a t belong 

to b but not to a. Given a similarity scale 5 , and a non-negative scale / ,  the observed 

similsLrity between two objects a and b is denoted by:

5(o, b) =  6f { A  r \ B ) -  a f ( A  -  B) -  0 f { B  -  A)  (6 .1 )

where > 0 , and f  and S  are interval scales. Thus, Tversky’s representation

of similarity is a linear combination, or a contrast, of the measures of the common and 

distinctive features. For this reason it is referred to as the contrast model. The contrast 

model defines varying scedes of similarity (5) tha t are characterised by different values 

of the parameters By a  and For exEunple, if^  = l,o : =  ^  =  0 , then 5(a, b) =  f { A  n B)\  

tha t is, the similarity between objects is determined only by their common features. 

Alternatively, a match between two objects may be defined in terms of their distinctive 

features only by making d =  0 , a  =  /d =  1 , which gives a measure for dissimilarity (or 

negative similarity), i.e., - 5 ( a ,  6 ) =  f { A  -  B)  f ( B  -  A).  The scale /  is intended to 

reflect the sahence, or prominence, of the various features, i.e., it decides the contribution, 

or weight, tha t a particular (common or distinctive) feature provides to the similarity 

between objects.

6 .2 .2  A sym m etry  and Focus

A major thrust of Tversky’s theory is tha t similarity should not be assumed to  be sym

metric. Furthermore, similarity relationships have directionality. Assessment is between 

a subject zmd a referent, the choice of which depends on the relative salience of the ob

jects, although, generally the referent is a prototype. Thus, the direction of comparison
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refers to  whether matching is meant to determine the degree to  which a and b are similar, 

or the degree to which a is similar to 6. In the la tter case, the task is directional, or 

asymmetrical. If «(a, 6) is interpreted as the degree to  which a is similar to 6, then a is 

the subject and b is the referent. Tversky assumes that in this type of comparison focus 

is on the subject, and thus, features of the subject are weighted more heavily than the 

features of the referent. This is represented in the contrast model by making a > j3. 

Consequently, similarity is reduced more by the distinctive features of the subject than 

by the distinctive features of the referent. Tversky calls this the focusing hypothesis.

6.2 .3  S im ilarity versus D ifference

Along with a direction of comparison, there is also a focusing distinction between the task 

of establishing similarity and the task of establishing dissimilarity. An increase in the 

measure of the common features increases similarity and decreases difference, whereas 

an increase in the measure of the distinctive features decreases similarity and increases 

difference. However, the relative weight assigned to  the common and distinctive features 

may differ in the two tasks. In assessment of similarity, more weight is a ttributed to 

common features, i.e., the relative weight of non-matching features wiU be less. Thus, in 

the contrast model this would be represented by m aking 9  relatively large in comparison 

to a  and p.  Alternatively, if the task is to prove tha t two objects are dissimilar then the 

relative weight attributed to the distinctive features may increase accordingly. In this 

instance a  zmd 0  would be relatively large compared to 6 .

6.2 .4  Sim ilarity in C on text

Similarity depends on context, or frame of reference. In Tversky’s model, context may 

be accounted for through the feature space, i.e., certain features tha t are relevant given 

the context of the similarity assessment wiU be assigned weight in the m atch, whilst 

those tha t are not will be assigned zero weight. Thus, the value /  denoting salience in 

the contrast model is a context dependent value. Tversky’s model assumes tha t such 

contextual knowledge is available, zmd the salience function, / ,  defined by equation 6.1, 

is generic to both the common and distinctive features.
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6 .2 .5  T he D iagn ostic ity  Princip le

The salience, or measure of a feature can have two factors: diagnostic and intensive. The 

intensity factor refers to scale, e.g., severe, moderate or mild. Diagnostic factors refer 

to classificatory significance. The diagnosticity principle is defined as the relationship 

between similarity and the grouping of individual objects into clusters described by cat

egory information (concept descriptions). It states tha t clusters are described so as to 

maximise both the similarity of the objects within them  and the dissimilarity of objects 

from different clusters, and tha t an alteration to a cluster will result in a cheinge of the 

diagnostic value of the features that describe it.

6 .2 .6  D iscussion

Tversky’s initial premise that not all features within certain domains are intuitively rep

resented by dimensional operators is certainly consistent with the imperfect compromise 

that is made when medical knowledge is represented numerically. In dysmorphology, this 

is certainly the case, and the diagnosticity principle holds in this instance. Abnormal 

features are described in qualitative terms and can have ein intensity value (e.g., severe 

rib shortening). Individual cases are linked, or clustered, according to generalised (proto

typical) descriptions, i.e., syndromes. W ithin a syndrome description individual features 

do tedce on classificatory significance (or diagnostic relevance) which can alter as more 

cases become diagnosed (and join the cluster). For example, in rare syndromes for which 

only a few cases are known, the diagnostic significance of certain abnormalities may be 

unclear. For syndromes which have many cases (e.g.. Down syndrome) an understanding 

of the intra-class significance of individual features increases as more cases join the group. 

The diagnosticity principle does not map perfectly to the dysmorphology domain, how

ever. The theory does not account for a relationship between the two factors mentioned: 

diagnosticity and intensity. In dysmorphology, there is a definite relationship between 

these factors. The intensity of an abnormality can increase its classificatory significance. 

For example, certain syndromes within the short-rib family are characterised by severe 

rib-shortening. This has such classificatory significance tha t there would be doubt about 

a case which only exhibited mild rib-shortening. Also, the diagnosticity principle assumes 

that inter-class dissimilarity is maximised by group descriptions. This goal is character

istic of clustering systems that aim to generate disjoint partitions between concepts. It
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is not evident tha t dysmorphology specialists make this assumption. Rather, it is noted 

that disorders are not necessarily mutually exclusive [87].

Asymmetrical matching is also apparent within dysmorphology. During diagnosis 

there is clearly a subject (the patient) and a referent (a syndrome) which is described in 

terms of prototypical features. In this instance, similarity assessment is directional. It 

determines by how much a patient is similar to a syndrome. However, if the performance 

task has a learning goal, i.e., when two or more undiagnosed cases are being compared 

with a view to establishing a new syndrome description, then the similarity assessment 

may be more balanced. In this case the referent would also be a patient, not a syndrome.

It has already been stated tha t if a syndrome is suspected then the significance of 

patient features may take on additional focus, or bias (cf., the focusing hypothesis). In 

this sense the physician attem pts to  prove tha t the subject is more similar to the referent 

than the referent is dissimilar to the subject. Thus, Tversky’s theory tha t there is a 

distinction between the task of proving similarity and the task of proving dissimilarity 

is true in dysmorphology. An assessment of dissimilarity may occur when the higher 

order goal is learning and the physician believes that a case belongs to  a general syn

drome family, but suspects tha t the patient may represent a new variation of the disease. 

Emphasis may then be assigned to the distinctive features of the case. The theory also 

indicates tha t similarity is reduced more by the distinctive features of the subject than 

by the distinctive features of the referent. In dysmorphology, if a patient does not ex

hibit one of the principal features listed by a syndrome then the hypothesis is weakened, 

but not eliminated. However, if the patient has a significant abnormality not known to 

be associated with the syndrome, the m atch is weakened much more considerably (i.e., 

a > P).
It was noted earlier how the context of a m atch can be im portant in dysmorphology 

(the m ental retardation exEimple). Tversky’s view of contextual feature salience is also 

consistent with the concept of occasionsd features. Such abnormalities represent features 

of low significance in the context a particular hypothesis. Tversky’s theory states tha t not 

all features of the feature space wiU necessarily contribute to  similarity depending on the 

context of the match, and those tha t don’t should be attributed  zero weight. Occasional 

features can be ignored (attributed zero weight) depending on the performance goal and 

the subsequent directionality of the match. For instance, if the task is diagnosis, emphasis 

is put on the common features exhibited by the subject and the syndrome (A fl R).
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Occasioned features will support the hypothesis in this instance and are attributed weight, 

albeit of a relatively small value. However, distinctive features of the referent {B — A)  

that are known to be occasional may be ignored. Thus, the context of the m atch can alter 

the bias attributed to features depending on whether they are common or distinctive.

As a summary to this discussion of Tversky’s model, the following three types of 

matching that occur within dysmorphology are defined and described with respect to the 

contrast model:

• Diagnosis. This is the prim ary type of similarity assessment performed by special

ists and involves a directional match in which the common features of the patient 

and syndrome are attributed greater emphasis than the distinctive, or unmatching 

features { 6  > a ,^ ) .  In this sense the physician attem pts to prove the similarity 

between the case and the syndrome. Because the task of similarity takes prece

dence over dissimilarity, when the set of distinctive features includes abnormalities 

of relatively high diagnostic weight the overall similarity is reduced more by the 

distinctive features of the subject than the referent [a > P).

• Learning in isolation. Sometimes two undiagnosed cases tha t stand isolated with 

respect to syndrome nomenclature may exhibit sufhcient similarity to suggest a new 

condition. In this instance, both the subject and the referent involved in the m atch 

are cases. Thus, the direction of matching may be more balanced (0 =  a  =  P). 

However, when this actually occurs, a new patient is usually compared to  a previous 

case recorded in the literature. The previous case then takes on the role of referent, 

and the matching, which is a task of similarity, can therefore be biased in the same 

way as when a diagnosis is performed, with more emphasis put on the common 

anomalies (^ > a  = P).

• Referenticil learning. Whilst the above situation of matching isolated cases does 

occur, new syndromes are more often established with regard to  context, or firame 

of reference. That is to  say, new conditions are more generally defined through 

category reorganisation within a known syndrome group. It may become apparent 

(with increasing evidence) tha t a number of cases previously thought to  be distinct, 

are in fact examples of the same condition. A new, more general syndrome may 

then be described (or merged) from the relevant cases. Alternatively, cases that 

were previously linked together may be identified (at a later date) as separate m an
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ifestations of a related disorder, in which case corresponding syndrome descriptions 

may be distinguished (or split up). Thus, learning within the context of a known 

syndrome group can involve both the task of similarity and dissimilarity. Reor

ganisation of syndrome descriptions can involve proving two distinct conditions are 

so similar to each other tha t they are in fact the same syndrome. On the other 

hand, a dysmorphologist may attem pt to prove tha t a recorded syndrome links 

cases of different diagnoses by emphasising the dissimilarity between them. W ith 

reference to the contrast model, the relevant weight attributed to the common and 

distinctive features will subsequently depend on the performance task, similzirity 

or dissimilarity.

6.3 Integrating th e Contrast M odel w ith in  CBL

The matching performed by the CBL algorithm corresponds to alternative symmetries 

of comparison. The evaluation process, which is dependent on the system param eter 

Eti matches a new case to a prototype node with the same directionality as diagnosis. 

Currently, unmatching features Ccirry no weight in the comparison (a  =  =  0). This

represents an extreme variation of the contrast model, such tha t, in trying to prove the 

similarity of the subject to the referent, the distinctive features of both are totally ignored. 

The g e n e ra lis e  function, which is dependent on a separate param eter Gt, represents a 

more symmetrical match between two individual cases. This can be viewed as learning in 

which the task is similarity. When generalisation takes place between the input case and 

a previous case that is stored at the root node (therefore isolated from known groups) 

then this corresponds to learning in isolation. A generalisation tha t takes place between 

the input case and a case linked to  a node corresponds to referential learning (matching is 

performed in terms of the features tha t are distinctive &om the parent node). However, 

in this instance, the dominant process is similarity rather than dissimilsurity. The CBL 

program leams, therefore, through a task of similzirity and merging, not by calculating 

the dissimilarity between cases in order to make them distinct.

This section reports on a further modification to the CBL program which incorporates 

an extended version of the contrast model. As with Tversky’s model, both common and 

distinctive features are accounted for during similarity assessment (in evaluation and 

generalisation). Also, the salience of features within the three respective setsiA nR, A — B
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and B —Ay contributes to the matching process. The definition of /  in equation 6 .1  implies 

a generic function tha t Ccin vary the salience of the common and distinctive feature sets 

according to context. The extended contrast model explicitly allows context to  be taken 

into account by defining an independent salience function for each of the three common 

or distinctive feature sets.

6.3.1 T he E xten d ed  C ontrast M odel

W ith the contrast model, as shown in equation 6 .1 , the salience of individual features 

with respect to  overall similarity is determined by the function / .  The /  function is 

a generic operator tha t requires knowledge of feature salience with respect to  the ap

plication domain. The model of diagnostic significance employed by the W-UNIMEM 

program provides such knowledge. According to the definition, the f  function is generic 

across ail three feature sets: A D  By A — B  and B  — A. It has already been shown tha t 

the emphasis of the match can influence the contribution of these three feature sets to 

the overall assessment of similarity, and the relative contribution is controlled by the pa

rameters 0y a  and It was also noted tha t feature salience can be dependent on context 

(e.g., in asymmetrical matches, occasional features of the distinctive set B  — A  can be 

assigned zero weight). Furthermore, the /  function is meant to  reflect context. Thus, if 

the sEime /  function is to operate with each of the three contributing feature sets, it must 

be informed of the matching context in order to vary the associated weights accordingly. 

The extended version of the contrast model allows salience to be defined according to 

both emphasis (directionality) and context. In the extended contrast model, the bias of 

similarity can, as before, be varied through the param eters 6 y a  and /?. Additionally, 

the contribution of feature salience according to the context of the m atch is facilitated 

through an extended definition of the salience function / .

In the extended contrast model shown by equation 6 .2 , similarity is calculated accord

ing to the level of significance of specific anomalies (denoted by S \ . . . S 4 ) ,  the emphasis 

of the m atch (which is either evaluation or generalisation), and whether the relevant 

features are common or distinctive (i.e., Ar\ B yA  — B  or B  — A).

5(a , 6 ) =  $fi(A n B ) -  a f j ( A  -  B)  -  ^ f k ( B  -  A)  (6 .2 )

The three salience functions: /», f j  and /*, represent alternative assignments of fea

ture significance for each feature set. Thus, they allow the weight of individual features
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(denoted by W i . ..  W4 ) to be varied according to context (although weights are still de

fined according to the four significance sets; S i . . . S ^ ) .  For example, if the m atch is 

asymmetricéd; i.e., the evaluation of a case to  a node, then it is feasible tha t occasional 

features tha t belong to the set B  — A  (the distinctive features of the referent) may be 

ignored. Thus, whereas occasional features add support if they are Hsted amongst the 

common features (A n J9) and the corresponding feature salience can be positive (Wj > 0 , 

where i £ S 4 U S^U S 2 U Si),  occasionals that are within the set of distinctive features of 

the referent (B — A)  may be ignored (Wk = 0, where A; € ^ 2  U 5i).

6.3.2 The C-UNIMEM Algorithm

Figure 6 .1  shows a new version of the CBL program, called C-UNIMEM, which incor

porates the extended contrast model described above. This program varies from W- 

UNIMEM at two control points. The E v a lu â tion-W eight function has been replaced 

by a new function. E v a lu â tio n -C o n tra s t, which incorporates the extended contrast 

model shown in Equation 6 .2  with three parameters representing the three feature sets: 

A n B  (H), A — B  (K) and B — A  (K’). In this instance, the input case (I) represents 

the subject (a) and the node (N) is the referent (b). Another im portant difference be

tween C-UNIMEM and W-UNTMEM, is tha t C-UNIMEM does not restrict its matching 

processes to hard abnormalities (denoted by 5 4 ) and secondary features (denoted by 

5 3 ). W-UNTMEM achieved this by setting the weights corresponding to features of lower 

significance (i.e., sets Si and S 2 ) to nil. W ith C-UNTMEM, similarity is assessed as a 

contrast between common and distinctive features rather than a simple summation of 

combined weight for common features of high significance. W ith this model in place, oc

casional features and features of low significance may contribute to the overall similarity 

depending on the emphasis and context of the match.

The g e n e ra lis e  function has also been modified. It now incorporates the function 

G en e ra lise -C o n tra s t in the place of the G eneralise-W eigh t function used by W- 

UNTMEM. This also incorporates the extended contrast model of equation 6 .2 , and, 

as with the revised evaluation function, takes three param eters corresponding to the 

common and distinctive feature sets of the subject and referent.
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C-Unimem(N, I, F)
Let G be the set of features stored on N.
Let H be the features in F that match features in G 
Let K be the features in F that do not match features in G. 
Let K’ be the features in G that do not match features in F. 
If  N is not the root node,

Then If  Evaluation-Contrast(H, K, K’) returns TRUE, 
or Evaluate(N, H, K) returns TRUE,
Then return the empty list.

Let S be the empty list.
For each child C of node N,

I f  C is indexed by a feature A: in K and k E 
Then let S be Union(S, Unimem(C, I, K)).

I f  S is the empty list.
Then for each instance J at node N,
Let S be Union(S, Generalise(N, J, I, F)).

If  S is the empty list.
Then store I as an instance of node N with features K. 

Return N.

Generalise(N, J, I, F)
Let G be the features in instance J.
Let H be the features in F that match features in G 
Let K be the features in F that do not match features in G. 
Let K’ be the features in G that do not match features in F. 
I f  Generalisation-Contrast(E , K, K’) returns TRUE,

Then create a new child C of node N with features H. 
Remove J as an instance of N.
Let G’ be the features in G that are not in H.
Let F’ be the features in F that are not in H.
Store J as an instance of C with features G’.
Store I as an instance of C with features F’.
Return C.

Figure 6 .1 : Top level C-UNIMEM algorithm zmd generalise function.
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6.3.3 Results

A consequence of the extended definition for the /  function is tha t there are now three 

sets of weight settings for each m atch rather than  one. This allows contextual bias to 

be attributed to the relevant feature sets. The concept network shown in Figure 6.4 

was generated by C-UNIMEM with the Acrocephalosyndactyly cases and the pcirameter 

settings shown in Figures 6.2 (evaluation) and 6.3 (generalisation). Figure 6 .2  shows tha t 

weight is attributed to features of low significance {Wi^W2 =  1 ) if the emphasis of the 

m atch is asymmetrical (i.e., diagnosis, or evaluation) and the features are common to 

both the subject and the referent, but no weight (Wi,W 2 =  0 ) contributes to the overall 

similarity if the features are distinctive. Thus, occasional features add support to the 

match if they are common, but do not count against the m atch if they are distinctive.

0 = 1.0, a = 0.6, 

f i - ^ W i = <

fi

/fc Wife =  <

fi — 0.4, Et — 9.0

7  i f  1 6  5 4  

3  i f  t  G  5 a  

1 o t h e r w i s e

7  i f  i  G  5 4  

3  i f ;  G  5 a  

0 o t h e r w i s e

7  i f  t  G  5 4  

3  i f  t  G  5 a  

0 o t h e r w i s e

Figure 6 .2 : Evaluation contrast parameters: Acrocephalosyndactyly group.

The param eter settings shown in Figures 6 .2  and 6.3 concur with the general guide

lines discussed in Chapter 5. For evaluation, the combination of one hard anomaly plus 

one or two secondary features will provide enough weight for the evaluation threshold 

to be reached. Also, as with previous experiments, for the generalisation process the 

generalisation threshold is set equal to the weight assigned to dysmorphic features of the 

highest significance (5 4 ). However, with the extended contrast model, features of lower
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Q — 1.0, OL — 0.3, P — 0.3, Gt =  7.0

f i ,  f j ,  f k - > W  = ,

7 i f » , i . i e S 4 

3 i î i , 3 , k & S î  

1 otherwise

Figure 6.3: Generalisation contrast parameters: Acrocephalosyndactyly group.

N1

N2

N3

N4

N5

N6

5754 Nager
7312 Treacher Collins
8967 Treacher Collins
6566 Nager
6351 Treacher Collins

N7

4200 Pfeiffer 
5286c Pfeiffer 
5286a Pfeiffer 
5286b Pfeiffer

8175 Nager 
0005 Nager

7877 Saethre-Chotzen 
7385 Saethre-Chotzen 
7464 Saethre-Chotzen 
6150a Saethre-Chotzen

6638 Treacher Collins 
7031 Nager

9605 Acrofacial Dysostosis with P.A.D. 
0004 Acrofacial Dysostosis with P.A.D.
0002 Acrofacial Dysostosis with P.A.D.
0003 Acrofacial Dysostosis with P.A.D.

7877 Saethre-Chotzen 
7385 Saethre-Chotzen 
618717 Apert 
5462 Saethre-Chotzen 
616929 Apert

564525 Apert 
606067 Apert 
618717 Apert 
616929 Apert 
6761 Apert 
0001 Pfeiffer

Figure 6.4: Network A 3: Concept hierarchy generated by the Acrocephalosyndactyly 

data set.
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A n B Si A - B Si B - A Sk

(face mandible 

small-mandible /  micrognathia) S2

(hands fingers 

skin-syndactyly-of-fingers) S3

(eye-structures eyelids 

ectropion-of-eyelids ) S3

(upper-lim bi forearm 

hypoplaitic-or-abient-ulna) S4

(ears extem al-ears 

simple-ears) Si

(face malar-region 

flat-malar-region) S3
(hands fingers 

absent-fingers-or-oligodactyly) S4

(m outh general 

microstomia) S3

(oral-region palate 

cleft-palate) S3
(feet toes absent-toes) S3 (ears extem al-ears 

low-set-ears) Si
(upper-limbs elbow 

elbow-joint-synostosis) S3
(ears hearing 

dea&ess-conductive) S3

Table 6 .1 : Contrast between Case 5754 and Node N5 of Network A.3.

significance (i.,e Si U S 2 ) also contribute to similarity assessment. This contribution re

flects the contextual relevance of lower order anomalies and is facilitated by the relevant 

/  functions. For evaluation, features belonging to significance sets Si  eind S 2  are a t

tributed weight if they pertain to the common feature set, AC\B. I f  they belong to either 

of the distinctive feature sets then they are attributed no weight. W hilst the param eter 

settings for Et, Gt and the respective values for W4 and W3 follow the general guidelines 

mentioned above, the contrast parameters: 0, a  and /d, account for the additional bias 

or symmetry to each match. For evaluation, which is asymmetrical matching in which 

the distinctive features of the subject take precedence over the distinctive features of the 

referent, the relative contrast param eters are set such tha t 6 > a > j3. The evaluation 

threshold would normally be reached if the common features of the subject and referent 

included one hard anomaly plus a secondary feature, or by the combined weight of suf

ficient secondary anomalies, but now distinctive features can contribute negative weight 

to the overall similarity. The generalisation conditions shown in Figure 6.3 show a more 

balanced contrast between common and distinctive features, as would be expected when 

both the subject and the referent are cases. In this function, the emphasis of the m atch 

is facilitated by contrast param eter settings such tha t 6 > a = ^ .  Furthermore, the 

context of generalisation is learning, and thus, the contextual salience of feature sets is 

more balanced than that of evaluation (i.e., fi  = f j  =  /*).

When matching between cases is performed only as a function of common abnormali
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ties, some matches may satisfy the necessary threshold despite the existence of significant 

distinctive features. This is true of both UNIMEM and W-UNIMEM. The introduction 

of a contribution in the m atch from distinctive anomalies should, oversdl, produce a more 

balanced assessment of similarity. Thus, one difference th a t one would expect to see be

tween the networks formed by version 2  and version 3 of the CBL algorithm, is a further 

decrease in the number of extraneous links. This effect is shown by Network A 3 (Fig

ure 6.4) with regard to Case 5754. In Network A.2 (Figure 5.2), Case 5754 (Nager) was 

grouped with the four cases of Acrofacial Dysostosis with post-axial defects. In Network 

A 3 this case is unclassified. The input ordering of the cases is such tha t when Case 5754 

evaluates against Node N5 of Network A 3, the common and distinctive abnormalities 

are those listed in Table 6 .1 . Despite the fact tha t there are no distinctive abnormalities 

of the highest significance (^ 4 ), the combined weight of the distinctive secondary features 

is sufficient to prevent the evaluation succeeding. The resulting similarity score, ^(a, 6 ), 

is 7.2, which fails to reach the evaluation threshold {Et = 9.0). In fact. Case 5754 fails to 

evaluate against any node, or instance linked to the root, and is stored at the root (smd 

is therefore unclassified).

a  — 0 .6 , P =  0.4, J

1 2  if i G 5 4

fi  —> Wi =  i 3 if 1*6 53

1 otherwise

12 i f ;  6 5 4

f j  ~ ^ W j =  i 3 i f ;  6 5 3

0 otherwise

12 if jk 6 5 4

fk Wk = < 3 if t  6 5 3

0 otherwise

Figure 6.5: Evaluation contrast parameters: skeletal dysplasias group.

The network generated with the skeletal dysplasias cases is shown in Figure 6.7. 

This was formed with the param eter settings shown in Figures 6.5 and 6.6. The re-
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6 =  1.0, a  =  0.3, P — 0.3, Gt =  12.0

/t, / j ,  f k - * W  =

1 2  if t, j ,  & E ^ 4  

3 i f t , i , i f ee53 

1 otherwise

Figure 6 .6 ; Generalisation contrast parameters: skeletal dysplasias group.

R

Nl

N2

N3

N4

N5

N6

N7

N8

090-0258 Achondroplasia
091-0176 Hypochondoplasia
092-0167 Hypochondroplasia
089-0052 Hypochondroplasia
090-0225 SRPTypen
091-0084 SEDC

089-0135 SRP Type I/m
090-0009 SRP Type I/m

091-0222 Thanatophoric without Kleeblattschadel
092-0054 Thanatophoric without Kleeblattschadel 
091-0161 Thanatophoric without Kleeblattschadel

091-0251 Achondroplasia
090-0197 Achondroplasia

090-0122 Achondrogenesis II/Hypochondrogenesis
091-0215 Achondrogenesis II/Hypochondrogenesis
091-0035 Achondrogenesis II/Hypochondrogenesis

091-0096 SEMD
092-0184 SEMD
091-0162 SEMD

090-0009 SRP Type I/m
091-0156 SRP Type II - Tentative
089-0180 SRP Type U -Tentative
091-0250 SRP I/m

090-0005 Asphyxiating Thoracic Dystrophy
088-0116 Asphyxiating Thoracic Dystrophy
092-0080 Asphyxiating Thoracic Dystrophy

091-0185 SEDC
092-0181 SEDC

Figure 6.7: Network S 3: Concept hierarchy generated by the skeletal dysplasias data 

set.
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4.0

3.0

GAP

2.0

1.0

0.0

- 1.0

A.l A.2 A.3 S.2 S.3 C5.1 C5.2 C5.3 C2.1 C2.2 C2.2

Figure 6 .8 : Comparative mean GAP achieved by UNIMEM, W-UNIMEM éind C- 

UNIMEM.

vised network (Network S.3) cdso demonstrates how previous links may be avoided with 

matching based on a contrast of common and distinctive features. However, this action 

is not necessarily cin improvement. For example, in Network 8 .2  (Figure 5.3) Case 091- 

0084 (SEDC) was correctly grouped with the two other cases of SEDC (091-0185 cind

092-0181). However, in Network S 3 (Figure 6.7), Case 091-0084 remcdns unclassified. 

Node N8 in Network S.3 is initially created by a generalisation between the two cases of 

SEDC: Case 091-0185 and Case 092-0181 (this match achieves a similarity score of 22.7 

and creates a concept node with 14 listed abnormalities). Both these cases are described 

in significantly greater detail than Case 091-0084 (all three cases of SEDC originate 

from different hospitals with different referring physicians). Case 091-0185 has 27 listed
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anomalies, whilst Case 092-0181 lists 32 dysmorphic features. Case 091-0084 lists only 1 0  

abnormalities. This description does include epiphyseal abnormality of the long-bones, 

which is the relevant key hard abnormedity. W ith W-UNIMEM, which bases evaluation 

on purely common features, this feature along with relevant secondary anomalies proved 

sufficient to group Case 091-0084 with the other instances of SEDC. However, with the 

C-UNIMEM algorithm, which utilises an asymmetrical evaluation contrast, when case 

091-0084 is matched with Node N8  the similarity score only reaches 8 .0  {Et =  15.0) caus

ing the case to remain uncategorised. The conclusion to  be drawn firom this occurrence is 

that whilst W-UNIMEM eased the problem of case non-uniformity by only operating with 

very significant, common abnormalities, the problem of non-uniform case descriptions is 

more evident with C-UNIMEM, which operates with all features of aU levels of diagnos

tic significance, common and distinctive. Despite this factor, the overall performance 

of C-UNIMEM is greater than both UNTMEM and W-UNTMEM. Figure 6 .8  shows the 

relative mean group accuracy factors for UNTMEM, W-UNIMEM and C-UNIMEM. The

G A F  for each concept network generated by C-UNTMEM is considerably higher than the

corresponding GAF^s for both UNTMEM and W-UNTMEM. W ith the Acrocephalosyn

dactyly data set, C-UNTMEM achieves a G A F  of 4-4.280 (Network A.3), and with the

skeletal dysplasias data set the G A F  for Network S.3 is 4-2 .0 0 .

The networks generated by C-UNTMEM with the cases with chromosomal abnormal

ities, C5.3 (Figure 6.9) and C2.3 (Figure 6 .1 0 ), also have mean group accuracy factors 

that sue greater than their respective predecessors. These networks also demonstrate the 

influence of the contrast model. They too display fewer extraneous concept nodes. In fact 

Network C5.3, which incorporates cases with a duplication in the number 5 chromosome, 

now only consists of correct groupings in terms of the associate banding defects. Also, 

it is interesting to note that no case is located at more than one node in either Network 

C5.3 or C2.3 ( d e l(2 ) cases). Both Networks C5.3 and C2.3 were produced with the 

same param eter settings as those used for the Acrocephalosyndactyly cases (Tables 6 .2  

zmd 6.3). Whilst it would be possible to decrease the number of unclassifled cases by 

altering the relevant system parameters, it is im portant to  note tha t grouping as many 

cases as possible is not the real goal of the operation. If only a handful of cases are 

grouped, or classified, then this should not be seen as a failure. The research aspect of 

dysmorphology that constitutes conceptual learning, as demonstrated by the CBL model, 

is such tha t any new links that are established (between undiagnosed cases) through this
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Nl

N2

N3

N4

N5

N6

N7

N8

57 Cases Uncategorised

dup(5) (q21->q23) 
dup(5) (q21->q23)

dup(5) (pter->pl3) & dup(8 ) (pter->qll) 
dup(5) (pter->pl3) & dup(8P)

dup(5) (qll->ql3) 
dup(5) (qll->ql3)

dup(5) (q33->qter) 
dup(5) (q33->qter)

dup(5) (pter->pl3) 
dup(5) (pter->pl3)

dup(5) (pter->pl3) & del(9) (pter->p22) 
dup(5) (pter->pl3) & del(9) (pter->p22)

dup(5) (pter->pl3) 
dupe 5) (pter->pl3) 
dup(5) (pter->pl3)

dup(5) (pter->pl3) 
dup(5) (pter->pl3)

Figure 6.9: Network 05.3: Concept hierarchy generated by cases with a duplication in 

the number 5 chromosome.

type of analysis contribute to a new understanding of the domain. Furthermore, when 

creation of new concepts (or syndrome categories) is the main goal of operation, then 

this is with a view to using these concepts to solve problems. That is to say, the con

cepts should provide a useful prototype against which to diagnose future cases. Thus, 

the learning goal does have an explicit link  with the diagnosis task. An im portant aspect 

of both the W-UNIMEM and C-UNIMEM models is tha t concepts are formed with a 

greater depth of category information than those of the UNIMEM model. T hat is to  say, 

they store knowledge of relative feature salience within the concept description, which is 

in tu rn  used for later assessments of similarity. The difference in performance with the 

non-chromosomal and chromosomal data  sets is a reflection of the fact tha t the former 

data sets are a more representative collection of specific syndromes, whereas cases with
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60 Cases Uncategorised

Nl

N2

N3

N4

N5

N6

del(2) (q32->q33) 
del(2) (q32->q33)

del(2) (q32->q33) 
del(2) (q31->q33)

->qter) & dup(14) (q31->qter) 
->qter) & dup(14) (q31->qter)

del(2) (q24->q31) 
del(2) (q24->q31)

del(2) (q23->q34) 
del(2) (q21->q24)

del(2) (q31->q33) 
del(2) (q31->q33)

Figure 6 .1 0 : Network C2.3: Concept hierarchy generated by cases with a deletion in the 

number 2  chromosome.

chromosomal abnormalities (that are stored in HCDB) have no established prototype 

and suffer to a far greater extent firom environmental noise.

The use of a contrast in matching results in a decrease in extraneous links between 

cases. A consequence of this is that more cases may remain unclassified, and the creation 

of sub-nodes through generalisation is less abundant. A facet of this type of (discrimi

native) algorithm is that the further a search proceeds down the hierarchy, the smaller 

the object description (case or node) tha t is encountered. However, the evaluation and 

generalisation thresholds remain constant. Thus, for sub-nodes to be formed there has to 

be sufficient weight in matches based on fewer features as search progresses downwards. 

In versions 1 and 2 of the algorithm, when matching was performed solely on common 

features, there was sufficient weight, in certain circumstances, for Gt to  be attained, re

sulting in the generation of child concept nodes. Now tha t distinctive features make a 

contribution in m a tch ing , the a ttainm ent of Gt at sub-node levels is more difficult. To 

increase the depth of the network one could simply adjust the relevant system param eter. 

However, with the LDDB and SDR data sets, the param eter values listed above produce.
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in terms of depth and breadth, a close approximation to  what is known to be correct.

6.3.4 Discussion

As with previous versions of the CBL program, the generation of alternative grouping 

patterns is achieved through manipulation of the system parameters. Again, if the data 

incorporated unknown (or undiagnosed) cases a specialist would be required in order to 

achieve sensible case groups. It was noted earlier tha t the incremental presentation of 

cases over a short time frame is not a true reflection of the real world. Thus, if the 

supervisor is an experienced specialist, then an experiment like those described above 

would, in this sense, provide a very artiflcial environment. W ith this fact in mind, some 

experiments involving incremented grouping of cases and concept formation have actually 

been performed with dysmorphology speciedists. The main aim of these experiments was 

to assess the applicability of incremental concept formation, or case-based learning to 

dysmorphology. A tenet of this thesis is tha t the general theory of case-based reasoning 

and learning maps weU with the actual processes of diagnosis and research, or learning, in 

dysmorphology. However, taking into account the nature of the available data (symbolic, 

or printed m aterial), and the artiflcial time frame against which concept formation occurs 

in this instzmce, it was considered a useful exercise to test whether domain experts could 

successfully speed up these processes. The results of these experiments are reported at 

this point in the thesis in order to provide context for a critique of the CBL program 

and a comparison of its performance against human experts. Furthermore, the ensuing 

discussion provides an additional frame of reference for a general discussion of similarity 

assessment as an independent research topic with regard to  GBR.

The experiments with dysmorphology specialists were performed using the SDR data 

set During the tests, each case comprised a separate printed list of dysmorphic features 

(sub-categorised by the SDR skeletal components, see Table 4.5), without the listed 

diagnosis. The cases were presented incrementally to  the experts, who were instructed 

to group the cases accordingly. The consultants were encouraged to explain why they 

grouped cases together (in terms of characteristic features) as they did so. When all the 

cases in the set had been presented, the experts were asked to describe the groups in 

terms of their prototypical abnormalities.

The first test was performed by two specialists in dysmorphology and clinical genetics, 

*The consultants that participated in one of the tests actually compiled the LDDB data set.
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who, for the purposes of describing these experiments, will be referred to as Clinician A 

and Clinician B. A second (identical) test was performed by one consultant who specialises 

in skeletal disorders, referred to  as Clin ician C. The experts were left very much to 

their own devices in these experiments. They were not told how many syndromes were 

accounted for in the data set. They were not specifically told to form a hierarchical 

network. The consultants were merely instructed to group the cases according to their 

interpretation of prototypical abnormalities. For consistency, and ease of comparison, 

the results from these tests are presented as concept networks (Figures 6 .1 1  and 6 .1 2 ) 

with associated node descriptions (Tables 6 .2  and 6.3). However, it should be noted tha t 

there was no concept of a root node when groups were formed. Also, individual cases 

tha t would be regarded as unclassified with respect to the CBL program, effectively form 

their own group in this instance. Comments on why these cases were not linked with 

others is noted in the relevant description.

An im portant point to note is tha t the experts involved in these tests specialise in 

different aspects of dysmorphology. Clinicians A and B are experts in clinical dysmor

phology, whereas Clinician C is a specialist in skeletal disorders. Therefore, the first two 

physicians examine human patients whilst the third consultant examines x-rays. Nei

ther, in the course of examination and diagnosis, would analyse purely symbolic data 

such as printed medical records. An interesting result from these experiments is tha t, in 

terms of the respective group accuracy factors, the clinical dysmorphologists have per

formed slightly better than the radiology expert, despite the fact tha t the test data was 

across known skeletal dysplasias. This serves to emphasise the artificial nature of these 

experiments.

The relative performance of the human experts compared to the three CBL programs 

is represented graphically by Figure 6.13. This chart shows the mean group accuracy 

factors for the concept networks created in the tests with the respective physicians (W .l

and H .l), along with the GAF^s calculated for the networks generated by UNIMEM, W- 

UNTMEM and C-UNIMEM with the skeletal dysplasias data set. Network W .l, created

by Clinicians A and B, has a O A F  of -f 1.17. This corresponds to  a better mean group 

accuracy factor than the equivalent networks generated by UNIMEM smd W-UNIMEM

(although only a slight improvement over Network S .2  which has a O A F  of -f-1.025). This

score falls short, however, of the O A F  managed by C-UNIMEM (-1-2 .0 0 ). Network H .l,

created by Clinician C, has a O A F  of —1.65. Thus, not only is the mean group accuracy
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R ----------------

NI

N2

N3

N4

N5

N6

N7

N8

N9

091-0161 Thanatophoric without Kleeblattschadel
090-0009 SRP Type I/m
089-0135 SRP Type I/m
092-0054 Thanatophoric without Kleeblattschadel
091-0222 Thanatophoric without Kleeblattschadel

090-0258 Achondroplasia
090-0197 Achondroplasia

089-0180 SRP Type II - Tentative
088-0116 Asphyxiating Thoracic Dystrophy
090-0005 Asphyxiating Thoracic Dystrophy
092-0080 Asphyxiating Thoracic Dystrophy
090-0225 SRP Type n
091-0250 SRP Type I/m

092-0181 SEDC 
091-0185 SEDC 
091-0084 SEDC

090-0122 Achondrogenesis II/Hypochondrogenesis
091-0156 SRP Type n-Tentative
091-0215 Achondrogenesis II/Hypochondrogenesis
091-0035 Achondrogenesis II/Hypochondrogenesis

092-0184 SEMD
091-0162 SEMD
091-0096 SEMD

092-0167 Hypochondroplasia
091-0251 Achondroplasia

089-0052 Hypochondroplasia

091-0176 Hypochondoplasia

Figure 6 .1 1 : Network W .l: Concept nodes formed by Clinician A and Clinician B with 

SDR cases.
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Node Description & Comments
N1 Flattened vertebral bodies,

severe early problems (i.e., neonatal deaths/stillborns/abortions), 
short limbs, severe to moderate rib shortening, 
and pelvis trident notched.

N2 Mild rib shortening, flattened spine, 
and flattened acetabular roof.

N3 Relatively normal spines but very short ribs.
Didn’t compare pelvis, but indicated that this should have been done. 
Noted that all cases except 089-0180 had (pelvis acetabular-roof trident). 
It was noted that cases 089-0190 and 090-0250 had craniosynostosis 
and polydactyly.

N4 Relatively early onset, relatively normal rib size, 
bell shaped thorax, short limbs, 
unossifled pubis, and absent talus.

N5 Early onset, poor or unossiflcation of the spine, 
short limbs, and barrel shaped chest.
It was noted that there is similarity with group N4. 
The consultants were unsure about case 090-0122.

N6 All cases are alive and have 
epiphyseal/spondyloepiphyseal abnormalities.

N7 Some spinal abnormalities.
Appeared to be (spondylo)metaphyseal problems.
Required more information on epiphysis and status (alive or dead).

N8 Noted as difficult to group.
Age and sex were noted - 15 year old male. 
Slightly short bones.
No details on epiphyseal or metaphyseal defects.

N9 Again difflcult to group.
Age and sex noted - 18 year old female.
Normal hands, but feet unknown.
The consultants indicated that cases 091-0176 and 089-0052 
required more detail. It was implied that they may be comparable 
however the fact that case 091-0176 has normal hands prevented this.

Table 6 .2 : Clinicians A cind B group descriptions of SDR cases.

achieved by this physician (a radiology specialist) less than tha t achieved by the clinical 

geneticists, but it also falls considerably short of the scores achieved by the three CBL 

programs. A m ajor contributor to this phenomenon is the Node N4 in the respective 

concept Network H .l. This node groups seven cases whose diagnoses range across all 

three syndrome families tha t exist in the SDR data set. Thus, the negative contribution 

to the group accuracy factor for Node N4 is considerable (if a separate group had been

formed with the three cases of Thanatophoric dysplasia the resulting G A F  would have 

been —0.107).

The node descriptions given by the physicisms reiterate tha t syndromes are distin

guished by a pattern  of anomalies. Each group of cases is described in terms of a loose 

association, or conjunction, of abnormalities with respect to the skeletal components.
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R -----------------

NI

N2

N3

N4

N5

N6

N7

N8

091-0215 Achondrogenesis II/Hypochondrogenesis
090-0122 Achondrogenesis II/Hypochondrogenesis

091-0084 SEDC

089-0180 SRP Type II - Tentative
088-0116 Asphyxiating Thoracic Dystrophy
090-0009 SRP Type I/m
091-0156 SRP Type II - Tentative

092-0054 Thanatophoric without Kleeblattschadel
091-0222 Thanatophoric without Kleeblattschadel
091-0161 Thanatophoric without Kleeblattschadel
091-0035 Achondrogenesis II/Hypochondrogenesis
091-0185 SEDC
090-0197 Achondroplasia
089-0135 SRP Type I/m

092-0181 SEDC
091-0176 Hypochondoplasia
091-0162 SEMD
092-0184 SEMD

092-0167 Hypochondroplasia
090-0258 Achondroplasia
089-0052 Hypochondroplasia
091-0251 Achondroplasia

090-0225 SRP Type n
090-0005 Asphyxiating Thoracic Dystrophy
092-0080 Asphyxiating Thoracic Dystrophy
091-0250 SRP Type I/m

------------------  091-0096 SEMD

Figure 6.12: Network H .l: Concept nodes formed by Clinician C with SDR cases.

However, a couple of group descriptions contain a relationship between a normal and 

abnormal feature. For example, the description of Node N3 in Table 6.2 lists “relatively 

normal spines but very short ribs” . It is the combination of these two factors tha t is 

regarded as a distinguishing feature of the group, rather than one specific dysmorphic 

anomaly. A feature can, therefore, refer to two inter-dependent abnormalities, or an ob

served combination of two anomalies, one of which could be a norm al clinical or skeletal 

region. Normality is noted on several occasions. For instance, in Node N2 of Table 6.3, 

normal long-bone size is emphasised. References to normal hands are evident in both 

description tables. When normal regions axe noted, it is usually with reference to  the 

overall group pattern , i.e., normality is generally described in terms of other abnormal
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Node Description & Comments
N1 Both cases a fetus.

Short limbs, absent ossification of the spine, 
and iliac abnormality (arched).

N3 Normal long-bone size (noted as unusual in bone dysplasias), 
rib width is thin.

N3 Three are neonatal deaths (1 unknown).
All have severe rib shortening, limb shortening 
and abnormal pelvis.
It was noted that case 088-0116 had a poor level of detail.

N4 All stillborn or neonatal deaths.
Short limbs, flattened vertebral bodies, abnormal pelvis 
and all have moderate rib shortening.

N5 All alive.
All short limbs, abnormal spine, abnormal pelvis and 
reasonably normal hands.
It was noted that case 092-0184 was probably in this group 
i.e., slightly tentative about this case.

N6 Two cases are alive and two unknown.
All have short limbs.
Abnormal pelvis (flat acetabular roof) except for case 089-0052, 
which has a normal pelvis.
All have abnormal hands.

N7 Three cases are neonatal deaths, one case alive at 1 year. 
Short limbs, all have normal spine, pelvis abnormality 
(trident acetabular roof), and severe rib shortening.

N6 Short limbs, abnormal pelvis, abnormal spine, but hands unknown. 
It was noted that case 091-0096 could possibly go in group N6 or 
NT. The fact that hands are unknown prevents further accuracy.

Table 6.3: Clinician C group descriptions of SDR cases.

features. Normal clinical or skeletal components are not regarded as independent fea

tures in the same sense as dysmorphic abnormalities. They are relative, or contextual in 

nature.

Another characteristic of the group descriptions is the frequent use of generalisation 

with regard to individual features. The symbolic format of dysmorphic features has three 

levels: the skeletal region, an attribute, and a specific anomaly. Some node descriptions 

list distinguishing features tha t comprise a generalisation of the two highest levels (region, 

attribute), which are noted as abnormal, without a specific anomaly (e.g., abnormal 

spine). Furthermore, these generalisations are not constrained to include all the grouped 

cases. For example, the phrases “relatively normal rib size” (Node N4, Table 6.2), and 

“reasonably normal hands” (Node N5, Table 6.3) imply a feature exhibited by the group 

in general, rather than each individual case. This concurs with the polymorphic facet of 

syndrome descriptions.

An aspect of the domain tha t stands out from these results is the importance of
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age and status with regard to presented cases. The consultants clegirly referred to these 

details, cind attributed high diagnostic value to this information. Unfortunately, the SDR 

group is the only data set of the four used in this research that includes information about 

the age and sex of the infant (even so, this information is still not complete). With respect 

to the SDR cases, there appears to be a clear distinction between patients that belong to 

a ‘surviving’ syndrome, eind cases of ‘early onset’. The experts consistently divided cases

GAF

Figure 6.13: Mean GAF for Networks S.l, S.2, S.3, W .l and H.l

with respect to this distinction. Following on from this, although the SDR set provides 

by far the most comprehensive case descriptions of the four data sets, even this group 

suffers from inconsistency, or non-uniformity. This seems particularly relevant to the 

cases of Hypochondroplasia. Network W .l (Figure 6.11) shows that two of these cases 

stand isolated, and the associated descriptions note that Clinicizms A and B commented 

on the lack of information for cases in groups N7, N8 and N9 (in pzirticular, two cases of

181



Hypochondroplasia listed a surviving age, but this information was missing for the third 

case). Whilst Clinician C did link together two cases of Hypochondroplasia, cdong with 

two cases of Achondroplasia (group N6, Figure 6.12), it was also noted tha t for two cases 

in this group the age and status details were unknown.

The reluctance of domain experts to define mutusdly exclusive syndromes that form 

category hierarchies has already been emphasised in this report. Thus, when these ex

periments were performed, the experts were not asked to form hierarchies, and there was 

no constraint determining tha t a case could only be linked to one group. However, both 

these aspects of categorisation can be interpreted from the group descriptions offered by 

the experts. For instance. Clinician C notes tha t Case 091-0096 could be linked to either

Addendum

It should be emphasised tha t the discrepancy in the results of the grouping experiments 

performed by the different clinicians will almost definitely reflect a difference in their approach 

to the task and the manner in which they work, as well as their interpretation of diagnostic 

value with regard to recorded patient features. The artiflcial nature of these experiments 

do not reflect true clinical practice, but are intended to demonstrate a case-based reasoning 

approach to diagnosis and learning. The chnicians generously co-operated with this task in 

mind.

vi«̂ v.xcaoc;a txic sigiuiiciuice ui oraciing on tne resultant network. Another related issue is 

that when such re-appraised is performed, each individual case is assessed in terms of its 

complete list of dysmorphic features, not just those that are distinctive from the group 

prototype.

As a genered summary to this section, the results from the experiments involving dys

morphology specialists demonstrate that case-based learning is feasible with the available 

data. This conclusion can be drawn from the fact tha t, overall, the experts managed to 

form sensible groups (with respect to the known diagnoses) and establish correspond

ing prototypical concept descriptions. Of course, the experts have much specific medical 

knowledge and experience tha t is not readily available to the CBL programs. The simplis

tic diagnostic model that is available, in conjunction with the contrast model of similarity

182



assessment does, however, produce accurate case groups with respect to the known di

agnoses, particularly with the LDDB and SDR data sets (which comprise representative 

patient records). The following section summarises the merits and weaknesses of the CBL 

model tha t may be concluded from the experiments described in this, and the previous 

two chapters.

6.4 A Critique o f the CBL M odel

A key principle of the CBL model is tha t the case memory is organised into a hierarchy 

of increasing specificity. W ith this axiom in place, confined search in conjunction with 

a suitable matching operator locates similar entities in the case memory and facilitates 

reorganisation of category information. In the context of a localised group of cases, such 

as those used in the reported work of this and the previous two chapters, then such a 

scheme is acceptable.

A prim ary concern of specialists is tha t syndromes are not mutually exclusive. This 

is not a problem provided the relevant algorithm develops a graph network, not a tree, 

and concepts are polymorphic (i.e., a stored instance, or case, is not required to  have a 

conjunction of all the prototypical features listed by the concept). The UNIMEM model 

satisfies both  these criteria. However, UNIMEM (and the subsequent CBL programs that 

are based on it) operates in a discriminative manner. Thus, individual cases are only 

stored in terms of their discriminating features. This scheme complements a hierarchical, 

top-down search algorithm. The algorithm and case representation are, in this instance, 

inter dependent. However, it has been demonstrated tha t such a scheme has inherent 

problems with respect to dysmorphology. Whilst hierarchies do exist in terms of the 

syndrome nomenclature, they are not rigid and are not interpreted strictly by physicians. 

When matching a new case to the known syndrome nomenclature, a physician would take 

into account both the relevant syndrome prototype and specific individually recorded 

patients. Such cases would naturally be documented in terms of all evident features 

(it is possible that normal regions may also be documented). Finding such cases would 

not necessarily be a top-down search procedure, and matching would certainly take into 

account the complete malformation pattern  of each subject. Thus, taken in this broader 

context, the hierarchical architecture and associated mechanisms of the CBL model are 

restrictive.
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This architecture presents other related problems. A facet of the discriminative ap

proach is tha t the order of presentation of cases has a direct effect on the resulting case 

network. Individual cases can become hidden by the higher order prototypes below which 

they are stored. It is unclear what effect ordering might have on actual syndromes and 

documented cases, but the shallow nature of syndrome nomenclature, and the fact tha t 

cases are recorded in terms of aU relevant features, would limit this problem. If cases are 

initially diagnosed incorrectly, then this is generally with reference to a syndrome family 

(i.e., to the wrong variation of related syndromes). Further information (perhaps at a 

later date) may facilitate a correction in this instance. This kind of procedure is very 

similar to the localised learning tha t occurs when new variations of a known syndrome 

family are discovered (through reorganisation within the group). This type of ordering 

problem is different to that displayed by the CBL program. The CBL organisation actu

ally prevents the retrospective assessment of individual cases that was demonstrated by 

the tests with human experts. According to Lebowitz, over time and with a large data 

set, the effect of case ordering is not strong [50]. This statistical argument may hold for 

domains in which large amounts of statistical data exist. In dysmorphology, however, 

this is not normzilly the case, and a syndrome definition can be based on only a few 

individual cases. Whilst this research has not put great emphasis on case ordering, due 

to the non-conformity of the dysmorphology field (in term s of the availability of large 

and comprehensive data sets) with the assumption noted above, it was considered tha t 

the question of ordering should not be overlooked. Appendix C describes some additional 

tests performed with the C-UNIMEM algorithm using the Acrocephalosyndactyly data 

set. A general conclusion tha t is drawn from these tests is th a t the algorithm performs 

consistently in terms of grouping accuracy. However, ordering does appear to  have a 

lower level effect with regard to node descriptions due mainly to the problem with the 

discrimination approach outlined above, and the fact th a t once a node description is 

constructed, the cases subsequently stored beneath it (and their case descriptions) are 

not given further consideration with regard to tha t description.

Another, related, problem is that the dysmorphology domain is inherently incomplete 

and noisy. Case and syndrome descriptions suffer from non-uniformity and personal 

bias. Such variation in detail with respect to  documented cases has also been shown 

to have a detrimental influence on system performance. This problem is accentuated in 

UNIMEM which employs a similarity metric tha t has a direct dependency on the size of
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a case description. The modified versions of the algorithm incorporate individual feature 

salience and consequently suffer less in the presence of non-uniform data.

It has been indicated tha t similarity assessment is crucicd to  the performance tasks 

of the domain. Furthermore, the contrast model tha t is employed by the C-UNIMEM 

program is seen as a compromise solution. It is certainly dif&cult to foresee a m athem at

ical model tha t will cope totally with the incompleteness and complexity of a medical 

domain such as dysmorphology. However, the contrast model does offer some basic ax

ioms tha t lend themselves well to the different perspectives of similarity demonstrated in 

dysmorphology. The only requirement tha t the contrast model has, in terms of domain 

knowledge, is a model of feature salience. Fortunately, such knowledge is readily available 

through LDDB’s encoding of dysmorphic feature weights (although strictly speaking this 

represents a close approximation to  diagnostic feature salience). Analysis has shown, 

however, tha t similarity involves a number of factors tha t have not been accounted for. 

Age and status information is not available in the m ajority of cases. The concept of 

‘norm ality’ is not used, although what defines normality is a contentious point. It has 

become apparent through the tests with the consultants tha t unless a clinical region has 

a specific abnormality recorded then it is generally assumed to  be normal. The SDR data 

set specifically Hsts some skeletal regions as normal, some as unknown, and for some there 

is no indication of whether it is unknown or normal. The experts were subsequently un

sure whether or not to assume tha t certain regions were normal. A generalised condition 

that combines an abnormal feature to  a normal region within a group description (as 

seen in in the tests with domain experts) is not facilitated in the CBL model (a feature 

of the UNIMEM system is tha t concepts are formed in terms of a conjunction of features; 

it does not cater for disjoint conditions).

Another aspect of matching dem onstrated by the hum an experts is tha t individual 

abnormalities can be generalised when viewed in the context of a case group. That is 

to say, in order to describe a prototypical malformation pattern , it is sometimes useful 

to record the abnormal clinical region tha t is common to the relevant cases rather than 

a list of specific anomalies. This may happen if the physician sees enough evidence to 

suggest tha t the anatomical component is generally abnormal (if there was a hard, or 

very significant abnormality then this type of generalisation is less likely). Generalisations 

of another type are also made due to  the non-uniform nature of patient records. One 

physician may describe a feature as “mild” , whereas another specialist, in a separate
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situation (and with a different patient) may record the same feature as “m oderate” . This 

type of interpretation can be abstracted by a third expert with both  case descriptions 

at hand in order to infer an equivalence between the two. The m a tching performed 

by the three CBL programs cannot cope with this situation as it is symbolically exact 

according to the three level encoding of dysmorphic features. The LDDB system (which 

was designed by experts), however, specifically allows loose matching (édbeit for the 

purpose of indexing) in order to account for this type of user interpretation.

A natural progression of the CBL model (in terms of the three different versions) has 

been an increase in the supervision of the algorithm through system parameters. The finzd 

version, which incorporates the contrast model, allows the most flexible supervision in the 

sense tha t bias may be attributed to the common or distinctive features depending on the 

goal of the match. However, the user cannot vary the weight of specific abnormalities. 

Emphasis is controlled only in terms of common or distinctive sets. It has become 

apparent tha t experts can focus very specifically on one or two very significant features, 

and virtually discard other anomalies as environmental noise. Such a situation would

Addendum

The underlying model used within similarity assessment was based on phenotypic features 

and their associated level of diagnostic significance. This model assumes, therefore, th a t no 

conclusive genetic linkage exists for the patient (i.e., either the karyotype was inconclusive 

or not performed). It should be stressed tha t diagnosis wiU normaUy commence with a 

karyotype. If sufficient genetic information was available, this could have a great effect on 

the procedures involved with similarity assessment. Thus, the inclusion of a comprehensive 

genetic model within this work could result in an alternative model of similarity assessment.

required to exhibit a feature before it is made permanent, or prototypical. However, the 

nature of the domciin is such that many syndromes have only a few known cases. In this 

situation the concept of prototypicality is less certain. The conclusion has already been 

made tha t if the system is to be supervised, then the users involvement could broaden 

in order to oversee case-base reorganisation along with the other key processes of GBR.
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6.5 C B R  and General Sim ilarity A ssessm ent

At the second DARPA  case-based reasoning workshop [39] discussion was psurtitioned 

across issues considered to be central to CBR. Along with topics such as case representa

tion and indexing, a panel was delegated to appraise similarity assessment in the context 

of CBR [10]. The output from this discussion group was a list of seven questions tha t 

summarise the open issues of similarity assessment in CBR. This section is intended to 

provide answers to these questions in the light of the work reported in this thesis that 

concerns similarity assessment specific to dysmorphology.

1. W h y  is one s itu a tio n  p e rce iv ed  as b e in g  s im ila r  to  a n o th e r?  This vague 

question is intended to summarise the essence of the discussion. The main issue is 

concerned with whether or not general principles for similarity assessment may be 

established with respect to a designated domain. In dysmorphology, the general 

principle that has been established is that similarity is viewed as a pattern  of 

malformations of varying diagnosticity.

2. W h a t is th e  re la tio n sh ip  o f  case re tr ie v a l a n d  s im ila rity  a ssessm en t?  A 

distinction can be made between similarity assessment tha t operates in conjunction 

with case retrieval, and general similzirity assessment which can constitute an in

dependent process. The former is dependent on the structure of the database and 

the associated complexity of categorisation within the case memory. This deter

mines whether or not effective case retrieval may be performed by simple indexing 

(a boolean conjunction of features), or requires a more careful evaluation of com

mon and distinctive attributes. The flat database structure of LDDB represents 

the first instance where booleztn indexing will suffice if guided by an expert and no 

ranking of database entities is required. The CBL model employs a database struc

ture organised by category information against which case retrieval has the goal of 

finding the best, or most applicable locations in case memory. Thus, a ranking of 

candidate syndromes is implicit within the similarity assessment tha t is performed 

with search (or case retrieval).

The second type of similarity assessment will operate once the relevant hypothe

ses have been retrieved. In LDDB, this assessment is left to the human expert. 

In ranking systems, such as SYNDROC, this type of assessment is facilitated by
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mathem atical fbmmlae in order to refine competing hypotheses. In the CBL model 

a generalisation function determines whether a new case should merely be stored 

below a retrieved category, or whether sufficient similarity exists with a past case to 

form a new category. The CBL system actually employs the same model to perform 

both types of similarity assessment. The contrast model can be used in this way 

because it allows the emphasis of the m atch to be altered though its parameters.

3. C an  cases b e  re p re se n te d  as se ts  o f  ‘‘s im p le ’’ fe a tu re s?  The initial einswer 

to  this question is “yes” . The fact tha t a number of computer databases have been 

developed tha t employ a simple attribute-value representation for both syndromes 

and cases confirms this. However, should the question really be interpreted as “how 

much inferential effort should be concentrated in representing cases as opposed to 

problem solving procedures?” The issue is then one of finding the most suitable bal- 

cince between the knowledge stored within the case representation, and tha t stored 

within program functions or the domain knowledge-bases tha t they access. In dys

morphology, this relates to the performance goals of the system along with the 

constraints of the project (as discussed in Chapter 2). In LDDB, a simple encoding 

does provide the case representation. Intelligent processing of cases is facilitated 

by a totally separate model of domain knowledge, which in this case is a human 

expert. In this instance, the relationship between the knowledge encoded within 

the case representation and the knowledge required for processing is deliberately 

unbalanced. In SDD, this balance is more equal. The diagnosticity of individusd 

dysmorphic features is encoded within syndrome frames (which may be regarded as 

prototype cases). This representation facilitates a more informed retrieval phase. 

Having retrieved relevant candidates, SDD then employs several independent, but 

domain dependent, knowledge-bases to promote the best hypothesis. Thus, SDD 

shares its domain knowledge between the case representation and independent mod

els of expert knowledge. However, whereas with LDDB one can say that complete 

domain knowledge is shared across these two bodies (the database and the human 

expert), whether or not SDD satisfies this condition wiU depend on the success of 

the knowledge engineering used to elicit relevant expertise. In this respect, SDD 

has the favourable goal of being dedicated to  a specific group of syndromes. This 

makes the elicitation of domain knowledge a feasible objective. W ith respect to
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the broader spectrum of syndromes, it is unlikely tha t such knowledge elicitation 

is possible without a considerable phase of knowledge acquisition. The CBL model 

employs a simple case representation and separate models for feature diagnosticity 

and similarity assessment. The feature significance levels constitute an indepen

dent domain knowledge model which, as discussed above, falls short of the depth 

of information stored by SDD. However, this domain knowledge is readily available 

without the need for knowledge elicitation. The contrast model does not provide 

domciin knowledge, but again, it is readily available, emd for the reasons eirgued at 

the beginning of this chapter, can be appHed to dysmorphology.

4. H ow  is s im ila r ity  assessed  w hen  cases a re  n o t u n ifo rm ly  d esc rib e d ?  This 

issue is not unrelated to the above question concerning case representation. Re

searchers view the solution to this issue as a choice between engineering a uni

form representation and deriving an inference mechanism tha t can account for 

non-uniformity. Work to date has been shcired across both these options. Most 

dedicated computer systems have tried to standardise the case representation with 

respect to dysmorphic feature nomenclature (e.g., the POSSUM system which in

cludes images in order to ease the problem of uniformity). W ith no inference 

mechanisms in place, the user is usually required to assess the equivalence of fea

ture descriptions. LDDB and SDD devote varying degrees of effort to inference 

mechanisms. The loose coupling facility of LDDB can account for the variance in 

feature descriptions (any inference as such is made by the expert). However, case 

descriptions can also vary in size. The diagnostic feature weights provided for use 

with LDDB (and used by the CBL model) ease this problem to an extent. SDD 

on the other hand, along with the diagnostic information encoded within syndrome 

&ames and its background knowledge-base, has separate knowledge of linguistic 

feature equivalences (mild verses moderate etc.,) which can be accessed during the 

diagnostic cycle.

5. W h a t is th e  ro le  o f  g en e ra l d o m a in  know ledge in  s im ila r ity  a sse ssm en t?

Domain knowledge is critical in dysmorphology. Dysmorphologists are specialists 

tha t have knowledge and experience specific to diagnosing syndromes, but under

lying this have a general medical foundation without which the necessary expertise 

could not be acquired. In terms of a computer model, the requirement for such
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general medical knowledge is, again, dependent on the system goals. The contrast 

between LDDB and SDD demonstrate this, i.e., if the system is to  perform unsu

pervised, comprehensively and intelligently, then such knowledge will be required.

6. H ow  is s im ila r ity  a ssessm en t in fluenced  b y  p ro b le m  so lv ing  co n tex ts?  In 

terms of the two styles of case-based reasoning, dysmorphology provides a domain 

for classification CBR. A problem solving context can be interpreted, however, 

when diagnosis (and learning) is performed within the context of a family, or group 

of like disorders. This research has employed the contrast model partly to account 

for this phenomenon. The significance of individual anomalies can vary depending 

on whether they are common or distinctive, and on the directionality of the match. 

Thus, in this sense, the context of the problem (diagnosis or leeiming) does influence 

the similarity assessment.

7. C an  s im ila rity  b e  c o m p u te d  o r is it s im p ly  k n o w n  fro m  p a s t ex p erien ces?  

In dysmorphology, this can be a combination of both. The level of experience of the 

consultant is the key. Inexperienced physicians will rely more on relevant literature, 

syndrome compendia and computer databases to  retrieve candidate hypotheses. 

This involves assessing the similarity of the patient to  recorded syndromes, and is 

therefore a form of computation. More experienced specialists can sometimes skip 

this type of computation. In this sense, similarity assessment can be viewed more 

as experience than computation. If gestalt recognition promotes one hypothesis, 

similarity is then computed in order to confirm or reject the hypothesis. If there 

is a differential diagnosis, similarity is computed in order to  derive the most likely 

hypothesis.

6.6 Conclusions

This and the previous two chapters have reported work specific to case-based learning 

in dysmorphology. A CBL model has been developed based on an algorithm taken from 

the literature. Two models have been used to enhance the system: a domain model, 

which distinguishes the salience of individual abnormalities, and the contrast model, a 

theoretical model of similarity which has characteristics th a t are particularly suitable 

to the domain. These extensions have resulted in two new versions of the UNIMEM
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program respectively: W-UNIMEM, which employs a model of diagnostic significance, 

and C-UNIMEM which employs both the the weighting model and the contrast model of 

similarity. Thus, the program has been augmented chiefly with regard to  the functions 

tha t perform similarity assessment. The relative performance of these three programs

has been examined with respect to the mean group accuracy factor (G A F), a measure 

which reflects the accuracy of case clusters in terms of their known diagnoses. A clear 

improvement can be seen with regard to this measure with each successive version of the

CBL model. Furthermore, the resulting G A F  achieved by C-UNIMEM with the skeletal 

dysplasias data set compares favourably with the equivalent scores derived &om concept 

networks generated by human experts. The cirtificial nature of the experiments performed 

by the physicians should be noted. However, it should also be noted th a t purely symbolic 

databases are employed by human experts to assist their investigations, particularly with 

regard to diagnosis. The higher order theme of the work reported in this thesis has been 

that a symbolic learning program may also provide assistance to  an expert user, although 

in this case, explicitly with regard to analysis of syndrome categories.

Whilst learning in dysmorphology has provided the theme for the development of a 

CBR ‘assistant’, such an algorithm can also be used to assist the prim ary dysmorphology 

task of diagnosis. The CBL model can, by default, retrieve potential hypothesis (i.e., 

syndrome objects in the form of prototypical concept nodes) through a combination of 

confined search and similarity assessment. Thus, the CBL model provides a general CBR 

architecture tha t facilitates both (syndrome) category reorganisation, i.e., learning, and 

(differential) diagnosis.

The CBL model is not ideal, and its main shortcomings have been highlighted. This 

critique should be viewed in the light of the thesis aims, which are to  autom ate the 

learning aspects of the domain. W ith this aim, the work explicitly addresses a task 

not catered for by previous computer applications in dysmorphology. However, another 

objective is to also provide a practical dysmorphology computer system. That is to say, 

along with automated learning the system should, by default, assist the prim ary task 

of diagnosis. For this reason some of the unsuitable chzuracteristics of the CBL model 

discussed above take on additional relevance. W ith these objectives in mind, the following 

chapter presents a general CBR assistant model which encompasses the work described 

in Chapters 3 through 6 whilst taking the practical issues involved with developing a 

useful CBR dysmorphology system into consideration.
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6.7 Sum m ary

• The similarity functions of W-UNIMEM have been extended further by incorpo

rating the contrast model of similarity assessment. This model allows similarity 

to be calculated in terms of both common and distinctive feature sets, and allows 

the ‘bias’ of the matching process to  be varied in two ways: according to the di

rectionality of the match, and according to  the context of the m atch. In order to 

account for context the contrast model has been extended sHghtly &om its original 

definition.

• Asymmetrical matching corresponds to the evaluation functions which implicitly 

form a diagnostic comparison (i.e., a case is compared to a prototype concept 

node). This asymmetry is modelled through the relative setting of the param eter 

B with respect to the parameters a  and /?. The former is associated with common 

features, zuid the la tter two parameters vary the contribution of distinctive features 

to the overall similarity. Common features are, thus, attributed additional weight 

in asymmetrical comparisons, i.e., evaluation. Also, contextual bias is given to 

common features when the task is evaluation (through the szdience function f i ) .  

Alternatively, when the task is implicitly learning, i.e., generalisation, the various 

péirameters are set to reflect a more bzilanced contribution between the common 

and distinctive features of two cases.

• The performance of the C-UNIMEM program, which incorporates the contrast 

model, is a clear improvement over both UNIMEM and W-UNTMEM in terms of

the mean group accuracy factor {GAF).

• Additional experiments conducted with human experts demonstrate tha t symbolic 

incremental concept formation is feasible within dysmorphology. Furthermore, the 

comparative accuracy of C-UNIMEM is favourable with respect to those achieved 

by the human experts. These experiments highlight a number of limitations with 

regard to the similarity model. I t should be noted, however, tha t the utilisation of a 

similarity ‘formula’ such as the extended contrast model is viewed as a compromise 

with respect to the constraints of the project. The ultim ate goal of the CBR system 

is to ‘assist’ rather than comprehensively model the processes performed by human 

specialists.
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• The work reported on case-based learning, cind specihcally with regard to  similarity 

processes in dysmorphology, has allowed some insight regarding the open issues of 

similarity assessment defined by the CBR community.
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C hapter 7

A C B R  A ssistant for D iagnosis 

and A nalysis o f D ysm orphic  

Syndrom es

7.1 Introduction

This chapter presents a general CBR model which encompeisses the work described in 

Chapters 3 through 6. Chapter 3 described a case-based architecture which provided 

a platform on which to develop programs for two procedural tasks: retrieval of similar 

entities (syndrome or case records) and (syndrome) category reorganisation. The first 

procedure enables confined search within the case memory in order to retrieve both syn

drome and case records th a t m atch a specified set of dysmorphic features. This program 

constructs a differential diagnosis and is also described in Chapter 3. The second task 

uses a case-based learning algorithm to operate with stored cases (and syndromes) for 

the purpose of estabhshing links between patients and creating associated (generalised) 

concept descriptions. This procedure promotes an analysis or research task with regard 

to the possible recognition of new syndromes. Chapters 4 through 6 are specific to this 

aspect of the thesis. Both these procedures are forms of case-based reasoning. Both 

employ object retrieval in conjunction with a similarity assessment phase. The m ain dis

tinction between the two is th a t a case-based learning procedure also utilises its similarity 

assessment module with regard to autom atic reorganisation of the case-base.

By incorporating these two procedural functions within its structure, the case-based
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reasoning system described in this chapter can assist a domain expert with the two 

principal tasks of dysmorphology. That is to say, the CBR system can assist the physician 

in retrieving and constructing a differential diagnosis, which in tu rn  may lead to a firm 

diagnosis; and the CBL program that operates within the general CBR model can assist 

in analysing potential reorganisations of the syndrome nomenclature. An im portant 

theme of this chapter is that the general CBR model is very much an ‘assistant’ rather 

than a fully automated, artificially intelligent solution. This theme follows from the 

thesis goal of providing a realistic, or practiczd, CBR model for dysmorphology. W ith 

this in mind, the CBR model described in this chapter comprises some additional, but 

im portant, aspects to its design.

One feature of the general CBR system is that it is very much an interactive model. 

That is to say, it is designed with an acceptcince that crucial decisions must be made by the 

human expert. This facet of system design is particularly im portant if the system domain 

theory is weak such as it is with dysmorphology. Kolodner refers to this type of model as 

‘case-based decision aiding’ [44]. The CBR system performs specific functions within the 

overall CBR procedure, either to assist in selecting the most applicable precedents, or 

perhaps to suggest possible solutions, but im portant interm ediate and final decisions are 

left to the human expert. As the system design becomes more interactive, or more of an 

assistant than  a solution, then the overall procedure can also become less automated. This 

aspect is seen with the general CBR model, particularly with regard to the case-based 

learning program. A conclusion put forward from the earlier work specific to case-based 

learning was that continual memory update (i.e., the case memory is reorganised each 

time a new case is entered) is over-flexible with respect to the dysmorphology domain. 

For this reason, the CBR assistant employs a more general version of the CBL program 

tha t does not continually update the case-base. The CBL program is employed to  suggest 

possible links or generalisations, but specific reorganisations are left to  the human expert.

The review of computer applications in dysmorphology concluded three general sys

tem  categories: databases, ranking systems and expert systems. These three models vary 

in the scope of their performance tasks, and consequently in their level of autom ation 

with respect to diagnosis. Databases allow the construction of a differential diagnosis. 

They are not designed to suggest or imply a specific diagnosis. Thus, automation of the 

diagnostic process is minimal. Expert systems are designed to  propose a specific diagno

sis. A clear aim has been, in these instances, to autom ate the diagnostic process. This
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may involve some interaction with the user, for example, SDD requests additionéil infor

m ation from the user during its cycling procedure, although decisions are made by the 

program not the human expert. Ranking systems employ a model tha t lies somewhere 

between databases and expert systems. In a sense, they suggest a specific diagnosis by 

displaying its relative score compared to other possibilities according to  the chosen for

mula. W ith these systems, automation does not so much model the diagnostic procedure, 

rather it replaces it by a readily available compromise. Like databases, these systems are 

not designed to make specific decisions, or interact with the user. As well as employing 

a CBL progrcun to suggest reorganisations to the syndrome nomenclature, the genered 

CBR model presented in this chapter also incorporates a ranking formula which can be 

used to suggest the most likely hypotheses from a list of candidates. This functionality 

provides an independent function to the CBR system which can be utilised either as 

a separate analytical tool, or can be employed within the context of the overall CBR 

procedure. The ranking function uses the contrast model and is discussed in section 7.3.

The work to date has used the contrast model to assess the similarity between two 

entities, which has in turn  employed the LDDB diagnostic model. Thus, the levels of 

diagnostic significance encoded within the diagnostic model have a direct effect on the 

performance of the case-based learning program. Similarly, if the contrast model is also 

to be used with respect to a ranking function, then the diagnostic model which it employs 

wQ also influence its performance. One criticism of the LDDB encoding of diagnostic 

indicators is tha t it is merely one interpretation of diagnostic significance. Furthermore, 

it is a relatively context-free assignment of diagnostic weight. It was highlighted in 

Chapters 5 and 6 tha t within the context of a decision between competing hypotheses 

the physician can assign additional bias to some anomalies whilst ignoring others. The 

contrast model allows bias to be assigned, but only to feature sets and not to individual 

dysmorphic features. The CBR assistant model is designed to  operate in an iterative 

and interactive mode, and allow an expert user to account for personal bias with regard 

to specific anomalies with respect to the current group under study. That is to say, if 

the user is considering a possible diagnosis (which could involve a ranking procedure), or 

analysing a potential reorganisation with the CBL program, personal bias can be assigned 

to individual anomalies via a number of additional utilities tha t allow the diagnostic 

model to  be altered. This facet of the model is intended to  increase the flexibility of 

the system with regard to user interpretation of diagnostic significance. In a way, this
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type of flexibility is comparable to the generic nature of the case representation. As 

well as being able to cope with different case representations (from different sources), 

the CBR assistant model provides the mechanisms to account for different diagnostic 

interpretations (of dysmorphic features). This is achieved by allowing the expert to 

alter the signiflcEince level of individual abnormalities (i.e., S i .. . 5 4 ). This does mean, 

however, tha t the nomenclature for dysmorphic features remédns fixed to  the W inter and 

Baraitser model.

7.2 A  C B R  A ssistant M odel and Procedure

Figure 7.1 illustrates the CBR assistant design. This model comprises similar functional 

components to the general CBR model shown by Figure 2.5 of Chapter 2, and the general 

CBL model illustrated by Figure 5.7 of Chapter 5, along with some additional procedural 

phases.

The selection of indexes with which to probe the case-base, called the elaborate phase 

of the CBR procedure, incorporates both human interaction and system guidzmce. An 

index comprises a list of features tha t are evident in the new case. An indexing model 

contains a small set of simple rules tha t suggest potentially useful index sets (i.e., a 

conjunction of dysmorphic feature triplets) for matching against the case-base. This is 

etn additional utility which uses the diagnostic model to create a list of indexes from 

the features of the new case. The indexing model is discussed in section 7.5. The user 

interacts directly with the system in this phase by selecting which index to  use. The 

expert also interacts with the elaborate stage in an indirect manner. The indexing model 

employs the diagnostic model to compile a list of possible indexes, which can in turn  be 

edited by the expert to account for personal interpretation of diagnosticity. A number 

of utility functions allow the user to  zdter the suggested indexes or create new indexes. 

This promotes an iterative process of case-based retrieval. The user may use sm index 

to retrieve a group of matching case or syndrome records from which some may be 

selected for further investigation, or may be rejected. If the expert is not satisfied with 

the retrieved case-base entities, the indexes may be edited or new ones created, and the 

retrieval program re-run. The aim is to arrive at a contextual focus in term s of a group 

of matching cases and/or syndromes with respect to a set of key abnormalities. That is 

to say, the iterative procedural phases of elaboration, retrieval, selection and revision of
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Figure 7.1: A general CBR model for dysmorphology.

indexes are designed to provide an initial list of similar case-base entities, and allow for 

the personal interpretation (and domain knowledge) of the user.

While constructing this list, the user can examine the retrieved case and syndrome 

records (through a utility function which lists the recorded features and indicates their 

signihcEince level according to the diagnostic model). At this point in the CBR procedure 

the similarity model, incorporating the contrast model, is not yet used. The goal at this 

phase of the procedure is to arrive at a list of m a tching entities for further ansdysis. Thus, 

the user may decide to reject a case or syndrome from the retrieved list due to a hard 

abnormality tha t does not match with the input case. Alternatively, the expert can enter 

the next phase of operation, called the assessment phase, in which the similarity model 

can be employed to rank the list of matching entities. The similarity model comprises the 

CBL program and a ranking formula which both utilise the contrast model. These are
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discussed further in sections 7.4 and 7.3 respectively. The goal of the assessment phase 

is to allow the CBR assistant to suggest possible solutions through its similarity model. 

The suggested solution may be the diagnosis tha t is ranked first in the list. Additionally, 

the user can employ the CBL program with a localised group within the case memory in 

order to analyse potential (or suggested) category reorganisations.

Evaluation of possible diagnoses and case memory reorganisation is a human function. 

A firm diagnosis will indicate a location for the new case in memory, as an instance of 

a syndrome record (which is managed by linkm g the in s ta n c e s  slot of the syndrome 

header to  the p a re n ts  slot of the case header). A situation may occur in  which no 

retrieved memory entities m atch the new case sufficiently in order to  link it with either 

a syndrome or emother case. In this instance the new case would simply be stored in 

isolation. If the best m atch is with another isolated case, the expert can create a new 

generalised memory record (with the o b je c t- ty p e  slot set to NODE) beneath which the 

two matching cases are linked. It is the aim  of the CBL program to indicate these types 

of links and suggest the format of the new general node. Even if the new case is linked 

below an existing syndrome, the user is stiU allowed to edit the syndrome description if it 

is deemed appropriate. The additional functionality provided for user construction and 

reorganisation of case memory is described in section 7.4.3.

The general mode of operation with the CBR assistant model is, thus, interactive. It is 

a form of case-based decision aiding in which intermediate and final decisions are made by 

the expert, but in which index elaboration, indexing zmd retrieval, similarity assessment 

(incorporating a case-based learning operation) and evaluation are aU autom ated to some 

degree by the CBR assistant.

7.3 Ranking H ypotheses w ith  th e Contrast M odel

Chapter 3 described a distributed architecture for a case-base, and gave an example of 

how an indexing technique could be employed to retrieve a differential diagnosis against 

a case-base of 1885 syndromes. This indexing procedure constitutes part of the iterative 

phase of elaboration, retrieval and selection iUustrated by Figure 7.1. Whilst the expert 

CEin examine retrieved cases or syndromes in order to  refine the selection, an additional 

function has been developed to enable a ranking operation similar in nature to tha t per

formed by SYNDROC and the system developed by Weiner et. al., and which can also
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be compared to the GENDIAG approach. W ith these systems, a differential diagnosis 

is effectively constructed by listing those syndromes tha t satisfy a numerical condition 

on application of the ranking formula. In a sense, the highest scoring syndrome is the 

suggested diagnosis. W ith the GBR assistant, the ranking procedure c«in be used in two 

ways, either to compare the selected syndrome and case records tha t have been returned 

through an initial indexing phase, or to actually construct the differential diagnosis by ap

plication of the ranking formula across all syndromes in the case-base (i.e., an equivalent 

mode to  SYNDROC). Both Schorderet and Werner applied a numeric formula exhaus

tively against the syndrome database in order to arrive at the most probable candidates. 

W ith the GBR assistant model, the user specifies the case-base records with which to 

compare the new case. This list could comprise those cases and syndromes selected via 

the first phase of GBR operation or, as with the Schorderet and Weiner approach, could 

comprise all syndrome records in the case-base.

The ranking formula utilised in this instance is a version of the contrast model. 

Ghapter 6 has already discussed the applicability of Tversky’s contrast model versus the 

inapplicability of probability formulae such as Bayes’ rule when applied to  the dysmor- 

phology domain, and these arguments apply also with respect to the selection of the 

contrast model as a ranking formula. Unlike SYNDROG, the contrast model does not 

rely on statistical assumptions or scores that are calculated from the existing database 

population (creating a pseudo-Bayesiein formula). Not unlike Weiner’s system, which 

calculates scores for and against each hypothesis, Tversky’s model calculates each score 

as a contrast between matching and distinctive features. Furthermore, as with GEN

DIAG, the extended contrast model utilises different levels of diagnostic significance to 

account for feature salience. The applicability of the contrast model as a ranking formula 

is further enhanced by the fact that it can be set for asymmetrical matching, i.e., it can 

have a diagnostic bias in its assessment of similarity. That is to say, ranking is a diag

nostic procedure which relates to matching with an asymmetrical direction. Thus, the 

variation of the contrast model used within the ranking formula is one in which similarity 

takes precedence over dissimilarity, which is essentially the e v a lu a te  function described 

in Ghapter 6. The ranking formula actually incorporates the extended contrast model 

shown by Equation 6.2 with param eter settings such tha t Ô > a  > /3.

To demonstrate the operation of the ranking function, the following section describes 

an experiment similar to those performed by Schorderet [66, 68], in which the whole
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database of syndrome records is exhaustively compared to an input case in order to 

arrive at a differential diagnosis.

7.3.1 E xp erim en ts w ith  th e  R anking M odel

The twenty-eight cases comprising the Acrocephalosyndactyly data set shown in Table 4.2 

(including the cases of Nager, Treacher-Collins Syndrome and Acrofacial Dysostosis) 

were each matched against a case-base of the 1885 LDDB syndromes (i.e., those case- 

base entities denoted by SYNDROME in the o b je c t- ty p e  slot of the header). A ranking 

function consisting of the formula shown by Equation 6.2 was utilised. Initially, the 

param eters of the formula were set to  the values shown in Figure 7.2. A differential 

diagnosis comprised those candidates that achieved a contrast-score greater or equal to 

the evaluation threshold. Et. The param eter settings shown in Figure 7.2 resulted in 

the differential diagnoses described by Table 7.1, which shows the size of the differential 

list returned by the ranking function, and an indication of the position of the correct 

diagnosis (if included in the differential list).

a  =  0.4, =  0.2, j

12 i f t 'E54

f i  —*■ W i — < 5 if IE  5a

1 otherwise

12 i f j G 5 4

f j  —► W j  =  < 5 i f y E 5 3

0 otherwise

12 if Jb E 54

A  Wife =  < 5 if A? G 5g

0 otherwise

Figure 7.2: Ranking contrast parameters.

Referring to Table 7.1, the ranking procedure has performed well with the fifteen 

cases of Acrocephalosyndactyly (i.e., Apert, Pfeiffer and Saethre-Chotzen syndromes).
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Case Diagnosis Differential Size Diagnosis Rank
6761 Apert 13 1st
616929 Apert 11 1st
618717 Apert 7 1st
606067 Apert 8 1st
564525 Apert 12 1st
5462 Saethre-Chotzen 10 1st
7464 Saethre-Chotzen 1 1st
6150a Saethre-Chotzen 5 1st
7385 Saethre-Chotzen 2 1st
7877 Saethre-Chotzen 4 1st
0001 Pfeiffer 19 2nd
5286a Pfeiffer 4 1st
5286b Pfeiffer 3 1st
5286c Pfeiffer 1 1st
4200 Pfeiffer 10 3rd
8175 Nager Nil Not Listed
6566 Nager 7 Not Listed
7031 Nager 4 4th
0005 Nager 2 Not Listed
5754 Nager 21 1st
0002 Acrofacial Dysostosis 22 1st
0003 Acrofacial Dysostosis 21 1st
0004 Acrofacial Dysostosis 22 1st
9605 Acrofacial Dysostosis 23 2nd
6351 Treacher-Collins Nil Not Listed
6638 Treacher-Collins Nil Not Listed
8967 Treacher- Collins Nil Not Listed
7312 Treacher- Collins Nil Not Listed

Table 7.1: Position of correct diagnosis in ranked differential for Acrocephalosyndactyly 
and Acrofacial Dysostosis cases.

The correct diagnosis has been listed first for thirteen of these cases, and within the top 

three for the other two cases. The size of the differential list varies from only one (Cases 

7464 and 5286c), for which the diagnosis is correct, to nineteen (Case 0001) for which the 

correct diagnosis is hsted second. The ranking function has also performed particularly 

well with the four cases of Acrofacial Dysostosis with Post-Axial Defects, for which, with 

an average differential list of twenty-two syndromes, the correct diagnosis is ranked either 

first or second. The other members of this group have not faired so well, however (i.e., 

cases of Nager and Treacher-CoUins syndrome). Of the four cases of Treacher-Collins 

syndrome, no case-base syndromes have achieved the evaluation threshold, and thus, the 

differential list is empty. A similar situation has occurred for one case of Nager Acrofacial 

Dysostosis (Case 8175). The other four cases of Nager syndrome do have differential 

diagnoses, but two of these (Cases 6566 and 0005) do not list the correct diagnosis
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Case Diagnosis Differential Size Diagnosis Rank
6761 Apert 21 1st
616929 Apert 20 1st
618717 Apert 17 1st
606067 Apert 16 1st
564525 Apert 20 1st
5462 Saethre-Chotzen 16 1st
7464 Saethre-Chotzen 1 1st
6150a Saethre-Chotzen 10 1st
7385 Saethre-Chotzen 4 1st
7877 Saethre-Chotzen 5 1st
0001 Pfeiffer 31 2nd
5286a Pfeiffer 10 1st
5286b Pfeiffer 6 1st
5286c Pfeiffer 6 1st
4200 Pfeiffer 24 3rd
8175 Nager 3 2nd
6566 Nager 7 Not Listed
7031 Nager 6 4th
0005 Nager 4 4th
5754 Nager 25 1st
0002 Acrofacial Dysostosis 22 1st
0003 Acrofacial Dysostosis 22 1st
0004 Acrofacial Dysostosis 22 1st
9605 Acrofacial Dysostosis 25 2nd
6351 Treacher- Collins Nil Not Listed
6638 Treacher-Collins 1 Not Listed
8967 Treacher-Collins Nil Not Listed
7312 Treacher-Collins Nil Not Listed

Table 7.2: Position of correct diagnosis in ranked differential for Acrocephalosyndactyly 
and Acrofacial Dysostosis cases with Et =  20.0.

(although it is worth noting that these differentials did include related diagnoses, i.e., 

syndromes related to Nager, for instance. Acrofacial Dysostosis was listed first for Case 

0005). Two cases of Nager syndrome. Case 7031 and Case 5754, have the correct diagnosis 

ranked at fourth and first respectively.

A second test of the ranking procedure was performed with the evaluation threshold 

lowered to  20.0. The results from this run-through are shown in Table 7.2. In this 

instance, the ranking function returns a differential diagnosis for those cases of Nager 

syndrome for which it had previously failed (although for Case 6566 the correct diagnosis 

is still not listed, but Acrofacial Dysostosis is ranked second). The trade-off in lowering 

the evaluation threshold is tha t the differential diagnoses become larger overall («dthough 

the rankings do not change). As with the process of adjusting a boolean index to return 

a manageable differential, the adjustment of desirable system param eters is an iterative.
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empirical process. In this sense, the selection of a suitable threshold level performs a 

similar function to the selection of a desired tightness or looseness of an index. However, 

the extended contrast model has an additional advantage in tha t it accounts for the 

salience of matching and unm a tching abnormalities. The additional weights tha t can 

be allocated to the four defined significance levels depending on the matching set (i.e., 

A C[ B^ A — B  OT B  — A)^ allow additional bias to be attributed accordingly.

7.3 .2  D iscussion

The development of a ranking function has not provided a m ajor focus for this thesis. 

However, the experiments described in section 7.3.1 are intended to demonstrate two 

points. Firstly, if a comprehensive database of syndromes (defined by a representation 

common to presented cases) is available, then the application of a ranking formulais rela

tively straightforward. The scope of a ranking function is really only to assist in creating 

a differential diagnosis, although if the user is inexperienced such a tool may prove useful 

by focusing the physicians attention on specific candidates within the differential list. 

Secondly, the experiments are designed to show the applicability of the contrast model 

as a ranking formula in dysmorphology. Whereas Bayes’ formula and its derivatives rely 

on comprehensive statistical data, which is not generally available in dysmorphology, the 

contrast model relies on a comprehensive assessment of diagnostic salience which, in this 

instance, is readily available.

It is difficult to quemtitatively define success and failure with regard to creating a 

differential diagnosis, whether ranked or not. Certainly, success should correspond at 

least to a differential that fists the correct diagnosis, but how large or small should a 

differential diagnosis be? And, if the differential diagnosis is ranked, then what position 

in the ranking defines success? Previous systems appear to  have adopted fairly arbitrary 

approaches with regard to these questions. Databases such as LDDB, DYSMOR and 

BDIS rely on the user to retrieve a ‘sensibly’ sized differential as defined by the user. El 

Busca defines its differential diagnosis by the top twelve ranked syndromes. SYNDROC 

defines its differential limit as half the value of the highest achieved certainty coefficient, 

whereas Weiner’s system includes those syndromes with a probability score of 0.85 or 

more. GENDIAG initially creates a differential diagnosis from those syndromes tha t 

m atch the case on a grade 3 anomcdy (this is equivalent to indexing LDDB with one 

hard abnormality). The differential is then ranked by the corresponding belief function
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of each syndrome.

In the examples of section 7.3.1, those syndromes tha t achieve a contrast-score that 

reaches the evaluation threshold constitute the differential diagnosis. No attem pt is made 

here to qucintify success or failure. Provided the size of the differential is sensible (i.e., 

small enough such that an experienced physiciein is sufficiently focussed on candidate 

diagnoses in order to proceed with further investigations) then the ranking is not consid

ered all tha t im portant, particularly because of the limitations of the diagnostic model 

and the fact tha t the ranked differential diagnosis is only based on symbolic data. W ith 

larger differentials (say 10 or more syndromes) then an indication of the relative similarity 

score could be useful to refine this list further, especially if the user is a less experienced 

physician.

The review of computer applications in dysmorphology in Chapter 2 noted that with 

previous ranking systems there has been no attem pt to compare the results of the re

spective ranking formula with a standard booleein indexing mechanism. This type of 

comparison can demonstrate an im portant problem when a ranking approach is used 

solely to form the differential diagnosis, i.e., the correct syndrome may not be listed. 

There will be a greater chcince of this occurrence if the ranking formula accounts for 

both similarity and dissimilarity, as it does with the contrast model and Weiner’s use 

of a likelihood score based on probability vzdues for and against the hypothesis [82, 81]. 

Whilst these formulae present a more balanced model of comparison, the non-uniform 

nature of case descriptions might cause the correct syndrome to be omited from the 

differential diagnosis due to the weight of distinctive features. The extended contrast 

model described in Chapter 6 is designed to allow additional weight to be attributed 

to the relevant key anomalies, and thus to account for this type of problem. However, 

to reiterate what has already been discussed in section 7.2, it may be necessary for the 

expert to vary the weights according to the context of the current group under study 

whilst the first iterative phase of the CBR procedure takes place, i.e., the creation of the 

differential diagnosis.

The second experiment of section 7.3.1 demonstrates one type of empirical adjust

ment. The evaluation threshold was lowered because the ranking formula failed to 

generate a differential diagnosis which contained the correct syndrome for seven of the 

twenty-eight cases, specifically cases of Nager Acrofacial Dysostosis and Treacher-Collins 

syndrome. This adjustment proved successful for two cases of Nager: Case 8175 and
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Case Diagnosis Differential Size Diagnosis Rank
8175 Nager 12 2nd
6566 Nager 11 Not Listed
7031 Nager 26 3rd
0005 Nager 7 4th
5754 Nager 32 1st
6351 Treacher- Collins 10 3rd
6638 Treacher- Collins 9 2nd
8967 Treacher-Collins Nil Not Listed
7312 Treacher-Collins 8 2nd

Table 7.3: Position of correct diagnosis in ranked differential for Nager and Treacher- 
Collins cases with 0 =  1.5.

Case 0005, but still failed for the other 5 cases which included all the cases of Treacher- 

Collins syndrome and one case of Nager Acrofacial Dysostosis. An alternative adjustment 

could be to  increase the relative contribution of common abnormalities (those features 

in the set A D B) by increasing the value of 6. By setting 9 equal to  1.5 (and with 

the evaluation threshold at 24.0) a differential diagnosis containing the correct syndrome 

is generated for three more of the Treacher-Collins cases. Table 7.3 indicates how this 

adjustment has revised the effect of the ranking formula on cases of Nager Acrofacial 

Dysostosis and Treacher-Collins syndrome.

The ranking formula still fails to produce a differential diagnosis for Case 8967, which 

is known to be an instance of Treacher-Collins syndrome, and Case 6566, which is a case 

of Nager Acrofacial Dysostosis. Case 8967 comprises the dysmorphic features shown in 

Table 7.4, which indicates the diagnostic significance of each anomaly according to  the 

diagnostic model. The only feature listed within this case description tha t belongs to 

the set of highest diagnosticity (5 4 ) is (e a rs  e x te m a l - e a r s  c y s t ic - e a r - p in n a ) , but 

this anomaly is not specifically listed within the record for Treacher-Collins syndrome. 

External ear emomalies are listed in the Treacher-Collins syndrome description, so this 

could possibly demonstrate an error of interpretation (however, as the cystic ear pinna 

anomaly carries the highest level of significance one would expect careful examination of 

this feature before recording it within the case description). The practical implication 

of this is tha t the description of Case 8967 is misleading for a numeric formula which 

accounts for both common and distinctive features, and which compares a similarity score 

to a threshold level in order to form the differential diagnosis. An indexing approach, 

however, might suffer less from the variability of case descriptions. In keeping with the
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Feature Diagnostic Set
(ears external-ears cystic-ear-pinna) S 4

(ears external-ears low-set-ears) S2
(eye-structures palpebral-fissures

palpebral-fssures-slant-down) S 3

(nose general convex/beaked-profile-of-nose) S 3

(face mandible small-mzmdible/ micrognathia) S2
(face maxilla hypoplastic-maxillarexcl-malar-reg) S 3

(neurology general normal-intelligence) Si

Table 7.4: Case 8967 (Treacher-Collins syndrome).

Syndrome Contrast-Score
SAY [1986] 9.0
ANYANE-YEBOA [1987] 9.0
THONG [1978] 4.5
TREACHER-COLLINS 3.0
PIEPKORN [1977] 3.0
MAUMENEE [1977] 3.0
KAPLAN [1988] 3.0
FUJIMOTO [1987] 1.5
ARMENDARES [1974] 1.5

Table 7.5: Ranked differential diagnosis for Case 8967.

W inter and Baraitser guidelines for indexes, the index:

((face mandible small-mandible/micrognathia)
(nose general abnormal) (ears extemal-ears abnormal))

which is derived from the description of Case 8967, can be used to return  a list of 

nine syndromes (by using the R e triev e  function described in Chapter 3) which includes 

Treacher-Collins syndrome. Table 7.5 shows the retrieved syndromes ranked along their 

respective contrast-scores (with ^ =  1.5), all of which fall some way below the evaluation 

threshold {Et = 24.0).

The main practical difference between indexing and ranking is that a boolean index 

will return  a m atching syndrome regardless of the significance of individual features. 

Thus, if with a ranking procedure the correct syndrome fails to reach the respective 

criterion for inclusion in the differential diagnosis, w ith an indexing mechanism the correct 

syndrome may still be returned by the program. The conclusion to be drawn &om this is 

tha t it may be better to use indexing first in order to  create an initial list of candidates, 

rather than purely using a ranking function. This is the approach adopted with the
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GENDIAG system [23]. Either way, the process of selecting a satisfactory differential 

diagnosis (or one in which the physician is satisfied that correct syndrome is hsted) might 

necessarily be an iterative one which incorporates empirical judgement and adjustment 

of system parameters.

7.4 C ase-Based Learning w ith  th e Case-Based A ssistant 

M odel

The experiments reported in chapters 4, 5 and 6 demonstrated how a case-based learning 

algorithm may be employed to both generate and operate a case database, or case-base, 

and chapter 3 described the underlying linkage which enables a locahsed hierarchy to be 

developed within the distributed architecture. In each of the case-based learning experi

ments, the case-base evolved through incremental input of individual cases, and memory 

organisation was constructed dynamically, or automatically, by the CBL program. The 

starting point for these experiments was an empty, or null database. This type of op

eration is characteristic of an incremental concept formation approach in which a set 

of cases is initially used to create a concept hierarchy, and the remaining test cases are 

used to evaluate program performance. The algorithmic functions of incremental con

cept formation and case-based learning are very similar. However, the emphasis of the 

performance task of the two approaches is different. Incremental concept formation is 

primarily concerned with the evaluation of generated concepts and category structure 

is critical to such progréuns. Case-based reasoning is primarily concerned with using its 

case database to solve a related problem (through an associated assessment of similarity). 

CBR systems tha t automate learning do rely more on case memory structure than  CBR 

systems tha t don’t leam. A conclusion to  be drawn from this is tha t for a general CBR 

system the case-base would not necessctrily be developed from an empty database, but 

category organisation is desirable if the system is to autom ate learning. This type of 

model is effectively what has been developed in this instance. The case-based assistant 

model comprises a memory architecture which allows locsdised hierarchies to be con

structed whilst providing an efficient mechanism for standard case-based retrieval (with 

confined search).

Much of general CBR research has not required the creation of a case memory from 

a nuU starting point. In fact, more often than not, the case-base wiU be pre compiled.
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Unless the specific goals of the project involve learning and automatic reorganisation of 

case memory from a null database (as is the case with incremental concept formation 

systems), a pre-compiled case-base wiU serve as a platform for the development of the 

system, which in turn  may focus on specific research topics relating to CBR. The research 

focus will wül depend to a great extent on the domain and style of CBR, for exEunple, in 

a problem solving domain there may be an emphasis on adaptation of past cases. The 

research focus of this thesis is learning, but the background goal of developing a case- 

based system tha t is a practical and useful tool for a domain expert has resulted in the 

creation of the more general CBR model described in this chapter. This development 

is not retrospective. The higher order goal of practicality was the main influence on 

the design of the case-based architecture described in Chapter 3. A consequence of 

these factors is tha t the case-based assistant model incorporates two modes of case-based 

learning: a stand-alone CBL program such as C-UNIMEM, and a generalised version of 

CBL which operates within the context of an interactive procedure. W ith this model, a 

case memory comprising syndromes and cases will already exist. The existing case-base 

represents the current state of the dysmorphology domain. It has not been generated by 

a case-based learning program, rather it is a pre-compiled database of what is currently 

understood with regard to  syndrome nomenclature. This does not mean tha t a stand

alone case-based learning program as described by Chapters 4 through 6 does not provide 

a practical tool. The ability to  run a CBL program such as C-UNIMEM against a set 

of cases is still regarded as a valid option with regzird to the case-based assistant model. 

However, such an experiment would take place in isolation from the main case-memory. 

The pre-compiled case-base comprises four record types which are organised and stored 

according to the distributed architecture described by Chapter 3.

• Syndromes^ which are denoted by the SYNDROME string in the o b je c t- ty p e  slot of 

the header object.

• Diagnosed Cases, which are denoted by the CASE string in the o b je c t- ty p e  slot 

of the header object, and which have a link from the p a re n ts  slot of their header 

object to the InstEinces slot of the respective syndrome record.

• Undiagnosed Cases, which are denoted by the CASE string in the o b je c t- ty p e  slot 

of the header object, but do not have any links to syndrome records, and thus stand 

isolated within the case-base.
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• Nodes, which are denoted by the NODE string in the o b je c t- ty p e  slot of the header 

object, and which can refer to two types of entity. A node can represent the gener

alised description between two linked cases, in which case the necessary links will 

exist between the in s ta n c e s  slot of the node and the p a re n ts  slots of the relevant 

cases. A node can also represent a generalised syndrome family record, which wiU 

have links from its c h ild re n  slot to the p a re n ts  slots of relevant syndrome header 

objects.

The overaU structure of the case-base is thus distributed, but localised hierarchies 

are derived through links between header objects (see Figure 3.9 of Chapter 3). The 

locahsed hierarchies comprise three possible levels: a top-level node which represents a 

syndrome family, a second level comprising of sibling syndromes and cases tha t are linked 

to the syndrome group (but have no firm diagnosis), and a third level with diagnosed 

cases. Unlike the four levels of the dysmorphology syndrome nomenclature Ulustrated by 

Figure 3.1 of Chapter 3, there is no root node. Consequently, undiagnoses cases stsmd 

isolated. Cases can be linked to syndrome famUy nodes in order to represent undiagnosed 

cases tha t are thought to belong to the respective syndrome group, but significant dissim- 

Uarity between the case and the sibling syndromes prevents a firm diagnosis (promoting 

learning within the in context, or with reference to, localised syndrome families).

7.4 .1  In teractive CBL P roced ure

The case-base organisation described above does not incorporate a root node at which 

to commence search downwards with the CBL program. This is an im portant point with 

respect to the CBR assistant model. The case memory does not consist of one category 

hierarchy with one top-level starting point for search. The CBL procedure is initiated 

with respect to  localised hierarchies. The first phase of CBR operation is designed either 

to derive a differential diagnosis, and subsequently a diagnosis through human decision 

making, or, if no diagnosis is forthcoming, to focus the user’s attention on similar cases in 

memory. Human analysis of the selected list of case-base entities (&om the first phase of 

CBR operation) is required to  identify starting points for CBL operation. For instance, 

the first phase of CBR operation may result in a number of retrieved (and possibly 

ranked) entities such as syndromes (against which a firm diagnosis could not be made), 

diagnosed cases (which would indicate a possible syndrome) and undiagnosed cases. If 

a number of matching records pertain to a related group, i.e., a specific syndrome plus

210



Feature Diagnostic Set
(cranium cranial-sutures craniosynostosis) 54
(cranium genereJ brachycephaly) 53
(cranium general aero/ turricephaly) 5s
(ears external-ears posteriorly-rotated-eéirs) 52
(eyes general prominent-eyes-including-proptosis) 5s
(eyes general hypertelorism) 5a
(eye-structures palpebral-fissures

palpebral-fissures-slant-down) 5a
(nose general small/ short-nose) 52
(face general flat-face) 52
(face maxilla hypoplastic-mzixilla-excl-malar-reg) 5a
(hands fingers osseous-syndactyly-of-fingers) 5a
(neurology general normal-intelligence) 5i

Table 7.6: Case 564525 dysmorphic features.

one or more cases diagnosed as tha t syndrome, then a localised CBL procedure could be 

initiated with the syndrome record providing the effective top-level entry point (or root 

node).

The following example demonstrates this more general use of a case-based learning 

program withm the context of the CBR assistant model. It utilises a pre-compiled case- 

base incorporating the 1885 LDDB syndrome prototypes and twenty-seven of the Acro

cephalosyndactyly case data set with links constructed between the header objects of the 

‘diagnosed’ cases and the respective syndrome records. For the purposes of this example, 

one case from the Acrocephalosyndactyly data set has not been included in the existing 

case-base. Case 564525, which has a known diagnosis of Apert (Acrocephalosyndactyly 

Type I). Case 564525 comprises the dysmorphic features shown in Table 7.6.

The indexing model creates a list of possible indexes from the description of Case 

564525 based on its simple rule set (which is discussed in Section 7.5.1). One of the 

listed indexes comprises the feature conjunction:

((cranium  c ra n ia l - s u tu r e s  c ra n io sy n o s to s is )

(hands f in g e r s  abnormal) (eyes g e n e ra l abnorm al))

which, when used with the R e tr ie v e  program, returns the case-base objects listed in 

Table 7.7.

Following the retrieval and selection phases of the CBR procedure, the user may 

choose to apply the ranking function against selected syndrome records. If the ranking 

function is applied with respect to Case 564525 and the twenty-four syndromes listed in
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TYPE MEMORY ID NAME
CASE 218 606067 (Apert)
CASE 206 6150a (Saethre-Chotzen)
CASE 200 618717 (Apert)
CASE 197 616929 (Apert)
CASE 196 5462 (Saethre-Chotzen)
CASE 193 6761 (Apert)
SYNDROME 188 WOON [1980]
SYNDROME 181 WEAVER [1987]
SYNDROME 156 SHPRINTZEN [1982]
SYNDROME 146 SAKATI-NYHAN
SYNDROME 145 SAETHRE-CHOTZEN
SYNDROME 129 PFEIFFER
SYNDROME 106 LOPEZ-HERNANDEZ
SYNDROME 97 KAPLAN [1988]
SYNDROME 92 JACKSON-WEISS
SYNDROME 89 IDAHO II
SYNDROME 79 HERRMANN-PALLISTER
SYNDROME 75 HARPER [1967]
SYNDROME 63 FURLONG [1987]
SYNDROME 35 CRANIOFRONTONASAL
SYNDROME 33 CRANIOECTODERMAL DYSP
SYNDROME 30 COH
SYNDROME 29 CLEFTING-COLOBOMA-MR
SYNDROME 28 CHRISTIAN [1971]
SYNDROME 26 CARPENTER
SYNDROME 14 BALLER-GEROLD
SYNDROME 11 ARMENDARES [1974]
SYNDROME 10 APERT
SYNDROME 9 ANYANE-YEBOA [1987]
SYNDROME 3 ACS-WAARDENBURG

Table 7.7: Memory items which list craniosynostosis, abnormal Angers, and general eye 
abnormalities.

Table 7.7, and with the relevant param eters set to those levels shown in Figure 7.2, then 

Apert syndrome is ranked first with a contrast-score of 45.0 (Jackson-Weiss syndrome 

is ranked equal second with Saethre-Chotzen syndrome, both  with a contrast-score of 

32.0). Thus, further computer assisted analysis using case-based learning may not be 

necessary in this instance. However, in order to demonstrate the CBL procedure, let us 

assume tha t the user does desire further analysis. An im portant user interaction at this 

stage is an analysis of the retrieved objects listed in Table 7.7, which incorporates both 

diagnosed cases and syndromes. The user’s attention should be drawn to the fact th a t all 

the listed diagnosed cases are of Apert or Saethre-Chotzen type Acrocephalosyndactyly, 

and both  these syndromes are also listed. The conclusion to  be drawn £rom this is tha t 

for the purposes of CBL, the Apert and Saethre-Chotzen records provide the possible
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top-level entry points to localised hierarchies.

Figure 7.3 illustrates the application of the CBL program against these two localised 

hierarchies. The Apert and Saethre-Chotzen records effectively provide a child list of 

an imaginary root node. Each syndrome has in turn  a list of stored instances, i.e., 

diagnosed cases. Figure 7.3A shows the localised hierarchical structures tha t are derived 

through the relevant links between individual case and syndrome header objects. The 

CBL program evaluates with each syndrome record (with the evaluation threshold and 

system parameters equal to those listed in Figure 6 .2  of Chapter 6 , i.e., those utilised 

with C-UNIMEM). Each syndrome record has no associated children, but does have a 

list of instances (or diagnosed cases) against which to apply the g e n e ra l is e  function. 

Appendix D lists a trace of the CBR assistant procedure with regard to Case 564525. 

When the g e n e ra l is e  function is invoked with Case 564525 and the respective instances 

of the Apert syndrome record, each m atch is positive, resulting in four potentially new 

children. The dysmorphic features th a t constitute a new child are listed (i.e., the common 

features of Case 564525 and the respective instance). The interactive version of the CBL 

program does not automatically form the new nodes, rather it informs the user of the 

possible reorganisation. When the g e n e ra lis e  function is appHed to the instances of 

Saethre-Chotzen Acrocephalosyndactyly, two new children are proposed with respect 

to Cases 5462 and 7385. Figure 7.3B illustrates the reorganisations proposed by the 

CBL program and the common features of each positive generzdisation are Hsted by the 

program trace in Appendix D.

7.4 .2  D iscussion

The example above demonstrates an effect of the over-flexible nature of stand-alone CBL 

programs such as UNIMEM as discussed in Chapter 6 . That is to say, when the input 

case matches sufficiently with more than one instance of a node (or diagnosed case of a 

syndrome), it generahses a new node with each respective instance. W ith Case 564525, 

the suggested reorganisation is to  generaHse six new nodes, and in the case of Apert 

syndrome, to create new nodes with each diagnosed case. A stand-alone program such 

as UNIMEM would perform these actions automatically. Interactive processing allows a 

common-sense decision to be made by the expert. Clearly, Case 564525 should be either 

diagnosed as Apert type Acrocephalosyndactyly and linked to the Apert syndrome record 

accordingly (and with a possible genersdisation to the Apert syndrome description), or, if

213



R

APERT

606067 616929 6761618717

Saethre-
Chotzen

7385 78775462 74646150a

B

APERT

........ . / -----------N

: A.1 :i A.2 i: A.3 : A.4 i 6150a : S.l : 7464
L J

: S.2 : 7877
.......

606067 618717 616929

Figure 7.3: Application of CBL to localised sections of the case-base.
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on examination of the relevant matching abnormalities the expert decides to reorganise 

the Saethre-Chotzen group, then perhaps the creation of one new node abstracted from 

the entire group would provide a more practical option. The decision to reorganise cate

gory information is an im portant decision that can effect later processing. Furthermore, 

in the real world such dynamism with respect to  the organisation of a syndrome and case 

database is relatively infrequent. Thus, whilst a CBL procedure can assist the expert in 

such analysis, the interactive version of the program does not perform continual memory 

update.

7.4 .3  A dd ition al Functionality

For the purposes of interactive ranking and learning with the CBR assistant model, a 

number of additional user functions have been developed.

• M en u  S y stem . This work has not been involved with human-computer interfaces, 

and has accordingly developed a simple menu interface for the CBR assistant model 

using Common Lisp. The interface lists the respective options for each menu, some 

of which link to sub-menus. The user is prompted to enter a single keystroke in 

order to select ein option (see Appendix D).

• M e m o ry  E d it F u nctions. A number of editing functions Eire provided to alter the 

structure of the case-base. The user can add or delete features to a case or syndrome 

description (which will in turn  add or delete a CLOS object if necessary), and create 

hnks between the p a re n ts , c h ild re n  and in s ta n c e s  slots in header objects. New 

node objects can be created &om a given feature set, and syndromes, cases and 

nodes may also be deleted. An additional function allows the user to make a 

specific feature general, i.e., set the lowest sub-category of the feature triplet to 

abnormal. The ‘current’ case-base structure can be saved and reloaded.

• P a ra m e te r  E d it F un c tio n s. The ability to alter the relevant system parameters 

for the purpose of iterative analysis through the ranking and CBL procedures is 

provided by a number of editing functions.

• V iew ing  F un c tio n s. Throughout system operation, the user is able to view in 

detail (i.e., list specific features and header details) Einy selected case, syndrome or 

node. There are eiIso functions tha t list the common and distinctive abnormalities
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between a set of two or more records. This can be of particular im portance if the 

selected entities for analysis are undiagnosed (and hence isolated) cases. In this 

instance, there is no natural starting point for CBL operation and analysis of the 

common and distinctive features between the input case and the retrieved cases 

provide the means for human assessment of similarity.

7.5 A dditional U tilities

7.5.1 T he In d exin g  M odel

The design of the stand-alone CBL programs described in Chapters 5 and 6  incorporates 

a body of domain knowledge in the form of the diagnostic model of LDDB. In this sense, 

these programs (W-UNIMEM and C-UNIMEM) are a form of intelligent knowledge-based 

system. The case-based assistant model is also a knowledge-based system, and knowledge 

is stored both within the case (and syndrome) representation, and within the diagnostic 

model. Furthermore, the CBR assistant design incorporates additional input of domain 

knowledge from the user through expert decisions. The indexing model is another hnk 

in the CBR system that is intended to allow the use of domain knowledge. Its design 

with respect to this work is very simple, and is meant only to highlight a point in the 

CBR model’s procedure at which domain knowledge may be further incorporated into 

the system.

The function of the indexing model is to autom ate the selection of useful indexes 

for use with the retrieval phase of the CBR procedure. The current design follows 

the W inter and Baraitser suggestion of forming an index with one hard abnormality 

with two general features. A function separates the case description according to the 

four levels of the diagnostic model. Each heird anomaly (or feature with a diagnos

tic significance of ^4 ) is grouped with two 'generalised’ features which are of different 

anatomical regions and which belong to  the diagnostic set 5s, i.e., these features are 

trcinsformed into the format {item attribute abnormal). The resulting combinations of 

dysmorphic features tha t satisfy these conditions are listed for analysis and selection by 

the user. Appendix D shows the indexes elaborated by the program for Case 564525. 

The description of Case 564525 contains one hard anomaly, (cranium  c r a n ia l - s u tu r e s  

c ra n io sy n o s to s is ) .  The remaining S 3  features are generalised and grouped to  form 

pairs by region and attribute, i.e., the features (hands f in g e r s  abnorm al), (cranium
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g e n e ra l abnorm al), (eyes g e n e ra l abnorm al), and (fa c e  m e irilla  abnorm al) pro

duce six possible combinations, each of which forms an index with the conjunction of 

(cranium  c ra n ia l - s u tu r e s  c ra n io sy n o s to s is ) .  This list is presented to  the user for 

cinalysis smd selection.

This simplistic version of an indexing model is not intended especially to propose a 

good application of domain knowledge, rather it is meant to  demonstrate a specific point 

in the system at which another domain knowledge model may be beneficial. W ith a 

comprehensive feature nomenclature in place, an indexing model could provide a useful 

tool, especially to an inexperienced physician. The model described effectively uses the 

diagnostic model with one simple rule. A more in depth indexing model may comprise 

additional knowledge concerning dysmorphic features such as feature dependencies, or 

commonly co-occurring features. The point is tha t the selection of good indexes is a 

very im portant phase of diagnostic procedure when using a computer system, and may 

provide the optimum juncture in the program procedure at which to concentrate effort 

in compiling and applying domain knowledge.

7.5 .2  E d iting  th e  D iagnostic  M odel

As mentioned above, the m ajor source of domain knowledge in this work has been the 

comprehensive dysmorphic feature nomenclature and associated diagnostic model. Ac

cordingly, the three main functions with respect to the CBR assistant model utilise this 

knowledge: the case-based learning program, the ranking program and the indexing 

model. Thus, the ability to edit the diagnostic model is a crucial aspect of the inter

active design. By altering the diagnostic level of individual dysmorphic features, the 

expert can apply personal bias to the group under study, and subsequently influence the 

performance of CBL and ranking functions. To enable such user guidance, a number 

of editing functions have been developed tha t allow the user to promote or demote any 

specific feature according to the four significance levels S i .. . S 4 .

7.6 Conclusions

Case-based reasoning has aspects to its theoretical model tha t are similar to other dis

ciplines in artificial intelligence, but it is a distinct field of AI research. In one sense it 

is a field of (pure) machine learning. A case-based reasoning system can be a program
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which operates unsupervised, and which automatically updates its own knowledge-base. 

CBR is distinct from the ‘learning by example’ model, in which a teacher contributes a 

significant amount of guidance to the system as it develops its knowledge-base. Yet there 

is a common principle, th a t knowledge can take the form of exemplars, or precedents, 

and the system can leam  by these. Somewhere in  between these two extremes lies incre

mental concept formation, with a model such as UNIMEM. Here the system is given a 

set of examples with which to  form its own knowledge, but the system does have a degree 

of supervision. A question arising from this comparison is, “does the autonomous nature 

of a system relate to its level of artificial intelligence?” In one sense the answer to  this 

question could be “yes” . One could view the stand-alone CBL program, C-UNIMEM, 

as a more artificially intelligent program than the CBR assistant model described in this 

chapter. However, the application of C-UNIMEM was tested under laboratory condi

tions. That is to say, whilst dysmorphology presents a weak medical domain theory, 

the conditions of the experiments described in Chapters 4, 5 and 6 , present a relatively 

closed, strong domain. These conditions may be carried through to the broader, resd- 

world domain of dysmorphology, but only with respect to localised syndrome groups. 

Thus, there has been some trade-off in terms of the level of artificial intelligence with the 

CBR assistant model, but this has been necessary in attem pting to present a practical 

solution.

7,7 Sum m ary

• The practical theme of the work has resulted in a CBR assistant model which 

incorporates the work discussed thus far by the thesis along with some additional 

utilities such as a ranking function, and greater user interaction.

• The ranking formula utilises the contrast model and can be applied exhaustively 

against each syndrome in order to create a differential diagnosis, or used against 

a selected group for comparative similarity scores. Due to the non-uniformity of 

case descriptions, a ranking function can sometimes fail to list the correct diagnosis 

within the differential. A complementary procedure involving a standard indexing 

mechanism can alleviate this problem.
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• Case-based learning can have two modes: as a stand-alone program such as C- 

UNIMEM, or as an interactive program under expert supervision. The stand-alone 

CBL program is impractical with regard to the broad syndrome nomenclature as 

it continually updates the case memory. However, it still may provide a useful 

analytical tool. A second mode of case-based learning uses a generalised version of 

the program within the context of the CBR assistant model. This program stops 

short of actually editing the case-base, and suggests reorgcinisations to the expert 

rather than automatically perform ing them.

• Additional user-oriented functionahty has been developed to account for the greater 

interactive contribution of the user with the CBR assistant model. This comprises 

case-base editing functions, and utihties which allow the diagnostic model to  be 

altered according to the users own interpretation of feature salience.
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C hapter 8

C onclusions and Future Work

8.1 Introduction

The scope of any symboHc computer program operating in a complex medical domain 

should be viewed with regard to realistic limitations. That is to say, a diagnosis made 

by a computer should only be regarded as a suggestion that can be further explored by a 

physician, rather than a definite solution. A complex domain, in this sense, refers to a field 

which is weak, i.e., a domain in which knowledge is both incomplete and uncertain. Added 

to this, diagnosis and research within the dysmorphology domain relies to a great extent 

on non-symbohc investigation (clinical examination, diagnostic imaging, chromosome 

analysis, biochemical testing etc.). Nevertheless, numerous computer applications have 

been developed for the dysmorphology domain, and there has been wide recognition that 

a computer program (be it a database or expert system) can be a useful asset in diagnosis.

The aim of this work has been to take the explicit scope of a computer system in 

dysmorphology a step further, by addressing the task of research which involves analysis 

of the current syndrome nomenclature with regard to unknown disorders. This is a goal of 

learning in which the recognition of new syndromes (which could involve a reorganisation 

of what was previously thought to  be correct) promotes a greater understanding of the 

domain. The mechanics of the learning task are modelled by case-based reasoning, a 

field of artificial intelligence (zmd more specifically machine learn in g ). This approach has 

been adopted with an appreciation of the following factors:

• Case-based reasoning can be used to model both of the key performance tasks in 

dysmorphology: diagnosis and learning.
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• Whilst the m ajor thrust of the thesis (i.e., the contribution to research) has a 

focus on case-based learning, this work has a background objective of providing 

a practical solution. Thus, the primary task of diagnosis is not ignored, and is 

considered an integral part of the system design.

Along with these objectives, the thesis addresses other im portant issues with respect 

to  a computer application in dysmorphology, and to specific topics within case-based 

reasoning. A problematical aspect of the dysmorphology domain is the sparseness and 

non-uniform nature of patient data. Thus, a generic architecture which can account 

for such diversity is very much a beneficial aspect to  a computer system in this domain. 

Whilst this aspect of the case-based system design has been motivated by practical issues, 

it has also provided an independent research focus with regard to case representation 

in CBR. A discussion of case representation issues with respect to CBR is given in 

Section 8.3.2. The work specific to the development of a case-based learning program 

(described in Chapters 4 through 6 ), which involved the application and extension of 

the contrast model of similarity assessment, has also provided a separate research focus. 

Whilst this work was driven by an objective of improving the performance of the case- 

based learning program, it has promoted some thought to  similarity assessment as an 

independent research topic in CBR. The open issues of similarity assessment with respect 

to CBR, and with reference to the work reported in this thesis, are discussed at the end 

of Chapter 6 .

8.2 R elationship to  other work

8.2 .1  C om puter S ystem s in D ysm orp h ology

Chapter 2  gives a comprehensive review of computer applications within dysmorphology. 

There is no strict definition for what constitutes a case-based reasoning system, merely 

a fundamental principle tha t past (solved) cases, or exemplars, provide the context for 

solving new, similar problems. Thus, with this loose definition of CBR, ail of the previous 

computer applications in dysmorphology could be described as an elementary form of 

CBR. After all, every system reviewed in Chapter 2 stores within its computer memory 

some form of prototypical case which is used for comparison with the presented case. 

However, case-based reasoning as a research field involves a number of in terre la ted  issues 

such as memory organisation, (efficient) indexing methods, case representation, similarity
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assessment, case adaptation and so on. Previous computer applications in dysmorphology 

have not addressed most of these issues because they are not research projects in CBR 

(although each system implicitly addresses the topics of case representation and memory 

organisation). However, some dysmorphology systems do have a wider research focus 

with regard to computer techniques. For example, Schorderet and Weiner have focussed 

on Bayesian techniques for diagnosis, and more recently Keravnou et al. (SDD) and 

Veloso et al. (DYSMOR) have directed and reported their work as much to the AI 

community as to the medical world. Some of the other systems reviewed in Chapter 2  

have a more practical goal. Systems such as LDDB, SDR, POSSUM, BDIS and OMIM 

have specifically aimed to provide useful and accessible tools for diagnosis of dysmorphic 

syndromes. The development of these systems has not provided a specific research focus 

in computer science.

In determ in in g the relationship between this work and other dysmorphology computer 

systems the main issue is learning . Most other dysmorphology systems eire purely diag

nostic systems which store known syndrome prototypes within their computer memory. 

Two systems specifically have a learning goal: LDDB and SDR. Both of these databases 

are designed to store syndromes, diagnosed cases and undiagnosed cases. W ith each sys

tem, there is no computer progretm tha t analyses undiagnosed cases. Recognition of links 

between cases is a humcin function, and to assist this procedure LDDB and SDR rely to 

a great extent on their completeness and widespread distribution. The work described 

in this thesis differs from previous applications of computer science in dysmorphology in 

tha t it has specifically tried to autom ate the learning process (through CBR and dynamic 

case memory reorganisation). The practical theme of the work has driven the design of 

the case-based assistant model nearer towards some of the previous work, however. An 

indexing mode similar to LDDB has been developed (but based on a distributed architec

ture), and some experimentation with a ranking formula have been performed not unlike 

the Schorderet and Weiner approaches.

8 .2 .2  C B R  M odels in M ed icine

A natural attraction for applying CBR techniques to medical fields is the belief tha t 

experience plays an im portant role in problem solving (diagnosis). More specifically 

experience can be represented by exemplars which can provide a guide for later diagnostic 

decisions. Kolodner presented a CBR Framework for clinical problem solving using a self-
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organising memory and applied it to the psychiatry domain [45]. Here both the diagnostic 

task (classification, or problem understanding) and treatm ent (a planning problem) sue 

aided by comp«irison with exemplars from memory. The CASEY system, developed by 

Koton ([48]), employs causal reasoning within its CBR model to diagnose patients with 

heart problems. CASEY employs a case representation in which case symptoms are 

explained by causal inference links between related symptoms. During the retrieval stage 

a caussd reasoning knowledge-base is employed to explain feature differences between a 

new case and a retrieved case. If a positive m atch is justified by the reasoning process, the 

solution (which is a causal explanation) from the precedent is adapted to fit the new case. 

The MEDIC program, developed by Turner, applies a variation of CBR called schema- 

based reasoning to the domain of pulmonology [76]. Here the schema-memory organises 

diagnostic category information along with procedural knowledge, or plans, which are 

intended to  guide the diagnostic process. Matching involves classifying a new case with 

respect to  the category structures in memory, which in turn  point to diagnostic plans 

which aim to provide an interpretation or explanation of a particular finding through 

a consultation with the user. Another problem solving CBR system is ROENTGEN, 

developed by Berger, which uses past plans of radiation therapy for cancer in the thorax, 

and tremsfbrms along certain plan variables (e.g., the angle and intensity of the beam) 

to adapt the plan of treatm ent to a current patient [1 1 ].

A common thread of these systems is that they involve a form of problem solving 

technique to arrive at zm adapted solution. Dysmorphology, on the other hand, promotes 

a classification style of CBR. There is no requirement here to adapt or change previous 

examples to fit the current situation. Diagnosis is, in this instzince, facilitated by clas

sification. Furthermore, in non of these systems is learning is an explicit aspect of the 

CBR model, as it is with the model described in this thesis.

Another im portant distinction between this and previous applications of CBR in 

medicine concerns the choice of domain. The above systems represent some of the early 

applications of CBR to medicine (and some of the foundational work in CBR). The spe

cific fields of medicine to which they pertain are relatively closed. That is to say, they are 

medical domains in which knowledge is complete, or which have a strong domain theory. 

Conversely, dysmorphology represents a weak theory domain. A tenet of this thesis is 

tha t the standard CBR model is now sufficiently well-defined in order to examine its 

applicability to such weak domains. Perhaps therefore, the system with which this work
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has most resemblance is the PROTOS system, developed by Earless and Porter [9, 56]. 

The PROTOS system has been designed specifically as a model for weak theory domains 

in which exact case descriptions are favoured over a generalised memory structure (which 

is discussed below with regztrd to case representation issues). It should also be noted, 

however, tha t the PROTOS system has been designed as a generic model rather than 

specifically to a medical field ^.

8.3 Contributions to  Research

8.3 .1  C ontribution  to  D ysm orp h ology  

A u to m a te d  L earn in g

Of the many computer systems dedicated to some aspect o f dysmorphology, none has 

specifically attempted to automate the research oriented learning involved with the recog

nition o f new syndromes. The work described in this thesis has addressed this aspect of 

dysmorphology.

The main thrust of the work with regard to  the dysmorphology field has been to 

autom ate the learning role of a computer application. This goal has been achieved with 

respect to two views: as an independent learning program, and as a facility within the 

context of a general diagnosis and learning system. Chapters 4 through 6  report on the 

former of these two views. They describe a case-based learning program which, with 

sufficient data, can be used as a stand-alone experiment with regard to grouping cases 

with multiple malformations. This type of program will be of use to  the dysmorphology 

community provided that a sufficiently leirge repository of patient data (perhaps with 

diagnosed as well as undiagnosed cases) is compiled. The LDDB and SDR systems have 

this objective. The second view of the application of CBL to dysmorphology is described 

in Chapter 7. Automated learning is seen as an interactive process in the context of a 

genersd CBR assistant model which comprises an architecture which can be reorganised, 

but under user control.

^The literature describing PROTOS refers to an application to audiology along with more abstract 
domains.
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Architecture

A generic case-based architecture has been developed which allows the integration of dif

ferent representations o f case data within one case-based system. This is an important 

feature with respect to dysmorphology due to the non-uniformity o f data originating from  

different sources.

One of the main points to  arise &om the review of computer applications in dysmor

phology in Chapter 2  concerned the variability, or non-uniformity, of case and syndrome 

descriptions from different sources. This aspect is accentuated also by the intended 

scope of different computer applications. For instance, whereas LDDB accounts for a 

wide range of syndromes and employs a general case representation comprising clinical 

and radiological components, systems such as SDD and SDR, which account for a much 

smaller, specific syndrome group, employ a more specific case representation (i.e., based 

primarily on the skeleton). Another influential aspect of previous computer systems in 

dysmorphology regarding this m atter has been the isolated way in which they have been 

developed. This has only added to the non-uniformity of descriptions, or representa

tion. At the current time it is unclear whether or not this problem wUl be resolved by a 

standardisation of the nomenclature (and perhaps by one of the more recent and compre

hensive systems such as LDDB, SDR or POSSUM becoming an established world-wide 

repository for case records). The work presented here has addressed this issue through 

the design of a generic architecture with regard to case nomenclature. The architectural 

design described in Chapter 3 is such tha t cases and syndrome with comprising different 

anatomical representations czin utilise the same underlying functionality, and hence the 

same top-level procedural programs (i.e., the CBL and object retrieval algorithms).

Sim ilarity Assessm ent

Practical considerations with respect to the goals o f the research have resulted in the 

adoption o f a compromise approach to similarity assessment which involves the utilisation 

of a mathematical formula. Previous work has relied on comprehensive statistical data. 

This work is original in employing the ‘contrast model’ with a model o f feature salience.

The computer applications described as ranking systems in Chapter 2  have attem pted 

a compromise to autom ated intelligence with regard to diagnosis. They have employed a 

readily available mathematical model in order to  approximate the diagnostic process in
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terms of a comparison of dysmorphic features. The trend has been, in these instances, 

to use a statistical model, specifically Bayes’s formula or a derivative there of. Both 

Chapters 2 and 6  highlighted the unsatisfactory aspects of the Bayes’ model to the 

incomplete medical domain of dysmorphology. A key problem is its reliance on sufEcient 

statistical information. The m ajor ramification of this is tha t Bayesian formulae can only 

be employed with the more common syndromes.

This work has introduced the application of Tversky’s contrast model for m atch

ing dysmorphic syndromes with cases of multiple malformations. The advantage that 

the contrast model has over Bayesian formulae is tha t instead of relying on statisticed 

information across the syndrome group, it relies on the existence of a comprehensive 

nomenclature for dysmorphic features and an associated indication of individual feature 

salience. Fortunately, these two requirements are met by the LDDB feature listing used 

throughout this work. However, it should be noted that the diagnostic levels which 

have been used in this instance as an indication of salience are not exact definitions of 

diagnosticity, and have been derived in order to allow efhcient indexing with LDDB.

8.3 .2  C ontribution  to  C ase-B ased  R easoning

The m ajor functions of a case-based reasoning system interact and it is sometimes dif- 

Ecult, therefore, to isolate each functional unit as an independent research topic. This 

facet of CBR is certainly true with regard to the work described in this thesis. The re

search focus of case-based learning naturally requires the topics of similarity assessment 

and case memory organisation to be addressed, gind the organisation of the case memory 

can in turn  influence the case representation. W ith this in mind, this section presents 

the main contributions of this work with respect to specific eireas of CBR research.

Case-Based Learning

A major feature o f the work, with regards to CBR, has been the development o f a case- 

based learning function designed to operate with real data from the dysmorphology domain. 

This also provides a generic model o f CBL for domains which rely on feature salience 

rather than a statistical measure o f similarity.

Chapter 6  concludes with a model of case-based learning which initially started life as 

a discriminative, indexing algorithm, i.e., UNIMEM. The main extension to  the UNIMEM
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model has been with regard to  its matching operators. Whereas UNIMEM compares 

entities merely by counting the number of overlapping features, the W-UNIMEM and 

C-UNIMEM programs do specifically incorporate a model of similarity assessment, the 

former still based on a feature count, and the la tter consisting of a slightly extended 

version of the contrast model. A key aspect to the UNIMEM model with regard to 

the dysmorphology domain is tha t its matching is polymorphic, i.e., two entities do not 

have to m atch on all features. The W-UNTMEM and C-UNIMEM models both retain 

polymorphic matching and the C-UNIMEM program extends this effect by accounting for 

discriminative features. Furthermore, the contrast model employed by the C-UNIMEM 

program allows user bias to  play a part in the matching performed by the algorithm.

Whilst the application of the contrast model is of particular relevance to the dysmor

phology domain, its initial definition is as a generic model for similarity assessment [77]. 

Its incorporation within the similarity phase of a generic case-based reasoning model is 

feasible provided a feature nomenclature exists (which is comprehensive across case de

scriptions) with an associated model of feature salience. A full critique of the case-based 

learning model, C-UNIMEM, is given in section 6.4 of Chapter 6 .

Case-Based Architecture

Whilst the development o f a generic system has been due partly to the non-uniform nature 

of available data which originates from different sources, this aspect o f the work should 

prove a valuable contribution to research in CBR, particularly when applied to domains 

in which the representation o f cases can vary according to interpretation.

It has already been noted tha t the generic case-based architecture described in Chap

ter 3 has beneficial implications with specific regard to the dysmorphology domain. This 

aspect of the case-based system design also presents a new focus to  general CBR theory. 

It is only over the past few years tha t CBR research has moved away &om the laboratory 

to  real-world application domains (although much research still utilises laboratory data). 

This perhaps explains why there has been no issue as such with regard to  a generic CBR 

architecture tha t can operate on cases with different representations. D ata has been lim

ited to  cases with well defined representations from within one specific domain. This is 

to be expected as much of the emphasis on research has been with regard to  the general 

CBR model and its associated elements. Furthermore, one of the distinctions of CBR
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from the broader AI field of reasoning by analogy is tha t it is fixed within one contex

tual field [31]. Nevertheless, interpretation and descriptions of cases can vary within one 

contextual field (as it does in dysmorphology).

Another key issue with regard to the case-based architecture described in this thesis 

concerns dynamic learning. Memory organisation is crucial to a dynamic memory system 

tha t reorganises its category structure, and for the most part a hierarchical architecture 

has been adopted. However, with this work it has been necessary to design a general 

architecture tha t can account for non-hierarchical operations as well as enabling localised 

hierarchical structures for CBL. This is due to the weak nature of the field, which at a 

higher, more abstract level is hierarchical (i.e., the general syndrome nomenclature), but 

the uncertainties and sparseness of data within the field (along with the fact tha t many 

syndromes stand isolated, or at one category level, thus causing a very wide and shallow 

hierarchy) make it difficult to develop an efficient, practical memory structure based on 

one hierarchy.

C ase  R e p re se n ta tio n

Along with specific developmental contributions to research in dysmorphology and CBR, 

this research has allowed an insight into open issues o f case-based reasoning, particularly 

with regard to similarity assessment and case representation.

As with similéirity assessment, case representation is considered by the CBR com

munity as one of the fundamental components of a case-based system. Consequently, 

as with similarity assessment, case representation also has a number of associated open 

issues with regard to its place as an independent research topic. A number of open 

questions were put forward by the discussion group on case representation at the second 

DARPA  case-based reasoning workshop [24]. A couple of these are relevant to the work 

tha t is reported in this thesis. Firstly, to  w h a t e x te n t sh o u ld  cases b e  g en era lised  

as th e y  a re  s to re d ?  And w h a t a rg u m e n ts  a re  th e re  fo r m a in ta in in g  th e  d is

t in c tn e s s  o f  cases th a t  a re  a p p a re n tly  v e ry  s im ila r?  There are two extremities 

in approach with respect to this issue. A discrimination algorithm such as UNIMEM 

demonstrates one of these. W ith UNIMEM the generalisation process is to tal and con

tinual. It is to tal in the sense tha t individual cases are not stored in terms of their overall 

description, only their distinctive features are stored. In this instance, memory consists

228



only of generalised cases, or prototypes, and sets of distinctive features tha t provide ex

ceptions to the general case, not actual cases. The PROTOS system [9, 56] demonstrates 

the other extremity in approach. The PROTOS system is designed specifically for weedc 

domains in which knowledge is incomplete and poorly understood such tha t definitive 

rules are difficult to derive. The main tenet of the work involved with the design of 

PROTOS is tha t in weak domains ‘exact’ matching should be favoured over the use of 

generalised cases. That is to say, it is better to store one very prototypical, actual case, 

rather than a generalised amalgam of a related group. W ith respect to these two views on 

generalisation in memory, dysmorphology promotes an architecture tha t lies somewhere 

in between. Certainly dysmorphology is a weeik theory domain, however, the whole field 

revolves around generalised prototypes. At the same time, it has been shown tha t the 

discriminative approach, in which cases may actually be stored more than once and in 

terms of different feature sets (which is not a complete case description) is not intuitively 

correct. Comparison with actual past cases will edways be necessitated in learning new 

syndromes. The distributed architecture for case memory described in Chapter 3 is a 

compromise. It stores both generalised prototypes and actual cases together. The fact 

tha t they are both stored in terms of the same representation is im portant. It dictates 

tha t a Izirge proportion of the utility software can be applied regardless of the type of 

object.

A second question concerns the physical storage of cases. A re  cases m o n o lith ic  

s tru c tu re s  th a t  a re  ap p lied  in d iv id u a lly , o r  a re  th e y  loosely  co n n ec ted  se ts  o f 

ev en ts  th a t  a re  re c o n s tru c te d  a t  re tr ie v a l tim e ?  The solution to this wifi depend 

on the relative importance to the CBR system of retrieval and indexing procedures. 

If the CBR system adopts a flat database as its memory structure, such tha t search 

will not be confined, then a monolithic representation wiU suffice. Both LDDB and 

SDD employ a monolithic representation without confined search. However, if search 

is to  be confined through a hierarchical memory organisation, then a monolithic case 

representation can cause problems if there is non-uniformity between cases. This problem 

is evident in dysmorphology. Individual cases may be recorded in terms of many, or very 

few features. If a case is recorded in terms of only a couple of significant abnormalities, 

and search is a m atter of a sorting downwards through memory in conjunction with 

a similarity assessment function, then a case with few features might not achieve the 

necessary similarity to be retrieved (this was demonstrated by the example of Case 5 7 5 4
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in Section 5.4 of Chapter 5). Thus, when cases are very non-uniform a weighting model 

such as tha t used by W-UNIMEM and C-UNIMEM wiU be necessary. However, there 

is also the additional problem tha t has been noted regarding the ordering of cases. In 

hierarchical memory, a case is stored below a general prototype. If  search is only top- 

down, then the case can be effectively hidden by the prototype, i.e., in order to reach the 

individual case the search probe must first evaluate successfully with the prototype. If, 

however, the individual case has a particularly distinctive feature tha t is not contained 

within the generalised prototype description, then search may fail to  retrieve this case 

even if the distinctive feature is part of the search probe (or index). The distributed case 

representation, memory organisation and the indexing m ethod tha t has been described in 

this thesis address these two problems. Because seéirch is not necessarily top down, and 

can be initiated at a relevant localised storage point, search will always find matching 

cases. Furthermore, search is confined.

The dysmorphology dom«dn promotes another issue regarding case representation 

which has not been specifically noted in the CBR literature. T hat is the necessity to 

account for different representations of a case within one case-based architecture. The 

problem goes beyond the variation in interpretation of specific dysmorphic anomalies. 

In dysmorphology, the actual structure of case representations vary according to the 

higher order category as well as the interpretation of the physicians tha t compile the 

case records. The representation schema will depend very much on the scope of the 

syndrome database. The difference between the SDR and LDDB representations have 

already been shown to correspond to a skeletal specific representation against a more 

general clinical overview. SDD also has a skeletal specific representation, but this differs 

to tha t of SDR. An im portant point about these applications, which became apparent 

when researching them, is tha t they have been developed very much in isolation. There 

has been some collaboration between researchers of LDDB, POSSUM and GENDIAG in 

exchanging data. However, there has been no significant effort attributed to a unifying 

design for a syndrome database. It is unclear whether or not this would actually happen. 

More likely, a few systems will gradually become the established syndrome databases 

(LDDB, POSSUM zind perhaps SDR; these are the most comprehensive at the current 

time). If this happens there will probably be an adherence to the nomenclatures that 

have been developed for these systems.
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8.4 Critical Analysis

8.4 .1  C ase-B ased  Learning

The case-based learning experiments reported in Chapters 4 through 6  utilise four data 

sets of cases tha t correspond to known disorders. Furthermore, each set comprises cases 

of a number of different but related conditions. It was noted in Chapter 6  tha t such data 

provides a very artificial environment with regard to the presentation of individual cases 

over such a short time period and the fact tha t each case in the set belongs to a higher 

order group. The structure of each data set has been specifically constructed in order to 

test the performance of the respective learning program. If each data set comprised a 

number of non-related cases along with related cases, the only difference to the resulting 

category structures would be a larger number of unclassified instances (stored at the 

root).

For the work involving case-based learning it was necessary to atta in  known case data 

in order to assess program performance. It is im portant to note, therefore, tha t the avail

ability of data within dysmorphology in general is restricted, and there are a couple of 

reasons for this. There is sometimes a reluctance within the field to exchange case data, 

particularly concerning rare, or undiagnosed cases. It should be remembered tha t dys

morphology is a field of medical reseeirch as weU as clinical practice. For this reason the 

recognition of a new condition carries an additional importance to  individual researchers 

in tha t there is an inevitable source of publication m aterial. This factor introduces an 

unfortunate element of competition within the field. Another problem is tha t much of 

the specific case data is not stored in a computerised form. For instance, with LDDB di

agnosed cases are not comprehensively stored within the system. LDDB stores syndrome 

prototypes and rare isolated cases. Diagnosed cases are not stored because they are not 

considered necessary when the system holds syndrome prototypes (for the m ain task of 

diagnosis). The developers of LDDB actively encourage the storage of undiagnosed cases 

in order to  promote possible learning with respect to  the undiagnosed cases as the system 

is updated and re-distributed. Diagnosed case data does, of course, exist with respect to 

the LDDB system, but not necessarily in the LDDB computer format ^

As a consequence of the artificial nature of experimental data, an im portant ques-

^The Acrocephalosyndactyly data set was transferred from medical records to the LDDB format 

especially for this research by Dr J. A. Maat-Kient.
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tion with regard to the work specific to case-based learning is “how do we know it will 

work with other data sets?” The CBL mechanism (most notably C-UNIMEM) has been 

demonstrated to work with symbolic data with a consistent feature nomenclature and an 

associated indication of individual feature salience. This thesis has made the assumption 

tha t cases of similar etiology, whether known or unknown, are similar phenotypes, i.e., 

they express a similar pattern  of malformation. Thus, as the pattern  of malformation is 

what is represented symbolically, the CBL program will work with data sets of cases of 

unknown etiology. However, similar phenotypes can have different etiologies, although 

they may initially be thought to be the same. In this situation the CBL program would 

fail, as would any computer program which utilised merely a symbolic representation of 

dysmorphic features. Further critical analysis of the work specific to case-based learning 

is documented in Chapters 4 through 6 .

8.4 .2  T he C B R  A ssistan t M odel

A question posed at the end of Chapter 7 concerned the degree to which the general 

CBR assistant model is artificially intelligent. Compared to  stand-zdone programs, or 

non-interactive CBR systems which make aU the relevant decisions, then such a model is 

presumably less intelligent. This weakening of the automated, or artificial, intelligence of 

the system has been necessary due to the limitations of data and the practical mapping 

of the CBR theory to the domain despite its intuitive appeal. The CBR assistant model 

is presented with regard to a broad spectrum of syndromes, and uses diagnostic and 

similarity models which also relate to the syndrome nomenclature as a whole. The 

intelligence of the CBR assistant may be increased (in the form of elicited and compiled 

domain knowledge), but with some trade-offs. The indexing model is meant to provide 

one generic point in the system tha t can facilitate domain knowledge interaction with 

the system. As for the diagnostic model and the inter-dependent similarity model, the 

more focussed the system is on a smaller group of syndromes then the greater scope for 

knowledge elicitation with respect to  specific domain knowledge.

The evolution of 'case-based decision aiding’ as a topic within general CBR research 

may represent the movement of CBR theory from the laboratory to the real-world. In 

domains where decisions can be crucial, and have m ajor impact on later processing, then 

perhaps human decisions will always be necessary. This factor is accentuated when the 

computer system utilises purely symbolic data within a domain in which the relevant
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performance tasks also require analysis of additional information.

8.5 Future Work

The performance of any computer application involving artificial intelligence techniques 

in dysmorphology will be dependent on the depth of domain knowledge available to it. 

The fact tha t complete knowledge is actually unavailable to  human experts dictates tha t 

there should be realistic aims with regard to computer systems in dysmorphology. The 

work described in this thesis, zmd in particular the functionsdity tha t involves calculat

ing of a measure of similarity, has only used knowledge about dysmorphic features. For 

instance, it has not utilised information about chromosomes, family histories or biochem

ical data. An advantage of this approach is tha t a similarity model may be developed to 

operate across a broad spectrum of dysmorphic syndromes. The disadvantage is tha t the 

‘depth’ of the similarity model will be restricted. There is certainly scope for additional 

factors such as chromosomal and biochemical data to be incorporated within a general 

similarity model, and this may improve the accuracy of matching. Another possibility, 

with regard to similarity assessment, is the inclusion of ‘norm al’ features, which have 

not been utilised in this work, but certainly do participate in matching. Unfortunately, 

the acquisition of such detailed information appears as if it wiU remain a difficult task, 

particularly with regard to  patient data.

An associated problem, with regzu^d to developing a model of similarity, is tha t the 

range of disorders is great. Consequently, the acquisition of matching knowledge to cover 

all chromosomal and non-chromosomal syndromes, skeletal dysplasias and aU the subse

quent sub-categories of disorders, with respect to comprehensive details of each condition, 

is a m ajor exercise in knowledge acquisition. In one sense, CBR can ease the knowledge 

acquisition problem, because knowledge can be transferred in terms of prototypical cases. 

This is useful if the design of the system dictates tha t knowledge is compiled within the 

representation of cases. In this way, there is further scope for compiling a greater depth 

of matching knowledge within the case representation. Along with biochemical and chro

mosomal data, perhaps knowledge of feature inter-dependencies (including normal and 

abnormal feature interactions), sex, status and temporal information  ̂ could be linked

^The SDD project has involved considerable work in temporal matching, which is particularly relevant 

to disorders of the skeleton. With regard to the broader spectrum of syndromes, however, temporal 

development of organs and bones is not diagnostically significant for many syndromes.
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into the case and syndrome representation.

W ith regard to the models of case-based reasoning and lezaming tha t have been de

veloped in this research; the inclusion of a more accurate similarity model wiU clearly 

have benefit. One of the features of the similarity model utilised in this work is that 

it essentially operates on two entities: a subject and a referent. One criticism of the 

discriminative case-based learning approach is tha t the ordering of cases affects the cre

ation of category descriptions, and that individual cases can become hidden from the 

learning procedure (and the associated similarity function) behind the group prototype. 

Thus, when a category description is updated (through the evaluation procedure) the 

descriptions of individual cases do not participate in the assessment of similarity (which 

is only between the new case and the node description). This process seems intuitively 

incorrect, especially in a field in which syndromes can be based on a small cluster of 

individual cases. In such an instance, updating a syndrome description would involve 

matching the new case with both the syndrome description and the relevant diagnosed 

cases (retrospectively). Thus, in the real world the ordering of cases has a less detrimen

ta l effect on category information. A promising line of investigation is to incorporate a 

more general similarity model that operates with a group of entities rather than just one 

subject and referent. Such a model could provide a stand-zdone function within the gen- 

erzil CBR model, or tzike the form of a look-zihead, or retrospective, m a tching operator 

within the hierzuchicztl case-based learning progrzum.
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A ppendix A

Terms and Procedures in 

D ysm orphology

A .l  Terms o f A natom ical D evelopm ent 

A . 1.1 Individual A lteration s o f Form or S tructure

M alfo rm a tio n : A malformation is a morphologic defect of an organ, part of an organ, 

or larger region of the body resulting from an intrinsically abnormal development process 

[70]. This definition has two im portant specifications: a malformation is an abnormality 

of an organ and it is intrinsic. Abnormalities of tissue development and their anatomic 

results are not malformations; they are dysplasias. IntrinsicmeaxLS th a t the developmen

ta l potential of the organ, its anlage was abnormal. From fertilization the organ never 

had a chance to develop normal form or structure. The fact tha t an abnormality may 

not be recognizable at an early stage of development does not mean tha t the anlage is 

normal. If the anlage was normal and the defect resulted from a later, extrinsic interfer

ence of an initially normal developmental process the result is called a disruption. The 

term  m alform ation  is used for both the process and its morphologic result. Most, if not 

all malformations are field defects. A morphogenetic (or developmental) field is a region 

or part of an embryo which responds as a coordinated unit to embryonic interaction 

and results in complex or multiple anatomic structures. Embryonic interaction  refers to 

the reciprocal (chemical or physical) influence of one developing tissue on another (or

^The f is t  accumulation of cells in an embryo that constitutes the beginning of a future tissue, organ, 

or part.
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more than one other) during embryogenesis. An intrinsic, nondisruptive disturbance of 

a developmental held will lead to a held defect manifested as multiple anomahes.

D is ru p tio n : A disruption is a morphologic defect of an organ, part of an organ, or 

léirger region of the body resulting &om the extrinsic breakdown, or an interference with, 

an originally normal developmental process. In contrast to a malformation, the develop

mental potential of the involved organ was originally normal. Secondarily, an extrinsic 

factor such as an infection, teratogen or traum a interfered with the development which 

thereafter proceeded abnormally.

D efo rm atio n : A deformation is an abnormeil form, shape, or position of a part of the 

body caused by mechanical forces. As with the term  malformation, the term  deformation 

is used for both the deforming process and its result. The use of the term  deformation 

is restricted to  aberrations of form considered a normal response (of the ahected tissue) 

to unusual mechanical forces. These forces may be extrinsic to the fetus or intrinsic. For 

example, a prenatal deformation is equinovarus foot which may result from extrinsic 

compression of the fetus caused by oligohydramnios A similar foot condition may also 

result &om an intrinsic abnormality, such as meningomyelocele ^, with a resulting deficit 

of foot movement and hence foot deformation. Correction or release of the deforming 

mechanical force would lead to  normalisation of the developmental process.

D ysp las ia : A dysplasia is an abnormal organisation of cells into tissue(s) and its 

morphologic result(s). In other words: a dysplasia is the process (and consequence) of 

dyshistogenesis The term  dysplasia applies to all abnormalities of histogenesis. In 

contrast to malformations, disruptions and deformities, dysplasias are not confined to 

single organs. Dysplasias can be localised^ in which case the abnormal tissue elements 

occupy part of an organ, and generalised^ which can effect multiple organs.

^A teratogen refers to anything that causes teratogenesis, the development of abnormal structures in 

an embryo resulting in a severely deformed fetus.

 ̂A  form of clubfoot.

^Abnormally small amount of amniotic fluid

'^A hernia of the spinal cord and membranes through a defect in the vertebral column.
'E rrors in histogenesis, the development of differentiated tissues of the germ layer, i.e., the origin and

development of tissue.
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A .1.2 G eneral T erm inology

In addition to the above terms, which refer to  qualitative changes of morphogenesis, a 

number of terms are used to define more quantitative alterations. Thus, hypoplasia and 

hyperplasia refer to underdevelopment and overdevelopment of 2in organism, organ, or 

tissue resulting from a decreased or increased number of cells, respectively. Hypotrophy 

and hypertrophy refer to  a decrease and increase in size of cells, tissue, or organ, respec

tively. The term  agenesis connotes the absence of a part of the body caused by absent 

anlage, whereas in aplasia the absence of a part of the body results from a failure of the 

anlage to develop. The term  atrophy is to be used when a normally developed mass of 

tissue(s) or organ(s) decrease because of a decrease in cell size and/or cell number.

A .1.3 P attern s o f M orphologic D efects

Multiple anomalies in a given patient may be causally or pathogeneticaUy related, or 

occur together on a statistical basis or by chance alone. Different terms are used to 

express the type of relationship, each reflecting the level of knowledge on the causation 

and genesis of the pattern.

P o ly  to p ic  field  defec t: A poly topic fleld defect is a pattern  of anomalies derived 

from the disturbance of a single developmental fleld. The disturbance of a developmental 

fleld may result in a localised emomaly (monotopic) or in a pattern  of anomzdies (poly

topic). DysmorphogeneticaUy, these anomalies are derivatives of a single malformative 

or disruptive process.

S equence: A sequence is a pattern  of multiple anomalies derived from a single 

known or presumed prior anomaly or mechanical factor. A malformation, a disruption, 

or a mechanical factor may give rise to a cascade of secondary problems in subsequent 

morphogenesis. Thus, a myelomeningocele  ̂ may lead to lower limb paralysis, muscle 

wasting, club feet, incontinence, urinary tract infection and renal damage, constipation, 

etc. This example is called the myelomeningocele sequence.

S y n d ro m e : A syndrome is a pattern  of multiple anomalies thought to be pathogenet- 

ically related and not known to represent a single sequence or a poly topic fleld defect. 

The use of the term  syndrome implies a lower level of understanding of a given pattern  

of anomalies than polytopic fleld defect or sequence. In the former it is presumed that

 ̂Spina bifida with portion of cord and membranes protruding.
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Figure A .l: Phenotype analysis in dysmorphology.

the anomalies are part of one and the same developmental held defect; in the la tte r the 

initiating event and the ensuing cascade of secondary effects are known. This knowledge 

is not available when the term  syndrome is used. W ith increasing knowledge, a syndrome 

may turn  out to represent a polytopic held defect or a sequence. Syndrome frequently 

implies a single cause, such as Down syndrome, but, as with sequence, the term  is only 

used when the components of the given pattern  of anomalies are known or thought to 

be pathogeneticcdly related. The chance concurrence of two or more abnormalities and 

(statistical) associations do not constitute syndromes.

A ssocia tion : An association is a nonrandom occurrence in two or more individuals 

of multiple anomalies not known to be a polytopic held defect, sequence, or syndrome. An 

association refers solely to statistically, not pathogeneticaUy or causaUy related anomahes. 

W ith increasing knowledge a given association wUl ideaUy come to be broken apart into 

one or more sequences, syndromes or held defects.
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A .2 G eneral Principles o f D ysm orphology

Smith itemises the following im portant general principles and information that should 

be appreciated in the evaluation of a patient with multiple malformations [30].

A .2.1 N on sp ecific ity  o f Individual D efects

W ith rare exceptions, a clinical diagnosis of a pattern  of malformation cannot be made 

on the basis of a single defect. Even a rare defect may be a feature in several syndromes 

of variant etiology. A specific diagnosis is usually dependent on recognition of the overall 

pattern o f anomalies^ and the detection of minor defects may be as helpful as tha t of 

m ajor anomalies in this regard.

A .2.2 Variance in E xpression

Variance in extent of abnormality among individuals with the same etiologic syndrome 

is a usual phenomenon. Except for such nonspecific general features such as m ental 

deficiency (which occurs in over 600 syndromes) and small stature, it is unusual to  find 

a given cinomaly in 100 per cent of patients with the same etiologic syndrome. For 

example, in 21 trisomy Down syndrome, only m ental deficiency is ubiquitous; hypotonia 

is a frequent feature, but most other individual clinical features are found in less than  80 

per cent of such patients. A specific diagnosis of Down syndrome is generally based on 

the overall pattern  of anomalies.

It is especially im portant to appreciate tha t the environment ally determined disor

ders occur in all gradations of severity. Also, intraindividual variability in expression is 

frequent, with variance in the degree of abnormality on the left versus the right side of 

the individual.

A .2.3  H eterogen eity

Similar phenotypes (overall physical similarity) may result &om different etiologies. Only 

by finer discrimination of the phenotype or mode of etiology can such similar entities be 

distinguished. For example. Achondroplasia  ̂ is frequently misdiagnosed among individ-

'  A syndrome characterised by multiple exostoses (which are bony growths a t the surface of a bone) of 

the epiphyses (or ossification centres of the bone), especially of the long bones, metacarpals and phalanges.
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nais who have chondrodystrophies ® that only superficially resemble true Achondroplasia

[30]. A diagnosis should be rendered only when there is close resemblance in the overall 

pattern  of malformation between the patient and the disorder under consideration.

A .2.4 E tio logy

About a half of all known disorders are known to have a genetic basis [85]. Besides 

these, about forty per cent of individuals with multiple malformations have conditions 

tha t have not been recognised as specific disorders. A small number of such patients 

(approximately eight per cent) have a structural chromosomal abnormality. Genetic 

counseling is possible in these cases and is dependent on the hereditary nature of the 

chromosomal defect. In the absence of an evident chromosomal abnormality or familial 

data suggesting a particular mode of etiology, it is generally impossible to state any 

accurate risk of recurrence for unknown patterns of multiple malformation [30].

A 3 D iagnostic Procedures and Investigations

W inter and Baraitser outline the following investigations and procedures tha t are required 

for the diagnosis of dysmorphic syndromes [85]. This aggrees, for the most part, with a 

general overview given by Smith [30].

A .3 .1  H istory

At least a three generation family history is necessary. In particular, information regard

ing consanguinity (blood relations), previous family members with similar conditions, 

causes of death in direct relatives, and details of any stillbirths or neonatal deaths should 

be sought. Following this, a pregnancy history should be taken. Smith agrees with these 

basic investigations, and puts a little more emphasis on fetal activity: vigor of fetal activ

ity, getstational timing, indications of uterine contstraint, mode of delivery, size at birth  

etc.

A  3.2 B asic In vestigations

• C h ro m o so m e A nalysis  is essential. The diagnostic process stops if an abnormal

ity is found, but the dysmorphologist might not be satisfied with a normal result.

‘Defects in the formation of cartilage at the epiphyses of long bones.
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Current chromosome analysis techniques may not be adequate and small deletions 

in specific chromosomes almost certainly go undetected. Clinicians should be na t

urally suspicious with regard to a normal karyotype. Knowledge of a sibling or 

parent chromosomal abnormality will direct the physician to specify a particular 

chromosome abnormality for careful investigation. The difficult task of syndrome 

recognition begins once a normal karyotype is established cind accepted by the 

dysmorphologist.

• B io ch em ica l te s ts  can be im portant. Storage disorders are known to cause dys

morphic features, but disorders of amino acid and organic acid metabolism should 

also be considered.

• D iag n o stic  im ag ing  is not routinely performed, although a number of dysmorphic 

syndromes cannot be diagnosed without a CT brain scan. Such a procedure usually 

results when the dysmorphologist cdready suspects a condition, in which a brain 

scan is performed as an additional investigation.

• C o n su lta tio n  with other specialists is an essenticd aspect of investigation. Many 

diagnostic features may be outside the competence of individual dysmorphologists 

to evaluate. For example, Aicardi syndrome does, to a large extent, depend on the 

recognition of punched-out areas in the retina and this might need an ophthalmo- 

logical opinion.

• C lin ica l p h o to g ra p h s  are essential for clinical documentation, publication of im

port cint cases and consultation with colleagues. Photography is an im portant di

agnostic procedure.

A .3 .3  T he D iagnostic  P roced ure

There are severed ways in which a clinical diagnosis can be made. The first possibility 

is what W inter and Baraitser call gestalt recognition. There are some conditions that 

are instantly recognisable to an experienced physician, and do not require a detailed 

analysis of the dysmorphic features. For example, W illiams syndrome (which comprises 

a number of facial defects regarding the eyes, nose and m outh and teeth) is considered a 

gestalt recognition syndrome [85] as the visual picture is distinct and a diagnosis might 

be instananeously made. However, aU gestalt diagnoses must be checked, and features
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against the diagnosis should be considered.

If immediate recognition fails, the next step is to identify and define the specific 

dysmorphic features. Accurate assessment of features is essential. Smith puts forward 

the following three questions with regard to the interpretation of patient anomalies:

1 . Which is the earliest anomaly?

2 . Can aU the anomahes in the patient be explained on the basis of a single problem 

tha t leads to a cascade of subsequent defects, i.e., a sequence?

3. Does the patient have multiple structural defects tha t cannot be based on a single 

initiating defect?

Where possible dysmorphic features should be quantified, for example, has the child got 

hypertelorism (eyes which are truly too widely spaced) or telecanthus (eyes which appear 

to be too widely spaced because of the laterally displaced inner canthal margins)? Are 

esirs low-set, or are they posteriorly rotated giving the impression of being low-set [85]? 

Some specific anomahes might not be im portant w ith respect to a particular patient. 

The significance of an individual dysmorphic feature can change if the parents reveal 

tha t the specific anomaly is known to exist within the family, but for otherwise healthy 

family members. For example, if a child is mentahy handicapped and has syndactyly 

involving toes 2  and 3. The fact tha t the child has syndactyly may not be im portant if 

it is known tha t other members of the family with normal intehigence have this ssune 

feature. Another problem which should be considered is whether a dysmorphic feature 

in a parent occurring in isolation is a heterozygote manifestation or even an indication 

of somatic mosaicism

The diagnostic procedure, as described by W inter and Baraitser, involves the recog

nition and use of diagnostic handles. Handles refer to  specific dysmorphic features tha t 

carry a certain level of diagnostic significance with respect to  the different syndromes. 

That is to say, a good hsmdle is a specific (diagnostically significant) dysmorphic feature 

tha t win point the physician to possible diagnoses for further investigation. In order to se

lect a manageable fist of candidates, good handles are not too frequent across dysmorphic

^°A heterozygote refers to an individual who has different alleles for a given characteristic, where an

allele refers to the form of a particular gene.
Somatic mosaicism refers to a chromosome that has mutated during inheritance. More specifically,

it concerns the fusion of two alleles from different chromosomes into one.
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syndrome. Thus, there is a trade off between establishing very significant features and 

features tha t are of relatively low incidence. This procedure is relevant to the use of the 

W inter and Baraitser computer system (the London Dysmorphology Database) and their 

syndrome compendium [85]. The following list is intended to  guide the dysmorphologist 

in selecting good handles.

• Good handles are features that are easily recognisable as being abnormal and do 

not merge with normal variation.

• The severity of the malformation might tu rn  a poor handle into a good one. For 

example, mild hypertelorism might not be a good handle whereas an interpupil- 

lary distance well above the normal centiles could be an im portant feature of the 

condition under consideration.

• A good handle is not common to many syndromes. Pre-axial polydactyly is a good 

handle as it does not occur in a Izirge number of syndromes. For the same reason, 

m ental retardation is not good handle as there are at least 600 different syndromes 

in which this occurs. However, mental retcirdation is such an im portant feature 

tha t it may be essential to the diagnosis of a specific condition.

• Good handles can change with age. For example, prominence of the lips is an 

im portant feature in the Coffin-Lowry syndrome, but this anomaly might not be 

present in the first 6  months of life and it might, therefore, be necessary to follow 

up patients to assess the evolving phenotype.

• Dysmorphic features may be primary or secondéiry phenomena. Consequently, 

when selecting good handles it may be necessziry to investigate whether or not 

they are secondary phenomenon which might not constitute a main feature.
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A ppendix B

CLOS C onstructs for LD D B  

R epresentation o f Eye A nom alies

B .l  D escription

The def c la s s  construct defines the eyes object class according to the LDDB categories 

shown in Table 2 .2 . Each object has a unique identifier ( id ), and the specific case 

identifier to which the object belongs (c a se - id ). Each attribute, or slot, has an associated 

generic access function, which in this instance is always the same alphanumeric string 

as the slot name. Also, each attribute can be initialised to a specific value through the 

i n i t f  orm argument.

When a new eyes object is created the relevant eye abnormcdites are passed to the 

function m ake-eyes-fram e. The list of specific eye anomalies is expanded to the required 

CLOS format and passed to a m ake-instance construct held within a Lisp macro form 

(the backquote mechanism is used to create the macro). For example, the Hst ((gen

eral hypertelorism) (iris coloboma)) will be expanded to (zgeneral ’hypertelorism :iris 

’coloboma). This revised structure is then spliced into the make-instance macro (the @ 

character denotes a splice operator). The macro is then evaluated in order to form the 

new eyes object.
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B .2 Eyes O bject D eclaration

(d e fc la ss  eyes-lram e ()

((id : accesso r id :izLitaLrg :id)

(c a se -id  : accessor cas e - id  : initeurg :c a se -id )

(genera l

: accesso r genera l : in i ta r g  :genera l : in itfo rm  ’n i l )  

(an terior-cham ber

: accesso r an terior-cham ber 

: i n i t a r g :anterior-cham ber 

: in itfo rm  ’n i l )

(co n jn n c tiv a l-ab n o rm alitie s

: accesso r co n jn n c tiv a l-ab n o rm alitie s  

: initeurg : conjunct ival-abnorm eilities 

: in itfo rm  ’n i l )

( co m ea l-ab n o rm alitie s

: a ccessor com ea l-ab n orm alities  

: in ita r g  icomeaLl-abnormailities 

: in itform  ’n i l )

(globes :accesso r globes : initeurg :globes : in itfo rm  ’n i l )

( i r i s  : accessor i r i s  : in i ta r g  z i r i s  : in itfo rm  ’n i l )  

( le n s-ab n o rm a litie s

: accesso r len s-ab n o rm alitie s  

: in i ta r g  : len s-ab n o rm alitie s  

: in itfo rm  ’n i l )

(macnleur-abnormalities

: accesso r m acu lar-abnorm alities 

: initeurg : m acu lar-abnorm alities 

: in itfo rm  ’n i l )

(o p tic -d is c  zaccessor o p tic -d is c  z in ita rg  zo p tic -d isc  z in itfo rm  ’n i l )  

(p u p ils  zaccessor p u p ils  z in ita rg  zpupils z in itfo rm  ’n i l )

( r e t in a  zaccessor r e t in a  zin itairg  z r e t in a  z i n i t f  orm ’n i l )

( s c le ra  zaccessor s c le ra  z in itsirg  z s c le ra  z i n i t f  orm ’n i l )

(v is io n  zaccessor v is io n  z in ita rg  zv ision  zin itfo rm  ’n i l )

(v itre o u s  zaccessor v itre o u s  z in ita rg  zv itreous z in itfo rm  ’n i l ) ) )
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B.3 Eyes O bject G eneration Macro

(defTin make-eyes-frame ( id  ca se -id  eyes)

( le t*  ( (e ip a n d e d - lis t  

(ex p a n d -lis t

(mapcair # ’expand-pair e y e s))))

; t r a n s la te s  th e  l i s t  of 

; emomalies to  the  requ ired  

; CLOS form at fo r  m ake-instance

( s e t f  macro-form

‘ ( s e tf  (gethash ’ , id  e y e s-tab le ) 

(m ake-instance ’eyes-fram e 

; id  \ i d

: ca se -id  c a se -id  

, (Dexpanded-list ) ))

; ; c re a te s  th e  macro 

: ; from the  expanded l i s t

(eval m acro-form))) ; ; runs the  macro to  c rea te  

; ; th e  new eyes o b jec t
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A ppendix C

Case Ordering C onsiderations for 

the C -U N IM E M  A lgorithm

C .l Introduction

For the purpose of analysing the performance of C-UNIMEM with alternative case or

derings (as presented incrementally to the algorithm), three further experiments were 

performed with the Acrocephalosyndactyly data set. Table C .l lists the original order of 

cases tha t was utilised in the experiments reported in Chapters 4 through 6  along with 

three further (random) case orderings tha t produced the three networks R .l, R .2  and 

R.3 shown by Figures C .l, C .2  and C.3 respectively. All param eter settings were kept 

the same as those for Network A 3 described in Chapter 6 . Tables C.2, C.3 and C.4 list 

the node descriptions for each of the three Networks R .l, R.2 and R3 respectively.

C.2 D iscussion

One consistent feature of all the networks generated by C-UNIMEM with the Acro

cephalosyndactyly data set is that cases are always grouped according to the same syn

drome family. This fact is reflected in the quantitative analysis provided by the mean

group accuracy factor. Figure C.4 illustrates the comparative G AF's for Networks A 3,

R .l, R .2  and R.3. None of the new networks quite manage the G A F  achieved in Net

work A 3 (-f-4.28), but certainly approach this score. Network R .l achieves a G A F  of

4-2.90, whilst Network R .2  has a G A F  of 4-2.67, and Network R.3 has the highest G A F  

of 4-3.40. Clearly, the more case orderings that are utilised and compared with respect
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Case Order Networks A .1 /A .2 /A .3 Network R .l Network R.2 Network R.3

1 8175 7312 5286b 0004
2 6761 0004 6761 606067
3 6638 5286b 5754 6351
4 0001 5286c 0005 5754
5 5462 5754 0001 564525
6 616929 0005 5286c 6566
7 7464 5286a 5286a 8967
8 6351 8175 7385 9605
9 618717 6150a 7312 6761
10 0002 7385 7877 0005
11 0003 8967 7464 7312
12 0004 0003 6150a 7877
13 6566 7877 606067 616929
14 7031 7464 6638 0002
15 6150a 606067 5462 7464
16 7385 6638 6566 7385
17 7877 0001 0002 4200
18 0005 5462 0003 8175
19 9605 6566 616929 6150a
20 5286a 0002 9605 5286c
21 5286b 7031 8175 6638
22 5286c 616929 564525 5286b
23 4200 9605 6351 0001
24 8967 564525 7031 5286a
25 7312 6351 8967 7031
26 5754 6761 618717 0003
27 606067 618717 4200 5462
28 564525 4200 0004 618717

Table C .l: Four case orderings for Acrocephalosyndactyly data set.

to mean group accuracy factors would allow a more conclusive quantitative analysis, 

however, the additional three networks suggest a consistent level of group accuracy with 

regard to C-UNIMEM, the Acrocephalosyndactyly data set, and case ordering.

Figures C .l, C.2, C.3 and the associated description tables allow a more qualitative 

analysis with regard to case ordering. The general view appears to show some consis

tency with regards to the groups formed. Certainly, each network at least groups cases 

of the same syndrome family, and each network contains accurate groups pertaining to 

specific diagnoses. For instance. Node N8  of Network R .l groups ^  five cases of Pfeiffer 

syndrome, as does Node N8  of Network R .2  and Node N4 of Network R.3. The asso

ciated node descriptions for these three groups hsted in Tables C.2 , C.3 and C.4 are
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NI

N2

N3

9605 Acrofacial Dysostosis with P.A.D,
6566 Nager
8967 Treacher Collins

N3.1

N4

N5

N6

N7

N8

6761 Apert 
618717 Apert

7031 Nager
6351 Treacher Collins

616929 Apert 
606067 Apert 
0001 Pfeiffer

564525 Apert 
6761 Apert

7312 Treacher Collins 
6638 Treacher Collins

5462 Saethre-Chotzen 
7464 Saethre-Chotzen 
7877 Saethre-Chotzen 
6150a Saethre-Chotzen 
7385 Saethre-Chotzen

0005 Nager 
8175 Nager

0002 Acrofacial Dysostosis with P A D.
0003 Acrofacial I^sostosis with P A D.
0004 Acrofacial Dysostosis with P.A.D. 
5754 Nager

4200 Pfeiffer 
0001 Pfeiffer 
5286a Pfeiffer 
5286b Pfeiffer 
5286c Pfeiffer

Figure C .l: Network R .l
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R ------------------
------------------ 618717 Apert
------------------  8967 Treacher Collins
------------------  6566 Nager

NI

N2

N3

N4

N5

N6

N7

N8

N9

9605 Acrofacial Dysostosis with P A D. 
0004 Acrofacial Dysostosis with P.A.D.

6351 Treacher Collins 
7031 Nager

0005 Nager 
8175 Nager

0004 Acrofacial Dysostosis with P.A.D. 
0003 Acrofacial Dysostosis with P.A.D. 
5754 Nager
0002 Acrofacial Dysostosis with P.A.D.

6150a Saethre-Chotzen 
5462 Saethre-Chotzen

7312 Treacher Collins 
6638 Treacher Collins

7464 Saethre-Chotzen 
7385 Saethre-Chotzen 
7877 Saethre-Chotzen

4200 Pfeiffer 
5286a Pfeiffer 
5286c Pfeiffer 
5286b Pfeiffer 
0001 Pfeiffer

564525 Apert 
616929 Apert 
606067 Apert 
6761 Apert 
0001 Pfeiffer

Figure C.2 : Network R .2
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R ------------------
------------------  8967 Treacher Collins
------------------  6566 Nager

NI

N2

N3

N4

N5

N6

N7

N8

N9

6150a Saethre-Chotzen 
5462 Saethre-Chotzen

6351 Treacher Collins 
7031 Nager

7312 Treacher Collins 
6638 Treacher Collins

5286a Pfeiffer 
0001 Pfeiffer 
5286b Pfeiffer 
4200 Pfeiffer 
5286c Pfeiffer

0005 Nager 
8175 Nager

7385 Saethre-Chotzen 
7877 Saethre-Chotzen 
7464 Saethre-Chotzen

0003 Acrofacial Dysostosis with P.A.D, 
9605 Acrofacial Dysostosis with P.A.D. 
0002 Acrofacial Dysostosis with P.A.D.

618717 Apert 
616929 Apert 
6761 Apert 
606067 Apert 
564525 Apert

0003 Acrofacial Dysostosis with P.A.D. 
0002 Acrofacial Dysostosis with P.A.D.
0004 Acrofacial I^sostosis with P.A.D. 
5754 Nager

Figure C.3: Network R.3
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N o d e P e r m a n e n t N o n - p e r m a n e n t

N1
( c r a n i n m  g e n e r a l  a e r o / t u r r i c e p h a l y )
( c r a n i n m  g e n e r a l  b r a c h y c e p h a l y )
( c r a n i n m  c r a n i a l - » n tn r e »  c ran io » y n o » to » i» )
(eye» g e n e r a l  h y p e r t e l o r i i m )
( fa c e  g e n e r a l  f l a t - f a c e )
( fa c e  m a x i l l a  h y p o p l a » t i c - m a x i l l a - e x c l - m a l a r - r e g )  
( h a n d »  fin ger»  o» » e o n » -» y n d a c ty ly -o f - f in g e r» )  
( e y e - » t r n c t n r e »  p a lp e b ra l - f i » » n re »  
p a l p  e b ra l - f i » » n re » - » la n t -d o w n )
( f o r e h e a d  p r o m i n e n t  f ro n t a l - b o » » in g )

N 2
( e y e - » t r n c t n r e »  ey e li d»  c o lo b o m a -o f - e y e l id » )  
(ea r»  e x t e r n a l - e a r »  d y » p la » t i c - e a r» )
( fa c e  m a l a r - r e g i o n  f i a t - m a l a r - r e g i o n )  
( e y e - » t r n c t n r e »  p a lp e b ra l - f i » » n re »  
p a l p  eb ra l -f i»»n  r e » - i l a n t - d o w n )
( fa c e  m a n d i b l e  » m a l l - m a n d i b l e / m i c r o g n a t h i a )

N3
( c r a n i u m  c r a n i a l  i n t n r e *  c r a n i o i y n o i t o i i i )
( e y e i  g e n e r a l  h y p e r t e l o r i i m )
(eye» g e n e r a l  p r o m i n e n t - e y e i - i n c l n d i n g - p r o p t o i i » )  
( c r a n i n m  g e n e r a l  a e r o / t u r r i c e p h a l y )

( f o r e h e a d  p r o m i n e n t  f ro n t a l - b o » » in g )

N 3 .1
( c r a n i n m  g e n e r a l  b r a c h y c e p h a l y )
( fa c e  g e n e r a l  f i a t - f a c e )
( f a c e  m a x i l l a  h y p o p l a » 4 i c - m a x i l l a - e x c l - m a l a r - r e g )  
( n e u r o l o g y  g e n e r a l  n o r m a l - i n t e l l i g e n c e )
( h a n d »  f in ge r»  o» » e o n » -» y n d a c ty ly -o f - f in g e r» )  
( e y e - i t r n c t n r e »  p a lp e b ra l - f i » » n re »  
p a lp e b r a l - f i » » n r e » -» l a n t - d o w n )
( f o r e h e a d  p r o m i n e n t  f r o n t a l - b o » » in g )
(no»e  g e n e r a l  » m a l l / » h o r t - n o » e )

N4
( e y e - i t r n c t n r e »  ey e li d»  c o lo b o m a -o f - e y e l id » )  
(ea r»  h e a r i n g  d e a fn e » » -n o n -» p e c i f i c )  
( n e u r o l o g y  g e n e r a l  n o r m a l - i n t e l l i g e n c e )  
( e y e - i t r n c t n r e »  p a lp e b ra l - f i » » n re »  
p a lp e b r a l - f i » » n r e » -» l a n t - d o w n )
(ea r»  e x t e r n a l - e a r »  » m al l -e a r» )
( fa c e  m a n d i b l e  » m a U - m a n d i b l e / m i c r o g n a t h i a )

N6
( e y e i  g e n e r a l  h y p e r t e l o r i i m )
(ea r»  e a r  cru»  p r o m i n e nt  e a r - c rn » )  
( c r a n i n m  c ra n i a l - » n tn r e »  c ran io » y n o » to » i» )

( fa c e  m a x i l l a  h y p o p l a » t i c - m a x i U a - e x c l - m a l a r - r e g )

N6
( h a n d »  t h u m b »  a b » e a t - o r - h y p o p l a » t i c - t h u m b » )  
( fa c e  m a l a r - r e g i o n  f i a t - m a l a r - r e g i o n )
( f a c e  m a n d i b l e  » m a l l - m a n d i b l e / m i c r o g n a t h i a )  
(ea r»  e x t e r n a l - e a r »  l o w -» e t - ea r» )
(ea r»  e x t e r n a l - e a r »  p o i t e r i o r l y - r o t a t e d - e a r » )  
( e y e - i t r n c t n r e »  p a lp e b r a l - f i » » n r e »  
p a lp e b r a l - f i » » n r e » -» l a n t - d o w n )

NT
( fe e t  to e»  a b » e n t - to e » )
( fa c e  m a n d i b l e  » m a l l - m a n d i b l e / m i c r o g n a t h i a )  
( h a n d »  f inger» a b » e n t - f i n g e r» - o r -o l i g o d a c t y ly )  
( n p p e r - l i m b i  f o r e a r m  h y p o p l a » t i c - o r - a b » e n t - n l n a )

N8
( fe e t  h a l l u x  b r o a d - h a l l n x )
( h a n d »  t h u m b »  b r o a d - t h u m b » )
( eye»  g e n e r a l  h y p e r t e l o r i i m )
( f o r e h e a d  p r o m i n e n t  f r o n t a l - b o » » in g )  
( c r a n i n m  c r a n i a l - » n tn r e »  c ran io » y n o » to » i» )

Table C.2 : Node descriptions for Network R .l.

identical Similarly, Node N5 of Network R .l, Node N7 of Network R .2  and Node N6 

of Network R.3 ail group cases of Saethre-Chotzen type Acrocephcdosyndactyly and list 

the same dysmorphic features in their respective node descriptions. Cases of Acrofacial 

Dysostosis with Post-Axial Defects are also generally grouped together, with similar node 

descriptions (Node N7 of Network R .l, Node N4 of Network R.2 , and Nodes N7 and N9 

in Network R.3).

The specific effects of ordering on the C-UNTMEM algorithm require a more detailed 

scrutiny of the node descriptions. Such cinalysis has already been addressed, to some

 ̂As would be expected, groups formed by the same two cases across the three networks have identical 

node descriptions.
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N ï

N3

N4

N5

N8

( l ë ë t t ô ë i â b ï ë n M o ë i )
(h&mdm f in g e r i  a b i e n l - f i n g e r i -o r - o l i K o d a c ty l y )  
( u p p e r - l i m b i  f o r e a r m  h y p o p l a i t i c - o r - a b i e n t - T i l n a )  
( fa c e  m a n d i b l e  i m a l l - m a n d i b l e / m i c r o g n a t h i a )

( fe e t  h a l l a i  b r o a d - k a l l a x )
( b a n d i  t h a m b i  b r o a d - t b n m b i )
(eye# g e n e ra l  h y p e r t e l o r i i m )
( f o r e h e a d  p r o m i n e n t  f r o n t a l - b o i i i n g )  
( c r a n i n m  c r a n i a l - i n t n r e #  c r a n i o i y n o i t o i i i )
(eye#  g e n e ra l  p r o m i n e n t - e y e i - i n c l n d i n g - p r o p t o i i i )  
(eye#  g e n e ra l  h y p e r t e l o r i i m )
( f o r e h e a d  p r o m i n e n t  f r o n t a l - b o n i n g )
( c r a n i n m  c r a n i a l - i n t n r e i  c r a n i o i y n o i t o i i i )  
( c r a n i n m  g e n e ra l  a c r o / t n r r i c e p h a l y )_______________

N o n - p e r m a n e n t _________________________________ _____
(h a n d #  finger#  a b i e n t - f i n g e r i - o r - o l i g o d a c t y l y )
( fe e t  toe#  a b i e n t - t o e i )
(o ra l - r e g io n  p a l a t e  c l e f t - p a l a t e )
(ea r#  e x t e r n a l - e a r#  d y i p l a i t i c - e a r i )
( fa c e  m a l a r - r e g i o n  A a t - m a la r - r e g i o n )
( n p p e r - l i m b #  f o r e a r m  h y p o p l a i t i c - o r - a b i e n t - n l n a )  
(f a c e  m a n d i b l e  i m a l l - m a n d i b l e / m i c r o g n a t h i a )
( e y e - # t r n c tn r e #  eyelid#  c o lo b o m a -o f - e y e l id i )  
(ea r#  e x t e r n a l - e a r #  d y i p l a i t i c - e a r i )
(f a c e  m a l a r - r e g i o n  f l a t - m a la r - r e g io n )  
( e y e - # t r n c tn r e #  p a lp e b r a l - f i i i n r e #  
pa lp e b r a l - f l # # n r e # -# l a n t - d o w n )
( f a c e  m a n d i b l e  i m a l l - m a n d i b l e / m i c r o g n a t h i a )
(h a n d #  t h n m b #  a b i e n t - o r - h y p  op la#  t i c - t h n m b i )  
(f a c e  m a l a r - r e g i o n  f l a t - m a la r - r e g io n )
(ea r#  e x t e r n a l - e a r #  lo w-#e t -ea r# )
(ea r#  e x t e r n a l - e a r #  p o i t e r i o r l y - r o t a t e d - e a r # )
( e y e - i t r n c t n r e #  p a lp e b r a l - f i i i n r e #  
p a lp e b r a l - f i # # n r e # -# l a n t - d o w n )
( fa c e  m a n d i b l e  i m a l l - m a n d i b l e / m i c r o g n a t h i a )

( c r a n i n m  c r a n i a l - i n t n r e #  c r a n i o i y n o i t o i i i )
(eye# g e n e r a l  h y p e r t e l o r i i m )
( fa c e  m a x i l l a  h y p  op la#  t i c - m a x i l l a - e x c l - m a l a r - r e g )  
(ea r#  e a r - c rn #  p r o m i n e n t - e a r - c r n i )
( h a n d #  finger#  # k in -# y n d a c ty ly -o f - f i n g e r# )  
( f o r e h e a d  p r o m i n e n t  w i d e - f o r e h e a d )
[ e y e - i t r n c t n r e #  eye lid #  c o lo b o m a -o f - e y e l id # )  
(ea r#  h e a r i n g  d e a f n e i i - n o n - i p e c i f i c )  
( n e n r o l o g y  g e n e ra l  n o r m a l - i n t e l l i g e n c e )  
( e y e - i t r n c t n r e #  p a l p e b r a l - f i i i n r e #  
p a l p e b r a l - f i i i n r e # - l i a n t - d o w n )
(ea r#  e x t e r n a l - e a r#  i m a l l - e a r i )
( fa c e  m a n d i b l e  i m a l l - m a n d i b l e / m i c r o g n a t h i a )
( c r a n i n m  c r a n i a l - i n t n r e #  c r a n i o i y n o i t o i i i )  
(eye# g e n e ra l  h y p e r t e l o r i i m )
(ea r#  ea r - c rn #  p r o m i n e n t - e a r - c r n i ) _________

Table C.3: Node descriptions for Network R.2.

extent, with regard to the experimental results of the UNIMEM algorithm described in 

Chapter 4. The fact is that the overlap of features of the two cases that initially form 

a group provides the node description, and it is this node description that is updated 

with regard to later (matching) cases. Therefore, the initial node description formed by 

the first two overlapping cases determines to a great extent how the node evolves. A 

case presented later in the order which evcduates positively against the node may also 

have common features with one or more of the cases stored at that group (which were 

not included on the node description), but unless there is sufficient overlap to form a 

new sub-group, these features are not accounted for in the (parent) node description. 

A further ramification, therefore, is that the creation of sub-nodes can depend on the 

order of presented cases. This effect is demonstrated by Nodes N3 and N3.1 of Network 

R .l as compared to Node N9 of Network R.2 . The same five cases (four cases of Apert
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N o d e

N I

N 3

N5

N6

N9

P e r m a n e n t

( f e e t  h a l l »  b r o a d - h a l l n x )
( h a n d i  t h n m b #  b r o a d - t h n m b i )
(ey e#  g e n e r a l  h y p e r t e l o r i # m )
( f o r e h e a d  p r o m i n e n t  f r o n t a l - b o # # in g )  
( c r a n i n m  c r a n i a l - # n tn r e #  c ra n io#yno# to # i# )

( h a n d #  f inge r#  o # # e o n # -# yndac ty Iy -o f -f ln ge r# )
( fa c e  g e n e r a l  f l a t - f a c e )
( no#e  g e n e r a l  # m a l l / # h o r t - n o # e )
( e y e - # t r n c tn r e #  p a lp e b ra l - f l # # n re #  
p a l p  e b ra l - f l # # n re # -# la n t -d o w n )
(eye # g e n e r a l  p r o m i n e n t - e y e # - i n c l n d i n g - p r o p to # i # )  
(eye#  g e n e r a l  h y p e r t e l o r i # m )
( c r a n i n m  c ra n i a l - # n tn r e #  c ran io # y n o # to # i# )  
( c r a n i n m  g e n e r a l  a c r o / t n r r i c e p h a l y ) ________________
( fe e t  toe#  a b # e n t - to e # )
( h a n d #  f lnge r#  a b # e n t - f l n g e r# - o r -o l i g o d a c t y ly )  
( n p p e r - l i m b #  f o r e a r m  h y p  opla# t i c - o r - a b # e n t - n l n a )  
( fa c e  m a n d i b l e  # m a l l - m a n d i b l e / m i c r o g n a t h i a )

N o n - p e r m a n e n t
( c r a n i n m  c r a n i a l - # n tn r e #  c ra n io # y n o # to # i# )
(eye# g e n e r a l  h y p e r t e l o r i # m )
( f a c e  m a x i l l a  h y p  op la#  t i c - m a x i l l a - e x c l - m a l a r - r e g )  
( ea r#  e a r - c rn #  p r o m i n e n t - e a r - c r n # )
( h a n d #  flnger#  # k i n - # y n d a c ty ly - o f - f l n g e r # )  
( f o r e h e a d  p r o m i n e n t  w i d e - f o r e h e a d )
( e y e - # t r n c tn r e #  eye lid # c o lo b o m a -o f - e y e l id # )  
( ea r#  e x t e r n a l - e a r #  d y # p la # t i c - e a r# )
( f a c e  m a l a r - r e g i o n  f l a t - m a l a r - r e g i o n )  
( e y e - # t r n c tn r e #  p a lp e b ra l - f l # # n re #  
p a lp e b r a l - f l # # n r e # -# l a n t - d o w n )
( f a c e  m a n d i b l e  e m a i l - m a n d i b l e / m i c r o g n a t h i a )
( e y e - # t r n c tn r e #  eye lid # c o lo b o m a -o f - e y e l id # )  
( ea r#  h e a r i n g  d e a fn e # # -n o n -# p e c i f l c )  
( n e n r o l o g y  g e n e r a l  n o r m a l - i n t e l l i g e n c e )  
( e y e - # t r n c tn r e #  p a lp e b r a l - f l e e n re #  
p a lp e b r a l - f l # # n r e # -# l a n t - d o w n )
(ea r#  e x t e r n a l - e a r #  e m a l l - e a r i )
( fa c e  m a n d i b l e  e m a l l - m a n d i b l e / m i c r o g n a t h i a )

( h a n d #  t h n m b #  a b # e n t - o r - h y p  op la#  t i c - t h n m b # )  
( fa c e  m a l a r - r e g i o n  f l a t - m a l a r - r e g i o n )
( ea r#  e x t e r n a l - e a r #  lo w -# e t - ea r# )
( ea r#  e x t e r n a l - e a r #  p o # t e r i o r l y - r o t a t e d - e a r # )  
( e y e - # t r n c tn r e #  p a lp e b r a l - f l # # a r e #  
p a l p  e b ra l - f l # # n re # - # la n t -d o w n )
( fa c e  m a n d i b l e  # m a l l - m a n d i b l e / m i c r o g n a t h i a )
( c r a n i n m  c r a n i a l - # n tn r e «  c ra n io * y n o # to # i# )  
(eye# g e n e r a l  h y p e r t e l o r i # m )
( ea r#  e a r - c rn #  p r o m i n e n t - e a r - c r n # )
[ h a n d #  flnger#  a b # e n t - f l n g e r # - o r - o l i g o d a c t y ly )  
( f e e t  toe#  a b # e n t - to e # )
( o r a l - r e g io n  p a l a t e  c l e f t - p a l a t e )
( f a c e  m a l a r - r e g i o n  f l a t - m a l a r - r e g i o n )
( n p p e r - l i m b #  f o r e a r m  h y p o p l a # t i c - o r - a b # e n t - n l n a )  
( f a c e  m a n d i b l e  # m a l l - m a n d i b l e / m i c r o g n a t h i a )

Table C.4: Node descriptions for Network R.3.

syndrome and one case of Pfeiffer syndrome) are collectively grouped together in both 

these networks. However, whereas in Network R .l a sub-node has been formed with 

Cases 564525 and 6761 (both Apert syndrome), in Network R .2  no such child node 

exists. Referring to Table C .l, it céin be seen that N3 of Network R .l is initially created 

by the overlap of Cases 0001 and 606067. In this instance. Cases 6761 and 564525 

are the final two cases to join the group. Case 564525 is therefore stored with enough 

features that do not match Node N3 such that when Case 6761 evaluates with Node 

N3, its distinctive features overlap with Case 564525 (which is stored as an instance of 

Node N3) sufficiently to create a new child node. In Network R.2 , Node N9 is initially 

constructed by the match between Case 6761 and Case 0001. Thus, the overlap between 

these two cases defines both the initial description of Node N9 and the list of distinctive
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features by which Case 6761 is stored (beneath Node N9). When Case 564525 evaluates 

with Node N9, its distinctive features do not provide sufficient overlap with Case 6761 

in order to form a new sub-node.

GAF

Figure C.4: Mean G A F  for Networks A.3, R .l, R .2  and R.3

The acceptance of the assumption by Lebowitz, tha t over time (and with sufficient 

data) the effect of ordering is not strong, really depends on the importance attributed to 

the specific (qualitative) concept descriptions in terms of individual features. In terms 

of the general quantitative results (i.e., the mean group accuracy factors), the effect of 

ordering does not appear strong. However, when matching is performed merely with 

respect to  two objects (either a case and node, or two cases) rather than in more general 

term s of the subject case, the node, and the cases stored at the node, then ordering will 

affect the formation of nodes and their associated descriptions.
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A ppendix D

Trace o f Ranking and CBL 

Procedure w ith  Case 564525

TOP LEVEL MENU

I  INPUT case
V e d i t  f e a tu r e  WEIGHTINGS
E ELABORATE indexes
R RETRIEVE memory o b je c ts
S SELECT item s
K RANK c a n d id a te s
L ru n  CASE-BASED LEARNING a lg o rith m
D e d i t  CASE-BASE
B save c u r re n t  CASE-BASE
C CLEAR b u f fe r s
Q QUIT system

S e le c t  an i t e m  > i

INPUT CASE

M s e l e c t  ca se  from memory 
F In p u t case  from f i l e  
B Browse c u r re n t  in p u t case  
R R e tu rn  to  to p  le v e l  menu

S e le c t  an item   > f

In p u t f i l e  name -----> SYNDATA/a-case3.cl

(Case 219)
CURRENT INPUT CASE ID: 219

INPUT CASE

M s e l e c t  ca se  from  memory
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F In p u t ca se  from  f i l e  
B Browse c u r re n t  in p u t case  
R R e tu rn  to  to p  le v e l  menu

S e le c t  an item  -----> b

CASE ID: 219 

UNKNOWNS 

NORMALS 

ABNORMALS

((c ran iu m  c r a n ia l - s u tu r e s  c ra n io s y n o s to s is )  S_4)
((c ran iu m  g e n e ra l b rachycepha ly ) S_3)
( (cran ium  g e n e ra l a c r o / tu r r ic e p h a ly )  S_3)
( (e y e s  g e n e ra l  prom inent -ey  e s - in c lu d in g -p r  op t os i s  ) S_3)
( (ey es g e n e ra l  h y p e r te lo r ism ) S_3)
( (fa c e  m a x il la  h y p o p la s t ic -m a x il la -e x c l-m a la r - re g )  S_3)
( (hands f in g e r s  o s s e o u s -s y n d a c ty ly -o f - f in g e rs )  S_3)
( ( e a r s  e x t e m a l - e a r s  p o s te r io r ly - r o ta t e d - e a r s )  S_2)
( ( e y e - s t ru c tu re s  p a lp e b r a l - f i s s u r e s  p a lp e b r a l - f is s u r e s - s la n t - d o v n )  S_2) 
( (nose g e n e ra l  s m a ll /s h o r t-n o s e )  S_2)
( ( f a c e  g e n e ra l f l a t - f a c e )  S_2)
( (neu ro logy  g e n e ra l n o rm a l- in te l l ig e n c e )  S _l)

INPUT CASE

M s e l e c t  ca se  from memory 
F In p u t case  from f i l e  
B Browse c u r re n t  in p u t ca se  
R R e tu rn  to  to p  le v e l  menu

S e le c t  an item  -----> r

TOP LEVEL MENU

I  INPUT case  
V e d i t  f e a tu r e  WEIGHTINGS 
E ELABORATE indexes 
R RETRIEVE memory o b je c ts  
S SELECT item s 
K RANK c a n d id a te s  
L ru n  CASE-BASED LEARNING a lg o rith m  
D e d i t  CASE-BASE 
B save  c u r r e n t  CASE-BASE 
C CLEAR b u f f e r s  
q QUIT system

S e le c t  an item  -----> e

ELABORATE INDEXES
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B Browse c u r r e n t  in p u t case  
C C lea r c u r r e n t  indexes
E E la b o ra te  d e f a u l t  (system  g e n e ra te d )  indexes 
U c r e a te  U ser d e f in e d  indexes 
L L is t  c u r re n t  indexes 
S examine S p e c if ie d  index  
J  Jo in  indexes 
R R e tu rn  to  to p  le v e l  menu

S e le c t  an item  -----> e

INDEX 1 form ed w ith  f e a tu r e s  ( (cranium  c r a n ia l - s u tu r e s  c ra n io s y n o s to s is )
(hands f in g e r s  abnorm al)
(cranium  g e n e ra l abnorm al))

INDEX 2 form ed w ith  f e a tu r e s  ((c ran ium  c r a n ia l - s u tu r e s  c ra n io s y n o s to s is )
(hands f in g e r s  abnorm al)
(eyes g e n e ra l abno rm al))

INDEX 3 form ed w ith  f e a tu r e s  ( (cranium  c r a n ia l - s u tu r e s  c ra n io s y n o s to s is )
(hands f in g e r s  abnorm al)
(fa c e  m a x illa  abno rm al))

INDEX 4 form ed w ith  f e a tu r e s  ( (cranium  c r a n ia l - s u tu r e s  c ra n io s y n o s to s is )
( fa c e  m a x illa  abnorm al)
(cranium  g e n e ra l abnorm al))

INDEX 5 form ed w ith  f e a tu r e s  ((c ran ium  c r a n ia l - s u tu r e s  c ra n io s y n o s to s is )
( fa c e  m a x illa  abnorm al)
(eyes g e n e ra l abno rm al))

INDEX 6 form ed w ith  f e a tu r e s  ( (cranium  c r a n ia l - s u tu r e s  c ra n io s y n o s to s is )
(eyes g e n e ra l abnorm al)
(cranium  g e n e ra l abnorm al))

ELABORATE INDEXES

B Browse c u r re n t  in p u t case  
C C lea r  c u r re n t  indexes
E E la b o ra te  d e f a u l t  (system  g e n e ra te d )  in d ex es 
U c r e a te  U ser d e f in e d  indexes 
L L is t  c u r re n t  indexes 
S examine S p e c if ie d  index  
J  J o in  in d ex es 
R R e tu rn  to  to p  le v e l  menu

S e le c t  an i t e m  > r

TOP LEVEL MENU

I  INPUT case  
V e d i t  f e a tu r e  WEIGHTINGS 
E ELABORATE indexes 
R RETRIEVE memory o b je c ts  
S SELECT item s 
K RANK c a n d id a te s  
L ru n  CASE-BASED LEARNING a lg o rith m  
D e d i t  CASE-BASE
B save c u r r e n t  CASE-BASE
C CLEAR b u f f e r s  
Q QUIT system
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Select an item ---> r

RETRIEVE (MATCH) MEMORY OBJECTS

L L is t  c u r re n t  indexes 
I  r e t r i e v e  u s in g  s p e c i f ie d  Index
M l i s t  r e t r i e v e d  o b je c ts
D D esc rib e  r e t r i e v e d  o b je c t 
S Summarise r e t r i e v e d  o b je c ts  
F show o b je c t  
R R e tu rn  to  to p  le v e l  menu

S e le c t  an item   > i

S e le c t  index  id   > 2

(INDEX 2 RETURNED OBJECTS 
(218 206 200 197 196 193 188 181 156 146 145 129 106 97 92 89 79 75 63 35 33 
30 29 28 26 14 11 10 9 3})

RETRIEVE (MATCH) MEMORY OBJECTS

L L is t  c u r re n t  indexes 
I  r e t r i e v e  u s in g  s p e c i f ie d  Index
M l i s t  r e t r i e v e d  o b je c ts
D D esc rib e  r e t r i e v e d  o b je c t 
S Summarise r e t r i e v e d  o b je c ts  
F show o b je c t  
R R e tu rn  to  to p  le v e l  menu

S e le c t  an item   > s

(Item  218 — CASE — APERT)
(Item  206 — CASE — SAETHRE-CHOTZEN)
(Item  200 — CASE — APERT)
(Item  197 — CASE) — APERT)
(Item  196 — CASE — SAETHRE-CHOTZEN)
(Item  193 — CASE — APERT)
(Item  188 — SYNDROME (WOON [1980]))
(Item  181 — SYNDROME (WEAVER [1987 ]))
(Item  156 — SYNDROME (SHPRINTZEN [1982 ])) 
(Item  146 — SYNDROME (SAKATI-NYHAN))
(Item  145 — SYNDROME (SAETHRE-CHOTZEN)) 
(Item  129 — SYNDROME (PFEIFFER))
(Item  106 — SYNDROME (LOPEZ-HERNANDEZ)) 
(Item  97 — SYNDROME (KAPLAN [1988]))
(Item  92 — SYNDROME (JACKSON-WEISS))
(Item  89 — SYNDROME (IDAHO I I ) )
(Item  79 — SYNDROME (HERRMANN-PALLISTER)) 
(Item  75 — SYNDROME (HARPER [1 967 ]))
(Item  63 — SYNDROME (FURLONG [1987]))
(Item  35 — SYNDROME (CRANIOFRONTONASAL)) 
(Item  33 — SYNDROME (CRANIOECTODERMAL DYSP)) 
(Item  30 — SYNDROME (COH))
(Item  29 — SYNDROME (CLEFTING-COLOBOMA-MR)) 
(Item  28 — SYNDROME (CHRISTIAN [1971]))
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(Item  26 — SYNDROME (CARPENTER))
(Item  14 — SYNDROME (BALLER-GEROLD))
(Item  11 — SYNDROME (ARMENDARES [1974])) 
(Item  10 — SYNDROME (APERT))
(Item  9 — SYNDROME (ANYANE-YEBOA [1987])) 
(Item  3 — SYNDROME (ACS-WAARDENBÜRG))

RETRIEVE (MATCH) MEMORY OBJECTS

L L is t  c u r r e n t  in d ex es 
I  r e t r i e v e  u s in g  s p e c i f ie d  Index
M l i s t  r e t r i e v e d  o b je c ts
D D esc rib e  r e t r i e v e d  o b je c t  
S Summarise r e t r i e v e d  o b je c ts  
F show o b je c t  
R R e tu rn  to  to p  l e v e l  menu

S e le c t  an i t e m  > r

TOP LEVEL MENU

I  INPUT case
V e d i t  f e a tu r e  WEIGHTINGS
E ELABORATE indexes
R RETRIEVE memory o b je c ts
S SELECT item s
K RANK c a n d id a te s
L ru n  CASE-BASED LEARNING a lg o rith m
D e d i t  CASE-BASE
B save c u r r e n t  CASE-BASE
C CLEAR b u f f e r s
q QUIT system

S e le c t  an item  -----> k

RANK C an d id a tes

M S et p a ra m e te rs
S s e l e c t  S u b jec t
L s e l e c t  r e f e r e n t  L is t  
A ra n k  w ith  A ll syndromes 
P Perform  ra n k in g  w ith  s e le c te d  syndromes 
V View ra n k in g  lo g  
R R e tu rn  to  to p  le v e l  menu

S e le c t  an item  -----> s

In p u t ca se  i d  > 219

RANK C an d id a tes  

M S e t p a ra m e te rs
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s  s e l e c t  S u b jec t 
L s e l e c t  r e f e r e n t  L is t  
A ra n k  w ith  A ll syndromes 
P P erform  ra n k in g  w ith  s e le c te d  syndromes 
V View ra n k in g  lo g  
R R e tu rn  to  to p  le v e l  menu

S e le c t  an item  -----> 1

In p u t s e le c te d  o b je c ts  -----> (188 181 156 146 145 129 106 97 92 89 79 75
63 35 33 30 29 28 26 14 11 10 9 3)

RANK C an d id a tes

M S et p a ra m e te rs
S s e l e c t  S u b jec t
L s e l e c t  r e f e r e n t  L is t  
A ra n k  w ith  A ll syndromes 
P Perform  ra n k in g  w ith  s e le c te d  syndromes 
V View ran k in g  lo g  
R R e tu rn  to  to p  le v e l  menu

S e le c t  an item  -----> p

RANKED DIFFERENTIAL

(10 (APERT) 4 5 .0 )
(92 (JACKSON-WEISS) 32 .0 )
(145 (SAETHRE-CHOTZEN) 32 .0 ) 
(156 (SHPRINTZEN [1982]) 29 .0 ) 
(9 (ANYANE-YEBOA [1987]) 28 .0 ) 
(97 (KAPLAN [1988]) 28 .0 )
(188 (WOON [1980]) 28 .0 )
(35 (CRANIOFRONTONASAL) 24 .0 ) 
(129 (PFEIFFER) 24 .0 )

RANK C an d id a tes

M S et p a ra m e te rs
S s e l e c t  S u b jec t
L s e l e c t  r e f e r e n t  L is t  
A ra n k  w ith  A ll syndromes 
P Perform  ra n k in g  w ith  s e le c te d  syndromes 
V View ra n k in g  lo g  
R R e tu rn  to  to p  le v e l  menu

S e le c t  an item  -----> r

TOP LEVEL MENU

I  INPUT case  
W e d i t  f e a tu r e  WEIGHTINGS

2 6 1



E ELABORATE indexes 
R RETRIEVE memory o b je c ts  
S SELECT item s 
K RANK c a n d id a te s  
L ru n  CASE-BASED LEARNING a lg o ri th m  
D e d i t  CASE-BASE
B save c u r r e n t  CASE-BASE
C CLEAR b u f fe r s  
Q QUIT system

S e le c t  an i t e m  > 1

C ase-B ased L earn ing  Model

S S e t p a ra m e te rs  
C ru n  CBL program  
L view CBL lo g  
E E d it  Case-Base 
R R e tu rn  to  to p  le v e l  menu

S e le c t  an item   > c

S e le c t  CBL s t a r t  node id  -----> 10

(E v a lu a tio n  of 219 w ith  10 s u f f i c i e n t )
(P ro ceed in g  to  check c h i ld r e n  n i l )
(No C h ild re n  o f 10 Match)
(Checking in s ta n c e s  (218 200 197 193))

( g e n e r a l i s t i o n  o f in s ta n c e  219 w ith  ca se  218 of node 10)

(G e n e ra l is a t io n  Score -  18 .4)
(P o s s ib le  new c h i ld  of 10)
(w ith  new case  219 and in s ta n c e  218)
(M atching f e a tu r e s )
(cran ium  g e n e ra l  a c r o / tu r r ic e p h a ly )
(cran ium  c r a n ia l - s u tu r e s  c ra n io s y n o s to s is )
(ey es g e n e ra l  p ro m in e n t-e y e s - in c lu d in g -p ro p to s is )
(ey es g e n e ra l  h y p e r te lo r ism )
( e y e - s t r u c tu r e s  p a lp e b r a l - f  i s s u r e s  p a lp e b r a l - f  is s u re s -s la n t-d o w n )  
(nose g e n e ra l  s m a ll /s h o r t-n o s e )
(fa c e  g e n e ra l  f l a t - f a c e )
(hands f in g e r s  o s s e o u s -s y n d a c ty ly -o f - f in g e rs )

( g e n e r a l i s t i o n  of in s ta n c e  219 w ith  ca se  200 of node 10)

(G e n e ra l is a t io n  Score » 21 .9 )
(P o s s ib le  new c h i ld  of 10)
(w ith  new ca se  219 and in s ta n c e  200)
(M atching f e a tu r e s )
(cran ium  g e n e ra l  b rachycepha ly )
(cran ium  g e n e ra l a c r o / tu r r ic e p h a ly )
(cran ium  c r a n ia l - s u tu r e s  c ra n io s y n o s to s is )
(ey es g e n e ra l  h y p e r te lo r ism )
( e y e - s t r u c tu r e s  p a lp e b r a l - f  i s s u r e s  p a lp e b r a l - f  is s u re s -s la n t-d o w n )  
( fa c e  g e n e ra l  f l a t - f a c e )
( fa c e  m a x il la  h y p o p la s t ic -m a x il la -e x c l-m a la r - re g )
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(hands l in g e r s  o s se o n s -s y n d a c ty ly -o l- f in g e rs )

( g e n e r a l i s t i o n  c l  in s ta n c e  219 w ith  case  197 o f node 10)

( G e n e ra l is a t io n  Score -  27 .1 )
( P o s s ib le  new c h i ld  of 10)
(w ith  new case  219 and in s ta n c e  197)
(M atching f e a tu r e s )
(cran ium  g e n e ra l b rachycepha ly )
(cran ium  g e n e ra l a c r o / tu r r ic e p h a ly )
(cranium  c r a n ia l - s u tu r e s  c ra n io s y n o s to s is )
(eyes g e n e ra l  p ro m in e n t-e y e s - in c lu d in g -p ro p to s is )
(eyes g e n e ra l  h y p e r te lo r ism )
( e y e - s t r u c tu r e s  p a lp e b r a l - f i s s u r e s  p a lp e b r a l - f  is s u re s -s la n t-d o w n )  
(nose g e n e ra l  s m a ll /s h o r t-n o s e )
( fa c e  g e n e ra l  f l a t - f a c e )
( fa c e  m a r i l l a  h y p o p la s tic -m a z il la -e x c l-m a la r - re g )
(hands f in g e r s  o s se o u s -sy n d a c ty ly -o f- f  in g e rs )

( g e n e r a l i s t  io n  o f in s ta n c e  219 w ith  ca se  193 o f node 10)

( G e n e ra l is a t io n  Score = 27 .5 )
(P o s s ib le  new c h i ld  of 10)
(w ith  new ca se  219 and in s ta n c e  193)
(M atching f e a tu r e s )
(cran ium  g e n e ra l b rachycephaly )
(cran ium  g e n e ra l a c r o / tu r r ic e p h a ly )
(cran ium  c r a n ia l - s u tu r e s  c ra n io s y n o s to s is )
(eyes g e n e ra l  p ro m in e n t-e y e s - in c lu d in g -p ro p to s is )
(eyes g e n e ra l  h y p e r te lo r ism )
( e y e - s t r u c tu r e s  p a lp e b r a l - f  i s s u r e s  p a lp e b r a l - f  is su re s -s la n t-d o w n )  
(nose g e n e ra l  sm a ll /s h o r t-n o s e )
(fa c e  g e n e ra l  f l a t - f a c e )
(fa c e  m a x il la  h y p o p la s tic -m a x il la -e x c l-m a la r - re g )
(hands f in g e r s  o s s e o u s -sy n d a c ty ly -o f- f  in g e rs )
(n eu ro lo g y  g e n e ra l  n o rm a l- in te l l ig e n c e )

C ase-B ased L earn ing  Model

S S et peoreuaeters 
C ru n  CBL program  
L view CBL lo g  
E E d it  Case-Base 
R R e tu rn  to  to p  le v e l  menu

S e le c t  an item   > c

S e le c t  CBL s t a r t  node id  -----> 145

(E v a lu a tio n  of 219 w ith  145 s u f f i c i e n t )  
(P ro ceed in g  to  check c h i ld r e n  n i l )
(No C h ild re n  of 145 Match)
(C hecking in s ta n c e s  (208 207 206 198 196))

( g e n e r a l i s t i o n  of in s ta n c e  219 w ith  ca se  208 o f node 145)

( G e n e ra l is a t io n  Score “  4.8999996) 
( g e n e r a l i s a t io n  sc o re  in s u f f i c i e n t )
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(generalistion of instance 219 with case 207 of node 145)

(G e n e ra l is a t io n  Score = 7.0999994)
(P o s s ib le  new c h i ld  of 145)
(w ith  new case  219 and in s ta n c e  207)
(M atching f e a tu r e s )
(cranium  c r a n ia l - s u tu r e s  c ra n io s y n o s to s is )
(ey es g e n e ra l  h y p e r te lo r ism )
( e y e - s t r u c tu r e s  p a lp e b r a l - f i s s u r e s  p a lp e b ra l- f is s u r e s - s la n t- d o w n )  
( fa c e  m a x il la  h y p o p la s t ic -m a x il la -e x c l-m a la r - re g )

( g e n e r a l i s t i o n  p f  in s ta n c e  219 w ith  ca se  206 o f node 145)

( G e n e ra l is a t io n  Score -  4 .7 )
( g e n e r a l i s a t io n  sc o re  in s u f f i c i e n t )

( g e n e r a l i s t i o n  o f in s ta n c e  219 w ith  ca se  198 o f node 145)

( G e n e ra l is a t io n  Score = 1.3000002)
( g e n e r a l i s a t io n  sc o re  in s u f f i c i e n t )

( g e n e r a l i s t i o n  of in s ta n c e  219 w ith  ca se  196 o f node 145)

( G e n e ra l is a t io n  Score = 9.799999)
( P o s s ib le  new c h i ld  of 145)
(w ith  new case  219 and in s ta n c e  196)
(M atching f e a tu r e s )
(cran ium  g e n e ra l b rachycephaly )
(cran ium  c r a n ia l - s u tu r e s  c ra n io s y n o s to s is )
(ey es g e n e ra l  h y p e r te lo r ism )
( e y e - s t r u c tu r e s  p a lp e b r a l - f  i s s u r e s  p a lp e b r a l - f  is s u re s -s la n t-d o w n )  
( fa c e  m a x il la  h y p o p la s t ic -m a x il la -e x c l-m a la r - re g )

C ase-B ased Leeuming Model

S S e t p a ra m e te rs  
C ru n  CBL program  
L view CBL lo g  
E E d it  Case-Base 
R R e tu rn  to  to p  le v e l  menu

S e le c t  an item  -----> r

TOP LEVEL MENU

I  INPUT case  
V e d i t  f e a tu r e  WEIGHTINGS 
E ELABORATE indexes 
R RETRIEVE memory o b je c ts  
S SELECT item s 
K RANK c a n d id a te s  
L ru n  CASE-BASED LEARNING a lg o rith m  
D e d i t  CASE-BASE
B save  c u r r e n t  CASE-BASE
C CLEAR b u f fe r s  
Q QUIT system

S e le c t  an item  -----> q
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