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Abstract

A central problem in Artificial Life is that of construction. Researchers have been 

investigating methods of constructing solutions to problems that overcome fundamental 

issues of adaptation, scalability and repetition. For example, what is the correct configuration 

of thousands of basic elements needed to give rise to a complex adaptive solution? Such 

questions and the sophisticated developmental processes and mechanisms of construction 

evolved by natural selection provide the general source of inspiration and motivation for the 

field of Computational Development (CD), and consequently, the subject matter of this 

thesis. This thesis investigates computational models of development for the construction of 

shape and form. To this end, seven sets o f experiments using different computational models 

of development are reported.

A comparison of the performance and behaviour of three classes of developmental encodings 

for the construction of shape and form is made, and their properties, advantages and 

disadvantages are identified. Traditional genetic encodings are shown to suffer from severe 

problems of scalability, while computational models of development are shown to offer 

plausible solutions. A computer software testbed, “the Evolutionary Developmental System,” 

is used to investigate the self-organising construction of 3D shape and form, such as a planes, 

spheres, cubes and cylinders. The EDS uses a novel genetic representation inspired by 

developmental genetics to evolve genetic regulatory networks (GRNs). The EDS’ additional 

mechanism of receptor-mediated signal transduction is shown to construct designs that 

exhibit phenomena resembling biological cellular differentiation.

This thesis also shows that computational models of development are useful for biologists. It 

presents the first ever study of the evolution of robust mechanisms of morphogen gradient 

maintenance for positional information in biology using genetic algorithms. Evolved 

mechanisms of morphogen gradient maintenance over 3- to 10-cells are shown to provide 

positional information leading to the emergence of spatial patterns of cellular differentiation.
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Chapter 1 : Introduction

Developmental biology is fundamentally about construction. How does a single fertilised cell 

give rise to a complex, multicellular organism? What controls the shape and form of 

organisms? The search for answers to such questions has driven philosophers for thousands 

of years, notably Aristotle and Hippocrates [Thompson, 1961; see Needham, 1959 for a 

history of embryology; Wolpert, 1998]. Modem advancements in technology and 

experimental techniques have made it possible for developmental biologists to build a more 

accurate picture of the development of pivotal organisms, such as the fruit-fly Drosophila 

melanogaster [Lawrence, 1992]. Studies on the fruit-fly have, for example, subsequently 

helped identify a cmcial collection of genes known as Homeobox (HOX) genes, that have 

helped developmental biologists find similar collections of genes in other organisms and so 

aid in the understanding o f fly, and organismal, development [Lawrence, 1992; Wolpert, 

1998].

Genes, proteins and cells provide the basic elements (or building blocks) involved in 

development. The numerous ways in which all three can interact and form long, complex 

chains of interaction are so staggering that the problem for biologists is that of deciphering a 

very elaborate web of interactions, all set up by just a few key elements. How are these 

elements arranged, in both space and time, so that a fully functioning, living organism 

develops? Currently, we do not have a coherent picture of the complete assembly process, but 

we have ascertained general principles of development that apply to most organisms. As 

developmental biologist Lewis Wolpert has remarked, “all that remains is to fill in the gaps” 

[Wolpert, 1991].

Artificial Life (A-Life) is a new discipline relative to developmental biology. One o f its 

primary aims is to construct living, artificial organisms [Langton, 1989]. However, the field 

has seen little success on this point. This is due, in part, to the difficulty in constructing 

solutions to problems: we do not know how to arrange basic constructional elements (akin to 

the basic elements in biology) into complex solutions. In order to construct solutions A-Life 

employs computational models o f evolution -  studied in the related discipline of 

Evolutionary Computation (EC) -  as generic problem solving algorithms [Holland, 1975; 

Goldberg, 1989].
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Traditionally, computer models of evolution have followed biology’s trend of omitting 

development. To this end, models of evolution in biology have conserved the idea of gene 

transmission. The way in which these genes then participate in the construction of the 

phenotype (development) has been almost completely ignored, or “black-boxed,” as Bolker 

describes [Bolker, 2003]. Nevertheless, in A-life, models o f evolution that do include 

development make use of an oversimplified form, which introduces problems. This is true, 

not only for traditional computational models of evolution, but for artificial life models too, 

in particular Evolutionary Computation (EC).

Evolutionary Computation explores the use of Evolutionary Algorithms (EAs), a class of 

population-based, stochastic, search algorithm. Traditionally used for optimisation, they have 

been successfully applied to complex, open-ended artificial life problems. For example, the 

evolution of neural network robot controllers [Jakobi, 1995; Dellaert & Beer, 1994b], 

developmental programs that specify the construction of designs [Eggenberger, 1997; Kumar 

& Bentley, 2003b], musical compositions [Bentley, 2001], and even art [Todd and Latham, 

1992] [see Kumar and Bentley, 2003c for further examples].

There are four main types of EA: the Genetic Algorithm (GA) [Holland, 1975; Goldberg, 

1989], Genetic Programming (GP) [Koza, 1992], Evolutionary Programming (EP) [Fogel et 

al, 1966], and Evolutionary Strategies (ES) [Rechenberg, 1973]. Traditionally, the GA is the 

only EA to make the explicit separation between genotype and phenotype. GAs are based on 

evolution by natural selection in nature and were proposed by John Holland in the 1960s as a 

model o f evolution [Holland, 1975] (see Appendix B for more details on Genetic Algorithm 

Theory). Unfortunately, the opportunity to build upon the separation between genotype and 

phenotype by exploring mappings between the two was not seized. Consequently, all GAs 

generally employ a simple genotype-to-phenotype mapping.

This simple mapping -  or the complete lack of it in the other EAs -  is one of the main 

reasons we have trouble constructing complex, robust, and adaptive solutions, as many 

researchers have noted [Bentley, 1999; Bentley & Kumar 1999; Bongard, 2002a; Dellaert, 

1995; Eggenberger, 1997; Hornby, 2003; Jakobi, 1995; Kodjabachian & Meyer, 1994]. The 

relationship between gene and phenotypic effect in simple mappings is one-to-one: i.e., there 

is a linear relationship between genotype and phenotype. This linear relationship, in
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biological terms, implies that for any single phenotypic trait there exists a gene controlling it, 

for example, a gene for being tall, or a gene for being intelligent.

Biology does not employ such an inefficient method of constructing organisms; rather, it 

employs intricate, non-linear processes that map genotype to phenotype in robust and 

adaptive ways. Can we, therefore, leam general principles of construction and design from 

nature to help construct better technology?

1.1 Problem

The problem to be tackled by this thesis is how to construct self-organising, complex (many 

fimctionally interacting parts that give rise to a solution) solutions. This work focuses on the 

problem of evolving shape and form in evolutionary design. Currently, evolutionary 

algorithms are used to search vast spaces of possible solutions for the correct configuration of 

basic elements of a solution. Evolutionary algorithms use encodings that define potential 

solutions to a problem.

With traditional genetic encodings, as our problems get more complex their solutions require 

more parameters, and consequently we need to evolve more genes, resulting in an increase in 

the size of the search space being traversed. This is a consequence of genetic encodings that 

are typically one-to-one mappings from the parameter set (genotype) to the solution 

(phenotype). In other words, the parameter set fully describes the shape and form of the final 

solution. This direct, brute-force approach introduces difficult problems, which have become 

the topic of widespread research within evolutionary computation.

Three o f the main problems associated with one-to-one mappings are evolvability (the 

propensity to evolve) [Altenberg, 1994; Nehaniv, 2003], scalability (the ability o f a solution 

to generalise to increased or decreased scales and proportions) [Kitano, 1990; Bentley and 

Kumar, 1999] and repetition (repeated structure, such as segmentation, subroutines and 

compartmentalisation within a solution) [Gruau, 1994]. See chapter 2, for a more detailed 

explanation. To make clear the problems with such methods, consider the problem of 

evolving a symmetrical design, an office block building, perhaps. Traditional methods 

immediately run into problems. For symmetry to evolve, evolution must independently 

discover the same solution at different parts of the design, i.e. re-evolve genes that perform 

the same phenotypic function. This makes progressive evolution difficult, thus having direct
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consequences on the evolvability of such encodings. Office building designs embody a 

hierarchical organisation: there are numerous similar rooms, floors, ceilings, doors, windows 

and office furniture layout schemes. Traditional methods simply cannot cope with such 

hierarchical organisations; the one-to-one relationship between gene and phenotype means 

that incorporating such organisations would have the effect of increasing the length o f the 

genome. The use of one-to-one mappings render evolving such hierarchies difficult.

So, how do we overcome these problems, whilst encouraging hierarchical organisations, 

repetition and scalability?

1.2 Solution

Biology does not have the problem of scalability discussed in the previous section. Consider 

the difference in the number o f cells and genes between a mouse and a blue whale; both have 

a similar number of genes, but vary enormously in the number of cells [Bentley, 2002]. 

Biology, then, does not use a blueprint: a full description of the solution, such as a one-to-one 

mapping between genotype and phenotype. Instead, it uses a set of instructions (a generative 

program) [Hornby, 2003], in the form of genes, which specify how an organism should be 

constructed, much like a recipe [Wolpert, 1998]. In this manner, solutions (to the problem of 

life) are able to scale-up from a mouse to a blue whale. So how can we improve current 

computational techniques to achieve the complexity seen in biology?

The solution is to use development, the emergence of a coherent program of construction, due 

to the interaction at all levels of organisation. Rather than use traditional genetic encodings, 

instead we use a set of instructions, which when executed develop a solution. Due to the use 

of instructions the length of the genome need no longer increase, as it ceases to be a blueprint 

of the solution, and becomes, instead, a recipe defining how the solution should be 

constructed. Researchers have noted the benefits of incorporating a stage o f development into 

evolutionary algorithms [Nolfi and Parisi, 1993; Cangelosi, 1999; Kitano, 1990; Dellaert and 

Beer, 1994a,b; Fleischer, 1995; Eggenberger, 1997; see Kumar and Bentley, 2003c for more 

examples]. Indeed, evidence into the use of development, presented in this work, suggests 

that it may be possible to reduce the number of parameters (genes) required to define a 

solution, see chapter 3 [Kumar and Bentley, 1999].
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1.3 Thesis Hypothesis

Given that the problem is that of the self-organising, construction of shape and form for 

evolutionary design and that the solution to the problem is to use development to map 

instructions (in the form of genes) through a non-linear process to the final phenotype, this 

thesis investigates the following hypothesis.

Hypothesis:

Computational models o f  development are effective and useful in the construction o f  

shape and form.

1.4 Thesis Objectives

In order to provide evidence towards this hypothesis, the following objectives are defined.

1. Provide a classification of current computational models o f development.

2. Study the behaviour and limitations of standard mappings between genotype and

phenotype, and compare the performance and behaviour of different classes of mappings 

for the construction of shape and form.

3. Identify components and principles of biological development that are crucial to the 

success of computational models o f development for the construction of shape and form.

4. Identify any shortcomings in the best class of mappings (from objective 2) and build 

upon this to devise a biologically grounded genetic representation able to evolve genetic 

regulatory networks (GRNs).

5. Demonstrate certain properties -  differentiation -  advantages and disadvantages of 

developmental approaches to the construction of shape and form in a new computational 

model o f development by using the new representation as the basis of a developmental 

system testbed for constructing 3D geometric shapes for evolutionary design.

6. Demonstrate that computational models of development can aid biologists in

understanding developmental biology.

1.5 Thesis Contributions

In the course of this research the following 17 contributions -  which satisfy different 

objectives -are made.
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1. An experimental comparison of the performance and behaviour of three specific classes 

o f mappings for the construction of shape and form is made.

2. Traditional genetic encodings (one-to-one) mappings are shown to suffer from severe 

problems of scalability.

3. The properties, advantages, and disadvantages o f using developmental encodings for the 

construction of shape and form are identified.

4. An Evolutionary Developmental System (EDS) software testbed, which can be used to 

study 3D shape and form in evolutionary design, is presented.

5. A novel representation inspired by eukaryotic genetics able to evolve genetic regulatory 

networks that exhibit specific and usefiil behaviours such as autocatalysis, positive and 

negative regulation is described.

6. An empirical comparison between two methods of gene regulation -  template matching 

and simple affinity based -  at producing GRNs that direct the development o f 3D shapes, 

is made.

7. Redundancy at the protein-gene level is shown to be useful.

8. An empirical comparison between two novel cell division strategies and a control is 

presented.

9. The importance of a directed cellular division strategy under genetic control, in the 

absence of cell motility in computational models of development is shown.

10. The ability o f the EDS to construct varied geometric morphologies is shown.

11. The ability o f the EDS to evolve genetic regulatory networks that specify and control a 

process of pattern formation for the construction of non-trivial, three-dimensional shape 

and form, such as a spheres, cubes and cylinders, is reported.

12. The capability of the EDS to exhibit phenomena resembling biological cellular 

differentiation during development is shown.

13. A novel mechanism of signal transduction in which signals received by the cell are able 

to positively or negatively regulate different genes is presented.

14. The use of a genetically controlled asymmetric (unequal distribution of proteins between 

parent and daughter cell) cell division method in symmetry-breaking is shown.

15. The first ever study of the evolution of robust mechanisms of morphogen gradient 

maintenance for positional information in biology using genetic algorithms is presented.

16. A novel, evolved morphogen gradient mechanism to provide positional information for 3 

to ten cells is detailed.

17. Finally, the evolution of gradients able to give rise to spatial patterns of cellular
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differentiation is shown.

1.6 Thesis Structure

The remainder o f this thesis is structured as follows.

Chapter 2 is divided into three main sections. It provides a background on developmental 

biology, genetic algorithms, an introduction to computational development, and a survey of 

related computational development literature. Section 2.2 provides a brief background on 

developmental biology. Through the use of a worked example illustrating general principles 

of operation section 2.3 explains how to construct a genetic algorithm. Section 2.4 provides 

an introduction to the concepts and terminology behind computational development. While 

section 2.5 provides a review of related computational development literature.

Chapter 3 describes three sets of preliminary experiments, comparing three distinct types of 

embryogeny against the use of no embryogeny. Section 3.2 details a set of experiments to 

assess the performance of each embryogeny in controlling the growth o f tessellating tiles. 

Section 3.5 describes a set of experiments that focussed on two potentially useful 

embryogénies. These embryogénies are then carefully assessed on the types of shapes they 

could grow. Finally, section 3.10 further focuses on the best embryogeny by describing a set 

of experiments performed to ascertain how evolvable it was. The task for this set of 

experiments was to grow a three-dimensional shape (a sphere) from smaller spherical cells. 

These results helped the design of a novel developmental testbed described in chapter 4.

Chapter 4 provides a detailed exposition of a novel biologically plausible model of 

development designed as part of this thesis. An evolutionary developmental system, that 

closely follows principles of developmental biology, was designed and implemented. It 

facilitates the study of evolving developmental programs capable o f specifying the 

construction of three-dimensional morphologies. The chapter describes, in detail, the 

operation, implementation and any simplifying assumptions behind each component o f the 

testbed.

Chapter 5 describes experiments that focus on the evolution o f genetic regulatory networks 

capable of constructing specific patterns of proteins at fixed points in time, and maintaining 

such patterns over a period of time in a single cell. Additionally, the chapter provides a
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comparison between two methods of gene regulation: simple template matching and simple 

affinity-based. The second half of the ehapter provides a comparison between two novel 

methods of cell division and random division at the task of constructing a straight-line and a 

sphere.

Chapter 6 describes experiments using the EDS to evolve developmental programs able to 

construct varied multicellular three-dimensional morphologies. Two sets of experiments are 

described the first set uses no symmetry-breaking meehanisms at all and the second uses two 

symmetry-breaking mechanisms: cell signalling with receptor mediated signal transduction 

and asymmetric cell division. A detailed analysis of the evolved GRNs is provided showing 

how GRNs in different cells are able to control shape growth, and give rise to phenomena 

resembling biological cell differentiation. The chapter ends with a discussion of the 

implications o f the results for evolving GRNs to specify the construction of three- 

dimensional morphologies in evolutionary design.

Chapter 7 describes collaborative work performed with biologists Dr. Michel Kerszberg and 

Professor Lewis Wolpert. The work investigates the evolution of robust mechanisms of 

protein gradient maintenance able to provide reliable positional information to cells within a 

developing embryo leading to spatial patterns of cellular differentiation. The chapter provides 

a summary of the developmental model and the genetie algorithm employed. This is followed 

by a number of experiments performed to evolve robust gradient maintenance with detailed 

analysis of how an evolved GRN maintains a 3-celled gradient over time.

The thesis ends with chapter 8, which provides eonclusions and avenues for future research.
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Chapter 2: Literature Review

2.1 Introduction

During the course of the work detailed in this thesis, the field of Evolutionary Computation 

(EC) has matured at a fast pace. Initially, developmental aspects to A-Life and EC were 

neglected. Now, however, the field is adopting them and much research is being conducted 

by various groups around the world [Bentley, 2002; Haddow, 2001, 2003; Hogeweg, 2003; 

Miller, 2003; Kumar and Bentley, 2003c; Kitano, 1998]. This work presents investigations 

into the use of processes from developmental biology for evolutionary design.

Preliminary work conducted at the beginning o f this research (as presented in chapter 3) 

introduced the term ‘Computational Embryology’ to stand as an umbrella term for all related 

topics, and the word ‘embryogeny’ to refer to the actual process of embryogenesis. The term 

embryology refers to the science of the development of organisms; it also implies the study of 

the early stages of development (as does ‘embryogeny’). This is a connotation we wish to 

avoid, as it must be recognised that development is an ongoing process throughout the 

lifetime of individual organisms, not just the early stages. Thus in order to reflect this and 

because of the lack o f appropriate nomenclature for this subject, this thesis introduces the 

more accurate terminology Computational Development (CD). It is intended to be a 

collective ‘umbrella’ term for the following related areas: genotype-to-phenotype mappings 

[Banzhaf, 1994; Bentley and Kumar, 1999], developmental encodings [Prusinkiewicsz, 1996; 

Bentley and Kumar, 1999], morphogenesis [Jakobi, 1995; Bard, 1992], embryogenesis [de 

Garis, 1994], pattern formation [Wolpert, 1969], differentiation [Kitano, 1990, 1994], 

generative systems [Homby, 2003; Kumar and Bentley, 2003c], developmental genetics 

[Lewin, 1999], artificial embryology [de Garis, 1994; Bentley, 1999] and neurogenesis 

[Belew, 1993; Cangelosi et al., 1993; Gruau and Whitley, 1993; Nolfi et al., 1994; Rust, 

1998]. This chapter begins with brief backgrounds on developmental biology and genetic 

algorithms in sections 2.2 and 2.3, respectively (more detailed backgrounds are provided in 

appendices A and B). Section 2.4 presents an introduction to computational development; this 

is followed by section 2.5, which provides a review of related work in the area of 

computational development.
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2.2 Developmental Biology

Developmental biology is a fascinating and complex process. Development specifies how a 

single cell, the zygote, gradually becomes a complex multicellular organism. There are five 

main processes involved in biological development (see appendix A for a more detailed 

discussion of the relevant developmental biology):

♦ cleavage divisions—rapid series of cell divisions [Wolpert, 1998].

♦ pattern formation— establishing body plan axes [Wolpert, 1969].

♦ morphogenesis—change in shape and form of the embryo [Bard, 1992].

♦ cellular differentiation—the process by which cells become specialised [Wolpert, 

1969].

♦ growth—increase in size of cells [Wolpert 1998].

These five developmental processes do not necessarily occur sequentially, but overlap 

[Wolpert, 1998] and conspire over time to construct a complex, adaptive organism. However, 

these processes and the instructions in the genome are not the only processes or information 

that development uses for the self-organisation of organisms. The zygote also contains 

‘zygotic’ factors or proteins laid in the egg, by the mother, that help to initiate development. 

Additionally, cells contain organelles, such as mitochondria the powerhouse of the cell, 

which have their own genomes [Smith and Szathmary, 1995; Wolpert, 1998]. The 

instructions contained in these organelles also contribute to development.

DNA controls these five developmental processes. The instructions coded in the genome 

specify when and where, during development, a protein is to be synthesised. Proteins are the 

driving force of development, they are directly responsible for cell behaviour and not the 

genes [Wolpert, 1998]. Genes integrate information in the form of proteins that assemble at 

target sites within the gene. These proteins convey ‘circumstantial information’ about the 

dynamics of development at any particular time [Davidson, 2001]. A single gene can have 

several target sites, known as cis target sites [Davidson, 2001]. Proteins assembling at these 

target sites have the combined effect of either activating the gene, thereby initiating 

transcription and thus the synthesis o f a protein, or inhibiting the gene, preventing 

transcription [Hawkins, 1996]. Natural selection in nature has managed to evolve complex 

genetic circuitry able to direct the construction of shape and form of organisms in very 

complex ways that developmental biology only partially understands. See appendix A for a 

more detailed background on developmental biology.
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2.3 Evolutionary Algorithms and the Genetic Algorithm

A genetic algorithm is a stochastic, population based search algorithm [Goldberg, 1989; 

Holland, 1975] developed by John Holland, and his students, at the University o f Michigan. It 

is loosely based on evolution by natural selection in nature, and was designed to help explain 

the adaptive processes in natural systems and to design artificial systems based upon these 

processes [Holland, 1973, 1975]. A variety of GAs and variants exist, such as: the canonical 

GA [Holland, 1975; Goldberg, 1989], steady state [Syswerda, 1989], messy [Deb, 1991; Deb 

and Goldberg, 1991], distributed [Whitley and Starkweather, 1990], parallel [AdeU and 

Cheng, 1994; Levine, 1994] and hybrid GAs [Radcliffe and Surrey, 1994a] with other local 

optimisation techniques. However, all of them operate using a similar algorithm as shown in 

fig. 2.1 and appendix B. For a more detailed discussion of the operation of GAs, the reader is 

referred to appendix B.

GAs use a population of individuals, which represent candidate solutions to a problem. The 

individuals, in GAs, consist of a genotype (the encoded parameter set) and the phenotype (the 

final solution). The population is initialised by randomly creating each individual, see fig 2.1 

for the basic GA algorithm [Goldberg, 1989]. All individuals are then evaluated. This 

involves a notion o f fitness akin to biological fitness in nature. In GAs fitness is a measure of 

the individuals ability to solve a problem. Typically, fitness is assessed by mapping the 

genotype to the phenotype, and determining how good or bad the solution is at solving the 

problem. A score is then given to the individual. In nature, the mapping process between 

genotype and phenotype is critical: without development we would not exist.

The next stage is selection: two parents are chosen fi'om the population, based on their fitness 

scores relative to other members of the population. These individuals are termed parents, and 

their role is to provide offspring solutions through the application of genetic operators that 

recombine and mutate their genotypic values [Goldberg, 1989]. Newly generated offspring 

are then placed in a new population. Repeating this process over a number of generations 

enables better solutions to be discovered progressively from poorer solutions. In short, better 

solutions evolve [Goldberg, 1989; Bentley, 1999].
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Figure 2.1. The Simple Genetic Algorithm.

The simplicity of the algorithm is its main strength; however, a simplistic mapping stage is 

one of its main weaknesses. The next section, and indeed the thesis, takes a closer look at the 

mapping stage in GAs and argues that, although in many cases a simple mapping is wise, 

there are many instances in which it may be beneficial to use a special type of complex 

mapping.
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2.4 An Introduction to Computational Development

As mentioned in the introduction of this chapter, the term computational development is 

intended as a collective umbrella term for many related topics. Terminology introduced 

through preliminary research conducted as part of this thesis only reflected the early stages of 

development (embryogenesis). In order to capture the dynamic ongoing process of 

development throughout an organisms lifetime a more appropriate term is computational 

development. The term ontogeny, despite including development, also carries with it the 

notion of learning, and although we recognise learning as a key component in the 

construction of artificial life and as crucial to organismal evolution, we do not wish to imply 

that learning is actively involved during development [personal communication, Wolpert, 

2003].

Computational development is a relatively new sub-field of EC [Kumar and Bentley, 2003c]. 

It focuses on the mapping stage between genotype and phenotype in EAs. As noted in chapter 

1, typically only the GA has made the crucial distinction between genotype and phenotype 

[Bentley and Kumar, 1999]. Alternative EAs: Evolutionary Programming (EP) [Fogel, et al., 

1966], Evolutionary Strategies (ES) [Rechenberg, 1973], and Genetic Programming (GP) 

[Koza, 1992] do not make the same genotype-phenotype distinction. However, the addition of 

this important stage to EAs can be made quite easily [Bentley, 1999]. Despite its important 

advantages, few EC researchers have adopted the practice of separating genotype and 

phenotype. Some researchers, however, have made significant contributions paving the way 

for future research [Kitano, 1990; Delleart and Beer, 1994a, b; Kodjabachian and Meyer, 

1994; Fleischer, 1995; Jakobi, 1995]. This section introduces computational development. 

Here, we discuss complex mappings fi-om genotype-to-phenotype inspired by development in 

nature.

2.4.1 What are Developmental Mappings?

Genotypes refer to a set of parameters, whereas phenotypes refer to the final solution. The 

final solution is realised through a mapping process between genotype and phenotype. In 

nature, this mapping process is referred to as development. Computational development is 

concerned with the use of self-organising processes inspired by biological development in the 

mapping process between genotype and phenotype for the problem of construction. The terms 

‘computational embryology,’ ‘embryologies’ and ‘embryogeny’ refer to a developmental
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mapping process that maps genotypes to phenotypes.

In EC, there is a distinction between the terms ‘one-to-one’ mapping (from genotype to 

phenotype) and ‘developmental’ or ‘generative’ mappings. Generally, the term ‘one-to-one’ 

tends to signify a direct mapping between genotype and phenotypic trait (see fig. 2.2, where 

the genotype is shown in the same tabular format as the phenotype to show the one-to-one 

correspondence between gene and phenotypic trait — filled or unfilled cell), whereas 

developmental (or generative) mappings do not. Instead, developmental mappings use a set of 

instructions that specify how to construct the phenotype, similar to the instructions in the 

recipe for a cake.

0 1 2 3 4

0 1 0 1 0 1

1 0 1 1 1 0

2 1 1 1 1 1

3 0 1 1 1 0

4 1 0 1 0 1

(a)

 :

(b)
Figure 2.2: A one-to-one mapping from genotype (a) to 2D phenotype (b). A 1 denotes a cell is filled 
and a 0 denotes an empty cell.

The recipe specifies how to make a cake, it does not provide an exhaustive list (one-to-one 

mapping) directly specifying each aspect of the cake at different stages, for example, dough, 

eggs, milk, sugar, baking soda, mix, heat, etc. Performing the instructions in the recipe 

permits instructions to interact in complex ways, building upon the results of others, for 

example, mixing flour and eggs. The cake is, therefore, an emergent result of the interaction 

between a set of instructions, a set of basic elements and the environment (e.g. the action of 

mixing incorporates air into the mixture making it fluffy).
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Consider a simple optimisation problem: maximising the function f(x) = x .̂ The genotype is 

composed of a single bit-string, constituting a single gene and the chromosome in its entirety. 

The phenotype (realised through a mapping from genotype to phenotype) is a floating-point 

number. This simple conversion constitutes a one-to-one mapping. It does not, however, 

constitute a developmental mapping. So, a developmental mapping is a special kind of 

mapping, but a mapping need not necessarily be developmental. Developmental mappings 

specify how a phenotype is to be constructed using the information in its genotype and the 

interactions between the genotype and the environment; this is not true o f one-to-one 

mappings [Kumar and Bentley, 2003].

Definitions and a Classification of Developmental Mappings

Work by Bentley [1999] has identified three main classes of developmental mappings used in 

the literature. The classification distinguishes such mappings according to whether the 

genome is fixed and non-evolvable or evolvable. The evolvable category is split into 

developmental mappings that explicitly specify each step o f development or mappings in 

which development is implicitly coded by rules.

1. External—mappings are defined by fixed, non-evolvable structures, defined globally 

and externally to genotypes. These structures define how phenotypes should be 

constructed using the genes in the genome

2. Explicit—mappings specify each step o f  the developmental process in the form  o f  

explicit instructions. Typically, the genome and developmental process are combined; 

both are then allowed to evolve simultaneously.

3. Implicit—mappings use rules to specify a dynamic and emergent developmental 

process resulting in a particular morphology (or solution).

For this work, the following list of characteristics of developmental mappings are defined:

1. they require a distinction between genotype and phenotype;

2. they require basic constructional elements: able to sense the environment though 

inputs, have some internal logic to process the inputs, and effectors to perturb the 

environment.

3. There must be interaction between all levels of organisation, for example, as in 

biology: amino acids, genes, proteins, cells, tissues and organs are all able to interact 

with each other leading to increased complexity.
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4. The evolved instructions (genes) must be able to interact in at least the following 

ways:

i. Polygeny —  multiple gene interactions combine to control a single 

phenotypic trait; and

ii. Pleiotropy —  the ability o f a single gene to affect more than one phenotypic 

trait.

Holland [1998] defines emergence as “multiple units that interact to provide increased 

complexity.” Similarly, in developmental encodings these ‘multiple units’ correspond to 

basic constructional elements, such as instructions (genes) or cells. The way in which these 

basic elements interact (polygeny and pleiotropy) confers highly emergent and non-linear 

behaviour.

Crucial to the success of developmental mappings is the notions of order and time. Order 

corresponds to the sequence in which instructions are executed. Time refers to when these 

instructions are executed. Consider the example of the cake. If we were to change the order in 

which we integrated the ingredients and performed the instructions, we run into problems. 

For example, baking the flour on its own would ruin the cake. Timing is o f equal importance 

for example, if we heated the cake mixture for longer than is required the cake is destroyed. 

Similarly, in developmental mappings the order in which instructions are carried out are 

crucial to the successful construction of solutions, for example, glider formation in cellular 

automata [Wuensche, 1997]. If the order in which the instructions to create a glider is 

changed a glider will not form.

In biology, the ordered, sequential expression of a collection of genes, known as the HOX 

genes, leads to a corresponding spatial pattern in the embryo [Lawrence, 1992; Wolpert, 

1998]. If the order of expression is changed, the spatial pattern is lost and severe 

consequences may ensue. Timing too is o f paramount importance. In biology, the synthesis of 

a protein for too short or too long a period o f time may result in severe consequences. Timing 

in development is so important that the process involving relative shifts in the timing of 

developmental events, known as heterochrony, is thought to underlie evolutionary 

mechanisms responsible for species evolution [Raff, 1996; Cangelosi, 1999].
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2.4.2 What can Computional Development do for Evolutionary Computation 

Practitioners?

Evolution by natural selection has evolved robust, complex and adaptive organisms. 

Development itself is a product of evolution [Smith and Szathmary, 1995; Wolpert, 2003] 

that uses intricate, non-linear processes to achieve its ends. Some researchers are beginning to 

show that there may be a limit to the complexity achievable using evolutionary methods 

[Kitano, 1990; Jakobi, 1995; Eggenberger, 1997; Bentley and Kumar, 1999]. These 

researchers acknowledge the need to augment evolutionary algorithms with some form of 

intermediate developmental phase. Thus, CD represents not only an extremely powerful 

technique for creating adaptive, robust designs or solutions, but also a source of powerful 

novel computation algorithms. To this end, a list of advantages, disadvantages, and features 

of developmental encodings are provided.

Features of Developmental Encodings

Developmental mappings can provide the following advantages [Bentley, 1999; Kumar and 

Bentley, 2003c]:

1. Adaptation — phenotypes can be adaptively grown from the genotype for example, 

constraint satisfaction [Yu and Bentley, 1998; Bentley, 1999].

2. Compact genotypes — instructions in the form of a compact genotype are able to give 

rise to relatively more complex phenotypes [Dellaert, 1995; Eggenberger, 1997; Bentley 

and Kumar, 1999].

3. Reduction o f  search space —  developmental mappings permit compact genotypes to 

define phenotypes. This compression results in genotypes having fewer parameters than 

their corresponding phenotypes, leading to a reduction in the dimensionality of the 

search-space [Kitano, 1990; Bentley and Kumar, 1999].

4. More complex solutions in solution space — growth instructions, encoded on the genome, 

are evolved, rather than pre-specified and fixed. Thus permitting the evolution o f intricate 

rules which when executed give rise to highly indirect, convoluted developmental 

programs (recipe) that specify the construction of phenotypes. Genotypes are thus able to 

define highly complex phenotypes [Dellaert and Beer, 1994a; Dellaert, 1995].

5. Regulation —  the ability of a system to regulate its activity between thresholds akin to 

metabolism [Kitano, 1990].

6. Regeneration —  the ability of a system to repair parts of itself that have sustained
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damage [Nagpal, 2002; Miller and Banzhaf, 2003; Miller, 2003].

7. Repetition — implicit detection and exploitation o f repeated structures, giving rise to 

segmentation, subroutines and symmetry [Gruau, 1994; Homby, 2003].

8. Robustness — the ability of a system to operate under varying conditions in varied 

circumstances. Also the ability o f a system to be robust to mutations in the instruction set 

(genotypic perturbations) [Kauffinan, 1993; Nagpal, 2002; Bentley 2003c; Reil, 2000].

9. Scalability —  the ability of a system or solution to scale up or down depending on the 

complexity of a problem for example, in biology developmental processes are able to 

generate insects and whales [Gmau and Whitley, 1993; Bentley and Kumar, 1999].

10. Parallel —  mles are applied in parallel in a similar manner to cellular automata 

[Wuensche, 1997].

11. Emergent —  multiple interactions of basic elements give rise to a higher level of 

behaviour (emergent behaviour) not predictable from a knowledge of how the basic 

elements interact and behave [Holland, 1998].

12. Decentralised Control —  there is no global control; instead, the emphasis is on local 

interactions [Nagpal, 2002].

Disadvantages of Embryogénies

Developmental encodings have disadvantages too [Bentley, 1999; Kumar and Bentley,

2003c]. They can be:

1. Difficult to Design — hand-designing developmental encodings to constmct specific 

solutions is problematic [Delleart and Beer, 1994a]. This is due to the difficulty in 

knowing the exact configuration to place basic elements so as to construct a working 

solution—the number of non-linear interactions at many levels make the task very 

difficult, seemingly impossible. The evolution of developmental encodings represents an 

alternative, bottom-up, approach to computational development, in comparison to the 

top-down design approach of computational development programming languages, such 

as those independently proposed by Agarwal and Napal [Agarwal, 1994; Nagpal, 2002]. 

Consequently, there is a need to evolve developmental mappings and permit evolution to 

show us how to construct complex adaptive systems [Bentley, 2003c; Miller, 2003].

2. Difficult to Evolve — excessive disruption to child solutions and epistasis provide 

problems for the gradual evolution of developmental encodings [Dellaert and Beer, 

1994a; Jakobi, 1995].

3. Difficult to Analyse — as a result of numerous interactions between basic elements at
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different levels of organisation, the property of emergence makes elucidating the 

mechanisms behind the generation of even the simplest of designs a considerably 

complex task. A good developmental encoding will use highly non-linear, intricate 

methods to achieve its aims.

2.5 A Review of Computational Models of Development

Computational development is a large and complex field with many related topics for 

example, genetic regulatory networks [Reil, 2000] and cell simulations [Agarwal, 1994; 

Fleischer, 1995]. Over the last decade, a resurgence of interest has fuelled much research 

centred on the study of computational models of development and there is not room to review 

all the work in this area. The applications of these models range from testing hypotheses and 

making new predictions in biology to the construction of complex adaptive systems in 

computer science (specifically. Artificial Life) and the sciences of complexity. A wide 

diversity of topics has been covered in such research. Examples include:

♦ modelling the activity of single genes [Gibson and Mjolsness, 2001].

♦ modelling gene regulatory networks [Kauffrnan 1969, 1993; Mjolsness, et al., 1995; 

Reil, 2000; Bongard 2002a; Bentley 2003a,b,c; de Jong, 2003; Kumar and Bentley, 

2003a,b,c; see also chapter 5 of this thesis].

♦ models o f neurogenesis for the construction of neural networks for robot controllers 

[Boers and Kuiper, 1992; Fleischer and Barr, 1993; Dellaert and Beer, 1994a; Gruau, 

1994; Jakobi, 1995; Kodjabachian and Meyer, 1994, 1995; Vaario et al, 1995; Rust et 

al, 1996; Astor and Adami, 1998; Cangelosi, 1999].

♦ models o f aspects of biological development, such as lateral inhibition mediated 

through the Notch-Delta pathway in Drosophila [Mjolsness et al, 1995; Kerszberg 

and Wolpert, 1998; Gibson and Mjolsness, 2001; see also chapter 7 of this thesis]

♦ slug morphogenesis [Saville and Hogeweg, 1997].

♦ metabolism and differentiation [Kitano, 1990, 1995; see also chapters 6 and 7 of this 

thesis].

♦ plant development [Lindenmeyer, 1968 and chapter 8 of Kumar and Bentley, 2003c].

♦ visual models of morphogenesis [Prusinkiewcz et al, 1996].

♦ the use o f generative encodings for the construction o f artificial organisms in 

simulated physical environments and real robots [Sims, 1999; Bongard and Paul, 

2000; Homby, 2003].
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♦ the use of development for evolvable hardware and electronic circuit design [Koza et 

al 1999; Haddow, Tufte and Remortel, 2001; Miller and Thomson, 2000; Canham 

and Tyrrell, 2002, Gordon and Bentley 2002].

♦ the use of lateral inhibition for the placing of cellular phone masts [Tateson, 1998].

♦ the connectionist approach to modelling, proposed by Eric Mjolsness [Mjolsness et 

al, 1995].

♦ the large scale modelling of development for morphogenesis in Evolutionary Design 

[Eggenberger, 1997, 2003; Kumar and Bentley, 2003a,b,c].

However, there have only been a handful of works that have investigated large-scale 

development through software testbeds incorporating a model of genetics, proteins and cells, 

coupled to evolutionary algorithms for the construction of shape and form. Thie next section 

reviews work related to the topic of this thesis, beginning with simple models of development 

and ending with complex models.

2.5.7 Computational Approaches to Modelling Development

There are many approaches to modelling biology [Odell, et al, 1981; Murray, 1993; Chaplain, 

Singh and McLachlan, 1999] all of which can be quite mathematical and difficult as 

introductory texts. Central to modelling development, however, is the choice o f approach to 

modelling the genetic regulatory system.

Type o f  Model Scale Assumptions

Boolean

e.g. Kauffmann, 1994; 
Dellaert and Beer, 1994.

Coarse grained. 

Gene level.

Genes have two states on and off, corresponding to 
full or no expression.

All genes change state at the same time, 
synchronous updates.

Differential Equations

e.g. Mjolsness et al., 
1991; Yuh et al., 1998; 
Fleischer, 1995.

Concentrations 
at the molecular 
level.

Uses a set o f initial conditions.

State changes are continuous and deterministic. 
Assume well-mixed systems.

Stochastic

e.g. McAdams, 1994; 
Goss, 1998

Individual
molecules.

State changes discretely.

Which changes occur and when are probabilistic.

Table 2.1. Three main strategies for modelling gene regulation.

Many approaches to modelling genes and their activity exist [Gibson and Mjolsness, 2001]. 

Three main strategies for modelling genetic regulation, as detailed in [Gibson and Mjolsness,
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2001] are clearly distinguishable from the literature, namely: Boolean, differential equations 

and stochastic, see table 2.1. The table also shows the scale at which the models apply and 

some of the assumptions they make.

2.5.2 Lindenmayer Systems

In 1968, Aristid Lindenmayer proposed a formalism based on string rewriting grammars as a 

model of development for multicellular organisms, known as L-systems [Lindenmayer, 1968]. 

Since then, L-systems have seen much popularity, with Smith importing computer graphics 

techniques to visualise the processes and structures being modelled [Smith, 1984], it was not 

long before L-systems were successfully applied to the modelling and visualisation o f plant 

development. Consequently, L-systems have become synonymous with models of plant 

development. Visualising the results of L-systems never fails to impress, as they are 

strikingly similar to the structure of trees and plants. Since Lindenmayer, Prusinkiewicz and 

his team have conducted much research into the area of modelling and visualisation of plant 

development [Prusinkiewicz and Lindenmayer 1990, Prusinkiewicz et al 1993, 1995, 1996]. 

L-systems have, however, been successfully applied to other applications too, for example, 

the evolutionary design of tables and the construction of artificial organisms [Homby, 2003].

L-systems are a powerful formalism that come in different classes, such as parametric, 

differential and map L-systems [Lindenmayer, 1968; Prusinkiewicz et al., 1996]. L-systems 

are essentially a set of parallel re-writing rules or productions that replace predecessor 

(parent) modules by successor (daughter) modules starting fi*om an initial condition or axiom. 

The general structure of a mle is as follows:

pred: cond succ

Where: pred refers to a predecessor module

cond refers to a condition that must be satisfied and

succ refers to a successor module.

The symbols and are used to separate the three components of a production: the

predecessor, the condition, and the successor. Pmsinkiewicz notes the term module in the

context of L-systems “ ...denotes any discrete constructional units that are repeated as the

plant develops” [Pmsinkiewicz et al., 1996].
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The following briefly details two simple L-systems: a simple context-free system and a 

context-sensitive rule system. Context-free L-systems have no intercommunication between 

the modelled entities; this translates to, for example, no cell signalling in developmental 

models, i.e. context is not taken into consideration during rule application.

Figure 2.3 shows five context-free production rules that transform existing modules into new 

modules, starting from the axiom, a b. Each rule is applied to each module of the axiom. If 

the left side of a rule matches the module in the string, the rule is activated and the old term is 

rewritten or replaced with the right-hand side of the rule. Rules can be applied sequentially or 

in parallel in each derivation step. The structures obtained after each derivation step are 

termed a developmental sequence. An example of a simple context-free L-system is given 

below.

(1) a - > x
(2) X yez
(3) b  ^  X

(4) z ^  e
(5) y ^  cz

Iteration 0 a b

Iteration 1 X X

Iteration 2 yez yez

Iteration 3 czcc czcc

Iteration 4 ccec cccc

Figure 2.3. A simple set o f five context-free L-system production rules with an initial axiom, ab at 
iteration 0, and four derivation steps.

Having briefly discussed context-free L-systems, we now briefly describe parametric or 

parameterised L-systems. Context-sensitive L-systems incorporate the concept of information 

exchange between modules; this can, for example, provide a method of implementing cell 

signalling. Generally context-sensitive rules have the following format:

Ic < pred > re: cond —> succ 

where, Ic is the left context, and 

re is the right context, 

pred refers to a predecessor module 

cond refers to a condition that must be satisfied and 

succ refers to a successor module.
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For example, the following context-sensitive rule can be applied to an initial axiom.

Rule: E(x) < F(y) > G(z): x+z > y A(x+z)

where E(x) < F(y) > G(z) constitutes the predecessor (and includes context)

X+z > y constitues the condition and 

A(x+z) constitutes the succesor

Axiom: E(2) < F(5) > G(8)

Derived result: E(2) A(10) G(8)

The rule is applied to a string containing parameterised modules. Where all parameterised 

terms before the symbol represent the predecessor taking parameters x, y  and z; the 

condition is that x+z must be greater than y; and the successor, which replaces the 

predecessor, is shown immediately after the symbol The derived result above is 

obtained by the application of the rule to the axiom. The rule considers inputs from its two 

neighbours; summing the values and comparing it to that of the current module, if  greater the 

rule succeeds else it fails. In this case the rule succeeds and F(5) is replaced by A(10). 

Modules E(2) and G(8) are still subject to change by other production rules (not shown).

Although L-systems were originally proposed as models of multi-cellular development, they 

have seen little interest from biologists. This may perhaps, be due to the re-writing nature of 

L-systems, which clearly, with the advent of modem genetics, is not how biological 

development unfolds. Nevertheless, L-systems can be augmented with mechanisms by which 

developmental processes, such as cell signalling, asymmetric division and genetic regulatory 

network formation may be achieved. However, each developmental process that requires 

modelling demands further extensions. Homby has shown the successful use of L-systems for 

the use of generative encodings for the constmction of artificial organisms in simulated 

physical environments [Homby, 2003].

2.5.3 Cellular Encoding

Although biologically inspired, the motivation behind Gmau’s work was not to model 

biology to the letter, but to investigate the use of a developmental encoding to construct 

neural networks in an efficient modular manner [Gmau, 1994; Gmau and Whitley, 1993]. To 

this end, Gmau developed a technique he termed. Cellular Encoding. Cellular encoding takes 

the form of a grammar-tree used to encode a process of development. The language upon 

which the grammar is defined uses instmctions (the genotype) that correspond to local graph
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transformations controlling cell division. Each cell retains a copy of the entire grammar-tree, 

but has a pointer pointing to different sub-trees o f the main tree. Development begins with a 

single cell, which is subjected to cell division by duplication according to the instructions in 

the genome. The result of this process is the phenotype, a neural network. Additionally, 

symbolic knowledge is used in the grammar to permit hierarchies, symmetry and problem 

decomposition into sub-problems. Gruau also worked with Whitley extending cellular 

encoding with learning, to make use of the Baldwin effect to speed up the evolution of 

grammar trees with a view to increasing the scalability o f solutions [Gruau and Whitley, 

1993]. Typical instructions included: SEQUENTIAL, PARALLEL, FULL, CoPy Output 

{CPO), and CoPy Input (CPI), see figure 2.4 for a graphical illustration of the two 

instruetions: SEQUENTIAL and PARALLEL. As can be seen, division begins with the zygote. 

The sequential division operator divides the zygote in two, with the first cell inheriting the 

parent’s inputs, while the second cell inherits the parent’s outputs; the two cells are then 

connected to one another. The parallel division operator divides into two copies o f the zygote, 

in which the two cells are not connected.

qop W W P
S » iî JÎO O 0*0 O o o o

Initial Zygote Cell Sequence Operator Parallel Operator

Figure 2.4. Graphical depiction of a zygote cell and the cell division graph transformation operations: 
sequential and parallel.

Although cellular encoding produced good network topologies able to exhibit symmetry, the 

underlying model was context free. This means that neighbour state is not taken into 

consideration (i.e., it does not use cell signalling). Developed solutions are, therefore, likely 

to be less adaptive and robust to external perturbations, this may have an impact on the 

reliability of the neural network controller’s ability to control robot navigation in different 

situations and environments. Additionally, in the absence of any form of cell signalling, or 

asymmetric cell division (in which a protein is distributed unequally between parent and 

daughter cells) all cells must remain the same and o f a single type. The model, therefore, 

precludes differing cell types from emerging, i.e., differentiation.
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Cellular encoding has since seen renewed interest having been successfully employed and 

modified by Koza [1999] to permit the evolution of programs that produce human- 

competitive designs [Koza 1999].

2.5.4 Evolutionary Neurogenesis

Over the years evolutionary neurogenesis has proved to be a popular application for 

developmental algorithms attracting much research [Kitano, 1990; Dellaert and Beer, 1994; 

Kodjbachian and Meyer, 1994; Fleischer, 1995; Astor and Adami, 1998; Nolfi and Parisi, 

1995; Cangelosi, Nolfi and Parisi 2003; Rust et al., 2001]. Since neurogenesis is not the focus 

of this thesis, only a single representative work is briefly summarised here, that of Kitano.

Kitano (1990)

Kitano and his group were amongst the first to conduct research into evolving computational 

development [Kitano, 1990; Kitano et al., 1998]. In particular Kitano has had great success in 

evolving large neural networks using ideas from development. Kitano extended his initial 

work and developed NeuroGenetic Learning (NGL) which exhibited better scaling and 

convergence properties than had previously been shown. This work also exhibited 

phenomena such as differentiation. In addition, Kitano et al. conducted a fascinating project 

to simulate C. elegans, and more recently Kyoda et al [2000] have developed a generalised 

simulator for multicellular development. The system is used to investigate the spatio- 

temporal patterning in single and multicellular organisms.

2.5.5 Evolutionary 2D Morphogenesis

The use o f developmental simulations for 2D and 3D pattern formation is fast becoming 

popular. This section describes five such works.

de Garis (1994)

de Garis makes use of an implicit encoding and has applied the concept of '‘embryological 

differentiation’ [de Garis, 1994] to growing non-convex and convex shapes of colonies of 

cells in reproductive 2D cellular automata, and to neural network topology design [de Garis, 

1994, 1999]. He uses the concept of '‘differentiable chromosomes ’ [de Garis, 1994] to evolve 

convex and non-convex shapes. He uses the term differentiable to mean distinguishing the 

role individual genes, in the chromosome, play during the growth of shapes, rather than the
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biological process of cell differentiation. He evolves convex shapes well, however, non- 

convex shapes were found to be difficult to evolve [de Garis, 1994].

Attempts were made at evolving a non-convex ‘L’ shape using only 2 genes, which de Garis 

terms opérons (figure 2.5). The target shape was divided into 2 regions, A and B. Region A is 

the vertical stem of the L, and region B  the horizontal part of the L. A total of four initial seed 

cells, positioned in the vertical section of the L, are used. The first operon is assumed to 

control the growth of region A, while the second operon should control region B  of the shape.

Seed cells

Region A

Region B

Region R

Figure 2.5. de Garis’s non-convex target ‘L’ shape showing the initial seed cells, Region/4, Region 5  
and the crucial border area Region R.

The state of a cell and the nature of the condition fields of the opérons are defined such that 

operon A switches off at the appropriate time and operon B switches on. He proposed that 

once region-/f had been filled, all the edge cells would stop reproducing, except those in 

region-R; the cells of region-R then grow region-R.

de Garis defines the terms: ‘generation count’ to mean a cell’s branching factor labeled ‘GC’, 

and a ‘q-gradient’ as a chemical gradient [de Garis, 1994, 1999]. The generation count allows 

a parent cell with a GC of g  to have a daughter cell with a GC value g+1 after cell division. 

The ‘q-gradient’ is a chemical gradient set up due to the secretion o f a chemical by cells into 

the inter-cellular environment. These two features are used to address the problem of co

ordinating the switching on and off of genes (in particular switching fi-om operon A to B). 

Non-convex shapes proved to be difficult to evolve using this system, so de Garis used an 

additional technique termed ‘shaping’, to help m the evolution o f the second operon once 

operon A had grown as much of the stem as it could. This technique evolved the first operon 

until it could grow the stem well, and then used this converged population as the initial 

population for the evolution of operon B. Shaping produced better results [de Garis, 1994].

49



This work highlights important points that need to be addressed when building developmental 

models to construct designs, namely, the ability of the developmental rules to specify both 

general and specific instructions, de Garis showed that the evolved developmental rules found 

it difficult to handle non-convex shapes, he did not, however, offer an explanation as to why. 

To remedy the problem with non-convex shapes, de Garis included mechanisms for cells to 

directly glean positional information in the form of the q-gradient to help in constructing 

shapes. The model includes a form of cell signalling in which the local neighbourhood of a 

cell is sampled. Additionally, de Garis encountered problems in the evolvability of the 

system. This caused him to split the problem into two: evolve a population of solutions that 

were good at solving the first half of the problem, and then use this genetically converged 

population as the initial population for the second half of the problem. This gave only 

marginally better results [de Garis, 1994].

Dellaert and Beer (1994a, b)

Dellaert and Beer examined the use of development for the construction of complete 

autonomous agents, including both agent morphology and neural network controllers capable 

of simple avoidance tasks. Delleart and Beer investigated two different types of genome 

model: a complex biologically inspired model they developed and an RBN model [Delleart 

and Beer, 1994a,b; Delleart, 1995].

The complex model of development, which they termed the genome-cytoplasm model 

represented proteins simply as integers [Delleart and Beer, 1994a, b, 1996]. The genome 

comprises a set of opérons, as shown in fig 2.6. Each operon has a set o f input tags fanning 

into the operon, a Boolean logic function and an output tag. The inputs are passed into the 

Boolean function, which integrates them by applying some logic. Proteins specified by the 

input tags and present in the cytoplasm contribute a 1 to the logic function. Based upon the 

result of this logic, i.e., true or false, the corresponding output tag, or protein, is emitted into 

the cytoplasm.
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Boolean Function

Figure 2.6. Dellaert and Beer’s operon structure, showing the set o f input tags (proteins) on the left, the 
Boolean function, OR, in the middle, and the resulting output tag or protein on the right.

Development begins with a single cell. Cells in the model go through a cell division cycle, 

which acts in two phases: interphase and mitosis. Interphase involves evaluating each operon 

(gene) in the genome and updating the cytoplasm. Mitosis involves each cell examining its 

cytoplasm to determine the presence of the tDividing protein. If present, the cell divides 

along its longest dimension. The model is kick-started by ensuring the first cell is always 

seeded with the tDividing protein [Delleart and Beer, 1994a,b, 1996; Delleart, 1995].

Dellaert and Beer also implemented symmetry-breaking mechanisms to ensure parent and 

daughter cells take on different developmental trajectories or fates after cell division 

[Delleart, 1995]. The two mechanisms included in the model were injecting a special protein 

into only one of the two daughter cells and the second was cell communication. The injection 

of a special protein had the effect of ensuring the cell’s descendants always start with 

different initial conditions. Cell communication made available the potential for cells to 

influence the developmental fate of their neighbours by introducing proteins into them. After 

development ceases, i.e., no further divisions can occur, differentiated cell’s expressing the 

tAxon protein emit axons able to inervate other cells, thus forming the agents neural network 

control architecture [Delleart, 1995]. Dellaert and Beer experienced problems with the 

evolvability of the complex model; it could not evolve solutions from scratch. However, they 

did manage to hand-design a genome and successfully improve upon it by further evolution. 

They concluded that the complexity of the model and its expressiveness were its downfall 

[Delleart, 1995].

For their second model, Dellaert and Beer used a RBN as a model for the genome (see 

Kauffman above). The state of the RBN is equated to the state of the cell. In the RBN a single 

bit signifies whether or not a cell will emit an axon, and or whether the cell is a target for
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innervation. Additionally, three bits are used to signify whether a cell is to be a sensor, an 

actuator, or an intemeuron, and finally, a single bit determines the interaction effect of 

innervation, i.e., inhibitory, or excitatory. Other evolved parameters include connection 

strengths and innervation range [Delleart, 1995].

Development unfolds in a similar manner to the genome-eytoplasm model [Delleart and Beer, 

1994a,b, 1996; Delleart, 1995] except the final differentiated state of a cell is determined by 

the corresponding portion of the RBNs bit-string. If set the cell will innervate all cells within 

its range. This second RBN-based model managed to successfully evolve, from scratch, 

agents for various tasks, such as obstacle avoidance and line following [Delleart, 1995].

Jakobi (1995)

Jakobi examined the use of development for the construction of neural network (NN) robot 

controllers for evolutionary robotics [Jakobi, 1995, 2003]. He designed a very sophisticated 

representation for his genome model, which used an implicit encoding with a fixed genome 

size of length 5000 bits.

In Jakobi's model, genes are flanked by a region akin to the TATA region in real genes. 

Genes consist of a threshold region (which defines the required amount of stimulation before 

the gene is activated), a link template (responsible for specifying which proteins will regulate 

the activity of the gene) and a type region (which specifies the class o f protein the gene 

emits). The model includes six classes of proteins, namely: dendritics, differentiators, 

movers, signals, splitters and thresholds. Each class has a different purpose [Jakobi, 1995].

Jakobi uses an interesting method of decoding proteins specified by the coding region of 

genes. Triplets o f characters are taken to produce a protein string with the character set 

derived from a 64-letter alphabet. Each protein has its ends joined together to form a circle 

[Jakobi, 1995]. Template matching is then performed to elucidate the following classes of 

information: protein to genome and protein to protein interactions [Jakobi, 1995].

Development proceeds with the placement of a single cell in a 2D grid. The grid is seeded 

with a number o f extra-cellular protein signal sources that emit proteins. The cell is able to 

sense these proteins and begin development. Signal proteins have their concentrations 

updated every iteration and each cell’s genetic regulatory network is updated synchronously
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each time step.

The position of the extra-cellular signal proteins has a two-fold affect on developing neural 

network architectures. Firstly, it affects repeated structure in the developing NN architectures, 

for example, influencing the development of symmetric and asymmetric architectures. And 

secondly, it restricts the actual architectures achieved. Although Jakobi successfully managed 

to evolve neural network robot controllers able to a) guide a robot through a narrow corridor 

without hitting the walls and b) perform obstacle avoidance tasks, he experienced difficulty 

with evolvability [Jakobi, 2003].

This work serves to illustrate two important problems associated with the use of evolving 

developmental systems inspired by biology for evolving complex designs —  evolvability and 

computational complexity. Jakobi found that evolving a developmental system capable o f 

constructing a neural network robot controller was far from trivial. He found it was 

problematic for the genetic algorithm to evolve effective rules for the controller’s 

construction. He notes, for successful evolution of developmental rules one requires a good 

developmental, modularised representation amenable to gradual evolution [Jakobi, 2003].

Genome size is a problem with this system. The genomes require too many bits to ensure that 

genes with the correct promoters (0101, in this case) evolve. However, since we know 

promoters flank the start o f genes, perhaps it is better to discard the notion of a promoter in 

the modelling of developmental genetics. Nevertheless, Jakobi’s model represents a 

significant contribution to the field of computational development and has been the 

inspiration for other models [Banzhaf, 2004].

Fleischer (1995)

Fleischer’s excellent work on the multiple mechanisms of morphogenesis represents one o f 

the best works in artificial life to date [Fleischer, 1995]. Fleischer developed a very 

sophisticated development testbed [Fleischer and Barr, 1993] with which he examined, in 

particular, the effect of mechanical forces, such as surface tension between cells during 

morphogenesis; as well as neurogenesis [Fleischer, 1995]. Fleischer’s initial motivation was 

to evolve neural networks, but his work soon took a departure from the norm in that his 

motivation changed to investigate the multiple mechanisms (i.e., chemical, mechanical and 

electrical) development uses during morphogenesis [Fleischer and Barr, 1993].
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Aspects of the environment are able to contribute to the evolution of some rather complex 

solutions [Thompson, 1996b]. By instilling alternative mechanisms in simulation one is able 

to enrich the perturbatory channels [Quick, 1999a, 2003] that exist between system and 

environment, thus making for richer interactions [Bentley, 2002] and more complex 

solutions. Physics, therefore, is an important and integral part o f morphogenesis [Miodownik, 

2001,2003].

One aspect of development Fleischer investigated with his testbed was long-range contact 

inhibition, i.e., the spread o f an inhibitory signal through cell to cell contact alone. Fleischer 

showed that it was possible for an inhibitory signal to be propagated without diffusion, using 

contact inhibition alone, i.e., he managed to evolve systems in which an inhibitory signal was 

passed from cell to cell.

Fleischer developed a real-coded representation to be used with an evolutionary algorithm. 

The representation encoded parameters for a set of conditional differential equations that lay 

at the heart of the model. These equations controlled the activity of discrete cells (in 

particular continuous processes such as grow and move) and discrete events such as divide 

and die. The testbed incorporated important developmental concepts and phenomena such as 

cellular movement, diffusion, receptor-ligand binding and cell-signalling. Although 

Fleischer’s model incorporated aspects of real biology, the system was not used for 

evolutionary design, nor was it used to evolve genetic regulatory networks that specify the 

construction of complex systems. In addition, the system only operated in 2D not 3D 

[Fleischer, 1995].

2.5 .6 Evolutionary 3D Pattern Formation and Morphogenesis

Pattern formation in 3-dimensions is a more difficult task than in 2-dimensions. For example, 

the construction of simple 3D shapes such as cylinders and spheres implicitly requires 

negotiating symmetry. As noted by Stanley, the ability o f developmental systems to construct 

shapes such as cylinders and spheres that have proved important for engineering and nature 

has not yet been shown [Stanley, 2003]; see chapters 4 and 6 of this thesis for just such a 

study.

As we saw in the previous section, many researchers have designed simple and complex
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developmental systems capable of 2D pattern formation. However, there have been few 

works that explore 3D pattern formation and morphogenesis using developmental principles 

for evolutionary design [Eggenberger, 1996]. Biologically inspired methods to evolve 3D 

creatures that grow coupled to rules of physics have been performed [Sims, 1999; Bongard 

and Paul, 2000; Homby, 2003]. However, development is not the focus of these works. 

Therefore, this section describes research by Eggenberger.

Eggenberger (1997)

Eggenberger designed a sophisticated model of development for evolutionary design 

[Eggenberger, 1997, 2003]. The system differs from the other works described earlier in that 

development occurs in 3D and so this work addresses a much more difficult problem than do 

the others. At the heart of his system lies a concentration dependant model of gene expression 

used to control cellular behaviours such as: cell division, differentiation, movement, cell 

death and the synthesis of proteins and protein receptors. The model also incorporates cell 

signalling, positional information, chemical morphogens and has recently been extended to 

include cellular mechanics [Eggenberger, 2003].

The system is coupled to an Evolutionary Algorithm known as an Evolutionary Strategy 

[Rechenberg, 1973]. Eggenberger devised a representation (inspired by Jakobi's work) based 

on regulatory and structural genes in biology [Eggenberger, 1996, 1997]. The representation 

is used to encode various parameters for development. It encodes, for example, a unique 

identification string (akin to the TATA box in real genetics) that signifies the start of a 

regulatory gene. Genes are of fixed length and the first gene is always regarded as a 

regulatory gene. Regulatory genes end with the marker ‘5’, the next sequence o f characters 

up to the marker ‘6’ define a structural gene whose activity is regulated by the adjacent 

regulatory units. Each structural gene specifies a protein to be synthesised upon successful 

gene expression.

Development begins with a single cell in the middle of the grid. Chemicals are used to seed 

or endow the cell with so-called maternal factors in order to kick-off development. Once 

started cells are able to divide and affect the developmental fate of other cells by emitting 

chemical morphogens. Other cells in the vicinity are able to detect and bind these 

morphogens through their receptors. Upon binding, the receptors relay this information to the 

cell’s genome, which integrates the information and produces an appropriate output.
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Eggenberger has successfully used this model to evolve symmetric 3D morphologies 

[Eggenberger, 1997]. In addition, the system has been successfully applied to the evolution of 

neural networks [Eggenberger, 1996], However, the capability of the model to develop 

specific geometric morphologies has not been ascertained. Additionally, analysis detailing 

how evolved genetic regulatory networks (developmental programs) are capable of 

specifying the construction of symmetric 3D multicellular shapes, or how genetic instructions 

are translated into spatial patterns has not yet been performed. Eggenberger has identified key 

processes and mechanisms of development that require modelling, for example, cell receptors 

and positional information. However, the system uses an approximation to positional 

information and as such is unlikely to generate morphogen gradients able to convey 

positional information to cells leading to spatial patterns of differentiation [Eggenberger, 

1997, 2003].

A subtle problem with the model is that it precludes the following developmental scenario. 

Genes in the same cell can, for example, inhibit each other. Since this inhibitory effect is 

fixed, due to an interaction weight that is fixed for any two proteins in all circumstances, the 

gene will inhibit during cell signalling too. So the ability o f genes to produce opposing 

effects, such as inhibit the production of protein A within a cell, while synthesising protein A 

across cells (i.e., during cell signalling) is not possible. This may have an undesired effect on 

the flexibility of the system. Additionally, although cell signalling is included in the model, 

receptor-mediated signal transduction pathways are not. Instead, a signalling molecule is 

detected and passed directly to the genome, which decides what to do with it rather than the 

signal contributing toward regulation of specific genes [Eggenberger, 1997].

Nevertheless, this is a powerful model that has already shown significant results on repeated 

structure such as symmetry within evolved designs [Eggenberger, 1997]. The recent inclusion 

of mechanical forces can only aid in the expressiveness and rich system-environment 

interaction of the model [Eggenberger, 2003].

2.5.7 Regeneration

In biology, regeneration is the ability of the fully developed organism to replace lost parts by 

growth or remodelling o f somatic tissue [Wolpert, et al. 1998]. It must be noted that there 

does exist a distinction between regeneration and regulation: regulation refers to the ability of
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the embryo to develop normally even when some portions are removed or rearranged 

[Wolpert, et al. 1998].

There is much inspiration to be gleaned from biological systems such as the vertebrate Newt, 

which epitomises regenerative processes. The Newt, for example, is capable of regenerating 

its tail, retina, lens, limbs and jaws [da Silva, 2002; Brockes & Kumar, 2003]. And, most 

amazing of all, the blood cells alone of Ascidians can give rise to a fully functional organism 

[Wolpert, et al. 1998]. See [Brockes and Kumar, 2003; and Brockes et al, 2001] for a more 

detailed exposition on regeneration.

Miller (2003)

Currently, regeneration has received little attention in the Artificial Life and EC literature, but 

some research on the topic is emerging [Miller and Banzhaf, 2003; Miller, 2003; Miller and 

Thomson, 2003], see also chapter 7 of this thesis. Some research in EC has, for example, 

begun looking at fault tolerance in evolved silicon circuits [Canham and Tyrell, 2002; Tyrell 

et al., 2001; Thompson, 1996b]. However, as yet, the investigation o f fully regenerative 

processes from biology for artificial life and EC have seen little or no attention.

Regeneration brings with it the promise of technology able to reconstruct itself upon partial 

damage. And in the artificial life literature perhaps the clearest and best example of this is 

that of work conducted by Miller [2003], which investigates the 2D pattern formation of 

French flags [Miller, 2003]. The French flag problem was devised by Wolpert in 1969 

[Wolpert, 1969] to illustrate the biological problems of regulation; the pattern of the flag 

remains the same, while the size of the flag may change. Miller used Cartesian GP [Miller 

and Thomson, 2000] to evolve cell developmental programs able to emit chemicals and 

interpret signals received by neighbouring cells to construct French Flags upon partial 

damage. This work is a good example of how local signals can be integrated to create 

decentralised regenerative systems able to solve difficult design problems, while retaining the 

ability to make predictions for biology [Miller, 2003].

2.5.8 Random Boolean Networks 

Kauffman (1969)

In 1969, Stuart Kauffman developed a model of genetic regulatory networks, which he
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termed Random Boolean Networks (RBNs) [Kauffman, 1969, 1993]. RBNs are Boolean in 

essence, that is, a gene can either be ‘on’ (1) or ‘o ff  (0), there is no middle ground. Networks 

consist of N  genes each able to regulate K  other genes.

In Boolean networks genes can be in one of two states 'on' (1) or 'off (0), that is they are 

based Boolean logic [Kauffman, 1969, 1993]. The state of the model is captured in a list of 

genes that are on and off. Consequently, if we assume 3 genes. A, B and C, with states 101, 

then from this state the system moves deterministically to a new state. This is typically 

expressed using finite state automata, which given the current state specifies what the next 

state should be, see fig. 2.7. For 3 genes, say, the number of states (and thus the size of the 

finite state automaton) is 2” where n refers to the number of genes.

A B C

1 0 1

(a)
Current State New State

000 Oil

001 100

010 010

Oil 111

100 100

101 000

110 101

111 111

(b)
Figure 2.7. Example finite state automaton for3 genes with initial state shown above.

Kauffman noticed that these RBNs spontaneously displayed stable, ordered behaviour in 

randomly generated networks. The inherent stability and order in random networks led him to 

conclude that evolution by natural selection need not have evolved highly complex, ordered 

entities from scratch, but rather the inherent ‘order for free’ in such networks provided an 

array of choices for natural selection to pick amongst [Kauffinan, 1993].

Many biologists fear that RBNs are oversimplified and do not capture the complex subtleties 

of real genetics. Indeed, much genetics research is highlighting the intricate nature of GRNs
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in biology. One need only look at some of the highly complex schematics of gene regulatory 

structure [Yuh et al., 1998; Davidson, 2001] to realise that the biologists’ fears may be 

warranted. Current emerging genetics data shows how the activity of just a single gene is 

regulated by many factors, which translates to a high K  value in the RBN model. 

Additionally, in biology, K  varies for different genes; this is not the case in RBNs, where K  is 

fixed for every gene and is typically low -  around 4 [Reil, 2000]. Additionally, RBN models 

employ synchronous updates that are not biologically accurate. Genes in biology are not 

Boolean in operation. Although Boolean activity has been shown in certain situations 

[Lawrence, 1992], there is also data showing low background levels o f gene activity do exist 

[Alberts, et al. 1994; Wolpert, 1998; Lewin, 1999]. Generally, however, gene activity is 

continuous rather than Boolean [Lewin, 1999]. Despite this RBNs have been in the literature 

as the basis of genetic representations, for example, Dellaert [1995].

Nevertheless, RBNs are intended as an idealised Boolean abstraction model of genetic 

regulatory networks that capture important aspects of real, genetic activity and thus represent 

a good, first approximation where biological data is lacking [Kauffinan, 1993; Wuensche,

1997]. As more data regarding biological systems becomes available, complex models can be 

formed to complement the observed data, and perhaps help in further predictions. A note of 

caution, however, as Ian Stewart observes is, “It is not useful to criticise these models on the 

grounds of what they leave out: the test is what they predict, and how well it fits the 

appropriate aspects of reality, with what they leave in” [Stewart, 2003].

However, through experimenting with RBNs as approximations of GRNs Kauffinan has 

helped in building a good understanding of dynamical systems as his book “the origins of 

order” demonstrates [Kauffinan, 1993]. In addition, the dynamics of Boolean networks has 

led Kauffinan to make some interesting predictions and suggestions for biology [Kauffinan, 

1993]. One such development-related suggestion is that cell types may be viewed as 

attractors of gene expression in biological nets.

Excellent work by Hogeweg [2000b], with an emphasis on developmental biology, has 

successfully used RBNs combined with physics to show the morphogenesis of critters 

[Hogeweg, 2000b]. In addition, the importance of asymmetric division as a potentially
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efficient strategy to exploit the potential of cell interactions for early differentiation, while 

limiting the amount of developmental variation is highlighted [Hogeweg, 2000b, 2003]. 

Other successful attempts at using RBNs, in A-life, include DeHart and Beer [1994a,b] 

(detailed on page 49) and Reil [1999] as the next section describes.

Reil (1999)

Reil has suggested that properties such as differentiation, cyclic gene activity and robustness, 

could actually be intrinsic properties of a template matching system, as opposed to having 

been evolved from scratch by natural selection [Reil, 1999a, 2000]. Reil investigated these 

two properties using Kauffinan’s well established ideas on Random Boolean Networks and 

state space attractors [Kauffinan, 1993; Wuensche, 1997]. Reil uses an implicit encoding by 

creating random chromosomes from an integer alphabet {0...5}. Genes are not pre-specifled; 

instead, the notion of a standard promoter, akin to the TATA box in eukaryotic genomes is 

used. A promoter of 0101 is used (See appendix A for a background on genetics), all 

occurrences of this promoter are found, and the subsequent N digits are defined as a gene. 

The simple transformation of incrementing each digit by 1 is applied in order to identify gene 

products, for example, given a gene sequence ‘112233’ the resulting protein after the 

transformation is ‘223344’. Each occurrence of the promoter controls the gene immediately 

following it. Genes are regulated by other genes coding for matching gene products.

Reil carried out gene expression experiments by initially deactivating all but one gene [Reil, 

1999a]. A search is then performed for all the genes that regulate this gene. Once found, they 

are marked as either ‘on’ or ‘o ff. In the next time step, the genes are then updated 

(synchronous updating) and the process repeated for each active gene o f that time step. Over 

time, a pattern of gene expression is plotted. Three types of behaviour are observed and 

categorised as ordered, complex and chaotic. Ordered gene expression is deemed 

uninteresting and not dynamic enough; chaotic expression is regarded as too random and not 

able to transmit information reliably. Complex expression on the other hand, is regarded as 

interesting behaviour capable of transmitting information reliably. Complex expression is 

observed when the parameter settings are in between those used for ordered and chaotic 

behaviour. Complex behaviour gives rise to cyclic gene activity with the period o f the activity 

positively correlated to the number of genes. Reil suggests that the existence of multiple limit 

cycles in complex genomes lends support to Kauffman’s idea that cell types may be viewed
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as attractors of gene expression in biological nets [Kauffinan, 1993].

By allowing the system to run until it encountered a limit cycle attractor and then 

manipulating it by switching on or off the activation o f single genes, Reil reports that 

controlled differentiation into a different attractor is possible [Reil, 1999a]. In addition, he 

found that only a small number of gene activity toggles produced changed expression 

patterns. The system displayed robust behaviour to disturbances, quickly returning to its 

original attractor.

2 .5 .9 Other Applications and Models

M jolsness and Marnellos

Mjolsness et. al, [1995] devised the connectionist framework for modelling genetic 

interactions. At the heart of the model lies the idea of gene-network interactions. That is the 

interactions (inhibitory or excitatory) of genes between themselves. Assuming 3 genes, each 

gene will interact with the others according to values given in a gene-interaction matrix, see 

figure 2.8.

Gene A B C

A 0.21 -0.5 -0.93

B -1.0 0.47 0.74

C 0.38 0.78 -0.62

Figure 2.8. Example gene-interaction matrix, here the floating-point number specifies the degree of 
interaction and the sign represents the effect of the gene interaction, i.e., inhibitory or excitatory.

Figure 2.8 shows the degree to which genes interact with each other and the resulting effect: 

inhibitory or excitatory (Note the range o f values is taken fi-om the interval -1.0, meaning 

maximum inhibition, to 1.0, meaning maximum activation). For example, gene B interacts 

with gene C by 0.78, in other words the interaction is excitatory; however, the interaction 

between gene B and gene A is inhibitory. At the same time, the interaction between gene C 

and gene B is highly inhibitory. Thus, by using a gene-interaction matrix it is possible to 

model genetic regulatory networks while capturing some rather complicated gene regulatory 

logic. In addition, another matrix can be used to model gene interactions across cells (i.e., 

during cell signalling) in exactly the same way as intra-cell gene interactions, described
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above. And it is on these principles that the EDS’s gene expression model is based.

Mjolsness and Marnellos use both types of matrices in a successful application of the 

connectionist approach [Mjolsness, 1995] to the modelling of the lateral inhibitory patterning 

in the emergence of ciliated cells in the organism Xenopus. They describe a connectionist 

gene-network model of development (see above) with parameters optimised using simulated 

annealing [Marnellos, 1997]. The work focuses on lateral inhibition examining how lateral 

signalling through the Delta-Notch signalling pathway is used by ciliated cell precursors to 

give rise to mature ciliated cells (that have differentiated) in a regularly spaced ‘salt-and- 

pepper’ pattern. The underlying gene-network model of development is based on Mjolsness 

et al.’s connectionist framework [Mjolsness, 1995], see above. Mjolsness and Marnellos have 

also successfully applied this approach to the modelling of early neurogenesis in Drosophila.

2.5.10 Reaction-Diffusion Systems 

Turing (1952)

Computational Development was, arguably, founded by mathematician Alan Turing in the 

1950s with his seminal work on the chemical basis of morphogenesis [Turing, 1952]. 

Turing’s work involved investigating pattern due to the breakdown of symmetry and 

homogeneity in an initially homogenous continuous media. Through the use of chemicals, 

which he termed morphogens (meaning generators of form), he showed how small 

discrepancies in chemical concentrations could be amplified and during the course of 

development act as symmetry-breaking mechanisms that give rise to patterns.

The patterning mechanism Turing proposed (termed reaction-diffusion systems) were 

captured by a set of partial differential equations. These equations capture the dynamics of 

autocatalytic and antagonistic chemical reactions with diffusion, in which a compound B 

undergoes an autocatalytic reaction, thus synthesising more of itself. At the same time 

compound A begins synthesising a compound B that inhibits the formation of A. Compounds 

A and B have different rates of diffusion through the medium [Meinhardt, 1998]. The 

patterns generated by such dynamical systems are termed Turing Patterns. Behravan and 

Bentley have successfully evolved reaction-diffusion systems for evolutionary design, 

however, they highlight the difficulty in evolving reaction-diffusion systems [Behravan and 

Bentley, 2003].
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Meinhardt (1982)

Since Turing’s work there has been much research into such dynamical systems as generators 

of pattern in development, most notably the work of Hans Meinhardt. [Meinhardt, 1982,

1998]. Meinhardt and Gierer have proposed and extensively studied a class of pattern 

forming reaction diffusion system, known as an activator-inhibitor model [Meinhardt, 1998], 

which uses the concept of local autocatalysis and long-range inhibition. Pattern is the result o f 

strong positive feedback from small discrepancies in an otherwise homogenous system. 

Meinhardt illustrates the model with an example of star formation in which, “a local increase 

in matter attracts more cosmic material -  the self enhancing process.” The opposing, 

antagonistic effect is provided by the depletion of the dust. Meinhardt points out that in this 

example there is an additional active antagonistic effect produced by the star itself: “the 

emitted light exerts a so-called light pressure that repels dust particles.” [Meinhardt, 1998] 

The behaviour of such dynamical systems is often difficult to predict. This can be attributed 

to, as Meinhardt observes, fluctuations in initial conditions rendering accurate predictions 

impossible [Meinhardt, 1998].

2.6 Summary

This chapter has presented an introduction to computational development and a review of 

literature related to the use of development for evolutionary design. The chapter began with a 

summary of developmental biology and genetic algorithms. This was followed by an 

introduction to computational development, which introduced the new term ‘computational 

development’ as an umbrella term for many development-related subjects. The chapter also 

defined appropriate terminology making clear the pros and cons of using developmental 

processes in the mapping stage between genotype and phenotype. In addition, a classification 

of developmental encodings into three evolvable and non-evolvable classes was provided.

The chapter also provided a review of literature related to the use of development for 

evolutionary design. Different approaches to the computational modelling of development 

were briefly outlined. The review covered topics such as L-systems, modelling o f aspects of 

developmental biology, random Boolean networks, genetic regulatory networks, reaction 

diffusion systems, activator-inhibitor models and regeneration for 2D and 3D evolutionary 

design. The review also briefly touched upon evolutionary neurogenesis.
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Chapter 3: A Comparative Study of Developmental 

Encodings for Evolutionary Design

3.1 Introduction

Chapter 2 introduced computational development and presented a classification of 

developmental encodings, designed by Bentley [1999], that comprised three main classes of 

encoding, namely: external, explicit and implicit currently used in the literature. It also 

provided a review of relevant literature describing the various approaches taken to modelling 

development in computer science. This chapter describes three different experimental studies 

carried out using the three classes of development encodings on three different evolutionary 

design problems. This chapter begins with section 3.1, which describes the first ever 

comparison of different computational embryogénies, or developmental encodings, for the 

task of evolving tessellating tiles with results and analysis provided in sections 3.3.2 and 

3.3.3, respectively.

Having presented a comparison of the three classes of developmental encodings, section 3.5 

presents the second study that describes experiments performed on the two embryogénies 

deemed to have the most potential for evolutionary design fi-om section 3.1. Section 3.7.1 

details the second evolutionary design task -  using 2-dimensional cellular automata (CA) -  

that was set for the two embryogénies and section 3.8 details the experiments performed. 

Results and analysis are then provided in sections 3.8.2 and 3.8.3, respectively.

After examining the behaviour of the two most promising developmental encodings (explicit 

and implicit) and highlighting important properties a better developmental encoding should 

possess, section 3.10 addresses these properties by describing the design and implementation 

of a new more biologically inspired developmental system than was used in the earlier 

experiments. Section 3.8 continues the evolutionary design theme by describing two 

experiments. The first experiment extends the previous system by moving from a 2D cellular 

automaton to an open, 3D-isospatial co-ordinate system (see section 3.12.1 for an explanation 

of isospatial co-ordinates). The task set for the new, 3D system was to construct (self- 

assemble) a sphere. The second experiment, details neutral network analysis performed on 

the new genetic representation in order to examine its evolvability. Section 3.14 summarises
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the results of these experiments. The chapter ends with an overall chapter summary of each of 

the three studies and outlines the main points each experiment raised.

3.2 The Embryogeny-based Systems

This set o f preliminary experiments compares three different types o f developmental 

encoding (or computational embryogeny) with each other -  external, explicit and implicit - 

and with a control experiment that employed no embryogeny. The reader is referred to 

section 2.4 for an introduction and a detailed discussion o f embryogénies.

3.2.1 Evolving Tessellating Tiles

The task the embryogénies were compared on was that o f evolving tessellating tiles (see fig.

3.1). The same fitness function and phenotype representation was used for all the 

embryogeny-based systems. Phenotypes were represented using a 2D Cellular Automata 

[Wolfram, 1986] type grid with each element either filled or empty.

(a)

Figure 3.1. (b) Examples of a perfectly tessellating 8x8 tile, with a fitness of), and (b) an imperfectly 
tessellating 8x8 tile, with a fitness of 24.

The fitness function used in all the systems involved ascertaining how well a given phenotype 

tessellated with itself; four copies were superimposed onto each comer of the tile (see fig.

3.1). For every empty or overlapping element in the central tile the fitness was incremented
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by I, see figure 3.1b for a tile that does not tessellate properly. One aspect o f this particular 

problem can be changed easily, for example, increasing the grid size from 4x4, to 8x8, to 

16x16 elements, scales the problem up, thus allowing the exploration o f scalability for each 

type of embryogeny.

3.2.2 The Control Experiment: no embryogeny

The first evolutionary system used a control system, which did not employ any sort of 

embryogeny. Genotypes were binary strings that enabled a 1-to-l mapping from genotype to 

phenotype (see fig. 3.2). Each bit in the chromosome mapped onto an element in the 

phenotype grid. If the bit was set to 1 the element would be filled, else a value of 0 meant the 

element was empty. Elitism and single-point crossover were used.

0 0 1 0 1 0 1 1 1 0 0 0 0 1 0 1

Figure 3.2. An example genotype without embryogeny and its corresponding 4x4 phenotype.

3.2.3 External Embryogeny

The second evolutionary system utilised a set of 10 distinct hand-designed shapes composed 

of only four elements to construct tiles; overlapping o f shapes with each other and with the 

grid were permitted. The GA in this system employed elitism and single-point crossover. 

Chromosomes were composed of genes divided in two. The two sections of a single gene 

correspond to the X and Y co-ordinates o f the centre element o f a shape within the phenotype 

grid (see fig. 3.3). It can be calculated that perfect tiles -  tiles with zero fitness -  always take 

up half the number o f elements in the phenotype grid. This allows one to calculate an 

appropriate number o f shapes from the set o f ten. In the experiments, the 4x4 tiles were 

constructed from 3 shapes, 8x8 tiles from 10, and 16x16 tiles from 33 shapes— allowing 

reuse o f the same ten shapes up to four times.

Shapel Shape2 Shape3 
001 000 001 010 010 011

Figure 3.3. An example external embryogeny defined by a set of evolved coordinates for predefined
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shapes, and its corresponding 4x4 phenotype.

3.2.4 Explicit Embryogeny

The third evolutionary system was a GP [Koza, 1992] based system and was used to evolve 

explicit embryogénies in the form of program trees. Development takes place in the centre of 

the grid and begins with a single seed cell. This cell divides by executing instructions within 

the embryogeny. Each instruction refers to a particular direction o f growth; the GP function 

set employed was: LEFT, RIGHT, UP and DOWN with each node in the tree permitted to 

have four branches or children— growth paths were allowed to overlap. An example explicit 

embryogeny is shown in the form of a genotype in figure 3.4.

The GP system used steady state selection. In addition, as with all GP systems, program size 

increased over time -  bloat occurred [Langdon, 1999] -  so an additional fitness function was 

used to penalise genotypes with more nodes.

root

RIGHT DOWN RIGHT

/ \  \  \  ■

DOWN UP DOWN RIGHT ;

\
LEFT

Figure 3.4. An example explicit embryogeny defined by a tree of nine nodes andits corresponding 
4x4 phenotype.

3.2.5 Implicit Embryogeny

The final evolutionary system used an advanced GA [Bentley, 1996] to evolve implicit 

embryogénies. Genotypes were composed of a variable number o f rules typically, between 

four and eight. Each rule was composed o f two parts: a precondition and an action part. Each 

precondition had six fields: LEFT, RIGHT, UP, DOWN, X and Y. A rule can take the values 

shown in table 3.1, for each precondition field.

LEFT RIGHT UP DOW N X Y

0,1,# 0,1,# 0,1,# 0,1,# 0,1,2,3,# 0,1,2,3,#

Where ‘# ’ denotes a don’t care case, 0 is empty, 1 is filled, and 0,1,2 and 3 denote gradient zones. 

Table 3.1. An example explicit embryogeny defined by a tree.

In order for a rule to fire, values in at least four of the six fields in the precondition must be
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matched. On firing, a rule is permitted to perform one o f the following actions; DIE, 

UPDATE, or grow LEFT, RIGHT, UP or DOWN.

The same 4x4, 8x8 and 16x16 phenotype grids form the environments within which 

development is to occur. In order to promote the evolution o f speeialised rules that provide 

detail in specific areas the phenotype grid had two 'chemical gradients': one in the x direction 

and one in the y direction. These gradients provide a rather crude method for implementing a 

type of positional information as found in developing embryos [Wolpert, 1998]. The 

gradients divide the grid into 16 zones regardless of the number o f elements in the phenotype 

grid.
PRECONDITION ACTION

LEFT R IG H T  U P  DOW N X Y

RULE 0 0 0 # 0  # # down
RULE 1 # 0 0 0 # #  right
RULE 2 0 1 0 0 1 3 left

x - g r a d i e n t
0 1 2 3  0 1 2 3  0 1 2 3

Iteration 0 iteration 1 iteration 2

Figure 3.5. Example of a three-rule implicit embryogeny and its corresponding phenotype after two 
iterations.

Cell division (or proliferation) occurs at iteration zero after a seed is placed in the centre of 

the phenotype grid. The rules in the embryogeny are iteratively applied for a fixed number of 

iterations to each filled  element in the current embryonic phenotype grid (Note the departure 

from traditional CA operation which allow the participation of empty eells). Over a fixed 

number o f iterations, cell death, or growth, may be triggered by comparing the states of 

neighbouring elements to that of the current element. The presenee or absence of 

neighbouring cells along with the strength o f the two gradients at that point influence the 

future state of the current element. As in cellular automata, rules are applied ‘in parallel’ so 

the results o f applying rules to each filled element of the grid only take effect at the end of 

each iteration (see fig. 3.5 for an example o f a phenotype constructed using the implicit 

embryogeny). An instruction that performs the UPDATE action causes all activated rules in 

the current iteration to be applied. By prematurely placing cells in the phenotype grid in this 

way, evolution can increase the number o f rules applied in each iteration and provide extra 

growth where required. A steady state GA with a variable length crossover operator [Bentley,

1996] designed to cope with variable numbers o f genes or rules in the genotype was used.
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3.3 Experiments

3.3.1 Objectives and Parameters

There were two main objectives of the experiments:

• to investigate how the use of different embryogénies affected efficiency o f search and

• to investigate the scalability of the different embryogénies for the tessellating tile 

problem.

For each of the four systems, three experiments were performed with the size of the 

phenotype grid being progressively increased form 4x4, to 8x8, to 16x16 elements. Twenty 

runs for each system were carried out for all experiments. All four systems used a population 

size of 100 and evolved for 100 generations. Initialisation of genotypes was random, i.e., 

evolution was allowed to set them. The explicit embryogeny system used random trees and 

initial tree depth sizes of 3 for the first experiment, no larger than 4 for the second, and no 

larger than 5 for the third experiment. The implicit embryogeny system was seeded with 

between four and seven randomly initialised rules per genotype; it also used 3, 4 and 10 

iterations, respectively. Parameters were selected to minimise genotype sizes and 

development times. Offspring were created using random crossover with mutation being 

applied with a probability of 0.001 per bit in each system.

3.3.2 Results

Table 3.2 and figure 3.6 provide the results for the experiments. The 4x4 grid experiments 

found perfect solutions every run. For the 8x8 grid experiments only, the systems that 

employed no embryogeny and the implicit embryogeny found perfect solutions every run. 

The explicit embryogeny was able to find good solutions with a mean fitness of 0.769, the 

external embryogeny did slightly worse with a mean of 2.4.
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[A] No Embryogeny

b  >ri

[B] External embryogeny

[C] Explicit embryogeny [D] Implicit Embryogeny

Figure 3.6. Examples of perfect tessellating tiles evolved using each embryogeny.

4x4 grid 8x8 grid 16x16 grid

Method Mean Mean Mean Mean Mean Mean

Soin, size fitness Soin, size fitness Soin, size fitness

No embryogeny 16 bits 0 64 bits 0 256 bits 4.1

External Embryogeny 3 shapes 0 10 shapes 2.4 33 shapes 180.2

Explicit Embryogeny 9.5 nodes 0 64.8 nodes 0.769 845.7 nodes 23.2

Implicit Embryogeny 5.28 rules 0 6.05 rules 0 6.0 rules 0

Table 3.2. Experimental results.

For the 16x16 experiments, only the implicit embryogeny based system was able to evolve 

perfect solutions every run, in less than 100 generations. In addition, the implicit system often 

found perfect solutions in less than 10 generations. The system employing no embryogeny 

was able to match this fitness average, but only if given more than 100 generations. The 

external and explicit embryogénies were unable to find perfect solutions for this problem; 

however, the external embryogeny fared much worse than the explicit embryogeny.

The results also reveal a rather impressive finding: as tile sizes are increased, the change in 

solution size for the implicit embryogeny based system does not change significantly. In 

addition, the implicit system outperformed the competition in terms of fitness. In contrast, the
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other approaches showed a dramatic increase in genotype sizes, in particular the explicit 

embryogeny. The lowest number o f implicit rules observed to generate perfect tessellating 

tiles in all experiments was three.

Figure 3.6 provides examples of perfect 8x8 tiles evolved by each approach. In terms of tile 

design diversity, the no embryogeny based system did very well, producing interesting tiles, 

however, they were fragmented and contained many holes. The external embryogeny based 

system, produced a fairly diverse set of solutions, most o f which were not very fragmented 

and contained few holes (see fig. 3.7). The explicit embryogeny system seemed to prefer 

generating variants of a diamond based shape, as shown in Figure 3.8. The implicit 

embryogeny system evolved tiles that were never fragmented or contained holes. However, 

very little diversity o f shape was shown by the system, which always generated rectangles of 

one orientation or another (see Fig. 3.10). Nevertheless, as shown in the analysis section, this 

lack o f diversity is not inherent in the representation. The correct rules can define any 

possible tile shape.

6

I i ii

ID

Figure 3.7. The paths of construction for the tessellating tile using ten primitive shapes (see fig. 3.4).
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Figure 3.8. The evolved embryogeny (top) and the construction of its corresponding tile (bottom). Not 
all duplicate paths have been shown.

3.3.3 Analysis of Results

The results prompt a few questions, such as:

• why did each approach favour different types of solution with different diversities of 

output?

• why did the approaches differ in their scalability? And how efficient was each 

approach?

Begiiming with the GA which had no embryogeny, fragmented elements and holes, along 

with high diversity o f tile shapes, is to be expected because each element in the phenotype 

grid is filled independently o f its neighbouring elements. This approach has a drawback in 

that, system performance is reduced as the phenotype grid is scaled up. Due to the one-to-one 

mapping, the genotypes must increase in size, and because o f the increased search-space, 

more generations are required to maintain good fitness scores.

The external embryogeny showed good diversity in the shapes it generated. This was caused 

by the variety of primitive shapes used to construct the tiles. This embryogeny scales well in 

terms o f genotype size: compared to the quadrupling o f genotype sizes for the first method, 

genotype sizes tripled (approximately) as the problem was scaled up. (The exact number of 

shapes needed is dependent upon the size o f primitive shapes employed. If the primitive 

shapes were also scaled up in size, the number of shapes need not increase.) This approach, 

however, fared badly in terms o f fitness. It seems probable that due to the choice o f primitive
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shapes used the GA was simply unable to evolve fit solutions for larger tile sizes. Figure 3.7 

illustrates how the tile shown in fig. 3.6b was constructed. As can be seen, the GA has found 

intricate ways to fit and overlap each shape to form a perfectly tessellating tile.

The explicit embryogeny system generated some o f the most ‘traditional-looking’ tiles. Due 

possibly to the equal probability, on average, of moving in any o f the four directions from the 

central seed— variants of diamond shaped tiles were most evident. It seems likely that by 

moving the seed alternative shapes would be grown. Unfortunately the scalability and

efficiency o f this approach was poor, with tree sizes increasing almost exponentially as the

phenotype grid size was increased and poor fitnesses achieved. Figure 3.8 shows how tiles 

are constructed using repeated patterns o f movement from the seed, so the use of ADFs, 

ADLs and ADls is likely to improve performance (Koza et al, 1999). Whether such 

enhancements to the GP system would overcome all detrimental increases o f genotype size 

for larger phenotype grids is unknown.

The implicit embryogeny showed the best average fitnesses, but the least amount o f tile 

output diversity. However, as fig. 3.9 shows, the initially random tiles are quite diverse in 

design. The lack o f diversity o f output seems to hinge upon two factors:

1. the number of iterations and

2. the positioning o f the seed cell.

Upon investigation, it became apparent that it was easier to evolve and grow a rectangle tile 

than any other shape, as when the seed is moved or the number o f iterations reduced, shapes 

such as the ‘central-diamond’ (fig. 3.8) are evolved.

Figure 3.9. Three initially random tile designs, grown using the implicit embryogeny.

The implicit embryogeny showed impressive efficiency and scalability. It was able to evolve 

perfect solutions in ten generations or less, nearly every time, for every tile size, and without 

increasing the number o f iterations— the same number o f rules can grow perfect tiles of 

almost any size.

The dynamics o f interaction between the effects o f rules, and the iterative and parallel nature
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of rule application appear to be the main benefits of the implicit embryogeny. Rules are fired 

due to an aggregate of factors, such as neighbours and location of cells in the phenotype grid. 

The iterative and parallel nature o f the embryogeny mean that implicit conditionals, looping, 

recursion and many other advanced capabilities that must be manually added to other 

embryogeny based systems, naturally emerge in the implicit embryogeny. In addition, 

because the dynamics o f interaction between the effects o f many rules, causes the emergence 

o f structured shapes, the task of finding a functionally correct shape is made substantially 

easier. Figure 3.10 shows how a small set of embryogeny rules is reused to grow the tile 

iteratively. Note the use o f the UPDATE rule to promote further growth in each iteration.

#U #0 #L #R #XX #YY (unused) ACTION
RULED 01 11 11 10 111 01 0 10 RIGHT 10111 :10110101111
HUIEI 1 0 1 1 1 1 1 1 111 111 11 UP 0 1 0 0 1 0 1 0 1 1 1 1 1 1 1 1
WJŒ2 00 10 01 11 0 10  101 11 UPDATE 1 1 0 1 1 0 0 0 0 0 0 0 0 1 1 0

[RULE 3 01 01 01 00 000 001 10 DOWN O il Î1 0 0 0 1 10001OO]
RUŒ4 11 01 11 00 1 1 1 1 0 0 10 LBT 1001 0 1 1 0 1 1 1 0 1 0 0 1
RUES 10 00  01 10 01 0  00 0 10 D E 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0

(RULES 00  00  01 10 001 011 01 DOWN 0 1 1 0 1 0 1 1 1 0 1 0 0 1 0 1 )

Æ Æ Ê W Ê i

fERATlONO ITERATION 1 ITERATION 2 ITERATION 3 ITERATION 4
RULES ACTIVATED: RULES ACTIVATED: RULES ACTIVATED: RULES ACTIVATED:
0145 014501240140124 014501401240140 101401401240124

012401240145012 124012401240145 012401240124501
401240124014501 012401240124014 240124014501240
240124012401450 501240124012401 124012401450124
124012401240145 450124012401240 012401240145012
14014 145012401240124 401240124014501

014514014014014 240124012401451
4014014014

Figure 3.10. The evolved embryogeny (top) and the growth of the tile using these rules (bottom). Note 
the extensive use of the update rule to amplify growth. Rules 3 and 6are not used to grow the tile.

3.4 Summary of Experiment 1

This section has explored the potential benefits o f incorporating growth processes into 

evolutionary algorithms. By performing the first known comparison o f the three main 

embryogénies used in the literature on a design problem, with a non-embryogeny based 

system, this work lends support to the premise that growth processes can provide significant 

benefits to evolutionary computation.

The use of an external embryogeny seems likely to permit the easiest and, perhaps, the most 

successful form of adaptive mapping, e.g. for handling constraints. The use o f an explicit 

embryogeny appears to be a successful way to evolve complex solutions. However, the 

implicit embryogeny provided startlingly good performance on the tessellating tile problem, 

compared to other approaches. There was neither performance degradation nor significant 

increase in genotype size as the problem was scaled up. The embryogeny also permitted
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evolution o f perfect solutions in no more than one tenth o f the generations needed by the best 

of the rest.

3.5 Investigating Embryogénies for Morphology

3.6 Introduction

Sections 3.1 to 3.4 compared the performance and scalability o f the three main types of 

computational embryogénies for the tessellating tiles problem. The comparison revealed that 

of the three embryogénies investigated, the explicit and implicit embryogénies displayed 

intriguing abilities such as, scalability and the specification o f a diversity of designs. 

However, it emerged that evolved explicit and implicit embryogénies show inconsistent 

abilities to define specific morphologies, and that they may not be very evolvable. 

Consequently, it was decided that further investigation was necessary to explore and 

understand the ability o f these embryogénies to specify the construction of specific 

morphologies and their evolvability. This section describes a preliminary investigation into 

the ability o f the explicit and implicit embryogénies to specify the construction o f varying 

predefined 2D morphologies using 2D cellular automata for pattern formation.

3.7 Evolving Embryogénies

3.7.1 Evolving Predefined Shapes

In order to assess the change in performance o f both the explicit and implicit embryogénies, a 

number o f fixed shapes were specified as targets for evolution. Since shapes with distinct and 

useful characteristics were desired (e.g. convex, concave, solid, hollow, curved and linear), a 

subset o f the alphabet was selected. Six letters were chosen: C, E, G, L, O and R, as shown in 

figure 3.11.

+
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Figure 3. II. The six pre-defined target shapes
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The six letters were selected according to how much of the alphabet they were deemed to 

represent. For example, the diagonal in the lower right portion of the letter 'R' is common to 

the letters M, N, W, X, Y and Z. Likewise, its semi-circle is characteristic o f the letters P, R 

and B. The letters and 'L' with their upright stem are characteristic of M, N, P, T, D and F.

To judge how closely each evolved shape matched the targets, a fitness function based on the 

number o f incorrectly filled squares was employed. The fitness score is incremented by one 

whenever an element in the evolving shape differs from the corresponding element in the 

target, see figure 3.12. To assess scalability, three different phenotype grid sizes of 4x4, 8x8 

and 16x16 cells were used.

!

[b] [c][a]

Figure 3.12. Calculating the fitness of an 8x8 evolving shape, [a]shows the target, [b] shows the shape 
to be judged, [c] shows the incorrect elements identified by the fitness function.

3.7.2 Explicit

The first system used GP [Koza, 1992] to evolve explicit embryogénies; the system was the 

same as that discussed in the previous section, and differed only in the structure o f the root 

node, as shown in fig. 3.13. The root node has two parts: x  and y  for the co-ordinates o f the 

seed.

ROOT 
(xpos, ypos)

RIGHT DOWN RIGHT

/ \  \  \
DOWN UP DOW N RIGHT

\
LEFT

Figure 3.13: An example explicit embryogeny defined by a tree of nine nodes, andits corresponding 
4x4 phenotype.

This system differed from the one presented in chapter 4, in that it evolved the co-ordinates of 

the seed.
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3.7.3 Implicit

The second system was an advanced variable length chromosome genetic algorithm [Bentley, 

1996] that evolved implicit embryogénies. This system was the same as that discussed in 

section 3.2.5, except the grid comprised gradients that divide it into 8 zones per axis (as 

opposed to 4 in section 3.2.5), regardless of the number of elements in the phenotype grid.

LEFT RIGHT UP DOWN X Y

0,1,# 0,1,# 0,1,# 0,1,# 0-7,# 0-7,#

Table 3.3. Structure of fields in a rule.

Table 3.3 shows the values each precondition field can assume for each rule (where # is don’t 

care, 0 is empty, 1 is filled, 0 ,1 ,2 ,3 ,4 ,5 ,  6 and 7 are gradient zones).

3.8 Experiments

This section provides the objectives of the experiments, the system parameter settings 

employed, and a table of results comparing the performance of both embryogénies.

3.8.1 Objectives and Parameters

The experimental objectives for this study both complement and extend those defined for the 

first study in section 3.3.1. This study examines the two encodings deemed to possess the 

most potential as highlighted by the previous experiments (explicit and implicit). Objectives 1 

and 2 fi-om the previous study are retained and the two encodings are tested fiirther; this study 

includes an additional objective making three objectives in total:

1. firstly, to investigate the use of both embryogénies for efficiency of search in terms 

of fitness;

2. secondly, to investigate the scalability of both embryogénies for evolving different 

morphologies; and

3. thirdly, to see how the two embryogénies differ in specifying the construction of 

different morphologies.

A total of 50 runs were performed with each target shape (letters C, E, G, L, O and R) for 

each grid size. Population sizes of 100 and a total of 100 generations were used for each run. 

The explicit embryogeny system used an initial tree depth of 4 for the 4x4, 5 for the 8x8 and 

6 for the 16x16 grids. All trees were created randomly.
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The implicit system used random rule initialisation for both the initial population and for each 

new rule added to the genome’. The cellular automata presented in this work used iteration 

values of 4 for the 4x4, 8 for the 8x8 and 14 for the 16x16 grids. Both systems used random 

crossover for offspring creation. The explicit system employed a mutation probability rate of

0.001 per bit, whereas preliminary experiments revealed that the implicit system required a 

rule mutate [Bentley, 1996] rate of 0.5 and an increased bit mutation rate of 0.05.

3.8.2 Results

A summary of the results from the experiments is given in table 3.4^. As shown in the table, 

both embryogénies attained good fitnesses for all 4x4 target letters. However, relative 

performances between the two approaches were inconsistent. For example, the explicit 

embryogeny outperformed the implicit for the letters C and L, while the reverse was true for 

the other targets.

For the 8x8 grid, fitness scores were reduced, on average, for both methods. The explicit 

embryogeny managed 3.56 at best for the letter ‘L ’ and at worst 15.76 for the ‘O ’. The 

implicit fared similarly on the 8x8 targets achieving a fitness of 5.89 for the letter ‘E’ and 

only 12.84 for the letter ‘G’. Again, relative performances varied, this time with each 

embryogeny providing better scores for 3 of the letters.

When the problem was scaled up to the 16x16 grid, the results show that the implicit 

embryogeny outperformed the explicit, in terms of fitness. The figures are, however, a little 

deceptive. For these targets, many of the shapes constructed by the implicit embryogeny were 

solid blocks. Because of the simple nature of the fitness function, such shapes were awarded 

higher fitness scores compared to the attempts of the explicit. (Nevertheless, it should be 

noted that the forms generated by the explicit rarely resembled the desired targets, either.)

This is as opposed to copying an existing rule as described in previous section.
Due to time constraints, average values given for the 16x16 targets using the implicit embryogeny were based on 10
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4x4 8x8 16x16

Shape Mean Soln. Mean Mean Soln. Mean Mean Soln. Mean

Size Fitness Size Fitness Size Fitness

C 14.28 0.92 57.70 13.20 309.40 84.1

12.70 1.64 11.47 12.82 10.00 53.7

E 24.22 1.28 168.44 9.54 693.58 81.40

11.42 0.32 11.96 5.89 6.700 49.40

G 18.88 1.2 59.52 12.72 302.12 76.34

13.86 0.78 10.98 12.84 6.000 52.90

L 9.52 0.26 71.04 3.56 235.46 39.46

11.22 0.58 9.02 6.38 8.200 38.40

0 20.20 1.31 81.29 15.76 293.00 104.33

11.60 0.18 13.29 9.00 6.400 48.70

R 18.78 1.35 121.53 7.88 513.43 76.16

12.98 0.60 12.33 9.92 6.900 55.80

Table 3.4. Results for the target shapes. Values in italics denote the results for the implicit 
embryogeny. Solution sizes are measured in tree nodes for the ecplicit, and rules for the implicit 
embryogeny.

Execution times were noticeably different for the two techniques. As the scale o f the problem 

was increased both methods took longer to grow shapes, but of the two, the implicit required 

the most computation time. For example, an evolution nmtime time of six hours (on an Intel 

133 MHz PC with 128 Megabytes of RAM) for a single run of the implicit was not 

uncommon, compared to less than an hour for the explicit.

Perhaps the most significant results shown in table 3.4 are the solution sizes. It is clear that 

the explicit embryogeny required ever-increasing tree sizes as the scale of the target shapes 

was increased. However, the reverse seems to be true for the implicit embryogeny, where the 

number of rules actually appears to decrease as the problems are scaled up. This lack of 

increase in solution size lends additional support to the results obtained in the previous 

section.

experiments per target.
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3.8.3 Analysis

The results show interesting behaviours o f both embryogénies for all grid sizes. For the 4x4 

grid, because o f the size o f the targets, the ability o f both methods to find good solutions is 

not surprising. The explicit embryogeny uses small trees to define its solutions, but the 

implicit often seems to evolve more rules than are necessary. More specifically, a larger 

number o f rules are evolved than are actually used during the growth process. The reason for 

the inefficiency for such small targets seems to be related to the search process— it is very 

hard for evolution to find the correct rules for specific shapes. Clearly the ‘add rule’ mutation 

plays an important, but excessive role for these smaller problems. Rules are added until an 

appropriate collection exists to define the target, but the unused rules are not removed by 

mutation, much like bloat in GP. The same searching mechanism is also evident for larger 

grid sizes with the implicit embryogeny, with similar levels of redundancy observed. 

However, because the number o f mles did not increase much beyond 12, such redundancy 

becomes a more acceptable compromise for larger problems.

So how does evolution fine-tune solutions to make them match the target letters? Both types 

of embryogeny seem to begin by filling a large part (or all) of the phenotype grid, and then 

‘pruning away’ unnecessary elements, see figures 3.14 and 3.15.

TARGET GEN. 0 GEN. 10 GEN. 20

GEN. 30 GEN. 50 GEN. 100

Figure 3.14. The evolution of an‘E’ using the explicit embryogeny. The best new shapes grown in the 
population are shown every 10 generations (except where no change occurred). The final shape has a 
fitness of 8 and a solution size of 251 nodes.
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TARGET GEN. 0 GEN. 10 GEN. 20

------- f-"

GEN. 30

GEN. 80 GEN. 90

GEN. 40 GEN. 60 GEN. 70

GEN. 90 GEN. 100

Figure 3.15. The evolution of an‘E’ using the implicit embryogeny. The best new shapes grown in the 
population are shown every 10 generations (except where no change occurred). The final shape has a 
fitness of 7 and a solution size of 11 rules.

The explicit embryogeny achieves this by pruning branches o f its trees; the implicit 

embryogeny makes use o f ‘kill’ rules to remove elements. O f the two, the implicit 

embryogeny goes to the furthest extreme with this technique— often by evolving a 

completely solid block and then picking out the odd element, see figure 3.15. The fitness 

function may be to blame for the ‘carving letters from a solid block’ approach as it awards 

considerably higher fitnesses for solid shapes than for emptier ones.

As Dawkins [1987] points out, different embryogénies are better than others at producing 

different morphologies— this observation seems to be echoed in this work too. The explicit 

embryogeny found morphologies such as the letters ‘C ’ and ‘O ’ difficult, whereas the 

implicit was able to handle these morphologies with relative ease. This is because the implicit 

embryogeny need only generate a few general growth rules for specific directions. In doing 

so, it can start from a single seed and grow to encompass all four sides o f the grid, while 

leaving (or killing), in the case of the letter O ’, a hole in the middle. This is difficult for the 

explicit embryogeny as it must evolve a long and difficult growth path around the edge o f the 

grid, while keeping the centre of the shape free o f elements.

The way in which evolution attempted to generate morphology indicates two points:

1. firstly, the implicit embryogeny seems to have considerable potential because of its 

impressive scalability, perhaps more so than the explicit embryogeny; and

2. secondly, the representation used for the implicit embryogeny is not as amenable to
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evolution as we would desire. This may be caused by:

• the representation, which may allow dissimilar phenotypes to be placed close 

together in solution-space, providing a discontinuous search-space of solutions 

and thus causing problems for evolution.

• ineffective positional rules. Although the notion of ‘zones’ improved the quality 

of solution for the implicit more than without, it is clear that positional 

information is hard to glean using the current implicit system, making the 

evolution o f specific rules difficult, leading in turn to bad fitness results.

3.9 Summary of Experiment 2

This section has looked at the evolvability and scalability of an explicit and implicit 

embryogeny for the problem of evolving different morphologies. The behavioural analysis of 

the explicit and implicit embryogénies has shown that both are capable of, and good at, 

growing different 2D morphologies, and that evolutionary computation can benefit from their 

use.

In addition, this chapter has highlighted some of the problems that require attention with 

regard to designing evolvable embryogénies. For example:

• analogues of biological processes and mechanisms, such as positional-information 

(as echoed in this work in the form of zones) can assist in the construction of 

morphologies, but need to be very carefully designed; and

• a better representation, which does not permit dissimilar phenotypes to be placed 

close together in solution-space thus defining a continuous search-space of solutions 

may be required for successful evolution of implicit embryogénies.

3.10 Three-Dimensional Evolutionary Design and Evolvability

3.11 Introduction

The previous section examined the evolvability of the explicit and implicit embryogénies in 

terms of 2-dimensional pattern formation and the range o f tile designs they were able to 

evolve. The results showed that different embryogénies were good at evolving different tiles. 

However, the implicit embryogeny found the majority o f shapes easier to construct than the 

explicit. The implicit embryogeny exhibited the most potential, in that its scalability was
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deemed impressive as larger tile designs rarely demanded more than thirteen rules as opposed 

to the explicit embryogeny in which tree solution sizes grew almost exponentially.

From an evolutionary computation perspective, perhaps the most salient point raised in the 

previous section was that the implicit embryogeny lacked in performance due to its 

representation, which may have permitted solutions to be placed too close together in solution 

space for gradual evolution to occur. In order to ascertain if this was indeed the case, it was 

deemed necessary to investigate the evolvability of the implicit embryogeny-based 

representation. Additionally, the previous section explored the behaviour of the two 

embryogénies for 2-dimensional pattern formation in evolutionary design using 2D cellular 

automata. This study extends the previous system to explore the implicit encoding's 

behaviour on 3D, pattern formation in evolutionary design, and also looks at the evolvability 

of an instance of an implicit embryogeny.

3.12 System

This section describes both the new implicit embryogeny-based system and two sets of 

experiments carried out to investigate the ability of the implicit developmental encoding to 

specify the construction of 3D shape and form, and its evolvability.

3.12.1 The Isospatial Coordinate System

Instead of cellular automata, phenotypes were composed o f a collection of cells; each 

represented by a sphere of fixed radius. Cells were defined in an isospatial grid [Frazer, 

1995], which uses isospatial co-ordinates as opposed to standard Cartesian co-ordinates. The 

isospatial grid was developed by Frazer [1995] who saw the Cartesian co-ordinate system as 

containing strong biases towards linear shapes, which are not commonly found in nature. A 

point in isospatial space is termed a mote, and is defined by six axes yielding 12 directions. 

Although no system is free of bias, the isospatial system removes orthogonal biases, thus 

allowing for the generation of more organic morphologies. Figure 3.16a shows eight of the 

possible twelve neighbours a single cell can have, as defined by the isospatial grid, while fig. 

3.16b shows the final four possible neighbours. Figure 3.16c shows the full twelve 

neighbours of the isospatial co-ordinate system (figs. 3.16a and b superimposed).
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(a) (b)

Figure 3.16. The isospatial co-ordinate system with its 12 neighbours, (a)Shows eight of the twelve 
neighbours of a single cell using the isospatial grid, (b) Shows the rear remaining four neighbours of a 
single cell in the isospatial grid.

3.12.2 The Implicit System

Phenotypes are grown according to an implicit embryogeny that determines cell growth in the 

isospatial grid. Beginning with a seed cell, each cell divides according to the rules in the 

embryogeny. The seed cell may divide up to n times (where, n is the number o f cell divisions 

specified by the user). Every time a cell divides, its own internal ‘cell divisions’ counter 

decreases by 1. When this counter reaches zero, the cell cannot divide again. In addition, 

daughter cells inherit their parents’ ‘cell division’ counter— so later cells have fewer progeny.

The implicit embryogeny-based representation employed in this work uses a fixed 

chromosome length, consisting o f 12 genes or rules in total. Every rule comprises a
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precondition section and an action section. The precondition section of a rule comprises 24 

bits (see table 3.5). These 24 bits are grouped into pairs that correspond to 12 directions in the 

isospatial grid.

The first bit of a pair in the precondition part of the rule represents a ‘don’t care’ wildcard 

(depicted in table 3.5 as a ‘# ’). The second bit represents the value part (depicted in table 3.5 

as a ‘ T’) for that particular direction. If a value bit is set to 1 this means that in order for the 

action part of the rule to fire a cell must be present in that particular direction. If set to 0, the 

rule fires if no cell is present in that direction. If the ‘don’t care’ bit is set to 1, the system 

ignores the value part of the pair so that the rule fires regardless of the state of the specified 

cell.

The second section of a rule is the action section. This section consists of 4 bits that are 

decoded to yield a number between 0 and 11, thus giving 12 distinct numbers corresponding 

to growth in one of 12 distinct directions, as defined by the isospatial grid. Every time a 

precondition is met, the rule’s activation energy is increased by 0.25. Once a rule’s activation 

energy exceeds the specified threshold the rule fires and the action section of the rule is 

decoded and expressed.

0 1 2 3 4 5 6 7 8 9 10 11

# V # v # v # v # v # v # v #V # V # V # v # v
1 1 0 1 0 0 0 1 0 1 0 1 1 0 1 0 1 0 1 1 1 0 0 1

Table 3.5. The structure of the precondition section of a gene/rule. A ‘# ’ denotes a ‘don’t care’ case, 
and a ‘V’ denotes the value part of each precondition pair for a particular direction, denoted by the 
numbers at the top.

3.13 Experiments

The 3D, pattern formation task o f evolving an ensemble of instructions able to specify the 

construction of a sphere was selected to investigate the evolvability o f the implicit 

embryogeny-based representation. Two sets of experiments were conducted. Both 

experiments employed a simple generational genetic algorithm [Goldberg, 1989] without 

elitism [Glickman & Sycara, 1999].

3.13.1 Experiment A

This set o f experiments entailed evolving an ensemble o f instructions able to specify the 

construction of a sphere using 12 genes that encoded rules for the growth of a shape in an
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isospatial grid. The following GA parameter settings were used for the first set of 

experiments: a total of 100 runs were performed with a population size of 100 individuals for 

100 generations and a mutation rate, per-bit, of 0.03. Three divisions were allowed, i.e., the 

initial seed-cell (zygote) was allowed to divide a maximum of three times.

On each division each daughter cell inherits the parent’s division counter minus one. Rules 

fire when the activation energy exceeds a threshold value of 0.75 (a threshold o f 0.75 means 

that 9 precondition matches are required). Twelve randomly created rules were used in-order 

to grow the designs from a single zygote cell. The fitness function used was based on the 

following equation for the radius of a sphere:

+z^ =r^  — eqnS.l.

Given this equation, it is possible to determine whether a cell has been placed inside or 

outside of the desired target shape. For example, if the sum of the cell’s x, y and z co-ordinate 

values squared is greater than r  ̂then the cell is outside the desired shape. Fitness thus became 

a minimisation of the following function.
/

Fitness -- 1 \  r # cells outside shape^  e n 32
side shape J  scale J# cells _inside

Where, ‘scale’ was normally 20 to decrease the importance of the second term.

3.13.2 Experiment B

This set of experiments was carried out to examine the evolvability o f the representation. This 

was done by creating a genome, at random, which was then subjected to 1000 single-point 

random mutations. This was repeated four times, starting from different randomly sampled 

areas of the search-space. The difference in cell number or cell position of the phenotype for 

each point mutation was then recorded.

3.14 Results

This section is spht into two and provides the results for both sets of experiments.

3.14.1 Results for Experiment A

Figure 3.17 shows some of the best individuals evolved after 100 generations for each 

threshold. It shows how fitness improves (morphologies becoming increasingly spherical) 

with increasing threshold. Yet, despite the improvements, the morphology shown in figure
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3.17e represents the best the system -  with a threshold of 3.0 and a cell division of 3 -  can 

achieve. The best fitnesses attained were 0.0625 for threshold values of 2.25 and 3.0 as 

shown in figures 5.17d and 5.17e, respectively.

(a) (b) (c)

(d) (e)

Figure 3.17. Best of run individuals for each threshold value (a) 0.25, (b) 0.75, (c) 1.5, (d) 2.25(e) 3.0.

(a) (b)

Figure 3.18. The system is able to evolve good solutions (a) as well as poor solutions (b). The 
parameter settings were 5 divisions and threshold values of 3.0 for (a) and 0.25 (b).

Experiments varying the number of divisions were also performed that achieved much better 

fitness results, such as, 0.027 (see figure 3.18a), for runs using the following parameter 

settings: threshold 3.0, divisions 5, population size 500, over 100 generations. It was noted, 

however, that an increased number of divisions slowed down execution time. Decreasing the 

value of the threshold from 3.0 to 0.25 with the number of divisions set to 5 causes the 

system to produce dramatically worse results, for example, 0.75 (figure 3.18b). A typical run 

with these settings had initial fitness values as high as 3.75 and lasted in excess of 25 minutes
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using a 400MHz Intel Pentium PC with 64 Megabytes o f RAM.
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Figure 3.19. Graph of fitness versus number of runs for all five thresholds. As the threshold for each 
rule to fire is increased fitness gets better.

Figure 3.19 shows how end of run fitnesses get better (fitness values decrease) with 

increasing threshold values. It shows the results for all five thresholds 0.25, 0.75, 1.5, 2.25 

and 3.0. It can be seen that a threshold of 0.25 produces a flat line, approximately, 

occasionally plummeting to give a better fitness of 0.35. Increasing the threshold to 0.75 

gives only moderately better results, yielding a best fitness of 0.28. A threshold of 1.5 gives 

better fitness more often than thresholds of 0.25 and 0.75. However, the best results were 

obtained using thresholds of 2.25 and 3.0.

3.14.2 Results for Experiment B

Figures 3.20 and 3.21 show the results for experiment B. They show the number of changes 

in the phenotype in terms of cell number or cell position during a random walk of length 

1000. The ruggedness (number of large changes of cell position or quantity in the phenotype) 

of figure 3.20 shows just how discontinuous the solution space is given a threshold of 0.25. In 

addition, many single-point mutations can be made to the genotype, often in excess of 50 

before there is any change in the phenotype.
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Figure 3.20. Shows the results for four separate runs using a threshold value of 0.25. The graphs reveal 
a rugged landscape.
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Figure 3.21. Shows the results for four separate runs using a threshold value of 3.0. The graphs reveal a
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somewhat less rugged landscape. (Note the difference in scale of the y-axis.)

3.15 Analysis

3.15.1 Analysis of Experiment A

When the results for experiment A were analysed, it was apparent that the system was very 

sensitive to changes in the threshold and division parameters. As the threshold required to 

activate a rule is increased, fitness improves. This indicates that good fitness is dependent on 

stricter precondition requirements for gene activation (expression).

The reason for this behaviour appears to be that the system must evolve specific rules to 

promote and control growth. Lower threshold values trigger growth with only few 

precondition matches, resulting in excessive growth and poor fitness. Indeed, other 

preliminary experiments have shown that a threshold value of zero gives excessive and 

uncontrolled growth. In contrast, higher thresholds (much stricter precondition matches) gain 

better fitness as evolution is able to make use o f a greater number of specific rules in order to 

control growth.

3.15.2 Analysis of Experiment B

Experiment B showed, using random walks, how dissimilar phenotypes are placed close 

together in solution space making it difficult to evolve solutions. The graphs in figure 3.20 

show a very rugged landscape reflecting numerous discontinuities in solution space for a 

threshold of 0.25. This is consistent with the previous observation that by reducing the value 

of the threshold parameter the system is more inclined to cause growth.

In contrast, a threshold of 3.0, as shown in figure 3.21, provides a somewhat less rugged 

landscape, though not smooth enough to allow progressive evolution. For example, figure 

3.21 run 1 shows after 511 single-point mutations, 489 additional mutations can be made and 

no further progress is seen. Small changes in the genotype do not correspond to small 

changes in phenotype; in fact, they either correspond to large changes in phenotype or no 

change at all. As figure 3.20 shows, this lack of potential evolvability is even worse for the 

lower thresholds.

As mentioned previously, the results show periods of no change (stasis) during the course of 

a random walk. These periods of stasis correspond to different genotypes yielding the same
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phenotype due to a small degree of redundancy in the precondition part of the genome (the 

‘don’t care’ bits). There is, therefore, a many-to-one mapping from genotype to phenotype. 

Further examination of identical phenotypes taken from experiment 2 and their corresponding 

genotypes (which were not identical) confirms that the mapping does indeed possess a many- 

to-one relationship. Recent literature [Shipman et al., 2000] indicates that such relationships 

may be indicative of neutral networks, and hence may increase evolvability. Irrespective of 

this property, however, both experiments have shown that the representation is not very 

evolvable. This may be attributed to dissimilar phenotypes being placed too close together in 

solution space. This is visible from the graphs o f figures 3.20 and 3.21, which show how 

periods of stasis are punctuated with greatly dissimilar phenotypes from their neighbours in 

solution space, making it difficult for gradual evolution to occur.

The implicit developmental encoding used in this work has the desirable many-to-one 

genotype-to-phenotype mapping as advocated in the evolvability literature [Glickman & 

Sycara, 1999; Turney, 1999; Wagner, 1999; Bedau, 1999; & Altenberg, 1994]. Despite 

having this relationship, the system still does not perform as well as desired. This implies that 

a many-to-one genotype-to-phenotype mapping, on its own, is not enough to ensure 

evolvability.

3.16 Summary of Experiment 3

This section has looked at the evolvability of an implicit developmental encoding. A novel 

3D system was described which employed cell division to form phenotypes in an isospatial 

grid. Two different experiments were presented to investigate 3D, pattern formation and how 

genotypic perturbations affected phenotypes.

This investigation has addressed the problem, highlighted in the previous section, of implicit 

developmental encodings placing dissimilar solutions too close together in solution space for 

gradual evolution to occur, and has presented evidence that suggests this may indeed be the 

ease. The section has also described the successful extension o f previous systems exploring 

2D, pattern formation in cellular automata to an open 3D, isospatial co-ordinate system for 3- 

dimensional pattern formation and self-assembly (development).

In addition, this section has shown that implicit developmental encodings need to be designed 

with care as poor design can lead to poor evolvability, which will greatly limit the
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performance of the EA. The investigation has also hinted towards attributes that a better, new 

representation may need:

• the possession of useful genotypic redundancy to cause many-to-one relationships 

from genotype to phenotype; and

• to place similar solutions close together in solution space to allow gradual evolution, 

rather than having to rely on excessive mutation rates in an attempt to jump over the 

discontinuities that poor representations define.

3.17 Chapter Summary

This chapter has presented the first ever, comparative study on developmental encodings. It 

has compared the performance and behaviour of instances of the three classes of 

developmental encodings presented in the classification detailed in chapter 2. Section 3.2 

described the comparative experiments performed with all three classes of developmental 

encoding. It revealed, through the tessellating-tile problem, that the explieit and the implicit 

developmental encodings had the most potential for evolutionary design and evolutionary 

computation in general. Significantly, however, solutions evolved by the implicit encoding 

displayed a remarkable ability to scale to increased problem sizes. The external 

developmental encoding showed poor scalability, but the one-to-one mapping simply did not 

scale; it was found that as the problem was scaled up, the one-to-one mapping required as 

many instructions as there were CA elements to solve the problem, resulting in the worst 

performance. The scalability and efficiency o f the explicit embryogeny approach was poor, 

with tree sizes increasing almost exponentially as the phenotype grid size was increased and 

poor fitnesses achieved; despite this the explicit fared better than the external.

The implicit embryogeny performed the best of the three; it showed impressive efficiency and 

scalability. It was able to evolve perfect solutions in ten generations or less, nearly every 

time, for every tile size, and without increasing the number o f iterations, the same number of 

rules were able to grow perfect tiles of almost any size. However, the implicit embryogeny 

showed the least amount of tile output diversity, but random tiles initially generated were 

shown to be quite diverse in design. The section revealed the following points:

• the explicit and implicit embryogénies had the most potential for evolutionary design 

since they fared better than the external embryogeny;

• the remarkable scalability of the implicit embryogeny; and
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• the seeming inability of the implicit embryogeny to construct varied tile designs.

Section 3.5 described experiments investigating 2D, pattern formation using cellular 

automata that enabled the above 4 points to be addressed. This section focussed on the two 

embryogénies deemed to have the most potential for evolutionary design: the explicit and 

implicit embryogénies, thus directly addressing point 1 above. The experiments conducted in 

this section showed that the implicit embryogeny retained its impressive scalability 

(addressing point 2 , above), and was indeed capable of specifying the construction of varied 

morphologies in two dimensions, thus directly addressing point 3 (above). This section was 

successful at reiterating point 2  from the above list, while also highlighting the need to create 

a better implicit embryogeny genetic representation that ensures evolvability by not allowing 

solutions to be placed too close together in solution space.

Section 3.10 described experiments that focussed on the implicit embryogeny. In this section, 

a new genetic representation was devised for the implicit developmental encoding with the 

intent of investigating two points: first, 3-dimensional pattern formation through the 

construction of spheres and secondly, evolvability, due to the final point highlighted in 

section 3.5. The new system was shown to be capable o f 3D, pattern formation able to 

successfully construct spheres. The genetic representation although capable of permitting 

evolution to discover good genotypes able to specify the construction of the spheres turned 

out to be not so evolvable. By making 1000 random single-bit mutations to the genotype and 

examining the resulting phenotype, evidence to suggest that dissimilar solutions appear to be 

placed too close together in solution space was presented, these genotypic changes also 

revealed that the genetic representation contained useful redundancy.

Through this series of studies, this chapter has shown that developmental encodings are 

effective and usefiil for evolutionary design and indeed evolutionary computation in general. 

The chapter has shown that the implicit developmental encoding has the most potential for 

evolutionary design in terms o f scalability. Note that the implicit system used local 

information unlike the explicit. This combined study has provided evidence that suggests 

using a developmental approach (or the developmental metaphor, as it has come to be known) 

may be advantageous for our modem computer science requirements and requires more 

research into better genetic representations whose theory and operation should, perhaps, be 

more biologically based.
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Chapter 4: The Evolutionary Developmental Model

4.1 Introduction

Having provided an introduction to computational development and reviewed relevant 

literature from the field in chapter 2, chapter 3 presented preliminary work that compared the 

behaviour and performance (in terms o f fitness and genotype sizes) of different 

developmental encodings, and also described three relatively simple developmental systems 

that varied in their complexity from the range, relatively simple to gradually more complex: 

one-to-one, external, explicit and implicit. It also showed that the explicit and implicit 

encodings had the most potential for evolutionary design and evolutionary computation. Of 

the two encodings, however, the implicit encoding showed excellent scalability; in fact, it 

required no increase in genotype size with increasing cellular automaton grid sizes. It was 

concluded, therefore, that for successful 2D evolutionary design the implicit encoding was 

the most productive type of developmental encoding.

Reasons for the implicit encoding’s successful ability to construct scalable solutions were 

presented. Of these the parallel rule application and the dynamics of interaction between the 

effects of different rule applications were implicated as some of the main contributors to the 

implicit encoding’s impressive abilities to evolve scalable solutions, and to self-assemble 

into 2D and 3D patterns. The investigations also highlighted fundamental properties 

successful developmental encodings should possess, such as, the placement of similar 

solutions close together in solution space to permit gradual evolution, and developmental 

processes and mechanisms (e.g., positional information, diffusion of chemicals) from 

developmental biology that have been shown to contribute to the self-assembly of complex 

adaptive systems [Wolpert, 1998; Slack, 1991]. To that end, the implicit encoding used in the 

final section of chapter 3 was part of a developmental system that used these analogues of 

biological concepts to show successful 3D pattern formation for evolutionary design.

The developmental system employing the implicit encoding proved successful at 2D and 3D 

self-assembling pattern formation for evolutionary design, and provided scalable solutions. It 

has, in the process, also provided evidence for the potential of using principles of 

developmental biology for automated self-assembling designs. This chapter builds upon the 

previous work and describes a novel biologically plausible model of development for
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evolutionary design. The model uses an advanced implicit encoding and incorporates the 

fundamental properties of a good developmental encoding as suggested in chapter 3, while 

also incorporating cmcial aspects of developmental biology that may lead to novel forms of 

developmental computation.

The chapter is divided into four main sections covering different aspects of the Evolutionary 

Developmental System (EDS). Since the EDS is a large and complicated software testbed, 

this chapter begins with an overview of the entire system (section 4.2), introducing the 

structure and core elements that constitute the EDS.

Section 4.3 details the implementation and the role of evolution, and how the genetic 

algorithm is wrapped around the developmental core. How development unfolds over time 

starting from the zygote to the final phenotype, together with flow charts of the 

developmental algorithm is detailed in section 4.4. Section 4.5 details the design and 

implementation of individual components of the EDS, such as cells, proteins and genes. The 

operation of these components as part of the collective developmental system is then detailed.

Equations governing the behaviour of the system in relation to processes are detailed, such as 

gene activation and repression, selection of cellular behaviours, diffusion and cell and protein 

co-ordinate conversion. All biological assumptions that underlie the operation of the EDS are 

presented. In addition, where required, screen shots from the EDS are provided as examples 

illustrating the biological phenomena it is able to model.

4.2 Overview of the Developmental Model

The model of development used in the EDS is quite complicated when viewed as a whole. In 

order to describe, as simply as possible, how the model operates it is necessary to reduce the 

model to its individual components. A description of how each component operates is 

provided. Having explained the operation of basic components (such as proteins) it then 

becomes possible to describe the operation of components that themselves are comprised of 

basic elements (for example, genes and the cell).

The developmental core forms the heart of the EDS. The EDS comprises the following 

objects:

• cells — (Other cell-related terms used in this thesis include: zygote) -—see section
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4.5.3.

• proteins — (other protein-related terms used in this thesis include: transcription 

factor, ligands, signalling molecule and receptor) — see section 4.5.1.

• and genes, which are composed of a cis-regulatory and a coding region. Other gene- 

related terms used in this thesis include: cis-site cis-regulatory region, promoter, 

regulatory gene and structural gene—see section 4.5.2.

See figure 4.1 for a graphical view of a cell and its components. The most basic element of 

the system, however, is a protein; genes are represented as collections of proteins.

Cell surface receptor used as 
a ‘sensor’ to detect 
signalling proteins by  
binding them.

Protein m olecules 
Transcription 
Factors

Coding Region
Transcription
Factors

Cell
Membrane

DNA

Genome- 
based cis 
protein 
sites.
Ligands 
bind to 
these sites 
& trigger 
transcription 
o f  the
TF Em ission o f  long-

range transcription 
factor used as a 
signalling protein

Figure 4.1. A single artificial cell in the Evolutionary Developmental System.

The entire ensemble of genes constitutes the genome. Cells contain proteins within their 

cytoplasm, some of which may or may not diffuse out of the cell. Wrapped around the 

developmental model is the genetic algorithm. This provides the system with the ability to
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evolve genomes (mles that collectively define the developmental program) for the 

developmental machinery to execute.

4.3 Evolution

Wrapped around the developmental model of the EDS is a standard generational Genetic 

Algorithm [Holland, 1975] employing tournament selection with elitism (see appendix B for 

a more detailed discussion of genetic algorithms). The G A represents the driving force o f the 

system. Its main roles include:

• provide genotypes for development;

• provide a task or function, and a subsequent measure of success and failure; and

• search the space of genotypes that give rise to developmental programs capable o f 

specifying different morphologies, correctly and accurately.

Individuals within the population of the genetic algorithm comprise a genotype, a phenotype 

(in the form of an embryo object), and a fitness score (see figure 4.2 to see the role of 

evolution in the EDS). Each member of the population is created by randomly initialising the 

values of its genes. After the population is created each individual has its fitness assessed: 

development is the method by which fitness is assessed. Now, what exactly is being 

assessed? Development, both biological and artificial, is concerned with how the genome 

directs the construction of robust' complex organisms. We desire to evolve genotypes that 

specify how to construct complex systems in a robust and reliable manner. In biology, these 

systems are organisms capable of surviving in the real world.

In the context of the EDS, and this thesis, the systems are robust complex designs whose 

construction is specified by the genotype. These designs may inelude for example, a sphere as 

shown in section 4.5.5. To this end, a fitness function that specifies mathematically the 

desired result is used to provide a measure of suceess or failure at the task of sphere 

construetion. However, the desired end result should not be taken to mean only the sphere but 

includes the genotype too, which specifies its construetion.

' The emphasis on robust, reflects the fact that organismal development is reliable within an environment that is 
inherently noisy; it seems there are important lessons to be learnt fi'om the evolution of robustness in biology to 
the discipline of evolutionary robotics.
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1. Create initial random population

1r

2. Assess Fitness by Performing 
Development Simulation:

See figure 4.1

3. Select Parents using tournament selection. 

Tournament size typically POPSIZE /  3

4. Create two offspring by applying genetic 
operators:

Crossover 100%,
Mutation 100% at a rate o f 0.01 per gene.

1 f
5. Place offspring into new population

No

6 . Swap Populations

Perfect 
Solution 
found, or 

generations 
exceeded?

Visualise evolved 
embryo and finish

Figure 4.2. Evolutionary Development Algorithm.
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Each individual is permitted to execute its developmental program (as described in section 

4.4) according to the instructions in the genome.

After development has ended a fitness score is assigned to the individual based upon the 

desired objective function, for example, closeness of the embryo to a sphere (see fig. 4.20). 

The genetic operators of crossover and mutation are always applied, that is 100% of the time; 

mutation is applied per parameter (or gene) at a rate of 0,001. The one point crossover 

operator used in this work operated over two chromosomes as follows, see fig. 4.3.

PI

P2

Chromosome 1

1 2 3 4 5

0.44 -0 . 1 2 0.78 0.91 -1 .0

-0.71 0.82 0 . 0 1 -0.15 -0.3

Chromosome 2

6 7 8 9 10

3 0 1 14 2

17 32 7 1 2 0

Chi 0.44 -0 . 1 2 0.78 0.91 -0.3

Ch2 -0.71 0.82 0 . 0 1 -0.15 -1 .0

17 32 7 1 2 0

3 0 1 14 2

Figure 4.3. Illustration o f the EDS’s 1-point crossover on two parents with two chromosomes 
producing two offspring.

One point crossover was used alongside typical population sizes of 80 individuals. Parents 

were chosen from the population using tournament selection, which used tournament sizes 

typically about a quarter of the population size.

4.4 Development

This section describes how development in the EDS unfolds over time, starting from the 

zygote. Development begins with a single cell, the zygote, placed at the centre of the 

isospatial grid (see section on isospatial and Cartesian visualisation). The zygote constitutes 

the root node o f the tree data structure (design tree) used to store the embryo. The zygote is 

seeded with a random subset of proteins, akin to the so-called ‘maternal factors’ deposited in 

the egg by the mother [Wolpert, 1998]. These maternal factors help to ‘kick-start’ 

development. As cells divide daughter cells inherit the state of their parents, this is achieved 

by sharing the parent cell’s cytoplasmic protein contents with the daughter cell in one of two 

ways: symmetrically (proteins are equally divided between parent and daughter) or 

asymmetrically (proteins are unequally divided between parent and daughter).
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This enables daughter cells to continue in an informed manner, rather than having to start 

from scratch. In doing so, cells may slowly become different from one another, giving rise to 

potentially interesting and useful gene expression patterns, in that this represents an 

emergent, self-organising method by which a simple cell can reproduce (division) and spawn 

multiple programs or (sub-programs). Figure 4.1 shows the developmental algorithm.

In the EDS, development proceeds for n iterations, where « is a constant and is set by the user 

and fixed throughout the course of an evolutionary run. The zygote is seeded with a random 

subset of proteins as directed by the genome. In the first iteration, this protein-seeded zygote 

has its contents assessed to determine what its next state (i.e., time t+ 1) should be. 

Assessment involves determining which proteins are present in the current state o f the cell, 

for example, if  cell death (apoptosis) is to occur, is there more apoptosis activator protein 

than division protein? Once determined, the cell may select an appropriate action from a 

small repertoire (divide, die, create receptor) (see section 4.5.4), the result is placed into the 

cell’s new state object. The next step is cell signalling.

If the user has activated the cell signalling option in the development constants file, the cell 

signalling algorithm is executed (see fourth box of fig 4.4 for cell signalling logic, and section 

4.5.1 on cell signalling and signal transduction, for a detailed discussion of the cell signalling 

implementation). Cell signalling is implemented by sampling proteins in its environment. If a 

signalling protein and a receptor on the receiving cell, either match or have an affinity with 

one another (see section 4.5.1 on protein-protein interaction), the interaction between the two 

calculated and passed onto the genome. The interaction, between the signalling protein and 

the receiving cell’s receptor, gives rise to a transduced signal which may or may not affect the 

expression of genes in the receiving cell.

The next stage -  gene expression update -  is achieved by invoking the gene expression 

routine of the genome within the current cell. The results of gene expression (the 

concentration values of newly synthesised gene products, proteins) are deposited into the 

cell’s new state cytoplasm object.

100



Update current cell’s next state

BEGIN Main Development

Repeat for each cell in the design tree

Update current cell’s gene expression values

Assess current cell’s state & determine which action to perform

Assess influence of transduced signals on current cell’s genome

Create Zygote (root of design tree)
Seed Zygote with evolved maternal factors

Examine each cell in the design tree:
Examine each protein, in the signalling cell, with a diffusion rate > 0.5 

If current cell’s receptor has an affinity with the signalling protein 
THEN

Compute interaction and transduced signals t y  calculating concentration of signalling protein 
receptor site and update receptor state.

Perform Cell Signalling:

Figure 4.4. Main development algorithm, see text for a more detailed explanation.

Also calculated and recorded in the cell’s new state are the updated eoneentrations of all 

existing proteins, for example, if cytoplasmic protein 1 already exists, and gene expression 

yields more o f it then protein 1 has its eoncentration value incremented appropriately. This 

proeess is repeated for each cell in the design tree. At the end of each development iteration.
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all cells in the design tree have there current and new states swapped for the beginning of the 

next iteration—this is similar to parallel rule application in cellular automata [Wolfram, 1986; 

Wuensche, 1997; Bentley and Kumar, 1999].

4.5 The Components of the EDS

This section describes the design, implementation and operation of the individual components 

that comprise the EDS. Sections 4.5.1 through to 4.5.5 describe the components of the 

developmental model in isolation.

4.5.1 Proteins
In nature, proteins are the driving force of development [Wolpert, 1998]. They are complex 

macromolecules -  long chains o f amino acids -  that are assembled at protein production sites 

known as ribosomes. Genes themselves do nothing, save synthesise proteins, and it is the 

proteins that control cellular behaviour [Alberts et al. 1994; Wolpert, 1998].

In the EDS, the concept o f a protein is captured as an object (see fig. 4.5). In total there are 

nine proteins for the simple model and forty proteins for the complex model, see table 4.1.

Protein ID Function Protein ID Function

0 Cell division activator. 5 Turn mitotic spindle clockwise.

1 Cell division repressor. 6 Turn mitotic spindle anti-clockwise in 

proportion to concentration of this 

protein.

2 Cell apoptosis activator. 7 Turn mitotic spindle anti-clockwise in 

proportion to concentration of this 

protein.

3 Cell apoptosis repressor. 8-19 Create receptor with ID 8-19

4 Turn mitotic spindle anti

clockwise.

20-39 Asymmetric Division Proteins- 

subtract 20 from the ID to determine 

which protein is to be asymmetrically 

distributed.

Table 4.1. The different protein types in the EDS.

A protein object has five member variables: an ID tag, source concentration, two sets of co

ordinates (isospatial and Cartesian, see section, 4.5.1, on isospatial and Cartesian 

visualisation) and a bound variable—the last variable is only used in receptor proteins. The 

ID tag is simply an integer number denoting one of nine (or forty, in the case of the complex
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model) predefined proteins the EDS uses to control cellular behaviour, see table 4.1 for a list 

of EDS proteins and the cellular behaviours they control. The bound variable stores whether 

or not a receptor has bound a protein. Note that although the EDS permits the use of the 

bound variable, for all experiments using receptors the bound variable was deactivated; 

receptors were consequently able to continue binding proteins from the extra cellular matrix.

In order to calculate the concentration levels of proteins at a distance (during cell signalling, 

for example) or a newly synthesised protein, the appropriate diffusion, synthesis and decay 

values are required. All three values are evolved on the genome and in order to access them 

the protein’s ID  tag serves as an index into the genome, which acts as a lookup table— for 

example if  protein 5 is to be synthesised, the ID 5 is used as a displacement value to be added 

to the synthesis (or decay or diffusion) constant, say 1 0 , which marks the start of all the 

protein synthesis values. The synthesis index would then simply be 10+5 = position 15 on the 

genome.

Protein Protein

• ID • 4
• Source concentration • 0.27
• Isospatial co-ordinates • A B C D E F
• Cartesian co-ordinates • 0, -0.5, I
• Bound • False
• Age • I

[a] [b]
Figure 4.5. Graphical depiction of a protein object declaration (a) and an instantiated protein object (b). 
Protein objects contain five variables: ID, isospatial and Cartesian coordinates, a bound variable and an 
age variable. In addition, proteins contain a single state object, see fig. 4.6.
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Cell’s Current state object Cell’s New state object

Protein Protein

• 0 • 0
• 0.27 Swap States • 0.54
• A, B, C, D, E, F .  A, B, C, D, E, F
• • X, Y, Z
• False • False
• 0 • 0

(a) (b)

Figure 4.6. Protein state swapping, (a) and (b) show two states of a single protein, (a) is from a cell’s 
current state and (b) from the same cell’s new state. The protein has an/D tag of 0, a source 
concentration of 0.27, both sets of coordinates {Û\tbound variable and the age variable are not relevant 
for general proteins, and they come into affect for receptor proteins only). In the cell’s current state (a), 
the protein has a concentration of 0.27 (time, f). In the cell’s new state (time, t+1), more protein is 
synthesised resulting in an increase in concentration, effectively doubling to 0.54. After each 
development iteration ends, each cell has its states swapped, in so doing proteins effectively have their 
states swapped too, as shown in the transition from state (a) to state (b).

Isospatial and Cartesian Co-ordinates and Visualisation

Two types of co-ordinates are used and stored within cells: isospatial (see chapter 3) and 

Cartesian. All co-ordinate systems have inherent biases towards different morphologies, the 

isospatial system is no different. However, the isospatial system bias results in what can only 

be described as more natural (biologic) morphologies than its Cartesian counterpart.

Cells and proteins in the EDS were visualised and rendered (see figure 4.7) using the Virtual 

Reality Modelling Language (VRML) [Ames, et al. 1997]. The underlying co-ordinate 

system used by the EDS is isospatial; however, in order to place a cell in a VRML 

environment (and indeed any other graphics environment) one must use Cartesian co

ordinates.

0000^

Figure 4.7. Examples of proteins (translucent blue or shaded circles) with their associated cells, (a) 
Single cell emitting a long-range hormone-type protein, (b) Single cell emitting a short-range, local 
protein, (c) Single cell emitting four proteins of various spreads, reflected by the radius of each protein
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sphere.

Table 4.2 identifies the 6  isospatial axes in terms of 6  sets of Cartesian X, Y and Z co

ordinates that specify infinitely long lines that approximate the axes, the PN refers to the 

diameter of the cell, which is set arbitrarily to 0.5. Thus, the first axis is defined as running 

along the line fi’om -0.5, -0.5, 0 to 0.5,0.5, 0—see the row with index 1 for the first axis.

X Y Z

Isospatial Axes

1 A PN PN 0

2 B PN 0 PN

3 C 0 PN PN

4 D PN 0 -PN

5 E 0 -PN PN

6 F PN -PN 0

Table 4.2. Shows the six isospatial axes in terms of six sets of Cartesian co-ordinates, where, PN refers 
to the diameter of a single cell, which is set arbitrarily to 0.5.

This enables the conversion of any isospatial co-ordinates to Cartesian equivalents. Given 

isospatial co-ordinates comprising axes values: A, B, C, D, E and F the translation to 

Cartesian co-ordinates may be performed by using the three equations shown in table 4.3.

Equation Purpose

N=6

X = ^  axis [/] * isocart [/][o]
r= l

Cartesian X is calculated by summing the products of each 
axes’ X value.

N=6

(■=]

Cartesian Y is calculated by summing the products of each 
axes’ Y value.

N=6

z  = ^ a x is [ i] *  isocart[i\2]
i= ]

Cartesian Z is calculated by summing the products of each 
axes’ Z value.

Table 4.3. The three equations used to generate Cartesian X, Y and Z co-ordinates from isospatial co
ordinates for a single point in three-dimensional space.

These equations sum the products o f each of the six isospatial axes values with the 

corresponding isospatial-to-Cartesian value as shown in the columns of table 4.2, Thus, to 

calculate the Cartesian X component of the isospatial co-ordinates A, B, C, D, E and F, we 

use the equation in table 4.3 to generate the following:

X = A*Axis[ 1 ][ X ] + B*Axis[ 2 ][ X ] + C*Axis[ 3 ][ X ] + D*Axis[ 4 ][ X ] + E*Axis[ 5 ][ X ] +

F * A x is[6 ][X ]
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Protein Creation, Initialisation, and Destruction

In the EDS, proteins do not exist in isolation; they are created and owned by cells. Thus, 

during protein construction each protein is given two sets of co-ordinates: Cartesian and 

isospatial (see section, 4.5.1, on isospatial and Cartesian visualisation). Both sets of co

ordinates are inherited from the cell creating the protein. Initialising protein co-ordinates 

using this method provides a simple way of overcoming the problem of knowing which cell 

created which proteins.

The genome (see section on modelling genetic regulatory networks in section 4.5.2) encodes 

protein specific information used to initialise each protein. Table 4.4 shows a complete list of 

the protein properties encoded onto the genome for every protein.

Parameters encoded onto genome 1

Parameters Purpose

Protein Synthesis Rate at which a protein is synthesised. (Note. This field is 

repeated up to 40 times for all 40 proteins)

Protein Decay Rate at which a protein decays. (Note. This field is repeated 

up to 40 times for all 40 proteins)

Diffusion Rates Rate at which protein diffuses (spreads). (Note. This field is 

repeated up to 40 times for all 40 proteins)

Gene Activation Thresholds Gene activation thresholds beyond which genes are 

transcribed. (Requires as many values as there are genes, thus 

ranges between 5-12.)

Protein-Protein Affinity 

Matrix

Matrix specifying which receptors and ligands may interact.

Gene Interaction Strengths Interaction strengths between genes within a cell.

Protein Signalling Interaction 

Strengths

Interaction strengths between genes across cells (i.e., cell 

signalling).

Zygotic Maternal Factors The zygotic starting conditions (cytoplasmic proteins) to kick 

start development. (Limited to only 12.)

Receptors The receptors for the zygote. (Note, there are 12 receptors)

Receptor Points These identify the location of the receptor on the cell’s 

surface.

Default Growth Direction The default, evolved, growth direction. (Only encoded once.)

Table 4.4. Table of encoded parameters and their purposes on genome 1.
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Upon protein creation each protein stores its ID, a number from 0 through 8  (for the simple 

model) and 0 through 40 (for the complex model). The IDs can be thought of as being similar 

to the names of proteins in biology, haemoglobin, notch and delta, for example.

An ED is essentially a key into the corresponding protein lookup table, which is used to access 

protein specific information encoded onto the genome (table 4.4) for protein initialisation.

The concentration level of all proteins is calculated using eqn. 4.1. Protein specific 

information -  such as the synthesis and decay rates -  is extracted from the genome (using the 

protein’s ID number) and combined with the protein’s old source concentration according to 

eqn 4.1 to calculate a new concentration value for that protein at time t+1. The protein is now 

initialised; its state can be summarised as shown in fig 4.5b.

newconc = o ldconc+ (synthesis -  decay) — eqn 4 . 1

Protein destruction in the EDS is implemented by simply setting the protein’s concentration 

level to zero— if the concentration is zero there can be no diffusion, unless more o f the 

protein is synthesised. Alternatively, proteins are destroyed by cells permitting any remaining 

proteins to degrade their concentrations levels over successive developmental iterations. In 

this way, even though a cell has died the proteins it contained are allowed to degrade 

gradually, so that other cells are still affected by their presence.

Protein Diffusion

Diffusion is the process by which molecules spread or wander due to thermal motions 

[Alberts et al., 1994]—protein molecules are no different, they too diffuse. When molecules 

in liquids collide, the result is random movement. Protein molecules are no different: they 

diffuse.

The average distance that a molecule travels from its starting point is proportional to the 

square root of the time taken to do so [Alberts et al., 1994]. For example, if a molecule takes 

on average 1 second to move 1 pm, it will take 4 seconds to move 2 pm, 9 seconds to move 3 

pm, and 100 seconds to move 10 pm. Diffusion represents an efficient method for molecules 

to move short distances, but an inefficient method to move over large distances. Generally, 

small molecules move faster than large molecules [Alberts et al., 1994].
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Protein diffusion in the EDS, models this behaviour. Diffusion is implemented by using a 

Gaussian fiinetion eentred on the protein source. The spread o f  a protein is governed by the 

protein’s diffusion rate, and is an evolved parameter (see table 4.4) The use o f  the Gaussian 

assumes proteins diffuse equally in all directions o f  the cell. The source eoncentration records 

the amount o f the current protein. Every iteration, its value is decremented by the 

corresponding ‘rate o f decay’ parameter. If expressed by a gene, its value is also incremented 

by the corresponding ‘rate o f  synthesis’ parameter. In order for a cell to detect the presence o f  

a protein in its local environment, cells have receptors, which have co-ordinates that are 

offset from the cell’s coordinates (see section 4.5.3 on cell receptors). To calculate the 

concentration o f a protein at a distance x from the protein source, we must first calculate the 

distance between a receiving cell’s receptor and the signalling protein using Pythagorus’ 

theorem in 3 dimensions, i.e. Euclidean distance (see eqn. 4.2);

k =  — eqn. 4.2

where: k is the distance from protein source to current point,

Xc, yc and Zc are the receiving cell’s receptor Cartesian x, y and z coordinates,

Xp, yp and Zp are the signalling protein’s Cartesian x, y and z coordinates.

Having calculated the distance between the cell and signalling protein, the distance d  is then 

input to the Gaussian function (eqn. 4.3). The concentration o f the protein at a distance x from 

the protein source is then calculated:

concentration  = s * e —  eqn. 4.3

where: d is the rate o f diffusion (spread) o f  the current protein,

k is the distance from protein source to current point (k from eqn. 4.2) 

s is the current protein source concentration.

e is the exponential constant 2.7182.

d = 0.5 and s = 1.0 d = 0.5 and s = 2.0 d = 1.5 and s = 1.0

Figure 4.8. Plot of concentration against distance from source, where:J = 0.5 and 5 = 1.0 (left), d = 0.5 
and 5 = 2.0 (middle), and <7=1.5 and 5=1.0  (right).
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Figure 4.8 shows three example protein plots using equation 4.3 it illustrates the way protein 

concentration changes according to the three variables: distance, diffusion coefficient and 

source concentration.

Protein-Protein and Protein-Gene Recognition, Binding and Interactions

In biology, gene-protein recognition is achieved through the use of complex motifs [Wolpert, 

1998; Alberts et al., 1994]. DNA-binding motifs are specific arrangements of base pairs 

whose edges protrude from the surface of the double helix, permitting binding, for example, 

the helix-tum-helix and zinc finger motifs [Alberts et al., 1994]. When a gene regulatory 

protein binds to a gene, it contains a structural motif that represents an exact complementary 

fit to the motif on the surface of the gene. When proteins bind to genes they either activate or 

inhibit gene transcription at different times during development.

In the EDS, proteins may interact directly (through receptor-protein interactions) and 

indirectly (through the genome by assembling at cis-sites located on it). For the purposes of 

this thesis, an interaction, between a protein and gene or protein and receptor, is defined as a 

successful attempt between the two at binding, thus the results of an interaction confers some 

level of stimulus either inhibitory or excitatory to either the gene or receptor. The result of an 

interaction, between a protein and gene (or protein and receptor) may be either inhibitory or 

excitatory. In the EDS, in order for proteins to interact with (or bind to) genes, or other 

proteins, they must be able to recognise them. Recognition, and consequently binding, 

between proteins and genes (or proteins and receptors) is achieved through 2  methods: 

template matching and affinity-based matching.

In the template matching method, binding recognition, between protein and gene or protein 

and receptor, is permitted on the basis o f a simple match between their IDs. If both have the 

same ID, a match is made. For example, a protein with ID 1 and a receptor with ID 1 would 

constitute a match, and therefore, a successful interaction; if, however, the receptor had an ID 

of 4, no match would occur and consequently no interaction is allowed.

The second method of binding recognition, between protein and gene (or protein and 

receptor) is based on simple affinity. Using this method, a protein has affinities with many 

other proteins including receptors and cis-sites. Table 4.5 shows an example protein-protein
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affinity matrix; the numbers in bold, at the top and left of the table denote protein IDs.

Protein IDs

Protein IDs

0 1 2 3 4 5

0 1 1 0 1 0 0

1 1 1 1 0 0 1

2 0 1 1 0 1 1

3 1 0 0 1 1 0

4 0 0 1 1 1 0

5 0 1 1 0 0 1

Table 4.5. Simple evolved protein-protein affinity matrix. The matrix should be read as follows: to 
work out whether protein 0  will bind to cis-site/receptor protein 1 , simply examine the first column 
(protein 0) and the row (protein 1). If the entry contains a 0 there is no binding, but if it is a 1, 
binding can occur.

Thus, to determine whether protein 3 and, say, cis-site 4 (or receptor) interact, one need only 

examine the column labeled 3 and the row labeled 4. The resulting entry is 1 and 

consequently the protein and cis-site (or receptors) are able to interact. The result is the same 

the opposite way round too, since whenever protein 3 and cis-site or receptor 4 meet they will 

always interact. The matrix, in table 4.5, shows that protein binding has a symmetrical 

relationship, in that if cis-site 0 binds protein 1 then protein I  will bind to cis-site 0.

Affinity matching may be viewed as a very simple and limited chemistry in which the results 

of an interaction, for example, chemical A reacting with chemical B to produce chemical C, 

are not specified. Rather, the affinity matrix simply specifies which proteins bind to which 

cis-sites and receptor proteins.

This use of the simple affinities method incorporates the concept of redundancy, prevalent in 

nature, as opposed to implementing specific affinity values and thresholds to overcome, as in 

work done by [Eggenberger, 1997].

Having determined whether an interaction between protein and receptor (or protein and cis- 

site) is possible (see table 4.5), the next step is to determine the result of the interaction. Since 

the affinity matrix specifies whether an interaction is to occur, the result of an interaction 

specifies the degree to which the two will interact, i.e., the strength of interaction.
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Figure 4.9. A protein-protein signalling matrix. The colour of the circles denote type of interactior 
inhibitory (red) and excitatory (green), while the size of the circles denotes the strength of the interactio
i.e., small circles denote little interaction and larger circles denote large interactions.

This is determined, in the case of cell signalling only, through the use of a protein-protein 

signalling matrix that is evolved (see fig. 4.9), the entries in this matrix refer to the strength of 

interactions between proteins including receptor and gene cis-site proteins. The size of the 

circles denote the strength of the interaction, which can be between -1 and +1. While the 

colour of the circle denotes the effect of the interaction, i.e., whether the interaction is 

inhibitory or excitatory: the lighter coloured circles denote inhibition, while the darker 

coloured circles denote excitatory interactions.

Protein-gene interactions occur when proteins bind to cis-sites within cells and not across 

cells (cell signalling), as described in the last paragraph. Once it is determined that an
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interaction may take place (through, for example, table 4.5) between protein and gene 

through the agency of the cis-sites, interactions proceed as described in the section on 

modelling genetic regulatory networks (section 4.5.2).

Transcription Factors

In developmental biology, the term transcription factor (TF) refers to a protein emitted by a 

gene (another, often used, term is gene product). Transcription factors, in biology, affect the 

expression of genes by binding to them. This thesis uses the term transcription factor.

In biology, typically, a single gene emits only one transcription factor. However, by using a 

splicing method [Alberts, et al., 1994; Wolpert, 1998] genes are able to manufacture more 

than one TF at a time. Despite this, genetics dogma regards a single gene as emitting a single 

TF [Alberts, et al., 1994]. This concept has been dubbed the “ 1 gene 1 protein” rule of 

genetics and although technically inaccurate, the rule enables much more simplified analysis 

of resulting systems.

The EDS, thus employs the “ 1 gene 1 protein” rule with each gene coding for only a single 

TF. TFs are transcribed only if the necessary criteria have been met, i.e., successful 

occupation of the promoter (see 4.5.2). Since TFs are proteins they are represented as protein 

objects, as described in section 4.5.1 above, see also figures 4.5 and 4.6.

4.5.2 Modelling Genetic Regulatory Networks

The genome is vital to development. Its role may be likened, at a crude level, to that of a 

director of an orchestra bringing synchrony to a large complex system that could, quite easily, 

collapse into chaos. The development of an organism is directed by the controlled synthesis 

of different proteins at different places and at different times [Wolpert, 1998]. If development 

were not directed, chaos would ensue, there would be no organism; development may unfold 

randomly. And it is extremely unlikely that random development -  where genes produce 

proteins randomly -  would be organised enough to give rise to a complex, fully functioning 

organism (see random division experiments in chapter 5). Indeed, work by Reil [1999a], has 

shown that random gene expression is too disorganised to give rise to useful behaviour, while 

ordered gene expression is too simple to give rise to useful behaviour.

In simulations of development, cells must have their own copy of the genome. However,
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some parameters that need to be evolved are required only once, for example, protein specific 

parameters such as synthesis, decay and diffusion rates. Encoding these onto the genome, and 

permitting every cell to contain a copy of these details is redundancy on a large scale and 

should be avoided.

To prevent this type of duplication of information (unwanted redundancy), the EDS employs 

two chromosomes functioning as one. Table 4.4 provides a complete listing of all the 

parameters and their purpose, encoded onto the first chromosome. The second chromosome 

encodes the structure of the genome in terms of the cis-sites and TFs each gene contains, see 

figure 4.11. It is this genome that is copied into each cell.

Discrete binary representations can prevent gradual change during evolution and so adversely 

affect the evolvability of a representation [Bentley, 2003c]. Due to this and since synthesis, 

decay, diffusion and interaction values (between - 1 . 0  and 1 .0 ) are continuous, all parameters 

are encoded as floating-point numbers. The second chromosome, used for development in the 

EDS, is represented by an array of gene objects (fig. 4.11). Figure 4.11 shows the architecture 

of the genome used for development; it shows, for example, the specific proteins that are to 

play a part in the regulation of different genes, and which proteins are to be synthesised as 

transcription factors. It is the second genome that is copied into each cell for development. 

Note. That the information evolved on the first genome is only required to initialise proteins 

with their respective properties.

Since the protein affinity matrix only specifies whether a protein and receptor (or protein and 

cis-site) interact or not, two gene interaction matrices were encoded onto the genome: a 

protein-gene interaction matrix (see fig. 4.10) and a signalling protein-protein interaction 

matrix (see section 4.5.1 on protein-protein interaction and fig. 4.9). The use of interaction 

matrices to model genetic interactions are frequently used in the computational [Mjolsness et 

al., 1995] and biology [Kerszberg and Changeux, 1998] literature.

Figure 4.10 shows an example protein-gene interaction matrix. After the proteins in a cell are 

presented to the cell’s genome, and consequently having ascertained, for example, that 

protein 3 and gene I ’s cis-site 4, say, have an affinity with one another (see table 4.5) and 

interact, fig. 4.10 tells us the result of the interaction (inhibitory or excitatory) and to what 

degree they interact. The degree o f interaction may be ascertained as follows. Since proteins
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interact with genes through cis-sites, once a protein and cis-site interaction is confirmed, the 

ID of the gene containing the cis-site is used as the, gene number, index (gene 1, in this case) 

into the protein-gene interaction matrix of figure 4.10. For example, the degree of interaction 

is determined by examining the column marked 3 (protein 3) and the row marked 1 (gene 1) 

which yields a small-medium inhibitory interaction.
Protein  ID

I '  Î  4

« * # - # #  *
' # ' $  * #  #

# 0
G ene N u m ber

'  ' #  # #  '

Figure 4.10. A protein-gene interaction matrix. The colour of the circles denote the type of interaction: 
(blue or light shade) inhibitory and (purple or dark shade) excitatory, while the size of the circles 
denotes the strength of the interaction i.e., small circles denote little interaction and larger circles 
denote large interactions.

The degree of interaction (or interaction strengths) can be likened to the weights associated 

with neuronal connections in artificial neural networks. In the context of development they 

represent different types of interaction, inhibitory or excitatory, which provide a convenient 

method of modelling different developmental scenarios. Consider for example, the 

extensively studied organism Drosophila Melanogaster in which the Delta-Notch (gene- 

receptor) signalling pathway plays an important role in development [Lawrence, 1992]. In the 

same cell, through the Delta-Notch signalling pathway, delta can inhibit the synthesis of 

Notch; however, when it interacts with other cells delta can stimulate the synthesis of Notch. 

Interaction strengths consequently represent a biologically plausible method for modelling 

the behaviour of proteins and genes in different developmental scenarios.

Typically, interaction strengths are not directly employed in artificial life models [Gruau, 

1994]. However, where they have been employed they appear to not vary [Eggenberger, 

1997, 2003], i.e., only one type of interaction is assumed, thus ensuring that the logic of the 

Delta-Notch signalling pathway, as described above, is not easily amenable in the model. To 

see the problem more clearly, consider two proteins, A and B, with an affinity with one
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another. During development, each time A and B meet, regardless of whether in a single cell 

or across cells (cell signalling), their mutual affinity with one another does not change and 

they will always interact the same way, conferring either an inhibitory or excitatory stimulus. 

Thus, models that do not use interaction strengths or equivalents o f them eliminate certain 

types of interaction crucial to development, as exemplified by the Delta-Notch example 

above. This is extremely important as it has the following effects:

• constrains the overall behaviour possible,

• limits the overall complexity of the solution.

• reveals the poor assumptions fed into the models— this is mainly due to computer 

scientists having to leam the difficult field of developmental biology, fi'om scratch.

G enes

In biology, the genome comprises sequences of DNA (often interrupted by non-coding 

regions termed, exons, that are removed by a process known as splicing [Lewin, 1999]) which 

transcribe at least a single molecule of maternal Ribonucleic Acid (mRNA), these sequences 

are known as genes [Lewin, 1999]. Genes may be viewed as developmental instructions. 

Each gene contains two discernible regions: the cis-trans regulatory region [Davidson, 2001] 

(also known as a promoter region [Alberts, et al., 1994; Lewin, 1999; Wolpert, 1998]) and the 

coding region [Wolpert, 1998] (see fig. 4.11). Typically, the cis-trans regulatory region is 

located just before (upstream of) the coding region in a gene (fig. 4.11), and may be viewed 

as a region containing a variety of protein preconditions, i.e., a region in which preconditions, 

in the form of proteins, are assembled, these proteins bind TFs in order for the gene to 

activate [Davidson, 2001].

Gene 1 Gene 2 Gene 3 Gene 4

1 4 7 4 2 6 1 7 1 4 4 1 3 7 2 1

Cis-sites Cis-sites Cis-sites Cis-sites

y — "cis-reg region cis-reg region

Transcription direction.

a
j

cis-reg region cis-reg region

Figure 4.11. A random genome created by hand. Promoters consist of a collection of cis-sites that TFs 
bind to, triggering transcription of the adjacent transcription factor. Each number denotes a protein. 
Trying to create a genome, which does something useful, is extremely difficult by hand; evolution is 
vital.
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Alternatively, the cis-trans regulatory region may be viewed as a precondition processor, with 

transcription factors relaying ‘circumstantial information’ assembling upon it [Davidson, 

2001]. The cis-trans region must integrate this information and send an output to the basal 

transcription apparatus, which ultimately makes the decision to either transcribe or not. In 

contrast to the cis-regulatory region, the coding region o f a gene specifies the transcription 

factor to be transcribed should the necessary preconditions have been met [Davidson, 2001].

Genes, at a very basic level, are regarded as being either ‘on’ or ‘o ff , this is known as a 

Boolean abstraction and forms the basis of a model of genetic regulatory networks termed 

Random Boolean Networks (RBNs) devised by Stuart Kauffinan in 1969 [Kauffman, 1969], 

see chapter 2 for a review. Models involving Boolean abstractions for gene expression, either 

emit a protein at its maximal rate or they do not emit at all [Kauffinan, 1993; Wuensche,

1997]. This ‘all or nothing’ Boolean abstraction is, however, not strictly accurate [Reil, 

1999a]. Genes have a third option: they can emit a protein at various levels including a very 

low background level, known as the basal transcription rate [Alberts, et al., 1994; Davidson, 

2001].

In the EDS, a gene is represented as an object containing two members approximating the 

cis-trans regulatory region and coding regions of biological genes: an array of cis-sites and a 

single TF. The cis-trans region of a gene requires various TFs to assemble upon it. The gene 

then integrates these TFs and either switches the gene ‘on’ or ‘o ff; the EDS, also permits 

variable gene activation as well as ‘all or nothing’. Integration is subsequently performed by 

summing the product of each TF’s concentration and interaction coefficient. This sum 

provides the input to a sigmoid threshold function [Bishop, 1995], which, after a few further 

operations (see equations in table 4.6), yields a probability between 0 and 1 of the gene firing 

[Kerszberg and Changeux, 1998; de Jong, 2003].

Equation Explanation

d
input -  ^conCj *mXeraction strength^

(=1

Total activity of all TFs assembling upon a single gene’s 
regulatory promoter.

input-THRESHOLD CONSTANTactivity -  ----------------------- =----------------
SHARPNESS _CONSTANT

Activity fimction for a single gene.

acHvation probability = ‘ + Gene activation probability, which uses a sigmoid to 
integrate the sum of all regulatory inputs to a single gene.

Table 4.6. Equations used to calculate the activity of a single gene by summing the weighted product 
of all transcription factors regulating a single structural gene.
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Using the result of the sigmoid as a probability provides a convenient way to model variable 

activation and genetic noise. The choice o f threshold function used in the EDS is the 

hyperbolic tangent function (see fig. 4.12).

INPUTS OUTPUT

TFi 0.45 ‘on’

TFj 0.02 ‘ofF

Figure 4.12. A gene showing the various positive and negative inputs received in the form of 
transcription factors, with their respective interaction strengths, and concentrations of 0.24, 0.87, and 
0.11 respectively. Internally, the gene integrates these TFs and decides whether to switch the gene ‘on’ 
or ‘off. TF] and TF3 are both activators, whereas TF2 is a repressor, denoted by a symbol.

4.5.3 Cells

Cells are fimdamental to biological development. They house important structures such as the 

Endoplasmic Reticulum (a compartment in eukaryotic cells, in which lipids are synthesised 

and membrane-bound proteins are made) [Alberts et al. 1994], Golgi apparatus (a system of 

stacked, membrane-bounded, flattened sacs involved in modifying, sorting and packaging 

macromolecules for secretion to other organelles) [Alberts et al. 1994], the nucleus (in the 

case o f eukaryotic cells, which contains the chromosomes) [Alberts et al. 1994] and house 

keeping machinery necessary for the survival and general health of the cell (waste 

management machinery, for example) [Alberts et al. 1994]. Many processes may occur in 

parallel all the time.

Cells can be viewed as autonomous agents. These agents have sensors in the form of 

receptors able to detect the presence of certain molecules within the environment. 

Additionally, the cell has effectors in the form of hundreds and thousands o f protein 

molecules transcribed fi’om a single chromosome able to affect other genes in other cells by 

binding to their receptors. This ability o f cells to affect the behaviour of other cells through 

the emission of proteins plays a vital role in regulation during development.

In biology, cells are able to carry out a wide range of behaviours, for example, cells are able 

to proliferate, differentiate, grow and die. The range of behaviours cells perform can be 

viewed at two levels: external- and internal-cellular levels. External cellular level behaviours
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can be regarded as working at the macro level and whose effeets are visible, for example, cell 

division and cell death. Internal cellular level behaviours can be regarded as working at the 

micro level, and whose effeets are not visible, for example, the triggering of signal 

transduction cascades and protein synthesis at ribosomes. The internal level ean be viewed as 

performing behaviours that faeilitate the external level.

Cells in the EDS (see fig 4.13a for a VRML rendering of a cell from the EDS) eontain five 

main members: a genome, a current state, a new state, a list o f its daughter eells and a dead 

flag. Figure 4.13b provides a pseudocode definition of the stmcture o f a eell in the EDS. 

During development the current state at time (t) of a cell is used along with extracellular 

information, in the form of diffusing proteins, to deeide on what eourse o f aetion the cell 

should undertake at time (t+1), i.e. the new state. All updates to a eell’s state are deposited 

into its new state. Eaeh cell keeps traek o f its daughter cells by storing them in a loeal array 

of size twelve; this value is used to account for all the possible neighbours a eell can have in 

the isospatial grid (see fig. 4.21 for a graphieal depietion o f the n-ary tree data strueture used 

to house all the eells o f an embryo).

Genome

Current State 
New State 
Daughter cells[ 12

(a) (b)
Figure 4.13. (a) A VRML rendering of a single cell from the EDS. (b) the constituents of a cell.

Cell S tates

Cells in the EDS have two state objects: current and new (see figure 4.14 top for a full 

specification o f a cell). During development the system bases future decisions on the eurrent 

state of the cell, the outcome of which is deposited into the eell’s new state. After a 

developmental iteration has ended, eaeh ee lfs  eurrent and new state objects are swapped 

ready for the next eyele— see figure 4.15.
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Dead
Isospatial coordinates 
Cartesian coordinates 
New daughter cells [ 12 ]

Cytoplasm[ # PROTEINS ] 
Receptors[ # RECEPTORS

• False • Tme
• 0, 0, 0, 0, 0,0 • 0, 0, 0, 0, 0, 0
• 0, 0,0 • 0, 0,0
• None • None
.  C = {1 ,2 , 5, 7} • C = {1 ,2 , 5, 7]
• R = { 3 ,5 ,4 ,2] • R = { 3 ,5 , 4, 2}

Current state New state

Figure 4.14. (top) Cell state specification, (left) Example contents of the current state of a cell, (right) 
Cell’s new state reveals that the cell has undergone apoptosis and will no longer participate in 
development, denoted by the dead flag set to true.

• False • False
• 0, 0, 0, 0, 0, 0 • 0, 0, 0, 0, 0, 0
• 0, 0,0 • 0, 0,0
• None • 1 daughter cell
• C = { 1 ,3 ,5,7} • C = { 1 ,5 ,7}
.  R = { 1 ,2 ,3,7} • R =  {lb, 2,3, 7b}

Current State New State

Figure 4.15. Contents of the current and new states of a cell before a swap is performed at the end of a 
developmental iteration. The new state shows that cytoplasmic protein 3 has degraded and no longer 
exists, while receptors 1 and 7 are now in the bound state. The letter ‘b ’ in the receptor list denoting a 
receptor is in the bound state.

Cell Surface Receptors and Cytoplasm

In biology, cell surface receptors are proteins that are used as ‘sensors’ [Alberts et al., 1994]. 

They sense signals, in the form of extra-cellular proteins, by binding them (see fig 4.16). Not 

all signalling proteins or ligands are bound by receptors. Different receptors and proteins 

‘prefer’ to interact, that is, receptors and proteins have differential affinities. In the EDS, an 

evolved affinity matrix, as described earlier in section 4.5.1 specifies whether a receptor and 

protein will interact, see table 4.5. The degree to which the two chemicals will interact 

depends entirely on their evolved protein interaction values, see fig. 4.9. By evolving
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chemical affinities, evolution is able to determine which proteins will affect which cells.

Transcription Factor 
(ligand)

(b)(a)

Figure 4.16. Cell surface receptor, (a) Shows an empty, unbound receptor, (b) Shows a ligand bound 
receptor.

In the EDS, receptors are essentially protein objects. They are the same as proteins in all 

aspects but one: receptors have an additional variable, bound (the bound variable is a user 

option and can be ignored, if set by the user). The bound variable denotes whether or not a 

receptor is in the bound state, i.e., it has bound a ligand from the extracellular matrix. 

Receptors are the same as proteins, they are synthesised and decay at rates evolved on the 

genome; however, in the EDS they do not diffuse. As the simple analysis o f complex systems 

is central to the design o f the EDS, the omission o f diffusion for receptor proteins was 

deemed appropriate for simplification purposes.

The result of endowing receptor proteins with synthesis and decay rates (see table 4.4) is a 

natural implementation of regulating sensitivity to stimulus. Cells may control their 

sensitivity to stimulus or insensitivity to further stimulus, termed refractoriness, by evolving 

genes to regulate the synthesis and decay o f cell surface receptors. For example, if a receptor 

A is synthesised at a high rate each iteration, the result is to make the cell more sensitive to 

ligand A. In so doing, cells are able to control the formation and destruction o f their own 

receptors by synthesising the correct proteins. This is achieved through the use o f 12 receptor 

creation proteins with IDs 9 through 20, see table 4 .1. Receptors synthesised in high amounts 

persist longer than receptors synthesised in small amounts.

Evolution initially evolves a set of 12 receptors for the zygote cell (note each cell can store 12 

receptors). Cells are able to synthesise receptors through the use o f the receptor creation 

proteins (with IDs 8-19). The receptors are able to bind other proteins through the use o f the 

affinity matrix as for all proteins. Cells inherit their receptors from their parents, the 

concentration they inherit is half that o f their parent’s receptor level. The process o f creating 

a receptor is simple: if a receptor creation protein is present within the cell, the corresponding
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receptor is created according to its synthesis and decay rates (see eqn. 4.1) as for a normal 

protein (as described in the section on protein creation and initialisation earlier). However, 

the receptor is only created if a previous receptor has decayed to a concentration o f zero; this 

permits the new receptor to take the place of the previous receptor. If all 12 receptors are 

functioning and present, receptor creation is aborted. The concentration of receptors is 

adjusted as for proteins. The decision to synthesise or decay a receptor is based on whether its 

corresponding receptor creation protein is present; if it is present (in any quantity at all, no 

matter how small) the receptor is synthesised and if it is not present the receptor decays.

Receptors have co-ordinates, which are offset by 0.25 from the cell’s surface. This was 

achieved by placing receptors at 12 points around the 12, isospatial axes o f a cell, see fig. 

4.17. These receptors are free to interact and bind with transcription factors within the extra

cellular environment o f the embryo.

Figure 4.17. The locations of receptors around the surface of a cell. The shaded circles denote the 12, 
isospatial points at which receptors are located.

Each cell has 12 receptors, which may decay (resulting in the loss o f the receptor) or increase 

(resulting in multiple receptors) in concentration as regulated by the appropriate genes inside 

the cell. Receptor proteins are able to bind different proteins by virtue o f the affinity-based 

matrix that specifies which receptors bind which proteins. Thus, a receptor’s decision to bind 

a protein is based firmly on whether or not the receptor has an affinity (which is evolved) 

with the ligand in question. For example, if a cell A has a receptor A1 and a cell B emits a 

ligand 81, A !  will only bind B1 if  the evolved affinity matrix contains a 1 in the A l-B l  

matrix element, if the element contains a 0 no interaction is permitted. The result of the 

interaction is specified by the protein-protein signalling matrix, see figure 4.9.
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Cell Polarity

In biology, the cell is compartmentalised (divided into compartments). Proteins are able to 

diffuse in all directions and cells are able to sense them. A protein may diffuse to, say, the 

north-east face of a cell. The cell is able to sense the protein (through the use of receptors), 

triggering developmental events within the north-east segment o f the cell. In so doing, the 

cell has a notion of direction—thus, the cell can be thought of as being polarised. An example 

of the specification of polarity is during fertilisation, i.e., the polarisation of the egg by the 

direction of sperm entry [Wolpert, 1998].

Receptors play a fundamental role in polarity. It is their job to bind proteins from the 

extracellular matrix and so convey important information to the cell [Wolpert, 1998]. During 

development, cells continually synthesise, decay and internalise receptors. Receptor 

regulation is thus vital, in order to maintain contact with the cell’s neighbours and 

surroundings. Cells must, therefore, be able to produce receptors. A subtle problem is that of 

how cells are able to direct newly synthesised receptors to different parts o f the cell’s surface.

Computational models of development in artificial life and evolutionary computation suffer 

from the flaw of cells having no polarity. Typically, models o f development assume that a 

protein can be sensed on all faces of the cell in equal concentrations; this renders the cell with 

no sense of direction. Consider two cells (cells A and B where cell B is on cell A ’s right-hand 

or east side) next to each other. Cell B secretes a protein, which diffuses equally in all 

directions. Cell A’s east-face, then, sees exactly the same amount of the protein as its north, 

south and west faces! This is clearly, inaccurate and actually embodies a subtle flaw: how can 

the opposite side of a cell sense exactly the same amount of protein as the face that actually 

receives it? This could, perhaps, be possible if  the cell was infinitesimally small! Consider the 

same two-cell scenario with polarity: cell B secretes a protein, diffusing equally in all 

directions. Cell I ’s east-face will see more of the protein than its north and south faces, or 

west face.

This mechanism has the additional benefit of bringing time-related effects into play. When 

cell A ’s east-face detects the protein and emits another in response, it affects other cells in a 

similar manner. It is clear to see how mutations in the diffusion rate of the first emitted 

protein could cause it to diffuse much more slowly taking longer to reach the east face o f cell 

A, and in so doing an aspect of time is incorporated (developmental timing).
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Although cells in the EDS are not compartmentalised, the EDS does employ a novel 

implementation of cell polarity through receptors. The spherical cell uses the isospatial axes 

to define 12 isospatial points around the surface of a cell to place receptors. Thus, enabling 

receptors to be placed at any of the 12 points, and so sample extra-cellular proteins as it sees 

fit.

Sampling is achieved by calculating the isospatial co-ordinates of a single receptor. This is 

done by adding and subtracting an OFFSET, of 0.25, fi'om or to the cell’s isospatial co

ordinates, i.e., each axis defining a single point in the isospatial grid. The resulting isospatial 

co-ordinate uniquely identifies a point on the surface o f the cell as shown in fig. 4.17. These 

isospatial co-ordinates are converted to Cartesian co-ordinate values, using the method and 

equations described in the section on isospatial and Cartesian co-ordinates and visualisation. 

For efficiency of calculation, the Cartesian value is used to calculate the distance between a 

cell’s receptor and a signalling protein. Each receptor, able to bind the current signalling 

protein, is permitted to sample the proteins in its vicinity.

Cell Signalling and Signal Transduction

The EDS models three of the five signalling methods: endocrine, paracrine, and autocrine 

[Hancock, 1997]; synaptic and juxtacrine signalling [Hancock, 1997; Wolpert, 1998] are not 

implemented and remain for future work, see appendix A for more details on biological 

signalling methods. Cells may signal by emitting short- or long-range protein molecules; a 

target cell’s receptor may then recognise the protein and bind it.

Cell signalling, in the EDS, proceeds as follows. Each cell, as mentioned in section 4.5.3 on 

receptors, has 12 receptors. An evolved affinity matrix is used to specify which chemicals 

have an affinity with one another. Cell signalling is implemented by examining all the 

proteins of each cell against the receptors of the current cell in focus. The affinity matrix 

specifies if  receptor and protein should interact and the protein-protein interaction matrix 

specifies the result of the interaction should it be permitted.

Having established an interaction may occur, the result of the interaction must be determined, 

as described in section 4.5.1, on protein-protein interactions. The protein-protein interaction 

matrix is consulted using the IDs of the protein and receptor in question to lookup the result
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of an interaction, which may be inhibitory or excitatory—equation 4.4 is used to calculate the 

activity strength received at the receptor due to the interaction. It is this activity that is 

conveyed to the genome via signal transduction.

Having explained how cell receptors may or may not bind a signalling molecule (ligand) 

from the extra-cellular matrix, we now consider transduced signals. In biology, signals 

received at the cell's surface via receptors are transduced across the cell's membrane [Alberts, 

et al., 1994]; often transductions set in motion cascades o f long and complicated reactions 

called transduction pathways. These pathways ultimately regulate the expression of genes 

housed in the nucleus [Alberts, et al, 1994; Wolpert, 1998]—transferring transduced signals 

across the nuclear envelope constitutes additional complexity and affords another opportunity 

for gene regulation and is not modeled in the EDS.

Since the EDS is a large system with many interacting parts, it was necessary to use simple 

mechanisms and processes in order to explain how designs that emerge were constructed. 

Since each cell had 12 receptors, each receptor was deemed capable of generating a single 

transduction signal—leading to a total of 12 transduction signals that could be recombined 

with any of the genes in order to regulate their expression. But how are transduced signals 

recombined to regulate different genes? In order to encourage varied methods of 

transduction-gene regulation, the mapping between the 12 transduced signals and regulating 

genes was evolved.

Cell signalling refers to interactions between cells; there is a difference between how proteins 

within a cell affect the genes and how proteins received through cell signalling affect the very 

same genes. Cellular signals often involve a long, non-linear and complicated process: a 

signal is received by the cell's surface receptor, they interact and generate a transduced signal 

which then sets off a cascade o f fiirther reactions that eventually may or may not regulate the 

expression of different genes.

In order to model this type of behaviour, the EDS uses a cell-signalling matrix that is distinct 

from the gene-interaction matrix responsible for determining the results of protein-gene 

interactions within cells, which is encoded onto genome 1 (see table 4.4). A separate 

signalling protein-protein interaction matrix ensures different types o f interactions and 

dynamics are possible; this is more biologically accurate than assuming the same type of
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interaction between inter- and intra-cell communication (see section 4.5.1 on protein-protein 

and protein-gene interactions and fig. 4.9 for details on the cell-signalling matrix) [Mjolsness, 

et al., 1995]. For example, consider a receptor A that interacts with a ligand 1 with 

concentrations 0.21 and 0.64 with a signalling interaction value of -0.67; in words, the 

interaction between receptor A and ligand 1 is inhibitory and the interaction between the two 

is calculated using eqn. 4.4.

cell inteiaction = * concjp * interactim value — eqn. 4.4

Where concR is the concentration of the receptor,
concTF is the concentration of a transcription factor received at the receptor, and 
inteaction value is the strength of the interaction between receptor and TF.

Using eqn 4.4 yields the following: (0.21*0.64)*-0.67 = -0.090048. Thus, the result of the 

interaction between receptor A and ligand 7, across cells, translates to a small inhibitory 

effect.

4.5.4 Cell Behaviours

Real cells perform and exhibit many functions or behaviours, for example, they can grow, 

divide, die, differentiate, synthesise and decay TFs and receptors, to name a few. These 

behaviours are controlled by proteins synthesised by the differential expression of subsets of 

genes. This section details the cellular behaviours implemented in the EDS.

Cell Division: Symmetric and Asymmetric

In the EDS, cell growth is not implemented for computational efficiency, thus cells do not 

grow (that is, increase in size and volume); rather all cells are of the same fixed size. Two 

proteins control division during development: a division activator (protein 0) and an inhibitor 

(protein 1). In order for cell division to occur the cellular concentration level o f the division 

activator protein, 0, must be greater than the concentration of division repressor protein, 7, at 

the same time, the division protein must be present in a concentration greater than a user- 

defined threshold. For example, consider the two division proteins 0 and 7 (divAct and 

divRep) with concentrations o f 0.7 and 0.64, respectively, and a user-defined division 

threshold of 0.25. The result is that the division activator protein is present in a higher 

concentration than the repressor protein (0.64) and the division threshold of 0.25, thus the cell 

divides. If  however, the concentration of divRep was greater than 0.7, division would be
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repressed and fail.

Having worked out whether a cell should divide, we must now decide where the daughter cell 

is to be placed in relation to the parent cell. In biology, this is not an easy question to answer; 

in fact, it is quite involved (see appendix A for more detail on division orientation in 

biology). The EDS, however, uses the following criteria to determine where the daughter cell 

will be placed. Cell division, in the EDS, is controlled by the relative amounts o f division 

activator protein to repressor protein; division direction, however, is governed by a spindle in 

each cell that may be viewed as operating in a similar manner to a compass. Its initial 

direction (default direction) is set by evolution, and can be any one of the 12 directions that 

correspond to the isospatial grid. As development proceeds, the direction of the spindle 

changes due to the influence o f a subset of 4 different proteins, which are able to rotate the 

spindle in either a clockwise or anti-clockwise direction: proteins 4 (rotates the spindle 1 

direction clockwise), 5 (rotates the spindle 1 direction anti-clockwise), 6 (rotates the spindle 

clockwise by an amount specified by the protein's concentration) and 7 (rotates the spindle 

anti-clockwise by an amount specified by the protein's concentration), see table 4.1.

Two main methods of rotating the spindle (and consequently method of selecting division 

direction) were implemented: mitotic spindle (see fig. 4.18), and concentration dependent 

mitotic spindle (see fig. 4.19). The first division method, termed the Mitotic Spindle method 

(MS) uses the evolved default direction, which each cell inherits from its parent (note that in 

this method the default direction is not fixed to the evolved value, it can change). This spindle 

rotating method relies on proteins 5 and 6, which deduct or add 1 direction from the default 

direction inherited by the cell. In order to determine which rotation is to occur, each iteration 

which ever of the two proteins has the highest concentration wins and will either deduct or 

add a single direction, modulo the total number of directions, i.e., 12. In the absence of either 

proteins, or if  both protein concentrations are equal the default direction is selected.
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Figure 4.18. Illustration of the mitotic spindle rotation and division method (MS). (a)shows the default 
direction, while (b) shows the result of rotating the spindle by direction 1 anti-clockwise (dotted line) 
and clockwise (dashed line) through the use of proteins 5 and 6, respectively.

The second division method is termed the Concentration Dependent Mitotic Spindle (CDMS) 

division method, see fig. 4.19. This method again uses the evolved direction as a default; the 

value is inherited by each cell and can vary according to the dynamics of the cell.

0 j Division q j

2 2

(#

Figure 4.19. Illustration of the concentration dependent mitotic spindle rotation and division method 
(CDMS). (a) shows the default direction, while (b) shows the result of rotating the spindle by 6 
directions anti-clockwise (dashed line) and 5 directions clockwise (dotted line) through the use of 
proteins 7 and 8.

The difference between this method and the previous method is that in the previous method 

the axis o f division only ever changed by 1 in either a clockwise or an anti clockwise 

direction. This method, however, surrenders the magnitude o f the change in direction to the 

concentration of proteins 6 and 7. Since each protein can only achieve a maximum 

concentration of 1.0 and there exist 12 possible directions, each protein is only permitted to 

rotate the spindle by 6 directions clockwise or anti-clockwise from any particular starting 

direction. The protein with the highest concentration wins, with protein 6 turning the mitotic 

spindle anti-clockwise and protein 7 turning the spindle clockwise, see fig. 4.19.
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N° _ directions =  pro^orji — eqn. 4.5

Where N°_directions is the number of directions the spindle is to be rotated by and 

Concprot6_or_7 is the concentration of either protein 6 or 7.

A further example is, if the default direction is 5 and proteins 6 and 7 have concentrations of, 

say, 0.534 and 0.241, respectively, then the spindle will rotate according to eqn. 4.5, yielding 

the following: 0.534/(1/6) = 3 directions resulting in a final direction of 5-3 = direction 2.

In biology, cells undergo two types of cell division: symmetric and asymmetric. The 

symmetry, or asymmetry, is with respect to proteins sequestered within the cell [Wolpert, 

1998]. During a symmetric division the cell has its contents evenly distributed between itself 

and the daughter cell [Wolpert, 1998]. During an asymmetric division, however, the cell has 

its contents unevenly distributed thus, daughter and parent cell have different proteins 

[Wolpert, 1998]. Asymmetric division is important to the process o f cellular differentiation as 

it is responsible for introducing variation into the developmental dynamics by altering which 

proteins are present in daughter cells [Wolpert, 1998]— it is also an important developmental 

feature that is not included in previous artificial life models of development for evolutionary 

design.

The EDS models both symmetric and asymmetric division in the following ways. Symmetric 

division is modelled by sharing the parent cell’s cytoplasmic proteins between the parent and 

daughter cells evenly. Asymmetric division, however, is much more involved. It uses 20 

proteins that have IDs 20 to 39. Each of these 20 asymmetric proteins has a corresponding 

protein whose distribution during division it affects. In order to work out the corresponding 

protein that any particular asymmetric protein affects, simply deduct 20 from the ID of the 

asymmetric protein, thus the presence o f asymmetric protein 27 affects the distribution of 

protein 7. The only constraint on asymmetric division is that the asymmetric proteins 

themselves are not asymmetrically distributed but symmetrically distributed, they are also at 

the mercy of gene regulation. Once it is determined that a particular protein is to be 

asymmetrically distributed, the proportions of protein distributed to the daughter cell and 

retained by the parent cell are calculated using eqns. 4.6 and 4.7 as follows.
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daughter_©nc = conc„ * conc^^jo — eqn. 4.6

where concn is the concentration o f the nth protein and

conCn+20 is the concentration of the nth protein’s corresponding asymmetric protein

new_parent.conc = old_paren^conc -  daughter_oonc — eqn. 4.7

Assuming proteins 7 and 27 have concentrations, say, 0.72 and 0.281, using eqn. 4.6 the 

daughter cell will receive 0.72*0.281= 0.20232, this affects the parents concentration of 

protein 7, which using eqn. 4.7 now becomes 0.72-0.20232 = 0.51768.

Cell Differentiation

In biology, cellular differentiation is the specialisation of both cell identity and function 

leading to distinct cell types [Wolpert, 1998]. Different cell types exhibit different proteins 

due to differential gene expression. It is these proteins that determine the type o f a cell, for 

example, haemoglobin in red blood cells [Wolpert, 1998].

In the EDS, differentiation arises due to differences in gene expression dynamics as a result 

of symmetry breaking mechanisms, such as asymmetric division and cell signalling. Within 

the EDS, the result of such mechanisms is the expression of different genes and thus the 

synthesis of different proteins, giving rise to different cell types as flanked by the proteins 

contained within cells. Cell types, in the EDS, have different colours denoting the expression 

of different subsets of proteins. Since there are 8 proteins (in the simple model) and 40 

proteins (in the complex model), the total number of possible combinations is very large. In 

order to visualise the cell types as colours, these combinations need to be mapped to three 

parameters: red, green and blue. All three parameters have a value range between 0 and 1. 

However, it is only possible to discern colour with increments of 0.2, i.e., a red value of 0.2 is 

discernible, however, there would be little difference in colour if  this value changed to 0.3. 

Clearly, this is not a reasonable situation, thus the following arbitrary method was employed.

The total number of proteins was divided as follows. For the simple model, proteins 0, 1 and 

2 each contributed one third to the red component; proteins 3, 4 and 5 each contributed one 

third to the green component; while proteins 6 and 7 contributed 0.5 to their share o f one 

third of the blue component, o f the cell’s colour.
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In the complex model -  the model with 40 proteins -  the proteins were divided into 3 (40/3) 

= 13.333, from this the first 13 proteins contributed to the red component, the second set of 

13 proteins contributed to the green component, and the final 14 proteins contributed to the 

blue component. Each protein o f the red and green sets contributed 0.0769 to the overall red 

and green value ranges, while the proteins of the blue set contributed 0.0714 to the overall 

blue value range. These values are much smaller than the 0.2 increment used in the simple 

model, thus designs were much darker using this approach; in order to rectify this, the 

accumulated R, G, B values were deducted from a maximum of 1.0 for each component—this 

ensured that the designs were lighter in colour and shade.

Cell Death: Apoptosis

In biology, cell death falls into two categories: apoptosis and necrosis. These correspond to 

‘automatically programmed’ cell death, and a form of ‘suicide’ for when things go wrong, 

respectively [Wolpert, 1998]. Necrosis, for instance, is in operation when toxins or external 

perturbations damage a cell [Alberts, et al., 1994]. Apoptosis operates, for example, during 

digit formation in which the digits are sculpted through the automatic death of cells [Wolpert,

1998].

The EDS uses an apoptosis activator (protein 2) and apoptosis repressor (protein 3) to control 

cell death (much like that used for division). In order for a cell to die, in a ‘programmed’ 

manner -  i.e. apoptosis to be activated -  there must be more activator present than repressor, 

and the activator must be present above a fixed user defined threshold. The proteins 

functioning as the apoptosis activator and repressor are arbitrarily chosen, proteins 2 and 3,

i.e., they are not evolved. If apoptosis is activated the cell has its dead flag in both its current 

and new state set to true. By doing this the cell can no longer continue to divide within the 

current developmental iteration, or the next iteration. Necrosis is not implemented, in the 

EDS, and remains for future work. However, it must be remembered that the EDS does 

permit experiments in which the user is able to manually "kill' cells, this may be regarded as a 

form o f necrosis.

4.5.5 Embryos

The embryo represents the largest entity in development and is comprised of cells and 

proteins. Embryos within the EDS are no exception.
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Embryo Storage: the Design Tree

As development proceeds, division of the zygote and further cell proliferation results in a 

complicated design. It is not, currently, within the grasp of modern-day developmental 

biology to explain, fully, how the dynamics of interactions between thousands of genes, 

proteins, receptors and cells construct organisms.

In the EDS, to be able to understand exactly how genes, proteins and cells specify the final 

design, it was deemed important to keep a record of all genes, proteins, receptors and cells 

during development. As Dellaert has pointed out, developmental simulations can be quite 

computationally expensive [Dellaert, 1995] thus, efficient storage and retrieval is vital to the 

speed and success of the developmental simulations.

To this end, the EDS uses an n-ary tree data structure to store the contents of the embryo (see 

fig. 4.20); the root of which is the zygote, and where n (the number of branches each node 

may have) is set to a maximum of 12 corresponding to the 12 directions of the isospatial grid. 

As development proceeds cell division occurs. The resulting cells are stored as child nodes of 

the root in the tree.

Figure 4.20. A spherical embryo. Using the equation of a sphere as a fitness function (see chapter 5 for 
equations) with sphere of radius 2.0.

Thus, in order to examine all the daughter cells a given parent cell gave rise to, one simply 

traverses the children array of the node in question—this provides a quick and efficient 

method of deciphering cell lineage, i.e., identifying daughter and children cells. Proteins are 

simply stored within each cell. When a cell needs to examine the environment to determine 

which signals it is receiving, it traverses the tree and examines the state of the cells -  by 

examining their proteins -  against its own, and integrates the information.
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Zygote or root

# Children: 3
# Proteins: 2

# Children: 1
# Proteins: 1

# Children: 1
# Proteins: 3

# Children: 1
# Proteins: 5

# Children: 0
# Proteins: 0

# Children: 1
# Proteins: 0

# Children: 0
# Proteins: 0

# Children: 2
# Proteins: 0

# Children: 0
# Proteins: 1

# Children: 0
# Proteins: 2

Figure 4.21. An example embryo showing its contents in terms of individual cells reflecting the n-ary 
tree data structure.

4.6 Summary

This chapter described the design and implementation of a novel biologically plausible model 

of development as part of an object oriented software testbed (the EDS) for study of 

development in evolutionary design. The EDS was written in C-H- and is object oriented; it 

has a genetic algorithm and a biologically plausible model of development that is comprised 

of objects that model:
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• cells,

• proteins and receptors, and

• genes.

Proteins are able to diffuse throughout 3D isospatial space and interact with cells by 

interacting with cell surface receptors (cell signalling). Three types o f biological signalling 

are implemented in the EDS:

1. paracrine,

2. endocrine and

3. autocrine.

A novel genetic representation (called the cis-trans representation) based on Eukaryotic 

genetics was developed for use with the EDS and the genetic algorithm. It too is composed of 

objects:

• cis-sites (which maybe regarded as preconditions) and a

• coding region (which maybe regarded as an action to be taken should the necessary 

preconditions have been met).

The cis-trans representation was designed to:

• capture the dynamics o f protein-gene interactions in biology,

• capture the real-time continuous nature of protein-gene interactions (to facilitate the 

self-assembly of control systems), and

• be amenable to evolution.

In addition, the EDS, permits the following types of interaction.

• protein-protein (one part o f cell signalling)

• receptor-protein and

• gene-protein.

The EDS employs two different methods of binding for the interactions listed above: template 

matching and simple affinity-based binding. The simple affinity-based binding constitutes a 

limited artificial chemistry between proteins, in that it does not specify the result o f an 

interaction, only that an interaction is possible. Two matrices specify the results o f protein- 

gene and protein-protein interactions: the protein-gene interaction matrix and the protein-
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protein cell signalling interaction matrix.

The EDS also models signal transduction. Signals received at receptor sites may be amplified 

or down regulated and are permitted to regulate the expression o f the genes. The mapping 

from transduced signal to gene -  in order to regulate their expression -  is evolved.

Equations that govern the behaviour of the system were also provided, for example, as 

applied to:

• protein synthesis and decay,

• calculation o f co-ordinates from and isospatial to Cartesian and vice versa,

• calculating distances between two points, a protein or cell fi-om another protein or

cell, in three dimensions,

• calculation o f concentration of a protein at a distance fi*om the source,

• gene activation and repression, together with sigmoid threshold activation fimctions,

• cell signalling, and

• the determination of cellular behaviours.

Cells, in the EDS, are rendered in 3D using VRML and are able to divide, differentiate and 

die—proteins control these cell behaviours. Two methods of cell division are permitted: 

symmetric and asymmetric. In addition, the biological assumptions behind the modelling of 

entities and processes were provided. Example screen shots fi*om the EDS were provided to 

illustrate many of the biological phenomena modelled such as: cell proliferation, cell death, 

embryo formation, i.e., a design.

This chapter has provided a bottom-up description of the implementation and operation of the 

system, which was followed by an overall description o f how development proceeds. The role 

and operation o f the genetic algorithm in relation to development was also detailed. The 

chapter has built an overall dynamic picture of the EDS, while also providing an essential 

understanding of the operation of individual components of the system.
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Chapter 5: The Transition from Single Ceils to Multi- 

Cellularity: the Evolution of Genetic Regulatory 

Networks and Mechanisms of Oriented Ceii Division

“One o f the most important questions for embryology relating to the activity o f the genes 

cannot be answered at present. Whether all the genes are active all the time, or whether some o f them 

are more active at certain stages o f development than are others, are questions ofprofound interest.

T.H. Morgan, 1927

5.1 Introduction

Mendel’s experiments with peas [Smith and Szathmary, 1995; Jones, 1999], in the 1800s, led 

to the discovery of the laws of genetics. Mendel realised that certain “factors,” as he termed 

them, responsible for phenotypic traits, were being inherited. These ‘factors’ were labelled as 

‘genes’ by Danish botanist Wilhelm Johannsen in 1909 [Wolpert, 1998]— at last Mendel’s 

“factors” had finally been identified (see appendix A for a brief historical review of 

achievements in developmental biology). However, it was not until the discovery of the 

structure of DNA, attributed to Watson and Crick [1953], that the study of development was 

able to explain developmental processes and phenomena in terms of tangible genetics which 

enabled the experimental manipulation of genes.

The quote above, by developmental biologist T.H. Morgan in 1927, acknowledges that genes 

and their activity are of profound mterest to developmental biology, as Raff [1996] notes, 

however, although Morgan used modem terms of gene activity, Morgan did not have the 

tools to explore the concept further. Since, however, the impact of genetics on developmental 

biology has been pivotal. In order to appreciate fully how developmental processes emerge 

we must be able to understand the genetic bases that underlie them. Genes control 

development by synthesising different proteins at different times during development 

[Wolpert, 1998].

Genetics undoubtedly gave development a new lease on life enabling precise questions to be 

posed. What do genes do? How do they code for proteins? Do they interact with proteins? If

' Quote taken from Raff, R. [1996]. The Shape of Life. Chicago University Press.
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so, how? How do genes specify the processes of differentiation, pattern formation, 

morphogenesis and positional information? How do genes specify the generation of form? 

Unfortunately, even in today’s hi-tech biochemistry dominant world, the genetic basis of 

morphogenesis is still poorly understood. Pattern formation, on the other hand, is only 

marginally better understood [Slack, 1999].

As described in chapter 2, the field of Evolutionary Computation (EC) takes its inspiration 

from natural evolution and genetics. Traditionally, computer models of evolution, 

evolutionary algorithms [Bentley, 1999], have used analogues of genes to define parameters 

for optimisation purposes. Recently, however, it has been recognised that genes (in nature) 

take part in an elaborate, complex and indirect mapping (development) between genotype and 

phenotype in order to construct organisms as solutions to the problem of life. It has 

consequently been necessary to understand how the genes in EAs can be used to generate 

programs that specify how solutions are to be constructed, chapter 3 described 3 preliminary 

case studies that compared different approaches to the generation o f such developmental 

programs. Consequently, the role of evolution shifts from constructing phenotypes to 

evolving instructions that specify how phenotypes are to be constructed [Eggenberger, 1997; 

Kumar and Bentley 2003c]. This shift in role is an important but subtle point, which 

implicitly concedes that evolution, on its own, is limited in its ability to construct complexity 

and indeed on-going novelty [Fontana, et al. 1994; Kumar and Bentley, 2003c]. To this end, 

chapter 4 described the design and implementation of the EDS testbed, which permits the 

study of the evolution of developmental programs that specify the self-assembling 

construction of designs.

This chapter addresses the broad questions: can we evolve development? And can we use a 

developmentally inspired model of development for evolutionary design? This question has 

been posed and answered in the affirmative by researchers [Bongard, 2002a; Eggenberger, 

1997; Homby, 2003, Kumar and Bentley, 2003a,b,c,d]; it was also investigated in chapter 3 

of this thesis. However, there has been no work in addressing the following problem. Can we 

learn from developmental biology to help in the self-assembling construction of specific 3D 

morphologies for evolutionary design? This question is explored by describing experiments 

carried out using the novel Evolutionary Developmental System testbed described in chapter 

4, to evolve developmental programs that specify and control the self-construction of various 

shapes (morphologies).
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The experiments performed in this chapter were motivated by the following questions.

• Can we evolve development?

• Can the EDS evolve genetic regulatory networks that show useful and complex gene 

expression patterns that may be mapped to other applications such as control tasks?

• Can we harness the ability of genes to control complicated developmental processes 

and functions such as cell division and the self-assembly o f multi-cellular designs?

• How do different cell division strategies affect the development of morphologies?

• Is there a difference in the types of morphology obtained from using different 

strategies of cell division?

This chapter examines evolved developmental programs, using the EDS, which specify the 

self-assembling construction of various 3-dimensional morphologies for evolutionary design.

The first set of experiments, in section 5.2, explores the EDS’s ability to evolve genetic 

regulatory networks that direct the construction of static protein concentration arrangements 

in a single cell. The GRNs are shown to give rise to useful gene expression dynamics that 

may be mapped to other problem or application domains—analyses of the resulting GRNs are 

provided.

Having explored the ability of the EDS to solve tasks that require static solutions at a single 

point in time, the second set of experiments, in section 5.3, explores the EDS’s ability to 

evolve GRNs as control systems thus, moving away from static solutions to more complex, 

non-trivial dynamic solutions. In addition, the experiments pave the way, for the use of GRN 

control systems to control the self-assembly process.

Methods of gene-protein binding leading to successful interactions are important not only in 

biology but also in artificial life systems too (such as the EDS). For example, if  there is more 

than one method by which proteins and genes may bind and consequently interact, is there a 

difference between the methods? If so, why? In order to answer this question the third set of 

experiments, in section 5.4, provide a comparison between two types of protein-gene binding: 

template matching and simple affinity-based binding.

Having examined the evolution of GRNs for both static and control tasks. The fourth set of 

experiments, in section 5.5, looks at the use of GRNs to control different methods of
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performing cell division during the self-assembly process. This set of experiments is 

motivated by the following questions. How does a cell ‘know’ in which direction to divide? 

And do different methods o f deciding where to divide impact on the developing 

morphologies? If so, how? And if not, how does evolution cope with the differing strategies?

5.2 Experiment 1 : The Evolution of Genetic Regulatory Networks

The main objective of these experiments was to show that the EDS was capable of evolving 

genetic regulatory networks that show useful gene expression dynamics. To this end, 

evolution was set four tasks with the following in common. A single cell (the zygote) with 6 

proteins was used, proteins have names or unique IDs 0 through 5 (as used in the EDS); thus 

protein 1 had an ID of 0, protein 2 had an ID of 1, and so on.

All the tasks required the evolution of a genetic regulatory network able to set the 

concentration of each protein to a predefined target concentration (individual to each protein 

and user specified). The state of the cell in terms of the level of each protein present, may be 

viewed, as a pattern in the concentration of proteins. The task reflects the ability o f the 

genetic representation to specify definite concentrations of proteins, and differences between 

them at predefined, static points in time. Within a single cell such protein concentration 

patterns are not particularly important; however, they are of importance when viewed in 

terms of a multicellular design. Evolution may then be able to exploit the ability to achieve 

such tasks in single cells so as to aid in the multi-cellular construction process.

It is certainly true that biological cells are able to construct spatial and temporal patterns of 

proteins, as exemplified by the concept of morphogens in reaction diffusion systems [Turing, 

1952] and in positional information theory^ [Wolpert, 1969]. In multicellular designs, 

therefore, the ability of cells to specify the differential amounts of different proteins may lead 

to the emergence of complex patterns.

5.2 .1 Experiment 1: Setup

The first set of experiments involved three tasks, all o f which involved evolving the correct 

protein concentration arrangements for a:

 ̂The reader is referred to chapter seven for a detailed example of a genetic regulatory system able to give rise to a 
specific spatial and temporal pattern of a morphogen as applied to positional information theory.
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1. linearly increasing arrangement of protein concentrations

2. saw-tooth arrangement of protein concentrations

3. flat-line arrangement of protein concentrations

All the experiments in this section used the parameter settings shown in table 5.1.

Evolution
Parameter Value

Runs 100
Population Size 100
Generations 100
Tournament Size 30
Number of Genes (N) 7
Crossover 100%
Mutation per Gene 0.001

Development
Parameter Value

Number of Proteins 6
Developmental Iterations 30
Cis-Sites (K) 2
Division Threshold 1000
Apoptosis Threshold 1000
Gene Sharpness Constant 0.001
Gene Activation Thresholds Evolved
Protein-Protein Affinities Evolved
Gene Regulation Method T emplate+Affinity

Table 5.1. List of parameters and values for all static GRN experiments.

Development is kick-started by allowing evolution to seed the cell with initial starting 

conditions which take the form of proteins, akin to biological maternal factors laid in the egg. 

However, to ensure evolution did not simply seed the cell with all the proteins -  thus not 

requiring much of a genetic regulatory network -  only two proteins (selected arbitrarily) were 

permitted to act as initial conditions: proteins 2 and 5. Development proceeds by presenting 

the proteins to the genome in the first iteration and deciding which proteins regulate which 

genes. This results in new transcription factors being transcribed. The process is repeated 

over 99 iterations. The state of each gene is recorded every iteration, and a resulting gene- 

expression pattern obtained over the 100 iterations. The task demands a static arrangement of 

proteins at a fixed iteration, iteration 100.

The system used in this section is the same as described in chapter 4, except that only a single 

cell is used. A simple genetic algorithm [Holland, 1975; Goldberg, 1989] was employed with 

the parameter settings as summarised in table 5.1. Mutation was applied according to a 

Gaussian ensuring small mutations were made more often than large mutations. The size of 

creep mutations were + or - 0.05, 0.2, 0.4, and 0.5 with probabilities of 68%, 95%, 99.7%, 

100%, respectively.
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Each task set in this section used the following simple fitness function with a penalty 

constraint [Yu and Bentley, 1998] term to encourage the synthesis of proteins thus registering 

a concentration above zero.

total_penalty = ------------ --------------+ (# _proteins_not_present * PENALTY ) — eqn. 5.1
# _proteins_present

where #_proteins_present refers to the number of proteins present with concentrations above 

zero, except protein 0,

#_proteins_not_present refers to the number of proteins not present or with 

concentrations below zero and 

PENALTY is set to 100.

Linear Arrangement

A linear distribution of six different proteins was constructed by generating the correct 

concentrations for all six proteins with IDs 0 through to 5 (in this system, proteins have no 

effect on the behaviour of a cell). In addition, to equation 5.1, the following function was 

used to reward each cell for the correct concentration of its proteins.

protein levels = ^
1=0

cone, -
V

i . i
N

—  eqn. 5.2

where N refers to the total number o f proteins, in this case 6 starting from 0 through to 5, 

concj refers to the ith protein’s concentration, and 

i refers to the ith protein.

fitness = protein levels + total_penalty — eqn. 5.3

The fitness of each individual is simply the sum of equations 5.1 and 5.2 (i.e., eqn. 5.3), 

which provides a function to be minimised: low fitness corresponds to good solutions, while 

high fitness corresponds to poor solutions. The target term, in eqn. 5.2, provides a scaling 

factor for the concentration level o f each protein. Only protein 0 was permitted to have a 

concentration of 0 without attracting a penalty, this enables the arrangement to begin from 

zero.

Saw-Tooth Arrangement

The next set of GRN experiments investigated a saw-tooth arrangement. The following six
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target concentrations were sought for each protein respectively: 1.0, 0.5, 1.0, 0.5, 1.0 and 0.5. 

The final fitness score was the sum of squared differences between the achieved 

concentrations and the target concentrations, multiplied by a penalty term of 100 in addition 

to the result of equation 5.1.

N

protein levels = ^  (target. -  cone,, f  * PENALTY — eqn. 5.4
i=0

where N refers to the total number of proteins, in this case 6 starting from 0-5 

target[ 6 ] = {1.0, 0.5, 1.0, 0.5, 1.0, 0.5} 

conci refers to the ith protein’s concentration, 

i refers to the ith protein, and 

PENALTY is set to 100.

Flat-Line Arrangement

The third and final experiment in the GRN set, involved evolving a “flat-line” at a 

concentration of 0.5 for each protein, i.e., 0.5, 0.5, 0.5, 0.5, 0.5 and 0.5 using equation 5.5. 

This is a difficult problem to solve as all six proteins need to have the same concentration, 

0.5. System settings are shown in table 5.1
N

protein lwels = ^(target, -  cone, ) * PENALTY ^qn. 5.5
i=0

where N refers to the total number o f proteins, in this case 6 starting from 0-5 

target[ 6 ] = {0.5, 0.5, 0.5, 0.5, 0.5, 0.5} 

conCj refers to the ith protein’s concentration, 

i refers to the ith protein, and 

PENALTY is set to 100.

5.2.2 Experiment 1 : Results and Analysis

Linear Arrangement

Figure 5.1a shows how the population’s mean fitness changes over time. Figure 5.21b shows 

the best solution’s fitness over time. This individual is the best of the run for which the mean 

population fitness was plotted. Table 5.3 shows the best individual performs well achieving a 

best fitness of 0.221906; however, the population achieves a high standard deviation of 

170462.
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Figure 5.1 (a) Population’s mean fitness over time, (b) Fitness over time plot for the best linear 
arrangement.

P opu la tion Scores
Best fitness 0.221906
Worst fitness 1000000
Mean fitness 30720.8
Standard deviation 170462

Table 5.2. Statistics for the linear arrangement over 100 experiments.

Figure 5.2 shows the evolved genome for the linear arrangement task. All the proteins 

required to solve the task are emitted by at least one gene of the genome, with protein 4 

evolved twice by genes 3 and 6 as a TF to be emitted. Evolution seeded the single cell, and 

consequently, the genome, with only one of the two proteins it was able to use, protein 5. The
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cis-regulatory regions of 4 genes (1, 2, 4 and 7) specify protein 1 for their regulation 

(negative or positive). Due to the evolved chemistry, however, multiple proteins maybe able 

to interact and thus regulate the activity of any gene— consequently, K  in the EDS is implicit 

as it is in nature. It must be noted that the cis-regulatory region of every gene specifies at least 

two cis-sites. In theory, however, one cis-site may activate the gene, while the second cis-site 

may inhibit the gene’s activation. Each gene is, therefore, capable of behaving like a switch, 

permitting the entire complement of genes to express complicated logic.

[ 1 , 1 | 5 ]  [ 1 , 1 | 2 ]  [ 2 , 3 | 4 ]  [ 1 , 5 | 0 ]  [ 0 , 0 | 1 ]  [ 4 , 5 | 4 ]  [ 1 , 3 1 3 ]

0.255 0.076 0.415 0.852 0.044 0.309 0.03

Figure 5.2. The best genome responsible for generating a linear arrangement of 6 different proteins

In order to appreciate fully the operation of the evolved genome it is necessary to understand 

the evolved protein-protein affinity matrix.

Protein ID

Protein ID

0 1 2 3 4 5

0 1 1 0 1 0 0

1 1 1 1 0 0 1

2 0 1 1 0 1 1

3 1 0 0 1 1 0

4 0 0 1 1 1 0

5 0 1 1 0 0 1

Table 5.3. Simple evolved protein-protein affinity matrix. The matrix should be read as follows: to 
work out whether protein 0 will bind to protein 1, one simply examines the first column (protein 0) and 
the row (protein 1). If the cell contains a 0 there is no binding, if it contains a 1 binding can occur.

Table 5.3 shows the protein affinity matrix. Figure 5.3a shows the resulting phenotype with 

its linearly increasing arrangement of proteins. The genome achieved a fitness score of

0.221906. The linear arrangement starts fi*om protein 0, which needs to acquire a 

concentration of 0, while the last protein, 5, must achieve a target concentration of 0.8. The 

majority of the proteins are close to their final targets. However, protein 3 appears to have 

overshot its target of 0.5, but only by 0.1. Protein 4 has managed to narrowly miss its target 

of 0.66, and protein 5 has missed its target by the most achieving a concentration of 

approximately 1, missing the target of 0.8 by 0.2.
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Figure 5.3. (a) The final linear arrangement of 6 different proteins, (b)Concentration buildup over time 
of the 6 proteins, (c) Protein-gene interaction matrix, where light blue circles (or lighter shades) denote 
inhibition and purple (or dark) circles denote excitation; the size of the circles denotes the strength of 
inhibition or excitation.

Figure 5.3b shows some quite chaotic oscillating behaviour from proteins 1, 3 and 4. During 

such oscillating behaviour the desired linear arrangement of proteins is not present at any 

time other than the final iteration (as required by the fitness function). This, however, should 

not be taken to mean the oscillating behaviour is of no use—rather, the oscillating dynamics 

of the proteins are of more use than the final static outcome as they may be mapped to other 

applications such as control tasks. Fig. 5.3c shows the evolved protein-gene interaction 

matrix.
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Figure 5.4 shows the gene activation plot of the best genome able to generate a linear 

arrangement of 6 different proteins. The plots show the gene activation sequences over 99 

iterations (the 100^ iteration is not shown as the solution demands that the static pattern be 

achieved by the 100*̂  iteration). General cyclic patterns, in which sequences of gene 

activation are repeated over a number of iterations {attractor cycles [Kauffman, 1993; 

Wuensche, 1997]), are visible. For example iterations 3, 11 and 19 mark the starts of three 

short-lived patterns that are not quite faithful copies of each other, but which do capture a 

general sequence of activation of genes 1, 3, 5 and 7, however, the pattern is not very 

substantial. Iteration 26 shows an activation sequence that departs from the three general 

patterns observed previously dropping the system into a new cycle or attractor cycle.

G ene ID

1 2  3 4  5 

. J U f c J B J

^ p C C D i l
73v„JUIMII
-  —  ■_

Itera tion s

m  mrnmm

m■
■ M r : n i
m rm ^m
« n » r i

23 90

Figure 5.4. The gene activation plot for the linear arrangement, white and black squares denote genes, 
and the vertical axis represents time. The white square represent activated genes while the black 
squares represent inactivated genes.
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Of the seven genes, only the first gene (which emits protein 5) is activated continuously 

throughout the run. Protein 5 decays at a high rate ensuring that it does not stay around for 

long. Thus, the continuous activation of gene 1 synthesising protein 5 (which must be present 

in high amount in order to solve the requirements of the task) ensures that protein 5 remains 

constant at approximately iteration 25. Table 5.3 shows that proteins 0, 1, 2 and 5 regulate 

gene I's expression. Due to the gene having two copies of the same cis-site (1) the gene 

receives double the input. The gene’s relatively low activation threshold, of 0.255, also 

contributes to the gene’s continuous expression.

Gene 2 has the same cis-regulatory region as gene 1, thus proteins 0, 1, 2 and 5 regulate its 

expression too. Gene 2 emits protein 2, which has a low decay rate (once activated protein 2 

is present in the system most of the time) and has a much lower activation threshold, 0.076, 

than gene 1. There are two salient features related to both genes:

1. both have exactly the same cis-trans regulatory region and

2. both are affected by exactly the same proteins

However, the regulating proteins have the opposite effects on both genes. Figure 5.3c shows 

that proteins 0, 1, 2 and 5 have the following effects on gene 1: inhibitory, excitatory, 

excitatory and excitatory. In contrast, the very same proteins have the opposite effects on 

gene 2: excitatory, inhibitory, inhibitory and inhibitory. This is very important as it captures 

important properties necessary for a good model of genetic regulatory networks; see chapter 

4, section 4.5.1 on protein-protein and protein-gene interactions.

Saw-Tooth Arrangement

The change in population mean fitness over 100 generations for the saw-tooth arrangement of 

proteins is shown in fig 5.5 (top). The mean fitness changes dramatically describing a rugged 

landscape. This is in comparison to the best fitness graph in fig. 5.5 (middle). Fitness 

statistics are provided in table 5.4, which shows that the standard deviation achieved at the 

saw-tooth task is much lower, 746.383, than the linear task of the previous section.
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[ 5 , 5 | 3 ]  [ 4 , 4 | 1 ]  [ 2 , 5 | 4 ]  [2, 3 | 0 ] [0, 1 | 5 ] [5, 4 | 2 ] [3, 3 | 0 ]

0.576 0.036 0.014 0.284 0.11 0.527 0.708

Figure 5.5. (Top) Change in mean population fitness over 100 generations. (Middle) Fitness over time 
for the best saw-tooth pattern. (Bottom) Best saw-tooth genome with evolved gene activation 
thresholds, below.

P opula tion S co res
Best 0.670667
Worst 4193.23
Mean 640.38
Standard deviation 746.384

Table 5.4. Statistics for the saw-tooth arrangement over 100 experiments.

The best genome, shown at the bottom of fig. 5.5 generated the saw-tooth arrangement shown 

in fig 5.6. It achieved a fitness score of 0.670667. There are 3 genes that contain duplicated 

cis-sites: genes 1, 2 and 7. Additionally, there are no explicit autocatylitic genes. Genes 4 and
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7 both emit TF 0.

Saw-tooth arrangement o f  6 different proteins
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Figure 5.6. An evolved ‘saw-tooth’ arrangement of 6 different proteins. 

The evolved protein affinities are:

P ro tein  ID

P ro tein  ID

0 1 2 3 4 5

0 1 0 1 0 0 0

1 0 1 1 1 1 0

2 1 1 1 0 1 1

3 0 1 0 1 0 1

4 0 1 1 0 1 0

5 0 0 1 1 0 1

Table 5.5. Simple evolved protein-protein affinity matrix. Notably no autocatylitic genes exist.
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Figure 5.7. (Top) concentration buildup of every protein over time. (Bottom) saw-tooth patternat each 
iteration during development.

The top of fig. 5.7 shows the buildup o f proteins throughout development. Proteins 2 and 5 

are evolved as maternal factors (or initial conditions) used to seed the zygote. Proteins 0, 2 

and 5 rocket to their target, and maximum concentration o f 1 within 2 to 3 iterations. Proteins 

1, 3 and 6 take alternative trajectories toward their common final target concentration o f 0.5. 

Figure 5.8 provides the gene activation plot for the best saw-tooth arrangement o f 6 different 

proteins. The plot shows the different sequence o f gene activation patterns that occurred 

during the development o f the saw-tooth arrangement.

Gene 1 has two copies o f cis-site 5, which bind TFs 2, 3 and 5 (see table 5.5), and emits TF 3. 

TFs 2 and 5 confer excitatory effects on the gene (see fig. 5.9), while TF 3 confers a large
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inhibitory effect. The gene activation plot in figure 5.8 shows that gene 1 is active the 

majority of the time. The deactivation of gene 1 occurs when protein 3, the inhibitor, builds 

up and protein 5, the activator, decreases in concentration narrowly missing the activation 

threshold of 0.576.

G ene ID
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j T m I l

Iterations 15
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m r r
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2 7 1 —

3 3 :" " " " # # T

Figure 5.8. Gene activation plot of the best saw-tooth intra-cellular protein concentration generator.

Gene 2 has two copies of cis-site 4 and emits TF 1; its activation threshold is very low at 

0.036. The cis-sites ensure that TFs 1, 2 and 4 regulate the activity of the gene (see table 5.5). 

TFs 1 and 2 confer inhibitory effects while protein 4 confers a large excitatory effect. As the 

gene emits protein 1, which must be present in low concentrations (approximately 0.16), it 

comes as no surprise that the gene is regulated by two inhibitors. Since proteins 2 and 4 are
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present at maximum concentration, and given that protein 4 undoes the inhibitory effect of 

protein 2 thus providing an extra excitatory stimulation, it remains for protein 1, with its 

small inhibitory effect, to have the final say. Evolution controls gene expression by dropping 

the concentration of protein 1, thereby reducing the level of inhibition thus, activating the 

gene.

Gene 3 has cis-sites 2 and 5, emits TF 4 and has a low activation threshold of 0.014. All the 

TFs regulate this gene’s expression (see table 5.5) with half the TFs contributing a small 

excitatory stimulus. This gene is always expressed, as TF 4 needs to be present at maximum 

concentration.

Gene 4 emits TF 0, has cis-sites 2 and 3, and an activation threshold of 0.284. Since all the 

TFs regulate this gene’s expression (table 5.5), it is surprising the gene is rarely activated, 

especially since protein 0 is present in high concentration. Analysis shows that although gene 

4 is sparingly activated, gene 7, which also emits TF 0, is activated mostly of the time and 

contributes to the high concentration of protein 0.

Protein  ID

G ene ID

- * #

' ^  ̂ #  #

Figure 5.9. Visualisation of the protein-gene interaction matrix for the best saw-tooth genome.

Additionally, half the regulating TFs (0, 1 and 2) confer an excitatory stimulus with TF 1 

providing the largest; while TFs 3, 4 and 5 all confer large inhibitory stimuli resulting in the 

deactivation of gene 4 most of the time. When the gene is activated it is largely due to the 

reduction in concentration of inhibitory proteins 3 and 5.

Gene 5 emits TF 5, it has cis-sites 0 and 1, and an activation threshold of 0.11. The gene is
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sparingly activated; in fact, it is only ever activated 7 times. The gene is regulated by TFs 0, 

1, 2, 3 and 4, of which TFs 0, 3 and 4 confer inhibitory stimuli, and TFs 1 and 2 confer 

excitatory stimuli. The gene is typically deactivated due to a high concentration of protein 0 

(inhibitor) and a low concentration of protein 1 (activator). When the gene is activated, 

protein O’s concentration drops conferring less of an inhibitory effect, while protein I ’s 

concentration increases conferring an increased excitatory effect, activating the gene.

Gene 6 emits TF 2, has cis-sites 5 and 4, and an activation threshold of 0.527. TFs 1, 2, 3, 4 

and 5 regulate the expression of this gene. This gene is continually active emitting TF 2, 

which must be present at a concentration of 1 to solve the task.

Gene 7 emits TF 0, has two copies o f cis-site 3, and an activation threshold of 0.708. This 

gene is regulated by TFs 1, 3 and 5 of which TF 1 is an inhibitor, and TFs 3 and 5 provide 

large excitatory stimuli. In the presence of low TF 1 and high TFs 3 and 5 this gene has a bias 

towards activation. However, if  protein 1 increases in concentration the gene receives a large 

inhibition and is not activated. Gene 7 is mainly responsible for the high concentration of 

protein 0, however, gene 4 also contributes to the synthesis of protein 0, but sparingly.

Flat-Line Arrangement

Figure 5.10a shows the population’s mean fitness over 100 generations. The population data 

is taken from the run that provided the best individual. Figures 5.10 through to 5.13 show the 

results for the flat-line arrangement experiments. The best individual’s genome is shown in 

figure 5.11a. It shows that only a single gene (gene 2) evolved to be explicitly autocatylitic 

(see fig. 5.13b). Additionally, two identical genes have evolved, namely genes 3 and 5, with 

similar activation thresholds.

Table 5.6 provides the statistics for the flat-line experiments. Here we can see that the 

standard deviation is much greater, 99425.9, than that of the previous two tasks. Additionally, 

the best fitness achieved at the flat-line task is, 5.942, lower than achieved in the previous two 

tasks, suggesting that flat-line construction is more difficult than linear or saw-tooth.
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Figure 5.10. (a) Change in population mean fitness over 100 generations, (b) The best individual’s 
fitness over time.

Population Scores
Best 5.94217
Worst 1000000
Mean 10774.2
Standard deviation 99425.9

Table 5.6. Statistics for the flat-line arrangement over 100 experiments.
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[ 1 , 0 | 3 ]  [ 0 , 2 | 2 ]  [5, 5 I 0 ] [ 0 , 3 | 1 ]  [5 , 510]  [2, 3 | 4 ] [3, 0 j 5 ]

0.09 0.015 0.897 0.061 0.825 0.227 0.602
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Figure 5.11. (a) The evolved flat-line generating genome with corresponding gene activation 
thresholds (b) the resulting flat-line phenotype.

This individual was the best flat-line protein arrangement generator and achieved a fitness of 

5.94217 (see table 5.6 for fitness statistics). The GRN is seeded by evolution with only 1 of 

the available proteins (protein 5).

Gene 1 emits TF 3, has cis-sites 0 and 1, and a low gene activation threshold of 0.09. All the 

TFs regulate its activity with TF 0 conferring a large negative stimulus (see fig. 5.13b). The 

presence of the inhibitors 0, 1 and 4 are sufficient to inhibit the activation of the gene. In 

iteration 4, however, the gene is activated due to the presence, in high concentration, of the 

activator proteins 2, 3 and 5. Gene 1 is activated regularly until iteration 34 (see fig. 5.12), 

upon which it is only ever activated once in iteration 48. Protein 3 manages to achieve a final 

concentration level of 0.439 (slightly under the desired target of 0.5) simply through decay.
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Figure 5.12. Gene activation plot for the best flat-line generator.

Gene 2 is negatively autocatylitie (see fig. 5.13b), explicitly specifying the binding of protein 

2 to regulate its expression. Cis-site 2 binds TF 2 and inhibits the gene’s activation. The 

gene’s second eis-site is TF 0; the two eis-sites permit the regulation of the gene by all the 

TFs with half conferring an excitatory effect and half conferring an inhibitory effect. The 

gene’s low activation threshold of 0.015 gives it a bias toward activation, however, due to the 

presence of highly inhibitory regulating TFs gene 2 is activated 14 times. Figure 5.13a, the 

protein concentration buildup graph, shows that the 14 activations correspond to periods in 

which TF 4 (an inhibitor) dips in concentration, thereby reducing the inhibitory stimulus the 

gene receives. This permits the gene’s low activation threshold to be surpassed and the gene
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to activate, synthesising protein 2—this is shown as sharp peaks in the concentration buildup 

graph of figure 5.13a. TF 3 has an excitatory effect on the regulation of the gene, when it is 

present in high concentrations and TFs 4 and 5 are present in low concentrations the gene is 

activated. The effect of these TFs is the oscillating behaviour of TF 2.

The evolved protein affinity matrix is:

Protein ID

Protein IDs

0 1 2 3 4 5

0 1 1 1 0 1 1

1 1 1 0 1 1 1

2 I 0 1 1 0 1

3 0 1 1 1 0 1

4 1 1 0 0 1 0

5 1 1 1 1 0 1

Table 5.7. Simple evolved protein-protein affinity matrix.

Gene 3 has two copies of cis-site 5, it emits TF 0 and has a high gene activation threshold of

0.897. The gene binds all the TFs, with the exception of TF 4.

Concentration buildup over time o f 6 different proteins

Iterations

— protein 0 

— protein I 

protein 2 

“ protein 3 

— protein 4 

— protein 5

Protein ID

Gene ID

(a) (b)

Figure 5.13. (a) Concentration buildup for all 6 proteins of the flat-line GRN controller, (b) Protein- 
gene interaction matrix for the best flat-line controller.

Almost all the regulating TFs confer excitatory effects (with TFs 2 and 3 conferring near 

maximal excitatory effect), except TF 1 which confers a slight inhibitory effect (see fig. 

5.13b). The gene is continually activated, this is due entirely to the large excitatory effects
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conferred by TF 2 and 3. The large excitatory effect of TFs 2 and 3 is amplified by the 

presence of a second identical cis-site ensuring twice the excitatory effect. The gene’s 

continued activation causes the gradual buildup of TF 0 enabling it to achieve a final 

concentration of 0.594, 0.094 over its target. This final concentration value is at a static point 

in time, so the protein arrangements achieved at iteration 100 (as required by the fitness 

function) are never really achieved at any other time.

Gene 4 has cis-sites 0 and 3, it emits TF 1 and has a low activation threshold of 0.069. The 

gene is only ever activated twice: in iterations 1 and 64. The presence of TF 5 confers a large 

excitatory effect and since both cis-sites can bind it the effect is doubled, hence the activation 

m the first and 64* iterations. The gene’s inactivation is explained by the presence of strong 

inhibitors TFs 0 and 1; TFs 2 and 3 inhibit to a lesser extent. However, the gene’s own 

product, TF 1, is the main inhibitor conferring an almost maximum inhibition of -1. Figure 

5.13a, shows that in iterations 1 and 64, protein 5 is present in large concentrations (this 

effect is doubled), while protein 1 is present in low concentrations just before the gene is 

activated. Protein 5 is thus able to outdo the inhibition and surpass the activation threshold in 

order to activate the gene. After activation, TF 1 is transcribed and the gene is immediately 

inactivated.

Gene 5 is a copy of gene 3. It has two copies of cis-site 5 and emits TF 0; it also has a high 

gene activation threshold of 0.825. The gene is continually activated, again due to the 

presence of TFs 2 and 3, which confer strong excitatory effects (see fig. 5.13b). The 

continued activation of this gene also contributes to the gradual increase in concentration of 

TFO.

Gene 6 has cis-sites 2 and 3; it emits TF 4 and has a moderate activation threshold of 0.227. 

Between the two cis-sites all TFs are bound (see table 5.7). TFs 1 and 3 are strong inhibitors, 

whereas the remaining TFs confer large excitatory effects (see fig. 5.13b). The graph, in fig. 

5.13a, shows that the inhibitor TF 3 and the activator TF 5 jointly control the activation of 

gene 6 the most. In the presence of high concentrations of both inhibitor and activator, the 

gene is expressed synthesising TF 4. As the graph of fig. 5.13a shows, whenever the 

concentration of TF 5 drops and TF 3 is higher than TF 5, activation of the gene is inhibited. 

Exactly the opposite set of conditions corresponds to the portions of the graph that show TF 

synthesis. In other words: whenever the concentration of TF 5 increases and TF 3 is lower
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than or equal to the concentration o f TF 5, the gene is activated, synthesising TF 4.

Gene 7 is activated 12 times. It has cis-sites 3 and 0, and emits TF 5; the gene also has a 

moderate activation threshold o f 0.602. Once again the gene’s activation is regulated by all 

the TFs. TF 2, however, confers the largest excitatory effect (fig. 5.13b). Figure 5.13a shows 

that when TF 2 (the activator) is present in low concentrations the gene is still able to 

activate. This is because of TF 4, which, in high concentrations (and coupled with the effect 

of the oscillating activator TF 2), activates the gene and overcomes the inhibitory effects of 

TFs 3 and TF5.

5.2 .3 Summary of GRN Evolution Experiments 

The static experiments in this section have shown:

• that the cis-trans genetic representation is capable of exploiting the dynamics of 

interaction between proteins and genes to generate a specific arrangement of proteins at a 

fixed, static point in time.

that the cis-trans genetic representation is capable of solving static tasks through the 

evolution o f genetic regulatory networks, whereby a particular arrangement of different 

protein concentrations in time is sought. The ability of a genome to exhibit such 

behaviour becomes of vital importance when one considers multicellularity, as discussed 

in the final section of this chapter.

• that a form of genetic subroutining has emerged during the activation o f genes over time 

akin to that found in computer programming.

The next section describes an experiment on the evolution of genetic regulatory networks on 

a dynamic, control problem.

5.3 Experiment 2: The Evolution of Genetic Regulatory Networks for Control

Having explored the evolution o f genetic regulatory networks for static tasks at a specific 

point in time, this section details a set of experiments on the non-trivial task of control. Due 

to space limitations, this section only describes the flat-line control experiment. However, the 

results for the linear and saw-tooth experiments are provided. The task involves the 

generation o f a flat-line arrangement of proteins within 40 iterations (much less than the 

previous section) followed by the maintenance o f this arrangement over the remaining 60
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iterations. This set of experiments illustrates an oft-forgotten role the genome plays in 

ontogeny: genetic regulatory networks as control systems [Bentley, 2003b ; Quick, 2003] able 

to respond to events in real time [Quick, 2003].

Fitness was based solely on the closeness of the pattern to the predefined targets as described 

in the previous experiments on the static examples. Fitness was assessed at iteration 40 and 

each subsequent iteration until iteration 99. The fitness scores over the individual’s lifetime 

are summed and constitute its final fitness score.

5.3.1 Experiment 2: Setup

All the experiments in this section used the parameter settings shown in table 5.8. Since these 

experiments involved attaining the desired protein arrangement much earlier during 

development that the static experiments, of the previous section, and that the arrangement had 

to be maintained over 60 iterations, 100 generations were deemed too short to find a suitable 

solution. The number of generations was consequently set at 250.

Evolution

Parameter Value

Runs 100
Population Size 100
Generations 250
Tournament Size 30
Number of Genes (N) 7
Crossover 100%
Mutation per Gene 0.001

Development

Parameter Value

Number of Proteins 6
Developmental Iterations 30
Cis-Sites (K) 2
Division Threshold 1000
Apoptosis Threshold 1000
Gene Sharpness Constant 0.001
Gene Activation Thresholds Evolved
Protein-Protein Affinities Evolved
Gene Regulation Method T emplate+Affinity

Table 5.8. List of parameters and values for flat-line control experiment.

5.3.2 Experiment 2: Results and Analysis

Although experiments were performed for all three tasks: linear, saw-tooth and flat-line, as 

shown in table 5.9, due to space limitations, only the results for the flat-line are presented 

here. The problem of controlling the flat-line protein arrangement is non-trivial. It requires at 

least two important ingredients:

1. a genetic regulatory network capable of specifying the initial formation of the 

arrangement and

2. the subsequent maintenance o f the arrangement throughout the remainder of the
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individual’s lifetime.

P opu la tion Scores
L in ear Saw -tooth F la t-lin e

Best fitness 25.7331 221.547 297.001
Worst fitness 275051 le6 104180
Mean fitness 27288.5 45759.2 4845.05
Standard deviation 39630.5 141487 13173.1

Table 5.9. Statistics for all three control tasks: linear, saw-tooth and flat-line over 100 experiments.

Table 5.9 provides the statistics for all three tasks over 100 runs of 250 generations. As can 

be seen, the best fitnesses for all three tasks are significantly better than the mean and worst 

fitnesses. However, standard deviations are quite high, suggesting individuals faired poorly 

over the 100 runs. Having provided the results for all three control tasks, this section only 

focuses on the flat-line task. The flat-line performs well, in comparison to the other two tasks, 

with a standard deviation, over 100 runs, of 13173.1 and best fitness of 297.001. Figure 5.14 

shows how the population’s mean fitness and the best individual’s fitness (from the best run) 

change over time—both mean and best fitness gradually get better. The graph shows that the 

best individual has done better than the population mean fitness.

Fitness over time

1000000

800000

% 600000 
B
Z 400000

Average

200000

Generations

Figure 5.14. Change in population mean fitness and best fitness over 250 generations for the best run.

Figure 5.15 shows the best individual’s genome along with the evolved gene activation 

thresholds. Only two of the seven genes are explicitly autocatylitic (genes 1 and 3) and three 

genes emit TF 0 (genes 4, 5 and 7). Perhaps a salient point here is that all the genes have 

moderate levels of gene activation thresholds as opposed to the range of low and high 

thresholds evolved in the static experiments.
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[ 1 , 5 | 5 ]  [ 4 , 3 | 1 ]  [ 3 , 1 | 3 ]  [3,5 I 0 ] [4 ,410]  [2, 5 | 4 ] [2, 3 | 0 ]

0.513 0.244 0.534 0.716 0.428 0.415 0.751

Figure 5.15. The best evolved flat-line control genome with corresponding gene activation thresholds.

The evolved protein affinities (table 5.10) show that proteins 0 and 5 will bind all TFs. 

Significantly, perhaps, the evolved protein affinities matrix (table 5.10), predominantly, 

contains Is. Only interactions between TFs 1 and 4, and 2 and 3, or vice versa, are not 

permitted all others are permitted. This is in contrast to those affinity matrices evolved in the 

static experiments of the previous section in which more interactions evolved to be infeasible.

P rotein  ID s

P ro tein  ID s

0 1 2 3 4 5

0 1 1 1 1 1 1

1 1 1 1 1 0 1

2 1 1 1 0 1 1

3 1 1 0 1 1 I

4 1 0 1 1 1 1

5 1 1 1 1 1 1

Table 5.10. Simple evolved protein-protein affinity matrix. 

Best flat-line controller

0 1 2  3 4 5

Protein names (IDs)

Figure 5.16. The final state of the flat-line controller.

Figure 5.16 shows the final state of the flat-line with protein 0 fairing the worst, at an 

approximate concentration of 0.7. All other proteins are within approximately 0.2 of the 

target 0.5.
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In order to get an idea of the dynamics of the system figure 5.17a shows the concentration 

buildup over time of the six different proteins. The most salient feature of this graph is how 

the protein dynamics oscillate in a controlled manner within a range of around 0.3 (between 

approximately 0.3 and 0.7). This constrained behaviour is what is required by the task and is 

in stark contrast to the chaotic behaviour exhibited in the same graphs of the static solutions 

described in section 5.1.

Concentration buildup over time of 6 proteins as specified by a 
CRN controller Protein IDs

fx-oteinO
protein 1

protein 2
proteins

protein 4

ixoteinS
r rTn T rfttir inT r t i i r rn T r f t i ir n iTf im Tff i i 'f i i i - r f itr r n r rfm r r n T fiin TrfiT 

— < N r n - ^ > n ' « D r ' 0 0 0
Iterations

Gene IDs

* #  ' '

#
# $  # ^

# #

# # # # #

#  #  # *  ^
# #  #  #

(a) (b)

Figure 5.17. (a) Concentration buildup for all 6 proteins of the flat-line GRN controller, (b) Protein- 
gene interaction matrix of the best flat-line controller.

Proteins 5 and 4 buildup quickly and then hover up and down around the desired level of 0.5. 

Protein 4 is mueh more accurate than protein 5 maintaining a level of approximately 0.5 

throughout. Protein 5 oscillates frantically between approximately 0.4 and 0.7. Proteins 2 and 

3 gradually deerease in concentration, however, from iteration 40 they are within a range of 

approximately 0.3 of the target 0.5. Although protein 0 seems to be the worst, closer 

inspection reveals it is approximately as aeeurate as proteins 2 and 3. This is because 

everything after iteration 39 eounts towards fitness and protein 0 is present at around 0.4 at 

iteration 39 and gradually builds up to around 0.7—a range of approximately 0.3.

Evolution seeded the eell with one of the available two proteins, protein 2. Gene 1 has cis- 

sites 1 and 5, emits TF 5, and has a moderate aetivation threshold of 0.513. The gene is 

negatively autocatylitic (see fig. 5.17b); in other words, as the concentration of protein 5
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increases the more it inhibits its own production, which aids in oscillatory behaviour. The 

protein affinity matrix (table 5.10) shows that gene 1 is regulated by all TFs. TF 2 confers a 

large excitatory stimulus, and is largely responsible for activating gene 1, which receives 

double the stimulation since both cis-sites bind TF 2. As evolution has seeded the cell with 

protein 2, it has ensured activation of gene 1 (and ultimately the synthesis of TF 5) is 

controlled by TF 2. Proteins 5 and 1 confer inhibitory stimuli; increases in their concentration 

are responsible for the deactivation of gene 1.

Gene 2 has cis-sites 4 and 3, emits TF 1, and has a moderate activation threshold of 0.244. 

The gene is only activated once, after which it steadily decays at a very small rate of 0.005.
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Figure 5.18. Gene activation plot for the best flat-line controller.
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This enables evolution to keep TF 1 present in the system from iteration 40 in sufficient 

concentration to complete the task successfully. Gene 2 is regulated by all TFs of which four 

(TFs 0, 1 and 4) confer inhibitory stimuli, while TFs 2 and 5 confer excitatory stimuli. It 

would seem gene 2 is not adapted sufficiently for control purposes.

Gene 3 has cis-sites 3 and 1, emits TF 3 and has a moderate activation threshold of 0.534— it 

is also activated 10 times, see fig. 5.18. All the TFs regulate the gene’s activation with the 

four TFs conferring excitatory stimuli and TFs 2 and 3 conferring large inhibitory stimuli. 

This gene is deactivated by the presence of inhibitory TFs 2 and 3 in medium to high 

concentrations. When one o f these TFs dips below 0.5 the excitatory effects from the other 

TFs (especially TF 5) are permitted to take effect, thus activating the gene. However, the 

activating TFs 4 and 5 are not present in sufficient concentration to overcome the strong 

inhibitory effects of TFs 2 and 3, of which TF 3 binds twice to both cis-sites (see fig. 5.17b) 

delivering double the inhibition.

Gene 4 has cis-sites 3 and 5, emits TF 0 and has a high activation threshold of 0.716. This 

gene is activated only twice in iterations 2 and 3. The gene’s input into the controller is, 

consequently, minimal. Thus, gene 4 can effectively be discarded after iteration 3.

Gene 5 has two copies of the same cis-site 4 and emits TF 0. It is activated by all TFs, except 

TF 1. All the TFs confer an excitatory effect, surmounting the activation threshold of 0.428, 

consequently, activating the gene every iteration. This leads to the steady synthesis of TF 0 

throughout development, see fig. 5.17a.

Gene 6 has eis-sites 2 and 5, emits TF 4 and has a moderate activation threshold of 0.514. All 

TFs regulate its expression with TFs 3 and 4 conferring inhibitory effects. This gene is 

activated 12 times, frequently at first and then sparingly. The gene is deactivated due to 

negative feedback: the TF it emits has an inhibitory effect on its own expression, so as the 

gene emits more TF 4 the greater the inhibition. The responsibility for activation of the gene 

falls upon the activators (TFs 0 , 1 , 2  and 5) to increase their concentration enough to 

surmount the effect of the inhibitors.

The final gene (gene 7) is redundant and is not expressed at all. This is yet another gene that 

may be discarded. Thus, two genes are effectively redundant, leaving five fimctional genes.
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5.4 Experiment 3: A Comparison between Template Matching and a Simple 

Affinity-Based Model of G ene Regulation in the EDS

An ever-growing body of artificial life research is now emerging in which a clear distinction 

between two main types of gene regulation (template matching and affinity-based) has now 

emerged [Eggenberger 1997; Reil 1999a]. The experiments described in this section were 

motivated by the following question: is there a difference in performance between the two 

methods of gene regulation? Thus, this section details a set of experiments in which the two 

types of gene regulation are compared at the difficult dynamic task o f control. All three 

control tasks, as discussed in the previous section, are used to assess the performance of the 

two methods of gene regulation.

5.4.1 Experiment 3: Setup

The settings in table 5.11 were used to perform a set of experiments.

Evolution

Parameter Value

Runs 100
Population Size 100
Generations 100
Tournament Size 30
Number of Genes (N) 7
Crossover 100%
Mutation per Gene 0.001

Development

Parameter Value

Number of Proteins 6
Developmental Iterations 30
Cis-Sites (K) 2
Division Threshold 1000
Apoptosis Threshold 1000
Gene Sharpness Constant 0.001
Gene Activation Thresholds Evolved
Protein Affinities Evolved

Table 5.11. List of parameters and values for template matching and affinity-based gene regulation 
experiments.

The first system used template matching only, i.e., the meaning of a gene such as [2, 3 | 4] is 

that the gene must bind TFs 2 and 3 only, while surmounting the gene activation threshold in 

order for the gene to activate. The second system used a simple affinity-based model in which 

different TFs can bind to different cis-sites. This was achieved by evolving a protein affinity 

matrix, as shown in table 5.13, and detailed in chapter 4, section 4.5.1.

165



Protein IDs

Protein IDs

0 1 2 3 4 5

0 1 1 1 1 1 1

1 1 1 1 1 0 1

2 1 1 1 0 1 1

3 1 1 0 1 1 1

4 1 0 1 1 1 1

5 1 1 1 1 1 1

Table 5.12. Simple evolved protein-protein affinity matrix.

As the protein affinity matrix in table 5.12 shows, a single protein cis-site can bind many 

proteins, for example, cis-site 5 can bind all proteins, while cis-site 4 binds all the proteins 

except protein 1. Evolution is responsible for determining the degree to which the proteins 

will regulate the expression of the gene.

5.4.2 Experiment 3: Results and Analysis

Table 5.13 shows the results for both the template and affinity-based systems. (Note. All 

statistics were generated using Microsoft'^’̂  Excel, in particular standard deviations were 

calculated using the built-in stdevp function, which “calculates the standard deviation based 

on the entire population given as arguments”, where the population refers to the 100 runs 

performed.) The results show that the affinity-based system performs better than the 

template-matching system in terms of best fitness, population mean-fitness and standard 

deviations.

Task Statistic Template 
matching model

Affinity-based
model

Linear Best Fitness 99.8071 36.4282
Worst Fitness le6 303062
Mean 157865 42538.6
Standard deviation 206888 43762

Saw-tooth Best Fitness 2111.08 686.653
Worst Fitness le6 124486
Mean 139053 42534.1
Standard deviation 186754 36117.3

Flat-line Best Fitness 6212.87 1761.54
Worst Fitness le6 le6
Mean 125727 71459.8
Standard deviation 164235 141323

Table 5.13. Statistics for template matching and affinity-based gene regulation comparison 
experiments.
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In terms of standard deviation for both the linear and saw-tooth tasks there is a considerable 

difference; however, the standard deviation achieved by both systems at the flat-line task is 

comparable. The experiments for both systems yielded a distribution of results with large 

variance: the template system being the worst offender. The magnitude o f the results may be 

attributable to the large penalty, of 1000000, that may be attracted by poor individuals.

The results show that the affinity-based model achieves better standard deviation results than 

the template-matching model on all tasks of evolving specific protein arrangements. This is 

potentially an important result as it suggests future experiments should be performed using 

the affinity-based model of gene regulation.

The template-match model presented in this chapter is very limited. Due to the strict 

requirement that only matching cis-sites and proteins lead to successful occupation of the cis- 

regulatory region, this model falls down as there is only ever one protein that it may interact 

with: itself. For example, if a gene’s product regulates the activity of 2 or more genes and a 

mutation changes the initial gene product then both genes may either fail to activate or 

inactivate. This could have severe consequences downstream, for example: genes that are 

regulated by the products of former genes may no longer receive the regulating proteins and 

thus fail to activate leading to chaos. Since there are few interactions and, therefore, less 

epistasis (linkage between genes), one would assume good evolvability and consequently 

good results; however, in comparison to the affinity-based model, which has a high degree of 

epistasis, this is not the case. The results implicate the increased level of redundancy in the 

affinity-based system for its better performance.

In contrast to the template-matching system, the main reason for the success of the affinity- 

based model appears to be the large amount of redundancy specified by the affinity matrix. 

Once a base genome has evolved, evolution is free to tinker with affinities thus, fine-tuning 

the initial genome.

As highlighted in chapter 3, redundancy is a useful property for representations to possess. 

These results show that evolvability is enhanced by redundancy. However, how much 

redundancy is acceptable before evolvability is affected remains unknown. Additionally, both 

sets o f results have implications for robustness and reliability in that the limited ability of the
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template-matching model suggests that in the faee of mutations and noise (from the 

environment, for example), solutions when redeveloped (evaluated) or perturbed may give 

radically different fitness scores, thus potentially being completely unreliable. However, the 

additional redundancy in the affinity-based model may solve the shorteomings and lead to 

better reliability and robustness.

Although proteins bind to cis-sites based on a simple integer matching (which in this thesis is 

regarded as a template match) it seems likely that similar representations would suffer the 

same flaw. This result may also apply to the binary template-matching systems found in the 

artificial life literature in which strict template matehing (in which protein, say, 0101 only 

matches gene 0101, say) between protein and gene sequences is performed. However, the 

results suggest that any gene regulation model that incorporates redundaney (affinity-based 

models, chemistry based-models and partial template matching as found in some binary bit 

string models) may perform better than without.

5.5 Experiment 4: Cell Division Strategies

Having shown the EDS’s eis-trans genetic representation is able to evolve genetie regulatory 

networks within a single cell for the generation of static and controlled protein arrangement 

tasks, this section focuses on multi-cellularity and cell division.

As described in chapter 4, section 4.5.4, biology’s division strategy is influenced largely by a 

cell’s mitotie spindle [Wolpert, 1998]. The spindle specifies the plane of cleavage (a rapid 

series of division that the fertilised egg undergoes during early embryogenesis) and thus the 

direction in which daughter cells are to be placed [Wolpert, 1998]. The EDS, has an 

approximation to biology’s strategy, whieh also permits other division strategies to be 

studied.

Cell division (mitosis) is a crucial aspect of development. Division involves cytokinesis: 

division o f the cytoplasm into two [Alberts, et al., 1994]. Two types o f cell division occur: 

symmetric and asymmetric. The symmetry or asymmetry is in relation to cytoplasmic 

proteins sequestered within the cell. A symmetric division occurs when a cell divides with 

equal proportions of cytoplasmic proteins distributed between parent and daughter cells. An 

asymmetric division, however, occurs when cytoplasmic proteins are distributed unequally 

between the two cells. [Alberts, et al., 1994]
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A problem that has received little recognition (in the Artificial Life literature) is that of cell 

division orientation. In computer models of development, the absence of cellular abilities 

such as cell movement mean that oriented cell division becomes of vital importance during 

the construction of solutions. This is similar to the situation in plant development, in which 

there is no cell migration. “Asymmetrical growth, oriented by directional cues [in plant cells], 

is apparent in many cell types” [Fowler, 2000]. The direction in which biological cells divide 

is typically not random—it is simply not reliable enough for development to proceed. It must, 

therefore, be controlled and directed; but what determines the direction in which a cell is to 

divide? Can the cell divide in any direction? If so, how is any single point around the cell 

selected?

These are complex questions that cell biology has only partially solved. It has determined that 

the mitotic spindle has an important role in the orientation of cell division. However, it does 

not completely specify the plane of cleavage (division), this is left for the asters (microtubules 

radiating out fi’om a centrosome) at each pole [Wolpert, 1998]. As Wolpert describes “In 

most animal cells the centrosome contains a pair of centrioles, which consist of an array of 

microtubules. Before mitosis, the centrosome becomes duplicated and, in the cells of the 

early embryo, the daughter centrosome, which move to opposite sides of the nucleus and 

forms asters, usually take up positions that cause the plane o f cleavage of the cell to be at 

right angles to the plane of the previous cleavage.” [Wolpert, 1998]

The spindle and the asters, however, should not be taken to be the only method of orienting 

cell division; they remain insufficient in explaining certain observations. For example, 

spindle orientation, although important for the delivery of a nucleus to the daughter cell is not 

employed by yeast, in which the position of cell division is always at the bud neck. As Piano 

observes “the selection of this site is completely independent of the position of the mitotic 

spindle” [Piano and Kemphues, 2000].

The dynamics of oriented cell division is a complicated topic involving many proteins in 

different animals that control the rotation of the mitotic spindle. For example, in the 

Drosophila embryo, to orient the plane of division, the spindle is rotated in a controlled 

manner to a suitable position in the cell. “It seems likely that these spindle movements are 

directed by programmed changes in local regions of the cell cortex...” [Alberts, et al., 1994].
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This section explores the use and impact of different methods of performing cell division 

(herein referred to as a cell division strategy) in constructing multicellular designs. The term 

division strategy is used in this thesis to refer to the logic employed in the placement of 

daughter cells immediately after cell division. This section describes the fourth set of 

experiments, which explores the use of different division strategies for the construction of 

shapes. This set of experiments is motivated by the following questions; how does a cell 

‘know’ in which direction to divide? How do different methods of placing daughter cells after 

division impact on developing morphologies, if  at all? And how are genetic states translated 

into spatial instructions? To show the range o f behaviour o f the EDS and to reduce the 

complexity of solutions, thus aiding analysis, this set of experiments is performed without the 

use of cell signalling and asymmetric division. Thus, all cell divisions are assumed to be 

symmetric.

5 .5 .1 Experiment 4: Setup

Three division strategies were compared on two tasks: the development of a sphere (of radius 

2, where each cell has radius 0.5) and a straight line (of length 4).

Evolution

Parameter Value

Runs 100
Population Size 70
Generations 100
Tournament Size 30
Number of Genes (N) 8
Crossover 100%
Mutation per Gene 0.001

Development

Parameter Value

Number of Proteins 6
Developmental Iterations 30
Cis-Sites (K) 2
Division Threshold 0.2
Apoptosis Threshold 0.2
Gene Activation Thresholds Evolved
Gene Sharpness Constant 0.001

Table 5.14. List of parameters and values for cell division strategy experiments. 

All the experiments in this section used the parameter settings shown in table 5.14.

The following fitness function was used for both shapes: the straight-line and the sphere.

Fitness =
cells inside

 ̂ f  cells outside^
i - SCALE j

— eqn. 5.6

where cells inside refers to the number of cells inside the desired shape

cells outside refers to the number of cells outside the desired shape, and

SCALE refers to a shape dependant constant defining total number of cells in shape.
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15 in

the case of the straight-line and 100 for the sphere.

Pseudocode specifying the equations for the straight-line and the sphere is provided below in 

figures 5.19 and 5.20. The code enables the number of cells inside and outside the shapes to 

be calculated according to the corresponding shapes mathematical equation.

IF ( (x is greater than or equal to 0) AND (x is less than or equal 
to LENGTH) AND (x is equal to y) AND (z is equal to 0))

THEN
cells_inside = cellsinside + 1

ELSE
cellsoutside = cellsoutside + 1

Figure 5.19. Pseudo-code specifying the equation for a line.

IF (x̂  + + ẑ ) is less than or equal to radius^
THEN

Increment the number of cells inside the shape by 1
ELSE

Increment the number of cells outside the shape by 1
Figure 5.20. Pseudo-code specifying the equation for a sphere.

The first experiment, random division strategy, was used as a control. The random division 

strategy involves selecting a random direction from the 12 possible directions permitted by 

the isospatial grid. If a selected direction is filled, division does not occur. If a dividing cell is 

surrounded by other cells and cannot divide division is aborted. The second and third 

strategies used the mitotic spindle and concentration dependant mitotic spindle-based division 

strategies (see chapter 4, section 4.5.4, for a detailed description of these two division 

strategies).

5.5.2 Experiment 4: Results and Analysis

This section provides results and analysis for each o f the three division strategies on two 

tasks: the development of a sphere and a line.

The Control: Random Division

Table 5.15 shows the fitness statistics for the 100 experiments performed using the random
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cell division strategy. The results show that random division performs well on the task of 

developing a sphere, achieving a best fitness of 0.0178571 and a standard deviation of 

0.604254, suggesting random division faired well at constmcting spheres.

Population Scores
Best 0.0178571
Worst 6.01099
Mean 0.307505
Standard deviation 0.604254

Table 5.15. Statistics for the 100 random division sphere development experiments.

Figure 5.21 shows how fitness changes during the course of an evolutionary run. The 

population’s mean fitness graph shows how the population more or less settles down to a low 

fitness. However, the best fitness time graph shows that within 10 generations better solutions 

are found. After generation 10, the best solution’s fitness stagnates then improves 

approximately twice, but by small amounts over the remaining 90 generations.
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Average population fitness over time for the best sphere using 
random division

100

80

60

40

20

ü ü0
asoo osOs rn

00

Generations

(a)

Fitness over time for the best sphere using random division

0.25

0.2

0.15

0.1

0.05

0
«0(N

Generations

(b)
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0.494 0.033 0.912 0.7 0.947 0.028 0.588 0.362

(c)

Figure 5.21. (a) Change in population mean fitness and best fitness (b) over 100 generations. (c)The 
best random-division genome with the evolved gene activation thresholds.

The best random-division individual achieved a fitness score of 0.0179; figure 5.22a shows 

the resulting sphere. It is not well formed, i.e., the main body of the sphere lacks cells 

resulting in a structure with cells scattered around. There are short branches and limbs 

stemming off the main body revealing little structure. Figure 5.22b shows the protein-gene 

interaction matrix, which shows the majority of interactions were inhibitory.
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The scattered structure of fig 5.22a is exemplified in other examples o f  random division. 

Figure 5.23 shows further morphologies with limbs and branches wandering off the main 

trunk o f the shapes. The types o f morphology obtained from such a strategy appear to be 

quite similar. The four images of spheres in fig 5.23 all used random division. All of the 

images represent spheres and were picked at random.

Protein IDs

Gene IDs

(a) (t)
Figure 5.22. (a) A sphere developed using a random division strategy, (b)protein-gene interaction 
matrix.

Figure 5.23d contains sparsely connected cells and does not look like a sphere. All images 

contain green coloured cells due to symmetric eell division (used in all the experiments in this 

chapter), resulting in the inheritance of equal proportions of all cytoplasmic factors (proteins) 

from the parent cell— there are no symmetry breaking mechanisms in these experiments.

[a] [b] [c] [d]

Figure 5.23. Morphologies developed with the EDS using a random cell division strategy.

These results show that random division performs surprisingly well, however, considering the 

task requires the development of a sphere the results are not that surprising. This is because a 

sphere is a large object with a fixed radius that defines a large volume of space to fill up with 

cells. When placing cells in random directions, all directions are sampled with equal 

probability. So filling up the large volume of the sphere randomly presents no great challenge
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(similar to the ‘diamond tile’ evolved in chapter 3). A better way to test the significance of 

random division would be to develop a smaller, constrained morphology such as a plane 

(similar to a tissue), or indeed a straight-line.

Concentration buildup over time of the six proteins in the zygott 
cell of the best sphere developed using random division

— protein 0 
# protein 1 

protein 2 
protein 3 

— protein 4 
protein 5

U 0.2

Developmental Iterations

F igu re 5 .2 4 . C on cen tra tion  p r o file s  o f  a ll s ix  p ro te in s in the z y g o te  c e ll o f  the  b est  sp h ere d e v e lo p e d  
u sin g  ran d om  d iv is io n .

The best sphere constructing individual evolved direction 9 as its default growth direction. 

The graph in fig 5.24 shows that protein 4 (the anti-clockwise protein) is present in greater 

amounts than protein 5 (the clockwise protein), before iteration 10, after which protein 5 

surpasses it and maintains a high oscillating concentration level. According to this data, the 

zygote should have started dividing in iteration 4 in an anti-clockwise direction starting from 

direction 9. Thus the following sequence of directions should be sampled over time: direction 

8 in iteration 1, direction 7 in iteration 2, direction 6 in iteration 3 and direction 5 in iteration 

4.

However, analysis reveals that this does not occur; instead due entirely to random division the 

first direction sampled is direction 10. Random division coupled with few opportunities to 

divide, over the limited 30 iterations, results in good performance. Nevertheless, random 

division is not reliable enough, as a practical division strategy, to provide the same results 

when the solution is redeveloped. In fact, the best fitness time graph (fig. 5.21b) shows the 

solution had achieved a fitness score o f 0.018182, however, when redeveloped it achieved a 

slightly better score of 0.0178571. Although this example shows that the redeveloped 

solution achieved better fitness this is due entirely to the type o f shape being developed, i.e., a 

sphere.
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Having looked at the performance of random division on the development of a sphere, table 

5.16 shows the results o f random division for the development of a straight-line. The mean 

fitness, o f 2.25, coupled with the high standard deviation shows that random division, on 

average, did not do too well at this task. Whereas random division performs well for a large 

shape such as a sphere, here we see that random division gets stuck. The best fitness it can 

achieve is only 0.5, which corresponds to two cell divisions, see fig 5.25b— nearly all 

solutions look the same.

P opulation S cores
Best 0.5
Worst 100
Mean 2.2475
Standard deviation 9.87576

Table 5.16. Statistics for the 100 random division line development experiments. 
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Figure 5.25. (a) Change in population mean and best fitness over time, (b) The best straight-line 
developed using random division.

The results show that random division does not perform well on the development of 

morphologies that have specific requirements, such as confining all cells to a single plane in 

order to get a straight-line. Therefore, random division cannot be considered sufficiently 

reliable for development. Random direction sampling is not directed, additionally, it is able to 

repeatedly sample the same or completely incorrect directions consuming available, and 

valuable, developmental iterations resulting in poor fitness for different shapes. In view of
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these results it would make sense that cells (in biology) must have evolved a way of relating 

division direction to genetic states, making the placement of cells after division non-random.

Mitotic Spindle

Having ascertained the performance of random division on both tasks, this section assesses 

the performance of a novel mechanism of cellular division inspired by the mitotic spindle in 

cell biology (as described in chapter 4). The results for the mitotic spindle based division 

strategy are shown in figures 5.26 and 5.32. Table 5.17 shows the statistics fi"om the 100 

experimental runs. The best solution achieves a best fitness of 0.01333 and a standard 

deviation of 0.700, which is slightly worse than the 0.604 achieved using random division at 

the same task. However, the mitotic spindle-based division strategy achieves a much better 

best fitness, of 0.01333 (see fig. 5.27a), in comparison to a best fitness of 0.01786 (see fig. 

5.22a) achieved by random division at the same task.

Population Scores
Best 0.01333
Worst 6.9071
Mean 0.179473
Standard deviation 0.700492

Table 5.17. Statistics for the mitotic spindle development of a sphere over 100 experiments.

Figure 5.26 shows the best and mean population fitness for the best sphere over time. The 

solution is improved early during evolution, after approximately 25 generations, however, the 

production of fitter solutions stagnates. The genome responsible for the construction of the 

sphere, shown in figure 5.27a, is shown below in fig. 5.26a.
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Figure 5.26. (a) Best mitotic spindle genome with gene activation thresholds. Change in population 
mean fitness (b) and best fitness (c) over 100 generations.
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(a) (b)
Figure 5.27. (a) The best spherical embryo using mitotic-spindie division, (b)best embryo’s evolved 
protein-gene interaction matrix.

Figure 5.27a shows the best sphere developed using the mitotic spindle strategy. It was 

evolved using 8 genes each with 2 cis- sites and 6 proteins in total. There is a clear spherical 

structure to the embryo with no limbs and branches in the structure, just layer upon layer of 

cells arranged in a well-ordered densely packed structure. In addition, the protein-gene 

interaction matrix (fig. 5.27b) shows there are only slightly more inhibitory interactions than 

excitatory.

The sphere obtained using this method of division appears to have been constructed by 

waiting late during development to begin division. The delay in the onset of division is 

achieved through the use of protein 1, the cell division inhibitor (see fig. 5.28a), which 

remains in greater amounts than the division activator protein 0. The concentration of protein 

0 only manages to become greater than that of the inhibitor in iteration 21, which marks the 

start of the first and subsequent divisions. During the remaining 8 iterations, the strategy 

employed is to divide many times and let each of these daughter cells divide further.

Evolution seeded the solution with proteins 1,2,  3, 4 and 5. Figure 5.28a shows that the 

division direction proteins 4 and 5 are present at different times in different amounts. Protein 

5 is short-lived, being present at the beginning and decaying to zero by iteration 4, while 

protein 4 begins a slow ascent until approximately iteration 21, whereupon it begins to decay. 

Since division does not begin until iteration 2, cells are only influenced by protein 4, which 

exerts an anti-clockwise effect on the mitotic spindle.
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Iteration Zygote
Direction

Daughter
Direction

1 0 0
2 11 11
3 10 10
4 9 9
5 8 8
6 7 7
7 6 6
8 5 5
9 4 4
10 3 3

Table 5.18. 10 division directions of the zygote and T‘ daughter cell.

The general division strategy adopted is as follows. Beginning from the evolved default 

direction of 6, the following division direction sequence is generated for the zygote cell: 

6,7,8,7,6,5,4,3,2,1,0,11,10,9,8,7,6,5,4,3,2 and 1. After this sequence the division directions 

shown in table 5.19 are generated. In the first iteration, there is more protein 5 than protein 4 

thus, the sequence 6, 7 and 8; immediately after this, protein 4 is present in high 

concentration than protein 5, which now decays, thus the mitotic spindle begins its anti

clockwise rotation.

After iteration 21, division begins and daughter cells inherit their parent’s division directions 

while attempting divisions in the anti-clockwise direction thus, conforming to the effects 

imposed by protein 4. This method of division is not the most efficient, however, during the 

development of a sphere it is able to fill the majority of the sphere and so achieves good 

fitness.

The graphs in figure 5.28 show the buildup of the six different proteins in the zygote cell (fig. 

5.28a) and the zygote’s first daughter cell (fig. 5.28b). They show that cytoplasmic factors 

(proteins) inherited during cell division take on, more or less, the same trajectories in the 

daughter cells, as those proteins in the parent cell (i.e, protein 0 is synthesised, while the other 

proteins decay). Consequently, the overall embryo consists of identical cells, as reflected by 

their colour, which was arbitrarily chosen and set to green.
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Concentration buildup over time of six different proteins in the 
zygote cell of the best multicellular sphere developed using mitotic 

spindle division
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Figure 5.28. Concentration profiles o f all six proteins in the (a) zygote cell and (b) zygote’s first 
daughter cell.

The worst individual of the run only managed to achieve a fitness of 6.9709. As the image in 

figure 5.29a shows, there appears to be uncontrolled proliferation of cells, hence the great 

mass. In fact, as shown in the graph in fig. 5.30a, protein 0 (the division activator) is present 

in high concentration and above the division threshold of 0.2 in all cells. Where protein 0 is 

present below 0.2, the concentration profile graph in figure 5.30b shows these cells will 

follow the same protein trajectories as the zygote and synthesise more protein 0. This type of 

uncontrolled growth is akin to cancerous cells in nature in that cell proliferation is not 

controlled.
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Figure 5.29. (a) The worst mitotic spindle genome with gene activation thresholds, (b) The worst 
sphere developed using the mitotic spindle division strategy.

Having examined the performance of the mitotic spindle based division strategy on the 

development of a sphere, table 5.19 shows the results of the division strategy on the 

development of a straight-line. The mitotic spindle division strategy performed much better 

than the random strategy in terms of both best fitness (0.1111) and standard deviation. The 

standard deviation, of 0.332693, achieved was much lower than that achieved using random 

division which obtained a very high standard deviation of 9.87576; this result suggests that 

the mitotic spindle division strategy is better than the random at constructing constrained 

morphologies. Since the standard deviation for the mitotic spindle was marginally worse than 

the result obtained using random divisions (on the sphere), and that mitotic spindle achieved 

much better best fitness, the results would suggest that the mitotic spindle strategy may 

perhaps be a better choice than random division.

Population Scores
Best 0.11111
Worst 1.5
Mean 0.517059
Standard deviation 0.332693

Table 5.19. Statistics for the 100 straight-line development experiments using the mitotic spindle based 
division.
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Concentration profite o f proteins in the worst individual's zygote cell
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Figure 5.30. Concentration profiles of all six proteins in the (a) zygote cell and (b) zygote’s first 
daughter cell.
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Figure 5.31. (a) Change in population mean and best fitness over time, (b) The best straight-line 
developed using mitotic spindle division.
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Concentration profile of the six proteins in the zygote cell of a 
straight line
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Figure 5.32. Concentration profile of proteins in the zygote cell of the best line developed using 
division MS strategy.

Fitness statistics for the straight-line task using the CDMS division strategy are provided in 

table 5.19. The best solution evolved for the development of a straight- line, evolved to use 

the default direction to grow in. This was achieved by keeping proteins 4 and 5 at a 

concentration of zero, as can bee seen from the protein concentration profile graph of figure 

5.32. Analysis of the development file revealed that as cell division begins, in iteration 7, all 

daughter cells divide in the evolved default direction 0.

Concentration Dependent Mitotic Spindle

Figures 5.33 and 5.38 show the results for third of the division strategies. The fitness plot 

over time (fig. 5.33) shows the population mean and best fitnesses getting better over time. 

Figure 5.34a shows the developed sphere. Although this best individual is only marginally 

worse than that obtained using mitotic spindle alone, the difference between the two fitnesses 

is small. However, there is more of a difference in appearance between the two. Whereas the 

solution obtained with the mitotic spindle is very structured with layers apparent, this solution 

is generally structured in incomplete layers, resulting in holes appearing (see fig. 5.34a).

P opu la tion Scores
Best 0.0163934
Worst 1.83472
Mean 0.100779
Standard deviation 0.205934

Table 5.20. Statistics for the 100 experiments using the CDMS strategy for sphere construction. 

Table 5.20 shows the CDMS division strategy has performed better, in terms of standard
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deviation, than both the random division and MS division strategies at the sphere construction 

task. In terms of best fitness, however, CDMS strategy achieves better best fitness than 

random division, but not that achieved using the MS strategy. The results suggest that CDMS 

is the better division strategy in terms of standard deviations.

[ 1 , 2 | 5 ]  [3, 2 I 0 ] [ 2 , 1 | 4 ]  [0, I I 4 ] [5, 3 | 3 ] [4, 5 | 4 ] [1, 3 | 3 ] [0, 1 | 0 ]

0.424 0.408 0.642 0.149 0.336 0.721 0.139 0.425
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(b)
Figure 5.33. (a) Best CDMS genome with gene activation thresholds (b) Change in mean population 
fitness and the best individual’s fitness over 100 generations.
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Figure 5.34. (a) The best sphere developed using CDMS division, (b)the best individual’s evolve 
protein-gene interaction matrix.
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Iteration Zygote
direction

7̂ ' daughter 
cell direction

1 1 1
2 11 11
3 3 3
4 6 6
5 8 8
6 9 9
7 10 10
8 10 10
9 10 10
10 8 8

Table 5.21. The first 10 division directions undergone by the zygote and its f  daughter cell.

Figure 5.34b shows the protein-gene interaction matrix, which every genome in every cell 

abides by. Table 5.21 shows 10 iterations of division directions the zygote samples along 

with the directions of its 1 daughter cell. There is no pattern in the sequence of divisions and 

no inherent strategy of cell division. This may be attributed to the morphology the task 

demands—i.e., a sphere, in which any direction sampled, on average, would be permitted.

Concentration profile of the six proteins in the zygote cell of the 
best sphere developed using CDMS division
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Figure 5.35. Concentration profiles of all six proteins in the zygote cell.

Figure 5.35 shows the buildup of concentration for all six proteins in the zygote cell. There 

are no cyclic patterns visible, despite good reason (in the form of the results on GRNs 

provided in section 5.1 and 5.2) to believe they may emerge.

Fitness statistics are provided in table 5.22. The final straight-line solution obtained using the 

CDMS division strategy (see fig. 5.37a) performs as well as the MS based strategy on the 

development of a straight-line achieving the same best and worst fitnesses. However, the
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standard deviation, using the CDMS strategy of division, is much greater than obtained using 

the MS strategy, and slightly worse than using random division, despite achieving better best 

fitness than random division.

Population Score
Best 0.11111
Worst 100
Mean 1.33766
Standard deviation 9.92058

Table 5.22. Statistics for the 100 experiments performed using the CDMS division strategy for a 
straight-line.

The results suggest that the MS strategy is perhaps the better strategy to employ for both 

large and constrained morphologies. The CDMS strategy does not fair well in terms of 

standard deviation. This is understandable since the sampling of division direction is 

dependent upon the concentration o f proteins, which means protein levels would need to be 

carefully controlled to enable repeated division in a single direction (in the case of the 

straight-line) in order to be successful. Overall the results would seem to suggest that both 

MS and CDMS division strategies are better choices than simple random division, which is 

not reliable at all since genetic instructions are not reliably translated into spatial instructions,

i.e. the sampling of correct division directions. Therefore, perhaps future experiments should 

retain the ability to choose and switch between MS and CDMS division strategies by placing 

the decision to choose one or both strategies under evolutionary control.
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Figure 5.36. (a) Best CDMS genome with gene activation thresholds (b) Change in mean population 
fitness and the best individual’s fitness over 100 generations.
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Figure 5.37. (a) The best straight-line developed using the CDMS division strategy, (b) the best 
individual’s evolve protein-gene interaction matrix.
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Concentration profile of six proteins in the zygote cell of best 
straight line developed using concentration dependent mitotic 

spindle division
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Figure 5.38. Concentration profiles of all six proteins in the zygote cell of the best straight-line 
developed using CDMS division.

This solution evolved direction 3 as its default direction; however, it did not divide in this 

direction, as protein 0 was not present in sufficient concentration. The division direction was 

changed by adjusting the concentrations of proteins 4 and 5 until direction 0 was encountered 

(see fig. 5.38). Upon reaching direction 0, the spindle was kept in this direction by decaying 

both proteins to a concentration of zero, thereby maintaining the same direction (see fig. 5.38 

and table 5.23). Table 5.23 shows the division directions sampled by the zygote cell and its 

first daughter cell in the first 10 iterations of development.

Iteration Zygote
direction

1'‘ daughter 
cell direction

0 default 3
1 1
2 0 0
3 0 0
4 0 0
5 0 0
6 0 0
7 0 0
8 0 0
9 0 0

Table 5.23. 10 division directions of the zygote and daughter cell.

All subsequent divisions inherit the division direction of their parent cell at the time of 

division. The first zygote division occurs when the spindle is pointing in direction 0, and 

since the system maintains this spindle direction by keeping both spindle rotation proteins at 

concentrations of zero, all subsequent daughter cells inherit direction 0.
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5.6 Conclusions

This chapter has shown that the novel cis-trans genetic representation designed for use in the 

EDS is:

1. evolvable,

2. capable of being evolved into genetic regulatory networks that show useful and 

complex gene expression patterns

3. capable of being evolved into genetic regulatory networks for non-trivial static and 

dynamic control tasks, and

4. capable of being evolved into genetic regulatory networks for the control and 

development of multicellular designs.

This chapter has shown, through the results of experiments 1, 2 and 3, that the EDS’s genetic 

regulatory model is able to evolve useful patterns of gene expression that harbour reuse of 

genes. These patterns may be of use to EC practitioners by mapping them to desired 

applications [Bentley 2003a, b, c].

The work in this chapter has also shown the use of GRNs for three control tasks. In addition 

the simple affinity-based model of gene regulation, presented in this thesis, has been shown 

to perform better than the simple template-matching model, used in the EDS, on evolving 

GRNs able to control the concentration levels of a specific arrangement of proteins. The 

results suggest that the better performance of the affinity-based model of gene regulation is 

due to the redundancy in affinities between proteins. It is also suggested that since the 

template-matching method has no redundancy its performance is limited.

This chapter has also shown that the two novel forms of cell division strategy, mitotic spindle 

and concentration dependent mitotic spindle, designed for use in the EDS, perform better than 

simple random division on the two tasks of evolving a sphere and a straight-line. The results 

also suggest that differing cell division strategies do affect the final developed solution, and 

that perhaps future experiments should permit evolution to decide which of the two, or even 

both, division strategies to use.

Additionally, the results of the final set of experiments have shown the EDS is capable of 

evolving multicellular designs without cell signalling. It has also shown a rather subtle, but
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important aspect of development: in the absence of powerful symmetry-breaking 

mechanisms, such as asymmetric division and cell signalling, all cells of a multicellular 

design will be the same. Thus, all the cells will follow the same general protein synthesis and 

decay trajectories.
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Chapter 6: Pattern Formation and Morphogenesis

“The problem o f pattern is considered in terms o f how genetic information can be translated 

in a reliable manner to give specific and different spatial patterns o f cellular differentiation. ’’

Lewis Wolpert, 1969

“Even now the zoologist [or morphologist] has scarce begun to dream o f defining in 

mathematical language even the simplest o f organic forms. When he meets with a simple geometrical 

construction, for instance in the honeycomb, he would fain refer it to psychical instinct, or to skill and 

ingenuity, rather than to the operation o f physical forces or mathematical; when he sees in snail, or 

nautilus, or tiny foraminiferal or radiolarian shell a close approach to sphere or spiral he is prone o f 

old habit to believe that after all it is something more than a spiral or a sphere, and that in this 

‘something more ’ there lies what neither mathematics nor physics can explain. ”

D’Arcy Wentworth Thompson, 1917.

6.1 Introduction

The important developmental process -  recognised and named by eminent developmental 

biologist Lewis Wolpert -  pattern formation is responsible for specifying the main body axes 

of a developing organism, and the patterning of the embryo early in development [Wolpert, 

1968; 1998].

Morphogenesis refers to the generation of form and structure [Bard, 1992; Wolpert, 1998]. In 

the context of developmental biology, however, it is an ambiguous term. As Bard points out, 

the term refers to either the structural changes observed during development or to the 

processes responsible for those structures [Bard, 1992]. Morphogenesis is complicated and 

extremely important, but the exact details are largely a mystery for all but a few of the 

simplest single-celled organisms. The desire to understand how and why different organisms 

have the shapes they do has kept developmental biologists busy and curious for hundreds, if 

not thousands, of years.

The quote at the beginning of this chapter, by the great D ’Arcy Thompson, refers to 

morphogenesis [Thompson, 1961]. It reflects his dismay at how morphologists of the time 

had not begun defining organic forms in terms o f mathematics and physics (let alone 

explaining the emergence o f form in today’s accepted language of biology, genetics). D ’Arcy

192



Thompson makes clear -  in his classic, On Growth and Form -  that he was only interested in 

the physical forces that, to him, predominantly sculpted the shape of organic life [Thompson, 

1961]. This is not to say he did not believe any other forces were in operation, such as 

chemistry, as he states: “But I would not for the world be thought to believe that this is the 

only story which Life and her children have to tell. One does not come by studying living 

things for a lifetime to suppose that physics and chemistry can account for them all.” 

[Thompson, 1961, p.9] The term Chemistry, here, refers only to its physical aspects 

[Thompson, 1961, Ed’s introduction].

Today, 85 years since the first publication o f On Growth and Form in 1917, it is widely 

accepted that physics plays a part in shaping organisms—no doubt supported by D’Arcy 

Thompson’s work. However, more so than physics, genetics has now become the universal 

language of biology. Developmental biology actively seeks the genetic basis of the five 

important developmental processes: pattern formation, morphogenesis, differentiation, 

induction, and cellular growth [Wolpert, 1998]. D’Arcy chose, courageously, to filter out 

such forces; despite this filtering his message is not in the least bit impaired. Nevertheless, in 

today’s scientific world, genetics, molecular and cell biology dominate rendering D’Arcy’s 

work of little importance for developmental biologists.

So, how do genes specify the generation of form in organisms? Unfortunately, the genetic 

basis of morphogenesis is still poorly understood. Pattern formation, on the other hand, is 

only marginally better understood. Thus, this chapter addresses the broad question: can we 

use a developmentally inspired model of development for evolutionary design? This question 

has been posed and answered in the affirmative by researchers [Delleart and Beer, 1994a; 

Bongard, 2002a; Eggenberger, 1997]. However, there has been no work in addressing the 

following problem. Can we leam from developmental biology to help in the evolutionary 

design of specific morphologies? This question is explored by describing experiments carried 

out using the novel Evolutionary Developmental System testbed, described in chapters 4 and 

5, to evolve developmental programs that specify and control the construction of various 

morphologies.

That physics is important to morphogenesis need not be a moot point. Developmental 

processes, during morphogenesis, involve cellular forces and cell motility [Bard, 1992; 

Thompson, 1961; & Wolpert, 1998]. The effects o f such forces are home out in the striking
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changes of gastrulation, for example, invoked by varying cell forces, causing tissues to fold 

[Wolpert, 1998; Miodownik, 2001, 2003].

The EDS, however, does not currently incorporate the use of such forces or cell motility. To 

this extent the EDS does not represent an accurate model of morphogenesis. Thus, the term 

morphogenesis is used only to refer to the emergence of shape and form, rather than to imply 

such cellular forces or behaviour. Nevertheless, the system does represent a plausible model 

of pattern formation, and it is pattern formation that is responsible for the laying down of 

body plans. Consequently, pattern formation is the stage of development that underlies the 

differences between the body patterns of different organisms [Wolpert, 1998] and limbs, and 

hence morphologies.

This chapter builds on previous experiments, presented in chapters 3 and 5, and examines the 

evolution of developmental programs for the construction of specific geometric shape and 

form. The first set of experiments looks at the construction of certain morphologies without 

the use of symmetry-breaking mechanisms such as intercellular communication (cell 

signalling) and asymmetric cell division. Although we know that a model o f development 

without cell signalling is unrealistic, there has been no work that shows this to be the case or 

indeed that even explores what is possible with such a limited version o f development. 

Equally, a model of development without physics is defended on the basis that much of the 

important ingredients of development are chemical and genetic, physics comes into play (in 

the form of morphogenesis) shortly after the body plan has been laid down within the cell. 

Cell mechanics, for example, does not come into effect during synctial formation (cell with 

many nuclei in a common cytoplasm) [Lawrence, 1992] in Drosophila in which there is a 

single cell, and crucial zygotic factors are deposited.

6.2 Experiment 1 : Pattern Formation without Cell-Signalling

This section looks at the development of morphologies without the use of symmetry breaking 

mechanisms such as intercellular communication (cell signalling) and asymmetric cell 

division. Two sets of experiments were performed with each set looking at the same six 

particular shapes or morphologies. Table 6.1 provides a complete list of parameter settings 

used for the first set of experiments.

The target shapes selected for these experiments were generally primitive geometric shapes
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such as lines, planes, circles, cubes, spheres and cylinders from the field of computer graphics 

[Foley, 1990]. A further selection criterion was that shapes must reflect subtle design 

scenarios. For example, in order to evolve a cylinder, the evolved developmental program 

would need to exercise extreme control over cell proliferation in the vertical height direction, 

while actively promoting it in the length or x-direction.

6.2.1 Experiment 1 : System  Setup

All the experiments in this section used the parameter settings shown in table 6.1. 

Experiments were performed on a 1.47GHz AMD Athlon XP+ processor with 512Mbyte of 

333MHz DDRAM, times for different generations varied, often substantially, however, 100 

runs took approximately 32 hours.

Evolution

Parameter Value

Runs 100
Population Size 70
Generations 100
Tournament Size 30
Number of Genes (N) 8
Crossover 100%
Mutation per gene 0.001
Gene Activation Thresholds Evolved
Gene Sharpness Constant 0.001

Development

Parameter Value

Developmental iterations 30
Cis-Sites (K) 2
Number of proteins 8
Division Threshold 0.2
Apoptosis Threshold 0.2
Symmetric Division On
Asymmetric Division Off
Cell Signalling Off
Cell Division Strategy Evolved

Table 6.1. List of parameters and values.

6.2.2 Results and Analysis

Line

The first morphology was a straight line of 15 cells. Figure 6.1 shows the pseudo-code that 

captures the equation of a straight line in 3-dimensions. The values stored in the variables, 

cells inside and cells outside, are substituted into equation 6.1 with LENGTH set to 7 units 

(where a single unit is equivalent to 2 cells, thus yielding 7*2= 15 cells), and SCALE 

consequently set to 15.
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IF ( (x is greater than or equal to 0) AND (x is less than or equal 
to LENGTH) AND (x is equal to y) AND (z is equal to 0))
THEN

cellsinside = cellsinside + 1 
ELSE

cellsoutside = cellsoutside + 1
Figure 6.1. Pseudo-code specifying the equation for a line.

Fitness =
1 A

cells inside
^rcells_outside  ̂ -e q n .6 .1

SCALE J
where cells inside refers to the number of cells inside the desired shape

cells outside refers to the number of cells outside the desired shape, and 

SCALE refers to a shape dependant constant defining total number of cells in shape,

15 in the case o f the line.

Table 6.2 summarises the statistics obtained from 100 runs. The best line achieved a perfect 

score (according to the fitness function 1/15) of 0.0666667, while the worst achieved 100 and 

the mean was a poor 4.60172 with a large standard deviation of 19.4764. These statistics 

reflect the difficulty in developing such a constrained morphology where only a single 

direction in 12 is correct and must be propagated to the progeny in order to successfully 

complete the task.

Population Scores
Best 0.0666667
Worst 100
Mean 4.60172
Standard deviation 19.4764

Table 6.2. Statistics for the development of a straight-line.

196
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Protein IDs
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(a) (b)
Figure 6.2. (a) Best developed straight line (b) best line’s evolved protein-gene interaction matrix, 
where light blue circles denote inhibition and purple circles denote excitation; the size of the circles 
denotes the strength of inhibition or excitation.

Figure 6.2 shows the final developed solution (a) and the evolved protein-gene interaction 

values (b). Figure 6.3 shows the genome evolved to construct the line. Seven genes with 2 

cis-sites each were employed. The 2"̂  line below the genome shows each gene’s 

corresponding evolved gene activation threshold level. Noticeably, just a single gene (gene 7) 

evolves to emit protein 0 (the division activator protein), its activation threshold level is 

conveniently set to a very low value. This low value hints towards continuous proliferation, 

indeed, figure 6.5 confirms this by showing a saturated rate of protein 0 synthesis.

[ 1, 3 I 6]  [ 0 , 2  | 3 ]  [ 6 , 6  I 5]  [ 1, 5 | 3 ] [ 3 , 6  | 6]  [ 3, 3 | 5 ] [ 3, 0 | 0 ]

0.131 0.749 0.979 0.039 0.088 0.527 0.039

Figure 6.3. Evolved genome (top line) with evolved gene activation thresholds (bottom line).

Evolution has taken advantage of the evolved default growth direction, which is 0, while not 

permitting the synthesis of the directional proteins (proteins 5, 6, 7 or 8). Thus, all divisions 

will yield daughter cells in the 0^ direction and which pass on this default direction to their 

progeny (see table 6.4). Development is kick-started by the evolution of a number of maternal 

factors (proteins used to seed the zygote’s GRN); interestingly, evolution has seeded the 

zygote with only a single protein, protein 1 (the activation inhibitor).

Figure 6.4 shows the gene expression time plots for the zygote and its D' daughter cell. As 

can be seen, the daughter cell follows the same genetic trajectory as its parent. This is 

expected since crucial developmental processes responsible for symmetry breaking, such as
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cell signalling and asymmetric division, are not included. Only symmetric cell divisions 

occur in the model used for the first set of experiments in this chapter. Since the experiments 

in this section all use symmetric divisions and no cell signalling we may expect to see all 

daughter cells following similar protein synthesis and decay trajectories to the zygote. These 

gene expression plots are markedly different in comparison to the plots found in section 6.3 

of this chapter (compare with the plots in figures 6.41 and 6.45).

Gene ID Number

Time (Iterations)

2» ■■■
a  w m r M r  
n m m - W Ê T  
23 marmr
M  n M - i i r

■ iin iir
26 m i- iir
27 i i i - i i r
28 I I I H I "  
2 9 | | | - | | r

(a) Zygote

26 iii-n r
I  n i  l ,

■ i i M n m ; :

(b) T‘ Daughter cell

Figure 6.4. Gene activation plot for the zygote (a) and th e f ‘ daughter cell (b) of the best line. Both 
cells follow the same genetic trajectories.

Table 6.3 shows that protein 1 has affinities with cis-sites 1 (itself) and 3. Four of the seven 

genes (genes 0, 4, 5 and 6) evolve to contain a transcription factor 3 binding site (cis-site). 

Protein 3 has an affinity with the majority of cis-sites 1, 2, 3, 4, 5 and 7. Gene 6, responsible
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for emitting protein 0, is negatively autocatalytic -  see figure 6.2b -  the more protein 0 it 

emits, the less the gene is activated. However, protein 3 activates the gene ensuring a steady 

buildup of protein 0.

Protein IDs

Protein IDs

0 1 2 3 4 5 6 7

0 1 0 0 0 0 0 0 0

1 1 0 1 0 0 0 0

2 1 1 0 1 0 0

3 1 1 1 1 0 1

4 1 0 0 1

5 1 0 0

6 1 1

7 1

Table 6.3. Simple evolved protein-protein affinity matrix. The matrix should be read as follows: to 
work out whether protein 0 will bind to protein 1, one simply examines the first column (protein 0) and 
the row (protein 1). If the cell contains aO there is no binding, if it’s a 1 then binding can occur. The 
cells in feint grey denote that protein interactions are symmetric, i.e., if protein 0 binds protein 1, then 
protein 1 will bind protein 0.

Concentration profile of the eight proteins in the zygote cell o 
the best developed straight line

❖ ❖ ❖ ❖ ❖ ❖ »? ❖

Developmental Iterations

protein 0 
protein 1 
protein 2 
protein 3 
protein 4 
protein 5 
protein 6 
protein 7

Figure 6.5 Concentration buildup of the 8 different proteins in the zygote cell o f the line shown in fig. 
6 . 1 .

Note that only 2 genes are activated, but only 1 is really used (gene 6). Thus, the majority of 

genes present on the genome are non-functioning.
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Iteration Zygote
Direction

Daughter
Direction

1 0
2 0
3 0
4 0 0
5 0 0
6 0 0
7 0 0
8 0 0
9 0 0
10 0 0

Table 6.4. Ten division directions of the zygote andl®‘ daughter cell.

Table 6.4 shows the directions sampled by the zygote cell and its first daughter cell; as can be 

seen, once the daughter cell is created, in iteration 4, it inherits a division direction of 4 and 

maintains it.

Plane

The second task was to construct a x-y plane where both X and Y dimensions need to be 

greater than or equal to -2  and less than or equal to 2. Thus, the plane is to be comprised of 4 

by 4 units, where a single unit is equivalent to 2 cells, yielding 64 cells in total. The equation 

is captured in pseudo-code in figure 6.6. In order to calculate fitness, the values stored in the 

variables cells inside and cells outside are substituted into equation 6.1 with SCALE set to 

64.

IF ((X >= -2 & X <= 2) & (Y >= -2 & Y <= 2) & (Z = 0.00)) 
cells_inside = cells_inside + 1

ELSE
cel1souts ide = cells_outside + 1

Figure 6.6. Pseudo-code specifying the equation for a plane z =0, with 32 cells.

Figure 6.6 shows pseudo-code that specifies that the range of both the X and Y-axes runs 

from positive two units to negative two units. Thus, the total size o f the plane is to be 32 

cells. One hundred runs were performed and the best individuals recorded, table 6.5 

summarises the statistics o f these 100 best individuals. The standard deviation is 9.923, which 

again suggests the plane was difficult to construct due to the need to constrain the 

morphology to the x-y plane. However, the standard deviation achieved is better than that of
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the line in the previous experiment. This maybe because the easiest method of developing a 

line is to ensure all cells divide in a single direction, this is extremely limiting with only 1 in 

12 directions correct. However, this is not the case for the development of a plane as cells 

now have the choice of 2 directions. As the number of cells in the plane increases, later 

progeny (towards the middle o f the plane) have the freedom of sampling more directions 

(than in the line) even if cells are already present, making the task slightly easier than the line.

Population Scores
Best 0.0588235
Worst 100
Mean 1.28446
Standard deviation 9.92435

Table 6.5. Statistics for the development of a plane.

The best individual achieved a fitness score o f 0.0588 yielding a total of only 17 cells (see 

figure 6.7a); its genome and corresponding evolved gene activation thresholds are shown in 

figure 6.6.

[ 3 , 0 | 0 ]  [ 6 , 7 | 5 ]  [ 0 , 2 1 5 ]  [ 5, 1 j 4 ] [ 1, 5 j 5 ] [ 3, 2 j 4 ] [ 3, 7 j 3 ]

0.579 0.432 0.34 0.102 0.167 0.269 0.801

Figure 6.7. Evolved genome (top line) with evolved gene activation thresholds (bottom line).

Again, only protein 1 is used to seed the zygote’s GRN. Protein 1 is able to bind to genes 2, 

4, and 5 conferring large inhibitory, excitatory and inhibitory effects, respectively. The first 

gene evolves to be autocatylitic and has a medium gene activation threshold.

Protein IDs

Protein IDs

0 1 2 3 4 5 6 7

0 1 0 0 0 0 0 0 0

1 0 1 0 0 1 1 1 0

2 0 0 1 0 1 0 0 0

3 0 0 0 1 1 1 0 0

4 0 1 1 1 1 0 1 1

5 0 1 0 1 0 1 0 0

6 0 1 0 0 1 0 1 0

7 0 0 0 0 1 0 0 1

Table 6.6. Simple evolved protein-protein affinity matrix.
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Protein IDs
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Figure 6.8. (a) The best developed plane, (b)best plane’s evolved protein-gene interaction matrix.

Development begins with an evolved default growth direction of 10. Figure 6.9 shows the 

synthesis and decay trajectories of all the eight proteins in the zygote cell over 30 iterations.

The onset of division is delayed until iteration 8 when the concentration of protein 0 exceeds

the 0.2 division threshold (see parameter settings in table 6.1). The daughter cell is created 

with half the contents of the zygote cell. Upon dividing the zygote updates its own 

concentration of protein 0, in this case the protein decays and the concentration falls to 0. 

Protein 0 is synthesised, periodically, in the zygote every 6 iterations, when it exceeds the 

division threshold of 0.2 (see spikes of fig. 6.9).

Concentration profile of the eight proteins in the zygote cell ot 
the best developed plane

V  V Y

Developmental Iterations

protein 0 
protein 1 
protein 2 
protein 3 
protein 4 
protein 5 
protein 6 
protein 7

Figure 6.9. Concentration buildup of the proteins in the zygote cell of the best plane.
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Evolution has opted to use the single direction spindle rotating proteins (4 and 5) as opposed 

to the concentration dependant proteins 6 and 7. Both proteins 4 and 5 are present in 

maximum concentrations of 1. Change in division direction is achieved by protein 4 

momentarily dipping in concentration at regular intervals (see fig. 6.9). Table 6.7 shows the 

division directions for the zygote and the first daughter cell.

Iteration Zygote
Direction

Iteration Daughter
Direction

8 10 9 10

14 11 15 11
20 0
26 1

Table 6.7. Division directions of the zygote andE‘ daughter cell.

The zygote traverses directions 10, 11, 0 and 1; the first daughter cell traverses directions 10 

and 11. In between divisions, the cells continue proliferating in the direction inherited as and 

when the division activator protein is above the division threshold limit o f 0.2.

Circle

The third task was to construct a circle in the x-z plane with a radius of 2 units, where a single 

unit comprises 2 cells. The equation for the circle is captured in pseudo-code in figure 6.10. 

In order to calculate fitness, the values stored in the variables cells inside and cells outside 

are substituted into equation 6.1 with SCALE set to 50 and radius set to 4.

IF ( (x̂  + z^)- radius^) is less than or equal to 0 
AND y is equal to 0 

THEN
Increment the number of cells inside the shape by 1

ELSE
Increment the nxjihber of cells outside the shape by 1

Figure 6.10. Pseudo-code specifying the equation for a circle.

The statistics for the 100 circle experiments are shown in table 6.8. The best individual scored 

a fitness of 0.150909; its evolved genome and gene activation thresholds are shown in figure 

6 . 11.
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P opula tion
Best 0.150909
Worst 1.06
Mean 0.329224
Standard deviation 0.222678

Table 6.8. Statistics for the development of a circle.

[ 4 , 0 | 0 ]  [ 0 , 4 | 0 ]  [ 1 , 5  I 7 ]  [ 3 , 7 | 1 ]  [ 2, 1 | 3 ] [ 1, 6 | 5 ] [ 7, 5 | 5 ]

0.954 0.364 0.856 0.867 0.277 0.036 0.761

Figure 6.11. Evolved genome (top line) with evolved gene activation thresholds (bottom line).

Most noticeably, the first two genes are transposed copies of each other; both emit protein 0 

and both are autocatylitic, explicitly specifying that protein 0 bind, additionally, both specify 

that protein 4 regulate their activity. As the bottom image o f figure 6.12 shows, protein 4 has 

a large negative affect on both genes (through cis-site 4), while protein 0 has a small

excitatory affect on gene 1 (through cis-site 0) and negligible effect on gene 2 .

P rotein  ID s

P rotein  ID s

0 1 2 3 4 5 6 7

0 1 0 0 1 0 1 1 1

1 1 1 1 0 1 1 1

2 1 1 0 0 1 0

3 1 1 1 1 1

4 1 1 0 1

5 1 1 0

6 1 1

7 1

Table 6.9. Simple evolved protein-protein affinity matrix.

Table 6.9 shows that protein 0 is able to bind to instances o f cis-sites 0, 3, 5, 6 and 7, while 

protein 4 is able to bind to instances o f cis-sites 3, 4, 5 and 7. Both proteins 0 and 4 do not 

bind to cis-site instances o f the other, leaving a template match type activation, where protein 

0 only binds to cis-site 0 and protein 4 only binds to cis-site 4.

Genes 6 and 7 have both evolved to emit TF 5: the spindle clockwise rotating protein. Gene 6
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has a very low threshold of activation (0.036), while gene 7 has a rather high threshold 

(0.761). Both genes are different in there cis-site architecture; gene 6 has cis-sites 1 and 6 , 

and gene 7 is autocatylitic explicitly specifying that TF 5 bind to the gene’s cis-regulatory 

region along with TF 7. Although the cis-sites o f both genes are different, they specify similar 

logic. Cis-site 1 o f gene 6 and cis-site 5 o f gene 7 both confer excitatory stimuli, while cis- 

sites 6 o f gene 6 and cis-site 7 o f gene 7 both confer inhibitory stimuli, in a switch type 

manner, i.e., one cis-site is inhibitory and the other excitatory.

Development begins with an evolved default growth direction o f 4, which is subsequently 

modified through the synthesis of protein 5 (see fig. 6.13) by 1 clockwise until it reaches 

direction 3, in iteration 12. Clearly, evolution has opted for the long way round, as opposed to 

the shortcut of synthesising protein 4 and moving to direction 3 in 1 step. Subsequent 

divisions of both the zygote and the first daughter cell, which appears in iteration 12, are 

shown in table 6 . 10.

Protein IDs

Gene IDs

#  *
Figure 6.12. Final developed circle. (Top left) circle profile. (Top right) circle top-down view (Bottom) 
protein-gene interaction matrix.
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Concentration buildup o f the 8 proteins o f the zygote cell o f the
best developed circle

Iterations

* —  protein 0 

protein 1 

protein 2 

protein 3 

—X— protein 4  

— protein 5

 protein 6

——  protein 7

Figure 6.13. Concentration buildup of the proteins in the zygote cell of the best circle.

Iteration Zygote
Direction

Iteration Daughter
Direction

12 3 16 7
15 6 24 3
23 2 29 8
26 5

Table 6.10. Division directions of the zygote andC‘ daughter cell.

Sphere

The fourth shape evolved was a sphere. The fitness function given in eqn. 6.1 was used with 

the equation for a sphere, which is given in pseudo-code in fig. 6.14 below, the radius was set 

to 2 and a SCALE of 100 was used.

IF (x̂  + + ẑ ) is less than or equal to radius^
THEN

Increment the number of cells inside the shape by 1
ELSE

Increment the number of cells outside the shape by 1
Figure 6.14. Pseudo-code specifying the equation for a sphere.

Population Scores
Best 0.011236
Worst 1
Mean 0.063692
Standard deviation 0.174812

Table 6.11. Statistics for the development of a sphere
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[3 , 1 | 3 ]  [ 5 , 3 | 1 ]  [ 0 , 3  | 5 ]  [ 1 , 6 | 0 ]  [ 7, 2 | 0 ] [ 2, 1 | 5 ] [ 1 , 4 | 6 ]

0.777 0.105 0.583 0.776 0.686 0.606 0.004

Figure 6.15. Evolved genome (top line) with evolved gene activation thresholds (bottom line).

Figure 6.15 shows the evolved genome and associated gene activation thresholds. Two genes 

evolve to emit proteins 0 (genes 4 and 5) and protein 5 (genes 3 and 6), while only a single 

gene emits protein 6 (which has an almost negligible gene activation threshold.) TFs 5 and 6 

are both able to bind to cis-sites 1 and 4 of gene 7 (see table 6.12), both TFs confer large 

inhibitory effects. Protein 0 is able to bind to both cis-sites conferring a medium excitatory 

effect; however, protein 1 (the only other protein present in the zygote) can only bind to itself 

with a high excitatory effect, but not cis-site 4. In light of the concentrations o f proteins 0, 1, 

5 and 6, gene 7 receives an overall double inhibitory effect. However, as can be gleaned from 

the explanation o f how the zygote undergoes changes to its division direction spindle (see 

below), gene 7 emits protein 6 regularly before the first division in iteration 19. This is 

attributed to protein 5 (which confers a large inhibitory effect), which is only synthesised on 

and around iteration 18, prior to this it did not exist.

P rotein  ID s

P rotein  ID s

0 1 2 3 4 5 6 7

0 1 1 1 0 1 0 1 1

1 1 0 0 0 1 1 1

2 1 1 0 0 0 0

3 1 1 1 0 1

4 - 1 1 1 1

5 0: 1 1 0

6 V: 1 0

7 1 1

Table 6.12. Simple evolved protein-protein affinity matrix.
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(a) (b)
Figure 6.16. (a) Best developed sphere, (b)best sphere’s evolved protein-gene interaction matrix.

Protein 6 itself constitutes the second o f the two inhibitors, and once its concentration 

exceeds a threshold the gene is deactivated, constituting negative feedback, hence the see-saw 

behaviour o f protein 6 in fig. 6.17. At the start of development, protein 1 (which has a high 

excitatory effect on gene 7) is used by evolution to seed the zygote, this causes the synthesis 

of protein 6 , which immediately inhibits its own synthesis. As protein 6 decays below the 

concentration of protein 1, protein 1 exerts its excitatory effect synthesising more protein 6 .

Development begins with an evolved default growth direction o f 11. The actual series of 

division directions in conjunction with the concentration dynamics o f the division activator 

and repressor proteins is quite convoluted. However, it does imply that many alternative 

developmental programs exist -  in the form of genotypes in the GA’s population -  and that 

the program discovered by evolution for this particular sphere is but one. Additionally, it is 

important to note that the population may contain alternative methods of solving the problem, 

however, for simplicity only the best o f the population are considered.

The zygote divides late in iteration 19, when it divides in direction 1. In between the start, 

when the zygote had a default growth direction o f 11, and the 19* iteration the division 

activator and repressor proteins conspire to delay division, while the spindle rotating proteins 

turn the spindle to direction 1. Initially, during the construction o f the sphere, all directions 

are equally valid. The convoluted strategy employed by evolution to arrive at an initial 

division direction is, therefore, not optimal.
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Concentration buildup o f the 8 proteins in the zygote cell o f  the
best developed sphere

---------------------------------

Iterations

—^  protein 0 

—*  protein 1 

protein 2 

protein 3 

— protein 4 

— protein 5

 protein 6

——  protein 7

Figure 6.17. Concentration buildup of the proteins in the zygote cell of the best sphere.

Bearing in mind the zygote does not undergo division until the 19^ iteration, the zygote’s 

default growth direction continues changing from 11 to 1 through the following changes. 

Protein 6 (the concentration dependent anti-clockwise spindle rotator) is synthesised in 

iteration 2 which results in the spindle rotating 2 steps anti-clockwise resulting in a new 

direction of 9. In iteration 3, protein 6 decays resulting in a further 2 steps anti-clockwise, 

yielding a direction of 7. Iteration 4 sees protein 6 decay yet again, but this time the spindle is 

rotated by a single step to direction 6; the same occurs in the next iteration with the spindle 

moving to direction 5. Iterations 6 and 7 result in no change o f spindle direction due to 

protein 6 decaying below an amount capable of influencing spindle rotation. Iteration 8 sees 

the re-synthesis of protein 6 , which again rotates the spindle 2 steps resulting in a new 

direction of 3. The earlier pattern in protein 6 synthesis and degradation is repeated, thus 

protein 6 begins to decay resulting in the spindle being rotated by a further 2 directions 

yielding direction 1; a single further rotation is made in iteration 10 resulting in a new 

direction of 0 .

Iteration Z ygo te
D irec tion

Iteration D a u g h ter
D irec tio n

19 1
20 2
21 3 21 3
22 4 22 4
23 5 23 5
24 6 24 6
25 No div 25 7
26 No div 26 8
27 9

Table 6.13. Division directions of the zygote andP‘ daughter cell.
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Iteration 11 marks the start of the “full circle” through the directions to the final direction the 

zygote will adopt. The decay of protein 6 results in the spindle being rotated by a single 

direction anti-clockwise ending up in direction 11, where it remains, due to the low 

concentration of protein 6 until the 13^ iteration. More protein 6 is synthesised and the 

spindle is rotated 3 units yielding direction 8. Protein 6’s decay causes the spindle to be 

rotated another 2 directions, yielding direction 6; this is repeated in the next iteration (15) 

resulting in direction 4. Iteration 16 sees the spindle rotate anti-clockwise once to direction 3, 

where it remains, due to protein 6 decaying too low, until the 18*̂  iteration, when protein 6 is 

re-synthesised in a higher concentration resulting in the spindle moving 3 directions to 

direction 0. The final iteration (19) sees protein 5 (the single clockwise direction spindle 

rotator protein) synthesised in a higher concentration than protein 6 resulting in the spindle 

now rotating clockwise a single direction to direction 1; which marks the start o f division.

Until iteration 19, the division repressor protein prevents division from occurring (protein 0 is 

synthesised from iteration 17). Iteration 19 sees the concentration of protein 0 exceed both the 

division repressor concentration and the division threshold resulting in the first division. The 

zygote continues to divide (as shown in table 6.13) until iteration 24. Each division between 

iterations 20 and 24, occurs in directions 2, 3, 4, 5 and 6 with a final seventh division (in 

iteration 27) occurring in direction 9 (see table 6.13).

Cube

The fifth morphology was a cube o f dimensions 2, 2 and 2. The pseudo-code, in fig. 6.18 

below, captures the equation o f a cube. The variables from the equation of a cube were used 

in the fitness function given by equation 6.1 with SCALE set to 512.

IF ((x is less than or equal to -2 AND greater than or equal to 2) 
AND (y is less than or equal to -2 AND greater than or equal to 2) 
AND (z is less than or equal to -2 AND greater than or equal to 2)) 
THEN

Increment the number of cells inside the shape by 1 
ELSE

Increment the number of cells outside the shape by 1
Figure 6.18. Pseudo-code specifying the equation for a cube.
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Population Scores
Best 0.00543478
Worst 1
Mean 0.0626973
Standard deviation 0.204324

Table 6.14. Statistics for the development of a cube.

Table 6.14 summarises the statistics of the 100 runs; the best individual achieves a rather 

good fitness of 0.00543 as shown in fig. 6.20a. The cube is very nearly finished making it 

easy to discern the sides of the cube.

[ 2 , 1 | 0 ]  [ 5 , 7 | 6 ]  [ 3 , 7 | 4 ]  [ 5 , 5 1 3 ]  [ 6, 6 j 1 ] [ 7, 5 j 3 ] [ 1, 1 j 1 ]

0.106 0.639 0.285 0.48 0.268 0.003 0.105

Figure 6.19. Evolved genome (top line) with evolved gene activation thresholds (bottom line).

Most noticeably, perhaps, gene 7 is the only autocatylitic gene that evolved and it emits the 

division repressor protein 1. When considering that a cube would need many divisions this 

gene prompts the question: what is its purpose in the developmental program? Protein 1 also 

regulates the expression of gene 1, which is the only gene that has evolved to emit protein 0. 

Additionally, genes 2 and 3 evolve to emit the spindle rotation proteins 6 and 4, respectively.

Development begins with evolved maternal factors 1 and 2. As the graph of figure 6.21 

shows, the division inhibitor, protein 1, is present in a higher concentration than the division 

activation, protein 0. Consequently, the first zygotic division does not occur until iteration 14, 

when the concentration of the inhibitor begins descending. After iteration 14, protein 1 decays 

to a concentration of zero.
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Protein ID,

Protein IDs

0 1 2 3 4 5 6 7

0 1 0 1 0 1 1 0 0

1 1 1 1 0 0 1 0

2 1 0 1 0 1 0

' 3 1 0 1 1 0

4 1 0 0 0

5 1 0 0

6 1 1

7 1

Table 6.15. Simple evolved protein-protein affinity matrix.

Protein IDs
3 !

#

Gene IDs

#  ■

•  #

" . . .  *  #

*  #  #  .

(a) (b)
Figure 6.20. (a) Best developed cube, (b)best cube’s evolved protein-gene interaction matrix.

The first gene responsible for synthesising protein 0 is activated and inhibited by TFs 1 and 2, 

respectively (see fig. 6.20b). Since, as mentioned earlier, divisions occur late and evolution 

opts to seed the zygote with both proteins 1 and 2 , it comes as no surprise to see that gene 1 is 

initially inactive. Since protein 2 inhibits strongly the activation o f gene 1, it seems counter

intuitive therefore that TF 1 (the division inhibitor) actually assists in the activation o f gene 1. 

TF 1 manages to deliver the majority o f  the excitatory stimuli to gene 1 by binding to both 

eis-sites 2 and 1 (see table 6.15). However, from iteration 14, as described above, TF 1 

decays to a concentration o f 0 (see fig. 6 .21), thus it is no longer available to confer its double 

large excitatory effect. Activation o f gene 1 is then left to the apoptosis repressor protein 

(protein 3), which confers a small level o f  activation and is present in sufficient, 

concentration to replace the excitatory effect o f TF 1, thus activating the gene.
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Buildup o f the eight proteins in the zygote cell o f  the best cube

o
I
g 0.6
c
O  0.4 

0.2

— protein 0 
protein 1 
protein 2 
protein 3 

”•*— protein 4 
— protein 5
  ̂ protein 6
—— protein 7

Iterations

Figure 6.21. Concentration buildup of the proteins in the zygote cell of the best cube.

The strategy employed by this cube constructing developmental program is to synthesise 

large amounts of anti-clockwise spindle rotating protein, from the start of development, at 

iteration 1. Thus, by iteration 14 the evolved division direction changes in stages (from the 

default growth direction of 3), anti-clockwise a single unit for 13 iterations to position the 

spindle in direction 2. Table 6.16 provides a full list of the directions sampled by the zygote 

and its first daughter cell.

Iteration Zygote
Direction

Iteration Daughter
Direction

14 2 15 1
15 1 16 0
16 0 17 11
17 11 18 10
18 10 23 8
23 9

Table 6.16. Division directions of the zygote andf‘ daughter cell.

The presence of protein 0 at maximum concentration ensures repeated division of the zygote 

from iteration 14 onwards. In addition, it ensures each daughter cell inherits protein 0, 

enabling daughter cells to continue traversing similar protein and gene expression dynamics 

to that exhibited by the zygote.
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Cylinder

The sixth morphology was a cylinder of radius 2 and length 4. Figure 6.22 shows the 

equation of a cylinder in pseudo-code; the values of the variables, cells inside and 

cells outside, are substituted into eqn. 6.1, with SCALE set to 200, to calculate the final 

fitness value.

IF ( (x̂  + ẑ ) - radius^) is less than or equal to 0 
AND y is less greater than or equal to -LENGTH AND less than LENGTH 
THEN

Increment the number of cells inside the shape by 1 
ELSE

Increment the number of cells outside the shape by 1
Figure 6.22. Pseudo-code specifying the equation for a cylinder.

Table 6.17 summarises the statistics over 100 runs.

Population Scores
Best 0.00900901
Worst 100
Mean 1.0319
Standard deviation 9.94682

Table 6.17. Statistics for the development of a cylinder.

[ 3 , 3 | 1 ]  [ 2 , 4 | 7 ]  [ 2 , 5 | 5 ]  [ 7, 3 | 3 ] [ 4 , 4 | 3 ]  [ 4, 6 | 0 ] [ 0, 5 | 4 ]

0.418 0.837 0.457 0.033 0.253 0.775 0.579

Figure 6.23. Evolved genome (top line) with evolved gene activation thresholds (bottom line).

Figure 6.23 shows the evolved genome and associated gene activation thresholds. Genes 3 

and 4 evolve to be autocatylitic. Only a single gene (gene 6) evolves to emit the division 

activator protein 0, noticeably, gene 6 has a high gene activation threshold. Spindle rotating 

proteins 4, 5 and 7 evolve as TFs to be synthesised by genes 7, 3 and 2, respectively.
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Protein IDs

Protein IDs

0 1 2 3 4 5 6 7

0 1 1 0 0 0 1 0 0

1 5 1 1 1 1 1 1 1

2 1 0 1 1 1 1

3 1 1 1 1 1

4 1 1 0 0 1

5 1 1 0

6 1 0

7 u 1

Table 6.18. Simple evolved protein-protein affinity matrix.

Development begins with evolution seeding the zygote with protein 1 (the division repressor). 

Protein 1 gradually decays over the next 5 iterations. In iteration 5, gene 6 starts to activate 

with protein 0 being synthesised. Since only protein 1 is used to seed the zygote and gene 6 is 

not expressed until iteration 5, one suspects that protein 1 may be inhibiting the expression of 

gene 6. Indeed, table 6.18 (the protein affinity matrix) confirms that protein 1 binds to both 

cis-elements of gene 6 (4 and 6). Figure 6.24b shows that protein 1 confers a large inhibitory 

stimulus preventing the gene from activating.

Protein IDs
t 2 .1 4  ̂ "

I »  #  ' .  #

#  * #  *  - *

#  '  *

#  #  *

(a) (b)
Figure 6.24. (a) Best developed cylinder, (b)best cylinder’s evolved protein-gene interaction matrix.

This cylinder constructing developmental program has evolved to use only the single division
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direction, spindle rotating proteins, rather than the concentration dependant proteins. Both 

cloekwise and anti-cloekwise single unit spindle rotating proteins are synthesised. Figure 6.25 

shows how both proteins 4 and 5 follow similar synthesis and decay trajectories. Protein 4 is 

present in a slightly higher concentration than protein 5 for approximately the first 18 

iterations, whereupon protein 5 manages to equal protein 4 at a maximum eoncentration of 1. 

The evolved default growth direction is 8. This value ehanges due to protein 4 (which rotates 

the spindle by a single direction, anti-clockwise, in each iteration) whose concentration is 

higher than any of the other spindle rotating proteins.

Buildup of the proteins in the zygote cell of the best developed 
cylinder

Iterations

protein 0 
protein 1 
protein 2 
protein 3 
protein 4 
protein 5 

— - protein 6 
—— protein 7

Figure 6.25. Buildup and decay of proteins over 30 iterations in the zygote cell of the best cylinder.

Iteration Zygote
Direction

Iteration Daughter
Direction

10 0 11 11
14 8 15 7

17 5
19 3
20 2
24 6

Table 6.19. Division directions of the zygote andl*‘ daughter cell.

The zygote divides in iteration 10, when the spindle rotating protein has managed to align the 

spindle in direction 0. This late division occurs due to the presence of protein 1 (the division 

inhibitor), which protein 0 only just manages to exceed in concentration, in iteration 10. 

Table 6.19 shows the zygote cell and its first daughter cell’s division directions. Strikingly, 

the zygote’s daughter cell divides more times than the actual zygote cell. This is because after 

the 2"̂ * zygotic division, the zygote concentration of protein 0 drops to 0. During this decay, 

two events occur within the cell. The first is that the two spindle rotating proteins align the
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spindle in direction 4. The second is that immediately after this division the concentrations of 

both spindle rotating proteins rise to 1, thus fixing the next and subsequent divisions in 

direction 4— in which a cell is already present, thus cell division is aborted.

6.3 Experiment 2: Pattern Formation and Differentiation with Cell-Signalling and 

Asymmetric Division

The previous section showed that development without symmetry-breaking mechanisms 

(such as cell signalling and asymmetric division) is capable of developing geometric shapes. 

It also highlighted the often-overlooked but important issue of symmetry-breaking 

mechanisms in early development, by which cells acquire identity. As pointed out by Wolpert 

[1998], “There are really only two major mechanisms by which cells acquire identity, one is 

by asymmetric cell division together with cytoplasmic localisation. The other relies on 

interactions”. This section details the development of the shapes studied in the previous 

section, but using the full development capabilities of the EDS. These capabilities include cell 

signalling, cell membrane receptors, receptor-mediated signal transduction, asymmetric and 

symmetric division and mechanisms akin to sequestering proteins [Drubin, 2000], which 

facilitate cytoplasmic localisation in the absence of any physics and mechanics.

6.3.1 Experiment 2: System  Setup

All the experiments in this section used the parameter settings shown in table 6.2. 

Experiments were performed on a 1.47GHz AMD Athlon XP+ processor with 1Gbyte of 

333MHz DRAM. Run times varied for different evolutionary runs (often substantially); the 

main contributor was the number of cells in the morphology. For example, 100 runs of the 

line development task took approximately less than 8 hours, whereas larger morphologies 

such as cylinders and cubes took much longer—approximately 1 and a half days.
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Evolution

Parameter Value

Runs 100
Population Size 70
Generations 100
Tournament Size 30
Number of Genes (N) 8
Crossover 100%
Mutation per gene 0.01
Gene Activation Thresholds Evolved
Gene Sharpness Constant 0.001

Development

Parameter Value

Developmental iterations 30
Cis-Sites (K) 2
Division Threshold 0.2
Apoptosis Threshold 0.2
Symmetric Division On
Asymmetric Division On
Cell Signalling On
Cell Division Strategy Evolved

Table 6.20. List of parameters and values.

6.3.2 Experiment 2: Results and Analysis

Line

As in the previous section (section 6.2), the first morphology was a straight-line of 15 cells 

which used the same fitness function. Table 6.21 summarises the statistics obtained from 100 

runs. The best line achieved a perfect score (according to the fitness function 1/15) of 

0.0666667, while the worst achieved 1.03 and the mean was 0.534 with a standard deviation 

of 0.451.

Population Scores
Best 0.0666667
Worst 1.033
Mean 0.534
Standard deviation 0.451

Table 6.21. Statistics for the development of a straight-line.

Figure 6.26 shows a series of snapshots taken during the development of the line. The first 

snapshot shows the final solution with all proteins removed for clarity so the quantity and 

colour of cells are clearly visible. Subsequent snapshots, in fig. 6.26, reflect the following 

iterations: 1, 2, 3,4, 5, 6, iteration 10 and the final state of the solution.

The evolved default direction has been exploited to maximum benefit by ensuring no other 

spindle rotating proteins are synthesised—this solution simply continues to divide in the 

default direction. Snap-shots c, d, e, f, h and i, from fig. 6.26, show each cell emits a protein
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with the same diffusion rate; analysis reveals the protein is protein 25 with a diffusion rate of

(a) Final 15-celled line with all 
proteins removed. Cells vary in 
their colour reflecting differential 
gene expression (the beginnings 
of differentiation).

(b) Zygote stage, taken at the start of 
development emitting many protein 
signals.

(c) Iteration 2—two cells, 
zygote divides and emits 
more of protein 25, a 
medium-range hormone.

(d) 2 cells, taken at the 3'" 
iteration—protein 25 has now 
reached maximum concentration 
and its greatest extent.

(e) 4 cells, taken at the iteration— (f) 5 cells, taken at the 5*
the zygote’s daughter cell now begins iteration, 
emitting protein 25.

(g) 6 cells, taken at the 
iteration (proteins removed for 
clarity).

4.249.

(h) 10*̂ iteration—the zygote’s
daughter cell has now increased its 
level of expression of protein 25 to a 
maximum following the zygote.

(i) Final state of the line with 
a coupled network of 
proteins, due to the emission, 
by all cells, of protein 25.

Figure 6.26. The development of a straight-line.
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The protein ensures it achieves its maximum spread by keeping its concentration at a 

maximum level of 1.0 (see fig. 6.29).

[ 4 , 3 7 | 3 ]  [ 9 , 3110]  [20, 10 I 14] [3, 12 j 35] [ 37, 5 | 36 ] [ 31, 29 | 31]

[4, 10 I 38] [ 1 1 , 0 | 2 5 ]  [ 10, 24 I 12] [ 6, 5 | 25 ]

0.468 0.082 0.91 0.179 0.802 0.606 0.982 0.358 0.56 0.672

Figure 6.27. Genome and evolved gene activation thresholds.
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Figure 6.28. Gene activation plots for the zygote (a) and its daughter cell (b) over 30 iterations. 
Noticeably, genes 1, 2 and 9 are active in the zygote and not active in the daughter cell (two potentially 
differentiated cell types), while gene 7 is active in the daughter cell and not active in the zygote.

The best line has some interesting behaviour: the zygote cell and its first daughter cell are 

different from one another. The gene activation plots for the zygote and daughter cell are 

shown in figure 6.28. They show that the daughter cell differentiates earlier than the zygote, 

but that the zygote is fated to assume eventually the same expression pattern as the daughter.
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Noticeably, genes 1, 2 and 6 are active in the zygote and not active in the daughter cell. This 

difference in gene expression between the two cells is an example of differentiation, in which 

different subsets of genes are active in different cells in space and time.

Evolution seeds the zygote with many maternal factors 2, 8, 9, 10, 11, 12, 14, 19, 20, 22, 23, 

24, 26, 27, 30, 35 and 39, and the twelve receptors shown in table 6.22 with their respective 

concentrations.

1 2 3 4 5 6 7 8 9 10 11 12

17 16 15 15 18 17 17 19 16 18 14 19

0.011 0.386 0.313 0.313 0.118 0.011 0.011 0.875 0.386 0.118 0.587 0.875

Table 6.22. Evolved receptors and their concentrations.

In the zygote, maternal factors 19, 26 and 27 have sufficiently large activating effects to 

surmount the activation threshold of 0.468, thus enabling the expression of gene 1. However, 

as can be seen from the graph in figure 6.29 below, protein 19 is short lived. It is present from 

the start until iteration 6 whereupon the activation of gene 1 is left to protein 27 which 

remains saturated from iteration 7 throughout development. Proteins 22 and 23, which both 

bind to gene I ’s cis regulatory region, are inhibitors. Additionally, from the graph, it can be 

seen that eventually proteins 3 and 31 are synthesised. Both these proteins have a large 

activating effect on gene 1, thereby activating it in later iterations, in the absence of protein 

19.

Concentration profile of the proteins in the zygote cell

 ̂ 0.8I
S 0 . 6 -
cO 0.4

0.2 - i

o (N(N
Iterations

protein 0 
protein 1 
protein 2 

V protein 3 
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— —  protein 7 
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protein 9 
protein 10 
protein 11 
protein 12 
protein 13 
protein 14 
protein 15 

—«— protein 16 
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, protein 18 
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Figure 6.29 Graph of protein concentration buildup and decay in the zygote over time. Not all^rotein 
shown for clarity.
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The expression of gene 2 is regulated by the activators 11, 12, 19 and 23; these proteins are 

responsible for activating the gene within the zygote. However, as proteins decay over time, 

for example protein 19, other newly synthesised proteins take on their roles as activators. A 

good example of this is the newly synthesised protein 3, which takes over protein 19’s role as 

activator for gene 2. Proteins 0 and 31 confer large and small inhibitory effects, respectively. 

This gene (2) is expressed in the zygote but not in the daughter cell.

Genes 3, 4 and 5 are never expressed at all, this is due mainly to the strong inhibitors that 

bind to the cis regulatory regions of these genes conferring strong inhibitory stimuli 

preventing these genes from surmounting there activation thresholds, of which gene 3 and 5 

have high activation thresholds.

Gene 6 is activated for a significant duration o f development; its activation is due, 

principally, to protein 19, which confers a large activating effect. As protein 19 decays and its 

activating effect wanes, protein 0 takes over its role as activating protein.

Gene 7 is not expressed in either the zygote or its daughter cell. Cell signalling also ensures 

the gene is never activated by conferring large inhibitory stimuli.

Gene 8, emits protein 25, and is activated continually in both the zygote and its daughter cell. 

This gene is regulated by a number of activating proteins (11, 12, 14 and 35) early on in 

development, in the later stages, however, some of these proteins decay permitting other 

proteins to assume their roles, such as proteins 0, 1, 3, 25 and 31. The gene is autocatalytic in 

that the more it is expressed and synthesises protein 25 the more it will be expressed later 

(which accounts for its continual activation). Protein 24 is the only inhibitor o f the gene and 

ceases to exist beyond iteration 13.

Gene 9 is never activated in either cell; gene 10, however, is only activated once, in the 

zygote, in iteration 6. In the absence of cell signalling gene 10 would activate most o f the 

time, however, since cell signalling is active it ensures the gene is inactivated by conferring a 

large inhibitory stimulus. In iteration 6, however, this inhibitory stimulus was only just 

beginning to build up and therefore did not confer enough inhibition, until later stages.

By equipping cells with various numbers of receptor 11, evolution has ensured that the
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medium-range protein 25 can convey its large cell-cell inhibitory effect. The resulting 

evolved transductions ensure that most genes (2, 3, 5, 6, 9 and 10) receive inhibitory effects 

from the receptor 11-protein 25 signaling pathway. Thus, the activation of these genes is due 

to TFs surmounting, occasionally, inhibitory effects and gene thresholds. As development 

proceeds, protein 25 is synthesised in larger amounts and inhibits more strongly.

Plane

The second morphology was that of a plane constructed using the same fitness function as 

described in the plane experiments of section 6.2. Table 6.23 summarises the statistics 

obtained from 100 runs. The best line achieved a score of 0.04 while the worst achieved 1 and 

the mean was 0.21 with a standard deviation of 0.19.

Population Scores
Best 0.04
Worst 1
Mean 0.213493
Standard deviation 0.189388

Table 6.23. Statistics for the development of a plane.

The evolved genome and gene activation threshold values are shown below in fig. 6.30. Gene 

4 is the only gene to emit a mitotic spindle rotator protein (protein 6). Gene 10 emits protein 

0, and as the gene-expression graph (fig. 6.32) shows, gene 10 is continually activated in the 

zygote and the daughter cell. Considering its continual activation its evolved gene activation 

threshold seems somewhat high, especially in comparison to gene 4 ’s threshold value of 

0.006, which ensures the gene is activated most o f the time.

[27, 11 I 36] [ 1 5 , 4 | 2 0 ]  [ 15, 36 | 17] [ 7, 37 | 6 ] [ 11, 27 | 33]  [7,  15 | 30]

[17, 36 I 2 ]  [22,  5 I 22]  [8 , 13  | 10] [ 28, 7 | 0 ]

0.307 0.397 0.974 0.006 0.93 0.128 0.524 0.717 0.981 0.153

Figure 6.30. Evolved genome and gene activation thresholds for the best plane.

Figure 6.31 provides an illustration of how the plane developed over time through a series of 

snap-shots taken at intervals during development. The first image shows the final plane with 

all proteins removed for clarity. We can see that all the cells of the plane are the same colour, 

this shows that all the cells were similar in protein composition. The colour (white with a hint 

of red) reflects the fact that few proteins remain in the cells towards the end of development.
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The zygote is seeded with various proteins 2, 8, 12, 13, 16, 18, 21, 24, 29, 31, 32, 33, 34, 35, 

36, 37 and 38 (fig. 6.31, snap-shot, b).

(a) Final state of plane, less any 
proteins to aid in visualisation. 
The colour of the cells reflects 
the dwindling amount of protein.

(b) Zygote, iteration 1. (c) Iteration 2—zygote divides 
in direction 1, the daughter cell 
is in the lower left comer.

(d) Iteration 3—the daughter cell 
begins emitting more proteins 
(including protein 0), while the 
zygote increases its level of 
protein 0 emission.

(g) Iteration 8—five-cell stage 
with the zygote and cell 2 
synthesising maximum protein 0.

(e) Iteration 4—the daughter cell 
divides in direction 1 (local-acting 
proteins removed for clarity), 
resulting in 3 cells.

(f) Iteration 5— the zygote’s 
level of protein 0 reaches a 
maximum, while cell 2 
increases its amount and cell 3 
begins its protein 0 emission 
(some proteins removed for 
clarity in cell 2).

(h) Iteration 9—7-cell stage, growth 
in two different directions. The 
zygote divides in direction 1 and 
the 5*̂  cell divides in direction 0.

(i) Iteration 10—Eight cells, 
growth occurs in direction 0 
(upper right comer), this cell is 
fated to die, compare with
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snap-shot (a) centre line.

(j) Iteration 11—Ten cell T-shape (k) Iteration 11—Ten cell T-shape (1) Final state of plane—all
embryo, with division in direction embryo, with division in direction 0 cells emitting the local-acting
0 and from the zygote in direction and from the zygote in direction 11, protein 0.
11, local-acting proteins present. with local-acting proteins removed.

Figure 6.31. The development of the best plane.

As mentioned above, gene 10 evolves to emit protein 0, and it is protein 0 that is used as a 

local-acting signal during cell signalling (snapshot b shows the build up of protein 0, depicted 

as the blue translucent sphere with the largest diameter). Development continues with the 

zygote dividing in the iteration in direction 0 (snapshot c); immediately the daughter cell 

begins synthesising proteins including protein 0 (snapshot d). Snapshot e shows the daughter 

cell dividing in direction 0 at iteration 4; iteration 5 (snapshot f) sees the level of protein 0 

synthesised by the zygote reaching a maximum concentration of 1 and the protein achieving 

its maximum of spread of 2.081.

Snapshot g sees development jump ahead to iteration 8 in which there are now 5 cells and 

both the zygote and its daughter cell maintain maximum levels of protein 0. Snapshot h 

shows a crucial change in development—two divisions occur. These divisions are due to the 

zygote and the fifth cell. The zygote manages to increase its level of protein 6 above a 

threshold, and change division direction to direction 1, while the fifth cell (shown in the 

lower left comer of snapshot g) also divides but in direction 0, giving rise to the scenario in 

snapshot h with seven cells. This new cell in the lower left comer is fated to die.

Snapshot i shows the state at iteration 10 in which the new cell in the lower left comer of the 

image ceases dividing; instead, the upper right portion of the image shows division has 

occurred again in direction 1. The cell in the lower left comer of image i (and snapshot h) and
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the new division, resulting in the 8-cell stage of iteration 10 (snapshot i) are interesting. That 

is, they are interesting in that when one compares the final state o f the solution to that of 

snapshots h and j, we can see that the two cells in question (at either end of the line) are 

ephemeral additions and are ultimately fated to commit suicide (or apoptosis). Indeed, further 

analysis reveals that the ephemeral cell of snapshot j survived only 4 iterations, while that o f 

snapshot h survived 7 iterations. The two cells had short lives because they ceased 

synthesising any proteins and so were regarded as having depleted their resources thus, 

invoking apoptosis. Snapshot j, harbours a second interesting feature: one of the cells (the 

zygote’s first daughter cell) has managed to divide in direction 11, the actual cell is masked 

by the proteins in snapshot), it is, however, clearly discernable in snapshot k, resulting in a T- 

shape.

After the state shown in snapshot k, the general strategy adopted is similar to the situation 

that occurs in snapshot), i.e. that cells eventually start to divide in direction 11 and others in 

direction 10, thus giving rise to the main body of the plane.

Evolution has cleverly opted to use a division strategy in which only a single directional 

protein is used: the concentration dependant anti-clockwise protein (protein 6). The “anti

clockwise” strategy works because evolution sets the initial division direction to direction 1. 

Changes in direction from this point are easily achieved through the use of protein 6 to divide 

in an anti-clockwise manner. The resulting directions sampled are 1 , 0 ,  11 and 10 (not 

necessarily in this order). Additionally, protein 6 need not be synthesised in great amounts to 

achieve these directional changes—  a maximum concentration of 0.19 (used in this solution) 

suffices, see chapter 4, eqn. 4.5.

The gene activation plots for both the zygote and its first daughter cell show that both cells 

have similar patterns o f gene expression with the same genes activated and inactivated at 

different times. The reason both cells are so similar in their gene expression pattern may be 

due to the strength of signals received from neighbouring cells. That is, none o f the protein 

signals being diffused constitute either large inhibitory or excitatory stimuli, rendering cell 

signalling of little effectiveness in the main portion o f the shape. Certain cells are fated to die 

(as discussed earlier) due to a lack of protein synthesis. Thus, those ill-fated cells would have 

undergone no gene expression, it may be concluded, therefore, that cells furthest away fi*om 

the centre have a distinctly different gene expression pattern to cells in the main shape: no
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gene expression at all.
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Figure 6.32. Gene activation plot for the zygote (a) and theP‘ daughter cell (b) of the best plane.

Gene 10, which emits protein 0 (the division activator protein), in both cells remains 

continually activated due to the presence of a long list of regulating activators, such as 

proteins 0, 8, 17, 18, 21, 31, 33 and 34, and only a single inhibitor, protein 37. Despite this 

array of activators, only protein 0 is required to activate gene 10, as it is a strong activator 

conferring a maximum activity of 0.793. In the first few iterations, after the initial cell 

division, and until iteration 6, the zygote receives a small inhibitory signal. This signal is 

received through the receptor 12-protein 0 signalling pathway; during development, however, 

this signal diminishes with an ever-decaying concentration of receptor 0, resulting, 

eventually, in only receptors of type 18, which do not bind any protein 0 at all. Instead, 

receptor 18 binds proteins 6 and 21, which confer small excitatory stimuli. This is an example
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of the system selecting which proteins affect its internal dynamics through the evolution of 

receptor sensors.

Circle

The third morphology was a circle, which used the same fitness function as described in the 

circle experiments of section 6.2. Table 6.24 summarises the statistics obtained from 100 

runs. The best line achieved a score of 0.0769, while the worst achieved 1 and the mean was 

0.196 with a standard deviation of 0.17.

Population Scores
Best 0.0769
Worst 1
Mean 0.196
Standard deviation 0.17

Table 6.24. Statistics for the development of a circle.

Figure 6.33 below shows the evolved genome and gene activation thresholds for the circle 

development program. Just as in the program evolved for the plane, and unlike the circle

evolved using no cell signalling, this solution relies upon protein 6, the anti-clockwise

protein. Genes 1 and 7 evolve to emit two receptors: 10 and 19.

[ 11 , 0  I 19] [ 2 5 , 1 9 | 6 ]  [ 31 , 2  I 0 ]  [ 25, 26 | 14] [ 17 , 2 7 1 3 ]  [4,  15 | 31]

[21, 29 I 10] [19, 22 I 37]  [ 5, 30 j 30 ] [ 10, 1 j 37 ]

0.404 0.813 0.8 0.693 0.19 0.204 0.114 0.661 0.452 0.517

Figure 6.33. Evolved genome and gene activation thresholds for the best circle.

The genome hides a subtle feature: gene 7 and gene 9 emit proteins that are related, in that 

during cellular division, in the presence of protein 10, protein 30 causes the unequal 

(asymmetric) distribution of protein 10. Evolution has seeded the zygote with the following 

proteins: 1, 8, 9, 10, 12, 13, 16, 17, 19, 20,25, 26, 29, 31, 32, 35 and 37.
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Figure 6.34. Gene activation plot for the zygote (a) and thel*‘ daughter cell (b) of the best circle.

The gene expression plots, of figure 6.34, for both the zygote and its 1®‘ daughter eell reveal 

that although both plots are generally similar in the genes activated and deactivated, there are 

important differences. For example, the activation of gene 1 occurs earlier in the daughter cell 

than in the zygote. Other differences between the gene expression plot of the two cells 

include: gene 2, which is activated once in the zygote at the end of the run, yet in the daughter 

cell it is activated frequently; and the continual activation of gene 3, in the zygote, compared 

to its occasional deactivation in the daughter cell. The behaviour of gene 6 in the daughter 

cell is different to that in the zygote. In the zygote, gene 6 is deactivated after continual 

activation in iteration 19. However, shortly after coming into existence, gene 6 in the 

daughter eell, despite its deactivation in two iterations, is continually activated long after gene 

6 in the zygote has ceased activation. Gene 4, in both cells, remains deactivated, the same 

largely applies to gene 10 too, however, it is activated in the daughter eell once in iteration 

17. Genes 7, 8 and 9 are all activated in both cells. Although there is insufficient evidence to
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suggest these patterns would remain the same if permitted to continue for 100, or even 1000, 

iterations, they do serve to show the emergence of differential gene expression in the EDS. 

Stronger evidence coiifirming the emergence of differentiation (and hence differentiated cell 

types) in the EDS, can be found further on in the experiments on the cube.

Figure 6.35 shows snapshots taken during the development of the circle. It reveals that 

development with cell signalling constructed a somewhat better circle than without on the 

circle task; however, the circle still had difficulty developing. This can be isolated to a single 

main factor: slow protein 0 synthesis. So slow in fact, that it does not gain sufficient 

concentration for division until iteration 7, whereupon its concentration plummets to zero.

The ability to sample a range o f relevant division directions is crucial; the responsibility of 

this is left to protein 6 or gene 2, which emits it. However, the zygote makes little use of the 

protein, since the default division direction is six the zygote does not bother synthesising 

more. In contrast, however, to sample the correct range of division directions resulting in the 

phenotype shown in snap shot a of figure 6.35, protein 6 is synthesised and utilised to great 

affect in the daughter cell and in other cells. This is another example of differential gene 

expression and two different cell types emerging, as well as subroutining through the 

execution of different parts (genes) of the genome.
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(a) Top-down view of the final 
state of the plane, less all 
proteins. Cell types correspond 
to the different coloured cells.

(d) Iteration 10—three-cell stage 
with medium-range proteins 
being emitted by the zygote.

(g) Iteration 21 
with proteins 
clarity.

- six cell stage 
removed for

(b) Iteration 1—Zygote emitting 
different proteins.

(c) Iteration 2—two cell stage 
with the zygote emitting 
medium-range proteins.

(e) Iteration 15—four-celled
embryo, with three of the cells 
emitting similar medium-range 
proteins.

(h) Iteration 25 — nine-cell 
stage, with more medium-long 
range proteins being emitted.

(f) Iteration 20- 
with proteins 
clarity.

-five cell stage 
removed for

:
(i) Iteration 27—eleven-cell
stage with some proteins 
removed for clarity.
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(j) Final state of circle including 
proteins.

Figure 6.35. The development of the best circle.

Sphere

The fourth morphology was a sphere, which used the same fitness function (also using eqn. 

6.1) as described in the sphere experiments o f  section 6.2. Table 6.25 summarises the 

statistics obtained from 100 runs. The best sphere achieved a score o f  0.01190, while the 

worst achieved 1 and the mean was 0.0643969 with a standard deviation o f  0.155383. Despite 

cell signalling, the best individual was marginally worse than that achieved with no cell 

signalling.

P opu la tion
Best 0.0119048
Worst 1
Mean 0.0643969
Standard deviation 0.155383

Table 6.25. Statistics for the development of a sphere.

[26, 17 I 22] [37, 38 I 39] [ 24, 1 | 33 ] [ 33, 2 | 5 ] [ 9, 33 | 3 ] [12, 1 0 |0 ]

[ 30, 9 I 20 ] [39, 11 I 11 ] [ 27, 34 | 37 ] [ 8, 5 | 5 ]

0.056 0.658 0.764 0.61 0.859 0.175 0.535 0.959 0.939 0.257

Figure 6.36. Evolved genome and gene activation thresholds for the best sphere.

Unlike the sphere construction program evolved using no cell signalling, the best individual

evolved with eell signalling only uses a single directional protein, the clockwise division

protein 5. This protein is responsible for rotating the mitotic spindle clockwise by a single 

direction each iteration (see chapter 4, section 4.5.4, fig. 4.18). Additionally, in comparison to 

the development o f the line, plane and circle (developed using cell signalling), the sphere 

selects protein 5 a single direction rotating protein—this is protein 5 ’s first occurrence
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throughout the cell signalling-based experiments.

(a) Final state of sphere with all 
proteins removed. A range of cell 
colours exits: shades of red, blue 
and green can be seen.

(b) Iteration 1—Zygote. (c) Iteration 10—still no 
division, while the zygote emits 
proteins.

(d) Iteration 12—first division 
occurs late. Two cell stage, with 
some proteins removed.

(e) Iteration 14— three cell stage. (f) Iteration 15—Four cell stage, 
with some proteins removed.

(g) Iteration 20— 14 cell embryo, (h) Iteration 25— spherical embryo (i) Final state with all proteins 
with some proteins removed. shape emerges, with some proteins included.

removed.

Figure 6.37. The development of the best sphere.

By evolving large solutions such as a sphere to use single direction rotating proteins, 

evolution ensures the embryo divides in as many directions as possible so as to eonstmet 

more o f the solution. Protein 5 is important enough for evolution to have evolved two genes 

to emit it. Both genes are different in their cis regulatory architecture: gene 4 has cis-sites 33 

and 2, while the second (gene 10), has cis-sites 8 and 5. This potentially increases the
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likelihood o f protein 5 synthesis by permitting a range o f proteins to regulate the expression 

o f these genes. Both genes have medium to high gene activation thresholds o f 0.61 and 0.257, 

respectively.

Figure 6.37 shows snapshots taken from the development of the sphere at intervals. The 

construction strategy adopted for this solution delays division until the 12* iteration, during 

which the zygote emits various proteins and steadily increases its concentration o f protein 0 , 

which acts as a long-range hormone. Immediately after iteration 12, division occurs rapidly 

over the next few iterations giving rise to the spherical embryos o f  snapshots g and h.
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Figure 6.38. Gene activation plot for the zygote (a) and theF‘ daughter cell (b) of the best sphere.

The gene expression plots in figure 6.38 show that the daughter cell expresses genes 3 and 8 

much more so than the zygote. In fact, gene 8 in the zygote is not expressed at all, while the
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daughter cell manages to express the gene from iteration 21 to 23 and then 24 to 25, after 

which the gene is inactivated. This is a further example o f differential gene expression: the 

execution of different genetic subroutines leading to differentiated cell types.

Cube

The fifth morphology was a cube, which used the same fitness function (also using eqn. 6.1) 

as described in the cube experiments of section 6.2. Table 6.26 summarises the statistics 

obtained from 100 runs. The best cube achieved a score of 0.00617, slightly less than the best 

fitness achieved using no cell signalling (0.00543) by only 0.00074. The worst achieved 1 

and the mean was 0.0247735 with a standard deviation of 0.10538.

Population Scores
Best 0.00617284
Worst 1
Mean 0.0247735
Standard deviation 0.10538

Table 6.26. Statistics for the development of a cube.

Evolution has only evolved a single gene for directional control of division through gene 7, 

which emits protein 4. Protein 4 rotates the mitotic spindle anti-clockwise by 1 direction. 

Figure 6.39 shows snapshots taken during the development of the cube. The final solution, 

with all proteins removed for clarity (shown in snapshot a o f fig. 6.39) shows the cube is not 

as well formed as that generated by the system using no symmetry-breaking mechanisms (see 

figure 6.20a).

The gene expression plots, of figure 6.41, reveal important differential gene expression 

patterns between the two cells. Noticeably, genes 3 and 9 are expressed, albeit sparingly, in 

the zygote, but not at all in the daughter cell. Other important differences in gene expression 

between the two cells are the expression of genes 7 and 8, which are both increasingly 

activated, in the zygote, over time, but are seldom activated in the daughter cell. The graphs 

of figure 6.42, show that both cells have proteins at differing levels within the cytoplasm.

In the zygote, two proteins control (more or less) the activation of gene 3: proteins 0 and 4, 

conferring inhibitory and excitatory stimuli, respectively. In the daughter cell, levels of both 

proteins 0 and 4 are low due to division, and so do not provide sufficient inhibition or
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activation.

(a) Final state of cube with all (b) Zygote 
proteins removed.

(c) Iteration 4—3-cell stage.

y

(d) Iteration 5—four-cell stage with (e) Iteration 10—5 iterations later (f) Iteration 15— 11-cell stage 
new cell placed in the lower front of and the embryo remains at the with many long-range proteins

four-cell stage.the embryo. removed for clarity.

(g) Iteration 20—the core of the cube (h) Iteration 25—Approximate (i) Final state of cube with all
begins to take form. cube structure is established and long-range proteins present, 

growth continues.

Figure 6.39. The development of the best cube.

Instead, it falls, not only to other proteins (such as proteins 24 and 37) to provide inhibition, 

but also to cell signalling, whieh initially delivers large inhibitory stimuli through the receptor 

13-proteins 4 and 31 signal transduction pathways from the first division in iteration 3.
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Over time, as receptor 13 decays, so too does the inhibitory stimulus received through that 

pathway.

[32, 3 I 28] [0 ,35  I 20] [ 4, 30 | 28 ] [ 26, 28 | 0 ] [ 26, 36 | 30 ] [ 33, 32 | 31]

[25 ,8  |4 ]  [27, 23 I 21] [ 22,1127 ] [ 37, 8 | 14 ]

0.407 0.47 0.085 0.623 0.839 0.333 0.325 0.18 0.281 0.887

Figure 6.40. Evolved genome and gene activation thresholds for the best cube.
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Figure 6.41. Gene activation plot for the zygote (a) and theF‘ daughter cell (b) of the best cube.

However, receptor 14 is synthesised, more frequently, in the daughter cell, due to the 

expression of gene 10. Although, receptor 13 was able to bind protein 31 with a large 

inhibitory effect, receptor 14 binds protein 31 with a small activating effect. So the large 

inhibitory stimulus that arrives from transduction 1 (i.e., the receptor 14 pathway) is due to a 

protein other than 31; indeed, the protein in question is protein 28. Protein 28 is a long-range 

inhibitor (i.e., it has a high diffusion rate of 6.63), and the majority of cells emit it.
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It must be noted that both cells by virtue of expressing a different subset of genes also have a 

different subset of active receptors. The zygote begins development with an assortment of 

receptors (see table 6.27), while the daughter cell (and later progeny) inherit their state 

including receptors from their parent, and then begin to express different genes and 

consequently different receptors. For example, at iteration 21, the zygote has receptors 10 and 

9, while the daughter cell has receptors 14, 10 and 9.

1 2 3 4 5 6 7 8 9 10 11 12

13 19 16 15 18 13 15 16 13 16 17 14

0.519 0.283 0.033 0.78 0.063 0.519 0.78 0.033 0.519 0.033 0.181 0.065

Table 6.27. Evolved receptors and their concentrations.

In addition, the behaviour o f receptors 9 and 10 reflects a subtle point: both receptors interact 

with protein 20, but the outcome of the interaction between protein and receptor is different. 

The receptor 9-protein 20 interaction provides a small-medium inhibitory stimulus, while the 

receptor 10-protein 20 interaction provides a large activating stimulus. This type of 

differential receptor-protein interaction is crucial in development.

In the zygote, gene 9 is down regulated by repressor proteins: 10, 24, 28 and 31. Protein 31 is 

emitted by gene 6, and is expressed continually in all cells resulting in a steady increase in its 

concentration. The zygote manages to activate gene 9, occasionally; this is due to proteins 0 

and 4, which confer activating stimuli. After cell division, cell signalling also contributes to 

the occasional activation of gene 9 in the zygote. When the zygote divides, protein 31 is 

symmetrically distributed to the daughter cell in iteration 4, after which the daughter cell 

continues to activate gene 6 resulting in more protein 31 synthesis. Protein 31 is a single large 

inhibitory influence on the expression o f gene 9 in the daughter cell.

The symmetric and asymmetric division o f two important activator proteins, 0 and 4, result in 

the low distributed concentration o f these proteins in the daughter cell. The low concentration 

of these activating proteins means the large inhibition, due to protein 31, becomes 

insurmountable ensuring the permanent deactivation of gene 9 in the daughter cell.
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Concentratkxi profile o f all the proteins in the zygote
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(a) Zygote’s protein profiles.
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(b) Zygote’s daughter cell’s protein profiles.

Figure 6.42. Concentration profile of all the proteins in the zygote (a) and itsP' daughter cell (b).

Cylinder

The sixth and final morphology was a cylinder, which used the same fitness function (also 

using eqn. 6.1) as described in the cylinder experiments of section 6.2. Table 6.28 

summarises the statistics obtained from 100 runs. The best cylinder achieved a score of

0.010989, which fell shy of the best fitness achieved using no cell signalling (0.0090) by only

0.001989.
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Population Scores
Best 0.010989
Worst 1
Mean 0.05217
Standard deviation 0.145123

Table 6.28. Statistics for the development of a cylinder.

Figure 6.43 shows snapshots taken during the development of the best cylinder. The 

snapshots show that division occurs late in development with only 8 cells present at iteration 

20. This solution achieved a slightly poor fitness score in comparison to development without 

cell signalling. This may have been due, largely, to the onset of division, which occurs late in 

development leaving insufficient time to orchestrate future divisions in the correct directions. 

Consequently, managing to achieve a final phenotype with only 91 cells placed correctly 

within the desired target and 0 cells out.

The gene expression plots of figure 6.45 are dramatically different. The zygote begins 

development with few genes active and then begins to express more genes (iterations 5-8) 

before expressing a limited subset of genes in iterations 9 through 16. During iterations 9 and 

16 the zygote divides and creates the daughter cell, it can be seen that the daughter cell 

initially inherits, more or less, the gene expression state of the zygote. However, we see a 

drastic difference in the eventual fates of both cells (see fig.6.45 and 6.46). The daughter cell 

expresses no genes for 4 iterations starting fi-om iteration 18, resulting in the cytoplasmic 

protein content of the cell decaying to zero (see fig.6.46 b), whereupon the cell commits 

‘suicide’ (apoptosis). In the zygote, however, all the genes are expressed (yielding a 

cytoplasm with many proteins) beginning from the 21®‘ iteration. Both cells have radically 

diverged from one another, resulting in differentiation and the daughter cell undergoing 

apoptosis.

Iteration 21 is a crucial stage for the zygote, in that it represents a significant departure fi-om 

the behaviour o f the genes in the daughter cell. For example, in iteration 2 the zygote has 

insufficient internal cell activity to activate gene 1. In fact, the activity within the cell 

provides an inhibitory stimulus to gene 1. Instead, it is activated by cell signalling (which 

surmounts the internal inhibition of gene 1) through the only active receptor in iteration 21:
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(a) Final state of cylinder with all (b) Iteration 1—zygote, 
proteins removed.

(c) Iteration 2—zygote.

(d) Iteration 5—2-cell stage. (e) Iteration 10—3-cell stage. (f) Iteration 15—4-cell stage.

(g) Iteration 20— 8-cell stage. (h) Iteration 25— structure of cylinder (i) Final state of cylinder with all
emerging. proteins.

Figure 6.43. The development of the best cylinder.

receptor 14-protein 7, 14 and 33 pathways. All three o f these proteins behave as activators 

when bound by receptor 14 delivering sufficient excitatory stimulus to activate the gene. 

Although reeeptor 14 is synthesised for the first time in iteration 19, the concentration of 

reeeptor 14 is too low to provide the aetivating stimulus for gene 1. It is not until iteration 21,
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however, that receptor 14 is able to build sufficient concentration to confer the aetivating 

stimulus required to surmount the internal inhibition.

[34 , 28 I 30] [2 9 ,2 6  I 9 ]  [ 10, 29 | 28 ] [ 8, 20 | 14 ] [1 2 ,1 9 1 7 ]  [4 , 33 | 23]

[19, 12 I 33] [29, 35 I 34] [ 35, 14 | 33 ] [ 19,36 |0 ]

0.133 0.025 0.083 0.721 0.885 0.331 0.103 0.447 0.135 0.127

Figure 6.44. Evolved genome and gene activation thresholds for the best cylinder.
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Figure 6.45. Gene activation plot for the zygote (a) and th e f  daughter cell (b) of the best cylinder.
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Figure 6.46. Concentration profile of all the proteins in the zygote (a) and itsl®‘ daughter cell (b).

Although gene 2 is activated twice in iterations 6 and 7 (see fig. 6.45), the gene remains 

completely inactivated until iteration 24, due to the presence of protein 23, an inhibitor. Its 

activation in iteration 24 occurs due to an increased level of protein 0 (an activator) and the 

prior synthesis of protein 28, which is an activator that binds to both cis-sites on gene 2. Cell 

signalling, through receptor 4 (the only active receptor in iterations 23 and 24), has no effect

243



on gene 2.

Gene 3 is activated continually from iteration 23 onwards (see fig. 6.45), however, before this 

it was activated in iterations 1 to 5 at the beginning of development; from iterations 6 to 20 it 

was inactivated only to be reactivated in iteration 21. The main reason for the reactivation at 

iteration 21 (which appears to be the watershed leading to its continual activation an iteration 

onwards) is cell signalling through the receptor 14 pathway. The zygote’s internal dynamics 

inhibits the gene’s activation, however, cell signalling activates it by overriding the repressor 

proteins 7, 14 and 33 in iteration 21 when receptor 14 has sufficient concentration.

The behaviour of the daughter cell is interesting. It inherits its parent’s genetic activity state 

and then follows a different trajectory leading to apoptosis. The daughter cell is not able to 

express gene 4 and so synthesise receptor 14 at all due to a lack of the activating protein 0 

and cell signalling, which inhibits the gene’s expression through the receptor 17-protein 9, 17 

and 23 pathway. These proteins act as strong inhibitors across cells (i.e., cell signalling). 

However, in the zygote, gene 4 is able to activate due to the presence of proteins 0, 23 and 34 

in higher levels later in development. Interestingly, protein 23 activates gene 4 to a large 

extent within cells and inhibits gene 4 inter-cells through the receptor 17 pathway.

In iteration 18, the daughter cell is no longer able to express any genes due to the 

overwhelming influence of cell signalling which provides strong inhibitory signals, in 

particular to genes 6 and 7 through the receptor 17 pathway. The main contributor to this 

pathway is the strong inhibitor protein 23, which acts across cells to inhibit its own 

production in the daughter cell. In fact, the receptor 17-protein 23 inhibitory pathway is 

responsible for inhibiting every gene except the 10^, which emits protein 0, or in the case of 

the r ‘ daughter cell does not.

This is a poor solution for a number o f reasons. After the first daughter cell dies, the zygote is 

unable to replace it despite having high levels of division activator protein 0. The inability of 

the zygote, and other cells later in development, to replace the first dead daughter cell is 

simply because each time the zygote, or other cells, come to divide they do not sample the 

same direction: direction 2. In turn, the ineffective sampling of appropriate division directions 

is due to evolution using the concentration dependant protein 7 for the construction of a large 

shape such as a cylinder. This is in stark contrast to the cylinder constructed with no cell
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signalling in which evolution used single direction rotating proteins 4 and 5.

6.4 Conclusions

Although symmetry-breaking mechanisms and inter-cellular communication marginally 

missed out on achieving the best solutions for the construction of a sphere, cube and cylinder, 

development with these crucial mechanisms achieved better standard deviations than without 

such mechanisms suggesting that symmetry-breaking mechanism are useful for the reliable 

construction of shape and form.

The results show that morphologies constructed using development with symmetry-breaking 

mechanisms achieved better population mean and standard deviation results than without the 

use of these features. Despite this, three morphologies (sphere, cube and cylinder), using no 

symmetry-breaking mechanisms achieved slightly better, best fitness results than their 

symmetry-breaking counterparts. This may be because morphologies are, generally, not given 

sufficient time in which to develop (only 30 iterations—due to time constraints), and the 

system using symmetry-breaking mechanisms has more parameters than the system without. 

The increased number of parameters is due to, for example, the protein signalling matrix, and 

receptor and asymmetric division proteins. In view of this, and despite the increased number 

of parameters in the symmetry-breaking model, it achieves better population mean (except for 

the sphere) and standard deviation results than no symmetry-breaking mechanisms.

However, it achieves marginally worse, best fitness scores for only three (large) 

morphologies. Additionally, due to the asymmetric nature of the protein signalling matrix, 

evolution would find it difficult to use proteins that permit the same proteins to interact at 

different levels during development. In terms of evolving a population o f good solutions, 

development using symmetry-breaking mechanisms, achieves good population mean and 

standard deviation results for all morphologies. However, the more constrained 

morphologies, such as straight-lines, planes and circles also achieve good, best fitness scores.

Most notably, development with symmetry-breaking mechanisms requires much longer 

processing times, typically, double the time of no symmetry-breaking mechanisms. The 

increased processing time for the automatic generation of simple morphologies is 

unacceptable and by no means optimal. However, the point of the work is not to discover the 

optimal developmental algorithm for cube, plane or cylinder construction. Instead, the point
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of the work is, in part, to explore the operation of developmental algorithms. This work 

represents a first step in exploring a new technology that yields many advantages to 

evolutionary design, artificial life, computer science and engineering.

The chapter has shown that we can evolve complex, self-organising developmental 

algorithms for construction whose operation we understand. It also shows that by adding 

symmetry-breaking mechanisms and inter-cellular communication, differential gene 

expression can emerge.

The results of the experiments:

1. provide clear evidence that the EDS is able to evolve genetic regulatory networks in 

the form of developmental programs that are able to specify the self-organising 

construction of geometric 3D morphologies.

2. provide clear examples of differentiation and differential gene expression.

3. highlight the importance of including symmetry-breaking processes such as inter-cell 

communication and asymmetric division in developmental models in order to achieve 

reliable construction, differential gene expression and thus, differentiation. In the 

absence of such processes, cells merely follow the same gene and protein trajectories 

as their parents. Consequently, they are o f little use in computer science, which 

demands decentralised, local-interaction, distributed systems.
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Chapter 7; Evolving Positional information: A 

Mechanism for Biological Gradient Maintenance

"It is suggested that there may be a universal mechanism whereby the translation o f genetic 

information into spatial patterns o f differentiation maybe achieved. The basis o f this is a mechanism 

whereby the cells in a developing system may have their position specified with respect to one or more 

points in the system. This specification o f position is positional information ”

—  Lewis Wolpert, 1969

7.1 Introduction

Having looked at biologically inspired models of development for pattern formation and 

shape construction in chapters 3, 4, 5 and 6, this chapter examines another biologically 

plausible model of development. The model is used to construct and maintain robust 

morphogen (chemical that influences morphogenesis) gradients able to provide positional 

information to cells. This chapter provides a summary of ongoing collaborative work with Dr. 

Michel Kerszberg o f the University of Paris, France and Prof. Lewis Wolpert of University 

College London, UK. Dr. Kerszberg designed the developmental model at the core o f the 

system.

The chapter begins with a background on positional information theory and the role of 

morphogen gradients in section 7.2, followed by a summary of the developmental model used 

in the system in section 7.3. A summary of the steady state genetic algorithm and its 

application to the problem is given in section 7.4. Section 7.5 describes the first set of 

experiments, which studied the evolution of morphogen gradients able to provide positional 

information to cells. Section 7.5.1 provides the objectives and system parameter settings for 

the experiments. The results are presented in section 7.5.2 with full analysis of the operation 

of a genetic regulatory network able to maintain (control) a morphogen gradient over three 

cells. Section 7.6 describes experiments performed on the regeneration (self-repair) and 

robustness of morphogen gradients when perturbed, for example, the removal o f cells from 

the gradients. A discussion of the relevance o f the results to developmental biology is 

provided in section 7.7. The chapter ends with conclusions in section 7.8.
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7.2 Background

A crucial part of designing good developmental models, particularly in artificial life, is 

identifying and selecting relevant aspects of biological development to be included. However, 

many models lack fundamental ingredients that biology employs such as signal transduction, 

asymmetric division and positional information—and it is the latter ingredient that this 

chapter focuses on.

A fundamental aspect of biological development is the formation of spatial patterns of 

cellular differentiation [Wolpert, 1969]. The process of generating spatial patterns of cellular 

differentiation can involve local [Slack, 1991, 1993] and long-range cell interactions through 

signalling [Wolpert, 1969]. Positional information theory, proposed by Lewis Wolpert in 

1968, provides the basis of a universal mechanism by which genetic information can reliably 

be translated mto spatial patterns of differentiation [Wolpert, 1969].

A popular mechanism for long-range signalling is diffusion—the random spreading of 

molecules from a higher concentration to a lower concentration. Crick [1970] first identified 

the process of diffusion as having just the right characteristics for propagating a signal over 

less than 1 millimeter during several hours. Although the diffiision o f a signalling molecule 

can set up a gradient that provides cells with positional information, it is unlikely that such an 

unreliable mechanism of gradient construction is responsible for the patterning o f the embryo 

with the high degree of reliability observed in biology. Kerszberg and Wolpert [1998] 

identify a number of reasons why simple diffusion is unlikely to generate a reliable gradient: 

screening effects from cells (other cells can block the passage o f signalling molecules), 

dependence on available intercellular space (if there is no intercellular space diffusion cannot 

occur), or extraneous perturbations such as blood flow in the vertebrate limb. In addition, 

Kerszberg and Wolpert [1998] have demonstrated that simple diffusion is incapable o f setting 

up a gradient o f a signalling molecule because membrane bound receptors bind or trap the 

signalling molecule—the morphogen cannot continue dispersing until the receptor is 

maximally occupied. As a result of trapping, a narrow front advances from the morphogen 

source, leaving behind a flat, saturated distribution of receptor-bound morphogen.

To overcome these issues Kerszberg and Wolpert proposed two non-exclusive hypotheses. 

The first possibility is that the morphogen signal transduction cascade allows for the
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integration of time [Kerszberg and Wolpert, 1998]. The second possibility is that the 

morphogen is not transported by diffusion only. Instead, they propose a novel mechanism 

whereby morphogen is propagated across cell membranes and transferred between cells that 

are in contact [Kerszberg and Wolpert, 1998].

Morphogen gradients raise some very important questions.

• How is a specific concentration gradient formed?

• How is a gradient maintained?

• How do cells interpret morphogen concentration?

This chapter addresses the first two questions regarding gradient formation and maintenance. 

It describes the first ever study using genetic algorithms to evolve the correct interactions that 

give rise to robust gradients able to confer positional information yielding spatial patterns of 

cellular differentiation.

7.3 The Developmental Model

This section is divided into 3 subsections. Since the computational model of development 

used in this system is based on real biochemical pathways, section 7.3.1 details the biology 

that underlies the model. Section 7.3.2 provides the data structures used in the model, while 

section 7.3.3 describes how development, in this model, unfolds over time.

7.3.1 Biology

The foundations o f the developmental model are based around the interactions of two classes 

of genes: E(spl)-C (Enhancer o f split complex) [Kramatschek et al., 1994] and Cadherin 

genes [Wolpert, 1998]. The transcription factors of the E(spl)-C are responsible for repressing 

other genes during neurogenesis and permitting a form of cell memory; while Cadherins are 

cell surface molecules that mediate cell adhesion and play a fundamental role in normal 

development; they act as both ligands and receptors [Wolpert, 1998].

The two classes o f genes undergo the following four types of interaction:

1. Espl-Espl,

2. Espl-Cadherin,

3. Cadherin-Espl, and

249



4. Cadherin-Cadherin.

Where ‘Espl’ corresponds to E(spl)-C and ‘Espl’ and ‘Cadherin’ refer to two arrays. 

Interactions can be inhibitory or excitatory. Since there can be different numbers of espl and 

cadherin genes, the preceding interactions should be read, for example, as “espl[i] interacts 

with espl[j]”, or “espl[i] interacts with cadherin[j]”. Interaction classes 1, 2 and 3, above, are 

performed within cells and not across; class 4, however, is performed across cells i.e., cell 

signalling. The values of these interactions constitute the genotype and are encoded onto the 

genome of the genetic algorithm (see fig. 7.1 for the structure of the genome and see fig. 7.5 

for a graphical depiction o f an evolved genotype). For example, with two espl and cadherin 

genes, say, (set by the user), the genotype would contain, according to the four classes of 

interaction outlined above: 2^+2^+2^+2^ yielding 16 possible interactions (see figure 7.1).

7.3.2 Data Structures

The model of development employed in this system is based on the biochemical pathways of 

E(spl)-C (Enhancer of split complex) genes and cadherin receptor ligand interactions during 

neurogenesis in Drosophila [Kramatschek et al., 1994; Lecourtois, 1995]. Consequently, a 

full treatment is beyond the scope of this thesis; however, a brief summary is provided, more 

detailed information can be obtained fi'om Dr. Kerszberg’.

An object-oriented model o f development was used in this chapter. The model comprises two 

objects:

• embryos and

• cells.

The system did not use a spatial representation, i.e., there were no cell or protein co

ordinates. Instead, cells were regarded as being in a straight-line, in contact with each other, 

with no wrap around at the first and final cells. Consequently, an embryo object contained a 

collection of cells in a 1-dimensional array of cell objects. In addition, diffusion was not 

modeled since cells were in contact with one another. The phenotype is a protein gradient and 

is evaluated according to how closely it matches a straight-line.

* Full details of the developmental model summarised in this chapter can be obtained from Dr. Michel Kerszberg 
of the University of Paris, France.
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Cell objects contain gene and protein member variables represented using floating-point 

arrays, for example:

Gene Promoters Corresponding Protein

• Cadherin_Promoter[ NUM CADHERINS ]

• Espl_Promoter [ NUM ESPLS ]

• Cadherin! NUM_CADHERINS ]

• Espl[ NUM ESPLS ]

Table 7.1. A cell’s member variables. Two gene promoters and two corresponding proteins, where 
NUM CADHERINS and NUM_ESPLS are constants set by the user at the beginning of a run.

Consequently, each cell contains a copy of the genome. Table 7.1 shows the member 

variables of a cell, namely two types of gene (cadherin and espl) and two corresponding 

proteins (cadherin and espl). Each element of the array refers to either a different gene or 

protein, for example, Cadherin[ 0 ] and Cadherin[ 1 ] are two different proteins with their 

own concentration values, see table 7.2.

Array Index

1 2 3 4 5 N

Member Variable

Cadherin 0.947 0.549 0.389 0.374 0.634

Espl 1.0 0.482 0.341 0.286 0.739

Table 7.2. Structure of protein member fields in each cell where N  refers to a user defined upper limit 
for the appropriate array (N is equal to NUM CADHERINS or NUM ESPLS, depending on the array 
in question). Thus, A can be different for each member variable.

7.3.3 Development

A gene promoter, in table 7.1, represents the first portion o f a gene (or the cis-regulatory 

region as referred to in chapters 4, 5 and 6). Gene promoters, in this model, function as 

follows. Each developmental iteration, the concentration o f transcription factor proteins 

(espls and cadherins) assembling at a gene’s promoter confers a level o f activation. 

Additionally, activation conveyed by interactions between cells (i.e., cell signalling) in the 

form of signal transductions are also relayed to each gene. Should this combined level of 

activation surmount the gene’s activation threshold, which is user-defined and typically set 

(for simplification purposes) to 0.001, the gene will activate.

Upon gene activation, the corresponding protein has its concentration updated; if  the gene did 

not activate the concentration of the protein is decayed. For example, if Espl_Promoter[ 0 ] 

has a final activation level of, say, 0.4 it has exceeded its gene activation threshold level of
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0.001 and consequently, the gene activates resulting in the concentration of the gene’s 

corresponding protein, Espl[ 0 ], being updated. Variable gene activation is permitted since 

the equations behind gene activation are the same as those in the EDS, see chapter 4,

For simplification purposes, all proteins (cadherins and espls) were incremented or 

decremented by a fixed amount based on equilibrium values:

Protein Synthesis Rates Decay Rates

Cadherin 0.1 0.05

Espl 0.1 0.05

Table 7.3. Protein synthesis and decay rates (Note, these values represent equilibrium values.)

Cell signalling occurs only between cadherin surface molecules on neighbouring cells, where 

cadherins are able to function as both ligand and receptor. This sets-up a cadherin-cadherin 

interaction pathway contributing to transductions which regulate the activity of only the espl 

genes. The espl genes, in turn, not only regulate their own activity but that of the cadherins 

too.

The phenotype is constructed by executing development as follows. Development begins at 

iteration 1, in the case of a 3-cell experiment, with 3 cells present. Each of the three cells has 

its protein concentrations and gene-promoter activity levels set to zero. Over time, the 

products o f genes (proteins) are permitted to interact with genes (through the interaction 

coefficients that are evolved, which determine the types o f gene regulatory effects different 

proteins are to have on different genes). In this way, every iteration, each cell has its promoter 

activity level assessed.

The next step is cell signalling, which only occurs between cadherin proteins because the 

model is based on the neurogenesis of Drosophila [Lecourtois et al, 1995]. When cadherin 

proteins interact, they interact according to weightings (much like weights in neural 

networks). The weights define the degree of inhibition or excitation o f the interaction—these 

weights, which are encoded onto the genome and evolved, are referred to as interaction 

coefficients in this thesis. The result of a cadherin-cadherin interaction is a signal (termed a 

signal transduction, similar to that in the EDS) that is relayed to the genome. For 

simplification, it was decided that transduced signals should regulate the expression of all 

genes, unlike signal transduction in the EDS, in which the mapping between transduced

252



signal and regulated gene was evolved.

Having assessed the cell’s own contribution to a gene promoter’s activity and having 

recombined transduced signals (generated by cell signalling) with all genes we may now 

determine whether a gene is to be activated. Gene activation only occurs should the gene 

promoter’s activity level surmount the gene’s threshold activity level, in which case the gene 

activates synthesising more protein, should the gene not activate the corresponding protein 

decays. This process is repeated for 100 iterations and constitutes development and the 

construction of the phenotype.

7.4 The Steady State Genetic Algorithm

Since simulations using this system involved using parameters with high values the resulting 

number o f gene interaction combinations (see section 7.3.1) grew accordingly. In addition, 

each cell must retain its own local store of gene and protein array data, as described in section 

7.3.2. Consequently, unlike the EDS, which used a generational genetic algorithm with two 

populations, the system designed for this work used a steady-state genetic algorithm, in which 

only a single population was maintained.

The gradient system employs a steady state genetic algorithm [Syswerda, 1989]. The main 

justification for this was the same as for the previous chapters: storing two populations (one 

at time t and the other t+1) uses more memory, and in order to perform more parameter 

demanding experiments memory usage was to be minimised. A steady state genetic algorithm 

differs fi'om a traditional GA [Holland, 1975; Goldberg, 1989] in two main ways: the 

population and the placement of new offspring into the next generation. The first difference is 

that a steady state GA is essentially a traditional GA that maintains only one population rather 

than two. All other parts of the steady state GA are the same as in the traditional GA. For 

example, the selection of parents to breed two new offspring is still carried out using any of 

the selection strategies described in appendix B, however, the GA used in this chapter 

employs tournament selection as in the EDS. The second difference is offspring placement 

into the next generation. The newly generated offspring replace the worst individuals in the 

population (or of further tournaments carried out on the population). Thus, in contrast to the 

traditional GA, the new offspring are immediately available to evolution. The whole process 

is then repeated N  times, where N  is equal to the size o f the population and is regarded as 

equivalent to a single traditional GA generation.
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7.4.1 Representation

The genetic encoding for this work used a haploid, floating-point representation. Each gene 

contained a floating-point number between -1.0 and 1.0, which represented an interaction 

value (or weight, see previous section) between two genes. The genome was divided into four 

sections according to type of gene interaction (see fig. 7.1).

1. the first section contained only Espl-Espl interactions;

2. the second contained only Espl-Cadherin interactions;

3. the third contained only Cadherin-Espl interactions; and

4. the fourth contained only Cadherin-Cadherin interactions.

Consequently, for a gradient constructed using only a single espl and cadherin the number of 

genes required would be four; using two espls and two cadherin genes the number of genes 

required would be sixteen.

Espl-Espl Espl-Cadherin Cadherin-Espl Cadherin-Cadherin
0.543 -0.726 0.001 -1.0

(a)
Espl-Espl Espl-Cadherin Cadherin-Espl Cadherin-Cadherin

0.2 0.4 0.1 0.9 0.7 -0.2 1.0 0.3 -0.1 -0.8 -0.5 0.4 -1.0 0.9 0.2 0.7
(b)

Figure 7.1. Flat structure o f  the genome used in the genetic algorithm, for (a)l espl and 1 cadherin 
gene, and (b) 2 espls and 2 cadherin gene^.

7.4.2 Genetic Operators

The steady state GA used in this work employed simple one-point crossover [Goldberg, 

1989] (averaging between two sets of floating-point numbers (genes) was not used) and creep 

mutation. The creep mutation operator used in this system was the same as that used in the 

EDS (see chapter 4). Mutations were made per gene according to a Gaussian function, i.e., 

smaller mutations are made more often than large mutations.

7.4.3 Fitness Function: Linear Regression

The phenotype is a protein gradient, over N  cells, and is evaluated according to how closely it 

matches a straight-line. The problem to be solved is that of generating a gradient of a 

morphogen (in this case the morphogen gradient is realised through concentration values of

Due to space limitations, values in genome (b) are to two significant figures, this is not the case in the actual 
implementation.
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cadherin 1) over N  cells, which gives a total of N  cadherin 1 concentration values. Fitness 

scores were allocated on the basis of closeness-of-fit of cadherin I ’s concentration value in 

each cell of the gradient to a straight-line model.

The fitness function used to assess phenotypes was linear regression: the fitting of N  data 

points (where N  refers to the number of cells in the gradient) to a straight-line model.

y = a + bx — eqn. 7.1 

where a is the vertical intercept (i.e., the value ofjK when x=0),

b is the slope (i.e., how much y changes when x  increase by 1 unit),

X is the independent variable (i.e., the concentration of cadherin 1 in each cell), and 

y is the dependent variable.

The independent variable, x, is subscripted, jc„ and refers to the N  concentration values of 

cadherin 1 from each o f the N  cells that constitue the morphogen gradient (or phenotype).

Having discussed what is being assessed, a measure of how well the model agrees with the 

data was required. The chi-square merit function [Press et al., 1996] was used to provide this 

measure:

X^(a,b) =  i ; fy L i^ T -e q n .7 .2
i=l V J

where ai refers to the known standard deviations o f each data point (xi, yi),

%2 is the chi-square term,

yi, a, b and x\ are the same as in eqn. 7.1.

When ai, in eqn. 7.2, is not known, a% is set to 1 for all points, i.e., the function assumes equal 

value a  for each point and assumes a good fit [Press et al., 1996].

The concentration values o f cadherin 1 and eqn. 7.2 were used as a measure of closeness-of- 

fit to the straight-line model provided by eqn. 7.1. Thus, this fitness function requires 

minrnisation and incorporates eqn. 7.2 as follows:

Fitness = - — -  —  eqn. 7.3
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where y l  is the chi-square minimised closeness-of-fit o f values to a straight-line model, and 

b is the slope.

As part o f the fitness function, if  the slope, b, is less than or equal to zero the slope o f the 

gradient is negative or flat, respectively. Both negative and flat gradients were selected 

against by allocating an arbitrarily high fitness (of le  10) to embryos that generate them so as 

to ensure they were removed from the population during evolution. The fitness used by the 

GA is then a sum of each fitness assessment throughout the remaining 60 iterations starting 

from iteration 40 of the individual’s Ufetime.

7.5 Experimentl : Gradient Maintenance

This section provides a summary of results obtained for 8 sets of experiments examining 

gradient formation and maintenance.

7.5.1 Objectives and Parameter settings

Since the proposal of positional information theory, in 1969, as a universal mechanism by 

which morphogen gradients could convey positional information to cells during development 

[Wolpert, 1969], many mechanisms have been postulated for their construction. Practical 

experiments have shown good examples o f morphogens implicated as providing positional 

information to cells, for example, retinoic acid [Brockes, et al. 2001]. However, these 

discoveries still demand answers to fundamental problems, such as how is the morphogen 

gradient constructed? How is it maintained? And how does it behave in the face of severe 

perturbation, such as cell removal (see experiments in section 7.6)? Theoreticians have 

postulated many mechanisms, however, perhaps due to the complexities of, for example, 

orchestrating intricate regulatory gene interactions and signal transductions over many cells, 

exact mechanisms for the construction and maintenance o f morphogen gradients have not 

been forthcoming.

The set o f experiments in this section, focus on the question o f gradient maintenance: how do 

cells maintain a morphogen gradient over time (once it is constructed) capable of conveying 

positional information to cells? Consequently, the objectives o f the experiments in this 

section are to:

1. evolve mechanisms, based on the biology o f neurogenesis in Drosophila, able to 

reliably maintain a gradient in the face of genetic noise once it is constructed;
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2. evolve gradients (as described earlier) that are able to convey positional information 

to cells resulting in the cells acquiring unique gene expression patterns, and hence 

identities;

3. show the construction and maintenance of morphogen gradients for 3-cells up to 10 

cells.

For the first time, the maintenance of morphogen gradients ranging from 3 cells to 10 cells is 

provided. The complexities o f infra- and inter-cell gene interactions and signal transduction 

were handled, not by a human but by a genetic algorithm.

All the experiments in this section used the evolutionary and developmental parameter 

settings shown in table 7.4. Some parameters changed the memory requirements for each 

experimental run; these parameters are shown in table 7.5.

Parameter Value
Runs 100
Generations 100
Developmental iterations 100
Crossover 100%
Mutation per gene 0.01
Gene Activation Thresholds 0.001
Gene Sharpness Constant 0.1

Table 7.4. List of parameters and values for experiment 1.

Number of cells Population Size Tournament Size Number of Espls Number of Cadherins
3 90 45 3 2
4 90 45 4 3
5 90 45 5 4
6 90 40 6 5
7 70 30 7 6
8 60 22 8 7
9 45 20 9 8
10 45 20 8 8

Table 7.5. Parameter settings for all8 experiments.

Table 7.5 provides a list o f all the parameter settings for all the experiments. The settings 

differ from one another because the aim of the experiments was to achieve the best gradients 

possible. However, as the number of cells increased, memory constraints (due to the 

increasing number of interactions between espl and cadherin genes, in all cells) meant that 

some parameters had to be adjusted. For example, population size and tournament size
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changed substantially with increase in cell number. The number of espl and cadherin genes 

was adjusted based on informal experimental observations. These observations yielded good 

results when the number o f espl genes was set to approximately the same as the number of 

cells. Whereas, the number o f cadherin genes was best set to approximately 1 less than the 

number of espl genes.

7.5.2 Results and Analysis 

Evolved 3-Cell Morphogen Gradient

Figure 7.2a shows the final gradient of cadherin 1 over three cells, each line in the gradient 

represents 1 out of 100 attempts at re-developing the gradient. As can be seen from fig.7.2a 

100 attempts at re-developing the same genotype results in the maintenance of a reliable 

gradient, despite noise introduced at the level of the genes by the gene expression functions. 

Evolution has selected good gradients maintained over 60 iterations out of 100, starting fi'om 

the 40* iteration, as shown in fig. 7.2b.
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3-cell gradient
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(a) Gradient of cadherin 1 over 3 cells.

Iterations

cell 1 — cell 2 cell 3

(b) The graph shows how the levels of cadherin 1 fluctuate until after the 
40*̂  iteration when they become steady (within a small range of values) in 
each cell.

Figure 7.2. Three-celled gradient (a) and concentration level of cadherin 1 in each cell (b).

Figure 7.2b shows that the levels of the cadherin 1 protein in each cell at any moment in time 

after the 40‘̂  iteration will always result in a good gradient. This individual achieved a fitness 

of 317.674 over 60 iterations. The concentration levels of cadherin 1 in cells 1 and 3 are kept 

fairly constant, however, in cell 2, the level of cadherin 1 oscillates between a small range 

with a low of 0.810051 and a high of 1.1802.

Having established the model can indeed maintain a 3-celled gradient, we now provide an 

analysis of the 3-celled solution. The analysis shows how the evolved interaction coefficients 

maintain the different levels of cadherin in each cell of the gradient over the allotted time-
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period. The graphs of figure 7.3 show how the eoneentration levels of each espl and cadherin 

protein change in each cell during the course of development. The level of cadherin 1 in each 

graph reveals the gradient in figures 7.2a and b.

Development begins at iteration 1 with evolution having set the concentration of espls and 

cadherins to those shown in the graphs of fig 7.3. During development, the eoneentration 

levels of the proteins change, however, the fitness function only takes into account the 

concentration levels of cadherin 1 in each cell from the 40* iteration onwards. And as can be 

seen from the graphs, in fig. 7.4, after the 40* iteration the levels of cadherin 1 in each cell 

constitute a gradient that is successfully maintained over 60 iterations.

0 - . . . . . . . . . . . . . . . . . . . . . . . . . rffm TftiTfrftrfii rn imnTi'r, . . . . . . . . . . . . . . .
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2

1.5
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0

Tnt Trnt

(b) Cell 2(a) Cell 1

Time

Espl 1 Espl 2 Espl 3 Cadherin 1 Cadherin 2

(0 Cell 3.
Figure 7.3. Concentration-over-time graphs for all espl and cadherin proteins in each cell.
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ESPL # CADH # 
1 2  3 1 2

Figure 7.4. Graphical depiction of the genotype (the evolved espl and cadherin gene interaction 
coefficients) for the 3-celled gradient. Rows and columns are equivalent: the first three indices, on both 
axes, denote espls 1, 2 and 3; the next two indices, on both axes, denote cadherins 1 and 2. Where red 
and green circles refer to inhibitory and excitatory effects, respectively.

Figure 7.4 provides a graphical depiction o f the evolved gene interaction coefficients. The 

illustration is lightly different to those described and used in the EDS. Here the first three 

numbers 1, 2 and 3, on both axes, refer to espl genes, the numbers 1 and 2, on both axes, refer 

to the cadherin genes. Thus, the gene interaction classes described in section 7.3 may be 

discerned using fig. 7.4 as follows. Espl-Espl interactions are deciphered by examining the 

row index then the column (espl-espl(2, 3) yields a large negative interaction( large red 

circle). Espl-Cadherin interactions are deciphered using column and row indices, thus 

cadherin 2 interacting with espl 3 -  (2, 3) -  yields a medium to large inhibition (medium- 

large red circle). Cadherin-cadherin interactions are deciphered using cadherin row and 

column indices as for espl-espi interactions. Cadherin-Espl interactions (Note, these 

interactions are the results of a cadherin-cadherin induced signal interacting with espls. 

Substitute the term cadherin in place o f  transduction) are deciphered using row and column 

indices, thus cadherin 2 interacting with espl 1 -  (2, 1 ) -  yields a small inhibitory interaction 

(small red circle).

Cell 1 is able to maintain its level o f  cadherin 1, at a low value through the intra-cell 

dynamics o f the espls and the inter-cell dynamics o f the cadherin signal transductions. Cell 1 

interacts with cell 2 only through the agency o f the cadherins. Figure 7.4 shows the type o f 

interaction each combination o f cadherin undergoes, for example, the cadherin 1-cadherin 1 

interaction between cells 1 and 2 is a large excitatory interaction, as shown in figure 7.4 row 

4 column 4. A single transduction consists o f the interaction between a single cadherin in one 

cell and all of the cadherin in the 2"  ̂ cell (see section 7.2). Transductions 1 and 2, in cell 1, 

both deliver low excitatory signals that regulate the transcription o f the espl genes.
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Despite the negative effect espl I has on its own synthesis, espl 1 protein is synthesised in all 

cells. This is due to the large excitatory stimuli conferred by the interaction of espl 1 with 

espls 2 and 3 (see fig. 7.4 row 1 and columns 2 and 3). Espl 2 contributes the most excitation, 

as it is present in sufficient concentration. The transductions also contribute a small level of 

activation to espl 1 ’s synthesis.

Figure 7.3 shows that levels of espl 2 generally increase by small amounts but do so in an 

oscillatory manner resulting in a non-saturated level of espl 2. Initially, the level of espl 2 

drops, this is due entirely to the large inhibitory interactions of espls 2 and 3 (see fig. 7.4), 

which both interact with a high degree o f inhibition. After the initial drop in concentration, 

espl 2 begins to increase in concentration in a steady, oscillating manner. This may be 

attributed to the drop in inhibition fi'om espl 3 as it decays (espl 3 interacts with large 

inhibition, see fig. 7.4) and the excitatory transduction signals cell 1 receives.

In cells 1 and 2 the level of espl 3 is at a maximum, however, unique to cell 1 the level of espl 

3 decays. This decay in espl 3 is due to the large inhibitory stimuli conferred by the 

interaction of espls 1 and 2, which are present in higher concentrations than espl 3. Although 

espl 3 has an autocatalytic effect on its own synthesis and the transductions confer a small 

level of activation, both are not sufficient in overcoming the inhibitory stimuli, hence the 

decay of espl 3.

Since espl 1 is present in high concentration evolution has evolved a very small level of 

activation for the interaction between espl 1 and cadherin 1, thus minirnising its effect on 

cadherin 1 synthesis. In contrast, however, espl 2, which is present in moderate to high 

concentration, interacts with cadherin 1 with a large degree of inhibition and is the main 

cause of the sustained low concentration of cadherin 1. Espl 3 is present in low concentration 

and interacts with a small level of excitation, but is insufficient in overcoming the large 

inhibitory stimuli presented by espl 2.

The synthesis of cadherin 2 is unique to cell 1 only as cadherin 2 decays in both cells 1 and 2. 

The prolonged synthesis of cadherin 2 may be attributed to high levels of espls 1 and 2. Both 

interact with medium to small excitation in comparison to the very small degree of inhibition 

delivered by the low concentration of espl 3.
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Cell 2 maintains a moderate level of cadherin 1 at an approximate concentration that 

oscillates around 1. Cell 2 receives signals from two cells (cells 1 and 3); the set of signals 

received from cell 1 are the same as those experienced by cell 1 from cell 2 (i.e., vice versa). 

The signals received from cell 3 are similar to those received from cell 1, except that they are 

stronger, since cell 3 contains more proteins at higher concentration levels than the other two 

cells. Thus, transductions 1 and 2 both deliver excitatory signals that regulate the 

transcription of the espl genes.

Espls 2 and 3 (especially 3) confer large excitatory stimuli able to overcome the inhibitory 

effect o f espl 1, contributing to the synthesis of espl 1 in cell 2. The intra-cell dynamics are 

the same as found in cell 1, except cell 2 uses espl 3 (present at maximum concentration) as 

opposed to espl 2. The transductions also contribute excitatory stimuli encouraging the 

synthesis of espl 1.

Apart from cadherin 1 in cell 2, espl 2 is the only other protein whose dynamics show 

oscillatory behaviour in each cell. In cell 2, espl 2 starts at a concentration less than half that 

in cell 1. Espl 2 is synthesised frequently until it finds its level at approximately 1.25, 

whereupon it oscillates between peaks of just below 1.5 and troughs of 1.0. The transductions 

confer an overall increased level of excitatory stimulus, which when combined with the 

excitatory stimulus conferred by espl 1 serves to generally overcome the strong inhibitory 

effects of espls 2 and 3. However, the change in concentration between the espls and the 

cadherins cause espl 2 to oscillate.

Espls 1 and 2 interact with espl 3 with high inhibition and are present at maximum and 

moderate concentration levels, respectively. Espl 3 is present in maximum concentration and 

is highly autocatalytic; this excitation is increased by the transduced signals from both cells 1 

and 3. Thus, espl 3 and the transduction signals are sufficient to overcome the inhibition 

resulting in espl 3 synthesis.

Espls 1 and 3 interact with cadherin 1 conferring small and moderate excitatory stimuli (see 

fig. 7.5). However, espl 2 interacts with large inhibition. The oscillating dynamics of espl 2 

result not only in inhibition, but also in cadherin 1 oscillating too. In fact, the oscillating 

dynamics o f cadherin 2 appears to shadow that of espl 2 (see fig. 7.3 b). Espl 3 attains a
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maximum concentration and is consequently able to deliver an excitatory effect almost 

equivalent to the inhibition received from espl 2. This results in oscillations in cadherin 1 

synthesis as a result of the two opposing inhibitory and excitatory effects.

Cadherin 2 decays due to the large inhibitory stimuli delivered by espl 3, which is present at 

maximum concentration. Cadherin 2 is, consequently, able to overcome the excitatory effects 

o f espl 1 (also present at maximum concentration) and espl 2 (present at a moderate, but 

oscillating concentration).

Cell 3 receives signals only from cell 2. These signals result in both cadherin transductions 

storing excitatory stimuli.

Espl 1 is, initially, present at a moderate concentration and is synthesised due to the large 

excitatory effects o f espls 2 and 3, of which espl 3 is present at maximum concentration. The 

transductions also help in the synthesis of espl 1, as transduction 1 provides an excitatory 

stimulus, while the result of recombining transduction 2 with espl 1 provides a small 

inhibitory stimulus that is overcome by transduction 1.

Espl 2 decays almost immediately. This is due to the large inhibition delivered by espl 3. Espl 

2 inhibits its own synthesis, but it is only present in low concentration, while espl 1 confers 

an excitatory stimulus. The oscillating behaviour of espl 2 may well be due to a number of 

factors: the balance between the large and low inhibitory effects o f espls 3 and 2; the medium 

excitatory effect from espl 1; and the transductions which contribute to the occasional 

synthesis of espl 2.

Espl 3 is present at a maximum of 1.999, in cell 3, and is maintained throughout the 100 

iterations. This maintenance is achieved almost entirely due to the autocatalytic interaction of 

espl 3 with itself. This interaction is strong enough to overcome the combined large inhibitory 

effect o f espl 1 and the low inhibition of espl 2. The transductions provide a moderate 

excitatory effect and a small level of inhibition, which combined provides a small activation 

resulting in espl 3 synthesis.

Cadherin 1 is synthesised continually ensuring a gradient of cadherin 1 is formed over the 

three cells. Espls 1 and 3 interact with small and medium excitatory stimuli, whereas espl 2 

interacts with large inhibition, but has a low concentration resulting in only half the level of
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inhibition being delivered, hence the synthesis of cadherin 1.

Cadherin 2 does the exact opposite of cadherin 1, it decays. This is almost entirely because of 

the large degree of inhibition delivered by espl 3, which is present at maximum 

concentration. Espls 1 and 2 interact with moderate and low excitatory effects but are not 

sufficient to overcome the strong espl 3 inhibition, hence the steady decay of cadherin 2.

Figure 7.5 shows the resulting gene expression plot in each of the three cells over 100 

iterations. Each cell clearly expresses a different subset of genes and thus, can be regarded as 

having gleaned positional information from the morphogen gradient resulting in three 

differentiated cell types. For example, gene 2 is activated to different extents in all three cells 

with cell 1 seeing the most expression and cell 3 the least. Gene 3 is never activated in cell 1, 

but is continually activated in cell 2. Gene 4 is similar in its behaviour: it is never activated in 

cell 1 ; it is, however, activated to different extents in cell 2, but is continually activated in cell 

3 from the 5* iteration. Gene 5 is activated in cell 1, but never activated in either cell 2 or 3.

Summary of 3-Celled Morphogen Gradient

In summary, the most salient gene interactions that contribute to the maintenance of the 3-cell 

gradient are as follows. In cell 1, the level of cadherin 1 is kept low due to the large inhibitory 

effect on espl2, which is at maximum concentration. In cell 2, cadherin 1 is at a moderate 

level where it oscillates. These oscillations are due to the opposite effects of espls 2 and 3. 

Espl 2 is present at moderate levels and oscillates, however, it delivers a large inhibitory 

effect. In contrast, espl 3 is present at maximum concentration and delivers an excitatory 

effect canceling the effects of inhibition. The concentration of both espls 2 and 3 vary over 

time, resulting in the synthesis or decay (oscillations) of cadherin 1. In cell 3, cadherin 1 

levels are maintained at maximum level since all the espls interact with medium to high 

excitatory effects.

The evolved gradient of cadherin 1, over 3 cells is able to provide positional information 

leading to the formation of spatial patterns of cellular differentiation.
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Figure 7.5. Variable gene expression plots for all 5 genes (3 espls and 2 cadherins) over 100 iterations 
for three cells. White squares denote active genes, while squares with shades ofgrey denote variable 
gene activations, and black squares denote inactive genes. Columns labelled 1 to 3denote the 3 espl 
genes, whiles columns labelled 4-5 denote the two cadherin genes.
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Evolved 4-Cell Morphogen Gradient

To further illustrate the ability of evolved gradients to provide spatial patterns o f cellular 

differentiation, figure 7.6 shows graphs o f an evolved four-cell gradient and the concentration 

levels o f cadherin 1 in each cell during development. Figure 7.7 shows the gene expression 

patterns for each o f the four cells.

Once again we can see that all cells are expressing different subsets of genes as a result of the 

concentration of morphogen they can ‘see’ at their respective position along the gradient. 

This has resulted in the emergence of, what may be regarded as, four differentiated cell types.

4-cell gradient

Cells

(a) Gradient of cadherin I over 4 cells. 

Concentration o f  cadherin 0 in all cells

2.5

1.5

1

0.5

0
8O as 00 m 3

cell 1 

- #  cell 2 

cell 3 

Si cell 4

Iterations

(b) The graph shows how the levels of cadherin 1 fluctuate until after the 
40“’ iteration when they become steady within a small range of values.

Figure 7.6. Four-celled gradient (a) and concentration levels of cadherin 1 in each cell (b).
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Figure 7.7. Gene expression time plot for all 7 genes (4 espls and 3 cadherins) over 100 iterations for the 
3 cells. All three cells are different from one another and may be regarded as four differentiated cell 
types.
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Evolved Morphogen Gradients Over 4-Cells

The graphs o f  figure 7.8 show the results o f  further experiments performed to evolve larger 

gradients (i.e., over many cells). As can be seen tfom these graphs, evolution can successfully 

evolve reliable large gradients (3 to 10 cells) that are able to maintain themselves over time, 

in the face o f  noise. Informal experiments with the system have shown that it is capable o f  

evolving up to 30-cell gradients (not shown), with substantially reduced parameter settings. 

Analyses for gradients with more than three cells are not provided and are left for future 

work.

5-cell gradient
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(a) Gradient of cadherin 1 over 5 cells 

6-cell gradient

2.5

2

1.5

0.5

0
52 3 4 61

Cells

(b) Gradient of cadherin 1 over 6 cells
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10-cell gradient

(g) Gradient of cadherin 1 over 10 cells

Figure 7.8. Graphs of evolved morphogen gradients from 5-celled gradient through to 10-celled 
gradients.

7.6 Conclusions

A fundamental aspect of biological development is the formation of spatial patterns of 

cellular differentiation. Positional information theory provides the basis of a universal 

mechanism by which genetic information can reliably be translated into spatial patterns of 

differentiation [Wolpert, 1969].

This chapter has provided a summary of ongoing research. Using a model of development 

based on Espl-C and Cadherin gene interaction pathways. This chapter has shown, for the 

first time ever, that;

• reliable mechanisms of morphogen gradient maintenance for a significant period of 

time during development can be evolved successfully,

• the maintenance of 3-celled gradients through to 10-celled gradients are possible,

• the evolved gradients are successfully capable of providing positional information to 

cells along the gradient leading to spatial patterns of cellular differentiation, and

• differentiated cell types can indeed emerge from the model.
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Chapter 8: Conclusions

8.1 Introduction

The focus of this thesis has been on investigating different models of development. This 

thesis has investigated five different models of development (three in chapter 3, one in 

chapters 4, 5 and 6, and one in chapter 7) each with varying degrees of biological plausibility.

Chapter 2 provided an introduction to computational development (section 2.3), and a critical 

review o f literature related to computational development from the fields of artificial life and 

evolutionary computation. A classification of genetic algorithm encodings was presented, and 

properties, advantages and disadvantages of developmental encodings were identified. The 

classification consisted of three classes: external, explicit and implicit. The critical review 

highlighted important aspects of developmental biology necessary for a successful 

computational model of development. For example, mechanisms of oriented cell division as 

shown in chapter 5 (and exemplified by plants), or receptor-mediated signal transduction and 

asymmetric division, both shown in chapter 6.

Chapter 3 presented a detailed set of preliminary experiments that compared the performance 

of each of the three classes of mapping against a simple one-to-one mapping acting as a 

control, on the 2D tessellating tile problem. This study showed that of the three models 

studied, two (the explicit and implicit) models showed good scalability at the task o f evolving 

genotypes that specify the successful construction of 2D tessellating tile morphologies. One- 

to-one mappings were shown to suffer from poor scalability, whereas the explicit and implicit 

classes o f developmental mappings -  which outperformed the external and one-to-one 

mappings -  were identified as having the most potential for evolutionary design and 

evolutionary computation in general. However, the implicit developmental mapping was 

identified as lacking the ability to specify the construction o f varied morphologies.

Having identified the explicit and implicit mappings as retaining the most potential, a further 

comparison of their performance was made. This comparison explored the abilities o f the 

explicit and implicit developmental models in specifying the constmction o f specific 2D 

morphologies. The study showed that both developmental encodings performed differently in
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constructing different morphologies. However, the implicit mapping showed remarkable 

scalability and achieved better fitness scores than the explicit, reiterating the result of the first 

experiments. The implicit class of mapping was thus, identified as having the best 

performance, especially in terms of scalability and the most potential for evolutionary 

computation. After identifying the implicit developmental model as having useful properties, 

a new implicit mapping (loosely based on biology) was devised. The model was used, 

successfully, to evolve genotypes that specify the 3D construction of a sphere in an isospatial 

co-ordinate system. However, single point mutation experiments revealed that the 

representation was not as evolvable as would be desired. Problems with the representation 

that should not be incorporated into a new model were highlighted. For example, dissimilar 

solutions were placed too close together in solution space for the representation to be 

evolvable. Despite this, the representation did contain some useful redundancy without which 

would have made the representation difficult to evolve.

The lessons learned from the results of the experiments in chapter 3 and the problems with 

models o f development in the literature (chapter 2), led to the detailed design and 

implementation of a novel biologically plausible genetic representation. The representation, 

called the cis-trans genetic representation, was based on the cis-trans architecture of genes in 

biology [Davidson, 2001]. The cis-trans representation formed the core of an advanced, 

biologically plausible, implicit, developmental model described in chapter 4. This new model 

of development culminated in the design and implementation of a large evolutionary 

developmental software test bed, the EDS, that facilitates the study of 3D multicellular 

development for evolutionary design. The EDS was used to investigate the self-organising, 

multicellular construction of 3D morphologies in chapters 5 and 6.

In chapter 5, the new cis-trans representation was used to evolve genetic regulatory networks 

(GRNs) to solve static and dynamic tasks. The first set of experiments, successfully evolved 

GRNs to direct the construction of specific patterns of proteins at a fixed-point in time (static 

task) within a single cell. The second set of experiments successfully evolved GRNs as 

control systems to direct the construction and maintenance o f a specific pattern of proteins 

over time (dynamic task) within a single cell.

The third set of experiments, in chapter 5, investigated two types of gene regulation 

(template-matching and simple affrnity-based regulation) to ascertain whether different
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models o f gene regulation resulted in differences in system performance at the task in hand. 

The results showed that there was a difference in performance. The simple affinity-based 

model o f gene regulation achieved better standard deviation and population mean fitnesses 

than the template-matching system. These results also highlighted and implicated the role 

redundancy plays in achieving better solutions.

The fourth set of experiments in chapter 5, moved away from single cells and explored multi- 

cellular development. This section investigated whether different mechanisms of orienting 

daughter cells during cell division had an impact on the success of the model. The EDS 

enabled the study o f three different mechanisms of oriented cell division. It was found that 

different methods of oriented cell division do affect the success of computational models of 

development. In addition, it was found that random division performed poorly, in terms of 

best fitness, at constmcting constrained morphologies (such as straight-lines), but performed 

relatively well with larger morphologies, such as spheres.

Chapter 6 continued the exploration of multi-cellular development by using the EDS to 

evolve GRNs able to control the multicellular development of six different morphologies: 

straight-lines, planes, circles, spheres, cubes and cylinders. Two main sets of experiments for 

the construction of 3D shape and form were performed. The first set involved no symmetry- 

breaking mechanisms and the second set involved two mechanisms of symmetry-breaking: 

asymmetric cell division and receptor-mediated cell signal transduction.

It was found that development with symmetry-breaking mechanisms performed better, in 

terms o f population average fitness scores and standard deviations statistics, than without 

such mechanisms. However, there was a difference in performance: using no symmetry- 

breaking mechanisms resulted in less computer processing time resulting in fast results. 

Despite the longer processing times, the use o f symmetry-breaking mechanisms brought 

useful features, such as differentiation and differential gene expression, that may be 

harnessed successfully for alternative applications.

Having investigated the evolution of GRNs for both protein pattern arrangements in single 

cells and for specifying the self-organising construction of 3D multicellular morphologies, 

chapter 7 summarised collaborative research conducted with biologists Dr. Michel Kerszberg 

and Professor Lewis Wolpert. This work presented the first ever study of the evolution o f
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mechanisms of morphogen gradient maintenance using genetic algorithms. It showed the 

successful evolution of robust morphogen gradients over 3 cells through to 10 cells. In 

addition, evolved morphogen gradients were shown to be able to confer positional 

information leading to spatial patterns of cellular differentiation and consequently 

differentiated cell types. The detailed analysis of a 3-celled morphogen gradient able to 

convey positional information to cells along the gradient resulting in the emergence of three 

differentiated cells was provided.

This chapter provides a review of the thesis contributions in light of the objectives. The thesis 

concludes with a section on future work.

8.2 Objectives Revisited

Before the contributions of the thesis are described, this section revisits the objectives given 

in chapter 1.

1. Provide a classification of current computational models of development.

2. Study the behaviour and limitations of standard mappings between genotype and 

phenotype, and compare the performance and behaviour of three specific classes of 

mappings for the construction of shape and form.

3. Identify components and principles of biological development that are crucial to the 

success of computational models of development for the construction o f shape and 

form.

4. Identify any shortcomings in the best class o f mappings (from objective 2) and build 

upon this to devise a biologically grounded genetic representation able to evolve 

genetic regulatory networks (GRNs).

5. Demonstrate certain properties -  symmetry-breaking and differentiation -  advantages 

and disadvantages of developmental approaches to the construction of shape and 

form in a new computational model of development by using the new representation 

as the basis o f a developmental system testbed for constructing 3D geometric shapes 

for evolutionary design.

6. Demonstrate that computational models of development can aid biologists in 

understanding developmental biology.
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8.3 Contributions

This section reviews the 17 contributions (not necessarily in order) made by this work and 

how each contribution helped achieve the objectives.

1. An experimental comparison of the performance and behaviour of three specific 

classes of mappings for the construction of shape and form was presented.

and

2. Traditional genetic encodings (one-to-one) mappings were shown to suffer from 

severe problems of scalability.

In chapter 3, three types of genetic encoding (external, explieit and implicit) were compared. 

The ehapter illustrated how a simple one-to-one genetic encoding (the external embryogeny) 

failed to provide adequate (let alone perfect) solutions to the tessellating tile problem when 

the dimensions o f the problem were scaled up. Explicit and implicit embryogénies, however, 

were shown to be able to generate scalable solutions that were, in the case of the implicit, 

perfect each time.

3. The properties, advantages and disadvantages of using developmental encodings for 

the construction of shape and form were identified.

Properties Advantages Disadvantages

1 Parallel Adaptive Difficult to hand design
2 Emergent Compact genotypes Difficult to evolve
3 Decentralised control Reduction of search space Difficult to analyse
4 Local interactions More complex solutions in solution 

space
5 Regulation
6 Regeneration
7 Repetition
8 Robustness
9 Scalability

Table 8.1. Summary of properties, advantages and disadvantages of developmental encodings.

Table 8.1 summarises the pros and eons of developmental encodings, see chapter 2 section 

2.3.2 for a full details on each item listed. Contributions 1, 2 and 3 have met objectives 1, 2 

and 3.

4. An Evolutionary Developmental System testbed, which can be used to study 3D 

shape and form in evolutionary design, was presented.
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Following the analysis of a simpler system at the end of chapter 3, the Evolutionary 

Developmental System (EDS) testbed was designed to permit the study of 3D shape and form 

using principles based on developmental biology equivalent processes and mechanisms 

(chapter 4 describes how the EDS was built and details all its components and processes). 

Through designing such a large-scale system objectives 3 and 5 have been met. The 

identification of crucial components and processes and their implementation has permitted 

objective 3 to be met. Equally, the experiments on the EDS has achieved objective five.

5. A novel representation Inspired by eukaryotic genetics able to evolve genetic 

regulatory networks that exhibit specific and useful behaviours such as 

autocatalysis, positive and negative regulation in a single cell was described.

and

11. The ability of the EDS to evolve genetic regulatory networks that specify and control 

a process of pattern formation for the construction of non trivial, three-dimensional, 

multicellular shape and form, such as a spheres cubes and cylinders, was reported.

Chapter 4 describes the design and implementation of the novel genetic representation used in 

the EDS, which is based on principles of Eukaryotic gene regulation and new research on the 

cis-trans architecture of biological genomes. In chapter 5, the representation was shown to be 

capable of generating genetic regulatory networks that give rise to specific patterns of protein 

concentrations at a fixed point in time. GRNs were also shown capable of maintaining a 

specific pattern o f proteins over time (GRNs for control tasks) in a single cell.

The genetic representation provides an alternative to conventional Boolean on/off gene 

regulation o f RBN type GRN models and the standard binary template-matching systems 

typically employed by researchers in Artificial Life. The cis-trans architecture of the EDS 

permits variable gene activation.

Chapter 6 made the transition fi*om examining single cells to multicellular morphologies. It 

showed that the EDS was able to evolve GRNs that successfiilly directed a process of pattern 

formation for different morphologies such as lines, planes and cubes. Thus, objectives 4 and 5 

have been met.

6. An empirical comparison between two methods of gene regulation -  template 

matching and simple affinity based -  at producing GRNs that direct the 

development of 3D shapes, was presented.
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and

7. Redundancy at the protein-gene level was shown to be useful.

Chapter 5 presented the first ever empirical comparison of two methods of gene regulation: 

simple template matching and a simple affinity based matching, in which proteins were 

permitted to bind to other proteins. It showed that the simple affinity-based method of gene 

regulation (despite the increased search space due to an increased level o f protein 

interactions) was able to out-perform simple template matching on evolving GRNs for both 

static and dynamic patterns of protein concentration task. It was suggested that the better 

performance of the affinity-based method might have been due to the large redundancy in the 

increased level of protein interactions.

The role of redundancy in gene-protein network regulation, and indeed, development in 

general was highlighted, thus contributing further to objective 3 and 4.

8. An empirical comparison between two novel cell division strategies and a control 

was presented.

Chapter 5 presented the first ever comparison between two novel forms of cell division and 

random division for construction in evolutionary design.

9. The importance of a directed cellular division strategy under genetic control, in the 

absence of cell motility in models of development was highlighted.

Chapter 5 showed that the two novel forms of cell division, devised for the EDS, (mitotic 

spindle and concentration dependent mitotic spindle division) out-performed random division 

in the construction of constrained morphologies where directional control over cell division 

was required. The importance of having a directed division strategy in constructing 3D shape 

and form in models of development that lack cell motility was highlighted.

This contribution helps in achieving objective 3 in that it has identified a crucial aspect o f 

biological development that is important for the construction o f specific shape and form in 

evolutionary design.

10. The ability of the EDS to construct varied geometric morphologies has been shown.

Chapter 6 showed that the EDS was able to successfully construct the morphologies 

demanded from it, and thus achieve objective 5.
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12. The capability of the EDS to exhibit phenomena resembling biological cellular 

differentiation during development, for example in shapes with more than one 

colour was shown.

The second set of experiments in chapter 6 showed how cells gradually became different 

from one another during the course of development. Cells expressing different subsets of 

genes (gene expression plots o f chapter 6) were shown. These cells showed the emergence of 

differentiated cell types, which were reflected in the different colours o f cells in chapter 6.

13. Presented a novel mechanism of signal transduction in which signals received by cell 

receptors are able to positively or negatively regulate different genes.

Biology employs a non-linear method of receiving signals from the extracellular matrix and 

delivering it to the genes inside the cell. The EDS is one of the first systems to employ a 

novel mechanism for receptor mediated signal transduction, described in chapter 4, which 

was able to deliver activity able to regulate the expression o f genes through cell signalling. 

This constitutes a further feature identified in biological development that is important for 

computational models of development thus, further achieving objective 3.

14. The use of asymmetric cell division (unequal distribution of proteins between parent 

and daughter cell) in symmetry-breaking was shown.

By unequally distributing proteins between parent and daughter during cell division, the EDS 

provides a novel method of achieving asymmetric division—the EDS is also one o f the only 

developmental testbeds in artificial life to implement such a symmetry breaking mechanism. 

This contribution has met objective 3.

15. First ever study of the evolution of robust gradient mechanisms for positional 

information in biology using genetic algorithms was presented.

Chapter 7 provided a summary of collaborative work that studied the evolution of 

mechanisms of biological gradient maintenance.

16. A novel evolved robust gradient maintaining mechanism to provide positional 

information for 3 to 10 ten cells was detailed.

Chapter 7 provided the first ever presentation of robust morphogen gradient maintenance. 

The successful evolution o f mechanisms able to maintain reliably morphogen gradients over
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3 to 10 cells was shown. Consequently, this study has shown that computational models of 

development can aid biologists in understanding developmental biology (i.e., objective 6).

17. Finally, the evolved gradients were shown to be able to give rise to spatial patterns 

of cellular differentiation.

Evolved gradient maintaining mechanisms were shown to be capable of providing spatial 

patterns o f cellular differentiation (and the emergence of differentiated cell types) and 

consequently, positional information for 3 to 4 cells. A detailed analysis of how the resulting 

GRN (for the 3-cell gradient) was able to maintain a robust gradient for 60 iterations was 

provided, thus meeting objective six.

This thesis has performed a thorough and detailed investigation of computational 

development. While the work does not suggest that computational development is appropriate 

for all applications, this thesis has shown that computational models o f  development are 

effective in the construction o f  shape and form.

8.4 Future Work

Computational development is a new field that promises exciting insights into the 

construction of complex adaptive systems and understanding the construction of biological 

systems. During the course of this thesis, computational development has been identified and 

acknowledged as a crucial topic that requires further research. Research groups, committees, 

seminars and conferences are now appearing with increasing frequency. Although broad 

issues with developmental approaches that require further research have been identified in 

this thesis, this section briefly describes some potentially huitful avenues of research.

• The design o f a full developmental testbed that incorporates the features included in 

the EDS, but also includes a cellular physics permitting cell motility, and forces such 

as repulsion and adhesion that are a part of morphogenesis [Hogeweg, 2003].

• The combination o f models o f development and realistic models o f the environment 

would enable rich-system-environment interaction [Bentley, 2003b]. This would lead 

to additional channels o f perturbation [Quick, et al., 1999a,b] able to affect the 

behavioural dynamics of a developing creature, which would help improve 

robustness and adaptation, but would also enable the study o f environmental factors 

in development.
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• The design of models of development that are able to construct varied designs that

are able to regenerate when damaged would be extremely usefiil. The basis of

regeneration in such a model could be based on the regenerative abilities of 

organisms such Newts. A regenerative system testbed could enable the comparison 

between local and global methods of interaction between components that give rise to 

the final solution [Miller, 2003; Nagpal, 2002].

• An exciting new field that is now emerging is materials science [Miodownik, 2003] 

and nanotechnology. These fields promise startling new materials that are able to 

function, for example, as muscles in organisms do, and in the case o f nanotechnology 

may help to construct tiny, nano-scale machines. The application of the 

developmental metaphor to nanotechnology may prove useful in overcoming the 

constructional problems nanotechnology must face.

The no free lunch theorem [Wolpert and Macready, 1997] tells us that there is no single 

algorithm that is good for all problems. Despite nature having successfully evolved and used 

a developmental algorithm for millions of years to solve problems whose solutions still 

perplex us, it is not the best, or even a reasonable, algorithm for all problems. Just as 

development constructs in nature, it helps us, in computer science, to construct solutions too. 

But what type of problem it is good for remains an important and open line of research.

Just as the powerful processes of inheritance, variation and selection give rise to evolution 

and its remarkable search abilities [Holland, 1975], this work has shown that the powerful 

processes o f cell division, pattern formation, morphogenesis, cell signalling and growth can 

be harnessed in developmental algorithms for novel computation.
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Appendix A: A Crash Course in Deveiopmental 

Bioiogy

A1.1 Introduction

This thesis is inspired by the sophisticated, adaptive and robust biological processes 

responsible for the construction o f organisms in nature; it details the biological and chemical 

nature of these processes. The reader is therefore required to have at least a passing 

acquaintance with the necessary biology. This appendix describes the necessary 

developmental biology in order for the reader to understand the concepts presented in this 

work.

Section A 1.2 provides an overview of the necessary biology behind development, describing 

key developmental processes and mechanisms as well as the underlying mechanisms of 

genetics. For example, DNA and RNA, what they are? And what do they do? How do the 

genetic processes of transcription and translation operate? Since developmental biology is a 

fascinating subject, the appendix ends with (a slight indulgence in) a historical review of 

developmental biology along with a table summarising the contributions made by past 

scientists, in section A1.3.

A1.2 Development

Central to development are construction and self-organisation. The production of a massively 

complex form, comprising trillions o f cells all working in harmony with each other, all from a 

single initial cell, is truly one o f the wonders of evolution. How does a single cell give rise to 

a multicellular organism?

All cellular behaviour is controlled by proteins, which are produced by genes. But we will 

first examine development at the level o f the cell. There are five main processes involved in 

biological development:

• cleavage divisions,

• pattern formation,

• morphogenesis,

• cellular differentiation, and
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• growth.

Cleavage division

Cleavage division involves the zygote (fertilised cell) undergoing a series of rapid divisions 

to create more cells. Unlike cellular proliferation where cells grow after dividing, during 

cleavage there is no increase in cellular mass between each division. The result of cleavage is 

a hollow ball of cells, known as the blastula.

Pattern formation

Pattern formation is the process by which “a spatial and temporal pattern of cell activities is 

organised within the embryo so that a well-ordered structure develops.” [Wolpert, et al. 1998] 

Pattern formation comprises two main stages: the process by which the initial body plan is 

laid down, and the allocation of cells to different germ layers (primary cell layers in an 

embryo). The first of these stages -  the laying down of the body plan -  results in the setting 

up of a co-ordinate system. This is achieved through two axes, which define the anterior and 

posterior ends, and the dorsal and ventral sides of the body, both axes are at right angles to 

each other see fig A l. The second stage of pattern formation is also responsible for creating 

the different germ layers, namely: the ectoderm (external layer of cells), mesoderm (middle 

layer), and endoderm (inner layer of cells).

Dorsal (back)
Right

Posterior (tail)Anterior (head)

LeftVentral (fronf

Figure A l: Initial body plan. Two axes defining anterior and posterior ends, dorsal and ventral sides (a 
third axis showing left and right is also shown).

One important theory related to pattern formation was developed by Lewis Wolpert in 1969. 

Positional information is a theory o f how cells acquire positional identity and value related to 

their position along a line with respect to boundaries at both ends of the line [Wolpert, 1969]. 

The line is specified by a diffusing morphogen [Wolpert, et al. 1998]. Cells can have their
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position specified by a number of mechanisms. A popular mechanism is that of a diffusing 

morphogen gradient. However, Kerszberg and Wolpert have shown that diffusion cannot 

practically give rise to a gradient due to the binding and trapping of morphogen by cell 

receptors [Kerszberg and Wolpert, 1998]. For a more detailed exposition of positional 

information and plausible mechanisms of gradient formation, maintenance and regeneration 

the reader is referred to chapter 7.

Lateral inhibition is another important developmental mechanism. During development, 

differentiating cells ean emit a signal molecule that acts locally by inhibiting the nearest 

neighbour cells from developing similarly [Wolpert, et al. 1998]. This can give rise to 

regularly spaeed patterns such as that exhibited by the pattern of feathers on the skin of birds.

Morphogenesis

Morphogenesis involves incredible change in the three-dimensional form of the developing 

embryo as a result of cell movement and conformational changes that generate forces. 

Extensive cell migration (movement of cells) can also occur. The most dramatic change 

during morphogenesis, as Wolpert points out, is gastrulation. Typically, all animal embryos 

undergo the dramatic changes of gastrulation, or gut formation. In general, gastrulation 

involves cells on the outside of the embryo folding and moving inwards to form the gut. In 

the case of the sea urchin, gastrulation can carve out a hole through the middle of the blastula 

forming a gastrula (multilayered embryo with a cup-shape indentation in it).

Cell differentiation

Cell differentiation, the fourth process, is a gradual process by which cells acquire different 

structure and funetion from one another, resulting in the emergence o f distinct cell types, for 

example, neurons or skin cells. Differentiation is fundamentally about the different proteins 

cells contain. If a cell has become terminally differentiated, it continues to produce these 

proteins due to a change in gene expression that causes a stable pattern o f gene activity, else 

the cell may continue differentiating over successive cell divisions. Differentiation is 

influenced therefore, by at least the following two processes:

• cell signalling —  intercellular communication and

• asymmetric division — division that results in the asymmetric apportioning of factors 

(proteins) in the parent cell, causing parent and daughter cells to acquire different
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developmental fates. Also acts as a symmetry breaking mechanism [Turing, 1952; 

Wolpert, 1998; Stewart, 2003].

Growth

The final process, growth, involves an increase in size due to one o f a number of methods: 

cell proliferation, in which cells multiply; a general increase in cell size, and the accretion of 

extracellular materials, such as bone (see [Lawrence, 1992; Wolpert, 2003] for a description 

of Drosophila development). Note that these processes do not necessarily occur sequentially, 

but overlap.

Regeneration

Regeneration is the ability of the fully developed organism to replace lost parts by growth or 

remodelling of somatic tissue [Wolpert, et al. 1998]. It must be noted that there does exist a 

distinction between regeneration and regulation: regulation refers to the ability o f the embryo 

to develop normally even when some portions are removed or rearranged [Wolpert, et al. 

1998].

Currently, regeneration has received little attention in the Artificial Life and EC literature, but 

some research on the topic is emerging [Miller, 2003], see also chapter 7 of this thesis. Some 

research in EC has, for example, begun looking at fault tolerance in evolved silicon circuits 

[Tyrell, 2000; Thompson, 1996a,b]. However, as yet, the investigation of regenerative 

processes from biology for artificial life and EC have seen little or no attention.

There is much inspiration to be gleaned from biological systems such as the vertebrate Newt, 

which epitomises regenerative processes. The Newt, for example, is capable of regenerating 

its tail, retina, lens, limbs, and jaws [Brockes & Kumar, 2003]. And, most amazing of all, the 

blood cells alone of ascidians can give rise to a fully functional organism [Wolpert, et al.

1998]. Regeneration brings with it the promise o f technology able to reconstruct itself upon 

partial damage [Miller, 2003]. See [Brockes and Kumar, 2003; Brockes et al., 2001] for a 

more detailed exposition on regeneration.

299



Cells

So the development of an organism relies upon its cells undergoing cleavage divisions, 

pattern formation, morphogenesis, cellular differentiation, growth, and in some cases (Newts, 

for example) regeneration. But how can cells perform such diverse functions? What is a cell?

Cells are complicated entities; they are the atomic constructional unit of organisms. Cells 

come in two specific classes: prokaryotic (bacteria and blue-green algae) and eukaryotic 

(plants and animals). The DNA in a prokaryotic cell is not encased within a nuclear envelope. 

Eukaryotic cells enclose their DNA within a membrane, conferring an additional opportunity 

to control gene regulation (they also contain organelles such as the chloroplast and 

mitochondria).

Generally, (in the terminology of computer science) cells can be likened to autonomous 

agents in that they have

• sensors (in the form of protein-based receptors that bind signals, or ion-channels that 

permit signals through the cell wall that receive information from the environment)

• internal logic that integrates this information (the genome) and

• effectors (synthesised proteins) able to perturb the environment.

Cells have a semi-permeable membrane, which retains the contents o f the cytoplasm and 

selectively permits the passage of certain molecules.

As should be evident, cells are fundamentally protein-processing machines, sensing protein 

signals, being controlled by proteins, and outputting new proteins for other cells to sense.

Cell Membrane, Cytoplasm, Nucleus, and Receptors

The cell takes great pains to separate itself from its immediate environment: that is to say the 

cell has a very well defined boundary—the cell membrane. The immediate purpose of the 

membrane is to prevent proteins from seeping away. At the same time, however, proteins 

need to be able to enter and leave the cell in order to affect it. This passage of proteins is not 

random. Cells exercise specificity: they can select which proteins enter and leave them. To 

this end, the cell membrane is semi-permeable (or selectively permeable, as it is also known), 

allowing only certain protein molecules passage.
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Cell Signalling

Groups o f cells can influence the development o f another group o f cells by emitting signals. 

This process is termed induction. As Wolpert discusses, inductive signals provide instructions 

to cells on how to behave. In essence, the inductive signal ‘selects’ a single cellular response 

from an already limited number of responses [Wolpert, et al. 1998].

Cell signalling enables cells to detect and respond to conditions within the extracellular 

environment. In the case of multicellular organisms, cells need to be able to communicate 

over short and long distances in order to shape the developing organism. Without signalling, 

only asymmetric distribution o f factors during cleavage could cause cells to become different 

from one another. The importance of cell signalling in influencing an otherwise unchanging 

mass of cells to vary in identity and function (differentiation) was highlighted by Spemann’s 

famous organiser experiment, in which a signalling centre was able to organise new axes in 

an amphibian embryo [Wolpert 1998].

Types of cell signalling in biology fall into four main categories:

• endocrine (long range, e.g. hormones)

• paracrine (short range)

• autocrine (internal self-signalling) and

• synaptic (long-range affects through changes in the electrical potential across the 

membrane of the cell; used in the nervous system).

(There is also a fifth: juxtacrine signalling.) See [Hancock, 1997] for ftirther definitions and 

explanations. Firstly, cells may signal by emitting long or short range protein molecules. A 

target cell then recognises the protein and binds it. Secondly, membrane bound surface 

proteins on the signalling cell are recognised and bound by membrane bound surface 

receptors on a target cell. The term cell signalling is normally used to describe interactions 

between cells, not intra-cell signalling, (autocrine) where a cell emits proteins to affect itself. 

Cells can communicate by transmitting a signal in three main ways, by the:

release of molecules by one cell being detected by receptors on another cell, 

detection of membrane proteins on one cell by receptors on another cell, and 

transfer of small molecules through gap junctions
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Cell Division

Cells multiply by duplicating their contents and then dividing into two cells, parent and 

daughter. This forms a cell division cycle, which is a complicated process that consists of a 

number of stages [Alberts et al. 1994]:

• interphase (where DNA replicates and proteins are synthesised before and after 

mitosis)

• mitosis (nuclear division, which itself consists of a number of stages), and

• cytokinesis (the division o f the cytoplasm of a cell following the division of the 

nucleus).

Discrete cell behaviours such as division and death occur against a backdrop of continuous 

growth.

Cell division is a crucial aspect of development. Two types of cell division occur: symmetric 

and asymmetric. The symmetry or asymmetry is in relation to cytoplasmic factors 

sequestered within the cell. A symmetric division occurs when the plane of cleavage divides 

the cell into equal sizes with equal proportions of cytoplasmic proteins. An asymmetric 

division occurs when the plane of cleavage divides the cell into unequal sizes with daughter 

and parent cell containing different cytoplasmic factors. The orientation or direction o f cell 

division is not always random; it is controlled and directed. However, exactly what 

determines the direction in which a cell is to divide is still under investigation in cell biology.

Proteins, Enzymes, Polypeptides and Catalysts

As we have seen, development relies on proteins to control all o f the complex behaviour of 

cells. Proteins are macromolecules derived from genes in DNA. Each cell contains several 

thousand different proteins, performing numerous functions. Some of the roles proteins adopt 

are:

• structural components of cell and tissues;

• general housekeeping, i.e., involved in the transport and storage of small molecules, 

e.g. haemoglobin and oxygen;

• transmission of information between cells, e.g. protein hormones; and

• defending against infection (e.g. antibodies).
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The most fundamental property of a protein is its ability to act as an enzyme. Enzymes are 

essentially catalysts, responsible for catalysing the vast majority o f chemical reactions in 

biological systems. Catalysts increase the rate of chemical reactions by lowering the 

activation energy of reactions without altering the chemical equilibrium between reactants 

and products, and without themselves being consumed or permanently altered.

Proteins are polymers comprised of twenty different amino acids. These amino acids are 

joined together by peptide bonds forming polypeptides. Polypeptides are thus linear chains of 

amino acids, typically hundreds or thousands of amino acids in length. Each protein 

comprises a unique sequence of amino acids, determined by the order of nucleotides in a 

gene. Proteins take on distinct 3D conformations that are critical to their function. The shapes 

of proteins are determined by their amino acid sequences.

Genes specify the order in whieh amino acids are to be incorporated into a protein. The order 

of nucleotides in a gene specifies the amino aeid sequence o f a protein via translation (see 

below) in which messenger RNA (mRNA) acts as a template for protein synthesis.

G enes

Proteins may specify the behaviour of cells, but it is the genome that controls proteins. The 

genome speeifies when and where proteins are synthesised. By controlling the temporal and 

spatial synthesis and deeay of proteins, the genome is able to control the overall form o f an 

organism with high precision.

There is a common and often dangerous misconception that there exists a single gene for any 

single behavioural trait, for example, a gene for blue eyes. The implieation that there exists a 

one-to-one correspondence between gene and phenotypic trait is simply incorrect and perhaps 

solely a consequenee of our need to reduce phenomena to simple cause and effect. There are 

no genes for eye colour, for leg length or for any other phenotypic trait. There are only genes 

for proteins. Thus, genes only have one purpose -  they specify proteins to be synthesised. 

These proteins, by virtue of their chemical properties and the complicated conformations they 

adopt, eonstruct highly intricate and complex networks o f interactions. The presence or 

absence of different proteins within these networks in turn regulate the synthesis and decay of 

further proteins. The process of regulation is of paramount importance during development.
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Proteins regulate proteins, which regulate other proteins, which regulate genes, whose 

products regulate other genes, including themselves.

DNA

DNA {deoxyribonucleic acid) forms the genetic material for almost all organisms on the 

planet (with the exception o f some viruses that replace DNA with RNA or ribonucleic acid as 

the genetic material) [Lewin, 1999]. The discovery of the structure of DNA by Watson and 

Crick in 1953, represented a milestone in modem genetics [Watson and Crick, 1953]. They 

proposed that DNA had a double helical structure that contained two polynucleotide chains, 

forming the backbone of the molecule.

Nucleic acids consist of polynucleotide chains. Nucleic acids contain four types of bases, two 

purines: Adenine (A), Guanine (G), and two pyrimidines Cytosine (C), and Thymine (T). In 

RNA Thymine is replaced by Uracil (U). The DNA molecule is built up as follows: the bases 

extend inwards from each nucleotide chain, with purines paring with pyrimidines, resulting in 

the following base pairings: Guanine pairs with Cytosine (G-C) and Adenine pairs with 

Thymine (A-T) or (A-U in RNA). These base pairings are termed complementary.

The sequence of nucleotides in DNA is important as it codes for amino acids that constitute 

the building blocks of the corresponding polypeptide or protein. In order to constmct the 

corresponding protein the sequence of nucleotides is read three at a time —  the nucleotide 

triplet is termed a codon. Each codon corresponds to a single amino acid. The genetic code is 

read in separate triplets or non-overlapping triplets with successive codons represented by 

successive tri-nucleotides. Sixty-one define amino acids (although only 20 amino acids exist) 

while the remaining three represent stop signals for protein synthesis. The code is 

unambiguous, i.e., one codon does not specify more than one amino acid. However, the code 

is degenerate in that more than one codon can specify any one amino acid.

Information in DNA and RNA is conveyed by the order of the bases in the polynucleotide 

chains. A consequence of complementary base paring is that one strand of DNA or RNA, can 

act as a template for the synthesis of a complementary strand. Nucleic acids are therefore 

uniquely capable of directing their own self-replication.
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DNA does not directly control protein synthesis. Protein synthesis occurs in the cell 

cytoplasm under the control of RNA synthesised from the DNA template. So RNA is 

responsible for conveying information from DNA to the sites of protein synthesis in the cell, 

known as ribosomes.

G ene Expression and Regulation

In eukaryotic genetics, genes are flanked by a region of DNA that is rich in G-C nucleotide 

bonds, commonly referred to as the TATA box [Lewin, 1999]. Its presence informs the cell 

transcription machinery that a gene is present. Once informed, the machinery (in the form of 

transcription factor TFIID) binds to a region extending upstream of the TATA box. A protein 

known as the TATA-binding protein (TBP) is responsible for recognising the TATA box. 

The region that TFIID binds to is known as the promoter [Lewin, 1999] (the term is now fast 

being replaced by a new, more accurate term the cis-regulatory region). This region contains 

transcription factor target sites that proteins bind to, thus influencing transcription inhibiton 

or activation [Davidson, 2001]. These transcription factor target sites can be viewed as 

preconditions that need to be satisfied to various degrees in order for the gene to activate. 

Once activated, the gene transcribes the region adjacent to the cis-regulatory region, known 

as the coding region, responsible for specifiying which protein is to be synthesised. The 

process by which a gene is transcribed and gives rise to a protein is known as gene 

expression.

The expression of genes is controlled by regulatory proteins. These proteins are emitted by 

genes and in turn control and affect the expression of other genes. Regulation can lead to long 

chains of regulatory control: with genes regulating genes that in turn regulate other genes, and 

so on. In so doing, development can control the synthesis of proteins over space and time.

The process of controlling protein synthesis is termed regulation and is crucial to 

development [Lewin, 1999]. There are many methods of achieving regulation, these vary 

depending on organismal cell type, for example, prokaryotic cells have no nuclear envelope 

and so RNA synthesis and protein synthesis does not occur individually, but simultaneously. 

This is in contrast to eukaryotic cells, which do have a nuclear envelope enabling mRNA and 

protein synthesis to occur separately. This separation in both space and time can cause the 

RNA to degrade before protein synthesis (translation) can occur; thus providing eukaryotic 

cells an additional method of regulation. Apart from this, there are two main types of
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regulation: positive and negative. Positive regulation can be likened to amplification. With 

initially small amounts of protein present, regulatory proteins can bind to genes causing 

additional synthesis of the same protein, thus amplifying what was there already. Negative 

regulation is the opposite: a regulatory protein binds to the cis-site of the gene and represses 

activation, resulting in no expression of the gene.

A1.3 From Embryology to Developmental Biology: A Historical Review

How are our bodies and other organic entities formed? What gives rise to these bodies? Is the 

complete body plan of an animal already present in the fertilised egg, i.e. is it preformed} If 

not, then what mechanisms mould and sculpt such complexity? Greece saw the formation of 

such questions starting with Hippocrates, who first addressed the important question of the 

nature of development, as long ago as the 5* Century BC.

The 4*̂  Century BC provided the setting to take the question a step further. Aristotle was the 

first to formulate the problem of how structure arose in the embryo. He proposed two 

possibilities: Preformationism, meaning the animal is preformed and simply gets bigger; and 

the second. Epigenesis (meaning ‘upon formation’), i.e., that structure arises progressively. 

Aristotle favoured epigenesis, however in the 4* century religion was prevalent and the 

church favoured preformationism, which made a hostile environment for epigenesis to 

compete. Aristotle’s preformation/epigenesis dichotomy was to provide the fuel for vigorous 

debate over the coming centuries. (For a more detailed history of embryology, see Wolpert, 

1998; Bard, 1992. See table A l.l  for a summary of scientists and their contributions to 

embryology.)

Some two thousand years later in 1672, Italian scientist Marcello Malpighi provided a 

detailed description o f the chick embryo. Preformationist thinking, endorsed by the church, 

still prevailed in the 17* century. Unfortunately, Malpighi simply could not help but believe 

in preformationism, remarking that the embryo was so small he was just not able to see it, 

even with his most powerful microscopes. Fortunately, preformationism was shown to be 

wrong by the observations of Carl Friedrich Wolff. Wolff did not believe in preformationism 

and disproved it in 1759 by studying how blood vessels appeared in the chick. He 

demonstrated that the blood vessels o f the chick blastoderm slowly developed fi’om islands of 

material surrounded by liquid. The reaction to his evidence was that the blood vessels were 

there all the time, but became visible later. In 1768, Wolff dealt preformation the final blow.
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demonstrating that the chick gut was not initially a tube, but emerged by the gradual folding 

of the ventral sheet of the embryo.

The basic unit of life, the cell, was discovered in 1838-1839 by German botanist Matthais 

Schleiden and physiologist Theodor Schwann. This was a turning point for embryology 

providing the beginnings of a new era in which embryology was eventually to be subsumed 

by developmental biology.

The mid 1860s saw the Austrian monk and botanist, Gregor Mendel show, by plant 

hybridization experiments, that the origin of hereditary variability lay in differences in 

‘factors’ (later to be named genes by Johannsen) that pass unchanged from one generation to 

the next. Characteristics in the offspring are inherited from the germ cells (the eggs and 

sperm) and not the soma (body), was the proposition put forward by the German biologist 

August Weismann in mid 19* century. He further proposed that germ cells were not 

influenced by the body that bears them. In addition, Weismann devised a model of 

development in which ‘special factors’, known as determinants, were contained in the 

nucleus of the zygote. These determinants were unequally distributed to daughter cells during 

zygote division (cleavage), allowing for control over the future development of the cells. In 

effect, cell fate, according to Weismann's model, is controlled by the unequal distribution of 

the determinants, and hence predetermined in the egg during cleavage. Weismann's model 

was termed mosaic, as the egg was likened to a mosaic of discrete localised determinants.

Scientist Date Contribution

Hippocrates 5* Century BC First to address the problem of development.

Aristotle
4“’ Century BC Aristotle considered two possibilities to the 

problem of how structure arose in the embryo: 

preformationism and epigenesis.

Marcello Malpighi 1672, 17* Century Provided an accurate description of chick embryo.

Carl Friedrich 
Wolff

1759-1768

Dismissed preformationism by providing evidence 

that the chick gut was not initially a tube, but 

emerged by the gradual folding of the ventral 

sheet of the embryo.

Mathais Schleiden 
and Theodor 
Schwann

1838-1839
Recognised, independently, the cell as the basic 

unit of life.

307



Gregor Mendel Mid 1860s
Proposed the origin of hereditary variability lay in 

differences in ‘factors’ that pass unchanged from 

one generation to the next.

August Weismann 19* Century

Proposed that the offspring does not inherit its 

characteristics from the soma of the parent, but 

from the germ cells. In addition, proposed a 

‘special factors’ model of development.

Wilhelm Roux Late 1880s
Provided confirmation of Weismann’s ideas by 

experimenting on frogs. Concluding, frog 

development was based on a mosaic mechanism.

Hans Driesch Late 1880s
Disproved Roux’s results showing that cells retain 

the developmental potential of the zygote and 

were hence not based on a mosaic mechanism.

Wilhelm Johannsen 1909
Recognised the distinction between genotype and 

phenotype, helping to link genetics with 

embryology.

Watson and Crick 1953 Discovered the structure of DNA.

Table A l.l. Key contributions in the history of embrydogy.

Weismann’s ideas received support in the late 1880s due to the German embryologist 

Wilhelm Roux. Roux provided support by experimenting with frog embryos. After allowing 

the first cleavage o f a zygote, he destroyed one o f the two cells with a hot needle. He found 

that the remaining cells developed into a well-formed half-larva, and concluded that the 

“development of the frog is based on a mosaic mechanism, the cells having their character 

and fate determined at each cleavage”.

Hans Driesch, also in the late 1880s, disagreed with Roux and set about disproving Roux’s 

results, i.e. that development is based on a mosaic mechanism. Driesch repeated Roux’s 

experiment carried out using invertebrate sea urchin eggs, however, instead of killing one of 

the cells at the two-cell stage, he separated them. He found that these isolated cells went on to 

develop normally, concluding that all cells retained the developmental ability of the zygote. 

Despite these discoveries it was left to Danish botanist Wilhelm Johannsen in 1909 to not 

only label Mendel’s ‘factors’ as genes, but also to make the fundamental distinction between
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genotype (genetic composition) and phenotype (physical appearance). This crucial concept 

helped link both genetics and embryology giving way to Developmental Biology.
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Appendix B: Genetic Algorithms

B1.1 Introduction

The work in this thesis represents a bottom-up approach to the construction o f complex 

adaptive systems. An underlying assumption throughout this work, is that basic building 

blocks (for example, genes and cells) at different levels are able to interact in different ways 

to form complex adaptive systems. However, the dynamics of interaction between these 

building blocks lead to a bewildering number of ways in which they can be interconnected. 

Designing these interconnections by hand is a formidable task. Consequently, this thesis 

employs Genetic Algorithms (GAs) for the construction of complex adaptive systems from 

basic building blocks and interactions at different levels. GAs are able to evolve the 

instruction set (much like DNA) that specifies the construction of complex adaptive systems.

The appendix describes the operation of genetic algorithms by illustrating how to implement 

a GA for a simple function optimisation task, while introducing evolutionary algorithm 

associated terminology in section B1.2. Key GA processes are discussed and alternative 

processes highlighted where applicable. Section B1.3 describes the schema theorem and the 

building block hypothesis, which are attempts at explaining how GAs work. The appendix 

ends with section B1.4, on evolvability. This section provides a brief introduction to the 

concepts and ideas used to answer the question: what makes some representations more 

evolvable than others?

B1.2 Genetic Algorithms and Associated Terminology

A genetic algorithm is a stochastic, population based search algorithm [Goldberg, 1989; 

Holland, 1975] developed by John Holland, and his students, at the University of Michigan. It 

is loosely based on evolution by natural selection in nature, and was designed to help explain 

the adaptive processes in natural systems and to design artificial systems based upon these 

processes [Holland, 1973, 1975]. A variety of GAs and variants exist, such as: the canonical 

GA [Holland, 1975; Goldberg, 1989], steady state [Syswerda, 1989], messy [Deb, 1991; Deb 

and Goldberg, 1991], distributed [Whitley and Starkweather, 1990], parallel [Adeli and 

Cheng, 1994; Levine, 1994] and hybrid GAs [Radcliffe and Surrey, 1994a] with other local 

optimisation techniques.
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However, regardless of the type o f GA employed, all GAs have a common algorithm, see 

figure B l.l . GAs require a randomly created population of candidate solutions, known as 

individuals, to some problem and all EAs follow a similar algorithm.

(B l.l.l)

(Bl.1.2)

(Bl.1.3)

(Bl.1.4)

(Bl.1.5)

NO

YES

NO

YES

FINISHED

EVALUATION

INITIALISE
POPULATION

CROSSOVER
AND

MUTATION

REPRODUCTION
OR

SELECTION

SOLUTION 
FOUND? (ORA 
GENERATIONS 
COMPLETE?)

NEW
POPULATION

POPULATION
FULL?

Figure B l.l. The simple genetic algorithm.

These individuals are composed of ‘genetic material’ that encode solutions to a problem. 

Solutions are typically in the form o f a bit-string known as a chromosome. The chromosome
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is usually divided into genes. These genes correspond, for example, to parameters that require 

optimisation and, typically, consist of more than one bit.

Each gene can take on different values known as alleles. The collective term for the entire 

parameter set is genotype. The genotype of an individual refers to its genetic structure and 

composition. The end product of performing the instructions (development) within the 

genotype is termed the phenotype (for example our DNA constitutes our genotype and our 

physical appearance and structure constitutes our phenotype). The process of decoding the 

genotype to produce the phenotype is called development. Having introduced GA 

terminology, the next section examines the essential ingredients required to create a simple 

genetic algorithm as defined in Goldberg [1989].

Rather than searching from a single point in space, GAs start searching from a population of 

randomly sampled points in the search space. They deal not with the actual parameter set, but 

with an encoding o f the parameters. Designing suitable encodings is a black art, however, the 

GA practitioner does have considerable freedom when it comes to encodings, as Goldberg 

points out the GA practitioner “is limited only by his/her imagination.” As an aid to the 

reader the rest of this section will explain how GAs function by working through how to 

create a simple GA. Our task will be the optimisation o f the function: f(x) = x .̂

B1.1.1 Random Initialisation

GA populations typically, contain n randomly created individuals. These individuals are 

created using the encoding of the parameters; in our function optimisation example, we 

simply use an unsigned binary string of length / = 5 as our encoding. For example, 00000 and 

11111 are two different individuals within a population.

B1.1.2 Evaluation

Now that we have a population of candidate solutions, how do we know which individuals in 

the population are good and which are bad? What we require is a measure of ‘goodness’ and 

‘badness’ with respect to our problem. In order to attain this measure, the next step in 

creating our simple GA is the process of evaluation. Evaluation involves assessing each 

individual in the population according to a fitness function. (This is a term coined by 

biologists. Fitness in nature is implicit, an organism has good fitness if  it lives up to the age 

of reproduction and reproduces successfully.) In EAs, a fitness function essentially captures
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the problem to be solved. For our purposes the fitness function is the function we wish to 

maximise: f(x) = x .̂

So, if  we treat each individual’s chromosome as a binary string we can decode it to yield its 

decimal equivalent. We apply our fitness function to obtain a fitness value, which is assigned 

to the individual. For example, if the binary chromosome decoded to yield a decimal value of, 

say, 52 then the fitness function is the square o f this value, i.e., a fitness of 2704 is assigned 

to the individual. This process is repeated until all the individuals in the population have had 

their fitness calculated and assigned.

B1.1.3 Reproduction or Selection

Now we have a population of n individuals each of which represent a candidate solution to 

our problem. In addition, we also know how good and bad they are at solving the problem. 

The next step is selection. In order to be able to breed the next generation of solutions from 

our existing population, we need a ‘survival of the fittest’ selection scheme to be able to pick 

relatively fit individuals to act as parents. Selection influences the performance of the GA 

considerably and is one of the necessary ingredients required for evolution to occur. The 

degree to which selection is applied can introduce problems too, notably premature 

convergence, typically a result of strong selection. A number of different selection strategies 

do exist. Three of the most effective and popular strategies, fitness-proportionate, ranking, & 

tournament [Goldberg, 1989], are discussed in this section. In addition, elitism [de Jong, 

1975], a strategy adopted in conjunction with one of the other selection schemes is discussed.

Fitness proportionate

Fitness proportionate selection is perhaps the most popular form of selection in EC. Devised 

by Holland, it draws its inspiration from natural selection in nature. Fitness proportionate 

selection involves selecting individuals according to their fitness, relative to the average 

fitness of the population. A popular implementation of this type o f selection is the ‘roulette 

wheel’.

The roulette wheel involves each individual of the population being allocated a slot on the 

wheel sized in proportion to its fitness. This permits individuals with better than average 

fitness to have a larger portion of the wheel, and hence a higher probability of being selected. 

In order to select an individual, the wheel is spun and the individual upon which the marker
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cornes to rest is then selected (the wheel is spun N  times, where N  is the size of the 

population).

Fitness proportionate selection has a major drawback. If, at the beginning of a GA run, an 

individual in the population is created that just happens to have a high fitness, the use of 

fitness proportionate selection may cause it to get selected frequently and hence, contribute 

more of its genetic material toward the next generation. Over successive generations this 

quickly causes the superior individual to take over, leading to a phenomenon called 

premature convergence, in which the genetic variation of the population has started to 

converge upon a local maxima or minima [Goldberg 1989].

Ranking

In an attempt to answer the problem of premature convergence Baker [1985] devised ranking 

selection. Ranking involves sorting the population in order o f raw fitness. Selection is then 

based on rank. Baker selected linearly causing “...the ratio of the maximum to the average 

fitness to be normalised to a particular value” [Beasley, 1993] thus, permitting a regular 

spread of mediocre individual fitnesses and thereby eliminating the reliance on a superior 

individual. Raw fitness with respect to the population average is no longer relevant, due to the 

implicit re-mapping o f raw fitness that ranking selection confers, causing the effect of one or 

two superior individuals to be negligible.

Tournament

Tournament selection [Goldberg and Deb, 1991] has a number of variants. The simplest 

involves randomly selecting t individuals from the population and placing them in a 

‘competition pool’. These individuals are then allowed to compete. The winner, with the 

highest fitness, goes on to contribute offspring during reproduction. Typically, t is set to 2 

(binary tournament). By increasing its value, however, one can also increase the selection 

pressure.

Elitism

Elitism is a strategy used in conjunction with one o f the other selection mechanisms. De Jong 

first introduced elitism in 1975 to ensure that the best individual in the population was 

maintained in the next generation [De Jong, 1975]. In maintaining the best individual of a 

population, elitism ensures that the best fitness in the population does not get worse. Elitism

314



has fast become a very popular strategy to use in conjunction with one of the other selection 

regimes.

B1.1.4 Crossover and Mutation

Crossover and mutation are two of the most common operators and are crucial to GAs. This 

section describes both operators.

Crossover

The main driving force behind GAs is the primary genetic operator, crossover [Goldberg, 

1989], which recombines the genetic material of two parents resulting in two offspring. After 

the ‘mating pool’ (a pool of individuals who have been selected to act as potential parents) 

has been selected, crossover can proceed. Three main types of crossover are discussed: one- 

point, two-point and uniform.

One-point erossover, as shown in fig. B1.2, involves selecting a single random crossover 

point, xcross, between 1 and /-I . This crossover point is the same for both parents.

Parent 1 1 1 0 1 0 1 0 1 1 0

Parent 2 0 I Î 0 I t 0 0 1

Parent 1 1 1 0 1 1 Î 0 0 Î

Parent 2 D I I 0 0 1 0 1 1 0

Figure B1.2 One-point crossover performed at position four.

Two-point crossover, in contrast to one-point, exchanges material between two points 

(positions two and seven in the case of fig. B1.3).

Parent 1 1 1 0 1 0 1 0 1 1 0

Parent 2 0 1 0 ! I 0 0 0 1

Parent 1 1 1 1 0 ! 1 0 1 0

Parent 2 0 1 0 1 0 1 0 0 0 1

Figure B1.3. Two-point crossover performed at positions two and seven.

Uniform crossover, devised by Syswerda [1989] involves the use o f a crossover mask. This
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mask is a binary bit-string the same length as an individual. Its purpose is to specify which 

genes from both parents are to be incorporated into the generation o f the offspring. A ‘0 ’ in 

the mask denotes the contribution of a gene from the first parent, and a ‘1’ denotes the 

contribution of a gene from parent 2 (see fig. B1.4).

Crossover mask

Parent 1

Child

Parent 2

1 0 0 1 1 1 0 1 0 1

1 1 0 1 0 1 0 1 1 0

1r i r 1 r
0 1 0 0 1 1 0 0 I 1 0

i _________ t  t
0 Î 1 0 1 I 0 0 0 0

Figure B 1.4. Uniform crossover.

Mutation

The recombination effect o f the crossover operator can lose potentially valuable alleles at 

different loci. So how can good solutions be constructed from genetic material that have lost 

potentially important information in the form of valuable alleles? The answer is the secondary 

genetic operator, mutation. Mutation introduces variation into a population [Goldberg, 1989]. 

It is applied on a per-bit basis according to a low probability and involves randomly altering a 

gene’s allele at a given locus. This is typically achieved in binary chromosomes by merely 

flipping a bit, for example, if the existing bit is a 1, flip to a 0 and vice versa (see fig. B1.5). 

Goldberg notes “that for good performance empirical results have shown that mutation rates 

should be small and are hence on the order of one mutation per thousand bit transfers, i.e., 

0.001 per bit.” In his pivotal thesis, “An Analysis o f the Behaviour o f a Class of Genetic 

Adaptive Systems,” De Jong [1975] notes, that for good results, mutation rates should be set 

inversely proportional to the population size used. De Jong, typically, used a population size 

of 30 and hence a mutation rate of 0.033.
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Position: 1 2 3 4 5 6 7 8 9 1 0

Parent: 1 1 0 1 0 1 0 1 1 0

Mutated child 1 0 0 1 Î 1 0 1 1 0

Figure B1.5. Mutation performed at positions! and 5.

B1.1.5 The New Population

The final step in building a simple GA involves the new population. Selection decides which 

individuals are to act as parents, and reproduction creates offspring and inserts them into the 

new population. In order to complete the GA, the new offspring population becomes the 

current population, by simply swapping both populations.

B1.3 Why GAs work: the Schema Theorem & Building Block Hypothesis

In an attempt to explain how GAs work, Holland [1975] devised the schema theorem. The 

theorem assumes a binary alphabet with the addition o f a ‘don’t care’ symbol, typically 

denoted by a A schema H  (or building block) is a similarity template. With the aid of the 

‘don’t care’ symbol a schema is able to define a subset of strings containing similarities at 

specified string positions. A schema matches a string if at each position in the schema a 1

matches a 1, a 0 matches a 0, or a * matches either. For example, consider the following two,

five-bit schemata:

/ / ( I ) :  *1110  

/ / ( 2 ) :  10**1 

//(3): *****

Schema 7/(1) matches the following strings, OHIO and 11110. Schema 77(2) matches the 

following strings, 10001, 10011, 10101 and 10111. For alphabets o f cardinality (size) k, the 

total number of schemata can be calculated using (k+ \f schemata. In the example above we 

can calculate the total number o f schemata for the binary five-bit genome at (2+1)^ = 243 

schemata. This gives us the total number o f schemata in an individual. Total schemata in a 

population of 2* individuals is simply n2‘, where n is the size o f the population.

To continue with our discussion o f how schema are helpful in understanding how GAs work, 

two properties of schemata, order and defining length, are discussed.
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The order of a schema H, denoted o{H), is the number o f fixed positions in the template, i.e., 

the number of Is or Os a binary string. For example, the order of the above two schemas are: 

o(*l 110) is 4 and o(10**l) is 3, and is 32, i.e., 2 \ The defining length of a schema

H, denoted b{H) refers to the distance between the first and last fixed position within the 

template. For example, the defining length of the schemas are 0(*1110) is 5-2 = 3, and 

5 ( 1 0 ** 1 ) is 5-1 = 4. For a detailed discussion of exactly how GAs process schemata in a 

useful manner and schemata growth and decay during a generation see Holland [1975] and 

Goldberg [1989].

A summary of the most salient points of the schema theorem and building block hypothesis is 

presented. The schema theorem assumes three genetic operators, reproduction, crossover and 

selection. It also assumes fitness proportionate selection. The expected number of copies of a 

schema in the next generation, according to the theorem, under reproduction, crossover and 

mutation is given by eqn. B l . l  [Goldberg, 1989].

f / - I
eqn. Bl . l

where: f(H,t) denotes the average fitness of individuals corresponding to schema H at time

t,

/ ( ? )  denotes the average fitness of the population at time t,

Pc denotes the probability o f crossover occurring and 

Pm denotes the probability of mutation occurring.

The theorem concludes that short, low-order, above-average fitness schemata receive 

exponentially increasing trials in subsequent generations. The power of Gas, according to 

Holland, is in their ability to process on the order of O(n^) schemata. See Goldberg [1989] for 

an in depth review of this result. This result was deemed important enough for Holland to 

give it a name, implicit parallelism.

B1.4 Evolvability

Having discussed the mathematical basis of operation for GAs -  the schema theorem and 

building block hypothesis -  we now discuss evolvability, and factors that make 

representations evolvable.
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The evolvability o f a population is determined by the characteristics o f genetic 

representations, operators and genotype-to-phenotype mappings. An evolvable representation 

is one amenable to effective manipulation by evolution to produce fitter and/or adaptive 

variants. Evolvability is therefore an important concept in both biology and evolutionary 

computation (EC) [Marrow, 1999]. An understanding of evolvability would allow us to 

evolve solutions of greater complexity to problems [Marrow, 1999] and to create more 

evolvable representations for EAs. Much work has been done into evolvability, however, as 

yet there is still no widely accepted measure. As Bedau points out, “...it is difficult to study 

evolvability, in part because of the difficulty in objectively and feasibly quantifying 

evolvability in a general enough way to compare it across different evolving systems” 

[Bedau, 1999].

Research has identified desirable properties for the evolution of evolvability. Glickman and 

Sycara [1999] compared possible mechanisms that allow the evolution of traits related to 

evolvability. These mechanisms operated at two different levels. The first was at the search 

operator level and involved encoding the per-bit mutation rate for each gene onto the genome. 

The second mechanism was at the representation level. It involved an investigation into the 

fitness-conservative nature of genetic programming during the course of an evolutionary run, 

as identified by Altenberg [1994], i.e., genetic programming’s ability to produce programs 

more likely to conserve their fitness scores when acted upon by the search operators 

[Glickman & Sycara, 1999]. They further point out ‘that any particular program behaviour 

can be generated by any number of syntactically distinct S-expressions’. In other words, the 

representation provides a many-to-one mapping from genotype to phenotype. Analyses of the 

results revealed the following properties desirable in order to promote evolvability: a many- 

to-one mapping from genotype-to-phenotype and non-elitist selection [Glickman & Sycara,

1999].

Having evolved morphologies under artificial selection using his Blind-Watehmaker 

program, Dawkins suggests that some lineages are more evolvable and capable of generating 

more new forms than others [Dawkins 1987]. He attributes this to the use of inheritable 

replicators and, in particular, an embryology able to convert a simple genome into a relatively 

complex phenotype. In addition, a many-to-one genotype-to-phenotype mapping has been 

identified by numerous researchers as an important property for evolvability [Altenberg, 

1994; Glickman & Sycara, 1999; Turney, 1999; Wagner, 1999].
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