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Abstract

This thesis deals with the enhancement o f image quality in analogue videotape recordings from 

closed-circuit television cameras. The severity and frequency of twenty image-degrading fac

tors was investigated. In order o f ranking, the six most frequent problems were found to be 
blurring, jitter, local motion, illumination variation, low contrast and media faults. Both exist

ing and improved algorithms for dealing with these problems are described.
Most of the thesis contains an analysis o f both existing and new algorithms for dealing with 

the worst problems. In general, it was found that only small improvements could be obtained 
with blurred images. However, much could be done to overcome the effect o f line-to-line 

jitter, and a large portion of the thesis is devoted to existing and to new dejittering algorithms. 

A new method is described that is some two thousand times faster than the best previously 

reported dejittering algorithm. An extensive comparison o f contrast enhancement methods was 

also carried out; media faults were treated with noise-reducing algorithms; and speckle noise, 
electrical noise and signal dropout were also examined.

The best eight algorithms were then combined sequentially in all permutations o f length 
three, and in some cases length four, in order to find those processing sequences that produced 

the most improvement in visual image quality. Guidelines are provided for the most appropriate 
order in which to apply the individual algorithms. It was found that significant improvements 
in image quality could be obtained in a limited number o f cases - specifically for image jitter 

and illumination compensation - but that in general only modest gains were achievable.
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Chapter 1

Introduction

1.1 Motivation
Owing to the large installation base o f closed-circuit television (CCTV) systems in the UK, 

the police service receives many video recordings a year containing scenes that are potentially 

of interest in criminal prosecution proceedings. As well as higher-quality systems installed 

by local authorities or large businesses, low-cost, lower-quality, CCTV survillance systems are 

available to buy from high-street retailers. This means that CCTV installations can be found in 

most shops and businesses. The prevalence o f CCTV camera has led to the reviewing o f CCTV 
footage in a criminal investigation becoming more commonplace.

As CCTV video footage comes from a multitude o f sources in a variety of formats, it is of 

widely varying quality, and may be recorded in either black-and-white or colour. Videos from 

CCTV cameras are most commonly stored on VHS or S-VHS magnetic tape, but Betamax is 

also widely used and DV (digital video) is starting to be used. All the CCTV stills used in this 

thesis are PAL encoded from either VHS or S-VHS sources. An accessible description o f the 
technical details o f the PAL standard may be found in [1].

The recording quality o f any system is substantially reduced if the equipment is ill- 

maintained or dirty. Where recordings are watched infrequently, a system that makes poor 

recordings may only be discovered when a recorded incident is subsequently reviewed. In this 

case image enhancement may be required to get the most from the footage.

Town and city-centre CCTV surveillance systems often produce high-quality output, but 

the cameras are generally mounted high on buildings or poles. This can mean that the region 

of interest in a scene may only occupy a very small area. This can happen if  an incident occurs 

in a portion o f a scene that the camera was not primarily designed to observe. For example, a 

camera that has been positioned above a road junction to monitor the traffic flow at that junction 

will not allow a good identification of a person committing a crime thirty-five metres from the 

junction. The output quality o f outdoor installations is also dependent on environmental factors 

such as cloud cover, rain and illumination.

While it is possible, in principle, to correct noisy images or images affected by large vari
ations in natural lighting, dealing with images from poorly positioned or incorrectly set up 

cameras is a problem best solved at source, by better educating the people who install and op
erate CCTV systems. However, there are a whole host of other problems associated with video 

imagery, and improving the quality of images that has been subject to these degrading factors
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is the issue that this thesis addresses.

Where the subject matter of a video recording is of particular interest, but the recording 

is of a low quality, it can be desirable to enhance the appearance o f the image. The aim of 

this enhancement is to aid the viewer in their comprehension o f the scene. Typically, it is only 

necessary to enhance one or a small number of frames in order to gain the required information 

about the scene.

As it is not normally necessary to enhance the whole o f a video sequence, the need for 

processing in real-time is reduced. Nevertheless, post-processing o f video stills may not always 

be successful at the first attempt (potentially necessitating repetition with different parameters) 

and so it is also important that an image can be processed and returned for inspection within 

minutes.

Many existing image processing methods, e.g. face recognition, assume that the input 

image is in some sense ideal, e.g. the subject o f the image occupies the majority o f the frame, 

or there is only a single well-specified degradation. There is a common perception that the 

low-level problems associated with video recordings have already been dealt with by existing 

methods, and that these areas are o f of lesser importance than higher-level methods such as 

face recognition. However, attempting to use a face recognition system with a typical CCTV 

installation in the UK is likely to have limited success, as the face recognition system will 
require high quality close-up images and, at present, many installations cannot deliver this [2 ].

To use image enhancement in a judicial context the enhancement that has been carried out 

must be reproducible. One must be able to show that the enhancements used add nothing to an 

image, e.g. that one cannot alter a letter on a number plate. It must be possible for someone else 
to show exactly what has been done to an image and how, by providing an audit trial o f which 
methods were used to enhance an image, as well as details o f the various algorithms’ operation.

1.2 Objectives
The author undertook a survey o f the degrading factors most commonly found in video im

agery, and this is presented in chapter 2. The results from this survey determined the areas of 

investigation for the preprocessing algorithms presented in this thesis.

This thesis aims to provide the Police Scientific Development Branch (PSDB), a branch 

o f the UK Home Office and part sponsors o f this thesis, with an investigation into image pro

cessing algorithms that have the potential to enhance the subjective viewing quality of, possibly 

evidential, video recordings. This is achieved by comparing and contrasting different existing 
methods, from several different problem domains, and reapplying them to video enhancement. 

The most suitable algorithms are used as a restorative ‘black-box’ that forms a link in a linear 

processing chain. The author has developed new algorithms, and made modifications to existing 

methods, to fill perceived holes in algorithm design or performance.

As different images are affected to different extents by these various degradations, this 

work also examines the use o f serial combinations o f several algorithms to enhance images, 

rather than attempting to develop a single restorative panacea for video images. The aim is to 
ascertain whether using certain combinations o f algorithms would result in a subjectively better 

result.
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The author intends that these preferred processing chains be used to form guidelines for 

an end-user charged with restoring or enhancing an image. It is hoped that these guidelines 
will remove much of the trial-and-error currently necessary when using different methods in 

succession, and as a consequence increase productivity.

1.3 Thesis structure
The remainder of this thesis is divided into a further eight chapters. The structure o f these 

chapters is as follows.

Chapter 2 contains the details o f two surveys designed to highlight the problems associated 

with CCTV video recordings. Based on the findings o f these surveys, decisions about which 

types of image processing algorithms to investigate further are made at the end o f the chapter.

Chapter 3 reviews several pre-existing image processing, that perform: deblurring, de

noising, local and global contrast enhancement, and line-to-line jitter removal. The aim of this 

chapter is to provide a toolkit of black-box enhancement techniques for use later in the thesis.
Chapter 4 presents and investigates new algorithms for image enhancement in the fields o f 

contrast enhancement, line-to-line jitter removal, intra-line warping (related to jitter). The main 

body of work in this chapter deals with the subject o f dejittering.

Chapter 5 compares the relative performances o f the algorithms presented in chapters 3 

and 4 when applied to real analogue video footage. Decisions on the best algorithms to be used 

as black boxes in chapter 6  are made.
Chapter 6  uses several image processing algorithms in series and in different permutations 

to determine if there are any combinations that provide greater image enhancement than any 

single method. Guidelines on which individual algorithm or combination o f algorithms is best 
at enhancing certain types o f degraded images are presented.

Finally, chapter 7 concludes the thesis by detailing the contributions to the field made by 
this work, and potential future directions for this line o f study.



Chapter 2

Video image quality surveys

This chapter starts with a description of a survey carried out by the Police Scientific Develop

ment Branch o f the UK Home Office into the needs o f the police with regard to their use of 

video recordings. The responses to two of the survey’s questions, which are relevant to this 

thesis are presented. Common problems with video recordings are briefly discussed. This dis

cussion puts the second survey, carried out by the author, in section 2.3 into context. Section 2.3 

delivers more specific details o f common degradations affecting video recordings. Finally, the 

results o f both surveys are grouped into broader categories for further investigation.

2.1 Police Scientific Development Branch survey
The industrial sponsors of this thesis are the Police Scientific Development Branch (PSDB). 
One o f the roles of the PSDB is to advise the nation’s police forces on the enhancement and 

handling of CCTV video recordings primarily used in evidential proceedings.

O f primary concern to an end-user in the police is a general decrease in the apparent noise 

in an image. This may increase the clarity, and comprehensibility, of the scene and aid the 

identification of the target objects [3].

The PSDB has in the past developed its own software video enhancement system [4]. As 

this software is now at the end o f its working life, the PSDB has assessed third party software 

that performs a similar, but more advanced role [5]. This thesis aims to provide the PSDB with a 
study o f novel image enhancement techniques that are o f assistance in enhancing the subjective 

quality o f operational or evidential video footage.

To better understand the requirements o f the end-user the PSDB carried out a survey [6 ] in 

which they asked forty-one police forces for their opinion on a wide range o f topics including: 
the number and nature of videotapes received by the force; hardware and software features use; 

evidential material required from the tape; their use o f commercial specialists and any training 

issues they had.

This survey asked two questions that are relevant to this work, namely:

1. What COMMON problems do you experience with the quality of the image?

2. In general, what are you trying to obtain from the video?

The responses to question (1) are shown in descending order of severity in table 2.1. Categories 

(a), (b) and (e) are all problems associated with the acquisition of CCTV footage. Better,
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more educated installation o f CCTV systems is necessary to reduce these problems. Using the 

original equipment that made a recording to playback a recording may help with categories (d) 

and (i). The remaining categories (c), (f), (g) and (h) are common to both this PSDB survey and 

the new survey in section 2.3.

Problem Often Sometimes
a Poor camera location 33 7
b Region o f interest too small 31 9
c Poor lighting 26 15
d Poor tape / VCR 21 17
e Wrong time and date stamp 16 21
f Out o f focus 16 24
g Noisy image 14 24
h Blurred 14 25
i Unstable image 10 27

Table 2.1: Ranked responses, most common first, to the question ‘What COMMON problems do you 
experience with the quality of the image?’. From the PSDB survey [6].

The responses to question (2), ranked in descending order, may be found in table 2.2, and 
are shown for interest only, as this factor does not necessarily affect how image enhancement is 

performed.

Region of interest Often Sometimes
a Face 34 5
b Number Plate 26 12
c Track movement 19 17
d Object / shape 5 25
e Word / symbol 3 32
f Colour information 1 24
g Size 0 20

Table 2.2: Regions of interest in CCTV footage. Ranked responses, in descending order, to the question 
‘In general, what are you trying to obtain from the video?’. From the PSDB survey [6].

2.2 Degradation effects in magnetic tape recordings
Many factors may contribute to inferior quality o f video recording. The PSDB survey high

lighted lighting, focus, noise and blur. Sections 2.2.1 and 2.2.2 discuss degradations associated 

with the recording process, and section 2.2.3 deals with how interpretation of recordings can be 

affected by the choice o f equipment used to make the recording.

2.2.1 Tape re-use

It is typical for the magnetic tape used in CCTV systems to be recorded over several (perhaps 

many) times. This re-use introduces artefacts and noise into the recording process. The PSDB 
generally recommended that a tape not be used more than twelve times. The three main degra
dations in quality evident in re-use recordings are;
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Memory effect: This effect, also known as print-through, occurs when a previous recording 

on a tape is not completely erased upon re-recording. This leads to ghost images of the previous 

scene showing through the new recording.

Bleeding: When the magnetic coating on the video tape becomes worn and thinned then the 

encoded audio and video signals start to become corrupted. Colour and audio information are 

the first to suffer, followed by the brightness and contrast. The effect is known as bleeding, 

because colours are seen to spread out (or bleed) into each other on playback.

Equipment introduced noise: If  a machine is ill-maintained, dirty or has manufacturing de

fects (e.g. drum eccentricity) then the recorded images will contain noise or artefacts that man

ifest themselves as scratched lines, missing patches o f picture or a loss o f tracking, to name but 

a few. In some cases, the only way to reduce these effects is to use the equipment that originally 

made the recording to playback the footage.

2.2.2 Other media effects

Frame/line dropout and synchronisation loss: A video signal carries synchronisation signals 

so that the playback device can accurately locate individual lines and frames, as well as their 

relative spacings. Any degradation of the video signal can therefore affect the ability of the 
playback device to accurately maintain a lock on the lines and frames. This can lead to random 

horizontal displacement of displayed lines, known as jitter. It can also lead to a whole frame 

rolling vertically. In severe circumstances individual lines or fields can fail to appear at all. 
To a certain extent the loss o f synchronisation pulses can be corrected by the use o f a piece of 

equipment known as a time base corrector (TBC), see chapter 3, which processes the analogue 

video signal and attempts to reduce the noise in the non-picture part o f the signal, thus helping 
to recover the timing pulses.

2.2.3 Tape usage

Time-lapse: Time-lapse recording can be used to significantly increase the period of time that 

can be recorded on a video tape. A standard UK VCR will record 25 frames-per-second (FPS) 

and a typical tape length is o f the order o f three hours. By recording only 5 FPS the effective 

length of the recording tape may be extended to 15 hours. While the recordings may still hold 
a significant amount o f information for the human observer, machine vision algorithms that 

rely on minimal changes between successive frames may have difficulty coping with the larger 

discontinuities present in this type of footage. It is for this reason that the work in this thesis 

concentrates solely on single frame techniques.

Multiplexing: Multiplexing is the recording o f several sources onto one video source. By 

recording less information than the camera is viewing, e.g. only one field, it is possible to 

increase the number of cameras that can be recorded on a single tape. This obviously implies 

a loss of information about the scene, as it is typically recorded at a reduced resolution. Mul

tiplexing is often used in conjunction with time lapse recordings to increase the number of 

cameras on one tape. This is another area in which information about the scene can be lost.
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2.3 Video imagery degradation survey
To ascertain specifically how often and severely the degrading effects from section 2.2 occur in 

CCTV footage, over a hundred randomly selected frames from a selection o f CCTV videotape 

recordings were visually assessed by the author.

In total, 133 frames were assessed, representative o f over 30 hours of CCTV footage. 

The tapes were from various sources including high street shopping centres, surveillence video 

footage and outdoor car parks, amongst others. Approximately six hours o f this CCTV footage 

was in colour.

Several o f the tapes were compilations that contained portions o f scenes from several 

sources. This means that it is difficult to ascertain the exact length of footage that is repre
sented here, but it allowed a greater range of recording sources to be included in the survey.

The tapes used in this survey came from two sources, the PSDB, and Kalagate Imaging 
Bureau. It should be pointed out that many, but not all, o f the tapes were given to the PSDB 

because they were o f low quality. However, this did not present too significant a problem, as it 
is the faults with recordings that we were concerned with. This skewing o f the sample set will 

only serve to highlight the problems present in recordings.

The structure o f this section is as follows. In section 2.3.2 the categories assessed are 

described in greater detail, with brief descriptions of how each category is split into the smaller 
subdivisions. The survey results are in section 2.3.3. A summary of the results are presented in 

a sorted, stacked histogram. An overview of the survey results that considers the top categories, 

and the choice o f degradations that are treated in greater depth in this thesis can be found in 

section 2.4.

In order to illustrate how some of the degradations manifest themselves in real footage, 

section 2.5 contains some representative images.

2.3.1 Degradation categories

Twenty-one problems common to video recordings were looked for in each frame. This section 

details the individual categories assessed and the method o f assessment. The results o f the 
analysis are considered in section 2.3.3.

Each category in table 2.3 was assessed to determine to what extent each degradation had 

affected the image as a whole. These degradations were subdivided to allow the ranking of the 
category in terms o f severity. The categories were named in ascending order o f severity as:

Not present (NP) Present (P) Strong presence (SP)

The general guidelines for selecting one o f the three subdivisions are:

Not present For an artefact or degradation to be classified as not present, the severity o f the 

artefact must be comparable to the level that is found in high-quality video recordings.

Present If the presence of the artefact or degradation in the image noticeably deteriorates its 
quality, but could in principle be rectified, then the artefact is counted as present in the 

image.
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Categories
1 Overall image deterioration
2 Illumination variation
3 Poor lighting
4 Low contrast
5 Media signal to noise ratio
6 Degradation from multiplexer
7 Jitter in playback equipment
8 Signal dropout
9 Other recording anomalies (e.g. good field, bad field)
10 Field interlace tearing
11 Camera motion blur
12 Blurred image (e.g. dirty lens, nth generation copy)
13 Out o f focus camera
14 Media faults / artefacts (e.g. scratches / snow)
15 Ghosting
16 Ringing
17 Local motion in the frame
18 Print-through
19 Pixel bum in
20 Colour problems
21 Extreme lighting (e.g. saturation, total black)

Table 2.3: CCTV imaging degradation categories

Strong presence To lie in this category the degradation must be so severe in the regions in 
which it occurs that it dictates the dominant structure o f the image. It is currently believed 

that nothing can be done about such artefacts.

2.3.2 Individual category descriptions

Overall image deterioration
This category is a subjective measure o f the overall perceived quality o f the image. An image 
may contain several different defects, all o f which, in isolation, are on the borderline between 
the not present and present categories. However, the cumulative effect o f these lesser defects 

can mean that the overall quality of the image suffers. It may also show that there is not one 

single overriding degradation but in fact several, resulting in a severe loss o f image quality.

• Not present - The image is comparable to, or not significantly worse in appearance, than 

a well-recorded video image.

• Present - The presence o f some artefacts is apparent in the image and is of a level that 

noticeably degrades the quality of the image.

• Strong presence - To fall into the strong presence category the artefacts in the image 

must be so severe that their presence means that meaningful interpretation of regions or 

the whole image is impossible. The degradation is o f the level where it is thought that 

attempting to enhance the image would be of little or no benefit.
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Illumination variation

This is a measure o f the variation in illumination across an image.

• Not present - The image is one that is, in general, uniformly illuminated.

• Present - The lighting in the image is considered non-uniform, i.e. there are regions of 

light and dark in the scene.

• Strong presence - To be categorised as strong presence, the scene must have regions that 

are strongly illuminated and others that are poorly illuminated.

Poor lighting

There need not be variation in the illumination o f the image for it to fall into this category. It 

could be that the whole o f the image is in near-darkness or the whole image is over-illuminated. 

It is essentially a measure o f how well the scene is lit.

•  Not present - The scene is well illuminated.

• Present - The scene is in the main adequately illuminated. There may be regions of light 
or dark, or the image as a whole may be darker or lighter than is desirable.

• Strong presence - The scene is either too dark or too light, or there are regions of strong 
or no lighting.

Low contrast
Lack of contrast in the image may be caused by factors such as lighting, media noise and also 

by weather effects such as mist.

•  Not present - The contrast in the image is o f an acceptable level, equivalent to that o f a 

good video image.

• Present - Either the whole image or large regions o f it are suffering from a loss o f contrast. 
There is an associated loss of detail in the image as a result of the level o f contrast.

• Strong presence - The contrast in the image is so bad that it is difficult to make out details 

o f objects in the scene. It is thought that enhancing the contrast in the image would merely 

amplify the noise, rather than increasing the chances o f a meaningful interpretation o f the 

image.

Media signal-to-noise ratio

There is a characteristic noise that appears on digitised videotaped images because of factors 

such as the limited bandwidth o f the electronics necessary to record a video signal, losses / 

noise caused by recording the signal on magnetic media [7] or digitisation effects caused when 

an analogue signal with a limited brightness range is digitised into a small number of digital 

levels. For example, in scenes that have large areas of near-uniform colour such as a painted 
wall, the wall may appear dappled in the reconstructed image because of the noise associated 

with the pixel values describing the wall.
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• Not present - The noise apparent in the image is o f a level that is associated with that of 

a good video recording.

• Present - The noise in the image noticeably detracts from the quality of the scene.

• Strong presence - The noise in the image is so bad that it distorts the detail in the scene, 

rendering meaningful interpretation o f parts o f the image impossible.

Degradation from multiplexer

This may include degradation that is introduced by multiplexers, time-lapse recorders or other 
equipment used in the recording process. For example, the multiplexer may fail to properly 

demultiplex a recording and introduce a systematic fault, e.g. distortion at the top o f the frame, 

to an otherwise good recording.

• Not present - No distortion apparent in scene.

• Present - Some distortion present in the scene.

• Strong presence - Overriding distortion present in the scene.

Jitter in playback equipment

This category refers to the line-to-line jitter that is present to some degree in all video images, 
as well as frame synchronisation problems.

This category also covers flywheel jitter, where the lock on several lines is lost and the time 
taken to recover from this error causes subsequent lines in the image to be tom by successively 

smaller amounts.

• Not present - The jitter in the image is consistent with that of a normal video image (< 1 

pixel).

• Present - The jitter in the image is greater than would be expected in a normal video 
image and has a detrimental effect on the quality o f the image. It is believed that the jitter 

at this level may in some cases be removed by use o f an appropriate de-jittering algorithm 
(~l-3 pixels).

• Strong presence - The jitter present in the image is so severe that there appears to be little 
or no local correlation between adjacent lines in the image. This has a severe effect on 

the ability to interpret the image. Attempts at restoration of an image degraded to this 

extent are unlikely to succeed (> 4 pixels).

Signal dropout

This refers to a line, or lines, in the image being replaced with random values or being com

pletely black. This can affect parts, or all, o f a whole scanline.

• Not present - There is no signal dropout in the image.

• Present - There is some dropout in the scene, but the overall structure of the content of 

the scene is still apparent.
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• Strong presence - The dropout is so severe that whole regions o f the image are completely 

unintelligible.

Other recording anomalies

This category includes tracking problems, stripes on the image, one field o f a irame recording 

correctly but the associated field recording badly, etc.

• Not present - There are no anomalies with the recording.

• Present - There are some anomalies present in the image, but the overall structure o f the 

image is apparent.

• Strong presence - There is severe degradation o f the video due to problems with the 
recording. Many details in the image as a result.

Field interlace tearing

Rather than recording a complete frame at once, many cameras record a frame in two fields, 

i.e. all the odd lines and then all the even lines. There is a small time difference between the 
recording o f the two fields. This means that if  there is movement o f the camera relative to the 

scene, or there is motion in the scene itself, there will be a displacement between the position o f 
objects in one field and the next. This leads to tearing o f the fields, causing object boundaries to 

appear jagged. To enable a user to record from two cameras simultaneously some multiplexers 
allow the output o f the first camera to be recorded on one field o f the frame and the output from 
the second camera to be recorded on the other field. This reduces the resolution of the two 

recorded images but means there can be no field-to-field interlace tearing.

•  Not present - There is no interlace tearing in the scene.

•  Present - There is some tearing in the scene, either local or global. The level o f tearing is 

o f the order of a couple o f pixels.

•  Strong presence - The tearing in the scene is substantially greater than a few pixels. 

Camera motion blur
This category covers motion blurring caused by the motion o f the camera relative to the scene.

•  Not present - There is no motion blur.

•  Present - There is some motion blurring of the scene.

• Strong presence - There is severe motion blurring o f the scene.

Blurred image
An image may be blurred for several reasons, e.g. dirt on the lens. Smoothing of the image may 

occur as a result o f the recording being an n ’th generation copy.

•  Not present - There is no appreciable blurring of the image.

•  Present - There is some blurring of the image affecting the fine detail in the scene.

• Strong presence - There is strong blurring of the scene, effectively smearing out all of the 
fine detail in the image.
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Out o f  focus cam era

This covers not just the camera being out of focus but also the subject of the scene being present 

at a distance that the camera is not focussed for.

•  Not present - The scene is in focus.

• Present - The scene is slightly out o f focus or the subject o f the scene is at a distance that 

the camera is not focussed for.

•  Strong presence - The camera is very out o f focus, or the subject o f the scene is severely 

out o f focus.

Media faults / artefacts

This includes artefacts such as snow, scratches and lines across the image.

• Not present - There are no artefacts in the scene over and above what would be expected 
from an ordinary recording.

• Present - The presence of artefacts in the image has had a detrimental effect on the sub
jective quality of the image. However the general scene content is still apparent.

•  Strong presence - There is severe scene degradation.

Ghosting

Using long lengths of cable between camera and recorder can cause ghosting.

• Not present - There is no ghosting in the scene.

• Present - There is slight ghosting in the scene, causing a noticable degradation in image 
quality.

•  Strong presence - There is pronounced ghosting in the scene with multiple images seen 

in the image.

Ringing

Ringing occurs as a consequence o f the limited bandwidth in the electronics o f the recording 
mechanism, and is particularly noticeable at sharp changes in greylevel. It typically manifests 

itself as light halos around dark objects and dark halos around light objects. There is some 

ringing present in all images recorded on an analogue VCR, but the severity can vary from one 

recording to another.

• Not present - The ringing in the image is consistent with that of ordinary video recordings.

• Present - The ringing around objects is more noticeable than normal.

• Strong presence - The ringing in the image is strong and very noticeable.
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Local motion in the frame
• Not present - There is no local motion in the frame.

• Present - There is some local motion in the scene but it is either small in magnitude or

localised.

•  Strong presence - There are either lots o f objects moving independently or a few objects 

moving quickly.

Prin t-through

Print-through is caused by VCR erase head malfunction and also by over-recording o f video

tapes. It manifests itself as the original recording being seen over the top o f the new recording 

and therefore confusing the scene.

•  Not present - There is no print-through.

•  Present - There is some light print-through, but the new recording is significantly greater 
in magnitude, which in turn makes the effect less pronounced.

• Strong presence - There is strong print-through in the scene and the magnitudes of the

original and new recordings are comparable.

Pixel bum -in

A camera that predominantly stares at the same scene all the time can suffer problems with 

pixel bum-in, where the elements o f the cameras sensor become either more or less sensitive 

depending on what they normally look at. This can be a problem if something moves across the 
scene in front o f the problem pixels as the object will not be faithfully reproduced.

•  Not present - There is no bum-in in the scene.

• Present - There is some bum-in in the scene but it is not that severe.

• Strong presence - There is strong bum-in that is severely affecting the image quality. 

C olour problem s

Although all o f the processing in subsequent chapters has been carried out on monochrome 

images, much o f the footage is from colour cameras. These colour stills have been transformed 

into greyscale prior to their use. Problems with the reproduction o f colour in the original scene 

will therefore have an effect on the subsequent ability to process these images as greyscale. 

Colour problems may include bleeding, where colours extend beyond their boundaries; and 

colour changes, where colours randomly change in-between frames for no apparent reason.

• Not present - There are no colour problems or the image is monochrome.

• Present - There are some colour problems in the image, but that are not too severe.

• Strong presence - There are problems with colour that are seriously affecting the image, 

blurring boundaries, etc.
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Extreme lighting
This can mean either very dark images (or regions of images) or very bright images (or regions 

o f images). In the case o f over-illumination saturation is present in the image. Regions of 

interest may be saturated, while the rest of an image is unaffected. For example, a camera in a 

shop may be set up to monitor the activity in the body o f the shop: if the camera is also looking 

out o f the door or window of the shop to the outside world then the doorway or window will 

most likely be saturated, due to natural illumination by sunlight. This means that people in the 

shop may be identified but people walking past the shop may not.

•  Not present - The image is suitably lit.

•  Present - There is some saturation in the image or extreme darkness, but it does not affect 

the majority o f the image.

•  Strong presence - There is heavy saturation or extreme darkness in the image, affecting 

the contrast in all non-affected regions.

2.3.3 Survey results

Table 2.4 shows the cumulative score for each category for all o f the tapes used in the survey. 

Figure 2.1 represents the same data in the form o f a stacked histogram, where the categories are 

sorted into descending order on the present category.

Degradation NA P SP Degradation NA P SP
A Blurred image 49 49 2 L Other recording anomalies 79 17 4
B Jitter in playback equipment 55 44 1 M Camera motion blur 92 7 1

C Local motion in the frame 61 39 0 N Signal dropout 93 5 2

D Overall image deterioration 58 35 7 O Multiplexer degradation 94 5 1

E Illumination variation 62 32 6 P Out-of-focus camera 95 5 0

F Low contrast 6 8 31 1 Q Field interlace tearing 98 2 0

G Extreme lighting 63 30 7 R Ringing 98 2 0

H Media faults / artefacts 6 8 29 3 S Ghosting 1 0 0 0 0

I Media signal to noise ratio 69 28 3 T Print through 1 0 0 0 0

J Colour problems 71 23 6 U Pixel bum in 1 0 0 0 0

K Poor lighting 74 23 3

Table 2.4: Survey summary. Degradation category list. NA = not apparent, P = present, and SP = strong 
presence. All figures are percentages. Sorted on the present category.

Colour images

The colour images in this survey were treated in exactly the same manner as their black and 

white counterparts. Only a small proportion o f the videotapes surveyed were black and white, 

and to truly get an accurate picture of how often problems with colour occur it would be neces

sary to normalise the colour data in some way. Due to the complexities o f working with colour, 

all images used later in this thesis were converted to black and white prior to processing. This 

meant that it was unnecessary to normalise the colour data.

However, it should be noted that in almost every colour video there was some problem 

with the colour representation in the recordings, particularly with colour bleeding. If colour
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Figure 2.1: Survey summary. Degradations and their frequency o f  occurence. Sorted on the present  
category.

recordings arc used as a source of black and white images then these problems may still have a 
bearing on the ability to perform subsequent corrections for other, non-colour related, problems, 
as the greyscale version of the image will still be affected by the colour imperfections.

2.4 Choice of degradations for further analysis
There are areas where the two surveys presented in this chapter overlap. The PSDB survey gives 
the most likely sources of degradation, in descending order, to be; poor lighting; out of focus; 
noisy image; and blurred image. Ignoring Overall image deterioration, as it is a non-specific 
degradation, these categories are ranked in the second survey in first, eighth, tenth and eleventh 
place.

The problem areas highlighted above, and the results from section 2.3.3 may be grouped 
into broader categories based on the type of algorithm that is subsequently used to reduce their 
apparent effect on an image.

1. Deblurring

(a) Blurred image

(b) Local motion in the frame

2. Dejittering

(a) Jittered image

3. Local and global contrast enhancement

(a) Illumination variation
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(b) Extreme lighting

(c) Low contrast

(d) Poor lighting

4. Noise reduction

(a) Media signal-to-noise ratio

(b) Recording anomalies

(c) Line dropout

It is these four algorithm types, applied to the degradations listed above, that will be treated in 
the remainder of this thesis. Prior work in these fields is discussed and assessed in chapter 3.

Chapter 6  looks into the inter-operability of the algorithms used to help compensate for the 
above problems. For example, if an image is blurred and jittery, this chapter examines whether 
it is best to first deblur the image and then dejitter or vice versa.

2.5 Representative images
To afford the reader a greater understanding of the image types dealt with in these surveys, a 
selection of typical degraded frames are shown below.

w

Figure 2.2: This is a particularly bad image that shows a range o f  problems that can occur in CCTV  
recordings. The m ost significant degradation source was a problem with the recording m echanism  that 
meant that while one field o f  the image was recorded well, the other field was severely corrupted. Re
m oving the corrupted field can lead to a significant improvement in the quality o f  the scene. A lso  present 
in the scene are line-to-line jitter and signal dropout. These are particularly noticeable along the left hand 
edge o f  the image. Other problems with the im age are that it is generally noisy and there is a region o f  
local saturation at the entrance to the shop.
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m

Figure 2.3: This shows som e o f  the problems that can occur with colour recordings. There are problems 
with colours bleeding into their surroundings: this is m ost noticeable around the yellow  shelving at the 
centre o f  the scene. A lso the coat o f  the person at the counter appears vividly as both red and green. The 
true colour o f  the coat is red but regions o f  it appear green in several o f  the frames in this sequence.

Figure 2.4: This frame shows the problem o f  m assive saturation in a scene. The bright source o f  illu
mination in the centre o f  the scene whites out the rest o f  the image, preventing any other details o f  the 
scene content from being seen.
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Figure 2.5: This im age shows global interlace tearing due to the rapid panning o f  the recording camera. 
This can be seen m ost clearly in the lower portion o f  the im age, where there are apparently two bins and 
the telegraph pole has a com bed edge.

Figure 2.6: This im age shows how ringing may affect an image. The people in the fore and background 
o f  the image all have a white halo around their edges due to ringing effects. The scene also suffers from 
som e dropout, and on the right hand side o f  the image there is som e localised interlace tearing as the 
sales assistant is m oving.
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J

Figure 2.7: This frame shows many problems with a garage forecourt image. There is signal dropout on 
the left hand edge, colour bleed on the right and there is also som e line-to-line jitter degrading the image.



Chapter 3

Survey of existing algorithms

3.1 Introduction
This thesis deals with the restoration o f images caused by many degrading factors that are 

described in chapter 2. As there are so many techniques that are potentially useful for improving 
degraded images, rather than presenting an exhaustive literature review, a selective approach has 

been taken: the algorithms chosen for discussion are those that are relevant to the corresponding 

problem and which appear to be in more or less widespread use. It should be emphasised that 

this chapter does not attempt to make inter-algorithm comparisons: its aim is solely to survey 

algorithms, and to choose one or two for illustrative purposes for each type o f problem.

In chapter 2 the degrading factors were grouped into the following four algorithmic groups: 

deblurring, noise reduction, contrast enhancement and dejittering.

This structure o f this chapter follows this grouping. Section 3.2 deals with image scanline 

sharpening, or peaking filters, a method that aims to replace the high-frequency information 

typically attenuated in the electronics o f a VCR. The general sharpening o f images is discussed 

in section 3.3. The blur dealt with here is similar in nature to that associated with scanline 
sharpening, although its origin in CCTV recordings comes from making multiple copies of an 

recording. Out-of-focus deblurring is not dealt with in this thesis. Local motion deblurring is 

discussed in section 3.4, but for reasons discussed in that section these methods are not imple

mented. Image noise reduction, encompassing methods for dealing with scratched videotapes, 

noise due to media faults, media signal-to-noise problems, and signal dropout restoration, are 
discussed in section 3.6. Finally, in section 3.8 discusses existing methods for image inter-line 

dejittering.

This chapter differs from traditional thesis literature reviews in that it does not attempt 

to provide an exhaustive survey o f previous work. Instead, it presents results, and in sections 

comparison, for some of the more frequently described algorithms (and is therefore quite long). 

Where several algorithms are discussed, these results are used as a basis for choosing the ‘best’ 

algorithm for use as a black-box restoration method for use in chapter 6 . In one sense this 

chapter therefore both a performance comparison (against the specific CCTV restoration task) 

and is a partial literature review. Surprising as it may seem, there does not appear to be any 

previous work where several algorithms have been systematically applied in concert to improve 
CCTV footage. There have, of course, been many inter-algorithm comparisons for individual 

methods such as deblurring, contrast enhancement and so on. These comparisons are referred



3.2. Scanline sharpening 38

to at the appropriate points in this chapter.

3.1.1 Exclusion of temporal methods

Many of the recordings used in the survey in section 2.2 were made on time-lapsed equipment 

meaning that for a non-static scene there may be a significant change in image content between 

adjacent frames. There are algorithms for image restoration that work by combining informa

tion fi-om several, typically adjacent, frames. This was frequently the case in the CCTV footage 

seen by the author, and methods that require temporal information are therefore not considered 

in this survey.

3.1.2 Image data sets

This thesis contains images o f several different types:

1. ‘Representative’ images, such as those shown in chapter 2, that were chosen to illustrate 

particular image defect types, e.g. interlace tearing. With one exception (the shop in

terior), these images were not suitable for comparing different algorithms, because the 
individual defects prevented any useful processing.

2. Synthetic images, such as ‘Lena’, to which individual types o f defects could be added 

artificially for algorithm assessment.

3. Eight images, from CCTV or video footage, that were used for testing the effectiveness of 

the combinatorial process described in chapter 6 . These images are shown in appendix A.

4. An additional half a dozen CCTV images, used predominantly in chapter 5 to provide 
further examples of extreme defect conditions that are not amenable to satisfactory pre

processing.

3.2 Scanline sharpening
Video recordings are stored and replayed as scanlines on magnetic tapes. The bandpass char
acteristics of the equipment typically used in replaying a recording mean that on playback the 
individual scanlines can be subject to low-pass filtering along their length. The aim of peaking 

filters is to enhance information that is degraded due to low-pass filtering. Although the infor

mation from outside the bandwidth is often no longer available, it is still possible to subjectively 

improve the image quality.

One possible way to accomplish this is to perform edge-enhancement on the scanlines in 

order to sharpen transitions in the image. This can be implemented using a one dimensional 

unsharp mask (section 3.7.3.1) or by using a Wiener filter [8 ]. To use the Wiener filter one 

requires knowledge o f the low-pass filter that has smoothed the video signal. Used in one- 
dimension, the Davies truncated-median filter, described in section 3.6.3, can also be used for 

edge sharpening as well as noise smoothing.

It should be noted that sharpening edges can lead to jitter artefacts (a combed boundary) 

appearing on objects in the image if the centre of the transition moves.

There are a number of ways to implement peaking filters. One method is to combine a 

difference signal, e.g. a sinusoid-gain function or second differential signal, with the original
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signal to give a peaked signal [9]. The sinusoidal signal can ensure high gain in low-contrast 

areas and low gain in high-contrast areas (this is shown diagrammatically in figure 3.1). An al

ternative method, devised by Ohara [10], is to also use a time-delayed version of the original sig

nal and to take the median o f the original, peaked and time-delayed signals. Two-dimensional 

peaking filters have also been developed [1 1 ], but are more similar in action to unsharp masks 

(see section 3.7.3.1) than one-dimensional scanline sharpeners.

low con tra st -  fiigti gain  tiigti c o n tra s t -  low gain

outputoutput

Figure 3.1: Sinusoidal gain function used in peaking filter.

Example output images for the Ohara peaking filter and the one dimensional Davies trun

cated median filter [12] (see section 3.6.3) are shown in figure 3.2. The Ohara filter can be seen 

to add significant ringing to the resulting image, actually degrading the image appearance. The 
3-tap Davies filter, figure 3.2(c), shows a slightly sharpened image at the expense o f some fine 

detail. However, the 5-tap Davies filter, figure 3.2(d), shows a tendency to segment the image 

and smooth texture rather than sharpening the image.

Neither of these filters are suitable for sharpening o f image scanlines. Further methods for 
increasing local contrast in images, all two-dimensional, are discussed in section 3.7.3

3.3 General image deblurring
The general blurring in a CCTV image is, in the majority o f cases looked at in the survey 

in chapter 2 , a result o f overusing tapes when recording and can also be attributed to n-th 

generation copies o f recordings (in order to preserve the original, police forces generally only 

work with copies o f recordings).

Deblurring is an area that has been extensively examined in the literature. There are tech
niques that can offer modest improvements in image sharpness. However, these often require an 

exact prior knowledge of the function that has blurred the image. In the realm of video record

ings this knowledge is extremely difficult to ascertain in all but the most trivial of examples.

Deblurring is a difficult area of image processing as it involves the manipulation of image 

information that contains both the noise and the content that one wishes to enhance.

In most inverse filtering situations the point-spread-function (PSF) is assumed to be known 

explicitly prior to deconvolution. Methods for this situation can be found in standard image 

processing texts [8 , 13,14] and include: inverse filtering - Wiener filtering and Least-squares 

filtering; Recursive Kalman filtering; and Constrained iterative deconvolution methods.

In many situations the form of the blur is unknown. Combined PSF estimation and image 
restoration is known as blind deconvolution, and uses the partial information available as a 

reference to deconvolve the signal components. Two good review papers on image deblurring
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(a) Original Lena image. (b) Ohara peaking filter.

(c) Davies truncated median filter. One dimen
sional, 3-tap peaking filter.

(d) Davies truncated median filter. One dimen
sional, 5-tap peaking filter.

Figure 3.2: Exam ples o f  peaking filter output (references [10 ,12 ]).
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have been written by Biemond et al. [15] and Kundur and Hatzinakos [16,17].

Biedmond et al. deal with methods for inverse filtering, both non-iterative and iterative, 

for noisy images. However, all these methods require that the blurring PSF is known prior to 

restoration. Unfortunately, the PSF is not generally known for CCTV recordings. Out-of-focus 

blur can be accounted for using these methods.

Deconvolution is an ill-conditioned problem in the presence o f additive noise. The direct 

inverse to the blur transfer function has large magnitude at high frequencies, which results in 

excessive noise amplification. In the presence o f additive nose, exact deconvolution is impossi

ble.

There are two approaches to blind-deconvolution, namely:

1. Identification o f the PSF separately from the true image.

2. Incorporating identification and restoration into the same process.

Approach (1) leads to computationally light algorithms, while approach (2) leads to computa

tionally more complex models. Both o f these approaches are discussed in detail in [16,17]. 
Close examination o f the available methods shows that while there are methods for estimating 

the PSF that has blurred an image prior to restoration, they are often not suitable for CCTV 
recordings. Many of these algorithms were developed for astronomical purposes, where sim

plifying assumptions about the image may be made, e.g. the image is wholly contained in the 
frame and is shown on a uniform background, or that the noise in the image can be accurately 

described using a particular statistical distribution.

3.3.1 Carasso deblurring

One method that appears to offer useful deblurring o f CCTV recordings is the Carasso 

method [18], which allows the blurring PSF to be estimated interactively from the blurred im

age itself. This allows a sharpened image to be obtained quickly through trial and error, rather 

than having to wait for a blind iterative method to converge on a possibly poor solution. Carasso 

refers to this procedure as the APEX method to differentiate it from another related method that 
he describes.

Carasso assumes that the blur is o f a specific type, so that its effect on the Fourier transform 

of the image is known. The interactive algorithm allows experimentation with the deblurring 

process so that a satisfactory result can be found in a relatively short amount o f time. This is 

obviously preferable to having to wait, possibly hours, for an iterative solution to converge to 

what may not be the desired output.

Image deblurring can be described by the following two-dimensional convolution process:

H f =  h{x -  u ,y  -  v ) f { u , v ) dudv  = h{x , y )  f { x , y )  = g{x , y)
J r ^

where g{x, y)  is the blurred image, f { x , y )  is the ideal unblurred image, h{x , y)  is the point 

spread function or blurring kernel describing the imaging process, and <8 ) represents convolu

tion. The point spread function of the blur is assumed to follow a Levy distribution. This family
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of distributions can describe both Gaussian and Lorentzian distributions, but not motion-blur or 

out-of-focus blur. The Levy distribution has a Fourier transform given by;

Hoi'll) =  [  a > 0 ,  0 < / 3 < l
^R 2

where in this section only' â denotes the Fourier transform o f a, and ^ and r] are points in 

discrete frequency space. A Gaussian corresponds to the case /3 =  1, which may occur in 

undersea imaging, nuclear medicine, CT scanners and ultrasonic imaging. /3 =  5 /6  corresponds 

to the long-term exposure blurring common in astronomical or satellite imagery. The Cauchy 

or Lorentzian distribution is found by setting ^  = \ / 2  and is common in X-ray scattering in 
radiology. The blur commonly found in electron-optical devices, such as night-vision systems, 

low-light level TV or undersea imaging corresponds to /3 lying in the range [0,1] [18].

As Carasso models the deblurring process as solving a heat-difrusion equation backwards 

in time, it is possible to determine the intermediate stages between blurred and deblurred image 
by defining:

H ^ f  =

which allows one to define w(.T, t) =  H^f ,  the solution at time t  o f the generalised diffusion 
equation.

For a given PSF h{x, y) ,  Carasso defines the fourier transform of the optimal deblurred 

image as: _

/ t  =  ------------------ h(^^n)9i ( , v ) -----------------  (3.1)

where h represents the complex conjugate of /i, and the ideal solution in time is lî {x, y, t) = 

H^f ^{x , y ) .  The constants e, M , K  and s are part of a slow evolution constraint imposed on 
the solution to the diffusion equation, their values do not need to be known explicitly as they 

can be set interactively. Carasso recommends that e / M  = 0, s is constrained to lie in the range 
[0.001,0.01]. This leaves the sharpness parameter K  as the only unknown. Typically, K  is set 

on the range [0,10], where K  is set low for noisy images and high for low-noise images.

Estimation o f the PSF is done interactively in the Fourier domain, by observing the Fourier 
transform o f the image along the line 77 =  0. Locally, the Fourier spectrum is highly oscilla

tory but is globally monotone. This is shown for an unblurred Lena image in figure 3.3(a). 

When blurred with a Levy distribution, close to 77 =  0, the Fourier spectrum is distorted into a

and fitting a non-lineardistinctive bell shape, shown in figure 3.3(b). By plotting log 

least-squares model o f the form v{^) =  — A,  where A is a constant and takes the values

on the range [2,6 ], the Levy blurring PSF parameters, a  and P, can be estimated. The model is 

fitted only to the aforementioned bell-shaped region of the signal, which requires cropping of 

the spectrum prior to fitting. At ^ % 0 the least-squares fit has the value A  and does not fol
low the signal closely: the behaviour of the blurring function is usually unknown in this region

'a  different nomenclature is used later in the thesis.
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and only approximations to the parameters of the PSF can be made. A sample fit is shown in 

figure 3.3(b). As the exact solution to the deblurring problem can no longer be found with this 

model, a series of good models can instead be found. If  too much ringing is present in the final 

deblurred image, then the deblurring can be taken back in time, towards i =  0 , to a point where 

the image is sharp but the ringing has not yet started to appear.

There are two major steps in implementing the Carasso deblurring method: the non-linear 

least-squares fitting procedure for determining the PSF parameters (a , /3 and A)  and the setting 

of the parameters (K,  t and s) that control the sharpness and amount of ringing in the deblurred 

image. The complete process can be described as follows:

1. Determine PSF parameters a,  /3 and A

(a) For the blurred image, plot log with rj = 0 .

(b) Crop the plot at the edges o f bell-shaped region shown in figure 3.3(b).

(c) Setting A > 0, and using a non-linear least-squares method, fit i;(^) =  —a\ ^ f ^  — A  

to the cropped data to determine the PSF parameters a  and A  corresponds to the 
apex o f the fitted curve, and causes the fit to be close to the data only away from the 

origin ^ =  0. Typically, A  is in the range [2,6].

2. Setting other model parameters that control sharpness and ringing {K,  t and s)

(a) Set s to be a value in the range [0.001,0.01], and intially set t = 1.0 and K  — 5. 
Useful values for K  are in the range [0,10].

(b) Deblur the image using equation (3.1), the PSF parameters determined in step (1) 

and K ,  t  and s.

(c) Adjust K  according to the sharpness of and noise in the resulting deblurred image 
and regenerate the deblurred image. Repeat until the deblurred image is satisfactory. 
Generally, a noisy image requires a lower value o f K  as increasing K  brings out the 

noise.

(d) If  there is significant ringing in the deblurred image, lower the value o f t  and regen

erate the deblurred image. Repeat until the deblurred image is sharp but the ringing 

is less significant.

Figure 3.4 shows an example o f Carasso deblurring, using an graphical user interface (GUI) 
written by the author. Using this GUI it is possible to interactively perform all the aforemen

tioned steps necessary to deblur an image using the Carasso method.

3.3.2 Conclusions

Owing to the difficultly in determining the PSF that is responsible for the blurring in the image, 

the Carasso method of deblurring would seem to be the best choice for a black-box restora

tion method as it allows interactive experimentation with the deblurring process. This method 

has the disadvantage that it cannot be applied without user intervention, but as many blind- 

deconvolution algorithms can take of the order of hours to converge on a - possibly incorrect - 
solution, a couple o f minutes of spent tweaking the deblurring process is a good compromise 

between user intervention and time spent waiting for the restoration.
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(a) Unblurred image Fourier spectrum. (b) Blurred Fourier spectrum and fit.

Figure 3.3: Carasso deblurring example fits. When calculating the least-squares fit shown in (b), the 
discrete frequency (x-axis) was cropped at ±70.

3.4 Local motion deblurring
Local motion is a problem that it is believed cannot be corrected for within the scope of this 

thesis. This is mainly due to there being more than one problem to correct for when local 
motion occurs. These problems are:

• The temporal integration o f the subject during the exposure o f the frame, resulting in 

blurring.

• Field-to-field interlace tearing about the subject.

Temporal integration is the most significant problem, as it is difficult to determine the exact 

process that has caused the blurring, making it impossible to recover the non-blurred image of 

the subject. The blurring function will have some linear component from the motion o f the 
subject, but may also have a rotational component. It is the non-linearity o f this rotational 

component that poses the greatest challenge to accurate reconstruction o f the original scene.
The field-to-field interlace tearing may be accounted for locally to some extent, as the 

field scanlines can be shifted relative to each other until they match up, but this technique also 
suffers from problems with rotation and temporal integration. Not only that, but as the two 

fields are captured separately at different points in time, the contents o f the two fields may well 

be different and therefore impossible to match up exactly.

In 1996 Bascle et al. described a method of local motion deblurring that could have been 

o f potential use in this work [19]. In this method the region o f interest is tracked using an affine- 

constrained region-based tracker. The formation of the motion-blurred image is modelled by a 
three-stage process involving motion-blur, defocus blur and pixel sampling, in that order. The 

motion-blur direction and magnitude are estimated from the tracking parameters. The motion- 

compensated tracked regions are then merged into a single higher-resolution region using a 

superresolution method.
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K ^ ^ C a r a s s o  deblurring

A (0 ,10): 6
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alpha (< 0): -0 ,0 0 9 6 1 4 4 2 9 5 0 9 8 6 redraw plot
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beta [0,1]: |0 .7 6 8 486824024  

t [0. 1]: [Ô85

update alpha/beta

load image

s [0.001.0.01]: 0,005 process image QUIT

Figure 3.4: Carasso deblurring interface. The im age on the left and right are, respectively, the inputted 
blurred image and the current estim ate o f  the deblurred image. The fit to the Fourier spectrum from 
which a  and p  are estimated is shown in the centre o f  the interface. The deblurring parameters for the 
image pair shown are a  =  —0.00961 , p  =  0 .768 , t  — 0 .85 , A  =  Q , K  =  4 s =  0 .005 , crop — 60. The 
original, unblurred Lena image can be found in figure 3.2(a).
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Figure 3.5: Image fonnation process. From [19].

This method of simulating the image-formation process as a series of distinct steps is 

similar to the approach taken to tackle degradation in this thesis. However, in this thesis, unless 
degrading factors occur simultaneously, it is not possible to absolutely determine the order in 

which degrading factors occur, or even whether an effect is present at all. This method requires 
several successive frames in which the region of interest is tracked. As the work in this thesis 

is limited to single-frame methods, this restoration method is not included in this work. Much 
CCTV footage is interlaced and consequently an object undergoing local motion may be subject 

to interlace tearing around its boundaries. Bascle’s method is unable to allow for this in its 
fonnulation.

3.4.1 Conclusions

Primarily for the reasons stated in section 3.1.1 local motion deblurring will not be further 

considered in this thesis. Another reason is that in table 2.2 the PSDB state that the primary 

region of interest in any scene is likely to be a face. As faces are subject to non-rigid and 

rotational transformations the task of tracking and aligning information together into a single 

frame is a very complex task. There have been efforts to build a three-dimensional model 

of a face and head from a series of CCTV stills [20]. This work is still in an early stage of 

development and its discussion is beyond the scope of this thesis.

3.5 Camera motion blur and interlace tearing
Im age blurring o w in g  to rela tiv e  m o tio n  b e tw e en  the sc e n e  and the cam era  did  not rank in the  

top ten o f  d eg ra d in g  so u rces  in the su rvey  p resen ted  in ch a p ter  2. In terlace tearin g , in d ep en d en t
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of local motion in the scene, is a problem that is related to global camera-scene motion when 

the recording source is an interlaced format. The survey in chapter 2 did not include a great 

deal of footage from cameras that were free to pan and tilt, and so these two phenomena do not 

rank highly in the survey. These problems are therefore not treated in this thesis. This lack of 

this type o f footage may be due to a bias in the sample set used in the survey. However, there is 

a body o f work that does deal with these problems specifically, as briefly summarised below.

Koivunen [2 1 ] presented a method that estimates field-to-field displacement from the spec

tral charactersistics o f an image, but a significant limitation o f this algorithm is that it ignores 

motion blur. Stem and Kopeika [22] present a similar method for restoring motion-distorted 

interlaced frames. This method also uses spectral information to give a vector displacement es

timate for the motion between successive fields in the frame. However, Stem and Kopeika then 

use a Wiener filter to motion-deblur the fields before re-aligning them. Koivunen’s method may 

be shown to be a special case, that ignores motion deblurring, o f that o f Stem and Kopeika's.

There are two further methods for de-interlacing, or field realignment, that also ignore 

the issue o f motion blur. These are De Haan [23] and Chen et al. [24]. De Haan uses a 
block-matching strategy, whilst Chen et al. use interpolation between adjacent lines in a field. 

Both methods were designed primarily for use in frame-rate or frame-size conversions. Block- 
matching methods for deinterlacing such as [21,23] are not effective on fine detail moving 

across a uniform background, as the motion is not detected.

Patti et al. [25] presented two methods for producing high-quality stills from interlaced 

video in the presence o f dominant motion. The first method used a three-step bilinear interpo
lation strategy consisting o f the following steps; motion compensated filtering, adaptive motion 
detection and motion adaptive filtering. As this methods requires three successive fields to op

erate, it is not possible to use this strategy with a single frame. The second method uses a 
projection onto complex sets (POCS) method that takes the blurring in the image formation 
process into account. The paper describes a method that bridges the gap between global motion 

estimation methods that can fail in the presence of local motion, and pixelwise methods that 

are not robust enough to avoid errors in motion estimation. Patti et al go on to describe in [26] 

a Kalman-filter based method for restoring interlaced frames that are distorted specifically by 

rotation, thus allowing for the motion blur.

3.6 Image noise reduction

Image noise is an unwanted component that can have a large number of sources. Image noise 

is discussed in detail in section 4.5 of [27] and in many image-processing texts.

Image processing algorithms tend to assume that any noise present follows a particular sta

tistical distribution. To accurately assess such algorithms with synthetic images it is necessary 
to simulate the noise accurately. Generating different random noise distributions from a sim

ple linear random number generator is discussed by Weeks et al [28]. The noise distributions 
dealt with in [28] are those commonly encountered in image processing: Gaussian, Rayleigh, 

negative exponential and gamma. Both correlated and uncorrelated distributions are treated.
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3.6.1 Noise caused by scratched videotapes

Video recordings are recorded in lines on magnetic tape. Any scratches on the tape will not 

manifest themselves as lines in the corresponding frames, rather as spike-like noise at several 

places in the image. By mapping the image scanlines back to their recorded representation on 

the videotape and by examining the data in this format is it possible to locate scratches on the 

tape. Once the scratches are located the corresponding pixel locations in the image may be 

selectively filtered, removing the noise. As only the affected pixels are replaced features in the 

processed image are preserved. This method o f noise reduction is reported in detail in [29] and 

summarised in [30]. However, the method was developed for 2-inch video recordings and not 

(S)VHS as used in this thesis. The principle o f operation could be extended to apply to (S)VHS 

tapes but unfortunately has not been.

3.6.2 Median filter

The median filter is a classic method of image noise reduction and its formulation may be 
found in most image processing texts, for example [8 , 13, 14]. The filter works on a local 

neighbourhood by sorting the values in this window, centred on the current pixel, and the centre 
pixel is replaced by the median value o f the sorted window. The median filter is very good 

at removing outlying pixel values such as speckle noise. Figure 3.6 shows the median filter 

applied to a synthetic noisy image.

3.6.3 Truncated-median filter

The mean filter smears out the signal as well as averaging noise out. The median has less ability 

to smear an image, except in the immediate vicinity of an edge. The mode can discriminate 
which side o f an edge the current pixel is on. However, in the presence o f noise, and close to an 
edge, it may be unclear which peak in an image intensity histogram corresponds to the mode.

If  the signal is small with significant noise then the modal filter is essentially a noise 

suppression tool. If  there is a large signal and little noise the modal filter mimics an edge 
enhancer since near an edge dissimilar intensities are ‘drawn together’ (see figure 3.7). The 

mode o f a histogram can be difficult to determine, especially if it is bimodal or sparse, as 
happens with the histograms of local neighbourhoods.

As is shown in figure 3.8, the mode is likely to be situated on the wing o f the distribution 

that has the smallest range o f values. Conversely, the mean is more likely to be on the other side 

where the range of values is higher. The median can be used as an initial estimate o f the mode 

which can be refined by moving away from the mean.

The first step in this refinement o f the mode estimate is to truncate the original distribution 

so that the original median bisects the truncated distribution. The truncation is marked by t in 

the distribution in figure 3.8. By iterating this procedure the median will ultimately coincide 

with the mode of the distribution. This filter is known as the truncated-median by Davies [12].

3.6.3.1 Conclusions

As with the median filter (section 3.6.2) the truncated-median filter appears to be better at 

removing speckle noise rather than Gaussian noise. This is shown in figure 3.9, the segmenting 
nature of the filter is also evident.
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(a) Lena image with additive 
Gaussian noise, <t„ =  10.

(b) Lena image with 20% ad
ditive random-valued speckle

(c) Output o f 3 X 3 median filter 
operating on figure 3.6(a).

(d) Output o f  3 X 3 median filter 
operating on figure 3.6(b).

(e) Output o f 5 X 5 median filter 
operating on figure 3.6(a).

(0  Output o f  5 X 5 median filter 
operating on figure 3.6(b).

Figure 3.6: M edian filtered im age exam ples. The original, undistorted Lena im age is shown in fig
ure 3.2(a).
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Figure 3.7: Image enhancement operation performed by the mode filter.
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Figure 3.8: Relative positions of the means and method of truncating the local distribution. From [12].
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(a) Lena image with additive 
Gaussian noise, (t„ =  10.

(b) Lena image with 20% ad
ditive random-valued speckle 
noise.

(c) Output o f 3 X 3 truncated 
median filter operating on fig
ure 3.9(a).

(d) Output o f  3 X 3 truncated 
median filter operating on fig
ure 3.9(b).

(e) Output o f 5 X 5 truncated 
median filter operating on fig
ure 3.9(a).

(f) Output o f  5 X 5 truncated 
median filter operating on fig
ure 3.9(b).

Figure 3.9: Truncated median filter im age exam ples. The original, undistorted Lena im age can be found 
in figure 3.2(a).
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3.6.4 Edge-preserving noise reduction

There are many methods for edge-preserving noise reduction; many incorporate additional de

blurring of the image. Deblurring and noise reduction are in fact competing goals, as one 

enhances high-frequencies and the other supresses them.

A typical edge-preserving noise reduction method, such as that presented by Lee [31] use 

gradient-based information to determine which side o f an edge the current pixel lies on. Using 

this information the neighbouring pixels, to be used for the noise reduction, can be selected 

from one side o f the edge. This prevents unnecessary blurring o f image detail.

Other methods, such as that presented by Immerkær [32], avoid having to preselect image 

subneighbourhoods or edge directions prior to smoothing. Immerkær performs noise smoothing 

by deblurring the image followed by enough reblurring to ensure the edges remain sharp but 

the image noise has been appreciably reduced.

3.6.4.1 Rational filter

The rational filter has been shown to out-perform other filters in reducing noise while still 
preserving image features [33].

Typically, the numerator o f a rational filter performs noise smoothing while the denomi

nator controls the bandwidth o f the equivalent linear filter. This means that in areas o f strong 

image detail the low-pass effects o f the filter are reduced.

The filter shown here uses a 3 x 3 pixel mask with the pixels ordered as such [34,35]

Xi X2 X3
X = Xg Xq X4

. ^7 X6 X5

where xq =  rc(m, n). The filter output is then defined as

/  \  f  \  X i  — X qy{rn.,n) =  x{rn.,ri) +  ^ -----------------
^  A 4- k{xi  -  xq)‘‘

where k  and A  are the filter parameters. When k = D this filter becomes a linear filter with 
coefficients 1 /A  for all Xi and (A — 8 )/A  for xq. Setting A =  9 makes this a simple mean 

filter. For k > 0 the filter is non-linear and modulates each contribution to the sum by the 

squared difference between the two pixels concerned. This helps preserve sharpness in the pro

cessed image by weighting more heavily contributions from neighbouring pixels with similar 

grey levels.

Ramponi [33] also proposed a variant of the above filter that was shown to outperform 

other non-linear methods, in terms of mean-squared-error, across a wide range of different 

noise distributions including uniform, Gaussian and contaminated Gaussian. This was achieved 
by including all couples of pixels in the 3 x 3 mask in the processing, using the following 

formulation:

7 8 , o

y ( m ,n )  =  .1  +  fcfa -
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it is this revised method that is used in the rest of the thesis.

3.6.4.2 Conclusions

Figure 3.10 shows the results from applying the rational filter to both Gaussian-corrupted and 

speckle corrupted images. The filter removes less detail from the image than the median or 

truncated median filter, but also leaves more corrupted pixels in the final image. The filter has 

little effect on the Gaussian corrupted image.

(a) Lena image with additive Gaussian 
noise, a» =  10.

(b) Lena image with 20% additive 
random-valued speckle noise.

(e) Output o f edge-preserving noise fil
ter operating on figure 3 .10(a).

(d) Output o f edge-preserving denois- 
ing filter operating on figure 3.10(b).

Figure 3.10: Edge-preserving noise filter im age exam ples [33]. The original, unblurred Lena im age can 
be found in figure 3.2(a).
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3.6.5 Signal-dependent rank-order mean filter

The median filter (section 3.6.2) is effective at removing speckle noise while still preserving the 

edges in an image. However, regardless of whether a pixel is corrupted or not, it is replaced by 

the median of the filter window centred on it. This allows image detail to become unnecessarily 

blurred.

The signal-dependent rank-ordered mean (SD-ROM) filter [33,36] was designed to sup

press impulse noise while preserving image detail. There are two versions o f the filter: the 

thresholded and the generalised filter. The thresholded SD-ROM filter is designed to detect a 

corrupted pixel and replace it with the filter output. The generalised filter uses a fuzzy-logic sys

tem that allows both Gaussian and speckle-type noise to be removed, as well as a combination 

of the two.

3.6.5.1 Thresholded SD-ROM filter

The output o f the thresholded SD-ROM filter is dependent on the input pixel and its correspond

ing ‘rank-order differences’ calculated in a sliding 3 x 3  window. The window w (n ) is centred 

on the current pixel a;o(n) (where n  is the pixel co-ordinates), the remaining, non-central pixels 

in the window are sorted in order o f pixel intensity to give r(n ):

w (n ) =  [a:i(n), . . .  ,rE8(n)j = >  r(n )  =  [r i(n ), . . .  , r8(n)]

The four rank-order differences for the window d (n ) G R^, are computed:

d (n ) =  [d ](n ),d 2 (n ) ,d 3 (n ) ,d 4 (n)] where

J r i ( n ) - a ;o ( n )  if a;o(n) < m (n ) .
di — \  \ forz — 1, . . . , 4

[ xo(n) -  r 9 _i(n ) if^o fn ) > m (n)

The output o f the filter y{n)  is then defined as:

=  =  (3.2)
[ a;o{n) otherwise

where m (n) =  {r^ + r ^ ) / 2 is the rank-ordered mean and 7] are the filter thresholds. Note 

that m (n) is the equivalent to the median of an even numbered data set. The essence o f the 

algorithm is that if any o f the thresholds are exceeded by any o f the rank-ordered differences 

then the pixel is deemed to be corrupted. All the thresholds are defined as having positive values 

in equation (3.2). Examples of the operation of the SD-ROM filter, and comparisons with the 

median filter, are shown in figure 3.11.

For the non-recursive implementation, the algorithm operates on the pixels o f the original 
noisy image only. In contrast, for the recursive case, pixels from the original image are sys

tematically replaced by the output of previous filtering operations. Consequently, the sliding 

window w (n ) can contain original and restored image pixels. The recursive implementation 
generally gives improved performance in reducing noise.
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(a) Graphical example o f where the SD-ROM filter would replace a pixel. The left 
column represents the input image. The next column shows the sorted surrounding 
pixel values with the unsorted centre value in the middle. The third column shows the 
rank ordered differences in relation to the four filter thresholds (numbered horizontal 
lines). The final column is the output o f the filter. The second threshold was exceeded, 
so the centre pixel was replaced. The different colours and heights o f the pixel represent 
the greyscale intensity.

(a)

(b)

(d)

(e)

m

(b) Median filtering examples. Examples (a) through (c) demonstrate input signals. 
Examples (d) through (f) show structures that are removed by the median filter. In each 
diagram, the left column is the input, the middle column represents the sorted values, 
and the right column is the output. A single, central impulse will also be removed by 
the median filter. From.

S —[HU (a)

T4- 
T 3. 
T2 
T1 ■

m - m (b)

T4
T3.
T2
T1

m (C)

T4 —
T 3 __
T2 —  
T1 — m

(d )

T4 —  
T 3 _  
T2 —  
T1 —

(c) SD-ROM examples. A median filter would replace the centre pixels in each o f these 
examples. However, as no threshold is exceeded, the SD-ROM filter does not alter the 
signal. The thresholds are represented as horizontal lines in the third column from the 
left..

Figure 3.11: Comparison o f  the operation o f  the median filter and the thresholded SD-ROM  filter. 
Adapted from [37].
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Figure 3.12; Histogram decom position using the method described by Jansen et al. [39].

Threshold estimation Optimal values for the thresholds were determined empirically by Abreu 
et al. [36]. They found that, in general, thresholds and T4 could remain fixed and that that 
Ti and T2 should each be chosen from a set of three values (dependant on their use). They also 
found that, in general, the greater the noise present in the image the lower the required values 
for thresholds Ti and T2 were. The empirically found threshold values are:

T i E { 4 , 8 , 1 2 } , T 2 E { 1 5 , 2 0 , 2 5 } ,  T3  =  40, T4  =  50

where the default, first choice, parameters are chosen as 7] =  8 , T2 =  20, T3 = 40 and
T4 =  50.

It was found that there is no need to investigate threshold parameters outside the following 
ranges:

Ti < 15, T2  G [15,25], T3  G [30,50], a n d T 4 =  [40, GO]

Another potential method for estimating the optimal threshold values was devised by 
Moore and Mitra [37,38]. This method uses a statistical characterisation of the image to esti
mate the threshold values by approximating the image histogram with a weighted sum of Gaus- 
sians distributions [39] (see figure 3.12). The assumption is that the image can be described as 
regions of roughly Gaussian distribution with different means and variances. The background 
distributions of these regions are estimated, weighted and combined into an overall detection 
probability curve. Using a statistical model for the spatial filter and these input distributions, the 

likelihood of correctly identifying noise impulses as a function of threshold can be determined. 
This likelihood is maximised to give the optimal thresholds.

The assumption in the statistical model that each pixel represents an independent, random 
value with a background distribution ignores the fact that pixel values are normally spatially 
correlated. However, as the SD-ROM filter sorts the pixel intensities in its window all spatial 

information within each window is lost.
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3.6.5.2 Generalised SD-ROM noise reduction

In the thresholded SD-ROM filter, the filter output is switched between a:(n) and m (n). This 

switching is dependent on the rank-order differences and the thresholds. It is possible to gener

alise this approach by defining the filter output as the linear combination [33,36]

y{n)  =  o;(d(n))a;(n) +  /9 (d (n))m (n) (3.3)

In this fuzzy logic approach a  and /3 are constrained to sum to one.

y0(d(n)) = 1 -  o(d(n))

In this approach a  and j3 are conditioned only on the rank-ordered differences and not on any 

pre-set thresholds. The thresholded SD-ROM filter is a special case of equation (3.3) where a  

and /3 are either one or zero. Appendix B contains more details of the generalised SD-ROM 
filter.

3.6.5.3 Conclusions
Although the SD-ROM filter is quite effective in dealing with speckle noise (see figure 3.13), 
the filter has little effect on Gaussian noise (see figure 3.14), because the main operation of the 

filter is to detect pixels that are significantly different to their neighbours and this is not the case 

for Gaussian noise.

The thresholded SD-ROM filter was visibly better at removing speckle noise than the 
generalised SD-ROM filter. The recursive version o f the filter performed better than the non
recursive implementation. The SD-ROM filter is shown to remove the majority o f the speckle 
noise whilst not significantly blurring the image detail. This is in contrast to the median filter 

and is due to the selective filtering nature o f the SD-ROM filter.
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____

(a) Original Lena. (b) Lena image corruted with 20% ran
dom speckle noise.

(c) Figure 3.13(b) filtered using non
recursive thresholded SD-ROM.

(d) Figure 3.13(b) filtered using recur
sive thresholded SD-ROM.

(e) Figure 3.13(b) filtered using non- 
recursi\e generalised SD-ROM.

(0  Figure 3 .13(b) filtered using recursive 
generalised SD-ROM.

Figure 3.13: H.xainples o f  SD-ROM  filtering o f  random-valued speckle noise.
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(a) Original Lena. (b) Gaussian corrupted Lena image,
O n  =  10 .

(c) Figure 3.14(b) filtered using non
recursive thresholded SD-ROM.

(d) Figure 3.14(b) filtered using recur
sive thresholded SD-ROM.

;

(e) Figure 3.14(b) filtered using non- 
reciirsive generalised SD-ROM.

(f) Figure 3.14(b) filtered using recursive 
generalised SD-ROM.

Figure 3.14: Lxaniples o f  SD-ROM  filtering o l'additi\ e Gaussian noise.
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3.6.6 Line dropout restoration

Temporal methods for signal dropout, such as that proposed by Kokaram [40], are not treated 

in this thesis for the reasons discussed in section 3.1.1.

Traditionally, missing lines or patches in an image have been restored using a median filter. 

As noted in section 3.6.2 this means that the whole image is treated uniformly, with every pixel 

in the image being replaced with the local median. This can lead to excessive blurring and loss 

of detail in the image. Ideally, only the corrupted pixels should be replaced, leaving the rest 

o f the image intact. The SD-ROM filter discussed in section 3.6.5 provides a way to detect 
whether a pixel in an image is corrupted. By running the SD-ROM filter over the whole image, 

and noting the positions o f any pixel that the filter detects as corrupt, it is possible to build up a 

map showing which pixels in an image are corrrupted. Using this corruption map it is possible to 

treat only the affected pixels, reducing the blurring problems associated with uniform methods. 

The detection methods used by the SD-ROM filter were first proposed in [41].

To process images where whole lines are affected, the corruption map is scanned and any 

line that contains over a specified percentage of corrupted pixels is deemed to have dropped 
out and be in need o f replacement. The percentage used is typically 30%. The corrupted line 

is replaced by simply interpolating between the pixel values in the lines immediately adjacent 

to the corrupted line. The output o f the SD-ROM filter can also be used along a scanline to 

replace pixels that are deemed to be corrupted. However, this does lead to some pixels not 

being replaced. This procedure will fail if  two adjacent lines are corrupted.

Threshold values for the SD-ROM filter are discussed in section 3.6.5.1. Typical threshold 

values for whole line detection are {8 , 20, 40, 50}. For detecting lines that are either partially 
dropped out or that contain a streak in an arbitary direction, another method o f detection is 

required. In this instance, the corruption map is preprocessed with three filters [33]. The first 
and second filters insert missing pixels along streak locations and the third filter removes any 

erroneously detected pixels that do not lie on a streak. For detecting general dropout lower 

thresholds are used, {4, 15, 30, 40} are used initially, but if this causes too much blurring of the 

image then these thresholds may be increased to {15, 30, 50, 80}. Again, pixels can be replaced 

by either the SD-ROM filter output at each o f the corrupted locations, by interpolating using 

adjacent pixels or by using the interpolation method discussed in the following section 3.6.6.1.

3.6.6.1 Novel interpolation method

In 1999 Khiji et al. [42] proposed a method o f restoring defects in old movies, such as blotches 

and streaks. The method was based on, and extended, an edge-sensitive interpolation filter [43]. 

In its original form this interpolation filter was only designed to restore a single value. Carrato 

extended it so that it could treat larger defects by repeated application o f the filter. This filter 

reconstructs sharp edges more accurately than a simple linear interpolation, by detecting the 

location of the edge transition with sub-pixel accuracy. Given four consecutive pixels q ,  X2 , 

.T3  and X4 , the rational interpolator computes an interpolated value y between pixels % and X4 

as

y = 11X2 +  (1 -  y)x^
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where:
k{xs -  374)̂  + 1

k ((rc] -  X2)^ +  (2 :3  -  2 :4 )2 ) +  2

where A: is a user-defined parameter that controls the sensitivity o f the operator to edges. Setting 

k = 0 turns the operator into a linear interpolator. The term (2:1 -  2 :2 )^ +  (2 :3  -  2 7 4)^ senses 

detail in the image and alters the smoothing accordingly. Two examples of rational interpolation 

are shown in figure 3.15.

0 0 0 0 0 0 0
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Figure 3.15: Illustration of interpolation in the one dimensional case. Image from [33]. Two possible 
positions are considered for the edge to be reconstructed. The original high resolution signal is shown 
in (a). Figure (b) shows this signal after low-pass filtering. Figure (c) shows the low-pass signal after 
decimation, where the sample Y obtained using linear interpolation. The sample Y in figure (d) is found 
using rational interpolation.

Carrato does not specify the method by which the corrupted pixels are identified in the first 

instance. A processed corruption map generated using the generalised SD-ROM filter was used 

in this work. The procedure described by Carrato is as follows for each located defect:

1. Determine the length of the defect along the following orientations: CP, 45°, 90° and 
135°.

2. Calculate the edge strength along the four orientations.

3. Check the validity o f the support pixels required for the interpolation along the four ori

entations.

4. Using the shortest length defect, along the strongest possible edge that has a valid support, 

perform the rational interpolation to fill the defect.

The filters used in determining the edge-orientation strength were simple line filters at 45̂  

intervals [8 ].
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(a) Corrupted Lena (b) SD-ROM filter (c) Pixel replication
image. output. output.

(d) Novel interpola
tion.

Figure 3.16: Exam ple line dropout and restored im ages.
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(a) Corrupted Lena 
image.

(b) SD-ROM filter 
output.

(c) Pixel replication 
output.

(d) Novel interpola
tion.

Figure 3.17: Exam ple line dropout and restored im ages.

3.6.7 Noise reduction summary

Gaussian noise removal proved to be a task that the filters in this section were unable to deal 
with adequately. This is believed to be because most of the noise filters presented here operate 
by detecting pixels whose values are significantly different to their neighbours. This really is 
the definition of speckle noise. Consequently the algorithms performed considerably better on 

the images subjected to speckle noise.
The median filter was shown to remove the vast majority of the speckle noise in the image, 

at the expense of some image detail. On the other hand, the truncated median filter appeared to 
reduce the value of the speckle noise, making it appear mottled and more like Gaussian noise. 
The truncated-median filter also appeared to segment the image as well as removing noise. Both 

these filters were applied unifonnly across the image.
The edge-preserving noise reduction filter, while not smoothing the image detail apprecia

bly, left significant portions of the image still affected by noise.

The selective nature of the SD-ROM filter struck the best balance between removal of 
speckle noise and non-smoothing of image detail. The recursive thresholded implementation 

was the best perfomier. Perhaps surprisingly, the generalised SD-ROM filter was unable to 

remove as much of the speckle noise as the simpler thresholded implementation. The image 
used in the examples was in the training set for the generalised filter, which makes this result 
more suprising. It may be that the generalised filter is more ‘cautious’ about which pixels to
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process or that it is very sensitive to how it is trained.

The SD-ROM filter was shown to be a good method for detecting either partial or complete 

scanline dropout. Partial dropout detection was not limited to being along the scanlines. For 

isolated dropped-out image regions, pixel replication was seen to visually give the best restora

tion. However, in regions with dropout that spans adjacent lines, using either the filter output or 

a novel interpolation method gave the best results.

3.7 Contrast enhancement
In this thesis, contrast enhancement is classed as either global or local: these are treated in 

sections 3.7.2 and 3.7.3 respectively. Global methods are defined here as those dealing with 

problems such as large variations in illumination, whereas local methods can be used on under
illuminated images to enhance the contrast locally - e.g. edge sharpening.

Many of the methods in this section take Weber’s law into account when manipulating the 
pixel values.

3.7.1 Weber’s law

Weber’s law [13,14] states that if  the luminance ib o f an object is only just noticeably different 

from the luminance Is o f its surround, then the ratio o f the difference to the luminance of the 

object is constant

— constant (3.4)
lo

By writing Iq = I,  Is = I  + A7, where A I  represents a for just-noticeable luminance then 
equation (3.4) can be written as

^  ~  6f(log I )  = A c  (constant)

The value o f the constant has been found to be 0.02 , which means that at least 50 levels are 

needed for the contrast on a scale o f 0 to 1. Equal increments in the log o f the luminance are 

perceived as equally different, because the human visual system is less sensitive to luminance 
changes in lighter regions of a scene than it is in darker regions.

When enhancing an image it is wise to treat darker regions more carefully, as artefacts 

are more readily perceived in dark regions. This problem can be eliminated in part by mak
ing any image-processing operation dependent on the local average pixel value. Ideally, one 

should enhance more in lighter areas, as noise and fluctuations are less visible, and suppress the 

enhancement operation in darker regions.

3.7.2 Global contrast enhancement

This section deals with methods that globally manipulate the pixel values o f an image so as to 

minimise global contrast defects, such as strong variations o f illumination in a scene.

3.7.2.1 G reylevel stretching

Lack of contrast in an image can often be attributed to a lack o f dynamic range in the greylevels 

of the image. If only a subset of the available greylevels are used in an image then by simply
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remapping the current, limited range onto the complete range of available levels, an improve

ment in contrast can be achieved.

If the image already contains pixels with greylevels corresponding to the allowed maxi

mum and minimum, this simple linear greylevel transformation is o f no use.

The rescaling o f the greylevels is achieved using the following relation;

where newmin and new^ax represent the new desired greylevel range, o r i^ ^ „  and orig^^^^, 
represent the original greylevel range, I  is the current intensity value, and/ is the new remapped 

intensity. The new value may be a floating point, and a decision about whether to round or 

truncate the values must be made before display.

3.7.2.2 Local mean field subtraction

The illumination field o f the image can easily be estimated by calculating the mean intensity 

value at each pixel point. The calculation o f the mean value is done across a local neighbour

hood centred on the current pixel. Changing the size o f the neighbourhood kernel alters the 

scale o f the mean field estimate. Larger kernels give the large scale mean field and smaller ker
nels keep more o f the structure o f the image. Subtracting this mean field from the input image 

partly removes the effect o f the illumination field. However, no dynamic greylevel range com
pression is performed. Removing the mean in this way will lead to negative-valued greylevels 

in the image. As a final step, the greylevels in the image are rescaled onto the range [0,255] 
restoring the DC component o f the background. This is known to provide acceptable results in 

removing illumination gradients when the filtered image is restored to give non-negative values.

3.7.2.3 Histogram equalisation

The histogram o f an image represents the frequence of occurrence of the different greylevels 

present in the image. Histogram equalisation is a technique for modifying this distribution so 

that it is as close to uniform as possible [8,13,14]. This means that equal numbers o f pixels 

share the same greylevels.

If  Ni  is the number o f pixels with the intensity value i and Ntotai is the total number 
of pixels in the image, then the probability histogram for the intensity values i is given by 

equation (3.6). If  the image intensity values are in the range [0, ^nax], typically Imax =  255, 
then the new value o f a pixel which originally had an intensity of j  is given by equation (3.7).

3

^new{j) — /max^ ^ /%(^) (3.7)

3.7.2.4 Homomorphic filtering

Images that people see on a day-to-day basis are generally formed by light reflected off the 

surface of the viewed objects in the scene. This reflected light has two principal components: 
light incident on the scene being viewed, and light reflected by the objects in the scene.
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These are known as the illumination i{x^y)and reflectance r {x , y )  components respec

tively. The viewed intensity o f the scene f { x ,  y)may  then be written as

f { x , y ) = i { x , y ) r { x , y )  (3.8)

The aim of illumination compensation is to manipulate the effect o f the illumination field 

present in an image so that it is uniform. This involves compressing the brightness range as 

well as enhancing the local contrast present in an image.

Homomorphic filtering [8,13,14] may be used to estimate and remove any multiplicative 
distortion that degrades an image. Examples o f such degradations are multiplicative noise or 

non-uniform illumination. Here the aim is to enhance the contrast in an image while also 
reducing the effect o f the illumination field.

This is achieved by projecting the image into the Fourier domain and then filtering the 
transform by convolution with a high-pass filter. The basic assumption is that the low-ffequency 

information in the image stems from the contribution o f the illumination field, whereas the high- 
frequency content is from the reflectance. Hence, filtering out the low-frequency components 

reduces the contribution o f the illumination field in the image.

The Fourier transform of a product is non-separable, but by re-writing equation (3.8) as

z{x,  ij) = In / ( x ,  y) =  In i{x,  y) -f In r{x,  y)

the Fourier transform (denoted by capital letters) of z{x^ y) becomes

Z{u, v )  =  T { z { x , y ) ]  = J ^ { \ n f { x , y ) ]
= T  [ \ n i { x , y ) ]  + T  { \ n r { x , y ) ]
= I { u , v ) R { u ^ v )

Applying a filter H{u^ v) to Z (u , v) gives S'(u, v):

S ( u , v )  = I { ( u , v ) Z ( u , v )
= I f ( u , v ) I ( u , v ) + B ' ( u , v ) R ( u , v )  

s ( x , y )  = J ^ - ^ { S ( u , v ) }

where s{x, y)  is the resulting filterd image. As z{x , y)  was formed by taking the logarithm of 

the original image, it is necessary to form the exponential o f s{x^y)to get the final enhanced 

image f { x , y ) .
f ' { x , y )  =

A typical filter used in homomorpic filtering is shown in 3.18 and is a circularly symmetric 

function. D{u,v)  is distance from the origin. This is a high-pass filter, where j  < I and 

7 /, > 1 , which has the effect of simultaneously decreasing low frequencies, i.e. the illumination 
field contribution, and amplifying high frequencies, i.e. the reflectance and hence the contrast.
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H(u, V)

Y
h

Y

D(u, v)

Figure 3.18; Cross-section of circularly symmetric filter function. D{u,v)  is the distance from the 
origin. In this example 'yi =  0.2 and 7 /1  =  1.2. Image taken from [8 ].

3.7.2.5 Statistical differencing

Statistical differencing is a method o f edge enhancement where each pixel value in an image is 

divided by its local statistical standard deviation [14]. The local standard deviation is calculated 

using the immediate neighbourhood of the current pixel.

The enhanced image differs from the original at the edges, where the pixel differs from its 

neighbours. Little enhancement is performed in near uniform regions o f intensity. This method 
is known to increase the effective noise in an image.

Statistical differencing is carried out using the following formulation, which forces the 

enhanced image to have desired first and second order moments.

G{x , y)  =  [F{x, y)  -  F{x, y) ] Aod
Aa { x , y )  +  Od_

+  [arud +  (1 -  a)F{x ,  y)] (3.9)

where G{x^y)  is the enhanced pixel value; F{x^y)  is the original image v a lu e ;F (x ,?/) and 

cr(rE, y)  are the mean and standard deviation o f the image at the point {x^ y) - based on the local 

neighbourhood; and Od represent the desired mean and standard deviation; A is a gain factor 

that prevents overly large factors occuring when a{x^ y)  is small and a  controls the ratio o f edge 

to background content o f the scene. Typical values for the statistical differencing parameters 

are shown in table 3.1.

a md (̂ d A
0.1 -0 .9 128 85 6

Table 3.1: Typical values for statistical differencing.

3.7.2.6 Blind inverse gamma correction

The non-linearity of intensity reproduction present in most imaging systems is described, along 

with its inverse, by the power functions:
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(a) Original Lena. (b) Corrected Lena with ap
plied gamma = 0.5.

(c) Corrected Lena with ap
plied gamma = 2.0.

(d) Original Lena with correc
tive gamma = 0.9.

(e) Corrected figure 3.19(b). 
Estimated gamma = 0.53.

(f) Corrected figure 3.19(c). 
Estimated gamma = 2.0.

Figure 3.19; Blind gamma correction - synthetic results.

q{x) =  

( f \ x )  =

(3.10)

(3.11)

where x  G [0,1] corresponds to the pixel intensity, and 7  is the gamma factor. The value of 
gamma may not be constant for a single piece of imaging equipment, for example many digital 

cameras continuously alter their gamma factor as the scene before them changes. The subject 

of gamma in relation to imaging systems is covered in detail by Poynton [1].

Farid [44] describes a method to determine the amount of required gamma correction in the 

absence of any calibration infomiation for the original imaging device. Appendix C contains 
a brief description of some of the factors involved. Figure 3.19 shows the effect of a large 
correction.

3.7.2.7 Multi,scale retinex

H um an p ercep tio n  e x c e ls  at c o n str u c tin g  a v isu a l rep resen ta tio n  w ith  v iv id  c o lo u r  and deta il 

a cro ss the w id e -r a n g in g  p h o to m etr ic  lev e ls  du e  to lig h tin g  va r ia tio n s . In ad d itio n , hum an v is io n
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computes colour so as to be relatively independent o f spectral variations in illumination, i.e. it 

is colour constant [45]. Recorded images, typically from film or electronic cameras, suffer from 

a lack of detail and colour as light levels drop within shadows or as distance from the lighting 

source increases. The appearance o f colour in recorded images is also strongly influenced by 

spectral shifts in the scene illuminant. To improve the appearance of colour images to the human 

eye compression and colour constancy are necessary.

One way to describe the perception o f lightness and colour by the the human visual system 

is Land’s retinex [46]. Land makes a grey-world assumption that requires that the average 

reflectances in the scene are equal in the three colour bands. Land’s retinex simultaneously 

achieves dynamic range compression and colour indépendance from the spectral distribution of 

the scene illuminant.

The single scale retinex filter is written as [47]:

Ri{x,y)  =  log I i {x,y)  -  log [F{x,\j)  * Ii{x,y)]

where the suffix i refers to the spectral band, i.e. red, green or blue. R{x^ y)is the retinex out

put, Ii{x^ y) is the image intensity, Fi{x, y) is the surround function, and * denotes convolution.

F { x , y ) = K e - ^ ^ / ^ ' '  (3.12)

where c is the Gaussian surround space constant r  =  y/x"^ -h y “̂ and K  is selected such that :

Y ^ ' ^ F { x , y )  =  1
X  y

This filter can be applied simultaneously at a range o f different space scales.The multiscale 

retinex (MSR) output is defined as [45]:

N

n — \

where N  is the total number of space scales and is a weighting factor for each o f the space 
scales. In the multiscale approach the space surround constant c in equation (3.12) is replaced 

by Cn. In practice three space scales (c =  15,80,250) have been used and their weighting 
factors lü^are all set equally to Vs. Prior to addition the retinex output for each space scale is 

clipped of some of its highest and lowest values and the remaining values scaled on the range 

[0,255], see equation (3.5). This means that a uniform gain and offset transform is applied to all 

the pixels in the image. The retinex output values are plotted in a histogram and a small fixed 

percentage o f values are clipped from either end of the plot.

3.7.2.8 Example globally enhanced images

Figure 3.20 shows examples of globally enhanced images, the processing was performed on 

greyscale images only. This figure shows the effect of mean field subtraction, histogram equali

sation, statisical differencing, homomorphic filtering and multiscale retinex filtering on a picture 
that is heavily cast in shadow.
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(a) Original scrap steel image cast in uneven 
shadow.

(b) Mean field subtraction. 121 x 121 pixel kernel.

(c) Histogram equalisation. (d) Statistical differencing.

£
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(e) Homomorphic filtering. (f) Multiscale retinex filtering.

Figure 3.20: Global contrast enhancem ent m ethod exam ples.



3.7. Contrast enhancement 70

3.7.3 Local contrast enhancement

Local methods of contrast enhancement commonly draw information, for use in enhancement, 

only from the neighbourhood in the immediate vicinity of the current pixel, as opposed to 

the global methods (described in the previous section) that can use global information about 

the image. Their primary use is in increasing the contrast in an image between adjacent pixels 

rather than compensating for global contrast defects such as illumination. The methods detailed 

in the rest of this section are all based primarily on the unsharp mask, which is described in 

section 3.7.3.1.

3.7.3.1 Unsharp masking

Unsharp masking is a technique for sharpening the edges in an image, by locally manipulating 
the contrast in an image. Typically, it is performed by adding a fraction of the high-frequency 

content o f an image back on to the original image. As the edge details o f an image are contained 
in the high-frequencies o f an image, which enhances the contrast o f the image locally, in effect 

sharpening the detail in the image.
If  the intensity o f a pixel at a location {x, y) in an image is denoted /(re, y),  and the high- 

frequency content of the image is written as u(rc, y),  then the enhanced image /(re, y) may be 
written as:

I ' {x , y )  = I { x , y )  - \ - \ v{x , y )  (3.13)

where A is a fractional value that controls the fraction o f high-frequency content added back on 
to the image. In general, the correction signal is clipped to lie within a certain range, this helps 

to avoid overshoots in the correction signal.

3.7.3.2 Basic unsharp masking
The details o f this method of image enhancement are readily available in most standard im
age processing textbooks [8,13,14]. The high-frequency component o f the image, as used in 
equation (3.13), may be simply approximated as:

v{x , y)  =  4/(rc,?/) -  I {x  - l , y )  -  I { x  + l , y ) ~  I { x , y  -  1) -  I { x , y  + 1) (3.14)

This basic method o f unsharp masking has two main drawbacks:

1. It perceptually enhances an image more in darker areas than in lighter areas (Weber’s 

law).

2. It enhances noise and digitisation effects in an image. This may lead to the generation of 

false contours in the enhanced image.

3.7.3.3 Quadratic Filters
An overview, with comprehensive references, of some of the work presented in this section, and 

of other non-linear image processing techniques, may be found in chapter 7 of [33].
The use of quadratic filters in place of the high-pass filters v{x,  y) in equation (3.13) was 

first proposed by Yu et al. [48] and Mitra et al. [49]. In 1993 Ramponi and Sicuranza [50]
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further altered the high-pass filter by including a cubic sharpening term and a simple linear 

smoothing term. This new filter was amplitude sensitive and had the effect o f smoothing small 

changes, interpreted as noise, and further amplifying large changes with the cubic term.

Descriptions o f a number of quadratic and higher-order filters are given in appendix D. 

Figure 3.21 illustrates the effects of the ten different local-enhancement filters described in 

appendix D. The algorithms described in this appendix are:

1. Teager-based filter

2. Cubic unsharp mask

3. Cubic mean-weighted unsharp mask

4. Edge-offset cubic unsharp mask

5. Mean-weighted edge-offset unsharp mask

6 . Novel product o f linear filters (PLF) unsharp masking

7. Normalised unsharp masking

8 . Rational unsharp mask

9. Adaptive unsharp mask

3.7.4 Contrast enhancement summary

3.7.4.1 Global methods
The global contrast methods are mainly useful for counteracting the effects o f non-uniform 
illumination o f a scene. Statistical differencing and mean-field subtraction were both found to 

perform poorly at this task. Histogram equalisation, although appearing to perform well, has 

been shown by Courtney and Thacker [51] to have a non-linear effect on any noise present in 

the image. Many image processing algorithms make assumptions about the statistical nature o f 

the noise in an image, so such a transformation is not always desireable.
Blind gamma estimation could be a useful technique to perform on an image that has 

known gamma problems. In the context of illumination compensation the method simply tends 
to lighten the whole image, rather than performing any dynamic range compression which can 

boost local contrast in lighter areas.

Both homomorphic filtering and the multiscale retinex method perform illumination field 

compensation. However, as the retinex method operates at differing space scales, effectively 

enhancing edges, it is better at locally improving contrast. Unfortunately, all the methods in the 

global enhancement section are sensitive to noise.

3.7.4.2 Local methods
The family of cubic unsharp mask methods can be seen to overly enhance any texture noise 

in an image. This negative effect can be reduced with judicious refinement of the intensity 
parameter A. This does exclude these methods from use as simple black-box enhancement 

methods. The novel-PLF, normalised and rational unsharp masks all add constructs to control
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(a) Original. (b) Basic unsharp mask. (c) Teager unsharp mask.

(d) Cubic unsharp mask. (e) Cubic edge-offset un- (0  Cubic mean weighted un
sharp mask. sharp mask.

(g) Cubic edge-offset, mean (h) Rational unsharp mask, 
weighted unsharp mask.

(i) Novel PLF unsharp mask.

(j) Normalised unsharp (k) Adaptive unsharp mask, 
mask.

Figure 3.21: Local contrast enhanced Lena im ages Details o f  the algorithms are discussed in ap
pendix I).
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the amount of enhancement that is performed at a given location. This means that they are less 

sensitive to noise and that the setting of the A intensity parameter requires less tuning. The 

adaptive unsharp mask not only has this reduced noise sensitivity, but also relieves the end-user 

o f the task o f setting the intensity parameter.

3.8 Image dejittering
To enable a VCR to accurately align the horizontal scan lines of an image, a synchronisation 

pulse is added to the beginning of each scan line. In order to rebuild the frame from these scan 

lines the VCR has to place all these synchronisation pulses at the same place in the frame. If 

the positions o f these pulses are not accurately determined, due for example to tape distortions, 

then each line will have an unknown horizontal displacement in relation to its adjacent lines 

and to its true position. This phenomenon is known as jitter and it can seriously reduce image 

quality. Figure 3.22 shows the effect of synthetic jitter on a scene, and figure 3.23 shows a 

frame digitised from a VHS source where real jitter is evident.

As well as poor recording, jitter may also be caused by hardware problems, e.g. variations 

in tape friction, deviations in the geometry of the headwheel and tapeguide mechanisms, and 
also imperfect bearings in the headwheel motor [52].

All reconstructed images from television recordings suffer from line-to-line jitter to some 
extent. If an all-digital recording chain is used then this jitter is typically very small (-2-3 ns). 
However with analogue recordings involving video tape, this jitter is significantly greater. With 

high-quality video tape and high-quality video cassette recorders (VCRs) the jitter is at most 

±0.5 pixel (-25ns), but with older VCRs and tapes that have been used for many recordings 
this jitter is often greater than ±1 pixel. If the video recording is particularly poor then the start 

o f every frame may also have a characteristic distortion, known as skewing, that causes tearing 

o f many tens o f pixels.

Unless removed, this line-to-line jitter or tearing has a striking detrimental effect on the 

high-frequency content o f the digitised images and seriously degrades the performance o f any 
subsequent image processing algorithms that are applied to the images. Surveillance recording 

using closed-circuit television (CCTV) is one area where line-to- line jitter effects are often 

seen: many video recordings are rendered useless for subsequent image analysis due to the 

presence o f jitter.

3.8.1 Methods of dealing with jitter

Several techniques have been devised to remove the effect o f the line-to-line jitter that results 

from the playback o f video recordings. These include hardware solutions such as time-base 

correctors (TBCs) and software solutions. The operation o f TBCs is covered in section 3.8.7. 

The remainder o f this section deals with software solutions to the problem of jitter.

As well as the problem o f inter-line jitter, where a line is shifted rigidly in relation to 

its neighbours, there is also the problem of intra-line jitter, where a line may be warped non- 

linearly as well as displaced. Intra-line jitter occurs as a result of varying speed in the playback 

head of a video tape player (VTP).

Two methods for software dejittering have already been described in the literature. The 

first, by Kokaram [53], is described in section 3.8.4 and works by building an auto-regressive
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(a) Original image. (b) Synthetically corrupted image.

Figure 3.22: Original and artificially jittered Lena  image.

ü

Figure 3.23: An exam ple o f  real Jitter from a VH S source. Image from [40].
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model o f the image to be dejittered and realigns the image by minimising the difference between 
the AR model and the corrupted image. The second, by Houghton et al. [54], is described in 

section 3.8.5 and uses correlation as a measure of the similarity between adjacent image scan- 

lines to estimate their relative displacements. A simple correlation-based dejittering algorithm 

is also used for comparison. Two new approaches to dejittering, one independent o f image 

content, and improvements to the Houghton algorithm are discussed in chapter 4.

3.8.2 Drift compensation

The Kokaram and Houghton algorithms make the assumption that the line-to-line jitter is uncor

related from line to line and has zero mean, they also rely on the content o f an image to estimate 

the scanline displacements. The structure o f the scene can influence the dejittering methods and 

can, to a greater or lesser extent, introduce a low-frequency component into the individual line 

shift estimates. The high-frequency component o f the shift estimates is the line-to-line jitter 

that the algorithms attempt to estimate, and can be recovered by removing the spurious low- 
ffequency drift component with a high-pass filter. The filter used in all the algorithms is the 

Hamming filter [14] and has the form given in equation (3.15) where N  is the number o f lines 
in the window.

S{x) = 0.56 - 0 .4 6  cos (3.15)

This low-frequency drift and filtering is shown in figure 3.24, where the circle symbol scatter- 

plot is the original shift estimates with the low-frequency drift still present. The solid line that 
passes through the original shifts is the low frequency component as estimated by a 31-tap 

Hamming filter, and the triangle symbol scatter-plot shows the shift estimates after the low- 

frequency component has been removed.

Filters o f different sizes were used in different algorithms. The window size depends on 
the particular characteristics o f the algorithm and the structure of the dejittered image, but is 

typically-1 2 -3 1  pixels wide.

However, there is a problem with performing drift compensation. If  in a region o f the shift 

signal the Hamming filter over or underestimates the low-ffequency component o f the shifts 

then although the high-frequency jitter will be removed there will be an common line shift from 

the original image in this region.

All the algorithms in this document whose operation is based on the image content require 

some method o f filtering. As the Kokaram algorithm used the Hamming filter described above 

and Houghton did not mention the type o f filter used, the author decided to use this filter for 

all other algorithms as well. The only difference in implementation was that the filter size 

was tuned to the characteristics o f each o f the algorithms. For example, the Hodgetts-Roscoe 

algorithm described in chapter 4 requires less filtering (in some cases none) than the other 

methods here - where filtering was necessary a smaller kernel (~15 taps) than the Kokaram 

algorithm was used.



3.8. Image dejittering 76

Shift estimate filtering
Hamming w indow  - 31 pixel width

• Original shifts 
Sm oothed shifts 
Filtered shifts

■a

a

I<

-20
200 250100 150

Line

Figure 3.24: Example o f  using a 31-tap Hamming filter, on a set o f  line-to-line jitter displacem ent 
estim ates, to remove the system atic drift associated with the im age structure.

3.8.3 Correlation

3.8.3.1 Two dimensional template matching

The standard measure of cross correlation in two-dimensions is well known [8 ]. This measure 
is used for finding matches of a subimage w{x, y) within an image f { x , y ) .  The correlation 
function where {s,t) are the coordinates of the centre of the subimage, is calculated
using the following equation:

- S , y - t ) - w ]

c{s, t) —
X  y

(3.16)

YY  %/) -  2/)] ̂  YY -  S , y - t ) -  w f
X y X  y

where s =  0 , 1, 2 , . . . ,  M ; t = 0 , 1, 2 , . . . ,  N ; and w is the average value of the pixels in 
the subimage w{x,y) ,  f { x , y )  is the average value of f { x , y )  in the region coincident with 

the position of the subimage. The coordinates used in the summations are common to both 
the image and the subimage. The resulting correlation score lies in the range [—1,1] and is 
independent of changes in amplitude of the image and subimage.

Perfomied in this fashion correlation is numerically a very expensive operation. Sun [55, 
56] has proposed a method for performing fast-cross correlation which can be used to increase 
the performance of any algorithms using correlation.
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3 .83 .2  One-dimensional correlation

One obvious way to estimate the relative displacement between a pair of adjacent scanlines is 

to use correlation. This method o f correlation can easily be simplified to deal with the one

dimensional case by performing the summations in only the x  o r y  dimensions. In this instance 

a ID template is correlated against a line o f an image. A correlation map is generated by 

calculating the correlation score for the tempate at different postions along the length o f the 

line. This process is identical to signal matching.

3.8.3.3 Cumulative shifts

If  this simple correlation is carried out for all lines in an image or field, then rather than obtaining 

a set of absolute line shift estimates, one obtains a set o f relative line shifts. Hence, assuming 

that the first line (line zero) in the image is correctly positioned, to determine the shift o f line 
three, for example, it is necessary to sum the relative shifts from lines 0  1 , 1 2  and 2  <—

3. To turn the set o f relative shifts into a set o f absolute line shifts a running sum is calculated 
from the top line o f the image, after fixing the absolute shift o f the top line to equal zero.

3.8.3.4 Example dejittered images

Figure 3.25 shows the effect o f simple correlation-based dejittering applied to a synthetically 

jittered image.

3.8.4 Kokaram dejittering algorithm

In 1993 Kokaram [57] described a dejittering algorithm which significantly improved image 

quality. This Kokaram algorithm has since been subsequently refined and improved [40,53]. 
Although extremely effective, this algorithm suffers from a significant limitation - it is com
putationally very expensive. For example, to process one digitised CCTV frame (768 x 576 

pixels) takes approximately thirty-seven minutes per frame on a IGHz Pentium III PC. Addi
tional code optimisation may possibly improve this time, see section 3.8.4.2, but it is unlikely 

that the Kokaram algorithm could be made to run in real or near-real time on single-processor 

PCs or workstations. Furthermore, because the Kokaram algorithm requires large amounts o f 

memory (> 1 0 0  Mbytes), this would hinder the use o f dedicated digital signal processing cards 
(DSPs) to achieve near-real time operation. This has practical implications for those who need 

to maximise the information retrieval from video recordings from surveillance cameras.

The Kokaram method tries to minimise the difference between the degraded image and a 

two-dimensional auto-regressive (2DAR) model based on this degraded image. This minimi

sation is achieved by shifting the lines of the image horizontally until the processed image and 

the model are most in agreement. The algorithm also uses a multi-resolution pyramid, typically 

with two levels, to further improve the convergence o f the line shift estimation process.

Kokaram’s method is based on minimising the difference between the degraded image 

and an auto-regressive model based on this degraded image. This minimisation is achieved by 

shifting the lines of the image horizontally until the processed image and the model are most 

in agreement. A full description of the Kokaram algorithm may be found in [40]. However, 

to provide the reader with an understanding of its operation, a brief outline is presented below. 
The assumption is made that the image can be described by a two-dimensional auto-regressive 

(2DAR) model:
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%

(a) Original Lena image. (b) Synthetically jittered Lena image.

(c) Simple correlation based dejittering. (d) Simple correlation based dejittering with drift 
compensation.

Figure 3.25: Sim ple eorreiation based dejittering.
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Figure 3.26: Causal and anti-causal support regions used in the Kokaram dejittering method.

/ K  ?/) = ^ a k { x , y ) I { x  +  Sy -  Sy^qv.y + ql) + e{x,y)  (3.17)
A := l

where: I{x^y)  is the greyscale intensity of the image, %(.T, are the model correlation co
efficients, q{h,k)  denotes a horizontal (/?,) and vertical (&) offset, Sy is the shift of the y ’th 

line relative to an arbitrary datum, e{x, y) is the model error compared to the true image value 
/(.t:, y). The process for estimation of the AR coefficients is detailed in [40].

A support region for the model is defined by the set o f offsets relative (-15 taps) to each 

pixel, qk = Wkidl ) -  This support may have an arbitrary shape around the predicted pixel at 
location (.r, y) and has N  pixels. The model has to take account of the line shifts in the jittered 
images, and this is dealt with by the variable which is the absolute shift of line ??,. The 

relative shift between two lines, .%j -  Sy^j ,  may be written more succinctly as Moving
all of the lines in the image by an amount -.s,, would ideally result in the original image, 
given that the estimates of the displacement are accurate. A typical support region is shown in 

figure 3.26.

By assuming that the relative displacement between lines is small, and that the AR coef

ficients are known, a Taylor series expansion and rearrangment of equation (3.17) enables the 

line displacements to be estimated. Kokaram showed that it is possible to obtain a series of 
progressively-improving estimates of the absolute s h i f t f o r  each line, starting from an initial 
estimate .s", by using the following relationship:

/c=l

^ a k { x , y )  [{iiy -  Uy +q i ) ^ I { x  + T Sy -  Sy^qV,y +  ql) +  ( ) {x, y  +  g%)] +  e{x,y)
A := l

(3.18)

Here, denotes the update to the displacement, such t h a t +  ?/„. The left-hand 
side term may be thought of as the current measured prediction error, z{x,  y),  given the current 

estimate, i.e. the difference between the current best estimate of the image at position [x,y),  
and the predicted value of the model at the same point. The first term on the right-hand side 

involves a weighted horizontal gradient of the image and is denoted G in what follows. The 
assumption is made that the higher-order tenns in the expansion (the (2 (. . . ) temis) and the 

model error term e [ x , y )  behave like additive Gaussian noise.

Observations of the model prediction errors and the horizontal gradient may be made along
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any one line, giving a set of equations involving the update displacements yy,y+qi ■ The set of 

equations (3.18) may be written in a vector form as z =  G u  +  v  and may, and in fact should 

be, assembled for more than one line at a time. A Wiener estimate [40] is used to solve for an 

estimate o f u  , called u, and has the form:

u =
-1

iT  T) — 1G  H— Y
^ U U  J

where R  is the correlation matrix of the random vector that, for reasons detailed in [40], is 

diagonal and contains the variances of the current model prediction error.

3.8.4.1 Implementation details

To increase the stability and the convergence of the AK algorithm it is necessary to solve for 

several lines at one time. In the present work, 64 lines were solved for simultaneously (this 

was Kokaram’s chosen value). The AR coefficients are re-estimated at each iteration, using the 

Normal equations and the current estimates for the line shifts. A vertical median filtered ( 5 x 1 )  
image is used in the AR coefficient estimation to reduce the effects o f image noise. The image 

is assumed to be homogeneous over small regions and so the AR coefficients are estimated for 
blocks o f size 32 x 32, and are then used at every point within this block. These blocks are tiled 

horizontally across the image, but are overlapped horizontally 2 : 1  to increase the stability of 
the algorithm. The causal support region consisted o f a block of dimension (3 x 2) pixels, 

centred on the pixel to be estimated and situated one line above. To further increase the stability 
of the algorithm an anti-causal support region was also used at the same time in the estimation 

process. The anti-causal support is defined to be the exact mirror of the causal support. This is 

achieved by defining [z^z%^]^ and [G ^ G ^ ]^ , where the suffixes c and ac refer to the causal 

and anti-causal supports respectively . Kokaram also used a process similar to unsharp masking 

to increase the image contrast.

The algorithm is run iteratively until convergence at each level o f an image pyramid (typ
ically 2 levels). The estimation process introduces a low-frequency component into the shift 
estimates, because the algorithm carmot distinguish a wavy line that is an image feature from 

one that is the result of jitter. This mean trend is removed by means o f a 31-tap Hamming win

dow filter (see section 3.8.2) as it is assumed that the line-to-line jitter values are random and 

do not have any systematic trend.

3.8.4.2 Complexity of Kokaram algorithm

Equation 3.19 is the heart of the Kokaram dejittering algorithm, hence it is the major bottleneck. 

If the image is M  pixels wide and N  lines are solved for simultaneously then the quantities in 

equation 3.19 have dimensions as shown in table 3.2.

The factor 2 in the dimension 2 M N  comes from solving the causal and anti-causal case simul

taneously. The matrix RjfJ is a diagonal matrix, with the same dimensions as that has the 

diagonal elements o f raised to the power — 1 .

By defining the quantity F  =  G ^ R “J , equation 3.19 may be re-written as:

u F G
1

F z  (3.20)
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Quantity Rows Columns Notes
Û M 1 column vector
G 2 M N M sparse matrix
G^ M 2 M N sparse matrix
Run 2 M N 2 M N diagonal matrix
O’uu 1 1 scalar quantity
Z M 1 column vector

Table 3.2: Quantity dimensions for the Wiener solution to the Kokaram algorithm.

Step Operation Resultant matrix size Complexity
F  = (M ,2 MAT) X { 2 M N , 2 M N ) (M ,2 MW) 2M '^N

{ F } G (M , 2 M N )  X { 2 MN ,  M ) (M ,M ) 2M '^N

{FG } +  î à : (M , M ) +  scalar (M , M ) M'^

{ f G  + (M ,M )

{ [ f G  +  ^ ‘ |{ F } (M , M ) X (M , 2 M N ) (M, 2 M N ) 2 M ^ N

{ F G  +  ^ ~ ' f | z (M ,2M W ) X (2M7V,1) (M .l) 2 M ‘̂ N

Table 3.3: Steps required to solve Kokaram’s Wiener solution. The complexities of the operations are 
also shown. A quantity in {} shows the result of a previous calculation. Matrix dimensions are shown as 
(number of rows, number of columns). Note that is a diagonal matrix.

which, by pre-calculating F , allows û  to be determined using the steps shown in table 3.3. As 
Rvv is a diagonal matrix the first step in table 3.3 can be heavily optimised: it is the optimised 

complexity that is given in the table. However, the result o f this step is a dense matrix and as 

such so are all the remaining resultant matrices. This means that further optimisation o f the 
Wiener solution calculation is not possible, even though G  is sparse. The sparseness o f G  

is related to N ,  the number o f lines solved for simultaneously, their relationship is shown in 
figure 3.27. If R^y were not a diagonal matrix then this whole calculation would be intractable. 

Typical image dimensions and algorithm parameters give values of M  =  64 and N  =  768. If  

Ryy were dense then storage and inversion o f a matrix o f size 98304 x 98304 elements would 

be necessary.

The overall complexity o f the algorithm when solving a non-overlapping block o f M  lines is 

0 { A M ^ N  +  4M^AT +  M^) .  These complexities are for one block o f M  lines only. If  the image 

is square, with a height of N lines then an additional multiplicative factor of N / M  should be 

added. This makes the overall complexity of the Kokaram algorithm equal to

O [ 4 M^ N  +  4M ^ A  +  M^] ^ - O  {AkM^^N^)  as M  <  A

where k is the number o f iterations o f the algorithm performed. As M  is generally a fixed value, 

when operating on different images the execution time of the method scales with the square of 

the width of the image. This is shown later in this chapter in table 3.4 which contains execution 

times for all the dejittering algorithms described in this chapter.
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Figure 3.27: Relationship between the sparseness of the matrix G, to the number of lines M, solved for 
in the Wiener solution used in the Kokaram dejittering algorithm.

3.8.5 The H oughton dejittering m ethod

In 1995 Houghton et al. [54] proposed a method of reducing line-to-line jitter in video record

ings. For brevity this algorithm will be refered to as the Houghton method. The technique was 

implemented in hardware as a custom VLSI device. However, it is easy to replicate in software. 

The algorithm is a non-iterative, causal technique that has a small memory overhead and low 
computational cost. The algorithm was designed to be used in line with the VCR output signal.

3.8.5.1 Principle of operation

Full implementation details may be found in Houghton et al. [54]. The principal assumption of 

the algorithm is that the inter-line jitter between adjacent lines in the image is not greater than 
the inter-line correlation length.

The displacement o f the line is based on a simple neighbourhood calculation whose origins 

are based in algorithms for estimating optical flow in images [58].

Consider a single scanline in an image that is simply a linear intensity ramp, figure 3.28. 

A displacement o f this scanline to the right will cause all the pixels in the line to undergo a drop 

in intensity. Likewise a shift to the left will cause the pixels values to rise. If the ramp were to 

have a negative gradient then the opposite effect on the pixels would be true. I f  the ramp were 

consistent across two adjacent lines of video then it would be possible to estimate the relative 

displacement between the lines.

To estimate the displacement of two adjacent lines it is necessary to look at two pairs of 

neighbouring pixels across two adjacent lines. This is shown in figure 3.29. If /  is the pixel 
intensity then the horizontal image gradient is given by equation (3.21), and the average vertical 

gradient by equation (3.22). The letters P,Q,R, and 5" in equations (3.21) and (3.22) represent
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Figure 3.28: Linear intensity ramp. From Houghton et al. [54].

the greyscale intensity of the pixel with the same letter label.

horizon tal

v e r tic a l

Figure 3.29: Houghton algorithm set-up. Four p ixels across two lines.

(3.21)

V =  +  (I/P ixe,s) (3.22)

In an unspecified way, Houghton [54] combines the two gradients calculated in equa

tions (3.21) and (3.22) to give equation (3.23), the estimate of the relative displacement, Z9, 

between the lines at this point.

V
(ID =  — (Pixels/Line) (3.23)

One estimate of the displacement is insufficient to accurately determine the displacement 
of the lines. It makes sense, therefore, to repeat this calculation at all points along the line and 
to combine the results in the following way to give the total line displacement, where n is the 
number of pixels in a line;
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Method \ Image size 128 X 128 256 X 256 512 X 512 768 X 576
Simple correlation 0 . 0 1 0.03 0 . 1 0 0.17
Kokaram method 58 241 1070 1862
Houghton method 0 . 0 0 2 0 . 0 1 1 0.045 0.076

Table 3.4: Dejittering algorithms execution times in seconds.

n—1

D  = i=l
n —l (Pixels/L ine) (3.24)

2 = 1

Equation (3.24) is based on algorithms used in signal tracking [59]. It is also noted in the 

description o f the algorithm that it may be beneficial to calculate multiple values per line, e.g. 

a running average, to allow for correction o f intra-line jitter caused by variations in tape head 

speed during playback.

The structure o f the image content adds a systematic trend to the estimated line displace
ments. As it is believed that the line-to-line jitter is often random it is permissable to high- 

pass filter the estimated displacements to remove the drift component introduced by the scene 
content. In our implementation o f the Houghton algorithm a Hamming filter was used, see 

section 3.8.2.

3.8.6 Sam ple results

Figure 3.30 shows a synthetically jittered Lena image and the corresponding dejittered images 

obtained from the Kokaram and Houghton algorithms described above. Each line in the image 
is jittered by an amount randomly selected from the range [—2.5,2.5]. Figure 3.31 shows, for 

25 lines, the actual line shifts and the estimates from the Kokaram and Houghton methods. The 
Kokaram algorithm can be seen to accurately estimate the line shifts to within a fraction o f 

a pixel. The Houghton method, although correctly estimating the direction o f the line shifts, 

consistently underestimates the magnitude of the shifts. With the Houghton algorithm, in cases 

were images had large relative scanline displacements (>  3 pixels), discontinuities sometimes 

formed in vertical structures in the resulting processed image. This is believed to be as a con

sequence o f the algorithm only being able to detect shifts of up to approximately one pixel.

Table 3.4 shows the approximate execution times, in seconds, for the three dejittering 

algorithms. As can be seen the Houghton algorithm is computationally very light, whereas 

the Kokaram algorithm is computationally very expensive. This relative performance of the 

two methods is reflected in these timings. However, the Kokaram algorithm takes too long 

to be considered for interactive use by an end-user o f a dejittering system, and although the 

Houghton algorithm runs in near-real-time, it is only suitable for estimating small relative line 

shifts. Chapter 4 addresses these deficiencies.
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(a) Synthetically jittered Lena image. (b) Original Lena image.

(c) Kokaram based dejittering result. (d) Houghton based dejittering algorithm.

Figure 3.30: Sample dejittering algorithms results for the case of synthetic jitter. The original, undis
torted Lena image is shown in figure 3.2(a).
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Figure 3.31 ; Sam ple dejittering line shift estim ate accuracies.

3.8.7 T im e-base  co rrec tio n

Time based correctors (TBCs) provide a hardware solution to the problem o f  inter-line jitter. 

The TBC hardware is either integrated directly into the playback mechanism o f  a videotape 

player (VTP) or is used in-line im mediately after the VTP.

One mode o f  TBC operation is to read the com plete field or frame into a digital memory 

array, and then read the field or frame scanlines out o f  the array at a fixed clock rate. A new 

synchronisation pulse is added to the signal and noise in the porches and blanking periods o f  the 

signal may also be reduced. This effectively realigns the image and hence removes the jitter. 

Alternatively a TBC may compare horizontal sync pulses to an average pulse supplied by a 

phase-locked oscillator, and, if  necessary, perform correction based on the difference between  

the two [52]. Instantaneous discontinuities are not always corrected for using these methods.

A disadvantage o f  using a TBC is that if  a frame has already been digitised or re-recorded 

then the original synchronisation pulses have been lost and there is no way for a TBC to dejitter 

the frame. The jitter is effectively coded into the frame. This is where software, such as post

processing algorithms, com es into its own. There is no reason why these algorithms cannot be 

used in conjunction with the TBC in cases o f  severe jitter, effectively allowing two attempts to 

dejitter the image.

It difficult to determine exactly how much jitter is present in a video image if  it is not 

synthetically jittered. Figure 3.33 shows part o f  an original scene both before and after being 

passed through a TBC. Running the Hodgetts-Roscoe algorithm (see section 4.3.4) improves



3.8. Image dejittering 87

the alignment of the scanlines in this scene, showing that there is still some residual jitter in the 

scene that is not corrected by the TBC.

3.8.7.1 Comparison with post-processing algorithms

To compare the performance o f the hardware TBC and the software dejittering a series of frames 

was digitised from a video source both before and after miming them through a TBC?. The 

before stills were then mn through the software algorithms and their outputs compared with the 

after stills from the TBC.

As the stills used in the comparison are from actual video footage there is no way to ascer

tain accurately what the jitter was on the original image when it was digitised. The comparison 

is therefore more subjective than quantitative.

The same framegrabber was used throughout this analysis for consistency. It is thought 
that the framegrabber may perform some form of time-base correction itself, although details 

are not available from the manufacturer.

3.8.7.2 Analysis

The equipment used in this analysis was:

•  Osprey 100 framegrabber.

•  Snell and Wilcox 24T time-base corrector.

• Panasonic AG7500 video tape recorder.

• Gmndig VGl 100 test signal generator:

-  Cross and dots pattern

-  Graduated ramp - solid bars o f increasing intensity

Testcharts It is difficult to determine exactly how much jitter is present in a video image if it is 
not synthetically jittered. The use o f testcharts with known geometry and strong vertical edges 

allows this jitter to be estimated with some accuracy. Several frames were grabbed to determine 

the effect of the analysis equipment detailed above on a video signal, and to see the effect o f the 
framegrabber on the signal. The following equipment set-ups were used:

1 signal generator framegrabber

2 signal generator TBC framegrabber

3 signal generator VCR
4 VCR framegrabber

5 VCR TBC framegrabber

Where the VCR is the final piece o f equipment in the chain it was used for recording 
the testchart signal, where it is the first it was used for playback of the recorded image of the 

testchart.

As would be expected there is no visible jitter present in the images grabbed using equip

ment set-up 1 and 2. The introduction of the TBC into the signal chain merely offset the image 

^Thanks to Simon Walker o f PSDB, Sandridge, for his assistance with this work.
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(a) Signal generator 
framegrabber. Set-up one.

(b) Signal generator -4 TBC 
framegrabber. Set-up two.

(c) VCR 
up four.

framegrabber. Set- (d) VCR -4 TBC 
framegrabber. Set-up five.

Figure 3.32: TBC testchart sam ples. 85x85 pixels crops from full frame.

slightly to the left, there was no appreciable degradation o f  the signal. Cropped sections from a 

still from set-ups 1 and 2 are shown in figures 3.32(a) and 3.32(b).

Set-up 3 was used purely to make an analogue recording o f  the testcharts in an attempt to 

introduce some jitter into the signal.

Set-ups 4 and 5 used the recording made in set-up 3 as the testchart signal source. It was 

hoped that on playback o f  the video recording appreciable jitter would be introduced into the 

signal. Unfortunately this was not the case and the recording served only to degrade the fre

quency content o f  the signal, smearing out the lines and dots in the testchart. Any jitter present 

was smaller in magnitude than the extent o f  this smearing. This also meant that detem iining the 

effect o f  the TBC on the recorded signal was not possible. Cropped sections from a still from 

set-ups 4 and 5 are shown in figures 3.32(c) and 3.32(d).

The dejittering algorithms were not run on these images as they contained no perceptible 

jitter. The Kokaram algorithm also fails to execute on these images. The large areas o f  uni

form greylevel mean that the estimation o f  the auto-regressive model coefficients, necessary for 

Kokaram dejittering, is not possible.
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3.8.7.3 Real jitter examples

It is virtually impossible to grab exactly the same frame when attempting a comparison between 

several equipment set-ups. As a result, the frames compared pre/post time-base correction in 

this comparison study may not be identical. Simply pausing the video is not sufficient here, as 

the VCR may not be outputting the full frame, but instead only a single field. More importantly, 

the TBCs do not operate correctly with a paused video signal.

The same equipment set-up was used as for the testcharts in the previous section above. 

The VCR was used to playback the image straight into the framegrabber or via the TBC. The 

resulting frames were then passed to the dejittering algorithms to see if any further improvement 

in image quality could be obtained.

This comparison study demonstrates the problem of recorded-in jitter. The TBCs only use 
the porch information (see section 4.3.5 for further details) to dejitter the frame. This means 

that there is no way for them to remove this jitter, as the horizontal synchronisation pulses are 

all perfectly formed and hence no dejittering is performed. This clearly demonstrates the utility 
o f the algorithms presented in this document. If  an n-th generation copy o f a video recording is 
used there is a chance that while the porches are well-formed there may be residual recorded-in 

jitter present in the frame.

Figure 3.33 shows sample cropped sections o f processed frames. Figures 3.33(a) shows a 

frame digitised straight from the video (set-up 4). This gives an impression o f the level of jitter 

present in the scene; there is also slight interlace tearing present in the frame. Figure 3.33(b) 

shows a frame that is a close neighbour of figure 3.33(a) and has been passed through a TBC 

prior to digitising (set-up 5). This region shows the effect of the TBC on the jitter present 

in the image. Figure 3.33(c) shows figure 3.33(b) after processing with the Hodgetts-Roscoe 

dejittering algorithm.

There is some further jitter reduction, over and above that performed by the TBC, in some 

parts o f the image, as shown in figure 3.33(b). However, the algorithm did introduce some 

further errors into some regions o f the image. In the lower portion the arm in the picture shows 
jitter reduction over the TBC, but the shoulder shows a deterioration in image quality owing to 

jitter introduced by the algorithm.

Another example containing real jitter is figure 3.34, which shows a m an’s leg by a shelf 
in a supermarket.

This shows that the dejittering algorithms are o f use even after using a TBC on a video 

signal, especially in the case of recorded-in jitter. Howver, the algorithms do have their lim
itations, and in certain instances their application can prove detrimental to image quality. As 

a result, it is sometimes preferential to dejitter just the region of interest, and not to treat the 

frame as a whole.

3.8.7.4 Interlace tearing

The dejittering algorithms appear to have little effect on local interlace tearing in the scene. It is 

thought that the strength o f  correlation along the rest o f  a scanline with its neighbours stops the 

tearing from significantly affecting the displacement estimation. Not all o f  the algorithms look 

for line displacem ents o f  greater than two or three pixels; any interlace tearing greater than this
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will show up as a line region mismatch and hence have a low correlation score.

3.8.8 Dejittering summary

It was noted that the Kokaram algorithm, while giving good performance, is too computation

ally expensive to be o f practical use in near-real-time, offline, post-processing o f CCTV footage. 

The Houghton algorithm is computationally light and useful for real-time processing but is in

capable, in its present incarnation, of accurately estimating large line displacements. The use of 

TBCs is shown to make the point that although hardware solutions are available to reduce the 

effect o f jitter, if  jitter is recorded into an image then post-processing is still a useful operation 

to perform.

3.9 Chapter summary
This chapter has reviewed and compared algorithms, relevant for CCTV restoration, for image 

deblurring, noise reduction, enhancement of contrast, and dejittering.

A method for image deblurring was chosen that allows the user to interactively estimate 

the PSF that has blurred the image. This was necessary as the blurring PSF is almost always 

unknown with CCTV footage, and many blind-deconvolution methods require full or partial 

knowledge of its form. Although requiring user intervention, meaning that it cannot be used 

as a black-box method, satisfactory results can be obtained in minutes unlike with some blind 
deconvolution methods.

No satisfactory method was found for removing Gaussian noise for an image, a simple 

mean filter will have to be used where this type of distortion is prevalent. For random-valued 

speckle noise the SD-ROM filter was chosen because its selective restoration means that good 
noise restoration can be made without overly smoothing the image. A complete, non-temporal 
method for either partial or whole line dropout restoration was described. The SD-ROM was 

found to be a suitable method for the initial detection stage o f a line-dropout method.
Aside from its noise sensitivity, for removing effects such as large variations in illumi

nation the multiscale-retinex method was found to be ideal. Many methods of local contrast 
enhancement were described. The adaptive unsharp-masking method was shown to perform 

better than alternative methods. This algorithm automatically tunes the level o f enhancement, 
depending on the local image content, while also attempting to minimise enhancement o f noise. 

A method for automatically gamma-correcting an image was also described.

Two dejittering algorithms were described and briefly compared to hardware solutions to 

the problem of line-to-line jitter. The Kokaram algorithm, although an excellent performer, was 

shown to be computationally very expensive. The Houghton algorithm, though computationally 

very light, was shown to be less capable than the Kokaram method of accurately estimating large 

relative line displacements. A method that has similar performance to the Kokaram algorithm, 

whilst having a complexity similar to that of the Houghton method is described in chapter 4.
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Figure 3.33: TBC real jitter sam ples. 145 x  260 p ixels cropped from a full frame.
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Figure 3.34: TBC real jitter samples. 100 x 100 pixels cropped from a full frame.



Chapter 4

New pre-processing methods

4.1 Introduction

This chapter presents new image pre-processing work carried out by the author. A new noise- 

damping illumination compensation algorithm is described in section 4.2 and new work on 

dejittering is described in section 4.3.

The dejittering work presents two new methods for performing line-to-line dejittering, 

and the Houghton dejittering algorithm, previously described in section 3.8.5, is modified in 

order to greatly improve its performance. The problem o f intra-line jitter, or warping, caused 

by variations in tape playback speed, for example, is investigated in section 4.4. Algorithms 

typically used in stereo imaging applications are used for investigating intra-line jitter, as is a 
modified version o f the Houghton algorithm.

4.2 Illumination held compensation

The author and his supervisor devised a method (FR method) for adjusting the illumination 

component o f a digitised image while simultaneously suppressing the effect o f noise. The 

method is, in part, inspired by the multiscale-retinex method described in section 3.7.2.7. The 
addition o f a noise-damping component into the algorithm most differentiates the approaches o f 

the two algorithms. An example o f an image that could benefit from illumination compensation 

is shown in figure 4.2(a), and for the purpose of comparision, the result o f the multiscale retinex 

method is shown in figure 4.2(b) along with the output using the algorithm described below. 

This technique was developed from earlier unpublished work on sorting scrap metal, hence the 

somewhat unusual choice o f image in this section. The technique is tested against a much larger 

data set in chapters 5 and 6.

The algorithm combines results from several different space scales. The same procedure 

is carried out at every point in the image. The first step in this algorithm is to subtract the local 

mean from the current pixel. The local mean I  is simply the mean intensity calculated over a 

local neighbourhood centred on the current pixel (z, y). The pixel values o f the neighbourhood 

are weighted by a Gaussian, with standard deviation o^eight » again centred on the current pixel, 

and the extreme weighted intensity values Imin and Imax found. The neighbourhood is square 

with length a ■ 0-weight, where a ~  5. The range of intensity in this weighted neighbourhood 

is then defined as =  Jm,ax ~  Imm- This range value r is then used to scale the new value of
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the current pixel as:

The form o f the control function c(r) is set using an estimate of the level o f noise present 

in the image, and has the following form:

c(r) =  A
, ( - r ^ / 2 ( T n )

(4.1)

where an is the standard deviation o f the noise, and A  = 2.216 - (%. A  is a normalisation factor 

which ensures that the maximum amplification is independent o f and is equal to one. This 

normalisation factor is found by differentiation o f equation (4.1), and is detailed in appendix E.

The control function, shown in figure 4.1, is intended to provide: little amplification for 

very small greylevel changes, as they are likely to be caused by noise; high amplification for 

regions where the contrast is low, but greater than that o f the noise; and low amplification in 

regions that already have significant contrast. Finally, the greylevels in the image are rescaled 

onto the range [0,255] restoring the DC component o f the background.

By combining the results o f running the filter at several spacescales (using different values 

of (Tweight), illumination field removal, noise reduction and local contrast enhancement are per
formed. Smaller scales tend to focus more on the local detail o f the image, while larger scales 

focus on the gross scale of the image.

control function: o . = 3.00
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Figure 4.1 : FR illum ination com pensation control function.
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(a) Scrap steel cast in uneven shadow.

» -

’>  t

(b) Scrap steel image processed using the retinex method, as 
described in section 3.7.2.7.

(c) Scrap steel image processed using the FR method.

Figure 4.2: Original and retinex processed scrap steel im ages.
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4.2.1 Results
Figure 4.3 shows the effect o f  the FR illumination compensation algorithm when applied to an 

image at several space scales. The smaller space scales can be seen to enhance the edges present 

in the scene, whereas the larger scales have a greater effect on the gross structure o f  the image.

I ’

(a) Scrap image proceessed using the FR illumi
nation compensation method, rr^eight =  5.

(b) Scrap image proceessed using the FR illumi
nation compensation method, rr^eight —

$

(c) Scrap image proceessed using the FR illumi
nation compensation method, rr^eight ~  ^0.

(d) Scrap image proceessed using the FR il
lumination compensation method, rr^eight ~
3- 15.

Figure 4.3; The effect o f  the applying the Forshaw illumination com pensation algorithm to figure 4.2(a) 
at several space-scale resolutions.
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4.3 Image dejittering
4.3.1 Introduction

Firstly in this section, the improvements to the Houghton dejittering algorithm are developed. 

Secondly, two new algorithms for image dejittering are proposed. The first new method (the 

Hodgetts-Roscoe (HR) algorithm) is based on scanline correlation and uses the scene content 

to realign the image.

The Kokaram, Houghton and HR algorithms suffer from the limitation that the results are 

scene dependent. For example, diagonal lines in a image will tend to be turned towards the 

vertical, and strongly curved lines tend to be straightened. We therefore describe a second new 

algorithm (a scanline porch-fitting method) whose operation is not significantly affected by the 

structure o f any particular image. This method fits a curve to the image data at the beginning 

of each scanline and aligns based on the properties o f the fitted curves. This method is much 

faster than the Kokaram algorithm but is more limited in its application.

4.3.2 D rift com pensation

The Kokaram and Houghton algorithms make the assumption that the line-to-line jitter is un
correlated from line to line and has zero mean. However there is sometimes also a systematic 
component present in the jitter, known as skewing or drift. Dejittering algorithms that rely on 

correlation between neighbouring lines, although mostly very effective, produce results that 

vary with the image structure.

The spurious low-frequency drift in the jitter estimates can be filtered out with a high- 

pass filter, because as mentioned above, the high-frequency jitter signal is usually uncorrelated, 
additive and zero mean. We have used this filtering in the Kokaram, Houghton, and stereo- 
matching (section ??) dejittering methods. The HR algorithm optionally makes use o f the 

filtering, but for many images it was found that it was unnecessary.

There is a problem with performing drift compensation. If the filter over or underesti
mates the low-ffequency component of the shifts then, although the high-frequency jitter will 

be removed, there will be an common line shift from the true image in this region. The drift 
compensation procedure is discussed in section 3.8.2.

4.3.3 Im provem ents to H oughton algorithm

The Houghton algorithm was primarily designed for use as a postprocessing hardware solution 

to the problem o f jitter. This means that the algorithm is necessarily low in computational 

complexity.

To improve the performance o f the algorithm modifications can be made to the algorithm, 

namely:

• Increasing the number of pixels used in the gradient calculations;

• Making the algorithm run iteratively, with the output o f one iteration being the input for 

the next.

Increasing the number of pixels used in the gradient calculations was found to improve the 

performance of the algorithm. The equation (4.2) shows these calculations, where f { x ,  y) is the
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E x a c t  l in e  s h i f t  v a lu e  =  1 .4 7  p ix e l s
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Figure 4.4: Showing the effect o f changing the size o f the gradient calculation and the number of itera
tions when using the Houghton dejittering algorithm. Iterating the algorithm more causes the line-shift 
estimate to further tend, on average, towards the true value. However, the estimate never truely converges 
on the exact value

current pixel, x  is the horizontal position along a line and y  is the scanline number. However 
using more than five adjacent pixels in one line was found to be detrimental to the performance. 
It is believed that this is due to the gradient of the image changing significantly over this many 

pixels and therefore reducing the accuracy o f the estimation. The use o f three pixels appeared 

to be the optimal choice.

Details of these n-point equations, which are easily derived through manipulation of Taylor 
expansions around the current pixel and its nearest horizontal neighbours, may be found in [60].

G radient : 
Horizontal

Vertical :

2 — tap

3 — tap  
5 -  tap  

N — tap

f { x  + l , y )  -  f { x , y )

2
f { x - 2 , y ) - ^ f { x - \ , y ) ^ 9 , f { x + \ , y ) - f { x + 2 , y )

12
K^i,y+t)-f{xi,y)

N

(4.2)

Running the algorithm iteratively helped in the cases where there was significant jitter 

present in the image. Typically between two and five iterations were required to achieve perfor

mance comparable with the other algorithms presented in this document. The effect o f changing 

the number of pixels in the gradient calculation and the number o f iterations is shown in fig

ure 4.4.
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4.3.4 The Hodgetts-Roscoe (HR) algorithm

This algorithm not only provides dejittering at a level that is comparable to that of the Kokaram 

algorithm but it also runs in near-real time. Like the Kokaram algorithm, the HR method uses 

correlation to estimate the shifts required to dejitter the image, but in a manner that permits a 

much faster solution. Again, like the Kokaram algorithm, the results from the HR method partly 

depend on the scene content. The HR algorithm bears some similarities to a de-interlacing 

algorithm that was described by Chen et al. [24]. However, there are significant differences: for 

example, the Chen algorithm is not iterative and it produces interpolation o f missing data from 

neighbouring lines that are assumed to be correctly registered.

Like the Kokaram algorithm, the HR method relies on there being correlation between 

adjacent lines in an image. It is iterative, like the Kokaram algorithm, with both methods 

typically requiring between three and six iterations, but there are significant differences. In the 

Kokaram method the shift estimates are based on a combination o f an autoregressive image 

model, with correlation coefficients being based on block averages, and matrix inversions that 
operate on data from many lines at a time (typically 64), in order to improve the stability o f 

the iterated estimates for the line shifts. In the HR algorithm the correlation between lines is 
initially based only on neighbouring pairs o f lines, with no intervening autoregressive (AR) 

model. Although the estimates of line shifts use only pairwise line data, the iterative nature of 
the HR algorithm has the effect of weighting the shift estimates with a kernel whose size (in 

the vertical direction) increases linearly with the number o f iterations. Finally, the Kokaram 
algorithm uses a multi-resolution pyramid, typically with two levels, to further improve the 

convergence o f the line shift estimates. The HR method does not need this.

It is not sufficient to simply calculate the correlation between successive pairs o f lines 
to determine their relative shifts, as this causal approach has the tendency to produce a verti
cal alignment o f any strong features in the image. Instead a combined causal and anti-causal 

method is employed in the HR method, where the current line in the image is correlated (inde

pendently) with the lines immediately above and below it. The line displacement is taken to be 
the average of the two estimated displacements. This shift estimate is then iteratively refined 
until the estimate converges. To aid the convergence o f the algorithm the lines are not processed 

sequentially. Instead, the even-numbered lines o f the image are first processed then the odd- 

numbered lines. This is similar to the simulated over-relaxation (SOR) technique (e.g. [61, page 

683]).

Pseudocode outline of the H R  algorithm  

sta rt program

loop until convergence criterion is satisfied

loop over all odd lines in image (current line =  y) 

relShiftl = shifts(y) -  shifts(y -  1) 

relShift2 = shifts(y) -  shifts(y -f 1)

/ /  the three lines used in the correlation 

cu rren t =  image.line(y)
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above =  image.line(y -  1) displaced by relShiftl 
below =  image.Iine(y +  1) displaced by relShift2 

// th e  correlation maps the current three lines 

corrM apl = correlation map for current and above 

corrMap2 = correlation map for current and below

shifts(y) = 0.5 * (positionOfM aximum(corrM apl) — positionOfMaximum(corrMap2)) 

end loop (odd lines)

loop over all even lines (current line number = y) 
procedure same as fo r  odd lines 

end loop (even lines)

end loop (on reaching convergence criterion)
(optionally filter the shift estimates to remove any trend) 

move the original image lines by minus the values in shifts 
end program

The correlation map can be obtained using, for example the sum of squares of difference mea

sure. For this work equation (4.3) was used. The complexity o f this HR algorithm is O(A^), 

where N  is the total number o f pixels in the image. However, the constant o f proportionality is 
five hundred times smaller than that o f the Kokaram algorithm.

The Kokaram algorithm is too slow for real-time execution and the Houghton algorithm in 

its original incarnation is ineffective at estimating relative line shifts of more than one pixel.

The HR algorithm not only provides dejittering at a level that is comparable to that of the 
Kokaram algorithm and the improved Houghton algorithms, but it also runs in near-real time. 
The HR method uses correlation to estimate the line shifts required to dejitter the image, but in 

a manner that permits a much faster solution.

The correlation score for two image rows 5 lines apart, displaced relative to each other by 

d pixels is defined as

, +  (̂ ) -  +  J))
+ +

where I{x,  y) is the image intensity at the coordinates {x, y),  N  defines the length o f the image 
one-dimensional window used in the correlation (centred on (x, y) ) , I (x ,  y) is the mean inten

sity of the image window centred on {x, y) and d^{x, y) is the variance of the image window 

centred on (x, y).

By varying d a correlation map, m (x, ?/, (̂ ) can be built up: the maximum of this map gives 

the best-match displacement.

An update û  to the jitter estimate for a line number y  is given by

u{y)  =  [mcLx[m,{x,y, -  I)] +  ma.x[m{x,y.  + l) ] ) /2  (4.4)
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where the function ‘max’ returns the sub-pixel estimated position o f the correlation maximum.

The complexity o f the HR algorithm is approximately O(N^) ,  where N  is the total number 

of pixels in the image. It has comparable performance to the Kokaram algorithm, but it runs 

around three orders o f magnitude faster (<  1 second per frame on an IGHz Pentium III). It also 

uses much less memory (~ 4  Mbytes versus more than 100 Mbytes). The HR algorithm is not 

as fast as the Houghton algorithm, but can handle cases o f significantly worse jitter.

In some instances strong features in an image can influence this algorithm. To reduce the 
influence o f this effect, a line in the image may be divided into three or more sections and 

the correlations carried out independently on the individual sections. At present the median or 

mean o f the shift estimates is used to reduce the influence o f any strong feature. This splitting 

of the line is referred to as the ‘sectioned HR’ algorithm. Alternatively the shifts for the sections 

could be binned into a histogram and through cluster analysis the correct shift determined and 

erroneous fits discarded. As this problem does not affect all images, it is left optional in the 
implementation, and is only used only if  it is deemed necessary.

As with the Kokaram algorithm, the HR method, occasionally, does not distinguish well 
between wavy features and Jitter. Hence the high-pass filtering described above in section 3.8.2 

is also employed here, although a slightly smaller optional filter (~19 tap) is used, depending 
on the image content.

4.3.4.1 Relative and absolute shifts

Rather than obtaining a set of absolute line shift estimates, the Kokaram, Houghton, simple 

correlation and stereo-matching based methods calculate relative line shifts. It is assumed that 

the first line (line zero) in the image is correctly positioned. To turn the set o f relative shifts 

into a set o f absolute line shifts a running sum is calculated from the top line o f the image, after 

fixing the absolute shift of the top line to equal zero. The HR and porch-fitting algorithms both 

provide absolute scanline displacements.

4.3.4.2 Finding the maximum of the correlation map

The relative shift o f one scanline to another is determined by finding the maximum! correlation 

score for the two lines at varying displacements to each other. Typically the scores for the 

varying displacements are combined to make a correlation map. Usually the correlation scores 

are calculated for the lines using pixel sized displacements. This removes the need for further 

interpolation of the original data. This is necessary as if the image is already interpolated, for 

example if  the scanline has already been shifted by a fractional amount, then to interpolate the 

data again, in order to estimate a subpixel line shift, would further smooth the image and reduce 

the accuracy of the estimate.

To avoid this problem the correlation map is calculated using pixel sized increments and 

interpolation o f the correlation scores is used to determine the position o f the maximum score, 

and hence the relative line shift, to sub-pixel accuracy.

There are many methods of interpolation, the following two schemes were tried for this 

algorithm. Both methods assume that it is permissable to fit a parabola to the maximum of the 

correlation map and its adjacent pixels.

' Or minimum, depending on the measure used.
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4.3.4.3 F it m odel

The general form o f a parabola is:

f { x )  = ax^ 4-bx 4- c (4.5)

where the gradient o f the parabola falls to zero is either the maximum or minimum of the 

function and is found by differentiation to lie at the point

To determine the position o f the maximum of the correlation map it is therefore necessary 

to fit a parabola to the correlation map maximum and its neighbouring pixels, to ascertain its 
coefficients.

In this document an odd number of elements, centred on the maximum, were used from 

the correlation map. Setting the maximum element to be the origin in equation (4.6) gives the 

sub-pixel shift from the origin of the vertex o f the fitted curve, hence the sub-pixel estimate of 

the fitted maximum.

Least-squares fitting The method of least-squares fitting is well known and documented in 
many places, for example [60,61]. Here it used to fit a parabola, equation (4.5), to the maximum 

correlation score and its neighbouring pixel. The minimum or maximum is found using the 

coefficients o f the parabola, equation (4.6).

As few points are used in the calculation this is a relatively fast process, but it is still one of 

the time bottlenecks for the algorithm. When looking for a relative scanline shift o f ± n  pixels, 
2n +  1 data points are used in the fitting procedure, typically n  ~  5.

Three point fitting By taking the correlation map maximum to lie at i, the pixel index, and

considering the pixels at z — 1 and z +  1, the following equation for the sub-pixel shift x  from 

the correlation map maximum is easily derived. This working is also reproduced in [56]. C{i)  

is the correlation score at pixel index z.

dx =  1 ____-  1 ) -  +  1 )____  (4  7 )
2 C(i -  1) -  2C(i) +  C(i +  1)  ̂ ’

The corresponding five-point method, with i in the range [—2,2] is calculated using:

_  7  2C(z -  2) +  C(z -  1) -  C(z +  1) -  2(7(z +  2)
20 2C(z -  2) -  C{i  -  1) -  2C(z) -  C{i  +  1) +  2C{i +  2)  ̂ ’

Choice of method Both of these methods for finding the sub-pixel displacement have their 

advantages and disadvantages. The least-squares method calculates the best fit curve to the 

available points, but does not force the points to lie on the curve, unlike the the n-point methods. 

This means that if the correlation map maximum has two neighbouring values that are similar, 

the least-squares method is more likely to give a sensible result for the position o f the maximum. 
Note that the least-squares and n-point fitting methods are equivalent if the same number of data 

points are used.

However, the n-point methods have the advantage of begin faster to calculate and requiring
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less memory than the least-squares fitting, owing to their direct calculation as opposed to matrix 

manipulations.
Therefore if  the peak of the correlation map is well formed it is preferable to use the n-point 

method. In all other cases the least-squares method should be used. Alternatively, filtering the 

shift estimates so that only sensible values are used will allow the n-point methods to be used 

more universally. For example, if  C{i -  1) < C{i)  >  C{i  +  1), where i is the position o f 

the maximum, then the sub-pixel shift should not estimate the peak to lie outside the range 

[z — 1, z +  1].

This method o f finding the maximum is not as robust as the least-squares method can be 

made to be. However if the sub-pixel shift from the maximum is checked post calculation, and 

only sensible values accepted, then these methods are faster than fitting using a least-squares 

method.

4.3.4.4 Results

Figures 4.5 and 4.6 show the the performance o f the HR algorithm and the modified Houghton 

algorithm when compared to the dejittering algorithms described in chapter 3.

Shift estimates
S y n t h e t i c a l l y  j i t t e r e d  L e n a  b i t m a p

— • T r u e  s h i f t s
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&  A H o u g h t o n

■  H R  A l g o r i t h m

*  I m p r o v e d  H o u g h t o n
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a  0 .5  

I  o'
Î
«  - 0 .5I ..

- 2 .5

L i n e  n u m b e r

Figure 4.5: Example line estimates using all image content based methods.



4.3. Image dejittering 104

(a) Original Lena image. (b) Synthetically jittered Lena image.

►

n

(c) Kokaram method result. (d) Original Houghton method result.

(e) Modified Houghton method result. (f) HR method result.

Figure 4.6: Dejittering perfbnnance o f  new algorithm s, compared with old m ethods, on synthetically  
jittered Lena image.
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4.3.5 The porch-fitting method

The Kokaram and the HR algorithms both rely on correlation between neighbouring lines in an 

image in order to dejitter an image. Although mostly very effective, the results will vary with 

the image structure. For example, a high-contrast curved edge will tend to be straightened out, 

by an amount that depends on the variance o f the feature relative to the combined variance of 

all o f the other, supposedly randomly-oriented, features in the image. This scene-dependence 

therefore introduces spurious line shifts, which usually have a relatively low spatial frequency. 

The HR algorithm also suffers from this scene-dependence, to much the same degree as the 

Kokaram algorithm, and therefore also uses the same low-ffequency filtering method.

The assumption that the jitter is uncorrelated from line to line, with zero mean, is not 

always correct. The line-to-line shifts are sometimes a combination o f random jitter and corre

lated displacements, the most obvious example being the skewing that often occurs at the top of 

a field or frame when the fiywheel/phase-locked-loop circuitry has problems in synchronising 

to poor-quality line synch pulses.

It is therefore desirable to have another method for dejittering an image, whose results are 

less dependent on the image content. We therefore describe another method, which only uses 
the transitions between the back porch of the synch pulse and the leading edge o f the video 

signal, and the trailing edge o f the image signal and the front porch o f the next line synch pulse. 
This method is known as the porch-fitting method.

With some frame grabbers it is possible to overscan an image and to collect data from the 

two transition regions. The finite bandpass of the VCR electronics produces a characteristic 

shape for the transition: a typical signal for the leading edge o f the image is shown in figure 4.9 

(the trailing edge transition has a different shape and is shown in figure 4.10).

4.3.5.1 The im age scanline

Figure 4.7 shows diagrammatically the typical form of a television scanline. The burst contains 

the colour information and is ignored throughout this work.

Front porch 

Sync pulse

Blanking

Figure 4.7: Typical video scanline. Image from [62].

4.3.5.2 The fitting procedure

To realign the scan lines a curve was fitted to the leading edge of the video signal (the back 
porch), and based on the parameters of the curve the displacement o f the lines was estimated. 

The ideal sharp transition from ‘black’ porch to grey-level signal is typically degraded by the
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limited bandpass of the camera and/or VCR electronics to a slowly-rising edge that also exhibits 
ringing, as illustrated in figure 4.9. The fitting curve is based on a second-order, five param

eter system with fixed starting and final values, whose solution has the form shown below in 

equation (4.9):

y _  \  Vf  +  -  x q )] +Bsm[i j j {x  -  x q ) ] }  ï o t {x  -  x q ) > 0

\  Vi for(a: -  Tg) <  0

where y  is the intensity of the image, % is the initial value o f the curve, yf  is the final value 

of the curve, a is the damping factor, w is the frequency o f the system and x  is measured in 

pixels. The coefficients A  and B  can be determined as when x  = 0, y = y ,  re-arrangement 

gives A  = yi — yf .  Also, as at re =  0, ^ =  0 , it can be shown that B  = - ^  A.  The second-order 

model used is based on that o f damped harmonic oscillators commonly found in physics and 

engineering [63].

A typical scan line and its associated fitted curve is shown in figure 4.9. Powell’s 

method [61] was used to determine the best-fit parameters for the curve.

Symbol a Vi Vf w
Meaning Damping Initial value final value Frequency Horizontal offset

Typical leading edge values 0.6 3 160 0.5 0.2
Typical trailing edge values 0.05 210 114 0.3 5

Table 4.1 : Parameter names and typical values for porch-fitting algorithm

Differentiation o f equation (4.9), gives the positions of the local minima and maxima to
be where tan(wa;) — 0. This is true when u x  =  mr,  where n  =  0, ±1, ± 2 , ± 3 ,......  It can

be shown that the position o f the line-up point, half way between the first (n =  0) and second 

(n =  1) local minima, lies a i x  =  ( ^ )  +  æq. This is shown in figure 4.8.

After all the curves have been fitted to the beginnings o f the lines, it is necessary to remove 

any erroneous estimates. This was achieved by looking at the damping coefficient and the 

frequency coefficient o f the fit. First, gross outliers were looked for: if any were found then the 

shift estimate for that line was simply ignored. After this step the remaining parameters were 

binned into histograms, one histogram each for the frequency and the damping coefficient. The 

mean and standard deviation o f the two histograms was calculated and, for any parameter that 

lay over two standard deviations from the mean the shift estimate for that line was ignored. 

The shift estimate from one of the lines was decided to be the point halfway between the first 

minimum and first maximum of the fitted curve.

This processing meant that not all the lines had shift estimates, and because typically only 

the first fifteen pixels of the scanline were used the fit was not always that good, especially in 

regions where the start o f the image was dark and had a similar greylevel value to the porches. 

This means that the results from this process are not as good as for the previous two algorithms. 

However this estimation process may be used to bootstrap the other methods by providing either 
a first estimate of a line’s displacement or a limit on the estimate.
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Figure 4.8: The line-up point of the back porch fitting method.

The assumption that the jitter is uncorrelated from line to line, with zero mean, is not 
always correct. The line-to-line shifts are sometimes a combination of random jitter and cor

related displacements, the most obvious example being the skewing that sometimes occurs at 
the top o f a field or frame when the fiywheel/phase-locked-loop circuitry has problems in syn

chronising to poor-quality line synch pulses. If this skewing is large then scene content based 
algorithms can fail to estimate jitter accurately.

4.3.5.3 Trailing edge front porch-fitting

The use of information from both front and back porches should effectively double the perfor
mance of the porch-fitting algorithm, but will increase the execution time of the algorithm. The 

same second-order model as for the back porch was used to fit to the image data at the trailing 

edge (front porch) o f the scanline. The line-up point is determined in the same way as for the 

leading edge. A sample trailing-edge and its associated fit is shown in figure 4.10. The initial 

parameters for the fitting model were different to those for the front porch-fitting and are shown 

in table 4.1, as the trailing edge is a negative step, unlike the positive leading edge step, see 

figure 4.10.

4.3.5.4 Discussion of algorithm

One way to improve the performance o f the algorithm is to initialise the fitting procedure for a 

scanline with the fitted values for the previous line. This should reduce the time it takes for the 

algorithm to converge.

There is a problem when the image data at the start or end of a scanline has a low greylevel 

value close to that o f the porches. The lack o f contrast means that the quality o f the fitting 

suffers and the position of the line-up point is not calculated accurately.

The shift of the top line is fixed at zero, as with the rest of the algorithms in this docu

ment. The mean shift is then removed from the shift estimates so that the shifts are zero mean.
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Figure 4.9: Sample leading edge o f image scanline (back porch) with fitted curve.
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Figure 4.10: Sample trailing edge of image scanline (front porch) with fitted curve.
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As spurious fits are assigned a shift of zero, having zero mean shift estimates means that the 

spurious fits do not stand out in the final dejittered image.

Although the model fits well to the trailing edge o f the scanline, when the lines are shifted 

according to the estimated shifts, the result is a more ragged right-hand image edge than when 

dejittering based on the leading edge of the scanline. Owing to this the trailing edge fitting was 

removed from the final implementation of the algorithm.

If  the fitting model is made to remember the parameters from the previous fit, the program 

must guarantee that the fit is good. If  a fit is bad then all following fits will also be poor. It was 

found that filtering for bad shifts was best done after all the fitting was done, and that typical 

values for the model parameters were used to initialise the model prior to each fit. This situation 

can occur when the initial scanlines in a grabber are all black or in instances of signal dropout.

4.3.5.5 Im provem ents

One improvement to this algorithm would be to sample the beginning o f the scanline at a high- 

rate and then to try to rebuild the shape o f the porches and the sync, pulse. Then the image 

could be realigned based on the horizontal sync, pulse as they would be ordinarily on play

back, or with a TBC. It is not always possible to perform this kind o f sampling on general 

purpose framegrabbers, epecially with respect to the high sampling rate. For this reason this 

modification was not attempted.

4.3.6 R esults

Figure 4.11 shows the effect on the leading and trailing edges o f an image when dejittering is 
performed using the information from the leading edge o f the image. Figure 4.12 shows the 

same results but with the dejittering performed using information from the trailing edge of the 

scanline. The algorithm aligns the leading edge o f the scene data quite well when the dejittering 

calculation is performed on this edge. The trailing edge fit performs less well in aligning the 
trailing edge, although it still can be seen to be straightening it out. Even though the leading 

edge o f the image can be seen to be aligned reasonably well, this does not translate into an 

effective dejittering o f the scene content. This is shown, along with other algorithms results, in 

appendix F.

4.3.6.1 Validity o f  alignm ent m odel

The top row of figure 4.13 shows a cropped portion from the leading-edge o f a video image 

both before and after dejittering using the HR and porch-fitting algorithms. The second row 

shows an additional portion o f the image that lies 120 pixels to the left o f the leading edge 

shown in the top row. The dejittering action o f the algorithms can clearly be seen in the second 
row, although in the bottom portion o f the image the porch-fitting method can be seen to fail. 

By comparing the leading edges of the two dejittered images it is apparent that the porch-fitting 
model ‘over-straightens’ the leading edge when compared to the superior HR method. This 

explains the relatively poor performance o f the porch-fitting method.
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ê

(a) Original 
leading edge.

(b) Leading
edge after
dejittering on 
leading edge.

(c) Original 
trailing edge.

(d) Trailing
edge after
dejittering on 
leading edge.

Figure 4.11 : Dejittering with the porch fitting m ethod using the leading edge o f  the im age only.

(a) Original 
leading edge.

(b) Leading 
edge after 
dejittering on 
trailing edge.

(c) Original 
trailing edge.

(d) Trailing
edge after
dejittering on 
trailing edge.

Figure 4,12: Dejittering with the porch fitting method using the trailing edge o f  the im age only.
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(a) Original leading 
edge o f jittered im
age.

(b) Leading edge of 
image after dejitter
ing with HR algo
rithm.

(c) Leading edge of 
image after dejitter
ing with the porch 
fitting algorithm.

(d) Original section 
o f jittered image.

(e) Cropped section 
of original image af
ter dejittering with 
HR algorithm.

(0  Cropped section 
o f original image af
ter dejittering with 
the porch fitting al
gorithm.

Figure 4.13: The top row show s a cropped section from the leading edge o f  a real video im age before 
and after dejittering with both the HR algorithm and the porch-fitting algorithm. The bottom row show s  
a feature o f  the im age, the word ‘fo g ’, that is situated 120 pixels to the left o f  the corresponding cropped 
im age on the top row.
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4.4 Intra-line jitter problem definition
Intra-line jitter is caused by both the variation in tape speed during video playback, and to a 

lesser extent by tape stretch. This manifests itself as a warping o f scanlines in an image, where 

the original line is remapped from evenly spaced to unevenly spaced sampling. The underpin

ning of any correction algorithm must rest on local data comparisons between neighbouring 

lines in an attempt to produce a continuously varying best match along each line.

Intra-line Jitter can affect the ability to perform effective line-to-line inter-line dejittering, 

as the warping can reduce the similarity measure o f two adjacent regions on different neigh

bouring lines. Intra-line jittering can be detected visually in single images, and a subsequent 

section provides a graphical demonstration o f its existence. In succeeding sections, techniques 

for detecting the intra-line warping are reviewed and then discussed in detail

4.5 Issues and constraints
In order to measure the warping within any one line, data from adjacent lines in a fie ld  have 
to be compared against one another using a mapping procedure. The true image can never be 

recovered, as only relative warpings of adjacent lines are potentially discernible.

This remapping to remove the warping is not necessarily a one-to-one relationship because 

of the typically high correlation between pixel values on successive lines. However, this warp
ing of the scanline might be expected to be similar between adjacent lines in a fie ld  because 

neighbouring lines are stored next to each other on the magnetic tape. It might also be expected 

that the distortion should also be the same from the top to the bottom of the image (though 

it is shown later that this expectation o f uniformity is not fufilled). Because pixel values are 

recorded sequentially in time (though perhaps non-uniformly in space along the tape) one ob

vious constraint on the line-to-line mapping is that it cannot fold back on itself (i.e. all pixels 
arrive in sequence).

The intra-line distortion detection algorithms are also capable of providing information on 
inter-line distortion, as is shown in a later section. The intercept of the best linear fit to the 

mapping gives the relative shift o f the lines.

4.6 Review of techniques
All of the techniques that could be used for intra-line distortion detection rely on the finding the 

correlation between parts of neighbouring lines o f pixels. By exploring a range of possible dis
placements between nominally corresponding data points (including sub-pixel displacements) 

a variety o f best-match conditions can be estimated. Typically, this is done by producing a 

two-dimensional correlation table (or map). Ideally, if  there were no intra-line distortion, this 

correlation table should contain a continous line of data values corresponding to the best match 

between the two lines o f pixels, at approximately 4 ^  to the horizontal. The intercept on the 

y-axis would correspond to the inter-line jitter. In practice, this idealised case never occurs 

because of inter-line correlation, noise and the presence o f intra-line distortion.

The shortest path consistent with the greatest correlation score ( the ‘maximum-cost path’) 

through the correlation table may be found in several ways, all of which have benefits and 

disadvantages. These include brute force methods, such as simply finding the maximum value
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of each column in the correlation map. This method has the disadvantage that there are no 

smoothness constraints on the path through the maximum correlation scores, leading to possible 

discontinuités in the estimated path. The output o f such a method could be smoothed using a 

low-pass filter, but this still would not have the desired smoothness.

By representing the correlation table as a fully connected graph [64], one of several stan

dard algorithms for finding the maximum-cost path can be used to determine the best mapping 

between lines. Appropriate forms o f smoothness constraint can be engineered into the solution. 

This method would have high memory and complexity overheads. Determining the correct way 

to enforce the smoothness constraints may also be a case o f  trial and error.

A method similar to the fully connected graph solution is that o f using dynamic program

ming [65,66] to find the shortest route through the correlation map. Dynamic programming is 

often used for tasks such as this, but it suffers from similar smoothness problems to graph-based 

methods.

Active contours [67], sometimes refered to as snakes [68], are a method of fitting a spline 

based curve to a contour in an image. Active contours force the spline to have certain smooth

ness and continuity constraints built into their formulation, so this part o f the problem is taken 
care of in a relatively straightforward manner. Again, the path that is produced is either a 

maximum or minimum contour.

There are obvious parallels between measuring the similarity between scanlines in a pair 

o f images and between adjacent scanlines in the same image. Thus, another group o f methods 

that can be used for intra-line distortion detection is based on stereo-matching, where finding a 

measure o f similarity o f between two scanlines and determining a mapping from one to another 
is a frequently performed task [69,70]. Corresponding points found between the two lines and 

their mapping gives a measure o f the disparity (depth) in the image. The mapping may be 
found by building a (correlation) table of these corresponding points, with the two lines as the 

two axes, and finding the path o f maximum or minimum? cost across the table. Stereo matching 
algorithms also allow for non-linear transformations between scanlines to be determined.

4.7 Description of algorithms
Two representative methods are described here which might detect intra-line distortion - a mod

ified version o f the Houghton algorithm (see section 3.8.5) a stereo-matching method originally 

described by Sara [70] which uses dynamic programming. In a later section, the results obtained 

using these two algorithms are compared against results obtained by visual matching (the best 
that could be achieved in the absence o f ground-truth).

Houghton et al. [54] suggested, but did not investigate the possibility, that their dejittering 

algorithm could be used to measure intra-line warping. By keeping a running average for the 

line-shift estimate in equation (3.24), the local warping can be estimated at the same time as the 

complete line shift.

The Sara stereo matching algorithm was used to generate a one-to-one mapping of adjacent 

scanlines in an image. Details of the operation of this algorithm may be found in appendix G. In 
addition, the Sara method can also be used in principle to measure inter-line jitter. The intercept

^Depending on the correlation measure used.
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of the best linear fit to the mapping gives the relative shift o f the lines. Used in this way this 

method is similar to the simple correlation dejittering discussed earlier. The difference between 

the two methods is how the mapping between the two lines are calculated. The Sara method was 

chosen over others because an implementation was freely available, courtesy o f Miles Hansard 

o f Sira Ltd.

4.8 Definition of evaluation methodology
Intra-line distortion is a real, observable, phenomenon. To demonstrate its presence, some 

representative lines were dejittered ‘by-eye’ at different points along a set o f scanlines, and 

these were used as a surrogate ground-truth for assessing the performance o f the Houghton and 

Sara methods.

4.9 Definition and description of experiments
4.9.1 D ejittering by ‘eye’

To show the effect o f intra-line jitter a 35-line section of a video frame was dejittered ‘by eye’. 

The dejittering was performed on several features along the section’s length. By aligning the 

image as well as possible at one point along the line, and by inspecting the other features it is 

possible to see that features far away from the point o f alignment are worse than in the original 

image. This is either because the alignment at the feature was incorrect or there is a warping of 
the image scanlines. This is shown in figure 4.14.

For the images in figure 4.14, line shifts were estimated at the remaining features in the 

image ‘by eye’ after alignment at each feature was complete. The estimated shifts for the 

thirty-five lines were binned into histograms so that the effect o f the ‘by eye’ dejittering could 
be examined. These are shown in figure 4.15. The jitter at the aligned feature is assumed to be 

zero and is therefore left blank. The estimated jitter displacements for the original unaligned 
image are shown in the top row of histograms in figure 4.15. Subsequent rows o f figure 4.15 

show the estimated residual jitter at the other features along the scanline. The distributions can 
be seen to have a central maximum, but the spread o f all the histograms is equal to or even 

greater than the spread o f the histograms in the original image (top row). This suggests that the 

shifts o f many lines are correctly estimated but that a small percentage o f the lines estimates 

have actually been made worse.

This is confirmed in figures 4.16 and 4.17 that show line plots o f the original standard 

deviation o f the jitter and also the standard deviation at each o f the features used for alignment. 

The features are numbered as follows:

1. Leading edge o f image;

2. The gap in the brickwork on the wall;

3. The letter R in the word litter on the bin;

4. The right hand edge of the bin;

5. The trailing edge of the image.
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(a) Original image.

I
(b) Enlarged sections o f  original image.

I

(c) Hand-aligned at the leading edge o f  the image.

(d) Hand-aligned at the gap in the brick wall.

(e) Hand-aligned at the letter ‘R’ on the litter bin.

(0  Hand-aligned at the right-hand edge o f the bin.

I
(g) Hand-aligned at the trailing edge o f the image.

Figure 4.14: Effect o f  dejittering the im age by hand at features in the image.
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(a) Original image.

CL L tL 1

(b) Enlarged sections o f sections o f original image.

(c) Hand-aligned at the leading edge o f the image.

(d) Hand-aligned at the gap in the brick wall.

FL

(e) Hand-aligned at the letter ‘R’ on the litter bin.

r f f l rn i-uT

(0  Hand-aligned at the right-hand edge o f the bin.

n d □ biL

(g) Hand-aligned at the trailing edge o f the image.

Figure 4.15: Effect o f  dejittering the im age by hand at features in the im age. The horizontal axis show s  
the estim ated line shift for a line binned in one pixel increments, and the vertical axis show s the frequency 
with which a line shift occurs. All o f  the histogram axes have the sam e scales, [ - 3 ,2 ]  (in one pixel 
increments) on the honzontal axes and [0, 30] (in five count increments) on the vertical axes. This figure 
corresponds with figure 4.14.
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For example, in figure 4.16 the line connected with the circles shows the standard deviation 

of the jitter at each of the feature points. The line connected by squares shows the residual 

estimated standard deviation of the jitter at each o f the feature points after alignment at the 

feature named front (i.e. the leading edge of the image).

The standard deviation of the jitter is assumed to equal zero at the feature point where the 

alignment was done. This is not strictly true, as the residual jitter after alignment is still some 

fractions of a pixel, but the displacements are very difficult to estimate by eye.

As may be seen the distributions now have a larger standard deviation then they had in 

their original unaligned state. This is probably because while the image is aligned fairly well, 

there is an increased number of, and extent of, outliers. Hence the distributions in general have 

a narrower peak but longer tails. It is these tails that affect the standard deviation. This shows 

the problem of strong image features skewing the dejittering process, even when it is carried 

out by a human being.

The outliers themselves are most likely caused by false assumptions about the image struc
ture, e.g. the edge o f the bin lies against what appears to be a stone wall. The alignment forces 

this edge to be fairly close to the vertical, whereas the stone edge is likely not to be so smooth in 

reality. The effect is to produce a systematic jitter along the rest o f the image. If, for example, 

the line of the wall is not vertical, but bulges slightly towards the bottom of the cut out portion, 

then on alignment to the vertical other features of the image will now show this characteristic 
bulge.

In automatic dejittering methods the high-pass filtering step looks for such low frequency 

trends and removes them to leave the noise in the signal. This noise represents the random shifts 

o f the lines. This effect is difficult to reproduce by eye.
Figure 4.17 shows the standard deviation o f the residual jitters plotted such that the feature 

that was aligned sits at zero. Points to the left o f the zero (negative points) are features to the 
left o f the aligned feature and positive values correspond to features on the right o f the aligned 

feature. The features are again plotted left to right in the order that they appear in the original 
image section.

The spread o f standard deviations increases with the distance from the aligned point. This 
shows that there is indeed some correlation length to the jitter in the image and that if  there are 

warpings then they varied slowly along the line. There is also a spread in the standard deviations 

due to the features not being equidistant along the line.

The erroneous alignment o f the bin-edge may again be seen here as particularly large 

residual jitter, especially in the features to the left o f the bin.
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Analysis of hand dejittering
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Figure 4.16: The standard deviation o f  the residual Jitter after dejittering at each o f  the features. The 
feature is centred on zero with negative values corresponding to a feature on the left and positive values 
on the right o f  the feature.

Analysis of hand dejittering
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Figure 4.17: The standard deviation o f  the jitter and the estimated residual jitter at each o f  the features 
after dejittering at one feature.
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4.9.2 Houghton results

An example o f such a running average, for a pair of adjacent lines in a non-jittered or warped 

Lena image, is shown in figure 4.18. As can be seen, even though there was no warping in 

this image at all, the algorithm falsely detects appreciable warping, within one pixel, at every 

point along the scanline pair. As such this cannot be treated as a suitable method for detecting 

intra-line warning.

Houghton algorithm: Intra-line warping estimate
Calculated using non-jittered synthetic image
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Figure 4.18: Houghton running-average estimate of intra-line warping. Performed on adjacent lines of a 
non-jittered, non-warped Lena image.

4.9.3 Sara method results
The Sara algorithm was intially tested against an unwarped, but inter-line jittered, ‘Lena’ image. 

In these circumstances the maximum-cost path of the correlation map should be a 4 ^  straight 

line. The actual result is shown in figure 4.19, where it can be seen that the inter-line jitter has 

been detected satisfactorily, but a number of intra-line warpings have been falsely detected.

The Sara algorithm was then tested against real video footage in the same way as the Lena 

bitmap. A sample mapping from a pair o f matched video scanlines is shown in figure 4.20.

4.10 Intra-line: discussion
Neither the Sara nor the Houghton algorithm provided reliable detection of intra-line jitter. The 

Sara mappings for real footage typically had noise o f around ±  one pixel, which masked any 

small-scale warping o f adjacent scanlines. The Houghton method performed in a similar but 

not identical manner.

This discrepancy between the apparent ability o f the human-eye to detect intra-line jitter, 

and the failure o f the Sara and Houghton algorithms, can perhaps be attributed to the fixed- 

window sizes used in these algorithms. The ‘by-eye’ alignment shown in in section 4.9.1 sug-
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Sara algorithm - full im plem entation
least squ ares fit: y  =  l.OOx +  2 .9 5

25 0

200

CQ 100

100 150  
T op  sca n lin e

200 2 5 0

Figure 4.19: Example mapping for two adjacent lines in the synthetically jittered Lena image shown in 
figure 4.21. The relative shift between the two lines was estim ated, by least-squares-fitting, as ~  2 .95  
pixels, the exact shift value was 3.06 pixels.

Sara algorithm - full implementation
l e a s t  s q u a r e s  fit:  y  -  0 .9 9 7  +  0 .9 6

7 0 0

6 0 0

5 0 0

4 0 0

E 3 0 0
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100 —  C a l c u l a t e d  m a p p in g  
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7 0 0200 3 0 0  4 0 0
T o p  s c a n l in e  ( l in e  3 9 )

5 0 0 6 0 0100

Figure 4.20: Resultant mapping for two lines o f  the jittered car image.



4.11. Sàra stereo matching algorithm for use in inter-line dejittering 121

gests that much o f  its success rested on the human ability to choose small or large features for 

alignment as necessary. This clearly suggests possible m odifications to the Houghton or Sara 

algorithms, to adjust the window size in response to the local image detail.

4.11 Sara stereo matching algorithm for use in inter line dejitter
ing

The Sara stereo matching algorithm has just been exam ined to assess its intra-line detection  

ability. However, it has been shown above that it can detect inter-line jitter. To provide an illus

tration o f  its inter-line dejittering ability, a sample adjacent line mapping is shown in figure 4.19. 

The lines in question had a relative displacement o f  3.06 pixels to each other, which is reflected 

in the estimated intercept from the least-squares linear fit performed on the mapping. As this 

image is not taken from a video source there is none o f  the intra-line warping present that we 

are looking for. Therefore the mapping between the lines should simply have a gradient o f  one, 

again this is bom out in the linear fit to the mappings. The actual dejittering performance o f  

the algorithm is shown in figure 4.21, where residual high frequency jitter is still evident in the 

resultant image.

r

(a) Original Lena image. (b) Dejittered Lena image. (c) Dejittereed using the full 
Sara algorithm and a 15-tap 
Hamming filter for drift com
pensation.

Figure 4.21 : Stereo-m atching algorithm performing inter-line dejittering on a synthetically jittered Lena 
im age.

The perfbnnance o f  the Sara algorithm, and the other inter-line algorithms described in 

this thesis, were compared using the scene previously dejittered ‘by ey e’. The image is shown  

in figure 4 .14(a), and has 35 scanlines that are each 768 p ixels wide.

In general, all o f  the dejittering algorithms aligned the full width o f  the image subsection  

better in general than the ‘by ey e’ attempt, as they are better able to estimate the best line shift 

across all features along the scanline.

Figure 4.22 shows the estimated displacements for all the methods detailed in this doc

ument. Appendix H contains enlarged sections o f  figure 4.22. Figure 4.23 shows enlarged 

sections o f  the jittered image both before and after processing.
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None o f  the algorithms estimated any shifts o f  greater than one pixel and the differences 

in performance o f  the algorithms were typically o f  the order o f  a small fraction o f  a pixel. 

Even though the actual shifts o f  the lines are not known, it is clear that there is a trend to the 

estimated line displacements. Most o f  the methods follow this trend with the exception o f  the 

poreh-fitting method and the simple correlation based method. The Sara method initially shows 

so differences from the trend, then settles down and falls in line with the other methods.

The simple correlation method estimates the displacements to be approximately zero for 

the first 20 lines o f  the image section, then in the remaining portion o f  the image the method 

approximately follow s the trend o f  the other methods.

The poreh-fitting method has a shape that is close to the general trend in most places, but 

there are several places where one or more lines are notably different to the general trend o f  the 

other estimates.

The enlarged sections o f  the dejittered images, figure 4.23, illustrate the performance o f  

the algorithms. The Kokaram, Houghton and Hodgetts-Roscoe methods all perform similarly, 

most noticeably in the three rightmost sections o f  the original. The porch-fitting method visibly 

aligned the leading edge o f  the scanlines but did not perform so well on actually dejittering the 

content o f  the image. The Sara algorithm also performed badly, perhaps due to its non-iterative 

nature. The simple correlation method returns an image that is not significantly different from 

the original other than at the base o f  the letter R.

T 3

•o

W

Inter-line jitter - Real jitter
All m ethods - Litter bin bitmap

G—0  Correlation 
G - G  H odgelts 
0 —0  Houghton 
A —A  Kokaram

15 20
Line Number

Figure 4.22: Performance o f  the individual dejittering algorithms on the litter bin bitmap. There is no 
ground truth for the displacem ents. This graph is shown in greater detail in appendix H.
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Q #

(a) Enlarged sections o f original image.

I
(b) Dejittered using simple correlation.

(c) Dejittered using the Kokaram method.

I I
0 1

(d) Dejittered using the Houghton method.

01  I
(e) Dejittered using the HR method.

I
(0  Dejittered using the porch fitting method.

I
(g) Dejittered using the Sara method.

Figure 4.23: Pcrfom iancc o f  algorithms on litter bin im age in figure 4 . 14(a).
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4.12 Dejittering algorithms execution profiles
Table 4.2 compares the speed o f the algorithms. The programs were all run on a IGHz Pentium 

II PC. To aid comparison table 4.3 shows the ratio o f the HR algorithm and two other methods. 

The improved Houghton method took between four and six iterations to converge, whereas the 
HR algorithm generally took four. Although more complex than the Houghton algorithm, the 

execution time o f the HR algorithm was only 10 — 20%, longer as it needed fewer iterations. 

Both methods were capable o f dejittering a full-sized frame at a rate o f one frame per second.

All methods. Execution Profile
Algorithm Image size (pixels), execution time (secs)

128 X 128 256 X 256 512 X 512 768 X 576
Simple correlation 0.01 0.03 O.IO 0.17
Kokaram 58 241 1070 1862
Basic Houghton 0.002 O.OII 0.045 0.076
Improved Houghton 0.03 O.IO 0.40 0.66
HR algorithm 0.04 0.13 0.47 0.72
Porch-fitting algorithm 1.06 1.82 3.34 3.76
Sara 1.33 7-11.9 111-209 470-770

Table 4.2: Execution time o f all the dejittering algorithms. Benchmarks were performed on a IGHz 
Pentium II PC.

All dejittering methods. Execution time ratio.
Algorithm ratio 128 X 128 256 X 256 512 X 512 768 X 576
Kokaram / HR algorithm 1450 1853 2276 2586
Houghton / HR algorithm 0.05 0.085 0.10 0.11
Improved Houghton / HR Algorithm 0.75 0.77 0.85 0.92

Table 4.3: Ratio of execution times o f all the main dejittering algorithms with the HR algorithm.

4.13 Summary
This chapter has discussed the design of a new, noise-damping, global contrast-enhancement 

algorithm (the FR method). This algorithm produced only modest illumination compensation, 
but it avoided amplification o f any noise present in the image. Attempts to integrate a similar 

noise-damping term into the retinex method were unsuccessful.

Improvements were made to the Houghton dejittering algorithm, giving comparable per
formance to that o f the Kokaram algorithm, while still operating in near real-time.

Two new algorithms for dejittering were proposed. The first method, the HR method, 

like the Kokaram and Houghton algorithms, was content-based and used correlation between 

neighbouring lines for its line-shift estimation. This algorithm was also capable of running in 

near-real time, i.e. one frame per second, and performs comparably to the Kokaram and the 

improved-Houghton algorithm.

The second dejittering algorithm proposed (porch-fitting) is not dependent on the scene 

content to realign the image scanlines. The image was dejittered by assum ing the form o f  the
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leading edge o f a scanline, and aligning based on these properties. This method was, in the 

main, unsuccessful owing to its reliance on strong contrast being present between porch and 

image intensity, and the relatively few number of data points available on which to base the 

model. When compared to content-based dejittering methods, the porch-fitting procedure had 

a tendency to ‘over-align’ the leading edge o f the image.

The problem of intra-line jitter, or warping, was also investigated. Using the methods 

described in this chapter it was not possible to detect the presence of any warping between 

adjacent lines in a video image. This phenomenon is still believed to be present in an image, 

and its presence was shown by dejittering a series o f scanlines ‘by-eye’.



Chapter 5

Application of pre-processing methods to video 
footage

5.1 Introduction
In previous chapters algorithms have been described and their performance tested mainly on 

degraded synthetic images. This chapter applies all of the dejittering algorithms and represen
tative algorithms for other restoration techniques to real images, i.e. images that have come 

from analogue video sources, to further investigate their suitability for use in CCTV restota- 

tion. Where appropriate, quality measures are applied to the resultant images. These measures 
are discussed in Appendix I. The author has also developed a method for degrading a video im

age that has a known ground-truth. This involves copying a recording many times to introduce 
degradations into sucessive generations o f image copy. This procedure, and a related method 
for estimating the amount o f jitter present in a recorded image, are discussed in Appendix J. 

Knowledge of the The image test set is described in appendix A.

5.2 Dejittering algorithms
5.2.1 Jittered car im age

Figure 5.1 shows an image of a car that is degraded due to the presence o f line-to-line jitter. 

The whole of this image has been processed using the following dejittering algorithms:

• Kokaram method

• Original Houghton

• Improved Houghton method

• Hodgetts-Roscoe algorithm

• Scanline-fitting algorithm

To enable the reader to more easily discern the effect of each of the algorithms, the marked 

regions from figure 5.1 are cropped and enlarged, along with the corresponding region from 

each of the algorithm outputs. These regions are shown in figures 5.3, 5.4, 5.5 and 5.6. The 

whole, uncropped images are shown in appendix F. No ground-truth information exists about 

the magnitude of the line shifts for this image. As a result, the effectiveness of the algorithms 

has to be assessed by eye.
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The image crops in figures 5.3 and 5.4 clearly show two pillars, with the leftmost pillar 

having the word /og written vertically along its length. The image crops in figures 5.5 and 5.6 

respectively show a face with an ‘L’ shaped structure to its left, and the wheel of the car.

The Hodgetts-Roscoe and improved Houghton method offer the best dejittering perfor

mance across the whole image; the Kokaram algorithm shows comparable perfonnance to both 

these methods but leaves a slight residual jitter behind with this image. The magnitude of the 
jitter is too great for the original Houghton method to restore, although it can be seen to move 

towards the correct solution. The porch fitting method, as noted in section 4.3.5, works well 

when there is high contrast between the the blanking portion of the video signal and the begin

ning of the scanline. This is the case for the two uppermost cropped regions of this image, and 
consequently the dejittering performance o f the scanline-fitting method lies between that o f the 

original Houghton method and the best three algorithms. However, in the lower portions of the 

image, where the start of the scanlines is dark, the performance of the scanline-fitting algorithm 
is very poor. In fact it actually further jitters the image. Towards the bottom of the image all 

of the methods leave a slight low-frequency distortion, although the high frequency line-to-line 
jitter is removed. The results of this experiment show that the performance of the dejittering 
algorithms is dependent on the neighbouring scene content.

Figure 5.1: Original im age o f  a car that is degraded with jitter. Image from [40]. Marked areas are 
regions o f  interest used later in this chapter.

5.2.2 Testchart im age with known approxim ate ground-truth

Figure 5.7 shows the ground-truth original DV (digital video) image o f  a testchart, and fig

ure 5.8 shows a fifth-generation copy o f  this image. The method o f  generating n-th generation 

video images is described in detail in appendix J. This fifth-generation image was dejittered 

using the ground-truth image and the resampling method described in section J.3.2, and this de-
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(a) Dejittcred using the scanline-fitting method.

Figure 5.2: Figure 5.1 dejittered using the scanline-fitting m ethod described in section 4.3.5.

(a) Original portion 
o f the image.

(b) Kokaram
method.

(c) Original
Houghton algorithm.

(d) Improved
Houghton algorithm.

(e) Hodgetts-Roscoe 
algorithm

(f) Scanline-fitting 
algorithm.

Figure 5.3: '.littered car' image. Cropped region shows the word fog.
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(a) Original portion 
o f  the image.

(b) Kokaram
method.

(c) Original
Houghton algorithm.

(d) Improved
Houghton algorithm.

(e) Hodgetts-Roscoe 
algonthm.

(0  Scanline-fitting 
algorithm.

Figure 5.4; ‘Jittered car’ im age. Cropped region show s a pillar.

(a) Original portion 
o f the image.

(b) Kokaram
method.

(c) Original
Houghton algorithm.

(d) improved
Houghton algorithm.

(e) Hodgetts-Roscoe 
algorithm.

(0  Scanline-fitting 
algorithm.

Figure 5.5: ‘Jittered car’ image. Cropped region show s a m an’s face.
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(a) Original 
portion of the 
image.

(b) Kokaram 
method.

(c) Original
Houghton
algorithm.

(d) Improved
Houghton
algorithm.

(e) Hodgetts-
Roscoe
algorithm.

(f) Scanline- 
fitting algo
rithm.

Figure 5.6: ‘Jittered car’ image. Cropped region show s a car wheel.

jittered iiTiage is shown in figure 5.9. The line-shift estimates calculated from this ground-truth 

procedure are taken to be an approximate absolute shift value for each o f  the scanlines in the 

irnage. By comparing these absolute shift values with the line-shift estimates given by one o f  

the other dejittering methods, a guide to the performance o f  each o f  these algorithms can be 

found. Figure 5.10 shows the output o f  the Kokaram method; figure 5.11 shows the output o f  

the original Houghton method; figure 5.12 shows the output o f  the improved Houghton algo

rithm; and figure 5.13 shows the output o f  the H odgetts-Roscoe algorithm. As the resampling 

process distorts the leading and trailing edges o f  the image, the perfonnance scanline-fitting 

algorithm cannot be investigated. However, it has already been established that this method o f  

dejittering is sub-optimal when compared to other dejittering methods.

Table 5.1 shows, numerically, the relative performance o f  the dejittering algorithms un

der consideration. The performance comparison is based on how similarly the dejittering a lgo

rithms estimated the scanline shifts compared to the known values calculated using the approxi

mate ground-truth method. In perfonning the calculations, the dejittered im ages were compared 

to the image dejittered using the resampling method and the known ground-truth. This image 

represents the best attempt at dejittering the image, and has known line shifts. As such is a good  

basis for comparison.

There is a marked difference between the original DV image and the dejittered image made 

by the resampling method. As a result o f  the recording and digitising process, the resampled 

image is noticeably darker than the original DV image. This is reflected in the mean-absolute- 

error (MAK) and mean-squared-error (MSE)  calculated for the DV image and the resampled



5.2. Dejittering algorithms 131

image method.

The line shifts estimated using the resampling method have zero-mean and a standard de

viation o f 1.05 pixels. This is just within the capability o f the original Houghton method, and 

as such it performs in a comparable manner to the other methods here. The Kokaram, origi

nal Houghton and Hodgetts-Roscoe algorithms all have comparable performance. The errors 

can mainly be attributed to the slight mis-registration o f the images relative to the resampled, 

dejitterd image, and to the dejittering algorithms leaving a slight low-ffequency distortion de

spite filtering. In the case o f the Kokaram and Hodgetts-Roscoe algorithms this is because they 

incorporate both causal and anti-causal information into their solutions. Neither o f these meth

ods can differentiate between a curve in the image structure and a low-ffequency distortion. 

The Houghton method, as it is solely causal, forces image structure to be as close to vertical 

as possible, particularly when used iteratively (as with the improved method). This testchart 

image has a prominent vertical structure, as do many other man-made scenes, and as such the 

improved Houghton method is visually superior at dejittering this particular image, owing to 

the causal nature of the algorithm. However, this is not entirely reflected in table 5.1. The 

measures based on the image pixel values show the smallest MAE and MSE, but the SNR and 

PSNR are comparable to the other methods and the shift estimates are the most dissimilar to 

those estimated from the resampled image. This shows the limitations o f using such methods in 

image processing. They can only really be a qualitative guide to performance as image quality 
is extremely subjective.

Original image 
A

Processed image 
B

Shift estimates Image pixel values
<̂ difF MAE MSE MAE MSE SNR PSNR

DV image Resampled - - - 28.9 1891 1.10 1.54
Resampled Kokaram 1.53 0.927 2.34 3.57 97.5 2.29 2.82
Resampled Original Houghton 1.46 0.920 2.13 3.41 89.3 2.33 2.86
Resampled Improved Houghton 1.70 1.07 2.89 2.95 86.8 2.34 2.88
Resampled Hodgetts-Roscoe 1.44 0.886 2.07 3.76 111 2.23 2.77

Table 5.1: Quantitative dejittering performance comparison. All shift estimates are made zero-mean 
to aid comparison, refers to the standard deviation of the difference between the approximate
ground-truth shift estimates, calculated using the resampling dejittering method, (column A) and the shift 
estimates as calculated by the dejittering algorithm (column B). MAE and MSE are the mean-squared- 
error and mean-absolute-error between the shifts estimates in columns A and B respectively. The ‘image 
pixel values’ section include the signal-to-noise ratio (SNR) and the peak-SNR (PSNR) between the 
resampled image and dejittered image. The dejittered images were compared to the resampled image 
as this is the best possible restored case. This table suggests that the improved Houghton method is the 
best although all four methods have comparable SNR and PSNR values. Details o f how the approximate 
ground-truth line shifts were calculated can be found in section J.3.2 of appendix 5.
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Figure 5.7: Original DV encoded im age. 720 x  576 pixels.

■
Figure 5.8: Fifth generation analogue copy that is significantly jittered.
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Figure 5.9: Dejittcred using resam pling method to establish an approxim ate ground-truth im age with 
known line-shifts. Resam pling method described in appendix J.

E

Figure 5.10: Dejittcred using Kokaram algorithm.
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Figure 5.11: Dejittcred using the original Houghton method.
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Figure 5 12: Dejittcred using the improved Houghton method.
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Figure 5.13: Dejittcred using the H odgetts-R oscoe method.
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5.3 Contrast enhancement
5.3.1 G lobal m ethods

This section presents the result of running the multiscale-retinex (section 3.7.2.7) and the 

FR noise-dampening contrast enhancement (section 4.2) algorithms on first-generation video 

footage. Figure 5.14 shows a cropped original digitised image of scrap steel that is cast in 

shadow, along with a first generation analogue video image of this image. The results o f run

ning the multiscale retinex and the Forshaw-Roscoe illumination compensation on this analogue 

video image are also shown. It is evident that the retinex method removes the non-uniform il

lumination o f the scene, but that it also emphasises the textures in the image and the noise. On 

the other hand, the FR algorithm performs less well with this image. The noise, and also some 

of the texture in the image, is significantly damped but this method performs less well than the 

retinex method at removing the illumination field of the image. The same conclusion is also 

true for the image of the van in figures 5.15, 5.16 and 5.18.

5.3.2 Local m ethods

The adaptive unsharp mask (sections 3.7.3.1 and D.8) was used for the local contrast enhance

ment o f image, as it robust towards noise amplification. It also has the advantage that the user 

can treat the algorithm as a black-box method with regard to the intensity o f the enhancement.

Figure 5.19 shows the effect o f the adaptive unsharp mask filter on an analogue recording 

o f the interior o f the shop. There is a noticeable improvement in the sharpness o f the fine 

structure o f the image. Figure 5.20 is a first-generation copy of an image for which a ground- 
truth is known. The processed image crispens the image so that it resembles the original DV 

recorded image. The texture in the image is also amplified, though in places this amplification 

borders on noise amplification. The lack o f differentiation o f texture from noise is a limitation 
o f this family of algorithms.

5.3.2.1 Periodic noise enhancem ent

The unsharp mask method has a problem dealing with the amplification o f high-frequency pe
riodic noise that may enter into the system as a result o f interference in the recording and 

playback. Techniques for the removal o f this form of noise are well known and are dealt with 

in appendix K. This problem is highlighted in figure 5.21, and shows the need to deal with this 

distortion of the image before using a high-frequency enhancement filter such as the unsharp 
mask.
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(a) Cropped original digital video image.

(b) First generation analogue image.

r

(c) First generation analogue video image enhanced using the retinex 
method.

(d) First generation analogue video image enhanced using the FR 
method.

Figure 5.14: Scrap steel global contrast enhancem ent exam ple using first generation analogue video  
im age, the m ultiscale retinex and FR global contrast enhancem ent method. This im age is a crop from a 
video image.
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Figure 5.15; Original analogue video im age o f  a van in the dark.

f  igure 5.16: Image o f  a van in (he dark enhanced with the retinex method.
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Figure 5.17: Image o f  a van in the dark enhanced with the FR method. Using a small value o f  a ,

Figure 5.18: Image o f  a van in the dark enhanced with the FR method. U sing a larger value o f  rr„oi.se 
Note that the signal is starting to be sm oothed out as well as the noise.
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(a) Original image. (b) Processed with adaptive unsharp 
mask.

(c) Original image. (d) Processed with adaptive unsharp 
mask.

Figure 5.19: The effect o f  the adaptive unsharp m ask on an analogue video recording o f  the interior o f  a 
shop.
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HrSi^-'CC'
(a) Original cropped digital video still.

(b) Resampled first generation video image.

(c) Resampled first generation adaptive unsharp mask enhanced. .4 =  3.8, 0  =  0.2944,/ =  0.5, 
a  =  -0 .1 0 1 7 , K  =  0.9, .s =  0.007, crop =  288.

Figure 5.20: The efi'ect o f  the adaptive unsharp mask on a first-generation analogue copy o f  an im age o f  
scrap steel. The original DV im age is also shown for comparison.
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(a) Original image. (b) Image processed with adaptive unsharp mask.

(c) image processed with the periodic denoising 
filter.

(d) Image processed with periodic denoising filter 
and adaptive unsharp mask.

Figure 5.21 : The problem o f  periodic noise enhancem ent and the unsharp mask problem..
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5.4 Noise reduction algorithms
5.4.1 Speckle noise

Figure 5.22 shows a cropped portion o f an analogue video image o f a simple test signal. This 

image contains both speckle noise and media-faults (i.e. snow). This image consists o f stepped- 

intensity gradient with equal width steps. The texture visible on the bands is caused purely by 

the recording and playback process. As can be seen in figure 5.22 the noise is not speckled in 

nature, as the SD-ROM filter (see section 3.6.5) does not affect this apparent texture. However, 

the snow towards the top of the cropped image is removed by the filtering process.

5.4.2 G aussian noise

Figure 5.23 shows the output o f a 3 x 3 mean filter. The output is noticeably blurred, when 

compared to the original, but the random noise evident in the original images is smoothed 
significantly.

5.4.3 L ine dropout

The line dropout filter used here builds on the SD-ROM noise reduction filter described in 

section 3.6.5. However, it takes a more conservative approach to filtering the image. The 

dropout filter will only replace a pixel if it belongs to a connected section of distortion. It will 

not replace single pixels that it believes to be corrupted as the SD-ROM filter alone would. As 

such, more dropped-out regions remain in the image after processing than would still be present 

if  the SD-ROM filter was applied, but the remainder o f the image is unaffected. Figure 5.24 
shows a series o f images processed with the dropout filter and the SD-ROM noise reduction 

filter. The SD-ROM filter can be seen to remove more o f the dropped-out regions, but this is at 
the expense of other, possibly important, detail elsewhere in the image.

A limitation o f the dropout-restoration method is that it cannot distinguish between dropout 

that has uniform intensity - for example an all-black area - and structure in the image that 

genuinely consists o f black stripes. This is because the SD-ROM detection method relies on 

the dropout having random intensity values, as well as being linear in shape. There are other 

methods that can deal with this type of pixel dropout, but they rely on information from many 

frames of the same scene [40]. Figures 5.25 and 5.26 show examples o f the type of dropout that 
this method fails to address.
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(a) Original speckled image.

(b) Despeckled using thresholded SD-ROM filter.

Figure 5.22: Crop o f  an analogue video im age show ing a striped testchart that contains significant 
speckle and m edia noise.

(a) A cropped portion o f original image. (b) Image processed with 3 x 3  mean fil
ter.

(c) A cropped o f original image. (d) Image processed with 3 x 3  mean fil
ter.

Figure 5.23: Cropped regions o f  an analogue video im age background show ing the background o f  an 
image that is affected by the presence o f  random-valued noise. This result o f  this im age processed with 
a .3 X .3 mean filter is also shown
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(a) Original portion. (b) Original portion enhanced 
using SD-ROM partial dropout 
detection, and ‘novel’ interpo
lation.

(c) Original portion enhanced 
using SD-ROM denoising fil
ter.

(d) Original portion. (e) processed with SD-ROM 
partial dropout detection, 
‘novel’ interpolation.

(f) Processed with SD-ROM 
denoising filter.

Figure 5.24: Original im age portions with partial line dropout. Image in the leftm ost colum n are original 
portions o f  the im age, the m iddle colum n show s the results o f  the dropout filter, and the right colum n  
show s the results o f  the plain SD-RO M  noise reduction filter. More o f  the dropout is rem oved using the 
SD-ROM  filter, how ever the dropout filter only replaced dropped out pixels. The SD-RO M  filter also  
rem oves other p ixels throughout the im age that m ay not be dropped out.
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tv

(a) Original image. (b) Original image 
after processing.

Figure 5.25; A failed dropout restoration.

(a) Original image.

(b) Original image after processing.

Figure 5.26: Failed dropout restoration.
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5.5 Deblurring algorithms
These results were made using the Carasso deblurring algorithm described in section 3.3.1. 

Figure 5.27 shows a first-generation copy of an analogue video signal that has been enhanced 

with the deblurring filter. The original ground-truth image is also shown for comparison. The 

result is similar to that of the adaptive unsharp mask operating on the same image (which is 

shown in figure 5.20). This is due to both methods enhancing the high-frequency content of the 

images. The image details are sharpened, without the noise present in the image being amplified 

too much.
Figure 5.28 shows a cropped image o f a face that has been treated with the deblurring 

filter. There is some periodic interference noise present in this image which is removed, to 
some extent, by the deblurring process. Also, despite the obvious ringing present in the restored 

image, the facial features o f the m an’s face are more discernable than in the original.

5.6 Conclusions
In this chapter a subset of the algorithms described in chapters 3 and 4 has been applied to 
actual video footage, as opposed to the synthetically degraded images used for evaluating the 

methods in previous chapters.
Analogue video restoration is not the primary problem domain for most o f these meth

ods, for example despeckling algorithms are typically used on synthetic-aperature-radar (SAR) 
images. Many o f the algorithms gave mixed results. This can be seen in the interaction be

tween the periodic-interference distortion and the unsharp mask, and the limited utility of the 
deblurring method. The dropout-restoration method does not remove uniformly-valued distor

tions and will not remove as much o f the dropout as a similar speckle noise reduction algorithm 

such as the SD-ROM filter. However, the more conservative approach to restoration taken by 
the dropout filter means that, while most of the dropout is treated, pixels unrelated to dropout 
regions are left untouched. Also, media noise - e.g. snow - is similar in nature to line dropout 

(it generally manifests itself as short white lines) but again is not completely removed by the 
dropout filter. The SD-ROM noise reduction filter successfully detects and removes this distor

tion. A compromise has to be struck between the conservative action o f the line-dropout filter 

and the potential oversmoothing of the SD-ROM filter.

The three best-performing dejittering algorithms, namely the Kokaram, improved 

Houghton and Hodgetts-Roscoe method, all showed comparable performance, but each al

gorithm exhibited different characteristics depending on the input image. All o f these methods 

suffer from the limitation that they respond to strong linear features. They would probably 

best be used on images (or sub-images) with vertical features, with subsequent assessment by a 

human operator.

The Forshaw-Roscoe algorithm for illumination compensation showed that it was able to 

suppress noise in an image while at the same time attempting to remove any illumination field 

present. However, in comparison to the multiscale retinex method it did not perform its primary 

function, which was to remove the illumination field, as well.

The interaction and com patibilty o f  the restoration algorithms used in this chapter is pre

sented in chapter 6.
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(a) Original cropped digital video still.

(b) Resampled first generation video image.

(c) Resampled first generation Carasso enhanced. .4 =  3.8, (3 =  0.2944,^ =  0.5, n — -0 .1 0 1 7 ,  
K  =  0.9, H =  0.007, crop =  288.

Figure 5.27: First-generation copy o f  scrap-steel picture processed with the Carraso deblurring a lgo 
rithm. The original ground-truth DV format im age is also shown for comparison.
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(a) Original face. (b) Face enhanced with Carasso 
deblurring, .4 =  3.7, 5  =  
0.4582, t =  0.9, fi =  -0 .0 8 1 3 , 
K  =  0.7, .s =  0.01, crop =  80.

Figure 5.28: Face debluned using Carasso deblurring method.



Chapter 6

Serial combination of algorithms

6.1 Introduction

This chapter deals with the serial application o f several image processing algorithms. Several 

image processing ‘black-box’ algorithms are applied serially in processing chains o f differing 

lengths, and the order o f the algorithms is permuted. The aim is to establish guidelines for the 
best combinations, and to make recommendations about which restorative algorithms should 
be applied, e.g. is it better to denoise first and then dejitter, or vice-versa? An example of 

this is shown in figure 6.1. No attempt was made to fuse the algorithms so that they operated 

simultaneously.

Section 6.2 explains how the combinatorial procedure was implemented and section 6.3 

shows sample results from various processing chains. The analysis of the results and the guide
lines for use are given in section 6.5.

6.1.1 Choice of algorithms

The algorithms chosen for use in the combinatorial study are listed in table 6.1. It is unlikely 

that any of the example images will suffer from all the degradations that may be treated with 

these algorithms, and therefore none o f the algorithmic processing chains will contain all o f the 

restorative methods. Inspection of the image to determine its problems should be the first step 
in deciding on the algorithms to use.

Label Algorithm type Algorithm used Section
A Dejittering Hodgetts-Roscoe / Improved Houghton 4.3 .4 /4 .3 .3
B Local contrast Rational / Adaptive unsharp mask 3.7.3
C Global contrast Multiscale retinex 3.7.2.V
D Periodic noise filter Butterworth notch filter Appendix K
E Line dropout SD-ROM detection - Novel interpolation 3.6.6.1
F Deblurring Carasso deblurring 3.3.1
G Speckle noise Thresholded SD-ROM filter 3.6.5
H Gaussian noise Generalised SD-ROM filter / Mean filter 3.6

Table 6.1 : A lgor ith m  ch o ic e s  for serial  co m b ina t io n  o f  a lgorithm s work.
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(a) Original Lena image. (b) Noisy and jittered Lena 
image.

(c) Median filter then dejitter
ing.

(d) Dejittering then denoising.

Figure 6.1 : Combinatorial exam ple show ing that, in this instance, dejittering should ideally com e before 
noise reduction in the processing chain. This is because the noise reduction m ethod rem oves infonnation  
from the im age that is required for accurate dejittering, nam ely the ‘ja g g ies’ .

6.2 Implementation
The applications chosen for use in this section were, as far as possible, made into ‘b lack-box’ 

m ethods that require little user intervention. For the algorithms that were less sensitive to their 

parameters, for exam ple the m ultiscale retinex method (section 3.7.2.7), the default values were 

good enough and did not require alteration. However, for some other algorithms there was no 

way around the need for user intervention. A prime exam ple o f  this is the Carasso deblurring 

method (see section 3.3.1). This method, by its very nature, requires interaction with the user. 

In these instances the user is prompted to supply the required infonnation.

This need for interaction meant the combinatorial process could not be fully automated. 

To allow the user to fully interact with the restorative procedure a graphical user interface (GUI) 

was implemented. This GUI had the ability to load, save and display images, as well as also 

having access to most o f  the algorithms detailed in this thesis. This GUI format allowed ex

perimentation with the different restorative methods in the same fashion that an end-user may 

experiment. An audit trail facility was provided with the GUI, this kept a record o f  images
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Figure 6.2: The combinatorial GUI interface.

loaded and saved, algorithms used and their order, and the parameters associated with each 

method. The GUI is shown in figure 6.2, and an example audit trail is shown in figure 6.3.
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' r e p l i c a t i o n '

Figure 6.3: An exam ple audit trail associated with the combinatorial GUI shown in figure 6.2.

6.2.1 Branch pruning

For the non-interactive algorithms, batch processing was possible by scripting the combinato

rial G UI’s internal programming interface. It was necessary to com plete any interactive steps 

by hand. Because the order o f  the algorithms is important, the total number o f  possible permu

tations o f  various lengths is given by [71]
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Number o f algorithms in chain, r where n = 8, the total number o f algorithms
1 8
2 56
3 336
4 1680
5 6720
6 20160
7 40320
8 40320

Table 6.2: Chain permutation lengths, per image, fern  =  8 algorithms.

where n  is the total number of algorithms from which the chains are made, and r  indicates the 

number of algorithms in each chain. The number o f possible permutations for algorithm chains 

of various lengths is given in table 6.2. These algorithm chains may be thought o f as having a 

tree-like structure. This is shown in figure 6.4 for a synthetically degraded image using a choice 

of three algorithms. As only three methods are used in this example, the maximum chain length 

is three and the total number o f combinations is given by =  6, as n  =  r  =  3. In if  one 

algorithm had a detrimental effect on the image quality at any level, then the remainder o f that 
branch o f the tree, or the effect o f subsequent algorithms in the chain, can be ignored. This 

reduces the number o f potential images that have to be inspected and serves to minimise the 
assessment time for each of the images processed.

Eight representative images were processed (see appendix A), and all eight algorithms 

were used on every image to ensure that the results were not influenced by any preconceptions 

about what was wrong with an image. To minimise the computational load in generating these 
images, the maximum length of any one processing chain was only three methods. In a few 

cases, a fourth processing layer was added, but only after the effect o f the third layer had been 

assessed and it was thought that additional processing may enhance the image further. After 
preliminary sorting o f the processed images, there were still about 250 images to be closely 

examined for each o f the original test images.

6.3 Results of the serial application process
Only a small fraction o f the approximately 2000 example results are shown here, because o f the 

excessive space that would otherwise be required. The images have been selected to include as 

broad a range of representative problems as possible, and the conclusions and guidelines in this 

chapter are, in general, based on as many of the combinatorial results as possible.

6.3.1 Jittered car

This image of a car is distorted with significant jitter and is taken from [40]. Three algorithms 

were found to have a positive effect on this image, namely:

• A - Dejittering

• B - Unsharp mask

•  H - Mean filter
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Figure 6.4: Synthetically degraded Lena combinatorial tree. Total number of algorithms n =  3, and the maximum chain length r =  3. Pg =  6.
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(a) Crop o f original image.

' '  - 'f t  ^

(b) image processed with unsharp mask 
then speckle denoising filter, algorithm 
D ^ G .

Figure 6.5: M ottled appearance resulting from am plification o f  random noise (by an unsharp mask a lgo 
rithm), follow ed by the despeckling filter.

Visual inspection o f  the image shows significant jitter and random-valued noise affecting the 

whole image. As with most analogue video im ages the image is also slightly less sharp than 

one would ideally like. These observations match well with the observed ‘best’ perfonning  

algorithms.

Figures 6.6 and 6.7 show cropped regions from som e o f  the best performing algorithm  

chains. The best performing processing chain is A ^  B -> H and is shown whole in figure 6.8, 

along with two other competing routes. Observations from this results set are:

1. Dejittering performance was always best when perfomied as the first step.

2. Applying the unsharp mask after the mean filter resulted in slight ringing around objects 

in the image.

3. Applying the unsharp mask before the mean filter made for a sharper image overall than 

applying it after the mean filter.

4. Applying the mean filter first inhibits the performance o f  the dejittering algorithm.

5. Even follow ing the best route, the final image is not appreciably sharper than the original 

image. However, overall the image is less noisy and considerably less jittered.

6. Using the speckle noise reduction filter resulted in a mottled appearance, especially so 

when applied after the unsharp masking filter. This is shown in figure 6.5.

7. Algorithm F - Carasso deblurring - introduced too much ringing into the image.

As there is no strong illumination field, and because periodic noise, dropout and speckle noise  

are not present in the image, algorithms C, D and E, G had little or no effect.
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(a) Original im
age.

(b) Algorithm A. (c) A ->  B. (d) A -> B H.

(e) Algorithm A. (f) A —>• H. (g) A -> H ^  B.

(h) Algorithm H. (i) H —> A.

(k) Algorithm H. (1) H B. (m) H B -> A.

•'igiirc 6.6: ‘Jittered car’ combinatoria l  result. ‘F o g ’ port ion o f  image.
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(a) Original im
age.

(b) Algorithm A. (c) A B. (d) A ^  B H.

(e) Algorithm A ( O A ^ H . ( g ) A - ^ H ^ B ,

(h) Algorithm H. (i) H A. 0) H A B.

(k) Algorithm H. (1) H ^  B. (m) H B -> A.

Figure 6.7: Mittercd car' com binatoria l  result ‘F a c e ’ portion o f  im age.
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(a) Original image. (b) A -)• H -> B. =rrs
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(c) A ^  B —> H. (d) H A ^  B.
LAOO

Figure 6.8: The best combinatorial routes for the ‘jittered car’ image.
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6.3.2 Shop interior

Figures 6.10 and 6.11 show crops of two regions processed using the combinatorial method. A 

selection o f the best routes are shown in figure 6.12. The algorithms that were seen to have the 

greatest effect on the image were:

• B - Unsharp mask

• E - Dropout filter

• G - Despeckling filter

• H - Mean filter

Also of note was the combination o f deblurring filter and illumination compensation (F -> C). 
This sharpened the appearence o f the image but it also amplified the ringing already that was 

present.
Inspection o f the image shows that there is obvious ringing, dropout, interlace tearing 

(caused by local motion o f objects) and Gaussian random noise. There is little jitter on this par
ticular image, and applying the dejittering methods simply caused distortions in the unjittered 

portions o f the image.
It was found that the despeckling filter would remove all o f the dropout present in the 

image, whereas the dropout filter would not. However, the despeckling filter also smoothed 

other regions of the image unaffected by dropout. The end-user needs to strike a compromise 
between the conservative approach o f the dropout restoration method and the potential over

smoothing of the despeckling filter. Using the unsharp mask and then the dropout removal (or 

despeckling) method also caused a slight ringing to appear in the regions where the dropout had 
been treated. This is shown in figure 6.9.

As noted above, the dropout filter and the despeckling filter are similar in nature, but the 

dropout filter is more conservative in its approach. Consequently, running the dropout filter 

after the despeckling filter produced little change in image appearence. It was also found that 
once the mean filter was used the dropout was impossible to remove. The end-user o f these 

methods needs to choose between a smooth image and a sharp image that is more noisy. This 

choice is evident in the images where the mean filter is the last in the chain. The previous image 

is generally sharper than the original but is significantly noisier. The mean filter reduces the 

noise but also some of the image sharpness.

Finally, running the unsharp mask after the mean filter was found to exaggerate the ringing 

already present in the image more than running the unsharp mask before the mean filter did.
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(a) Original image. (b) Algorithm B  --> 
E.

(c) Algorithm E  
B.

Figure 6.9: The ringing effect caused by using the unsharp mask filter (B ) before the dropout-restoration 
filter (E).
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(a) Original. (b) Algorithm E. (c) E ^ B . (d) E —>■ B —> H.

i
(e) Algorithm E. ( f )E -^ G . (g )  E G -4  B.

(h) Algorithm G. ( i ) G - 4 B . (j)G  ^  B ^  H.

(k) Algorithm G. (1)G H. (m )G ^  H ^  B.

Figure 6.10: Shop interior combinatorial results. Image show s crop o f  two people’s legs.
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(a) Original. (b) Algorithm E. (c) E ^  B. (d) E B -> H.

(c) Algorithm E. ( f )E -> G . (g) E -4  G G.

(h) Algorithm G. (i)G  -> B. (j)G  B ->  H.

(k) Algorithm G. (1)G -> H. (m) G ^  H -> B.

Figure 6.11: Shop interior combinatorial results. Image crop show s a region that has significant dropout.
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6.3.3 Travel agent

This image shows two men standing in front o f a travel agent’s window. This image had ob

vious periodic noise caused by interference in the recording / playback process, speckle-noise 

/ dropout and interlace tearing towards the top o f the image, as well as general random-valued 

noise. The algorithms that were found to be of most use in restoring this image were:

• D - Periodic noise filter

• E - Line dropout

• G - Speckle noise filter

•  H - Mean filter

These algorithms are in good agreement with the above visual evaluation. Figures 6.13 and 6.14 

show cropped regions o f the original and processed images for the best processing permutations. 
Figure 6.15 shows output from the three best processing chains, along with the original image 

for comparison. Processing chain D — G ^  H gave the best result. However, it would be 
up to the end-user to decide whether to stop after the noise reduction filter, G, and this would 

depend on how sharp the end-user wants the final image to be.
Although the top portion o f the image has significant interlace tearing, its nature was such 

that the dejittering algorithms had little effect on it. In fact, they actually introduced some cor

ruption into the remainder of the image that was not Jittered in the first instance. The dropout 

removal and despeckling algorithms, on the other hand, did make this region of the image com
prehensible by removing the majority o f the ‘jaggies’ that were distorting the scene. Running 

both the despeckling and dropout filters, in that order, on the image caused too much smoothing 
o f the image, and meant that too much valid information was removed. Conversely, running the 

dropout algorithm after the despeckling method resulted in no apparent change in the image as 

the dropout had, in the main, been treated by the despeckling filter.

It was found that the best restoration o f this image came from using the periodic noise 
filter first. Failure to do so meant that other algorithms, especially the despeckling method, 
introduced noisy artefacts in areas that suffered strongly from this distortion. The mean filter, 

when applied first, also removed some of the periodic noise although not as comprehensively 

as the actual periodic noise filter. However, using the mean filter first inhibited the restoration 

o f the upper tom region o f the image.
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(a) Original. (b) Algorithm 
D.

(c) D E. (d )D -^ E ->  H.

(e) Algorithm 
D.

( f ) D ^ G . (g) D ^  G -> 
H.

(h) Algorithm 
D.

( i ) D - >  H.

iwm

A

(j) D -> H ^  G.

i
(k) Algorithm 
H.

(1)H ^  B. (m)
H ^  B D.

. ' / j

(n) .Algorithm 
II

( o )  H 4  G ( p ) H  4 ( 1  > B.

I'igure 6 . 13: I'ravcl agent picture, ’general' sale board crop. Combinatorial results.
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(a) Original image. (b) Algorithm D. ( c ) D ^ E . (d) D -> E -> H.

(e) Algorithm D. (g) D ^  G ^  H.

(h) Algorithm D. ( i )D -^  H. ( j ) D - ^ H - ^ G .

(m) H ^  B ^  D(k) Algorithm H. (1)H B

(n) Algorithm H. (o) H -> G. (p) H -> G ^  B.

Figure 6 .14: Travel agent picture, ‘£ 1 3 9 ’ sa le  board crop. Combinatoria l  results .
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(a) Original image. (b) Algorithms D -> E H. o-ft
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(c) Algorithms D G. (d) Algorithms D ^  G —)■ H.

Figure 6.15; Travel agent final results.
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6.3.4 Scrap steel

Figures 6.16 and 6.17 show a selection of the best processing chains for this image of scrap 

steel cast in shadow. This image is cast in significant shadow and has a strong texture. The 

algorithms that were o f use in enhancing this image were:

•  B - Unsharp mask

•  C - Illumination compensation

•  E - Dropout filter

•  F - Deblurring filter

•  G - Despeckling noise filter

Using the deblurring algorithm in combination with the dropout filter, although the image had 

no obvious dropout, gave a significant improvement in image sharpness. The dropout filter 

removed some o f the artefacts introduced by the deblurring filter where the filter had overem

phasised the high-frequency content of the image.
It was observed that with this image the mean filter oversmoothed the image detail, while 

not significantly reducing any noise present in the image. The use o f the unsharp mask before 

the despeckling filter caused the image texture to become mottled in appearence. Using the 
unsharp mask before either the deblurring filter or the illumination compensation algorithm led 

to overamplification o f the image texture, resulting in a noisy appearence. This was caused by 

excessive low-pass filtering, which was in turn caused by using repeated use of algorithms that 

either suppress low- or boost high-ffequncy content in the image.
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(a) Ground-truth DV image. (b) First generation analogue 
video copy.

(c) Algorithm B. (d) Algorithm B G.

(e) Algorithm C. (f) Algorithm C B.

(g) Algorithm C. (h) Algorithm C G. (i) Algorithm C G B.

(j) Algorithm C. (k) Algorithm C H. (1) Algorithm C ^  H B.

(m) Algorithm F. (n) Algorithm F -4 E. (o) Algorithm F ->E - 4  G.

Figure 6.16: Scrap steel combinatorial results.
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(a) First generation analogue video copy. (b) Algorithm C -> G -> B.
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(c) Algorithm C -4  H B. (d) Algorithm F —>E -4  G.

Figure 6.17; Strip steel final crops
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6.4 Combinatorial processing guidelines
From the images presented in this chapter, and others that are not detailed here, the following 

general guidelines for combining the image restoration algorithms detailed in this thesis were 

established;

•  Typically there are only two or three serious problems with the fidelity of a video image. 

Successively applying three or more algorithms can be detrimental to the appearence of 

the image - it is best to treat only the most serious problems that an image has.

•  The dejittering algorithms are not suitable for restoring images with minor jitter. While 

the minor jitter may be removed, the algorithms tend to introduce other distortions into 

the image.

•  The three dejittering algorithms, Kokaram, Houghton and Hodgetts-Roscoe, all have dif

ferent characteristics that depend on the image being processed. The Kokaram, although 

very capable, is too computationally expensive to be considered useful in the general 

case. The (improved) Houghton method, as it uses purely causal information, works best 

on scenes that have a heavy vertical element to their structure. As it is non-causal, the 

Hodgetts-Roscoe algorithm may leave a low-level distortion in scenes with many verti

cals, however it will not force an image to have verticals where they do not exist. The 

choice of algorithm is therefore image dependent and is left as a choice for the end-user.

• Combining several methods that either remove low-frequency information from or boost 

the high-frequency content o f an image can lead to noisy images. Such algorithms include 
local contrast enhancement, illumination compensation and deblurring.

•  The use o f despeckling algorithms after local contrast enhancement can cause highly 

textured, detailed or noisy images to take on a mottled appearance.

•  Dejittering needs to be performed early in the processing chain as other algorithms, espe

cially noise reduction methods, can destroy the information required to estimate the line 
shifts for successful dejittering.

•  The mean-noise reduction filter generally performs best as the last step in the processing 

chain, as it tends to inhibit the performance o f the other algorithms.

• When enhancing an image that has portions of line dropout, the end-user of the restoration 

software needs to choose between the conservative approach o f the dropout filter and the 

more aggressive despeckling filter. While the despeckling filter will more significantly 

reduce the regions o f dropout in the image, it will also remove detail from other portions 

o f the image.

The deblurring method used in this thesis was o f limited use in restoring the images 

considered in this chapter. This is possibly due to the smoothing o f the signal by the 
bandpass filtering, present in all video recording and playback equipment, which removes 
the high-frequency infonnation from the signal.
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• Removal o f periodic noise caused by interference ideally needs to be done as a first step in 

image restoration. This is because the noise strongly interacts with other algorithms and 

can cause artefacts to appear, to the detriment of image quality. Local contrast enhance

ment (i.e. unsharp masking) is one method that significantly amplifies periodic noise, and 

the despeckling method causes odd textures to arise in regions that are subject to heavy 

interference.

• It was found that applying the unsharp mask after the mean filter could cause or amplify 

ringing in an image.

• Dropout in an image should be treated early in the processing chain as high-frequency 

enhancement methods, such as the unsharp mask and deblurring algorithms, can cause 

significant ringing in the dropped out regions.

6.5 Summary
It was found that most of the images used in this study had only two or three prominent de

grading factors. Further processing o f the image, beyond these problems, only served to further 

degrade the image quality. The number o f processed images that this would produce, and the 
time it would take to generate them, prohibits any further investigation o f the fourth-algorithm 

layer and beyond. As such no results for a fourth layer o f algorithm application were presented 

in this chapter.

For brevity, the combinatorially-processed results from only four images were shown in 

this chapter. However, the images were chosen so that as complete a range o f degradations 

as possible was covered, each chosen image had at least two main problems. Only the most 
successful algorithm routes were shown in this chapter. Where relevant, some specific bad 

examples have been shown to illustrate the problems caused by a pooor choice o f algorithm 
sequence.

In concluding this chapter, general guidelines were drawn up to help end-users to decide 
which algorithms to apply and in what order (preferentially).

From the beginning o f this work, it was the intention that the restoration results, as pre

sented in this chapter, be assessed by a panel o f potential end-users (namely the PSDB). The 
improvement in quality for each of the different processing chains could then be decided by this 

group. As the work progressed, it became apparent that for any given image there were only 
a handful o f algorithm combinations that produced any significant increase in apparent quality. 

There was a relatively small number of images and these could be readily assessed by the au

thor, his supervisor and his colleagues, and it was felt that there was little benefit in extending 

the assessment process to include a larger number o f potential end-users.

It was generally not possible to decide definitively between these final different routes, 

as each route offered something different. For example, one end-user may prefer a smoother 

image for their work, whilst another may want as sharp an image as possible. The final selection 

of processing chain is therefore left for the end-user to decide upon.



Chapter 7

Conclusions

7.1 Summary
The aim of this thesis was to determine and minimise the effects o f the most common sources 

of degradation in digital recordings o f analogue video imagery. These sources o f degradation 

were determined by assessing over thirty hours o f preselected, low-quality video footage. The 

enhancement methods used were drawn from many different problem domains. Although the 

methods did not have to run in real-time, they were limited to using only one frame o f informa
tion.

The serial application o f the enhancement methods was also investigated, and guidelines 

drawn up for the best ways in which to combine them. The aim of the guidelines is to eliminate 

the trial-and-error approach to algorithm combination that end-users currently employ.

A substantial portion of the thesis is devoted to studying the phenomenon o f image line- 
jitter, and ways o f overcoming it.

7.2 Contributions made to the field
This thesis has drawn together and assessed current state-of-the-art dejittering mechanisms. 

This involved comparing software dejittering methods with hardware dejittering methods. This 
comparison showed that content-based (software) dejittering algorithms were needed to treat 

recorded-in jitter.

In addition to assessing the performance o f two existing dejittering algorithms (from 

Kokaram and Houghton et al.), two new independent dejittering algorithms were developed, 

one content-based and the other based on the characteristics of the video-scanline waveform. 
The Houghton algorithm, was also improved. The two new methods were then compared to 

the Kokaram, Houghton and improved Houghton algorithms, and their performance was as

sessed in absolute terms using ‘ground-truth’ images whose absolute line-shifts could be esti

mated accurately (method described in appendix J). The content-based algorithm was shown 

to offer comparable performance, with different characteristics, to the Kokaram and improved 

Houghton methods. Throughout the comparison, the Kokaram algorithm was shown to be in

trinsically computationally expensive. All of these methods suffer from the limitation that they 

respond to strong linear features. They would probably best be used on images (or sub-images) 
with vertical features, with subsequent assessment by a human operator.

The presence o f  intra-line jitter was investigated by dejittering an im age segment by eye.
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However, it could not be detected using two methods, one based on stereo-matching and one 

adapted, using methods suggested but not implemented in Houghton’s paper. The stereo- 

matching method could perform inter-line dejittering.

A method for degrading a video image with a known ground-truth was devised. This 

allowed an approximate ground truth to be established for the jitter present in an image.

A new strategy for a noise-damping illumination-compensation algorithm, inspired by the 

retinex method, was devised. This performed comparably to the retinex method, although it 

also allowed the noise in the image to be damped.

All the software in this thesis, with the exception of the code for Sara algorithm, was writ

ten by the author. The Kokaram dejittering algorithm was particularly complex to implement. 

All o f the algorithms were made available in a stand-alone graphical interface so that end-users 

could experiment with different combinations of the methods. This software was made avail
able to the PSDB for their use and experimentation.

The compatibility of various algorithms was assessed on a set o f images containing a rep- 

resentive number o f serious degradations. Guidelines were then drawn up to show the end-user 

what to expect from a particular combination of algorithms. Examples o f algorithm combina

tions that minimised degrading artefacts, or in some cases amplified them, were shown.

The overriding conclusion from the combinatorial work was that only the two, or at most 
three, most severe degradations should be treated in an image. Further processing only serves 
to further degrade the image. Certain techniques were also shown to be more effective when 

placed at the beginning of a processing chain, for example dejittering methods.

7.3 Potential applications
The algorithms implemented throughout this thesis have applications in video enhancement for 

judicial purposes. The software devised by the author allows for further experimentation with 

different combinations o f algorithms. It would also be straightforward for end-users to add new 

algorithms to this software. The GUI also allows end-users to easily assess the compatibility o f 

any new method devised.

7.4 Possibilities for future work
Future work could focus on investigating different representative algorithms. One could also 

focus on applying the algorithms to digitally compressed images, which are becoming more 

commonplace. Work could be carried out to fully characterise the algorithms, so that their 

compatibility could be assessed without the need to resort to different combinations, and a 

quality measure devised that allows the restored image to be rapidly assessed. One o f the best 

techniques for improving image quality is, o f course, to avoid over-use o f videotapes, as this is 

a common source o f degradation.

CCTV operators and those who are involved in maintaining CCTV systems should be 

trained more thoroughly in how often tapes should be replaced and how to take good images.

7.5 Concluding remarks
The oft-cited m axim ‘You can’t make a silk purse out o f  a sow ’s ear’ is true o f  image restoration, 

especially  o f  v ideo footage, as there is no one solution that can work on all images. Norman
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Augustine said “The best way to make a silk purse from a sow’s ear is to begin with a silk sow. 
The same is true of money.” This could have read “The same is true for  CCTV images”.



Appendix A

Test set images for the combinatorial 
assessment

This appendix shows the eight images that were used in the test set for the combinatorial work. 

Each of the eight chosen algorithms was tested against each o f the eight images. This may 

seem to be a relatively small data set, but as part o f the combinatorial processing work, each 

image produced approximately 250 intermediate images, each o f which required comparative 

assessment.

It was found to be quite difficult to find CCTV images that contained only one specific 
type of degradation, rather than an overwhelming number, and that also contained something 

of interest in them. In putting together the image test set an attempt was made to try to keep 
the range of image sources, and their content, as broad as possible. There is a correlation 

between the test images used for assessing an individual algorithm and those contained in the 
combinatorial test set any image that showed a defect, or a limited number, was used repeatedly. 
This also had the effect o f limiting the number o f images contained in the thesis, so as to foster 

familiarity with them so that meaningful comparisons between sections could be formed.

The eight images that make up the test set are;

Figure A .l is real CCTV footage that shows two people standing in front of the window of a 

travel agent. This image was chosen as it contained text o f various sizes so that any im

provement in image quality would be obvious. The image also has periodic interference 

noise, and slight image dropout and media noise - paricularly at the top o f the image.

Figure A.2 is real surveillance footage o f a person looking through the window of a building. 

The image was chosen as it has a distinct region o f interest, is blurred and it also contains 

periodic interference noise.

Figure A 3 is real surveillance footage of a large van parked outside a house. The image was 

recorded at night and consequently has a strong illumination gradient, it is also noisy and 

suffers slightly from line-to-line jitter.

Figure A 4 is an image of a car parked in a garage forecourt. This image suffers from signif

icant line-to-line jitter and also has a noisy background. This image is originally from 

an analogue video source and is made available by Kokaram [40] where it is used exten

sively to illustrate the performance of his dejittering algorithm. This makes the image an
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Figure A. 1 : CCTV footage o f  a travel agent’s window.

obvious candidate for inclusion in this thesis.

Figure A .5 shows the inside o f  a shop and contains many people and other regions o f  interest. 

It is real CCTV footage and has significant partial line dropout, ringing and slight jitter.

Figure A . 6  is real CCTV footage that has signs, people and everyday objects as regions o f  

interest. The image suffers from jitter, is noisy and also has a significant region o f  whole 

line dropout.

Figure A.7 is a first-generation image produced using the methods described in appendix J. 
The image shows scrap steel in varying degrees o f  shadow making it a good candidate 

for illumination compensation. There is a lot o f  detail in this picture allowing meaningful 

comparisons between before and after  images to be made. The image is also slightly  

blurred and contains some noise.

Figure A . 8  is a fifth-generation image o f  a testchart produced using the methods described in 

appendix J. The testchart has a known structure with a strong vertical structure that is 

ideal for showing the presence or absence o f  line-to-line jitter. Being o f  fifth-generation, 

the image is also blurred and contains significant noise.
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Figure A.2: CCTV footage o f  a face at a shop window.
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Figure A .3: Surveilance footage o f  a van parked outside a house at night.
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Figure A.4: Video image o f  a car on a garage forecourt. Image from [40].

Figure A .5: C C T V  footage o f  the interior o f  a shop.
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Figure A .6 ; CCTV footage o f  the inside o f  a supermarket.

Figure A .7: F irst-generation  v id eo  im age o f  scrap stee l.
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Figure A .8 : Fifth-generation video im age o f  a standard testchart.



Appendix B

Generalised SD-ROM denoising

B.l Basics of filter operation
In the threshoided SD-ROM filter, the filter output is switched between a:(n) and m (n ). This 

switching is dependent on the rank-order differences and the thresholds. It is possible to gener

alise this approach by defining the filter output as the linear combination [33,36]

y{n) =  o;(d(n))a;(n) +  /5(d(n))m (n) (B .l)

In this fuzzy logic approach a  and /3 are constrained to sum to one.

/3(d(n)) =  1 -  û!(d(n))

In this approach a  and /3 are conditioned only on the rank-ordered differences and not on any

pre-set thresholds. The threshoided SD-ROM filter is a special case o f equation (B .l) where a
and /3 are either one or zero. Equation (B .l) is shown for the simplified case of d (n ) G i f ,  i.e. 

two rank-order differences not four, in figure . Figure B.l (a) shows the threshoided case and 

figure B .l(b) shows the complete generalised case.

The generalised filter is trained using a data set that has known corruption, and the a  and 

(3 are stored in a look-up table. Unfortunately for 8 -bit images with d (n ) G i f  the number 

o f d (n )  is large and requires a lot o f storage as well as great computational cost. To reduce 
this problem the vector space is partitioned into M  non-overlapping regions, A  where 

i =  1, . . . ,  M . Figure B .l(c) shows vector space partitioned with M  =  16^. Each of the 
regions has a fixed value of a  and is defined on the range The values of a (d (n ))  and

/3(d(n)) associated with region A{ are denoted as and /5i.

=  û ! ( d ( n ) ) | d ( „ ) ç ^ .  i  =  1, . . . ,  M  

A  — i^(^(^))ld(n)e>li * — I 5 . . . , M

which means that equation (B .l) may now be written as

^(n) =  ai.'r(n) +  P i m { n )  w here z : d (n ) G Ai  (B .2)

The partitioning schem e suggested in [33] is shown in table B .l ,  [33] note that in practice the 

exact locations o f  the partitions has little effect on the final restoration as long a M  is sufficiently
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Scalar Partition

r/i(n ) [-O C , Ti -  20 , T , -  5 , T , , T , +  5 , T , +  20 , oc]
f h i n ) [ - 0 0 ,  T2 -  20 , T2 ~  5, T2,  T j  +  5, T2 +  20 . oc]
7/3(11) [ - 0 C , T ,  -  30 . -  10 . T-i. T ,  +  10 , T t  +  30 , oc]
7/4(11) [—OC, 74 — 30, T4 — 10, T4, T4 -F 10, T4 -f 30, oc]

Table B .l:  Scalar partitions used for generalised SD -RO M  (A / — =  1296). Partitions shown for each
scalar dim ension o f  d ( n ) ,  with T , =  8, 7)2 =  20, T3 =  40  and T .4 =  50. From [33].

0.5

-300

dlin' 103

(a) (b) (c)

Figure B .l:  Figure (a) show s the function n '(d (n ))  for the threshoided SD-ROM  with d (n )  G R ^ .  
Figure (b) show s the function a ( d ( n ) )  for the generalised SD -RO M  with d (n )  G R ^  Figure (c) show s 
the sim plified function a ( d ( n ) )  for the generalised SD -RO M . Image from [33].

large.

B.2 Training the filter

For non-recursive filtering d (n )  is independent o f  the filtering process. For a given set o f  

training data it is possible to derive the weighting coefficents {r^} and {f2j ] that m inim ise the 

total squared error given by

(B .3)

where t;(n) and y { n )  are the pixel values o f  the training image and the filtered output im age 

respectively. If .'r(n) is the corrupted training image, used as input then equation (B.3) can be 

expanded as

Fh =  Y  +  [1 -  a (d (n ))] 77?,(n) -  ?;(n)}^
n
M

 ̂ Y. Y + (1 - n:i)77t(n) -
1=1 n : d ( n ) Ç . \ ,

where the inner sum represents the contribution o f  each (\  to the total squared error. It is 

possible to minimise the w hole expression by independently m inim ising for each o f  these terms 

/ =  1  M .
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^  2[rE(n) -  m(n)][aj.7;(n) +  (1 -  ai )m{n)  -  ■y(n)]
 ̂ n:d(n)G>4i

Setting this equation to zero gives the globally optimal weighting coefficent for each region i.

^  [x(n) -  m (n)][m (n) -  u(n)]

a* = "  '  for 2 =  1 , . . . ,  M  (B.4)
^  [T(n) -  m (n ) ] 2

n:d(n)e^i

B.3 Recursive filter training
To train a recursive filter the following procedure is used:

1. Begin training with the non-recursive method described above.

2. When ‘enough’ pixels in the training set have been considered, update all the training
pixels using equation (B.2).

3. The term x{n)  in equation (B.2) is replaced by the filtered output.

4. Continue steps (2) and (3) until all the training data is considered, then fix the {q } at

their final values.



Appendix C

Blind inverse gamma correction

The non-linearity o f intensity reproduction present in most imaging systems is described, along 

with its inverse, by the power functions:

g { x ) ^ x ' ^  (C .l)

g - ^ { x ) = x ^ / ^  (C.2)

where x  G [0,1] corresponds to the pixel intensity, and 7  is the gamma factor. The value o f 

gamma may not be constant for a single piece o f imaging equipment, for example many digital 

cameras continuously alter their gamma factor as the scene before them changes. The subject 
o f gamma in relation to imaging systems is covered in detail by Poynton [1].

C.l Higher-order statistics (HOS)
Farid [44] uses HOS to estimate the required gamma correction for an image, specifically he 

uses the bispectrum and bicoherence measures. The subject o f bispectral and poly spectral anal

ysis and its uses is explained in detail by Mendel [72] and also in Nikias and Mendel [73]. 

The theory and implementation of bispectral analysis o f signals is also discussed in depth by 

Fackrell [74] and by Kim and Powers [75].

Gamma correction introduces non-linearities into higher-order correlations in the fre

quency domain. These correlations may be estimated using polyspectra and then minimised 
to give an estimate for the correct gamma correction factor.

C.2 Higher-order correlations
By considering a simple one-dimensional signal it is possible to see the effect o f gamma cor

rection. Consider a signal composed o f a sum of two sinusoids:

y{x) = a\ sin(w]T) +  « 2  sin(w2 a:) (C.3)

Gamma correcting this signal introduces new harmonics with amplitudes that are corre

lated to the original harmonics. By considering the first three terms of the Taylor expansion of 

equation 3.10, ignoring scalar quantities and rewriting using standard trigonometrical identities, 

equation C.3 may be written as:
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g{y{x)) = y{x ) - \ - y ‘̂ {x) (C.4)

=  tt] sin(a;ia;) +  ag sin(w2 2 ;) +

—f l | ( l  +  s in (2w ix ))  +  —<2 2 ( 1  4" sin(2w23:)) +

2 a itt2  sin(wi +  W2 ) +  2 a i 0 2  sin(o;i — UJ2 )

New harmonics can be seen to be introduced at frequencies 2o^, 2 w2 , (wi +  W2 ) and 
(wi — W2 ), which are correlated to the amplitudes o f the original harmonics. This model also 

generalises to more complex signals.

Farid shows empirically that these correlations increase proportionally with deviation o f 

the gamma factor from unity. Hence by minimising the correlations an estimate o f the gamma 

correction factor can be made.

C.3 Bispectrum and Bicoherence
The Fourier transform of a one-dimensional signal y{x)  is represented as:

%/(w) =  ^  y{k)e
fc=—00

and its power spectrum as:

P{u)  =  £  { Y { u ) y { u ) }

where £  is the expectation operator and* denotes complex conjugation. The power spec

trum is blind to higher-order correlations and non-linearities such as those introduced by gamma 

correction. These correlations may, however, be estimated using higher-order spectra [72-75]. 

Third-order correlations are estimated with the bispectrum, which is defined as:

B(wi,w2) = 6:{y(wi)y(w2)y*(wi + W2)} (c.5)

This quantity is complex-valued and gives a measure o f the higher-order correlations. The 

bispectrum may be estimated by dividing a signal in to N  (possibly) overlapping segments, cal

culating the Fourier transform of each segment, and then averaging estimates o f the bispectrum 

over all segments.

1 ^
Ê { üJ\,LÜ2) =  +  W2 ) (C.6 )

fe=l

where Yk{-) denotes the Fourier transform of the k' th element and where "denotes an es

timate. This estimate of the bispectrum has the disadvantage that its variance at bi-frequency 

(w i, W2 ) is dependent on P(cji ), P { u 2 ) and P{u}^ +  W2 ). For this reason the normalised bis
pectrum, or bicoherence, measure is used.
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6 ^(wi,W2 ) =  —?----------------------------- -̂----------------ÏT  (C 7)g{|y(wi)y(w2)|"jg{|y(wi + w2)|"}
This quantity has values in the range [0, 1]. The bicoherence is estimated as;

i/'ï2̂ k(̂ i)ykî 2)yk(‘̂i + ^2)

Z! I ^ ( ^ l ) ^ ( ( ^ 2 )|^ ^  Z! +  UJ2)\‘
k k

(C.8 )

This quantity is real-valued and is the measure that is used by Farid throughout his paper.

C.4 Effect of noise on gamma estimation
The presence o f additive Gaussian noise in an image should not affect the gamma estimation 

process of this method as pure Gaussian processes disappear in k ’th order correlations, where 

A; > 3  [72,75].

C.5 Mode of operation
The procedure for estimating the gamma correction is by applying a range of inverse gamma 
values (by equation 3.11) to portions o f the images and then selecting the gamma value based 
on minimising:

W] =7T W2 = 7r
(C.9)

W] = —7T Lü2 = — TT

To decrease the computational demand o f this algorithm, only every sixteenth horizontal 

scanline is used in the estimation and the estimates averaged. Typically, the inverse gamma 
correction applied to the scanlines is in the range [0.1, 0.38] in increments o f 0.1. Also the 

line is divided into overlapping segments o f length 64 pixels; the overlap is 32 pixels. The 
segments are then windowed using a Hanning [14] window prior to estimating a 128-point 

discrete Fourier transform.
The best estimate o f the gamma factor is then simply the gamma that produced the mini

mum bicoherence measure (equation C.9).



Appendix D

Quadratic and higher-order unsharp mask 
filters

D.l Teager based filter
Ramponi et al. [76] showed that a simple quadratic filter, known as a Teager filter [77] equa

tion (D .l), had a mean-weighted high-pass response.

v{x , y )  = 2 l ‘̂ {x, y)  - I { x -  \ , y - \ - l ) I { x +  l , y  -  1) -  I { x  -  \ , y  -  l ) I { x  + l , y  1) (D .l)

The mean-weighted response incorporates Weber’s law (section 3.7.1), noticable bright
ness differences are proportional to the average background brightness. This means that the 
filter will give a smaller response in darker areas, and boost the output more in brighter regions 

where the human visual system is less sensitive. However, the use o f the Teager filter in unsharp 

masking will still introduce noise in to the output (the amount of noise is dependent on the value 

used for A).

D.2 Cubic unsharp mask
In an attempt to avoid the amplification o f noise in the unsharp masking, the high-pass filter 

is modified so that it is only sensitive to local features in the luminance o f the image. The 
high-pass filter used in this mask is a Laplacian, which in one-dimension has the form:

L{x) = 21{x) -  I { x  -  1) -  I { x  +  1) (D.2)

To achieve the local sensitivity of the mask to local features the output o f the Laplacian 

filter is weighted by a simple edge detector:

e(x) = [I(x  -  1) -  I ( x  +  1)]2 (D.3)

Combining equations (D.2) and (D.3) and extending to two-dimensions leads to the sharp

ening component of the cubic unsharp mask having the following form:

v { x , y )  =  [ I [x -  \ . ,y)  - / ( .% +  \ , y ) f [ 2 I { x , y )  -  I { x  -  l,?y) -  I { x  +  1,?;)] +
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[I{x,y  -  1) -  I { x , y  + l )Ÿ[2I{x , y)  -  I { x , y  -  1) -  I { x , y  +  1)] (D.4)

Further details concerning this filter can be found in [76] and its statistical properties 

in [78].

D.3 Edge-offset cubic unsharp masking
This is simply a modification o f equation (3.13). By adding an offset k  to the edge sensor, 

low-contrast images that give a small response to the edge sensor can be enhanced. This also 

suppresses some of the noise filtering characteristics o f the filter, resulting in some unwanted 

increase in the noise level. The modified filter is as follows [76]:

v{x , y )  = [I{x -  1 , 2/) -  I { x  + l , y )  + k f [ 2 I { x , y )  -  I { x  -  1 , 2/) -  I { x  +  1 , 2/)] +

2/ “  1) “  - ^ ( ^ 5  2/ +  1) +  kŸ[2I{x.,  y) — I{x ,  y — 1) — /(a:, y  +  1)] (D.5)

Setting k  to zero simply gives you the cubic unsharp mask o f equation (D.4).

D.4 Mean-weighted edge-offset unsharp masking
The just noticeable difference in luminance scales with the average luminance (Weber’s law, 

section 3.7.1). To take this into account, the filter in equation (D.5) should be weighted by the 
local mean to give the following filter form [76]:

v ( x , y )  =  {[/(a; -  1,2/) -  I { x  +  1,2/) E k f [ 2 I { x , y )  -  I { x  -  1,2/) -  I { x  +  1,2/)]+ (D.6 ) 

[ I { x , y -  1 ) -  / ( x , 2/ +  1 ) +  k^[2I {x , y )  -  I { x , y  -  1 ) -  I { x , y  +  1 )]} I { x , y )

where
ZjL-w I jx  + i, 2/ + j)

■sr-'.N / I  \
Z ^ i= - N  l ^ j = - N \ ^ )

is the mean pixel intensity based on a local (27V + 1  x 27V + 1 ) neighbourhood of pixels centred 

on the current pixel at location {x,ij).

This weighting factor could also be applied to the k edge offset term to reduce the noise 

sensitivity o f the filter.

D.5 Novel product of linear filters (PLF) unsharp masking
In September 1999, Ramponi [79] published an investigation into the properties o f unsharp 

masking filters by considering their formulation in terms of a product o f linear filters. Ramponi 

imposed the following properties on his filter designs:

• translation invariant;

• isotropic.
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He then showed how his cubic unsharp mask observed these desired properties. However, the 

cubic filter was shown to only enhance the flanks of an input signal and not its peak. This means 

that the cubic filter only gives limited performance when enhancing small features in an image.

Ramponi then designed a filter that was both translation invariant and isotropic, and which 

also emphasised the peak of an input signal as well as its flanks. This filter has the following 
form;

(2 /x,2/ Ix-\ ,y){Ix,y ^x+l,2/)] +
~  ^ x , y - l  ~  ^ x , y + l ) [ { ^ x , y - 1  ~  - fx ,y + l)^  +  ^ { ^ x , y  ~  I x , y - l ) { ^ x , y  ~  ^ x ,y + l) ]

where Ix,y =  I{x,  y) =  intensity of pixel a t location (rr, y).  The first term in the equation is 

the Laplacian filter o f equation (D.2), while the second term is the edge sensor o f equation (D.3). 

The k  term balances the offset between the simple cubic operation o f the filter and its ability 
to enhance the peak of an input signal. A: =  3 is the suggested value for general enhancement 

using this filter.

D.6 Normalised unsharp masking
Ramponi [76] suggested that an alternative approach to reducing the noise sensitivity o f the 

quadratic filters would be to replace the additive sharpening term, v{x.,y) in equation (3.13) 
with a sharpening enhancement fraction. This fraction is derived from the output o f quadratic 

filters.

If  f { x ,  y) is the output o f a quadratic filter, then the normalised unsharp masking technique 
is written as follows:

. ( x ,^ )  =  s i g n ( / ( ^ , ^ ) ) ( ^ J ^ { j g ^ ^ J  I { x , y )  (D,7)

where sign(-) preserves the sign o f its argument, and max(-) returns the overall maximum 
value of its argument. This method still provides protection against noise in the image, but 

also appears to be more robust than other methods (needing less tuning o f the A factor when 
applying the filter to different images).

D.7 Rational unsharp masking
Rational unsharp masking [33, 80] is another variation on the basic unsharp masking method 

o f equation (3.13). The v{x , y)  sharpening term is replaced with a high-pass filter multiplied 

by a rational control function c{x, y).  The high-pass filter used here is the Laplacian of equa

tion (D.2) and the new correction term is separated into a sum of x  and y  terms (denoted by 

their subscripts):

v { x , y )  =  C x { x , y ) L x { x , i j )  +  C y { x , y ) L y { x , i j )  (D.8 )

The purpose o f  the control function is to make the sharpening less sensitive to noise and to 

prevent overshoots on sharp details, its form was proposed originally by Ramponi [33 ,34 ] for
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use in edge preserving noise smoothing. The control functions have the form:

k g t £ y )  +  ft ’ “  k g l i t y )  i  h

where k  and h are positive constants and g{x)  is a measure o f the local activity which is defined 

in equations (D.IO) and (D.l 1). The complete form of the control function is shown in one- 

dimension in figure D. 1.

9x{x,y)  = [I{x +  1 , 2/) -  I { x  -  l , y ) Ÿ  (D.IO)

dyi^^y) =  +  1) = I { x , y -  l ) f  (D .ll)

The peak of the resonance is at g{x) = go = 250. The presence o f this peak means that the 

yield o f low-level and medium-level amplitude changes will be emphasised the most, whereas 
sharp transisions, which yield a high value o f g{x).go, are subject to less amplification. Small 

changes in luminance g{x)  «C go are assumed to be noise and are therefore subject to little or 
no amplification.

As different values o f 510 give different levels o f amplification at the peak of the control 
function it is useful to normalise the output. This is achieved by forcing the constraintvTî^ =

0.5, so that the peak height is equal to one for any value of  go. To place the normalised peak at 
go  the following identities are used:

This allows the filter to be tuned using only two parameters, namely A and go.
The presence o f the resonance function means that:

• Low-and-medium amplitude luminance changes are subject to strong amplification.

• Strong and steep changes have less amplification.

• Noise will not be amplified in uniform regions as noise has a low g{x)  and hence low 

amplification.

D.8 Adaptive unsharp masking
In all the unsharp masking methods discussed so far, individual tuning o f the A factor in equa
tion (3.13) has been necessary for each o f the images processed. An adaptive method of unsharp 

masking [81,82] provides a solution to this problem by recursively estimating A at each pixel 

in the image, based on the local neighbourhood pixel values and the previous value o f A.

The high-pass enhancement term of equation (3.13) is again separated into two orthogonal 

components:

I ' { x , y )  =  I { x , y )  +  Xx{x,y)L:c{oo,y)  +  X y { x , y ) L y { x , y )  (D.l 3)

where and Ly  are the Laplacian filters o f  equation (D .2) applied in the x  and y  directions 

respectively, and A,̂  and Xy are the scaling factors for these filters which are updated adaptively.
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Figure D. 1 : Plot of the one-dimensional control function used in rational unsharp masking.

By defining:

TA{x, y)  = [\ : , {x,y) ,Xy{x,y)]  

Z{ x , y )  = [ L x { x , y ) , L y { x , y ) f

equation (D .l3) may be written as:

r { x ,  y) = I{x,  y) +  A'^(x, y)Z{x ,  y)

(D.14) 

(D.l 5)

(D.16)

It is the vector A that is updated at each pixel in the image being processed. The amount 

that A is varied by is determined to some extent by a measure of the local activity o f the image. 
The local activity o f the image is simply defined as the variance over a 3 x 3 pixel area centred 
on the current pixel, denoted by V  {x, y).  The mean value used in the calculation is also deter

mined over the same 3 x 3  neighbourhood. The adaption algorithm works by minimising a cost 

function at each pixel location; the cost function is defined as:

J{x, i j )  =  E[e^{x,y)]

= E[{gd{x,ij) -  gy{x,y)Ÿ]

(D.l 7) 

(D.l 8 )

where gdix^ij) and gy{x,y)  are the desired and the actual local dynamics respectively. The 
local dynamics were determined by the output o f a 3 x 3 Laplacian. gc{x, y) is the output of 

the Laplacian at I{x.  y) and measures the local dynamics of the image. (x, y) and gzy (x, y) 
are the local dynamics of Zx(x, y) and Zy{x, y),  the components of the vector Z{x,  y) defined 

in equation (D .l5). The activity measure gy{x, y) is then defined as:
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9y{x,y)  = g x { x , y )  + A^ { x , y ) G{ x , y )

where:

(D.l 9)

G{x , y )  = [ gz A^^y ) :9z y{ x , y ) f  

which on substitution into equation (D .l 8 ) gives:

e{x ,y)  = 9d{x,y)  -  gx{x ,y)  -  A^ { x , y ) G{ x , y )  

The desired output dynamics o f the image are defined as:

9d{x,y)  = a{x,y)g:x{x,y)  

where «(a;, y) is a variable gain function defined by:

(D.20)

(D.21)

(D.22)

1 V{ x , y )  <  Ti
a{x,  y) = < adh Ti  <  F (rr, y) < T 2 (D.23)

 ̂ adi V{x,  y) >  T2

A region with a variance is deemed to be part of a uniform area and so the local dynamics 

need no modification in the area. If  the local activity lies in the range [2Î, T2 ] then the region 

has medium-to-high activity and hence requires the highest amplification. For regions with a 

variance greater than T2 a lesser amplification is needed. The values for T], T2 , Oidh and adl 

are set according to the level o f contrast enhancement required, with 0̂ 1 < adh-
Polesel and Ramponi stipulated that the image was to be scanned along its rows and a 

Gauss-Newton algorithm be used to update A [83]. These ideas combined with equation (D.21) 
leads to the following relationships:

A{x  +  1,2/) =  H x , y )  -  pR~^{x , y )AA{e^{x , y ) )

y) = { \ -  p ) R { x  - 1 , 2 / ) +  pG{x,  y)G'^{x,  y) 

A(.t +  1 , 2/) =  A(a:, 2/) +  2pe{x,  y)R~^  (z, ij)G{x, y)

(D.24)

(D.25)

(D.26)

where R{x^ y)  is a recursive estimate o f the least-squares autocorrelation matrix o f the 

input vector G{x.^y),  /3 is a positive convergence parameter that is less than one, and p  is a 
small, positive step size that controls the speed o f convergence of the adaptive filter. Typical 

values for these parameters are:

adl adh 9 Ti T2
3 4 0 . 1 0.5 60 2 0 0

T able D . 1 : T yp ica l v a lu es fo r  adaptive unsharp m ask in g .



Appendix E

Normalisation of Forshaw control function

The form of the control function c{r) is set using an estimate o f the level o f noise present in the 

image, and has the following form;

1  -  e ( -rV 2 (Tn)
c(r) — A   ---------  (E .l)

where an is the standard deviation o f the noise, and A  is an approximate normalisation fac
tor meaning that the maximum amplification is independent o f and is equal to one. This 

normalisation factor is found by differentiation o f equation (E .l) and is equal to:

dc{r) \  —
dr a^

There are two exact solutions to =  0, the position o f the peak maximum, they are:

r  =  ± a n \ - I  — 2 P roductL og(----
V v 2 e

and

r  =  ± a n J - I  -  2 P ro d u c tL o g (- l,  (E.2)

where ProductLog is the Lambert W-function [84].

An approximate solution to equation (E.2) is:

^ m a x  —  i l - 5 8 5 2 c T j 2

which on substitution into equation (E .l) gives the height o f the peak to be:

, 0.4513
c(rmax) —

and hence the normalisation factor in equation (E .l) is:

"  0 4 ^  ~



Appendix F

Extra dejittering results

To save space, in the main body of the thesis cropped images were used to show the detail 

of an algorithm’s perfomiance. This appendix contains complete images dejittered using the 
Kokaram, Houghton, improved Houghton, HR, and scanline-fitting methods. The details of 

these methods may be found in chapters 3 and 4.

Figure F. 1 ; Original jittered im age from [40].
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(a) Kokaram method.

Figure F.2: Dcjittcred using the Kokaram method.

Figure F.3: D ejittered  u sin g  the orig inal H oughton  m ethod
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Figure F.4; Dejittercd using the improved Fioughton method.

F igure F.5: D ejittered  u sin g  the HR m ethod.
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Figure F.6; Dejittered using the scanline-fitting method.



Appendix G

The §âra Stereo matching algorithm

G.l Introduction
As noted in section 4.6, the Sara algorithm [70] is a stereo-matching algorithm that may be used 

to determine the similarity between two scanlines in an image. The Sara algorithm has a three 

stage implementation:

1. Initial one-to-one stable matching

2. The removal of conditioning pairs, a form of bad match, in the stable matching obtained 

from ( 1 ).

3. The use of dynamic programming to find the best monotonie matching between the lines, 

based on the stable matching obtained from step 2 .

These steps rely on there existing some measure o f the similarity between the scanlines. The 
sum of the squared differences (SSD) was used as the similarity measure here. The SSD is 

calculated over a finite support region that corresponds to the extent o f the search for relative 

line shifts. A correlation map is built up, as a two-dimensional grid, using the pixel indices 
o f the two scanlines as the axes. The correlation cost (the SSD) is then calculated between 

pixels on the two axes and entered onto the grid at the appropriate position. If the two lines 

are identical then the path of maximum-cost along the correlation map, marking where the two 
lines are most similar, will be a straight, forty-five degree line. If  the scanlines are similar, 

but translated relative to each other, the translation can be estimated from the intercept o f the 
maximum-cost path with the axes. Any intra-line warping will appear as a change in gradient 

o f the maximum-cast path from the ideal gradient of one.

As, in general, displacements o f only a few pixels are being considered, the correlation 

map need only be calculated over a small band centred on the diagonal. This diagonal can also 

be represented as a rectangular correlation map where the ideal, zero-displacement, path runs 

along the length of the map and is perfectly centred.

G.2 Stable matching
Once the correlation map is built up for the two scanlines the Sara algorithm has a simple 

method for determining a stable one-to-one mapping between the lines. The set of stable 

matches is named M , and the algorithm for finding it follows:
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1. Place all the correlation scores, along with their coordinates from the correlation map, 
into a single list, named L. Sort list into descending order;

2. Loop until L  is empty, then terminate loop, the set M  is complete;

3. Move the first element from L  (the highest correlation score) to the set M . Remove any 

remaining elements from L  that share the same x, or y  co-ordinate;

4. Go to step 2.

5. End loop.

This method of stable matching is guaranteed to return a complete one-to-one mapping between 

the two scanlines, however whilst the matching is complete at this point it is not necessarily 

monotonie. A matching is considered to be monotonie if  for each pair o f correlation scores in 

the stable matching the following relationship is true for two points in the mapping:

ï îp  = (x i,ï/i) , q =  (2 :2 , 2/2 ) thenX 2  >  2 i a n d &'2 >  Vi

The next step o f the algorithm involves removing so called conditioning pairs from the stable 
matching set M . A conditioning pair is a form bad-match in the stable mapping. An example 

o f a situation where a conditioning pair occurs is shown in figure G. 1.

Y

Figure G.l: Example of a conditioning pair. cost(P) < cost(Q) < cost(5'). P is conditioning pair and 
S is the conditioned pair.

In this example the relative costs of the three points are cost(P ) <  cost(Q ) <  cost(S'). 

In the complete stable matching stage of the algorithm the cost located at S  is greater than the 

cost at Q; this means that Q is removed from the correlation score list, M , as it shares the same 

row as S  (which is inadmissable). Removing Q  means that when P  is considered for inclusion 

in the final mapping it will be allowed into the stable match even though Q would have beaten 

it had it had not been removed from the original set of correlation scores. P  is known as the 

conditioning pair and S  as the conditioned pair.
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The conditioning pair has to be removed from the stable matching set before the maximum- 

cost monotonie subset o f the stable match may be determined. Then to determine the maximum- 

cost monotonie path problem through the pairs in M , a dynamic programming algorithm with 

free ends - i.e. the end-points o f the path are not fixed in position - is used. Finally, any condi

tioning pairs that were removed, but now do not break the monotonicity o f the path are returned 

into the mapping M . This final set o f pairs gives the maximum-cost monotonie mapping be

tween the two scanlines

G.3 Other implementation details
To determine the rigid inter-line displacement, rather than the warping between the lines, a 

linear least-squares fit to the returned monotonie path was calculated. The gradient o f the fit, if 

there is no intra-line warping should be close to one, as this implies a one-to-one mapping of 
the scanlines. The intercept o f the fit gives the rigid inter-line displacement.

By supersampling the scanlines before running the matching algorithm, it is possible to 

achieve sub-pixel estimations for the line mapping. Owing to the complexity o f the algorithm 

this increases the execution time o f the algorithm many times, as many more correlations must 

be evaluated. This factor may be reduced by only considering a fixed number o f pixels sur

rounding the diagonal o f the correlation grid. The number o f pixels used sets the upper limit for 

the warping and rigid line displacement that may be calculated. In practice this interpolation 
does not remove the sharp transitions present in the line-to-line mapping, and hence was not 

used in this implementation.



Appendix H

Performance of the individual dejittering 
algorithms

This appendix contains enlarged sections o f the graph in figure 4.22.
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Figure H .l : Original chart, reproduction o f  figure 4.22.
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Appendix I

Evaluation of image quality

1.1 Introduction
The evaluation o f image quality and the performance characterisation o f algorithms are very 

broad topics that are reviewed in section 1.2, where the general appproach that one should 
take in developing and assessing algorithms is briefly discussed. However, this thesis used 

the traditional distance measures discussed in section 1.3, as full characterisation o f the all the 
methods presented in the thesis is impractical.

1.2 Algorithm performance characterisation
There is a lack o f methodology and criteria for performance characterisation o f algorithms, and 

a lack o f commonality in quality measures. The main problem is that computer vision is task- 

dependent; what subjectively represents an image quality improvement in one instance does 
not necessarily represent an improvement in another. The aim of performance characterisation 

is to determine the dependency o f the results of an algorithm on the type o f input and control 

parameters.

A methodology for assessing image-processing algorithm performance was devised by 
Bailey [85,86]. This work considered the task o f performance characterisation from the point- 
of-view of the end-user of an algorithm. This methodology takes into account all of the param

eters that can affect the performance o f an algorithm, including factors such as lighting levels, 

desirable and undesirable aspects o f an image and the operating conditions for the algorithm. 

In 1996 Forstner [87] presented ten often-cited arguments for not performing formal algorithm 
characterisation. Each argument had accompanying discussions both for and against the state

ment. These arguments were originally intended for computer vision algorithms, e.g pattern 

recognition, and as such are not all applicable to the work o f this thesis. The relevant points 

presented in Forstner’s work are paraphrased below.

Evaluation is task  dependent The variety o f potential tasks is too large to enable evaluation 

o f the algorithms for all situations. However, characterisation o f the performance o f 

algorithms can be parameterised, which allows an algorithm to be assessed without the 

need to run it.

The models used are wrong This suggests that formal analysis of algorithms is not valid. 

However the important question is not whether the models are valid - all models are 

wrong - but how adequate the models are for solving a certain task.



1.2. Algorithm performance characterisation 206

Quality measures are not comparable Many algorithms use their own évalutation criteria, 

which make comparison difficult. Statistics provide a transparent measure.

No theory is available for many algorithms Many algorithms are not based on a sound the

ory. One should preferentially use algorithms that have a theoretical basis, as their be

haviour is then predictable.

There are too many tuning parameters Testing grows exponentially with the number of tun

ing parameters an algorithm has. The number o f tuning parameters can be reduced by 

only selecting tuning parameters with a very well defined meaning.

Ground truth is too expensive In an ideal world, only algorithms that have been tested ex

tensively would be used. A ground-truth may not be easy to determine as the objects 

o f interest may be ill-defined. Every effort should be made to achieve some form of 

ground-truth for a method.

Simulations can not replace experiments with real data Simulations can only capture mod

elled effects. However, simulations are often the only way to compare the theory under
lying an algorithm with its implementation. An algorithm should be tested under varying 

conditions.

In a special edition o f Machine Vision and Applications dedicated to performance assessment, 
Christensen and Forstner [88] introduced characterisation methodologies and highlighted six 

steps that are necessary when characterising peformance. These six steps were devised by 

Maimone and Shafer [89].

1. Mathematical analysis Analytically deriving performance measures based on a well-

defined model o f the algorithm.

2. Simulations using data without noise This allows verification o f the implementation, and
also the identification o f artefacts due to finite machine precision or model discretisation.

3. Simulations using data with noise Only in this case are true reference values available.

4. Empirical testing using with fully controlled real data This proves the usefulness of the

model underlying the vision module, but is an expensive procedure.

5. Empirical testing using partially controlled real data For proving the adequacy of model

as parts o f the model have already been rigorously checked in previous experiments. So 

only the additional modifications need to be emprically evaluated.

6. Empirical testing in an uncontrolled environment This shows the limitations of the pro

cedures by counter examples.

A methodology for algorithm evaluation is needed in order to demonstrate the capability of 

an algorithm in a particular application. A systematic method for assessing changes to an 

algorithm is also required. One such methodology was presented by Courtney, Thacker and 

Clark in [51,90] and in more detail, with examples, in [91].



1.3. Conventional quality measures 207

Simple models can propagate distributions through algorithms, in order to monitor error 

propagation, these methods were initially implemented by Haralick [92]. Here an algorithm 

was repeatably tested in order to build a statistical description o f its performance. This allowed 

the validity of any assumptions made to be tested and the performance o f the algorithm to be 

quantified. One essential step towards accomplishing this is to minimise the number o f free 

parameters, as the testing time increases exponentially with the number of parameters.

1.3 Conventional quality measures
Traditionally, quantitative measures of image quality have been made in terms o f distance mea

sures and signal-to-noise ratios (SNR) [8, 13,14]. Typical distance measures are the mean- 

squared-error (MSE) and the mean-absolute-error (MAE). For an M  x  N  pixel image, these 

measures are defined (in decibels) as:

y^{x{i,j) -y( i , i )Ÿ  

= -  M N ------------ 0  1)

M N -----------

where x{i,  j ) i s  a pixel in the original ‘clean’ image, and y{ i , j )  is the corresponding pixel in the 
noisy image. Using the same nomenclature, the SNR of an image is defined as:

SNR =  10 logio (1.3)

and the peak-signal-to-noise ratio (PSNR) as:

P S N R =  lOlogio
D^MN  

' ^ ( x ( i j )  - y ( i , j ) ) ‘
V /

(1.4)

where D  is the maximum possible swing in image intensity; for an 8-bit image D =  255.

The SNR represents the ratio o f average signal power to average noise power, whereas the 

PSNR represents the ratio of peak signal power to average noise power. In all of the above 

measures the noise is assumed to be uncorrelated to the signal, otherwise the measure will fail. 

An image containing correlated noise that looks significantly worse to the human eye than an 

image containing only uncorrelated noise may have the same value for the quality measure.

The measures outlined above are only useful where there is a known ground-truth. For real 
CCTV footage there is no ground-truth available: in these instances improvements in subjective 

image quality have been made by a visual ranking assessment.

Alternative measures, based in part on analysis of the human visual system, have been
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the subject o f recent research [93]. These measures take into account effects such as image 
dimensions, viewing distance, printing resolution and ambient illumination. However, they 

cannot take non-linear effects of contrast perception into account. There are other studies that 

deal with quantitative measures of subjective image quality. These mainly deal with optimising 

the compression o f images so that their subjective appearence is unchanged. Applications for 

this work are video-conferencing, video format conversion and MPEG encoding.

1.4 Summary
Owing to the sheer number o f algorithms presented in this thesis it is not practical to characterise 

them all in order to allow comparison. Instead, comparisons will be made with synthetically 

degraded images, and with algorithms where an exact quantity can be measured, e.g dejittering, 

line shifts meaurements will be compared. To further assess the individual methods, where 

possible, images with an available ground-truth will be used. Finally, the methods will be 

tested with ‘real’ CCTV images where no control over the inputted images is possible. These 

tests encompass steps 3-6 described above by Maimone and Shafer [89].

This section has briefly reviewed methods and procedures for the characterisation o f im

age processing algorithms. Traditional signal-to-noise and distance measures were detailed 
and proposed for use throughout this thesis. The number o f different algorithms discussed in 

this thesis is large, and for some of these methods no theory is available, therefore thoroughly 
characterising all these methods would be impossible. Where possible, this thesis has used the 
ground-truth images developed in section J.2, as in combination with the traditional quality 
measures (detailed in section 1.3), general trends in enhancement performance can be made.
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Establishing a known ground-truth

J.l Introduction
Methods for establishing a known ground-truth for degraded video image are discussed in sec

tion J.2,which outlines the protocol used in the present research and approximate ground-truths 

for the line shifts required to dejitter an image are developed in section J.3.2. These ground- 
truth images were used in conjunction with the conventional quality measures, discussed in 

section 1.3, to assess the performance o f algorithms in chapter 5.

J.2 Establishing a known ground truth
Performance characterisation o f image restoration ideally requires a known ground-truth image 

with which the restored image can be compared. With CCTV footage such a ground truth is 

not available. Section J.2.1 discusses the procedure used to generate a known ground truth. 
Section J.2.2 discusses the resampling and registration process that was found to be necessary 

when generating these ground truths.

J.2.1 Procedure

To generate degraded video images, in a semi-controlled fashion with a known ground-truth, 
the following procedure was carried out:

1. Fifteen known digitised 720 x 576 pixel images o f both synthetic and real scenes were 

obtained.

2. These images were encoded, by computer, into a Digital Video (DV) format video stream. 

Each image was included in the DV stream for 250 consecutive frames.

3. Single frames o f each scene were extracted from the DV encoded video stream. This was 

necessary as the DV format uses compression, which means that the images on the DV 

video were no longer identical to the original images prior to encoding. These extracted 

images were used as the ground-truth. Details o f the compression used in DV can be 

found in [1].

4. An analogue VHS recording of the DV video stream was made using a DV camcorder 

for playback and a VHS VCR for recording. This VHS recording is the first-generation 

copy.
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Figure J.l : N-th generation degradation scheme.

5. To degrade the recording two VCRs were connected and two videotapes used. The first- 

generation copy, on the first tape, was copied onto the second tape. This is the second- 

generation copy. The second-generation copy is then recorded after the first-generation 

copy on the first tape. This recording is the third-generation copy. This copying proce

dure is repeated until the recording is suitably degraded. The whole process is shown in 

figure J. 1.

6. A framegrabber was used to pull a still from each of the scenes from each of the genera
tions off the two tapes. It does not matter that it is not the same frame, as exactly the same 

scene is displayed for ten seconds. More details o f this step are detailed in section J.2.2.

J.2.2 Image resampling

Motivation
The original digital ground-truth images had a resolution o f 720 x 576 pixels. However, the 
sampling rate of the framegrabber and the number o f points it sampled meant that the captured 

frames had a resolution of 768 x 576 pixels. The captured images were also cropped on both 
the left- and right-hand edges. The images consequently appeared stretched along the length of 

a scanline. In addition, the captured stills were also misaligned vertically. To be able to use the 
degraded images for quantitative performance evaluation, it was necessary to rescale, resample 

and register the common portions o f the captured stills with the ground-truth images. This is 

discussed in detail in section J.2.2. It was impossible to set the framegrabber to sample at 720 

pixels horizontally. However, even if  this were possible, registration would still be necessary as 

the likelihood o f the pixel sampling exactly coinciding with the original pixels is vanishingly 

small.
The resampling and warping of the captured images required interpolation, but this was 

an acceptable procedure as the n-th generation images are already bandwidth limited. It was 

found that the vertical misalignment was one complete scanline. Correction of this required 

no interpolation as it was an integral shift. Figures J.2, J.3, J.4 and J.5 show, respectively, an 
original ground-truth image, a captured first-generation frame, the resampled, realigned first- 

generation frame and the resampled fifth-generation frame.
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Figure J.2: Original DV encoded image. 720 x  576 pixels.

Figure J.3: Captured first-generation VH S copy o f  im age in figure J.2. 768 x  576 pixels. Note that it is 
stretched and cropped compared to the original, and that the circle appears elliptical.
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Figure J.4: This is the first-generation VH S copy, figure J.3, scaled, resampled and registered to corre
spond with figure J.2.

r

M

Figure J.5: This is the fifth-generation VHS copy o f  figure J.2, scaled, resampled and registered. N otice  
that all the colour information has been lost for this image.
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Procedure

A naïve resampling scheme may simply rescale the image by the ratio of the two differing 

horizontal pixel counts, 768/720 =  1.0667. However, by measuring the images in figures J.2 

and J.3 this scaling factor was found to be out by a factor 1.0248, the equivalent o f 16 pixels 

across a full image width. Hence, a more complex method of registration was required and is 

detailed below:

1. A one-dimensional interpolation routine that, given sampled scanline data and a floating 

point position, returns the estimated pixel value.

2. Given a scaling factor and a floating-point horizontal offset, each scanline o f the warped 

image is resampled at 720 pixels to correspond to the original DV image.

3. Using a one-dimensional MSE error metric the difference between the resampled and 

ground-truth scanlines can be calculated.

4. The scale and offset is common to all the scanlines and can therefore be summed to give 
an error measure for the similarity between the ground-truth and resampled images. This 

sum is calculated for the region where there is overlap between the two images.

5. This allows a function to be defined that takes the two images, a scale factor and an 

offset as parameters and returns the overall error between the ground-truth and resampled 

images.

6. This function can be used in a non-linear optimiser that minimises the error difference 

between the resampled and ground-truth images.

The optimising function used was the Nelder-Mead simplex algorithm, while a cubic-spline 
representation was used for the interpolation. Both o f these methods, along with sample imple

mentations, may be found in [61].
The simplex method does not require the calculation o f derivatives, and although it is not 

the most efficient algorithm it is robust and ‘fast enough’ for this application. This scheme 
also allows the horizontal registration of the images to be performed as part o f the resampling 

process. On a IGHz Pentium III PC, approximately 40 seconds was required for the resampling 
o f a single image.

The scaling factor was found to be common across all the images used, with the gross 
outliers removed the scale-factor was found to be 1.0923 ±  0.00115, the distribution o f scale- 

factors is shown in figure J.6. As noted previously, the expected scale factor would simply be 

the ratio o f the resampling, 768/720 =  1.0667. When measured this was found to be out by a 

factor 1.0248, 1.0667 x 1.0248 =  1.0932. This agrees with the value o f 1.0923 as estimated 

by the optimisation process.

The scanline offset was found initially to be ~  —8.56 pixels, the negative sign indicating 

a shift to the right. However, the offset increased approximately linearly with successive gen

erations, as did the variation from the trend. It is believed that this is due to the increase in 

line-to-line jitter that occurs as the generation number increases. This relationship is shown in 

figure J.l.
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Figure J.6: The distribution o f  the resampling scale-factor. Gross outliers were rem oved prior to binning.

J.3 Line-to-line dejittering performance measures

It is not possible to establish the ground-truth line shifts for real, jittered images. By using a 

schem e similar to that described in section J.2, it is possible to estimate the line shifts for im ages 

with a known ground-truth. This is described in section J.3.2, but it should be noted that for 

real im ages that this is an approximate method only.

As an exact measure was not available, the quantitative performance o f  the dejittering al

gorithms was mainly evaluated using synthetically jittered images. In this case the scanline 

displacements are known exactly. This gives a quantitative basis for comparing the different 

algorithms detailed in this thesis. Examples o f  real jitter in im ages taken from CCTV footage 

have been assessed by eye and by using the approximate ground-truth estimate where applica

ble.

J.3.1 Spectral shift estim ation

All the dejittering algorithms work towards m inim ising the vertical gradient in the image. The 

‘ja g g ies’ that form around object boundaries in the scene introduce a high-frequency com po

nent in the vertical direction that is not present in the original scene. Ideally, a measure could be 

developed that shows the minimisation o f  these high-frequency vertical artefacts. These arte

facts should only be apparent in the vertical direction and not in the horizontal. Unfortunately, 

any structure present in the Fourier spectrum due to jitter was not visible. This is probably due 

to the random nature o f  jitter.

Conversely, estimation o f  the amount o f  held interlace tearing in an image (discussed in 

detail in section 3.5) /.v possible using characteristics o f  the Fourier spectrum [21 ,22]. This is 

because the line-to-line displacement has a hxed value rather than the random shifts associated  

with jitter.
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Figure J.7: The resampling offset factor in pixels. Ten generations o f copied images are shown. The 
image number increases with the generation number, and as gross outliers have been removed approxi
mately 15 images correspond to one generation. It would be expected that the offset would be constant 
across all the generations, or that the offset would be constant for each generation. This is shown exper
imentally to not be the case, and it is believed that the linear trend is caused by the increasing amount of 
line-to-line jitter present in successive generations o f the images.

J.3.2 A pproxim ate ground-truth

By altering the resampling and registration procedure described in section J.2.2 so that it does 
not rescale or alter the sampling rate o f a scanline, it is possible to estimate the jitter, or offset, 

for each scanline of an image that has a known ground-truth. This is shown in figure J.8.
The line shifts for the synthetically jittered image in figure J.8(b) were known explicitly, 

so the estimates made by the resampling method could be compared. The actual line shifts and 
the estimates, for 50 lines, are shown in figure J.9. The shift estimates coincide exactly with the 
actual known line shifts.

The n-th generation images, created using the process described in section J.2, have sig

nificant line-to-line jitter after a few generations. As a ground-truth is available for these n-th 
generation images, it is possible to estimate the amount o f jitter in the image. An example of 

this is shown in figure J.IO, where a fifth-generation image, previously shown in figure J.5, is 

dejittered.
Owing to other degrading processes, the dejittered fifth-generation image is not perfect 

and there is still some gross jitter present in the image. For this reason the shift estimates for 

the n-th generation images cannot be taken to be exact. However, it can be assumed that they 

are a good benchmark against which to measure the performance of dejittering algorithms.

J.4 Summary
A procedure for generation of known ground-truth images was developed, this method was 
adapted for use in dejittering work, providing a procedure for producing approximate line-shift 

ground-truths.
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(a) Original Lena image. (b) Synthetically jittered Lena 
image.

(c) Figure J.8(b) dejittered us
ing altered-resampling proce
dure and ground-truth image 
in figure J.8(a).

Figure J.8: Synthetically jittered and dejittered Lena im age. Jitter estim ation is performed using the 
m odified resampling procedure and the original ground-tmth image.

Line-to-line jitter estimation using resampling
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Figure .1.9: Actual line shifts and resampler estim ates for im ages in figure J.8. The estim ates coincide  
with the actual shifts exactly: any errors in the line shift estim ates were found to be in the third significant 
figure, o f  the order o f  hundreths o f  a pixel.
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(a) Fifth-generation copy o f figure J.2.
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(b) Dejittered using the modified-resampling method.

Figure J. 10: Fifth-generation image dejittered using the m odified resam pling m ethod. The ground-truth 
imaue is siiovvn in fimire J.2.



Appendix K

Periodic distortion removal

K.1 Notch reject filters
The transfer function o f the ideal notch reject filter of radius jCb with centres at (uo,uo) and, by 

symmetry, at ( - uq, - uq) is;

} 0 \ i D i { u , v )  < D q o t D 2 { u , v )  < D q  
H[ u , v )  = <

I 1 otherw ise

where for an image of size M  x  N  pixels

D]{u, v)  = y/ {u -  M / 2  — uqY  +  (u -  N / 2  -  vq^

D2{u , v ) =  y/{u — M / 2  +  uo)^ +  (u -  N / 2  +

The assumption is made that the centre o f frequency space has been shifted to the point 
(M /2 , N/ 2) ,  and that the values (uo, uo) are with respect to the shifted centre.

Using the above nomenclature, the order Butterworth notch reject filter is defined as:

H{ u , x )  = ------ ^
1 ^  I  Do V

\ D i ( u , v ) - D 2 ( u ,v ) j

K.2 Line reject filters
As well as the point distortions evident in frequency space, there are also lines of increased 
magnitude in the power-spectrum. To remove this distortion, these frequencies can be blanked 

out using a vertical line. To avoid ringing in real space, after the enhancement, the cross-section 
of the blanking line is the same as that o f the Butterworth filter.
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(a) Original image.

(b) Power spectnim o f the original image.

Figure K. l :  Original im age  and assoc iated  p ow er  spectrum.
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H W ,

(a) Processed with ideal notch filter.

(b) Ideal notch reject filter masked power spectnim o f  the original image.

Figure K.2: Processed image and associated, masked power spectrum. Ideal notch reject filler.
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(a) Processed with Butterworth notch filter.

(b) Butterworth notch re ject filter masked power spectrum of the original image.

l igurc K.3: Processed im age and associated, m asked power spectrum. Butterworth profile notch reject 
filler.
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