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Abstract

In future multimedia or integrated services (voice, video, data and images) wide-area 

communications networks, like Asynchronous Transfer Mode (ATM) networks, the 

ability to multicast information will be useful for many new and existing services.

An investigation of some of the main current dynamic multicast routing algorithms 

proposed in the literature for multicast (point-to-multipoint) communications is carried 

out. Dynamic in this thesis is used to mean that nodes which are already in the multicast 

group may leave or nodes which are not in the multicast group may join at any time 

during the lifetime of the multicast group. The thesis reveals the short-comings of these 

algorithms and hence justifies the need for more research into dynamic multicast routing 

algorithms.

The problem of ‘Geographic Spread^ (GS) (defined in chapter 4) is identified and it 

is shown via simulations that spreading out the multicast connections ‘geographically’ in 

the network reduces the mean packet copies per node.

A new dynamic point-to-multipoint routing algorithm for wide-area ATM 

networks, named the ‘Geographic Spread Dynamic Multicast' (GSDM) [Kadirire_94] 

routing algorithm is proposed and implemented. Multiple simulations are performed to 

test the performance of the GSDM routing algorithm against the implementation of a 

well known near optimal Steiner tree heuristic commonly referred to in the literature, as 

the KMB [Kou]. The effect of GS is also investigated to see how it affects the 

performance of the GSDM algorithm.

The source rooted shortest path (SP) algorithm, which uses multiple direct 

point-to-point connections with each of the destinations, the naive source rooted 

shortest path (NSP) algorithm [Doar_93a], which takes the union of the paths sharing a 

common link and the Greedy algorithm [Waxman_88], [Waxman_89] are also 

implemented. The performance of the GSDM routing algorithm is compared against the 

implementations of these dynamic multicast routing algorithms using randomly 

generated graphs to simulate the computer networks.

"Also, that the soul be without knowledge, it is not good; ... "

Proverbs 19:2
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Glossary of Terms
The following abbreviations are frequently used in this thesis. Where appropriate, they 

are explained in greater detail when they first appear in the text.

AAL

ATM

Broadband

B-ISDN

CAC

Call

CATV

CCITT

Connection

End System

Asynchronous transfer mode Adaptation Layer - highest layer of the 

ATM Layered Model.

Asynchronous transfer mode, a specific packet oriented transfer mode 

using an asynchronous time division multiplexing technique that 

allows multiple logical connections to be multiplexed over a single 

interface.

A service or system requiring transmission channels capable of 

supporting rates greater than the Integrated Services Digital Network 

primary rate i.e. bit rates in excess of 2 Mbits/s.

Broadband Integrated Services Digital Network.

Call Admission Control. The procedure used to decide if a request for 

an ATM connection can be accepted based on the attributes of both 

the requested connection and the existing connections.

A call is an association between two or more users or between a user 

and a network entity that is established by the use of network 

capabilities. This association may have zero or more connections. 

Community Antenna Television.

The International Telegraph and Telephone Consultatative Committee 

(Comite Consultatif International de Télégraphique et Téléphonique). 

This has now been renamed the International Telecommunications 

Union - Telecommunications Sector (ITU-T).

An ATM connection consists of the concatenation of ATM Layer 

links in order to provide information transfer capability of access 

points.

A system where an ATM connection is terminated or initiated, e.g. 

host, router, etc.
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GS

HDTV

HEC

HOL

IGMP

Internet

IP

ISDN

ISO

Isochronous

LAN

MAC

Geographic Spread. Given a graph G=(V,E), where V is the set of 

vertices and E  is the set of edges and a subset C/çV the geographic 

spread of the set (/, in the static case when tree T  spans U is defined 

as the inverse sum of the minimum distance from a vertex v to a 

vertex in T , over all vertices ve V.

High Definition Television - 1920x1035 pixel resolution (American) 

compared to 768x576 for ordinary UK television.

Header Error Check - error detection/correction on a cell header.

Head Of Line - head of a queuing system.

Internet Group Management Protocol - the protocol implemented in 

hosts and routers on LANs to monitor multicast group presence on a 

subnetwork.

A collection of interconnected networks.

Internet Protocol - the (TCP/IP) protocol that formally specifies the 

format of Internet packets (datagrams), routing, error handling, etc. 

and provides connectionless network service between multiple packet 

switched networks interconnected by gateways.

Integrated Services Digital Network - an all digital network in which 

all source information is transmitted and switched as digital signals 

end to end and this allows a common signal transfer mechanism to be 

employed in the network to serve several applications that are quite 

different in nature , e.g. voice and data transmission.

International Standards Organisation.

Traffic repeating in time such as 8kHz voice samples.

A data communications network used to interconnect a community of 

digital devices distributed over a localised area of up to about lOkm^. 

The devices may be office workstations, mini-computers, etc.

Medium Access Control - a procedure used by each device in a shared 

transmission medium to ensure that transmissions occur in a 

controlled and fair way, e.g. CSMA/CD.
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MAN

MID

Multiplexer

MST

NNI

OAM

Optic Fibre

OSI

PDU

Plesiochronous

Primitive

Protocol

PTM

PVC

QOS

RFC

Metropolitan Area Network - a data communications network that 

links a set of LANs that are physically distributed around a town or 

city.

Multiplexing IDentifier - an identifier to say from which source 

information came.

A device used to enable a number of lower bit rate devices, normally 

situated in the same location, to share a single higher bit rate 

transmission line.

Minimum spanning tree - is a collection of edges connecting all the 

vertices such that the sum of the weights of the edges is at least as 

small as the sum of the weights of any other collection of edges 

connecting all the vertices.

Network Node Interface - internal interface within B-ISDN. 

Operations, Administration and Maintenance - gathering and reporting 

of network statistics.

A transmission medium over which data is transmitted in the form of 

light waves or pulses. It is characterised by its potentially high 

bandwidth, data carrying capacity and its high immunity from 

interference from other electrical sources.

Open Systems Interconnection.

Protocol Data Unit - a unit of information in a communications 

protocol, together with the protocol overhead.

Variable frequency traffic such as compressed video.

An abstract, implementation independent, interaction between a layer 

service user and a layer service provider.

A set of rules and formats (semantic and syntactic) formulated to 

control the exchange of data between two communicating parties. 

Packet Transfer Mode.

Permanent Virtual Connection.

Quality of Service - the standard demanded of a transmission channel 

in a network.

Request For Comment - an Internet proposal or definition document.
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Router

SAR

SDH

SDU

SMDS

SMT

STM

STP

SVC

UNI

vc

vcc

VCI

VCL

VP

VPC

A device used to interconnect two or more LANs together, each of 

which operates with a different MAC protocol.

Segmentation and Reassembly - the breaking up of packets into 

smaller data units and their reassembly again.

Synchronous Digital Hierarchy - a CCITT defined set of data rates 

and switching system which allows payloads to be added and 

extracted without unpacking the entire data structure.

Service Data Unit - a unit of information in a communications 

protocol without the protocol overhead of that layer.

Switched Multi-megabit Data Service - a connectionless MAN inter

networking scheme.

Steiner Minimal Tree - the minimal cost subgraph (tree) spanning a 

given subset of nodes in a graph.

Synchronous Transfer Mode.

Steiner Tree Problem in graphs.

Switched Virtual Connection.

User Network Interface - interface from B-ISDN to an external 

device.

Virtual channel - a communication channel that provides for the 

sequential unidirectional transport of ATM cells.

Virtual channel connection - a concatenation of VC links that extends 

between the point where the ATM service users access the ATM 

Layer.

Virtual Channel Identifier - a connection identifier in an ATM 

network.

Virtual channel link - a means of unidirectional transport of ATM cells 

between the points where a VCI value is assigned and the point where 

that value is translated or removed.

A bundle of VCs.

Virtual path connection - a concatenation of unidirectional virtual path 

links between virtual path terminators.

xxu



VPI Virtual Path Identifier - an identifier for a group of virtual channels in

an ATM network.

WAN Wide Area Network - a communications network between cities and

countries covering a geographic area of less than 90 miles or 150km 

diameter.
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Chapter 1 

Introduction

It is now widely accepted that the Asynchronous Transfer Mode (ATM) technique will 

be the switching and multiplexing technique for future broadband networks [Cox], 

[Ammar],

Multicast communication will play a critical role in future broadband computer 

networks, such as high-definition television distribution and multimedia conferencing 

[Kompella_93], [Kadirire_95b]. Multicast can be defined, loosely, as the ability to 

logically connect a subset of the hosts in a network. The number of sources and 

destinations can be one each, in which case the connection is referred to as 'point-to- 

point' or 'unicast', or all the hosts in a network, in which case the connection is referred 

to as 'broadcast', or there may be any numbers in between [Doar_93a]. A packet 

switched network is said to provide a multicast service if it can deliver a packet to a set 

of destinations or a ‘multicast group’, rather than to just a single destination. A 

‘multicast group’ is a collection of hosts that are the destinations of the same set of 

messages [Frank], [Garcia-Molina]. These messages may originate at one or more 

source sites and the destination hosts may run on one or more sites, not necessarily 

distinct.

The ability to transmit through a multicast tree instead of multiple point-to-point 

routes lowers costs for the subscribers and conserves network resources, like 

transmission bandwidth and buffer space in the switches, for the network providers, 

because of the link sharing of common delivery paths [Tanaka_93], [Waters_94], 

[Kompella_93]. The bandwidth of compressed high definition television video which is 

around 50 Mbits/s for example, is such that the construction of a network without the 

provision for multicast may severely limit its capacity for use with multimedia 

applications. A framework capable of supporting multicast in asynchronous transfer 

mode (ATM) networks is therefore needed so that the network resources may be used 

efficiently [Waters_92]. For example, cells belonging to a video distribution service 

should not be replicated along a link between the same two ATM switches, but only 

when the route diverges. Without adequate multicast provision, each application will



provide its own ad hoc solution to a number of complex problems resulting in inefficient 

use of the network resources.

A good overview of routing in high speed networks is given by Ren-Hung Hwang 

[Hwang] in his Ph.D. thesis. A routing algorithm in a computer network has two 

essential functions, i.e. the selection of routes for various origin-destination pairs and the 

delivery of messages to their correct destinations. The problem of routing connections in 

broadcast or multicast networks is quite different from routing in point-to-point 

networks. A point-to-point network can be described as a graph in which each edge has 

a capacity and a length [Waxman_88]. A set of connections for such a network is simply 

a collection of vertex pairs. A feasible route assignment is an assignment of each 

connection to a path in the network joining the connection's endpoints that does not 

exceed the capacity of any edge, i.e. the number of connections using any particular 

edge must be bounded by the capacity of that edge. An optimal routing algorithm is one 

that can find a feasible assignment (route) whenever one exists and also performs 

optimal assignment of traffic to routes; which can be regarded as similar to the goal of 

link sharing versus delay based optimal multicast routes in some sense.

The multicast routing problem can be modelled in a similar way. With multicast 

routing, one is interested in the shortest (minimum cost spanning) subtree of the 

network containing a given set of hosts (i.e. the multicast group). One is not only 

interested in finding this minimum spanning tree, but also in minimising the cost of the 

routing calculations i.e. minimising the time complexity of the routing algorithm. The 

multicast routing problem is the problem of finding such a subtree and the intuitive 

interpretation of a routing tree is that the source node sends a copy of the message 

which is transmitted down the branches of the subtree until all nodes in the tree have a 

copy of the message [Tanaka_93]. This is essentially a Steiner Tree problem (STP) in 

graphs and is known to be NP-complete [Karp]. A problem in the class NP is said to be 

NP-complete if it has the property that if a polynomial time algorithm can be found to 

solve it (i.e. if the problem is shown to be in the class P), then P=NP. In other words, 

the NP-complete problems are those which are in some sense the ‘hardest’ problems in 

the class NP. (For a formal definition of the multicast routing problem, see chapter 2). 

This thesis is concerned with the investigation of dynamic multicast (point-to- 

multipoint) routing algorithms for wide-area packet-switched communications networks



like asynchronous transfer mode (ATM) networks. Dynamic in this case is used to mean 

that nodes which are already in the multicast group may leave or nodes which are not in 

the multicast group may join at any time during the lifetime of the multicast group.

1.1 Uses of Multicast

A multicast service can offer several benefits to network applications, some of which are 

listed below:

1.1.1 Efficient multi-destination delivery

When an application must send the same information to more than one destination, 

multicasting is more efficient than unicasting separate copies to each destination. It 

reduces the transmission overhead on the sender and it can also reduce the overhead on 

the network and the time taken for all destinations to receive all the information. 

Examples of applications that can take advantage of multi-destination delivery are 

[Deering_91] :

• updating all copies of a replicated file or database;

• sending multimedia traffic (e.g. voice, video, or data packets) to all participants in a 

computer mediated conference;

• distributing intermediate results to a set of processors supporting a distributed 

computation.

1.1.2 Logical addressing

If a set of destinations can be identified by a single group address (rather than by a list of 

individual addresses), such a group address can be used to reach one or more 

destinations whose individual addresses are unknown to the sender, or whose addresses 

may change over time. Sometimes called logical addressing or location-independent 

addressing, this use of multicast serves as a simple, robust alternative to configuration 

files, directory servers, or other binding mechanisms. Examples of applications that can 

take advantage of logical addressing are:

• querying a distributed database or file store, where the particular location of the 

desired data is unknown.



• locating an instance of a particular network service, such as name service or 

bootstrap service.

• sending sensor readings or status reports to a self-selected, changeable set of 

monitoring stations. This is an example of an application that exploits both the 

logical addressing and the multi-destination delivery of multicast [Deering_91].

1.1.3 Conferencing

Any form of conferencing (e.g. audio, video or shared data) can benefit from using 

multicast when the number of destinations is small, as well as large. Conventional voice 

conversations are not particularly useful with multiple participants, mainly due to the 

lack of co-ordinating signals, but multiple party video telephony can be made to work 

well and promises great reductions in the cost of travelling to meetings. One instance of 

data conferencing where the multicast group size is small, that would benefit from the 

provision of multicast in a network is the 'virtual white board' application, where all 

participants can see what is being drawn on a screen and may be able to modify the 

screen themselves. An example of a large, high occupancy multicast group, for the 

conferencing service, might be some form of computer conferencing, where parallel 

distributed machines constantly update each other with information. For all forms of 

conferencing, it must be possible to add members to the multicast group, delete them 

from the group, establish sub-groups within the group and to merge groups together 

during the conference i.e. after data has been sent by some participants.

1.1.4 Wide-scale distribution

Wide-scale distribution of high quality audio (compact disc) and high-definition 

television (HDTV) by digital networks as the next generation of Community 

Antenna/Cable Television (CATV) will require efficient multicast, since the total 

number of modifications to a multicast group will be relatively high as subscribers 

change from channel to channel. To connect to a multicast service, the network is told 

of the required service and makes a connection depending on the routing algorithm, to 

some node that currently has a service available (e.g. because someone else is watching 

the show). A new branch of the tree is then added for the new viewer. An example of a 

high occupancy large multicast group for the distribution service might be a TV



distribution of an important event like the football world cup where perhaps even up to 

90% of the viewers (hosts) tune in.

1.1.5 Distance learning

Distance learning, with a lecture being transmitted directly to a small group who are 

interested, rather than to the whole nation. This will involve the interactive distribution 

of text, sound and images from learning centres to a wide variety of locations. A system 

for distance learning called Theseus, was developed at John Moores University, which 

pulls together the multimedia environment required for distance learning, for 

presentation to the student on a single PC screen as part of the Super JANET project 

[Head], [Clyne].

1.2 Broadband ATM Services and Applications

There is an emerging demand for broadband services that require transmission 

bandwidth with more than 150 Mbits/s, as well as high speed switching and processing. 

This can be realised by constructing the broadband integrated services digital network 

(B-ISDN) using asynchronous transfer mode (ATM) technology [Handel], [De 

Prycker]. The International Telegraph and Telephone Consultative Committee (CCITT), 

now known as the International Telecommunications Union - Telecommunications 

Sector (ITU-T), defines B-ISDN as "a service requiring transmission channels capable 

o f supporting rates greater than the primary rate" [Stallings_95] (page 408). This 

demand for new broadband services is driven by several converging factors such as 

changes in the business climate, technology driven changes, legal and regulatory changes 

and new consumer demands [DeMaio]. Due to intense competition in today’s business 

environments, cost management and time to market factors have become critical for the 

ongoing success of businesses. As a result, fundamental changes are taking place in the 

organisational structure and scope of most businesses, with many moving toward cross

functional work groups with geographically disparate staff, responding dynamically to 

rapidly changing market conditions. The rapid advances in technology (technology 

driven change) are bringing down the cost of ever increasing processing power, memory 

costs and bandwidth costs. Also, the increasing use of desktop client and server



networked computing and user friendly graphical interfaces and the convergence of 

telecommunications and computing is accelerating the demand for broadband services. 

In some countries like the USA, the Federal Communications Commission has 

recommended the elimination of telephone company and cable television (CATV) 

company cross-ownership restrictions. This invariably allows competition between the 

local exchange carriers or network operators and the CATV companies to expand into 

each other’s former businesses [DeMaio]. Consumer demands for broadband services 

may be dramatically altered by a number of economic, social and lifestyle changes. 

Transportation costs continue to rise and a growing number of employees are opting for 

work at home arrangements (telecommuting) and flexible time work schedules.

An extremely wide range of services is expected to be offered over an ATM based 

network, for example:

1.2.1 High Speed Image Networking Service

This service is likely to have applications like:

• design automation using computer aided design and computer aided manufacturing,

• medical imaging and consultation,

• photographic editing, scientific visualisation and high-resolution graphics and image 

rendering.

1.2.2 Interactive Multimedia Service

This service is likely to support business applications like:

• interactive tele-training,

• telecommuting/work-from-home,

• print/publishing collaboration,

• virtual reality, in which the application gives the user the illusion of being in another 

place [Partridge].

• subject matter expert consultation,

• multimedia telephony and

• multimedia conferencing in which participants can use their multimedia workstations 

(computers) to see and talk to each other.

Also, residential applications which are likely to be supported by this service are:



• multimedia electronic mail,

• interactive multimedia distance learning,

• multimedia videotext/‘yellow pages’ and

• interactive television and games.

1.2.3 Broadband Distribution Video Service

This is likely to support residential applications like:

• broadcast television/high definition television distribution (HDTV),

• broadcast distance learning,

• video on demand and

• video catalogue/advertising and tele-shopping.

1.2.4 Wide-area Network Distributed Computing Service

This is likely to support applications like:

• local area network (LAN) backbone/interconnect, host to host channel networking 

and load sharing [DeMaio].

Application Total hosts in 
network

Multicast
size

Bandwidth
(bits/s)

Burstin
ess

Static/Dy
namic

Distributed
database

10-100 1-10 1.5-130M 1-50 Static

Service Location > 100 > 100 <100K Static
Audio Conference 10-100 1-10 32K 2 Dynamic
Video Conference 10-100 1-10 1.5-130M 1-5 Dynamic
Whiteboard 10-100 1-10 IK-IM Dynamic
Audio distribution >100 >100 1-2M Dynamic
Standard quality 
video distribution

>100 >100 1.5-15M 2-3 Dynamic

HDTV distribution >100 >100 15-150M 1-2 Dynamic
Characteristics of different applications which use multicast

Table 1.1

Table 1.1, which was compiled from [Handel], [Huber] and [Doar_93a] shows the 

different characteristics of the various applications, some of which have been outlined 

above, that use multicast. The bandwidth quoted is the mean bit rate and the burstiness 

is the ratio of the peak bit rate to mean bit rate. The column with ‘static/dynamic’ refers



to applications which will need the whole destination set to be known before the 

multicast connection is set-up i.e. static, or applications which can join or leave a 

multicast session at any time during the lifetime of that session i.e.dynamic. This 

essentially means that the broadband network platform must be service independent and 

for efficient network utilisation, most of these applications that have been described 

above will need to be multicast.

1.3 Research Aims

There are essentially three main aims to this research i.e.

• Identifying the problem of Geographic Spread (GS) i.e. the concept of spreading 

out the multicast connections geographically within the network so that with time, as 

nodes join the multicast group, the probability of a node being geographically close 

to the multicast connection is high [Kadirire_94], A formal definition of GS is given 

in chapter 4. Investigating how GS can be used to help solve the problem of 

dynamic multicast routing in wide-area packet switched communications networks 

like Asynchronous Transfer Mode (ATM) networks.

• Investigating dynamic multicast routing algorithms in wide-area ATM 

communications networks. Investigations of some of the more popular current 

dynamic routing algorithms proposed in the literature for multicast (point-to- 

multipoint) communications are carried out. The thesis reveals the short-comings of 

these algorithms and hence justifies the need for more research into dynamic 

multicast routing algorithms. The thesis investigates how better dynamic multicast 

routing algorithms can be developed drawing on the experiences of algorithms like 

the source rooted Shortest Path (SP) algorithm, the naive source rooted Shortest 

Path (NSP) algorithm, [Doar_93a], and the Greedy algorithm [Waxman_88].

• Developing an efficient dynamic multicast routing algorithm for wide-area ATM 

networks. The SP as well as the NSP algorithms have been shown to be extremely 

expensive in terms of the network bandwidth used [Ammar], [Kadirire_95], 

[Doar_93b]. One of the criticisms of the Greedy algorithm is that it deteriorates after 

a number of modifications [Doar_93a] because when adding nodes to the multicast



connection*, it just adds a node via the nearest path to the connection and does not 

try to consider the long term effects of this, nor does it consider how this greedy 

approach affects the rest of the multicast connection from a global view point. A 

new dynamic multicast (point-to-multipoint) routing algorithm for ATM networks, 

called the ‘Geographic Spread Dynamic M ulticast' (GSDM) [Kadirire_94] routing 

algorithm is proposed and implemented. The GSDM routing algorithm looks at the 

problem of routing multicast connections globally by spreading out the connections 

‘geographically’ when applying the ‘Geographic Spread’ criteria for choosing a path 

to add a node to the multicast connection. At the same time it adds a node to the 

multicast connection using local optimisation of the multicast connection. It 

incorporates some aspects of the SP/NSP algorithm to keep the time complexity 

down. It also adopts the approach taken by the Greedy algorithm of finding the 

nearest path from the node that wants to join the multicast group, but also considers 

other paths. In considering other paths, it employs GS to make sure that not only 

local optimisations (choosing the ‘best’ path to add a node to the multicast 

connection) are achieved, but the whole network benefits in the long term.

Multiple simulations" are performed to test the performance of the GSDM routing 

algorithm against the implementation of a well-known near optimal Steiner tree heuristic 

commonly referred to as the KMB algorithm [Kou] in the literature. The SP, the NSP 

and the Greedy algorithm are also implemented and the performance of the GSDM 

routing algorithm is compared against these in terms of the number of packet copies per 

node, the delay i.e. the time taken to add or remove a node to or from the multicast 

group, the mean number of nodes visited when computing the cost of the multicast tree 

and the inefficiency, using the KMB algorithm as a basis on which to measure the 

inefficiency of the algorithms. Inefficiency is defined as the ratio of the cost of the 

multicast tree generated by an algorithm for a given set of nodes in the multicast group, 

to the cost of the tree for the same nodes in the multicast group, generated by the KMB 

algorithm, a near optimal Steiner tree heuristic [Doar_93a]. The effect of GS on the

* M ulticast connection and m ulticast tree are used interchangeably and mean the sam e thing in this 
thesis
^ The sim ulations in this thesis w ere done using the object oriented  C + +  programm ing language, using  
L E D A , a library o f  efficient data types and algorithm s [N aeher], on a S U N  SPARC IPC workstation 
under the U N IX  operating system



GSDM routing algorithm is investigated to see how performance parameters like the 

delay, number of packet copies per node, inefficiency and scalability (i.e. performance as 

the number of nodes in the multicast group is increased from 10% to 80% of the total 

nodes in the graph) are affected.

1.4 Assumptions

The following assumptions have been made in this thesis:

• All the ATM switches (nodes) have multicast capability;

• There are no link or node failures;

• The thesis only deals with the routing strategy and assumes that there is a perfect 

underlying system in place which manages the routing tables and also takes care of 

any cell re-ordering problems which might be caused by re-routing connections. 

Although one does not consider the possible problem of cell re-ordering because of 

re-routing some connections, it has been shown by Cohen [Cohen_94a], Cohen and 

Segall [Cohen_94b] and by Anderson et. al., [Anderson] that connections can be 

intentionally re-routed in ATM networks without incurring cell re-ordering or 

generating duplicate cells.

• Virtual Path (VP) routing is assumed, where a VP is a direct logical connection 

between two ATM switches with some assigned capacity. Typically, each node, 

while not physically connected to all the other nodes in the network, has an assigned 

VP to every other node in the network [Ammar]. Assuming that there is only one 

VP between a pair of nodes, in a fully connected ATM network with N  nodes, there

will be VPs.
2

1.5 Thesis Outline

The rest of this thesis concentrates on dynamic multicast routing algorithms in the 

Asynchronous Transfer Mode environment. Chapter 2 gives a brief overview of ATM 

and also a formal definition of ATM static and dynamic multicast routing. It outlines 

some of the general problems in ATM networks and also explains why multicasting in
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the Asynchronous Transfer Mode Environment is a difficult and interesting problem. 

Chapter 3 reviews some of the main, current, multicast routing algorithms in wide-area 

packet-switched networks. It examines four of the more popular approximation 

algorithms for the Steiner tree problem (STP) in graphs as this is a static version of the 

multicast routing problem. Chapter 3 also introduces the dynamic multicast routing 

algorithms proposed in the literature by Bernard Waxman [Waxman_88], [Waxman_93] 

(i.e. the Greedy algorithm and the Weighted Greedy algorithm) and by John Matthew 

Simon Doar (i.e. source rooted naive Shortest Path (NSP) algorithm) [Doar_93b], and 

also the shortest path (SP) algorithm in which multiple direct point-to-point virtual 

connections are set-up with each of the destinations or members of the multicast group 

[Ammar]. It discusses the strengths and shortfalls of these algorithms and justifies why it 

is necessary for research into more efficient dynamic point-to-multipoint routing 

algorithms to continue. It also looks at the four main Internet (IP) multicast routing 

protocols and justifies why IP multicast routing protocols are inappropriate for ATM 

networks. Chapter 4 introduces the unique idea of Geographic Spread (GS), a concept 

which can be applied to multicast routing algorithms to improve their performance. It 

also introduces the Geographic Spread Dynamic Multicast (GSDM) routing algorithm, 

the network and simulation models, the cost metric as well as the performance 

evaluation criteria. Chapter 5 is devoted to implementing the GSDM and KMB 

algorithms and gives simulation results of how well the GSDM algorithm performs when 

compared against the KMB algorithm. Chapter 6 presents the simulation results of the 

effect of GS on the GSDM routing algorithm. In Chapter 7, the NSP [Doar_93b], SP, 

Greedy [Waxman_88], GSDM [Kadirire_94] and the KMB [Kou] algorithms are 

implemented and the performance of these dynamic multicast routing algorithms on 

average degree random and hierarchical random graphs is compared via multiple 

simulations. Chapter 8 presents an in-depth discussion on the research carried out in this 

thesis, outlines the main contributions made and the conclusions drawn and gives 

suggestions for future research.
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1.6 Summary
A brief introduction to multicasting in the context of ATM networks as well as the 

benefits of providing multicast in a communications network have been outlined. Some 

of the broadband ATM services and applications that are likely to need multicast have 

been given together with estimates of how much network bandwidth they are likely to 

use. The research aims as well as the thesis outline have also been given and the main 

assumptions under which this research has been carried out, have also been outlined.
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Chapter 2

Asynchronous Transfer Mode (ATM) and

Multicasting

The term ‘transfer mode’ is used by the CCITT to describe a technique used in a 

telecommunications network, covering aspects relating to transmission, multiplexing and 

switching [De Prycker], [Handel]. In this chapter, a brief overview of the ATM 

technology, including signalling, addressing, point-to-point and point-to-multipoint 

routing is given. A formal definition of the static and dynamic multicast routing problem 

is also given and some of the problems of multicasting in ATM networks are outlined.

2.1 Synchronous Transfer Mode (STM)

In digital circuit-switched networks, the sub-channels representing instances of 

concurrent communication are multiplexed together by synchronous time division 

multiplexing. Suppose the transmission line has a capacity C bits per second, then the

C
transmission line's capacity can be shared by at most N  = — transmitting terminals,

X

where X is the terminal transmission bit rate. The (infinite) time horizon can be marked 

into intervals of some convenient duration, 6 as in figure 2.1 below and each interval is 

called a time frame [Hui],[De Prycker]. The interval Ô may be chosen as follows: if one 

takes for example, the telephone network in which the voice signals are sampled at 8000

times per second, 5 would be ^  sec = 125 jisec. Each frame is divided into N  time
oOOO

5 5
slots of equal duration — , during which n = C x —  bits can be transmitted. A terminal

N  N

of bit rate X, generates Xx3 bits within the frame duration, Ô. These bits are placed in a

chosen time-slot within a frame and the terminal uses the same slot within consecutive

frames.
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Single Slot Time Division Multiplexing (TDM) 

1 time friime = 5 seconds
V.

N N-1 N-2 4 3 2 1
V  —

Example of Time Division Multiplexing 

Figure 2.1

2.1.1 Integrated Services Digital Network (ISDN)

Integrated broadband networks are being conceived as an extension of 64k bits/s based 

integrated services digital networks (ISDN). ISDN is an all digital network in which all 

source information is transmitted and switched as digital signals end-to-end and this 

allows a common signal transfer mechanism to be employed in the network to serve 

several applications that are quite different in nature, e.g. voice and data transmission. 

CCITT defined ISDN as "a network .... that provides end-to-end digital connectivity to 

support a wide range o f services, including voice and non-voice services, to which 

users have access by a limited set o f standard multi-purpose user-network interfaces”. 

One such interface is called the ‘basic access’, comprising two 64 Kbits/s channels, 

called the B channels and a 16 Kbits/s signalling channel called the D channel. Another 

type of interface, the ‘primary rate access’, has a gross bit rate of 1.544 Mbits/s for the 

United States of America, Japan and Canada and a gross bit rate of 2.048 Mbits/s for the 

European countries. Typically, the channel structure for the 1.544 Mbits/s rate will be 

23 B channels plus one 64 Kbit/s D channel and, for the 2.048 Mbits/s rate, 30 B 

channels plus one 64 Kbits/s D channel. Channel 32 provides framing and management 

bits. The primary rate access offers the flexibility to allocate high speed primary rate 

channels or H  channels or mixes of B and H  channels, and a 64 Kbits/s signalling D 

channel. For primary rate ISDN, a time frame consisting of 32 time-slots is transmitted 

on the channel at regular time intervals and symbols from each of the different sub

channels are inserted into fixed positions, called time-slots, within each frame. The sub

channel to which a certain symbol belongs is known from the time-slot it occupies in the 

frame. This means that the sub-channel is of a fixed and guaranteed bandwidth, has no 

provision for multiplexing and, although no information need be conveyed in band to 

signify the channel to which the symbol belongs, there is a cost involved in allocating the 

time-slots and configuring the switches. Such networks can be characterised by 

significant association set-up time and fixed, but effectively zero, packet switch time.

14



This mode of operation is referred to by the CCITT as synchronous transfer mode 

(STM) [McAuiey], and it has the advantage that the switching mechanisms are 

comparatively straightforward and switches can be implemented in hardware to provide 

a very high aggregate bandwidth. The hardware for the user equipment for a STM 

network is also simple as it can be connected to the network by synchronising it to the 

network clock. The ISDN design achieves a substantial degree of network integration, 

but little in the way of service integration. The advantage of ISDN over current packet 

switched networks or separate voice networks is better file transfer, plus a competitive 

advantage to telephone companies. However, large file and image transfer is still 

inconveniently slow and good quality video is not feasible, e.g. a 10  ̂ bit high resolution 

image takes over 4 hours at 64 Kbits/s access and 11 minutes at 1.5 Mbits/s access.

2.2 Packet Transfer Mode (PTM)

In packet switched networks, the sub-channels are multiplexed by asynchronous time 

division multiplexing and the term asynchronous applies to the channel access mode. 

There are several medium access control protocols (MACs) like ‘token passing ’ used in 

a Token Ring local area network (LAN) topology, ‘queued-packet, distributed-switch' 

(QPSX) [Halsall], used in a distributed-queue dual-bus (DQDB) high-speed broadcast 

metropolitan area network (MAN) for connecting LANs and the ‘carrier sense multiple 

access with collision detection ’ (CSMA/CD) used in shared bus network topologies like 

Ethernet [Metcalfe], etc. In shared bus networks like Ethernet, that use the CSMA/CD 

MAC protocol, each transmitting node unilaterally decides when it wishes to transmit 

some data and then attempts to obtain the whole channel for a period of time by the use 

of a media access control (MAC) protocol, e.g. Ethernet [Metcalfe]. An asynchronous 

MAC protocol involves the use of some mechanism to resolve contention between 

nodes simultaneously requesting access to the channel. As the implicit timing 

information provided in STM networks is no longer available for discrimination of the 

symbols associated with particular sub-channels, the symbols or data are grouped into 

packets and some addressing information must be present in each packet. The presence 

of this control information on a per packet basis results in a reduction in the available 

bandwidth for data.
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The addressing information present in each packet can be either global or relative to 

some shared context between nodes. The network is then said to be based on either 

‘datagrams’ or ‘virtual circuits’, respectively. The benefit of relative addresses is that 

they are substantially smaller than global addresses and so use a smaller proportion of 

the available bandwidth and can be used for direct hardware lookup for routing 

functions. The disadvantage of relative addressing is that it requires an association set

up stage to pass the mapping between global and relative addresses to all involved 

switching nodes. Due to the presence of an association set-up phase, these networks are 

referred to as virtual circuit networks. The advantage of global addressing networks, i.e. 

those based on datagrams, is that they do not require any association set-up mechanism. 

However, this is at the cost of a more expensive switching mechanism per packet. This 

asynchronous mode of operation, of both datagram and virtual circuit networks, is 

referred to by the CCITT as packet transfer mode (PTM) [McAuley]. The main 

advantage of PTM is that two communicating entities have the possibility of utilising all 

of the available bandwidth between the two nodes. Also, the traffic generated by 

computers tends to be of a bursty nature and so is well suited to PTM networks. Not all 

PTM systems incur contention which needs resolving e.g. ‘Token R ing’ networks which 

control access by ‘token passing’. However, the main disadvantage of PTM in a shared 

bus network like Ethernet, is that the use of a contention resolution mechanism always 

introduces variability in the delay or jitter, associated with access to the channel and this 

may not meet the stringent delay requirements needed for some services.

2.3 Asynchronous Transfer Mode (ATM)

Asynchronous transfer mode (ATM) is a specific packet oriented transfer mode using an 

asynchronous time division multiplexing technique that allows multiple logical 

connections to be multiplexed over a single interface [ITU-T 1.327]. The multiplexed 

information flow is organised into fixed size packets called cells, in which a cell consists 

of a 5-octet header and a 48-octet information field. Although ATM is a connection 

oriented technique, it also offers a flexible transfer capability common to all services, 

including connectionless services [Yoneda], [ITU-T 1.327] as can be seen in figure 2.2 

below, which shows different traffic sources being multiplexed onto a high speed link via 

an ATM switch. It is defined in CCITT Recommendation 1.113, Section 2.2 as: "A
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transfer mode in which information is organised into cells; it is asynchronous in the 

sense that the recurrence o f cells containing information from  a particular user is not 

necessarily periodic”

S o u rc e  A

(V o ice)

S3 b y te  ce ilATM SWITCH/

m ultiplexer

JU LU (V ideo )

ATM SWITCH

Hign s p e e d  link (155 /622  M b/s)

S o u rc e  C 
(file transfer)

S o u rc e  0  
(G rap h ics)

Example ATM network 

Figure 2.2

It represents a compromise between the multiplexing mechanisms of STM and PTM

[McAuley]. The channel is slotted into fixed intervals of duration — , where Cs is the
Lc

size of the cell in bits and Lc is the link capacity. The workstations or end-systems are 

asynchronous in the sense that they have no common slot reference, but instead, a label 

must be provided by the workstation or end-system (to identify the end-system or 

workstation) which transmits in that time slot. An extremely wide range of services is 

expected to be offered over an ATM based network and the mixture of services from 

one customer to another is likely to vary. It is therefore critical that the multiplexing and 

switching techniques to support the broadband services and the needed bandwidth 

management be extremely flexible. Traditional STM techniques which divide bandwidth 

into a number of fixed capacity channels, do not have the flexibility that is needed, and it 

is argued that PTM techniques, which allow variable length packets, may not meet the 

stringent delay requirements needed for some services.
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2.4 ATM signalling

ATM signalling protocols vary according to the type of ATM link being used i.e. ATM 

‘user network interface ' (UNI) signalling is used between an ATM end-system and an 

ATM switch across an ATM UNI and ATM ‘network node interface’ (NNI) signalling 

is used across NNI links. The current standard of ATM UNI signalling is described in 

the ATM Forum UNI 3.0/3.1 [ATM Forum], and work is still continuing on the NNI 

signalling. ATM signalling uses the ‘one-pass’ method of connection set-up, which is the 

model used in all common telecommunications networks e.g. the telephone network 

[Allés]. A source end-system wishing to set-up a call will formulate a SET-UP message 

containing the destination end-system address, desired traffic and QOS parameters. This 

set-up message is sent to the first ingress switch across the UNI which responds with a 

local CALL PROCESSING acknowledgement. The ingress switch then invokes an 

ATM routing protocol which propagates the signalling request through the network, 

setting up the connection as it goes until it reaches the final destination end-system. The 

routing of the connection request and hence of any subsequent data flow, is governed by 

the ATM routing protocol, which routes the connection request based upon both the 

destination address and the traffic and QOS parameters requested by the source end- 

system. The egress switch on the other end will then forward the set-up message to the 

end-system across its UNI, which may choose to either accept or reject the connection 

request [McDysan]. If it accepts the connection request, it sends a CONNECT message 

back to the source end-system along the same path and, once the source end-system 

receives this CONNECT message, either node can start transmitting data on the 

connection. If, on the other hand, the destination end-system rejects the connection 

request, it returns a RELEASE message which is also sent back to the source end- 

system, clearing any allocated resources as it proceeds.

The UNI 3.1 specification has support for point-to-multipoint connection set-up, 

which allows for a root node to set-up a point-to-multipoint connection and to 

subsequently add a leaf node. The ATM Forum is currently working on the UNI 4.0 

specification which will add support for leaf initiated-joins and multipoint-to-multipoint 

connections [Allés].
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Figure 2.3

Figure 2.3 shows an example of setting up a multicast- call from the source (originator 

or root) node A to two other nodes which wish to join the multicast group, node B and 

node C connected to a local ATM switch and node D, connected to a separate ATM 

UNI [McDysan], [ATM Forum]. Node A initiates the multicast call by sending a SET

UP message to the ATM network, requesting a multicast call to be set-up, identifying 

leaf node B ’s ATM address. The network responds with a CALL PROCESSING 

message and routes the call using an appropriate point-to-multipoint routing algorithm 

(e.g. the GSDM  algorithm) to the physical interface on which node B is connected. It 

then issues a SET-UP message to node B, identifying the assigned VPI/VCI should the 

call be accepted. The first leaf node (node B) then indicates its intention to join the call 

by returning a CONNECT message, to which the network acknowledges with a 

CONNECT ACKNOW LEDGE message. The network then informs the source node A 

of a successful addition of node B via a CONNECT and a CONNECT 

ACKNOW LEDGE handshake as shown in the figure 2.3. The source node then requests 

that node C be added to the multicast connection through the ADD PARTY message, 

which the network routes to the same ATM UNI as node B via the ADD PARTY 

message to inform the local ATM switch of the requested addition. Node C then 

responds with an ADD PARTY ACKNOW LEDGE message that is sent by the network 

back to the source node A. The source node A then requests that the final party, node D

 ̂ multicast and point-to-multipoint are used interchangeably and mean the same thing in this thesis
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be added to the multicast connection via the ADD PARTY message again. The network 

then routes this call to the UNI connected to node D and issues a SET-UP message 

since this is the first party on this ATM UNI. Node D then responds with a CONNECT 

message to which the network responds with a CONNECT ACKNOWLEDGE 

message. The fact that node D has joined the multicast call is conveyed back to the 

source node A via the ADD PARTY ACKNOWLEDGE message. The leaves of the 

point-to-multipoint call may be removed from the call by the DROP PARTY message if 

one or more hosts or parties would remain on the call on the same UNI, or by the 

RELEASE message if the party is the last leaf on the same UNI. The source node 

should drop each node in turn and then release the entire connection.

2.5 ATM addressing

The ITU-T has settled for the telephone-number-like (CCITT Recommendation E.164) 

[Bubenik_92] addresses as the addressing structure for public ATM (B-ISDN) networks 

and the ATM Forum has extended ATM addressing to include private networks. The 

addressing scheme chosen by the ATM Forum [ATM Forum] for use with UNI 3.0/3.1 

signalling, is known as the ‘subnetwork’ or ‘overlay’ model which works the same way 

as protocols like IP over X.25 [McDysan], [Alles]. All protocols operating over an 

ATM subnetwork will require some form of ATM address resolution protocol (ARP) as 

proposed by Mark Laubach in RFC 1577 [Laubach] and Grenville J. Armitage 

[Armitage_95] to map higher layer addresses (e.g. IP addresses) to their corresponding 

ATM addresses.

The ATM Forum defined an address format for private ATM networks based on 

the syntax of an OSI network service access point (NSAP) address. They are made up of 

three parts: an Authority and Format Identifier (API) which identifies the type and 

format of the Initial Domain Identifier (IDI); the IDI, which identifies the address 

allocation and administration authority and the Domain Specific Part (DSP), which 

contains actual routing information. There are three formats of private ATM addressing 

that differ by the nature of the AFI and IDI as shown in figure 2.4 below. Each ATM 

address is 20 bytes long and each byte is represented by a single small square and there 

are 20 of these small squares making up each ATM address. The size of the various
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fields can be deduced by counting the number of small squares enclosed within the bold 

lines, e.g. for the Data Country Code (DCC) address format, the first field from the left 

is the AFI, which uses up one small square and is one byte long, the next field is the 

DCC, which uses up two small squares and is therefore two bytes long, etc.

(a) Data Country Code (DCC) Format

AFI DCC DFI AA RSVD RD AREA ESI SEL

IDI Domain Sneriflr Part (D.SPlIV ^tV  
L% IDP vj
IV

(b) International Code Designator (ICD) Format

AFI ICD DFI AA RSVD RD AREA ESI SEL

< ™ Xl^_inE------- ^
Domain Specifu: PartlJDSP)..

(c) CCITT E.164 ATM .\ddress Format

AFI CCITT E.164 RSVD RD AREA ESI SEL

l^ ln it ia l Domain Identifier i ID!I

.K --------------
 Domain .Spa^ifii: Pan illSPL

ATM Private Network Address Formats 

Figure 2.4

SEL = SELector
RD = Routing Domain
IDP = Initial Domain Part
ESI = End System Identifier (MAC address)

2.6 ATM point-to-point routing

AFI = Authority and Format Identifier 
AA = Administrative Authority 
DFI = DSP Format Identifier 
HO-DSP = Higher Order DSP

The ATM Forum and the CCITT are still working on unicast*^ and multicast routing 

protocols and no standards have as yet been finalised, but it is envisaged that ATM 

unicast routing will be based on hierarchical routing [Lee_95], [PNNI_Spec]. The ATM 

Forum are working on a Private NNI (P-NNI) protocol for use in ATM networks that 

use NSAP format ATM addresses. The P-NNI protocol will consist o f two parts: the 

first is a P-NNI signalling protocol used to relay ATM connection requests within the 

ATM networks, between the source and destination UNIs.

The second part o f the P-NNI is a virtual circuit routing protocol which is used to 

route the signalling requests through the ATM network [Alles]. This is also the route on

unicast and point-to-point routing are used interchangeably and mean the same thing in this thesis
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which the ATM connection is set-up and along which the data will flow. The addresses 

for public, wide-area ATM networks will be based on the ISDN 15 digit international 

address (CCITT Recommendation E.164) [Bubenik_92] which is split up into Country 

Code (CC), National Destination Code (NDC) (or area code) and Subscriber Number 

(SN) (which identifies a connection within an area). To originate a call, the source end- 

system or calling party sends a SET-UP signalling message containing the destination 

end-system address, desired traffic and QOS parameters to the first ATM ingress switch, 

across its UNI interface. The message is segmented and placed in ATM cells and a 

VPI/VCI value is assigned to that call and the call is routed as follows: The local ingress 

ATM switch looks at the area code of the end-system’s or called party’s ATM address 

and decides if its a local call, national call or international call. If its a local call, the 

ATM switch routes the call on the appropriate outgoing port and the called end-system 

is informed of the call. If however, its a national or international call, the local ATM 

switch passes this on to the trunk ATM switch which does the routing based on either 

the NDC, if its a national call, or CC if its an international call and is not concerned with 

either the SN (if its a national call) or the NDC (if its an international call). After 

traversing several switches the destination ATM switch is reached and all the switches 

along that path have examined their own resources (e.g. bandwidth available for a 

requested QOS) and allocated the requested bandwidth. The destination (egress) ATM 

switch then informs the destination workstation or end-system being called by 

forwarding the SET-UP signalling message to it, across its UNI interface. If the called 

end-system wants to accept the call, the connection is set-up and a VPI/VCI is allocated 

for that particular connection. So, all the switches do not need to know the addresses of 

the other switches, but rather use this hierarchical structure and all the switch needs to 

know is which port to route the connection request out on [Clarke_94a], [Clarke_94b]. 

Hence whenever a new ATM connection needs to be set-up, just the local ATM switch 

needs to be aware of it and the rest of the switches in the network do not really care 

about it. There is also no need to update the routing tables in all the switches in the 

network because the trunk (national and international) ATM switches after getting the 

routing tables do not need to be updated unless a new area code is created and of course 

this does not happen often. Only the destination ATM switch needs to be updated and
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with this hierarchical routing [Lee_95], [PNNI_Spec], there won’t be any need for some 

complex unicast (point-to-point) routing algorithms for updating the routing tables.

2.7 Multicasting

A ‘multicast group’, a term which is used to imply that a set of hosts are in some way 

connected, usually one-to-many, can be defined more rigorously as follows:

• A multicast group is a relation R œS x D, where S is the set o f possible sources and 

D is the set o f possible destinations. There must be at least one member in each set, 

i.e. |5 |>  1,|Z)| >  1. For every member di o f D, there is at least one member, Si o f S , 

such that (Si,di)eR. Likewise, fo r  every member, Sj o f S, there must be a member, dj 

ofD , such that (Sj,dj)eR. The graph created by S, D and R must be connected. Some 

multicast group member’s hosts may be in both S and D, but their instances will be 

different [Doar_93a]. When |5| = |D| = |/?| = i , the group is an ordinary unicast pair.

The primitive actions which can be performed upon a multicast group are the addition 

and removal of a destination, addition and removal of a source and the addition and 

removal of members of R . Primitive multiple group actions include splitting a multicast 

group in two and joining two groups together. A multicast group can be constructed 

from I S'! separate multicast groups which have one member in their set of sources. The 

same logic also applies using groups with just one member in their set of destinations. 

Each of these groups can in turn be constructed from multiple unicast pairs. Exactly 

when a multicast group should be considered as a single group, a collection of single 

source/destination groups or a collection of unicast connections depends upon the level 

of abstraction away from the physical layer and partially upon the implementation of 

multicast in the hardware [Doar_93a].

There are essentially two basic types of multicast trees i.e. the source rooted 

shortest path tree (SPT) and the Steiner minimal tree (SMT) and between these two 

trees is a whole spectrum of trees offering different trade-offs in delay and cost. SPTs 

consist of the shortest paths between the source and each of the destinations or receivers 

in the multicast group. Multicasting eliminates duplicate data packet copies that would 

otherwise traverse those links that are common to two or more of the source to
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destination shortest paths. In general, minimal cost and minimal delay cannot both be 

achieved with any single type of tree as was shown by Wei and Estrin [Estrin] and also 

by Kadirire [Kadirire_95] and is also demonstrated in figure 2.5 below.

members of the multicast group

multicast tree

Multicast tree with minimum cost

m em bers o f the m ulticast group

m ulticast tree

Figure 2.5 (a)

Multicast tree with minimum delay 

Figure 2.5 (b)

Figure 2.5 shows a network with 7 nodes taken from [Waters_94], illustrating that 

minimal delay and minimal cost cannot both be achieved with any single type of tree. In 

figure 2.5, it is assumed that the link costs are proportional to delays, although in 

practice, this may not always be the case. The problem is that of connecting the source 

node A to multicast group members, nodes B, C and D. Figure 2.5 (a) shows a multicast 

tree which is optimised for minimal cost, with a total cost of 7 units. Figure 2.5 (b) 

shows a multicast tree which is optimised for minimal delay with a total cost of 9 units. 

It is evident from figures 2.5 (a) and 2.5 (b), that a single multicast tree cannot achieve 

minimal cost and minimal delay at the same time.

With respect to delay and cost, SPTs provide minimal delay at the expense of cost 

and SMTs which are shared per multicast group, provide minimal cost at the expense of 

delay. SPTs store per source information in which if s is the number of active sources 

per multicast group and n is the number of multicast groups present in a network, the 

scaling factor would be s x  n. This has serious consequences for switching nodes in 

terms of storage and cell forwarding overheads. Since the SMT for all sources within a 

multicast group is the same irrespective of the role of sender (source) or receiver 

(destination), the number of state entries needed to maintain the tree is one per group 

i.e. the scaling factor is only n because of having just one multicast tree per multicast
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group as opposed to one multicast tree per (source, group) pair, as is the case with 

SPTs. The SMT therefore scales well for big multicast groups with a large number of 

senders. The SMT has been intensively studied in the area of algorithms for the past half 

century and is defined to be the minimal cost subgraph spanning a given subset of nodes 

in a graph [Winter]. The problem of computing a SMT was shown to be NP-complete 

[Karp] and optimal SMTs are therefore not suitable for dynamic multicast routing as the 

whole destination set needs to be known before the multicast tree is computed. Also 

when another node needs to be added to the multicast group, the whole multicast tree 

needs to be recomputed completely and this adds to the already high run time 

complexities of optimal SMTs, particularly when one is dealing with very large graphs 

i.e. graphs with 100 plus nodes. However, optimal SMTs can be used as a measure of 

the efficiency of other more practical multicast routing algorithms [Doar_93b], 

[Waxman_88] and also a number of near optimal heuristic algorithms have been 

developed which produce good approximations to the optimal SMT [Winter], 

[Dreyfus], [Ray-Smith_83].

SPTs are better suited for high data rate sources like real time teleconferencing 

[Jacobson]. A good example of a service that would be more appropriate for SPTs 

would be a distribution service, for example, TV distribution in which a single source 

multicasts a film or lecture, only to a group of interested parties rather than to all 

potential recipients. SMTs are better suited for large numbers of low data rate sources 

like resource discovery applications. An application that could be suitable for SMTs 

would be video, computer or data conferencing in which only a single multicast tree is 

constructed and each member of the multicast group could potentially be the source i.e. 

multiple sources, but only need one multicast tree per multicast group.

This thesis concentrates primarily on multicast routing algorithms in which the 

destination node (receiver) initiates the join request. This receiver initiated join request 

procedure has very good scaling properties as was shown by Deering et. al. [Jacobson], 

since as the multicast group grows, it becomes more likely that a new destination will be 

able to splice onto a nearby branch of the distribution tree. It was also shown by Sridhar 

Pingali et. al., [Pingali], in a quantitative demonstration that receiver initiated multicast 

protocols performed better than sender initiated approaches.
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2.8 Definition of the Static Multicast Routing Problem

Routing connections in an ATM point-to-point network is typically treated as a shortest 

path problem in a graph. Nodes represent switching systems, edges represent links and 

the edge lengths represent the costs associated with using a link [Lin]. With multicast 

(point-to-multipoint) routing, one is interested in the shortest (minimum cost spanning) 

subtree of the network containing a given set of hosts. The static multicast routing 

problem is defined as follows: The network is viewed as an undirected graph G=(V,E), 

where V is the set of vertices in G, and E is the set of edges in G. Define a real positive 

cost function C(e) on edge e and a real positive capacity function B(e) on edge e. Define 

a connection request r, to be a pair (D,b), where D cV  is the set of nodes to be 

interconnected (i.e. the multicast group) and b is the bandwidth required for connection 

r. Finally, define a route Tr=(Vr,Er), for connection request r=(D,b), to be a connected 

sub-graph of G such that D^Vr and for all edges ee Er, the bandwidth constraint 

(b<B(e))  is satisfied [Waxman_89]. The static multicast routing problem is then defined 

as the problem of finding a route Tr such that C(Tr) has a minimum value among all 

possible routes for connection r. This is essentially a Steiner Tree problem (STP) in 

graphs and is known to be NP-complete [Karp].

A feasible route assignment is an assignment of each connection to a path in the 

network joining the connection's endpoints that does not exceed the available capacity of 

any edge, i.e. the number of connections using any particular edge must be bounded by 

the capacity of that edge. An optimal routing algorithm is one that can find a feasible 

assignment (route) whenever one exists and also performs optimal assignment of traffic 

to routes; which can be regarded as similar to the goal of link sharing versus delay based 

optimal multicast routes in some sense.

A specific example of the static multicast routing problem is the Steiner tree 

problem (STP) in graphs which can be defined as follows: Given:

• an undirected graph G = {V,E,), where V  is the set of vertices in G, and E  is the 

set of edges in G,

• a positive real cost function C(e) defined on edge e and

• a set of vertices Dq V, find a sub-tree T = (Vt, E t) in G, which spans D,  (i.e. such 

that there is a path between every pair of nodes in D) and the cost of T  is minimal
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i.e. C(T)= 'L Q e)  is minimal [Waxman_88], [Tode_92], [Kou], [Tanaka_93]. The 
e e  E t

subtree T is usually called a Steiner minimum tree (SMT) for D in G and nodes/vertices 

in the subtree T, but not in D are called Steiner NodesA^ertices.

2.9 Definition of the Dynamic Multicast Routing Problem

Typically, in real networks, the set of connections changes with time and the network 

must implement a routing policy that manages the changing set of connections in a way 

that makes it unlikely for a new connection to be blocked. In the dynamic version of the 

multicast routing problem, one is given a graph G = {V, E ) , as in the static case, and one

then considers a sequence of requests R = {ro> n >.......’ rn} ^here each r  is a set

{v, modification, b, connection_idj, where v g V is a node that wants to be 

connected/disconnected, modification e [add_node, remove_node) is a request to either

be added to a connection or leave a connection, b is the connection’s bandwidth, and 

connection_id e CONNECTION is the connection identifier. Thus in the dynamic 

point-to-multipoint routing problem, one is given a graph G and a sequence of requests

R and one is asked to find a sequence of routes 7/, iÊ {0,1,....... ,n} which give a minimal

cost sequence while satisfying the bandwidth constraint Ç ^eeE r)(b^(e))  is satisfied. 

The routes 7, are the minimal cost paths in the network for the sequence of requests 

R = [fQ, f j ,    , where R is the set of all possible routes on the graph G.

2.10 Multicasting in ATM networks

Providing multicast in an ATM network is a formidable task with a wide range of 

problems needing more research, some of which are listed below.

2.10.1 The cell de-multiplexing problem

Unlike the Internet multicasting (see chapter 3, section 3.3) in which a multicast packet 

has a source and destination address which allows for several sources to have their 

packets multiplexed on the same channel, there is a problem with ATM multicasting
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because if cells from different sources are inter-mixed on the same virtual connection, it 

is difficult to differentiate them. This is referred to as the cell de-multiplexing problem. 

Some means of identifying individual copies of cells has to be provided to enable 

subsequent switches and their final destinations to de-multiplex them correctly from the 

incoming stream of cells. Unlike multicasting in most shared medium LAN technologies 

such as Ethernet or Token Ring where multicasting allows multiple end-systems to both 

receive and transmit data to and from other multiple end-systems, ATM currently only 

supports point-to-multipoint connections. The obvious analog in ATM to a multicast 

LAN group would be a bi-directional multipoint-to-multipoint connection. 

Unfortunately, these multipoint-to-multipoint connections cannot be implemented when 

using AAL 5, the most common ATM adaptation layer for transmitting data across 

ATM networks. Although it would be possible to use AAL 3/4 for multipoint-to- 

multipoint connections by utilising its 10 bit multiplexing identifier (MID) field (see 

Appendix C), AAL 3/4 is a much more complex protocol than AAL 5 and would lead to 

much more complex and expensive implementations [Allés]. This is why the AAL 5 

[Suzuki], [CCITT 1.363], [Kyas] was developed as it is simpler and easier to implement 

and also even if one were to use the MID of the AAL 3/4 for multipoint-to-multipoint 

connections, this would also require some mechanism for ensuring that all nodes in the 

connection use a unique MID value. There is no such mechanism currently in existence 

or being developed and the number of possible nodes within a multicast group would 

also be severely limited due to the small size of the MID (10 bits only). Multipoint-to- 

multipoint connections cannot be supported within AAL 5 because it does not have any 

provision within its cell format for the interleaving of cells from different AAL 5 packets 

on a single connection. This essentially means that all AAL 5 packets sent to a particular 

destination across a particular connection must be received in sequence with no inter

leaving between the cells of different packets on the same connection, else the 

destination re-assembly process would not be able to re-construct the packets. This is 

why AAL 5 packets can only be unidirectional because if a leaf or destination node were 

to transmit an AAL 5 packet onto the connection, it would be received by both the root 

or source node and by all the other destination or leaf nodes. However, at these other 

nodes, the packet sent by the leaf node could well be inter-leaved with packets sent by 

the source or root node and possibly other leaf nodes and this would make it impossible
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to re-assemble the inter-leaved packets. Three methods have been proposed in the 

literature to solve this problem of cell inter-leaving or de-multiplexing, but in all cases, 

the problem of dynamic multicast routing which this thesis addresses, remains.

2.10.1.1 VP Multicasting

Bubenik et. al. [Bubenik_91], [Bubenik_92] addressed the problem of cell de

multiplexing and proposed setting up multipoint-to-multipoint VP connections by 

linking all nodes in the multicast group using a single multipoint-to-multipoint VP and 

each node in the multicast group is allocated a unique VCI within the VP. Inter-leaved 

packets can therefore be identified by the unique VCI of the source node. This 

mechanism requires a protocol to uniquely allocate VCI values to nodes in the multicast 

group and such a mechanism does not currently exist [Allés]. This is further complicated 

as it is not clear whether current segmentation and re-assembly devices could easily 

support such a mode of operation. There is also no support for switched virtual paths in 

the existing ATM Forum UNI 3.0/3.1 specification [ATM Forum], although there are 

plans to add this capability in the ATM Forum UNI 4.0 signalling specification under 

development.

2.10.1.2 Multicast Server

The second method for solving the cell-demultiplexing problem has been proposed by 

Wei et. al. [Wei]. They introduced the idea of a resequencer or multicast server and 

group tree multicast model based on Deering's Host Group Model [Deering_91]. All 

nodes wishing to transmit data to members of the multicast group set-up a point-to- 

point connection with an external device called a resequencer or multicast server, which 

buffers incoming cells from each source until all cells of a protocol data unit (PDU) are 

received. After the last cell of the PDU has been received, the resequencer forwards all 

cells of that PDU onto a single outgoing VC, without interleaving it with cells from 

other sources. To improve scalability, they introduce the idea of a group tree instead of 

per source rooted trees and a resequencer serialises all cells destined for a common 

group and duplicates them onto the appropriate outgoing ports with correct VPIs/VCIs. 

The idea of the group tree is similar to the one proposed for the Internet by Ballardie
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(core based trees) [Ballardie_95] which does not produce optimal trees in terms of 

shortest paths and delay.

The proposed solutions have several drawbacks which make them (possibly) of little 

practical use. The processor and link speed of the resequencer could become a potential 

bottleneck and a single point of failure and also this scheme is not likely to work for real 

time bursty delay critical ATM traffic. Extra buffers would be required to store the PDU 

and since ATM traffic is likely to be very bursty, with each burst containing 100s of 

thousands of cells, there is going to be a problem with variance in delay and link speed. 

Also, current ATM switches do not support this. The resequencer proposed would have 

to work at the IP level and this means that it will have to worry about traffic shaping as 

it leaves the resequencer and if cells making up a single PDU should get separated, this 

will incur large variance in delay since most multicast traffic is expected to be 

multimedia or continuous media.

2.10.1.3 Overlaid point-to-multipoint connections

In this method, each node in the multicast group establishes a point-to-multipoint 

connection with all the other nodes in the multicast group and in turn, becomes a leaf in 

the other multicast trees of the other nodes in the multicast group [Wei]. In this case, 

each multicast VPI/VCI is a one-to-many connection representing one multicast tree and 

is independent from other VPIs/VCIs and each tree can be optimised according to some 

criteria such as delay, bandwidth or least cost. This mechanism also requires each node 

in the multicast group to maintain N  connections for each multicast group [Allés], where 

N  is the total number of transmitting nodes within the multicast group. Also a 

registration process is required to inform nodes that join a multicast group what the 

other nodes in the group are so that it can form its own point-to-multipoint connection. 

The other nodes already in the multicast group need to know about the new node so that 

they can add the new node to their own point-to-multipoint connections.

With the overlaid point-to-multipoint connections (per-source-VP/VC), the number 

of VPs/VCs is too limited to accommodate a sizeable number of large, long-lived 

multicast groups and if bandwidth is reserved on a per VC/VP basis, the large number of 

VCs/VPs resulting from a multicast group will quickly use up the available bandwidth. 

Also, in the public networks, if the cost of cell switching depends on the number of
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VCs/VPs, the additional VCs/VPs used in a per-source-VP/VC will be a costly 

disadvantage. Also, dynamic group membership results in a lot of signalling traffic.

2.10.2 The ATM Scaling problem

The VPI at the B-ISDN user network interface (UNI) {B-ISDN is a CCITT standard of 

an ATM network} is 8 bits long and this allows only 2  ̂= 256 VPs to be set-up. Each 

VP can have up to 2 '^ = 65536 VCs (see Appendix C for a more detailed explanation). 

The VPI field at the B-ISDN network node interface (NNI) comprises the first 12 bits of 

the cell header, which allows 2 ^̂  = 4096 VPs to be set-up. If the VPI is used to identify 

the multicast groups, it will limit the number of multicast connections that can be set-up 

in a network to even less than the number available with VCs and this is referred to as 

the scaling problem or VPI/VCI depletion problem. With the overlaid point-to- 

multipoint connections (per-source-VP/VC), the number of VPs/VCs is too limited to 

accommodate a sizeable number of large, long-lived multicast groups and if bandwidth is 

reserved on a per VC/VP basis, the large number of VCs/VPs resulting from a multicast 

group will quickly use up the available bandwidth. Also, in the public networks, if the 

cost of cell switching depends on the number of VCs/VPs, the additional VCs/VPs used 

in a per-source-VP/VC will be a costly disadvantage.

2.10.3 Multicast Quality of Service (QOS)

The substantial bandwidth required by many classes of traffic, such as video, implies that 

one way of providing multicast quality of service (QOS), by monitoring QOS on 

multiple totally separate unicast connections, is unrealistic due to the bandwidth 

involved for anything but small multicast groups. Another approach is to multiplex all 

the media (video, data, voice, etc.) onto one VCI and this means that the QOS of the 

entire connection has to be determined by the least capable member of the group. For 

example, if a low level monitor was added to a video conference, the resolution at all the 

other monitors might have to be decreased to match it, which is clearly undesirable. The 

third approach, is to assign different media (e.g. audio, video and data) to separate 

connections (VCCs/VPCs), and the QOS considerations can be applied more sensibly on 

a per media basis and choices of which media to receive (and pay for) can be made more 

easily [Doar_93a].
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2.10.4 The Flow Control problem

Flow control is essential for ATM networks in providing “best effort” or available bit 

rate (ABR) services in which computer users would be able to use an ATM network in 

much the same way as they have been using conventional LANs i.e. they can use the 

network at any time without first negotiating a traffic contract. One solution is to use 

backward explicit congestion notification (BECN) where congestion information is 

passed backwards through the network to the offending source [Newman_93]. One way 

to do this is to have the source count the number of choke packets or BECN cells from 

each destination in a fixed period and to use the peak count over all destinations as a 

guide to the degree of restriction required. A minor disadvantage of BECN is the need 

for a reverse connection to be set-up, although this will probably be necessary for 

operations, administration and maintenance (OAM) in any case. The crux of the matter 

here is that flow control must be dictated by the least capable member in the group of 

destinations, and if the difference between destinations is small, then there are very real 

risks of a 'reverse flood' of control messages.

BECN also has problems which might make it ineffective as the very high speeds in 

switching and transmission makes the network more volatile in terms of traffic control. 

CCITT has recommended two speeds for B-ISDN access, one at approximately 155 

Mbits/s and the other at approximately 600 Mbits/s. One effect of a high-speed channel 

is that at these link speeds, cells must be switched at a rate greater than one cell per 3|is 

or O.Tjis respectively and internal links may operate in the Gbits/s range. Another 

problem caused by the high link rate is the increased propagation delay-bandwidth 

product, i.e. the amount of traffic that can be in transit during a propagation delay time. 

Consider a 1 Gbits/s line with propagation delay of 20 ms for a cross continental 

distance of 6000 km. In reactive control systems, when the network becomes congested, 

the destinations can send choke packets to the senders to slow or stop transmission. By 

the time the choke packets are transmitted, 20 Mbits are already in transit. By the time 

the choke packet reaches the sender, 40 Mbits will have to be retransmitted [Bae]. Large 

retransmissions can cause severe buffer management problems, which make many of the 

current congestion control methods ineffective. Another example is if there are two 

adjacent switching nodes A and B, linked by a 100 km cable. Assume 500 bit long cells
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(the exact cell size is 53 bytes = 424 bits according to the CCITT standards, but the 500 

bit cell size is used for simplicity) and the typical propagation delay time of 5|is per km 

of cable. Consider the following scenario: assume a 1 Mbit/s channel speed, in which

one cell transmission time becomes = 0.5 m secs. Node A starts transmitting
I M b i t / s

a cell and it takes 500psec for the electric signal to propagate to node B and therefore 

when the first bit of the cell reaches node B, node A will be transmitting the last bit of 

the same cell. If one replaces the channel with a 1 Gbit/s fibre optic cable, the cell

transmission time reduces to = 0.5 psecs , while the propagation delay time
X \_j01L / s

remains the same. Again node A starts transmitting a packet and when the first bit of the 

cell or packet arrives at node B, node A is transmitting the 1000th cell! 1000 cells are 

already on the channel propagating towards node B and therefore controls which adjust 

A's input rate based on feedback from B may not work in high speed networks, such as 

ATM networks.

There are two possible ways proposed in the literature for effecting flow control in 

ATM networks, i.e. rate-based flow control (RBFC) [Boroni], [Ramakrishnan] and 

credit-based flow control (CBFC) [McDysan], [Kung]. A CBFC method works over 

each flow-controlled VC link in which before forwarding any data cell over the link, the 

sender needs to receive credits for the VC via credit cells sent by the receiver. A number 

of VCs can dynamically share the same buffer pool while still guaranteeing no data loss 

due to congestion and ensuring high link utilisation. The buffer allocated to each VC will 

adjust automatically according to the actual bandwidth usage of the VC thereby 

significantly easing the use and implementation of ABR services. Another advantage of 

this scheme is that since inactive VCs can automatically yield their unused buffer space 

to other active ones, the total buffer size required by the flow-controlled VCs at the 

node can be minimised. Since credit-based flow control can automatically limit burst 

sizes to be no more than the allocated credit size, statistical multiplexing can be greatly 

improved and this is particularly useful for ATM WAN switches which may have to 

depend on statistical multiplexing to reduce the otherwise large memory required to 

cover large propagation delays [Kung]. Also the throttling feature on each VC, enabled 

by flow-controlled virtual connections (FCVCs) is especially useful for implementing 

high performance reliable multicast. At any multicasting point involving more than a few
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ports, the delay before the cell is forwarded out on all the ports can fluctuate greatly. It 

is therefore necessary for multicast VCs to throttle in order to accommodate the 

inherent high variations in their transmission speeds. Thus the credit value can be based 

on the port with the largest queue (i.e. the slowest port) to ensure that no buffer will be 

overrun and also a timer can be implemented on blocked multicast ports to ensure that a 

blocked port will not hold up the whole multicast VC for an unbounded amount of time.

The ATM Forum’s preferred way of flow control is that of RBFC which 

dynamically adapts the source transmission rate in response to feedback. A good 

overview of RBFC is given by Flavo Boroni and Kerry Fendick [Boroni] and by Ohsaki 

et. al., [Ohsaki] and they believe that the best way is to control each ATM connection by 

directly controlling its cell rate at the termination adapter (TA) or network interface card 

(NIC). It is not clear why the ATM Forum chose the rate-based flow control scheme 

which has raised a great deal of controversy among the ATM data communication and 

telecommunications (telco) practitioners. Some believe that the telco companies 

couldn’t figure out a way to charge for CBFC and their principal reason for voting for 

RBFC was to reduce buffering requirements within the switch (thus making it easier to 

perform billing when the rate is adjusted explicitly by the network) even though this 

does require substantial co-operation from the end systems as well as the intermediate 

systems [Ramakrishnan]. One possible reason for choosing RBFC could be that for 

WANs, the propagation delay becomes more dominant than the transmission delay and 

the buffer sizes that would be required to support a static hop-by-hop CBFC system 

would have to be extremely large as to make it impractical [Ramakrishnan]. So, the only 

flow control systems that would be appropriate in the wide-area would be RBFC and for 

the LAN environments, either RBFC or CBFC could be used.

2.10.5 Nodal Load Balancing

Concentration of packet copies at a particular node causes performance degradation of 

other calls which go through this node. For example, the switches’ resources like 

memory, etc., can be shared by only a few multicast calls and other calls initiated 

afterwards may either experience excessive delay or may be rejected and have to find 

alternative routes which maybe more expensive [Tode_92]. Also, in input buffered 

switches, cells requiring too many copies will stay longer at the head of the input buffer.
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This results in head of Une (HOU ) blocking for other cells queued behind. The number 

of packet copies in an intermediate node must be restricted because most current 

multicast switches for ATM networks proposed in the literature consist of a copy 

network in front of a switching fabric [Turner_88], [Lee_88b], [Lee_88a]. Using this 

architecture, packets duplicated by the copy network are switched in the switching 

fabric. Studies show that as the number of packet copies increases, the performance of 

the switching fabric, such as congestion, delay and packet loss tends to worsen 

[Tanaka_93], [Tode_92]. To avoid switch degradation, it is desirable to evenly 

distribute the load among all the switches and this has been attempted by Hideki Tode 

et. al [Tode_92], but their algorithm only addresses the static case and does not deal 

with dynamic groups. Even some of the commercially available switches, like the 

General Datacomm’s APEX^ switch [Hunter] and the FORE System’s FORE ASX- 

200'  ̂ [FORE Sys], where cell multiplexing is done via the common 2.5 Gbits/sec bus, 

packet copying is still an important issue. If cell multicasting is done via the common 2.5 

Gbits/sec ATM bus, no cell copying or redundant switch fabrics are needed which 

allows each multicast client to receive at full speed without impeding the performance of 

the switch. This only works for one port per time-slot on the time division multiplexed 

(TDM) bus, but if there are multiple output ports per TDM time-slot, then cells need to 

be copied somewhere, often at the output. This is spatial multicast, but if logical 

multicast in which multiple copies of a cell leave from the same output port is used or is 

required, then again copying has to take place at the output port. This copying is often 

serial in its action and so multicast connections do impede the performance of the ATM 

switch. In a quantitative comparison of architectures for ATM switching, Ellen Witte 

[Witte] concluded that storing and accessing multicast information adds considerably to 

the chip complexity of an ATM multicast switch. The copy network in an ATM

 ̂W hen a cell contends for an output port due to the asynchronous nature o f  cell arrival and loses, 
during a particular time slot, it rem ains at the head o f the FIFO queue at its input port until the 
fo llow ing  tim e slot. It may be that there are other cells behind it on the queue destined for other output 
ports w hich could have been served during the current tim e slot. T hese packets are blocked and this 
causes a reduction in throughput.
 ̂ This is General D atacom m ’s 6 .4  G bits/sec non-blocking internal architecture A TM  sw itch  used in 

the T elecom  Finland’s A TM  network, Europes’s first public A T M  network and first international 
A TM  network installed at M etropolitan Fibre System s (M FS).
 ̂ T his is a FORE System s high performance ATM  non-blocking tim e d ivision  m ultip lexed  sw itch  with 

a sw itch ing capacity o f  2 .5  G bits/sec continually available for connectivity to 16 users or netw orking  
devices, each running at speeds up to 155M bits/sec or 24 users or network devices each running at 100 
M bits/sec
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multicast switch therefore increases quite significantly the hardware cost of an ATM 

multicast switch and if the number of copy operations can be minimised, this would 

make the design of the ATM multicast switches easier and keep the hardware costs 

down.

2.11 Summary

A brief explanation of ATM has been given in this chapter. In any network, for routing 

to take place, one has to have a good understanding of how to signal connection 

requests and how to specify where to find the location of the end-system and therefore 

brief summaries of ATM signalling and addressing have been outlined. A brief 

description of how one sees ATM point-to-point routing developing is given as it is 

considered important to extend the point-to-point paradigm to the general problem of 

point-to-multipoint routing. The static and dynamic point-to-multipoint routing 

problems have been formally defined. Some of the more general problems of providing 

multicast in ATM networks have been described and a brief review of multicast routing 

has also been given. Some of the main reasons why ATM dynamic multicast routing is 

seen as a major problem are outlined. The problem that has been chosen for further 

investigation in this thesis is the dynamic point-to-multipoint routing problem in wide- 

area packet switched networks like ATM networks. The thesis is mainly concerned with 

the routing strategies and performance aspects of ATM dynamic multicast routing 

algorithms, rather than solving such problems as the scaling or the cell de-multiplexing 

problems.
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Chapter 3 

Current Multicast Routing Algorithms

This chapter looks at some of the current multicast routing algorithms in 

communications networks. It describes four of the main static routing algorithms and 

also surveys some of the proposed dynamic multicast routing algorithms for ATM 

networks in the literature. Finally, one also looks at the Internet (IP) multicast routing 

protocols and justifies why they are inappropriate for direct mapping to ATM networks.

Algorithms for constructing multicast trees have been developed with two 

optimisation goals in mind. The first goal is minimising average path delay, i.e., the 

average of the minimum path delays from the source to each of the destinations in the 

multicast group and this can be constructed in O(ii^) time (where n is the number of 

nodes in the graph) using Dijkstra’s algorithm [Dijkstra]. The second optimisation goal 

is to reduce the cost of the multicast tree, being the sum of the costs on the edges in the 

multicast tree and the resulting tree is what is generally referred to as the Steiner tree 

which has already been explained in section 2.8. As has already been explained in section 

2.7, there are essentially two basic types of multicast trees i.e. the source rooted shortest 

path tree (SPT) and the Steiner minimal tree (SMT) and between these two trees is a 

whole spectrum of trees offering different trade-offs in delay and cost. SPTs which are 

used in IP multicast routing protocols (see section 3.3 for a detailed explanation) try to 

minimise on the overall delay from the source (sender) to each member of the multicast 

group at the expense of the multicast tree cost and SMTs try to minimise on the overall 

cost of the resulting multicast tree at the expense of the delay.

3.1 Steiner Tree Heuristics For Static Multicast Routing

The Steiner tree problem (STP) in graphs or static multicast routing problem gives only 

a static formulation to multicast communications which ignores capacity restrictions on 

links. In reality, the bandwidth on the virtual paths (VPs) or virtual channels (VCs) 

fluctuates with traffic demands and levels of failure. Also the group membership is likely 

to change as nodes enter the group and other nodes already in the group leave.
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Therefore, it is imperative to have dynamic routing algorithms which adapt to traffic 

changes and group membership changes. Although the Steiner minimal trees (SMTs) 

used for solving the STP yield the optimal minimum spanning trees (MSTs), the time to 

compute a multicast tree for a given set of hosts is often too high to be of practical use 

in dynamic multicast routing. SMTs only solve the static version of the multicast routing 

problem, i.e. the entire destination set must be known before the start of the algorithm 

and the solution only takes the cost into consideration. However, despite these criticisms 

of the SMT, it is still extremely important in that it provides a performance measure 

against which other multicast routing heuristics can be measured.

Pawel Winter [Winter] and Hussein F. Salama et. al. [Salama_94], [Salama_95] 

give a good summary of previous work done on heuristic algorithms for the STP in 

graphs and multicast routing algorithms for high speed networks. The algorithms for the 

STP in graphs have generally taken one of two approaches. In the first approach, which 

is the tree merging approach, likely Steiner nodes are selected and then a minimum 

spanning tree (MST) of these nodes, together with the nodes in the multicast group, is 

constructed [Ray-Smith_86]. In the second approach, which is the tree pruning 

approach, a minimum spanning tree of the whole graph is pruned to remove superfluous 

nodes and then perturbed to try to include more Steiner nodes, which may reduce the 

overall cost of the spanning tree.

3.1.1 The KMB Algorithm

This refers to "A Fast Algorithm For Steiner Trees" by L. Kou, G. Markowsky and L. 

Berman, [Kou], hereafter referred to as the KMB algorithm. For a more detailed 

explanation of the KMB algorithm, the reader is referred to [Kou], [Wall], but here is a 

brief description of the algorithm. Given a connected undirected distance graph 

G=(V,E), where V is the set of nodes in G, E is the set of edges in G, a real positive cost 

function C(e) defined on an edge e, and a set S q V (i.e. a source node and one or more 

destination nodes) called the multicast set, consider the complete undirected distance 

graph Gi=(V],Ei), constructed from G and S in such a way that V]=S, and for every 

(u,v)eEi, C(u,v) is set equal to the distance of the shortest path from node u to node v 

in the graph G. For each edge in G/, there corresponds a shortest path in G. Given any
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spanning tree in G / ,  a subgraph of G  can be constructed by replacing each edge in the 

tree by its corresponding shortest path in G .

Stepl

Construct the complete undirected distance graph Gi=(Vi,Ei), from G  and S.

Step 2

Find the minimal spanning tree, Ti of Gy using either Prim’s [Aho], or Kruskal’s 

algorithm [Kruskal]. (If there are several minimum spanning trees, pick an arbitrary one)

Step 3

Construct the subgraph G j ,  of G  by replacing each edge in T y  by its corresponding 

shortest path in G .  (If there are several shortest paths, pick an arbitrary one)

Step 4

Find the minimal spanning tree Ts of Gs using either Prim’s or Kruskal’s algorithm. (If 

there are several minimum spanning trees, pick one arbitrarily)

Step 5

Construct a Steiner tree Th from Ts by deleting edges in Ts if necessary, so that all the 

leaves in 7h are members of the multicast set, S.

Figure 3.1 below was taken from [Kou] and illustrates this algorithm on a 9 node 

graph with multicast set, 5=/'vy, V2, vj, V4}. The problem with the KMB algorithm is that 

it only considers the distances between nodes in the multicast set S, and does not 

consider the decrease in cost of a solution due to the use of nodes not in S, i.e. Steiner

nodes. The KMB algorithm has a worst case time complexity of 0^|S||V|^j [Kou],

[Salama_94], where S is the multicast set and V is the total number of nodes in the 

network. It guarantees to output a tree that spans S with total distance on its edges no

more than 2 times that of the optimal tree, where / is the number of leaves in the 

optimal tree [Kou].
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Figure 3.1

One also refers to this as the worst-case inefficiency where inefficiency is defined as the 

ratio of the cost of the tree by the heuristic algorithm to the cost of the tree by the 

optimal algorithm.

3.1.2 The RS Algorithm

This refers to "The Computation Of Nearly Minimal Steiner Trees In Graphs" by 

Rayward-Smith [Ray-Smith_83] and is hereafter referred to as the RS algorithm. A full 

description of the RS algorithm can be found in [Ray-Smith_83], [Ray-Smith_86], but it 

essentially works as follows: likely Steiner nodes are selected and then a minimum 

spanning tree of these nodes, together with the nodes in D  (the destination set or 

multicast group), are constructed. Define a positive real cost function C(e) on edge e. 

Given two nodes u and v, let the shortest distance be the path which yields the minimum 

cost path from all the possible individual paths between nodes u and v i.e. a path such 

that ^ C ( e )  is minimal. The RS algorithm starts with a collection of single node trees
e e p a th (  u .v )

3  corresponding to the set of destination nodes, D. Then, at each stage, it joins a pair of 

trees by a path between them. This is repeated until only one tree remains. The 

algorithm is shown below.
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Step 1

Construct a collection of single node trees 3  consisting of the nodes in D.

Step 2

Repeat the following steps until 131=1.

• Choose v€ y  such that/fv j is a minimum, where

1
-  m in

(SK G P o w e rS e t(3 ) ,  19̂ 1 > 1)
I C ( v , T )

(1911 -  1)Tg9î

f{v)  is the average cost of joining v to r+7 trees through a node v, where r + /  = I9\l 

and C(v,T) is the shortest distance between node v and T.

Let Tj and T2 be the two closest trees to v.

Join Tj and T, by a shortest path through v.

Graph G

First I tera tion  o f  the  repeat Kiop. f l = (2  5

(2 )

F ourth  I tera tion  o f the  repeal lin^p. 14 =  (4) 
C ost o f  S te in e r  tree  = 12

The RS algorithm applied to an 8 node random graph

fo fi f: f3
Vi 3 3 4 4
V2 4 4 4 4
V3 3 3 3 4
V4 3 3 3 7
V5 3 3 7 7
V6 2.5 2 5 5
V7 3 2 7 7
Vg 5.5 5.5 5.5 7

The values of the function fi(v) for i e  {l,2,3,4} 
Table 3.1
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The application of the RS algorithm to an 8 node graph is shown in figure 3.2. The 

repeat statement is executed four times and the collection of trees are shown in figure

3.2 and t^e values of the function /a t each iteration are shown in table 3.1 taken from 

[Waxman_88]. The function/is used to determine if a node other than those in D will 

be useful in solving the Steiner tree problem. Whenever the RS algorithm chooses such a 

node, it has found a potential Steiner node. T  is the Steiner tree, v is a node in the graph 

G, and 9Î is a sequence of requests. 3 is initially a set of single node trees and in this 

example in figure 3.2, 3  = D = {vi,V3,V4,vs,V7} and the power set of the set 3  is the set 

of all subsets of 3  i.e. P (S ) = { {v i} ,{v 3 } ,{v 4 } ,{v 5 } ,{v 7 } ,{v i,v 3 } ,...,u p to 2 '} . The equation for 

f(v)  is basically saying that all the subsets e  P(3) are considered, such that the 

cardinality of is greater than one i.e. M  > 1. Then for each |9t| > 1, one looks at all the 

nodes v 6 V , and chooses a node v which has the minimum value for/fv j and one then 

chooses two nodes which are closest to v and joins them via node v. T E 91 means that 

one chooses the shortest path from the node v to the tree i.e. the shortest path from v to 

each member T of 9t. The RS algorithm performs better than the KMB algorithm on 

average, because it makes a systematic attempt to find potential Steiner nodes, although

the worst case inefficiency of both the RS and KMB algorithms is bounded by 2

where I is the number of leaves in D [Waxman_88], [Tanaka_93]. The RS algorithm has 

a run time complexity of where n is the number of nodes in the graph [Ray-

Smith_86].

3.1.3 The KPP Algorithm

Kadaba Bharath-Kumar and Jeffrey M. Jaffe [Jaffe_83] studied the problem of static 

multicast routing in which they were trying to optimise on both the cost and the delay 

measures of the multicast tree. Vachaspathi P. Kompella, Joseph C. Pasquale and 

George C. Polyzos [Kompella_92],[Kompella_93] also made a study of the static 

multicast routing problem for multimedia communication which tried to minimise on 

both the delay and cost and one refers to their algorithm as the KPP algorithm from 

hereon. There are essentially two main differences between the KPP algorithm and the 

Kadaba Bharath-Kumar and Jeffrey M. Jaffe algorithm. The first main difference is that
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the Bharath-Kumar and Jaffe algorithm assumes that the delay and cost functions are 

essentially the same whereas the KPP algorithm considers the delay and cost functions 

as being different. For example, edge cost could be a measure of the amount of buffer 

space or channel bandwidth and edge delay could be a combination of propagation, 

transmission and queuing delay. The second main difference is that the KPP algorithm 

tries to construct a constrained minimum cost multicast tree, where the constraint is on 

the individual path delay, rather than try to minimise the individual path delay to all 

destinations as the Bharath-Kumar and Jaffe algorithm does. For a fuller explanation of 

the KPP algorithm, see [Kompella_93], but here is how it works briefly. It basically uses 

the KMB algorithm described in section 3.1.1, but in addition, defines some delay bound 

on each path. Given a graph G=(V, E), where V is the set of vertices and E is the set of 

edges in G, define a positive real cost function, C(e) on edge e and a positive real delay 

function D(e) on an edge e. Given is a source node s and a destination set D œ V  , which 

is the multicast group and a delay tolerance A, which is a bounded integer value, a 

constrained spanning tree Tcst, is a tree, rooted at s, that spans the nodes in the 

multicast group D, such that for each node ve D, the delay on the path from 5 to v g  Z) is 

bounded by the delay tolerance A. This can be formally stated as follows: for each v g  D, 

if P(s,v) is the path from s to veD, then '^ D (e )<  A. The constrained Steiner tree
eePC-f.v;

Tsteiner Can now be described as the constrained spanning tree Tcst, such that ^  C(e) is
CST

minimal. One then defines the following terms. A constrained cheapest path between 

nodes v and w is the least cost path from node v to node w that has delay less than A. 

The cost on such a path is denoted by Pc(v,w) and the delay on it is denoted by P d ( v , w ).  

A  closure graph G' on a set of nodes N is a complete graph on the nodes in N  with edge 

cost between nodes v , w g A ^  equal to Pc(v,w) and edge delay P d ( v , w ).

•  To compute the closure graph G', first determine the constrained cheapest paths 

between all pairs of nodes in the set D k j ( s }  constrained by the delay tolerance A. 

Define Cd(v,w) to be the cost of the cheapest path from v to vv with delay exactly d. 

If there is more than one cheapest constrained path with the same cost, then the path 

with the least delay is chosen. Formulate C/v,wj and Pcfv.wj as

follows: Ca = min [Cd-Du, )̂ w) j and Pc(v, w) = Cd{y, w ).
ueV c/<A
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P/)fv,wj is then determined by the constrained cheapest path that corresponds to 

Pc(v,w). From the constrained cheapest paths, construct a closure graph G' on the 

nodes in the set D k j ( s } .

• The second step is to construct a constrained spanning tree of G' using a greedy

approach to add edges to a subtree of the constrained spanning tree until all the

destination nodes are covered. Assume node v is in the tree constructed thus far and

consider whether to include some edge adjacent to v. Edges to be added to the tree

are selected using the function

fC(v,w) ifP(v) +D(v,w) < A
/c  = j , where P(v) is the delay on the path

[ oo otherwise

from node s to node v in the spanning tree constructed thus far. The selection

function/c is minimised by some heuristic function [Kompella_93], which tries to

construct the cheapest tree possible while ensuring that the delay and bound is met.

This tends to minimise the cost of the tree without unduly minimising the delay.

• The third step consists of expanding the edges in the constrained spanning tree Tcst ,  

into the constrained cheapest paths they represent and remove any loops that may be 

caused by this expansion.

The KPP algorithm is very time consuming, particularly in determining the closure graph 

G' and has a run time complexity of 0(n\A ). It is not likely to be of much practical use 

in its present form as it is essentially designed for static multicast groups and most ATM 

multicast applications are likely to be dynamic. Also, it is quite possible that under 

certain circumstances, the closure graph G' may not exist since there is no guarantee that 

the delay between any two arbitrary multicast nodes is within the delay bound A 

[Waters_94]. However, if these edges are set to infinity in the closure graph, it will still 

be possible to construct a multicast tree starting with the source node, provided there 

are paths from the source node to each of the multicast nodes which fall within the delay 

bound.
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3.1.4 The Waters Algorithm

Gill Waters and J.S. Crawford also studied the problem of multicast routing in ATM 

networks [Waters_92], [Waters_94], [Crawford]. One only gives a brief description of 

the algorithm by Gill Waters [Waters_94], hereafter referred to as the Waters algorithm. 

The algorithm by J.S. Crawford will not be described as it works in much the same way 

as the Waters algorithm on which it is based. The Waters algorithm was developed by 

determining as a bound, the broadcast delay bound, which is the maximum shortest 

delay to each node in the network from the source node and finding a low cost solution 

such that delays from the source to all group members lie within the bound. The 

algorithm uses Dijkstra’s algorithm [Dijkstra] to set a bound on the delay and while 

setting the bound, it records all total delays to each destination in a matrix called 

delay jn a tr ix  M, until this bound is found. All paths found which exceed this bound are 

then deleted i.e. set to infinity and this results in a directed graph which contains all 

possible collections of edges in any solution which may remain within the broadcast 

delay bound. The algorithm is effectively a compromise between the minimum spanning 

tree (MST) solution with the cheapest cost and the Dijkstra’s solution with the minimum 

delay bound. The Waters algorithm works as follows:

• Given a graph G = (V, E), where V is the set of vertices and E is the set of edges in 

G, define two weight functions C(e) and D(e) on edge e. C(e) is a positive real cost 

function on e and D(e) is a positive integer delay function on e. Also given is a 

source node s and a destination set suM , which is the multicast group, a delay 

bound dbsv, which is the minimum total delay from the source node s to node

VG V-fsJ (the complement of fs j with respect to V i.e. the set {v I vg V and vG 5 }), a 

multicast delay bound dbsM, which is the maximum of the minimum total delay from 

the source node s  to node vgM  and the broadcast delay bound dbB, which is the 

maximum of the minimum total delay from the source node s  to node vg V - s i.e. 

maximum dbsv.

• Use an extension to Dijkstra’s algorithm to find the dbsv, dbsM  and at the same time 

build a delay matrix M, where the (i,j)th entry of M i.e. M = [mtj] = minimum delay 

from the source node s to node 7 , where i was the last node visited. If [mtj] > dbB, 

then set [mij] = 0°. The delay matrix M  now represents a directed graph which 

includes all edges within the delay bound dbB.
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• Construct the tree T, with nodes Vt, where initially the tree T has no edges in it i.e. 

T = {0 }  and Vt = (sJ. Take vg Vt, with maximum dbsM  and find the cheapest path 

(s,v). Include in T all edges on path (s,v) not already in T  and include in all nodes 

on pathfj.vj not already in Vj. Repeat until V = Vt.

• Prune the broadcast tree beyond any multicast nodes.

The Waters algorithm produces solutions that incur greater costs than solutions found 

using the KPP algorithm described in section 3.1.3 and it has a run time complexity of 

O(n^) [Crawford]. However, its main drawback is that it is essentially for static multicast 

groups and most ATM multicast applications are expected to be dynamic. As future 

work, the author of this algorithm. Gill Waters, intends to develop a distributed version 

for dynamic multicast groups.

3.2 Dynamic Multicast Routing Algorithms

As ATM becomes more widely used with the promise of high bandwidth and fast 

switching speeds both in LANs and WANs, some of the services like video 

conferencing, [Hopper], [Hayter], HDTV distribution, etc., detailed in chapter 1, which 

require multicasting, will become more widespread and it is important to have efficient 

dynamic multicast routing algorithms to make better use of network resources.

The non-dynamic algorithms like the KMB, RS, KPP, etc., although very efficient, 

require the whole destination set to be known before computing the multicast tree. This 

means that each time there is a modification, the multicast tree is re-computed 

completely and this causes complete disruption of the multicast tree which is undesirable 

for ATM networks which need to keep the cell sequence integrity and guaranteed 

quality of service (QOS) and also their run time complexity is too high to be of practical 

use in dynamic multicast routing.

No one has any real data on how large ATM networks are going to be or indeed, 

how many multicast groups they are likely to have at any one time and so one really has 

to guess. However, one envisages ATM multicast groups ranging from quasi-dynamic to 

being very dynamic. One possible scenario is this: assume that there is a directory 

service being managed by the network which keeps details of all scheduled multicasts.
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Hosts will know about multicast connections either by prior arrangement or just by 

browsing through the multicast directory service. Users would have to be able to select 

their connection identifiers or at least some of them. One would expect a burst of 

dynamism initially as hosts browse through various applications to see if they really want 

to subscribe to some service. At this stage, some hosts will inevitably decide that this is 

not really for them and leave, but others might stay on for a while and leave later. Some 

hosts might arrive late if its really important like a company meeting and stay till the end. 

However, for applications like TV distribution, video conferences, etc., if a host tunes 

into a multicast towards the end of it or halfway through it, it is unlikely to want to 

subscribe to that service and wül therefore drop out again. So, the dynamism of ATM 

multicast groups is going to be essentially application dependent and different algorithms 

might be more suitable for each multicast, depending on the application. It is therefore 

imperative to develop efficient dynamic multicast routing algorithms which enable hosts 

to join or leave particular multicast groups at any time during the lifetime of the groups.

3.2.1 The Greedy Algorithm

The simple Greedy algorithm for the dynamic point-to-multipoint problem was proposed 

by Waxman [Waxman_88] and it works as follows:

3.2.1.1 Node Addition

It finds the nearest node already in the multicast connection or multicast tree to the node 

to be added and connects the two via the shortest path between the two nodes.

3.2.1.2 Node Deletion

To delete a node from the multicast group or connection, it is first marked as 'deleted' 

i.e. it is removed from the multicast group and if that node is not an internal node in the 

connection, the branch of which it is a part is pruned.

Figure 3.3 below shows the sequence of the Greedy algorithm due to Waxman 

[Waxman_88], when applied to a ten node random (network) graph. In this figure, ‘-H’ 

represents “a node addition'' and represents “a node removal" and the black nodes 

represent the nodes in the multicast group.
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Figure 3.3

3.2.1.3 Criticisms of the Greedy Algorithm

The problem with the Greedy algorithm is that it deteriorates after a number of 

modifications [Doar_93b]. The Greedy algorithm only considers the shortest path to the 

multicast connection for the node that wants to join the multicast group, which might 

not be the best path. It does not consider the routing of connections from a global 

viewpoint and this is one of the possible reasons why it may deteriorate after a number 

of modifications [Kadirire_95], producing a higher cost for the resulting multicast tree.

3.2.2 The Weighted Greedy Algorithm (WGA)

The second algorithm for the dynamic point-to-m ultipoint routing problem was 

proposed by Bernard W axman [Waxman_93] and works as follows:

3.2.2.1 Node Addition

In this algorithm, a distinguished node 'source’ is chosen to be the owner of the 

connection, with the restriction that the owner of the connection must remain in the 

connection. A node ii, is added to the connection or multicast group by choosing a node 

V in the connection which minimises the function W(v)=(l-(û)d(u,v)+(ûd(v,source) where 

0<(ù<0.5 and d(u,v) is the distance from node u to node v. The param eter œ determines 

the weight given to the distance from node u to node v, relative to the weight given to
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the distance from the node v to the connection owner, node ‘source'. When (0 = 0, only 

the distance from node u to node v is considered and the algorithm is equivalent to the 

Greedy algorithm in that a node ii is added to the multicast connection by the shortest 

path to the nearest node in the multicast connection. When co = 0.5, the value o f W(v) is 

such that the distance from node u to node v and the distance from node v to node 

‘source' is given equal weight [Waxman_93]. The algorithm adds a node u to the owner 

of the connection, node ‘source’, via the least cost path between node u and node 

‘source’, i.e. node u is connected via the shortest path to the ‘source’ node. W hen 

0 < ox  0.5, the value of W(v) is such that the algorithm connects node u to the multicast 

connection or tree via a path that points towards the source node ‘source’.

3.2.2.2 Node Deletion

For node deletion, that portion of the connection tree which is no longer needed is 

pruned. In some cases, a remove node request may result in no change of the connection 

tree.

This algorithm assumes that as users are added and removed, the connection pattern 

will not have a loop, but remains in a tree like pattern that points towards the source 

node or origin, thus having lower cost. Figure 3.4 below, taken from [Tanaka_93], 

shows the W GA on a 7 node graph. The source node is v2 and 0< o x  0.5.

(I)
(2 )m-

even! I + (v l. v3. v4, v5) 

COS! o f  tree = 6

even t 2; + (v6 )

cost o f  tree  = X
Graph G

m-

even t 5: - (v4 ) 

cost o f  tree  = 5even t 4. - (v5 . v6) 
cost o f tree  = 7event 3 » (v7) 

cost o f tree = 10

m em ber nodes in the m ulticast group 

non m em ber nodes m aking up  the network Steiner N odes

The WGA applied to a 7 node graph

Figure 3.4
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The WGA succeeds in preventing loops from occurring. Also call blocking exists in the 

case of multiple sources, and when blocking occurs, the W GA is applied again without 

the blocked node. This procedure is applied recursively until the user is connected or 

until the call attempt is dropped when no node is available.

3.2.3 Criticisms of the WGA

Tanaka and Huang [Tanaka_93] showed that in a single source or multiple source 

dynamic multicast group(s), the W GA does not perform better (in terms of efficiency) 

than the Greedy algorithm under real traffic conditions. They concluded that the WGA 

does not perform well for both single source and multiple source cases because the 

weight (0 does not significantly affect the performance and alternative algorithms should 

be considered.

3.2.4 The source rooted Shortest Path (SP) algorithm

The SP algorithm works as follows: choose a node at random  and call that the source 

node of the multicast group. Another different node is also chosen and the shortest path 

is found between them, forming the initial multicast tree. To add a node to the group, 

the shortest path from the source node to the node chosen to be added is found and all 

the nodes along that path are added into the multicast connection or tree as Steiner 

nodes [Kadirire_95], [Ammar]. The construction of a shortest path tree has a time 

complexity of O(v'), [Hopcroft], [Dijkstra], where v is the num ber of nodes in the graph.

source node

non m ulticast member 

in network

nodes in the m ulticast group  

Path o f  m ulticast Steiner N od es

SP algorithm applied to a 10 node random  graph

Figure 3.5
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3.2.5 Criticisms of the source rooted Shortest Path (SP) algorithm

Although the SP tree leads to a simple implementation of the establishment of point-to- 

multipoint connections, it is extremely wasteful of network bandwidth [Ammar], 

[Kadirire_95]. Consider for example, the network shown in figure 3.5 above. Assume 

that node A is our source node and the destination set consists of nodes {B,D,G,H,J}. If 

one uses the SP algorithm (point-to-point) in which direct VPs are used to establish a 

point-to-multipoint connection, VP A ^ C  carries each multicast message five times, 

once for each destination! The other major drawback with this approach to routing 

multicast connections is that it does not scale very well. It requires that a VP be set-up 

for every combination of source and destination set. So unless the multicast capability of 

the ATM network is limited (e.g. it allows only one or two sources to establish 

multipoint connections with one or two defined destination sets) this method of 

establishing connections is not practical for large networks because of the large number 

of multipoint VPs that need to be established leading to VPI/VCI depletion.

3.2.6 The source rooted Naive Shortest Path (NSP) algorithm

Source rooted shortest path algorithms can be implemented in a distributed fashion 

[Dalai] and are being used for Internet multicast routing [Deering_91] in which reverse 

path forwarding is being used to derive shortest path trees from the underlying unicast 

routing mechanisms. Doar's [Doar_93b] approach for dealing with dynamic multicast 

groups was to choose a node at random and call that the source node of the multicast 

group. Another different node was also chosen and the shortest path was found between 

them, forming the initial multicast connection. To add a node to the group, the shortest 

path from the source node to the node chosen to be added was found and all the nodes 

along that path were added into the multicast connection as Steiner nodes as is shown in 

figure 3.6 below. He then took the union of these paths to produce a multicast tree that 

was resilient to change and had a mean inefficiency within 1.5 times that of the KMB’s.
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3.2.7 Criticisms of the source rooted Naive Shortest Path (NSP) algorithm

The NSP algorithm produces sub-optimal trees and its mean inefficiency is high i.e. 

within a factor of 1.5 of the KMB algorithm [Doar_93b]. The NSP algorithm also has 

the same scaling and VPI/VCI depletion problem (described in chapter 2) as the SP 

algorithm, but it is however useful for:

• applications with a small number of sources;

• local multicast groups where there is no shortage of VPs and VCs relative to the

demand and

• applications where all sources continuously transmit (e.g. video).

Even though shortest path trees (SPTs) do not offer minimal cost paths, they are in

widespread use because when compared with multiple unicast transmissions, they 

provide substantial savings in link cost [Estrin] and help to avoid fan-out problems at 

sources.

3.3 Internet (IP) Multicasting

The provision of multicast routing in the Internet is described well by Steve Deering and 

Cheriton [Deering_90],[Deering_91]. It briefly works as follows:

Multicast groups (Host Group Model) are defined where a member o f the group 

receives all the datagrams (self contained packets with all routing information) sent to
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the group. The multicast groups are open groups i.e. any host in the network can send 

datagrams to the group even though they may not be members of the group. Each 

multicast group has a unique multicast address (class D) and some class D addresses are 

well known and persist even when they are not being used whilst others are transient 

addresses. Networks or subnetworks are connected using gateways (switches or 

routers) which communicate with one another using the Internet Group Management 

Protocol (IGMP), the protocol implemented in hosts and routers on LANs to monitor 

multicast group presence on a subnetwork [Deering_91], [Perlman]. Multicast gateways 

can be physically separate from existing gateways, or the capability can be added to 

existing gateways. IP multicast addresses have the top four bits set to the pattern 1110 

and the other 28 bits are viewed as a flat address space. The dotted decimal address 

224.0.0.1 is reserved as the 'all host' group, which broadcasts to all hosts and gateways 

involved in the multicast. Three levels of participation are defined for a host:

• none at all;

• send only and

• send and receive

Whilst the first two are not difficult to implement since the IP address is just another 

class of address, the third level requires more extensive modifications to identify multiple 

sources.

To provide IP support for local multicast, hosts join multicast groups which are 

specific to networks. This also helps to reduce the risk of network 'meltdown', where a 

single host attempts to broadcast to every machine on the Internet. At start-up, a router 

is implicitly elected as a 'membership interrogator' and at fixed intervals, the elected 

interrogator sends a membership query to the 'all systems’ multicast group, to which all 

systems subscribe. The IGMP ensures that replies to multicast queries are spread more 

or less evenly over time and that only one reply is needed to ascertain the existence of a 

group. No provision is made in the IGMP for acknowledgement or retransmission of a 

lost message. It is presumed that this is taken care of at a higher layer in the protocol 

stack.

There are four major multicast routing protocols that have been developed for the 

Internet and a summary of each protocol is given below.
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3.3.1 Distance Vector Multicast Routing Protocol (DVMRP)

The DVMRP is derived from work by Dalai and Metcalfe [Dalai] on their Reverse Path

Forwarding (RPF) algorithm, which was then refined in turn by Deering [Deering_91].

• RPF works as follows: if a broadcast packet arrives at a router via the shortest path 

along the link that would be used to reach the source of the packet, a copy of the 

packet is forwarded on all other incident links. If however, a packet arrives via any 

other link, it is ignored. This accomplishes delivery of the packet to every node (i.e. 

host or router) in the network and each node receives a copy of the broadcast packet 

over the reverse of the path used to send unicasts to the source of the broadcast. 

RPF assumes that the length of the path is the same in both directions e.g. when 

using the hop count as the distance measure.

• Truncated broadcast:- A truncated broadcast (TB) tree is a multicast tree that has 

been trimmed of all leaf subnetworks except those that have destination group 

members. On each subnetwork k, the attached router that has the shortest distance 

back to a particular multicast source s assumes sole responsibility for forwarding 

multicast packets from s onto subnetwork k. In the case of a tie, the router with the 

lowest address wins. For example, if one considers the network topology in figure 

3.7(a) below and assumes that the hop count is used as the measure of the path 

length and that the shortest path distances from routers n  and r2 to a particular 

multicast source s, are 5 and 6 hops respectively and r j ’s distance to 5 is 6 hops via 

rj. Of the three routers attached to subnetwork ki, router rj has the shortest distance 

to s and therefore router ry assumes responsibility for forwarding multicasts from s 

onto subnetwork ki. On subnetwork k2 , that responsibility is assumed by the only 

attached router rj. Subnetwork ki is the child of router rj and subnetwork ^2 is the 

child of router o  in the shortest reverse path tree routed at s. Each router is able to 

determine which of its attached subnetworks are its child subnetworks for each 

possible source by comparing its own distance to the source with the distances 

periodically reported by all its neighbours. The router is also able to tell from the 

periodic routing packets which of its attached subnetworks are leaf subnetworks of 

the reverse-path trees for each source. A leaf subnetwork is one that no router uses 

to reach the source e.g. in figure 3.7 subnetwork k2 is a leaf of s ’s reverse-path tree. 

Any router that uses a subnetwork k to reach a source s reports a distance of infinity
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to 5 in its routing packets sent on k. The absence of any such reports indicates that a 

subnetwork is a leaf for s.

e x a m p le  partia l to p o lo e v (b ) tru n c a te d  b ro a d c a s i d e liv e ry

Example of Distance Vector Truncated Broadcast delivery 

Figure 3.7 (a) Figure 3.7 (b)

The determination of the child and leaf status of a subnetwork k, relative to source s, 

is performed whenever the router’s distance or next hop subnetwork for j  changes, 

or whenever the distance to s reported by any other router on subnetwork k changes. 

Figure 3.7(b) shows the result of this truncated broadcast algorithm on the partial 

network topology, assuming there are no members o f the destination group on 

subnetwork kz. Router K2  receives two copies of the packet i.e. a copy from 

subnetwork kj which is discarded because it arrives on the ‘w rong’ subnetwork for 

multicasts from 5 . It also receives a copy that arrives on the ‘right’ subnetwork 

which it discards because router r: has no child subnetworks for multicasts from 5 . 

Router r? discards its copy because its one child subnetwork is a leaf for multicasts 

from 5 , on which no destination group members are present.

The DVM RP works as follows: when a multicast packet is sent from a particular source 

to a particular group, and the routers have no previous information about that (source, 

group) pair, the packet is delivered according to the truncated broadcast algorithm 

described above. When the packet reaches a router for whom there are no child 

subnetworks, or for whom all o f the child subnetworks are leaves and none o f them have 

members of the destination group, that router generates a prune message for the 

particular (source, group) pair and sends it back to the router that is one hop towards 

the source. If the one-hop-back router receives prune messages from all of its
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subordinate routers (i.e. routers attached to its child subnetworks that use those 

subnetworks to reach the source) and if its child subnetworks also have no members of 

the destination group, it in turn sends a prune message back to its predecessor. In this 

way, information about the absence of group members propagates back up the tree 

towards the source, along all branches that do not lead to group members. In order that 

routers do not have to remember pruning information about a particular (source, group) 

pair indefinitely, prune messages have an associated lifetime Tl, which limits how long 

the receiver is expected to remember receiving it. A prune message from a router that 

has no subordinate routers is sent with a lifetime Tl and a prune message from a router 

that has subordinates is sent with a lifetime that is the minimum of the remaining 

lifetimes of those prune messages received from its subordinates. The prune messages 

prune the tree branches not leading to group members, thus resulting in a source-specific 

shortest path tree with all leaves having members. Pruned branches ‘grow back’ after a 

time-out period Tl and if there are still no multicast group members and data packets are 

still being sent to the group, these branches will again be pruned. Should a multicast 

group member appear on a child subnetwork for s, or a subnetwork on which a 

multicast group is present becomes a new child for s, or a new subordinate router for s 

appears on a child network or a graft message for the (source, group) pair is received 

from a subordinate router for s, (i.e. if a multicast group member appears on a 

previously pruned branch of a multicast tree) a graft message is sent to the same router 

to cancel the previously sent prune message and thus restore the pruned branch of the 

multicast tree.

The DVMRP suffers from the well known scaling problems of any distant vector 

routing protocol. Whilst only a small increase is necessary in the size of each entry in the 

routing table, there is the increased cost of caching information about the currently 

active multicast senders and their destination groups. This extra cost is approximately 

proportional to the number of active source and destination pairs in the network. The 

necessary cost of computing and storing a multicast spanning tree for each member of 

the multicast group also fails to scale well with increasingly large groups.
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3.3.2 Multicast Open Shortest Path First (MOSPF)

MOSPF is an extension of OSPF [Moy_91], which is an interior gateway protocol based 

upon shortest path first routing in which each node is aware of the topology of its entire 

area and regularly broadcasts (using a special purpose flooding protocol) information 

obtained from ‘pinging’ its neighbours to other nodes connected to it [Moy_94]. Each 

node builds routes based on Dijkstra’s shortest path algorithm [Dijkstra]. OSPF was 

extended to allow the presence of a multicast group on a link to become part of the 

‘state’ of that link. Therefore, whenever a multicast group appears or disappears, the 

state of that link changes, resulting in the designated router for that link flooding the 

new state to all other routers in the network.

MOSPF uses the Internet Group Management Protocol (IGMP) to discover the 

location of multicast group members. The group members are then pinpointed in the 

routing database, which is essentially a map of the internetwork. MOSPF routers thus 

have complete knowledge of which multicast groups are present on which links and 

using this state information, a router can calculate efficient paths based on Dijkstra’s 

algorithm from any source to any group. The routing tables in each node on a 

subnetwork depend both on the datagram’s source and its multicast destination address 

(source/destination routing). MOSPF is an Interior Gateway Protocol {IGP) designed to 

operate within an Autonomous System (AS), but it can also be used to route multicasts 

hierarchically when an AS  is divided into areas or domains in which inter-domain links 

form a backbone. At the boundary of each domain, particular MOSPF routers called 

wild-card receivers are responsible for forwarding a summary of the group membership 

information and the costs from the wild-card receivers to the source, into the backbone 

nodes. This information is not propagated beyond the backbone to avoid excessive 

traffic. Inter-domain multicasting is more complex and less efficient than intra-domain 

multicasting, since group membership information is sent to the backbone area in the 

form of summary link state advertisements (LSAs), but the backbone does not distribute 

this information to other areas. Therefore, non backbone areas are ignorant of other 

areas’ multicast group membership. All multicasts generated within a domain are 

delivered to the domain’s wild card receiver where they are discarded if group 

membership is exclusive to that area.
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The problem of heterogeneous multicast capability in the network (some routers 

may have support for multicast while others may not) is dealt with by only using 

multicast routers for multicast connections. This means that although there may be 

unicast connectivity between two hosts, there may not be multicast connectivity and also 

the LSAs do not carry any information about whether a node is multicast capable, so 

forwarding multicast packets between different domains is vulnerable to loss of 

multicast. IP datagrams are labelled with their Type of Service (TOS) classification, 

which can take one of five mutually exclusive values: i.e. minimum delay, maximum 

throughput, maximum reliability, minimum monetary cost, and normal service. This 

essentially means that the path of a multicast datagram can vary, based on its TOS 

classification. For example, delay-sensitive multicast traffic can take separate paths from 

high-throughput multicast applications.

3.3.3 Core Based Tree (CBT)

A CBT (or centre-based ) forwarding tree involves having a single node or router 

known as the core of the tree, from which branches emanate. These branches are made 

up of other routers called non-core routers, which form a shortest path between a 

member host’s directly attached router and the core. For each multicast group, a core of 

routers or switches is based upon a shortest-path spanning tree. There may be one or 

many routers in the core and the core may grow or shrink as members are added to or 

removed from the multicast group [Ballardie_93]. CBTs make use of the hierarchical 

nature of real networks which are composed of multiple subnetworks linked by a 

backbone. When a destination wishes to join a multicast group, it sends out a send-join 

request addressed to the original core router. A directory service is assumed and 

intermediate routers on the path to this core become non-core routers. If in fact they are 

part of the back bone themselves as intermediate nodes (minor cores), but are attached 

to a different major core router, then they acknowledge the join request and return a 

join-ACK  to the previous intermediate routers and source, indicating that the second 

major core router should be used in preference to the original core. In this way, 

multicast trees can grow around a backbone instead of a single source. The assignment 

of routers as core routers is controlled by the directory service and takes place when
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new members are added that are geographically distant from present members or for 

reasons of robustness [Ballardie_95].

Failure of major and minor cores is managed by keeping parent, child and time of 

joining information for the core of each multicast group. In the event of failure, the 

youngest contacts the next oldest, and so on until the oldest active core member is 

reached. The member which was added after the failed node is responsible for joining 

the parent, if any, of the failed node and in this way, connectivity is established. Some of 

the disadvantages of CBTs are that they do not provide optimal paths between members 

of a group. This is especially true of small localised groups that have a non-local core. 

Also finding the centre of a core or centre based tree is an NP-hard problem [Wall], 

[Doar_93a]. Another possible problem with CBTs is that if its core fails, the multicast 

tree can become partitioned.

Fong-Ching Liaw recently put forward a proposal to the ATM Forum [Liaw], for 

ATM multicast routing which is based on the CBT protocol. It was felt that the CBT 

‘connection oriented’ approach complements the ATM paradigm. For example, an 

already established multicast tree branch does not change as underlying routes change, 

unless a node or link failure affecting the same branch causes partial tree re

configuration. Also CBT shared trees span only a multicast group’s receivers and does 

not therefore waste network resources and it also allows for the potential emulation of 

source based delivery trees. ATM private network-network interface (P-NNI) routing 

operates a multi-level hierarchical link state protocol [Allés], in which nodes are divided 

into peer groups i.e. groups of nodes that exchange link-state information with other 

nodes in the same group, so that all peer group members have an identical topological 

database for that particular peer group. Particular nodes in the peer groups are elected 

as peer group leaders and are allowed to exchange routing information with peer group 

leaders in the parent peer group i.e. a peer group in the next level hierarchy [Lee_95], 

[PNNI_Spec].

To adapt this to the CBT approach, each peer group has a primary core, whose 

identity is distributed to all other members of the peer group by means of a special 

‘announce’ message which is sent periodically. The backbone of the delivery tree, which 

is analogous to the CBT core tree, consists of primary cores of different peer groups 

which belong to the same multicast group and share a common parent peer group. Peer
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group leaders communicate primary core information up and down the peer group 

hierarchy using the special ‘announce’ messages. CBT join requests and Join 

acknowledgement messages are used to establish nodes on a particular distribution tree, 

but the resulting P-NNI VCs are essentially used for identifying the nodes that are part 

of a CBT tree and not for forwarding data. When there are senders, the senders must 

first request connection-establishment by sending a SETUP/ADD-PARTY message to 

the network. This message is sent to the core that the sender knows about, along the 

paths created by the tree joining process i.e. the flow set-up message is distributed by 

those nodes that have sent joins and received corresponding join acknowledgements. 

When the set-up message has been acknowledged, data can flow from the sender on 

reaching a node in the tree, the data is disseminated to all outgoing hnks corresponding 

to that particular group tree. Tree links are therefore shared between the different 

senders to the group. Multicast group members wishing to leave or re-join a multicast 

group use explicit quit and re-join messages and the semantics of these messages are 

very similar to the ones used in the CBT protocol [Ballardie_95].

3.3.4 Protocol Independent Multicast (PIM)

The PIM architecture was developed to establish efficient multicast distribution trees 

across wide-area internets when multicast group members and senders to those group 

members are sparsely distributed across a wide-area [Jacobson]. PIM has two modes of 

operation i.e. dense mode which is basically a protocol independent version o f DVMRP 

and sparse mode which is basically a protocol independent version o f CBT. In dense 

mode, the routers in the network are data driven to establish efficient distribution trees 

and this assumes that all downstream subnetworks want to receive multicast packets, 

with subsequent pruning by downstream subnetworks that are not interested in the 

multicast packets. In this mode of operation, a router forwards a received multicast 

packet on all outgoing interfaces if the packet arrived on the reverse path-interface to 

the source, until explicit prune messages are initiated downstream, trimming the 

receiving router’s outgoing interface list. This mode of operation is efficient for 

resource-rich environments i.e. a multicast group is widely represented or bandwidth is 

universally plentiful e.g. a campus LAN. When group members and senders to those 

group members are sparsely distributed across a wide-area, PIM tries to constrain the
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data distribution so that a minimal number of routers in the network receive it. In sparse 

mode, routers with local or downstream members join a PIM sparse mode distribution 

tree, which is initially a shared tree, by sending explicit Join messages. Subsequently, 

such routers may switch to a shortest path tree by sending a join towards an active 

source and a prune for the same source over its shared tree interface. PIM also uses per 

group rendezvous points (RPs) for receivers to meet new sources and these RPs are 

used by senders to announce their existence and by receivers to learn about new senders 

of a group.

Briefly, the PIM protocol works as follows: When a receiver (receiver initiated 

join) wants to join a PIM multicast group, its nearest PIM speaking router sends a PIM 

join message towards one of the RPs advertised for the group. Processing of this 

message by intermediate routers sets up the multicast tree branch from the RP to the 

receiver. When sources start sending to the multicast group, the nearest PIM speaking 

router sends a PIM register message piggybacked on the data packet, to the RP(s) for 

that group. The RP responds by sending a join towards the source. Intermediate routers 

then process these messages and set-up a packet delivery path from the source to the 

RP(s). The PIM protocol has the capability to switch from shared trees (RP tree) to 

shortest path trees although it is still on-going work how this is to be achieved in 

practice. When a receiver creates a shortest-path to a particular source, it prunes itself 

off the RP tree (shared tree) for that (source, group) pair, but will continue to receive 

data packets for the group over the shared tree from all other sources (in order to pick 

up new senders). When the receivers initiate shortest path delivery trees, additional 

outgoing interfaces will be added to the (source, group) entry and the multicast packets 

will be delivered via the shortest paths to the receivers. Data packets will continue to 

travel from the source to the RPs in order to reach new receivers.

3.3.5 Multicast Backbone (MBONE)

The multicast backbone (MBONE) is a virtual network (see figure 3.8 below), overlaid 

on the Internet to carry IP multicast packets [Eriksson], [Deering_93j. It was named by 

Steve Casner [Casner] and originated from an effort to multicast live audio and video 

from meetings of the Internet Engineering Task Force (IETF) to destinations around the 

world [Macedonia]. Since most IP routers (mostly UNIX workstations at present) do
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not as yet support multicast, MBONE consists of multicast local area networks (LANs) 

such as Ethernet, connected by physical links or virtual point-to-point links called 

‘tunnels’, which are interconnected machines with operating system support for 

multicast [Doar_93a]. The tunnel end-points are typically UNIX workstations having 

operating system support for IP multicast and running the multicast routing daemon or 

''mroutecT' [Casner].

IP multicast packets are encapsulated for transmission through tunnels, so that they 

look like normal unicast datagrams to intervening routers and subnets. A multicast 

router that wants to send a multicast packet across a tunnel will prepend another IP 

header, set the destination address in the new header to be the unicast address of the 

multicast router at the other end of the tunnel, and set the IP protocol field in the new 

header to be 4, which means the next protocol is IP. The multicast router at the other 

end of the tunnel receives the packet, strips off the encapsulating IP header and forwards 

the packet as appropriate.

It is anticipated that within a continent the topology of the MBONE will be a 

combination of mesh and star, in which the backbone or regional or mid-level networks 

will be linked by a mesh of tunnels among ''mrouted' machines located primarily at 

interconnection points of the backbones and regionals. Some redundant tunnels may be 

configured with higher metrics for robustness. Then each regional network will have a 

star hierarchy hanging off its node of the mesh to fan out and connect to all the customer 

networks that want to participate. Between continents, there will be only one or two 

tunnels, preferably terminating at the closest point on the MBONE mesh [Casner]. The 

hierarchy of networks ensures that new users are attached to their nearest node, 

physically and logically, in the MBONE. The main routing protocol used by most 

MBONE routers is the Distance Vector Multicast Routing Protocol (DVMRP), 

described in section 3.3.1 [Eriksson], [Deering_91], which is generally considered 

inadequate for rapidly changing network topologies by most researchers, because 

routing information propagates too slowly. The MBONE is still an experimental 

network and it still has a number of problems to be solved. Some of the MBONE 

problems are:

• the MBONE is currently doing mostly truncated broadcast and not multicast 

[Eriksson], although currently about a third of the multicast routers are using
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mrouted 3.6 which uses pruning for pruning back the branches which have no 

multicast group members

the lack of flow control in audio/video applications implies that traffic can saturate 

links, blocking out well behaved transmission control protocol (TCP) traffic. A 

short term fix might be the use of configurable rate limits, e.g. token bucket, on 

multicast tunnels and physical interfaces. A long term fix might be some form of fair 

queuing [Deering_93].

m ulticast routers (U n ix  w orkstations) 
(tunnel end-points) 

with operating system  support for IP 
m ulticast and running the "mrouted

m ulticast routing daem on

subnet A  
(part o f the Internet)

subnet B 
(part o f  the Internet)ordinarv routers

interconnecting tunnel 
(virtual point-to-point link)

Multicast Tunnelling 

Figure 3.8

all multicast traffic is treated equally and this means that accidental traffic can 

interfere with ’important’ traffic and also video traffic can interfere with audio 

traffic. A solution to this might be to prioritise packets, with lowest priority packets 

being discarded first.

because of the constricting limits on path lengths, e.g. ‘infinity’ is used to imply 32, 

means that it is difficult to engineer back-up paths.

routing is insensitive to available bandwidth and this means that packets follow the 

shortest paths instead of the highest capacity paths.

the routing algorithm is being used beyond its intended scope since the MBONE is 

one, flat, distance-vector domain and a possible solution to this might be the use of 

hierarchical multicast routing.
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3.4 Summary
Two of the main Steiner tree heuristics (i.e. KMB and RS) have been examined as they 

are used as a measure of the efficiency of the more practical dynamic multicast routing 

algorithms. The KPP and the Waters algorithms for ATM static multicast routing have 

also been briefly described as they consider both the cost and delay functions associated 

with a path and could be implemented with some modification, as dynamic algorithms. 

Four of the more popular dynamic multicast routing algorithms for ATM networks have 

also been examined i.e. the Greedy, WGA, SP and NSP and some of the problems with 

these algorithms have been outlined, justifying why its imperative for more research into 

developing more efficient dynamic multicast routing algorithms to continue. For 

example, the Greedy algorithm deteriorates after a number of modifications and it only 

considers the shortest path to the multicast connection for the node that wants to join 

the multicast group, which might not be the best path. It does not consider the routing 

of connections from a global viewpoint and this is one of the possible reasons why it 

may deteriorate after a number of modifications, resulting in a higher cost for the 

resulting multicast tree. The WGA has essentially the same problems as the Greedy 

algorithm as it does not perform any better under real traffic conditions. The SP and 

NSP algorithms, although leading to simple implementations, are quite expensive 

(inefficient) in terms of network bandwidth and therefore more research is needed to 

develop other more efficient dynamic multicast routing algorithms for ATM networks.

The results of research and experimental implementations of multicast on the 

Internet have demonstrated the benefits of supporting multicast in public data networks 

[Moy_94]. It may be desirable to adopt some of the incremental and distributed 

multicast routing protocols developed and successfully used for the Internet, a virtual 

network which uses the Internet Protocol (IP), and embodies the idea of connectionless 

delivery, and use them in ATM networks. However, since IP networks are 

connectionless [Postel] and ATM networks are connection oriented, it is not possible to 

directly map traditional IP multicast models (i.e. DVMRP and M-OSPF) to ATM 

networks. Two of the IP multicast routing protocols i.e. DVMRP and PIM, use reverse 

path forwarding (RPF) which assumes symmetric paths. If there is a forward path from a 

source to a destination, the reverse path to route from destination to source will follow 

the same path. This assumption may not be true in ATM networks, especially when non-
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symmetrical quality of service (QOS) and bandwidth consumption are required. For 

example, in a HDTV service, there might be plenty of bandwidth in the ATM network 

up to the point where the video is distributed to the customer premises which may not 

have optical fibre(s) and therefore symmetric bandwidth would not be possible. The cell 

de-multiplexing problem described in section 2.10.1 could be overcome by using 

different separate VCs or VPs, but then one runs into the cell depletion or scaling 

problem as there are only 8 bits in the UNI for the VPI and 12 bits at the NNI, which 

only allows 2* and 2 ‘̂  VP connections (VPCs) respectively. The VCI has 16 bits at both 

the NNI and the UNI allowing 2*̂  VCs to be set-up. In IP networks, for a multicast 

group having N  senders, N  multicast delivery trees are established, each tree delivering 

packets from a source to all destinations in one-to-many fashion. Each IP packet carries 

a source address and a destination (i.e. multicast group) address in its header 

[Deering_91]. To route multicast packets, both destination and source addresses are 

used for lookup in the routing tables. A receiver uses the source address field of the IP 

header to distinguish packets from different senders. Thus multicast packets can be 

arbitrarily intermixed with each other on the forwarding path. On the other hand, ATM 

is a connection oriented technology [McDysan] in which connections must be explicitly 

set-up before data can be transferred. In an ATM connection, each cell carries a small 

routing tag i.e. the VCI and VPI. Unfortunately, if cells from different sources are 

multiplexed onto the same VC, they will carry the same routing tag i.e. VPI/VCI upon 

arrival at a receiver and the receiver will not be able to differentiate them. This is the cell 

demultiplexing problem discussed in chapter 2, section 2.10.1. Also, IP multicast routing 

protocols such as DVMRP which ‘flood ' the multicast packets and ‘prune' back leaf 

subnetworks which do not have multicast hosts attached, would not work in ATM 

networks. This is because in an ATM network using a source rooted multicast tree, a 

sender-initiated VCC or VPC would need to be created to every destination within the 

domain of operation. The multicast packets would subsequently need to be sent over 

each VCC or VPC, irrespective of whether the remote end of a VCC or VPC was a 

multicast group member or not, and this would result in the scaling or VC/VP depletion 

problem described in chapter 2, section 2.10.2. Because of these outlined reasons, IP 

multicast routing protocols cannot be directly mapped to ATM multicast protocols. 

Thus, this thesis does not examine IP multicast routing protocols any further.
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Chapter 4 

Geographic Spread

The dynamic multicast routing algorithms described in chapter 3 clearly show that more 

research is needed to develop more efficient dynamic multicast routing algorithms for 

wide-area ATM networks. In this chapter, a dynamic multicast routing algorithm, called 

the ‘Geographic Spread Dynamic Multicast^ (GSDM) routing algorithm is proposed. 

The problem of 'Geographic Spread^ (GS) [Kadirire_94], [Kadirire_95a] has been 

identified and the simulation results in chapters 5, 6 and 7 will show that spreading the 

connections out 'geographically' in the network improves the performance of the 

GSDM algorithm in terms of the number of packet copies per node it produces.

Suppose the multicast group is very dynamic and it takes a long time to gather all 

the global information about the state of the network (i.e. the bandwidth still available, 

etc.), then instead of solving the global routing problem, it may be best to solve it as a 

local one using an 'intelligent locally optimised’ shortest path algorithm from the 

destination node to be added. It appears that this would be more effective if the number 

of nodes the routing algorithm has to work on is minimised i.e. there is a node 

geographically close to the destination. If the connections carrying traffic in the network 

are spread out geographically, instead of concentrating them with absolute minimal cost, 

addition and/or removal of nodes to/from a multicast group may be carried out more 

quickly. The simulation results in chapter 6 will show that spreading out the connections 

in a network lowers the number of packet copies per node. The problem of nodal load 

balancing (i.e. limiting the number of copy operations per node) was addressed by 

Hideki Tode et. al., [Tode_92] and the algorithm that one is proposing in this thesis 

focuses on the constraint of spreading out the connections 'geographically' and will be 

shown to also reduce the number of packet copies per node when the multicast group 

occupancy is high i.e. 50% or more of the total nodes in the network are in the multicast 

group.
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4.1 Formal definition of Geographic Spread (GS)

"Geographic Spread’ (GS) is defined as follows: Given a graph G = (V,E), where V is 

the set of vertices and E is the set of edges, and a subset C/çV, the GS of the set t/, in 

the static case when tree T  spans U, is defined as the inverse sum of the minimum 

distance from a vertex v to a vertex in T, over all vertices v e  V.

1 '  ^

i.e.GS(U,T',v,E) = X min {dist{v,u))
_v e  y ( w  G T  )

This is better illustrated by the example in figure 4.0 below.
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Figure 4.0(a) Figure 4.0(b)

With reference to Figure 4.0 above, the black nodes denote the nodes to be connected, 

i.e. the nodes which have hosts or end-points or clients which want to be part of the 

multicast group. The other nodes are just nodes which make up the network, and those 

nodes which are in the multicast connection but not in the multicast group are nodes 

which help with the routing of connections (i.e. Steiner nodes), but do not themselves 

have hosts which want to take part in the multicast. In figure 4.0 (a), the numbers next 

to the nodes (A to N) in square brackets represent the "geographic distance’ (GD) of 

each node i.e. the minimum distance from each node in the graph G, to the nearest node 

in the multicast connection, T . The numbers next to each edge represent the cost of that 

edge. The sum of the GDs for all the nodes in the network of figure 4.0(a) is 19, which
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gives a C5 = ~  = 0.053 for the set of destination nodes in the path T . The GDs for 
19

the network of figure 4.0 (b) are now in some cases different from those of figure 4.0 (a) 

because the multicast connection is being routed differently. In figure 4.0(b), which one 

is aiming for in the algorithm, the cost of the multicast connection is the same as the one 

in figure 4.0(a), but the sum of the GDs, 15, is less than the other network’s. Therefore

the GS = — = 0.067 for the set of destination nodes in the path T  for the second 
15

network is higher than that of figure 4.0(a). The concept of GS is not based on the 

actual, literal geographic locations of the nodes in the network. It is essentially based on 

spreading out the connections on the basis of whatever metric is used for the cost 

assigned to the links. The GD is always the cost function, and so if the cost is delay, the 

GD is measured in terms of the delay, if the cost function is the link bandwidth, the GD 

is measured in terms of the hnk bandwidth etc., and one has decided to use the term GS 

because it is easier to visualise pictorially.

4.2 An overview of the Geographic Spread Dynam ic M ulticast 
(GSDM) Routing Algorithm

In this algorithm, one has elected to use an 'intelligent locally optimised' shortest path 

algorithm which will incorporate geographical spreading and local re-routing if 

necessary. With reference to figure 4.1(a) below, nodes E,F,C,B and D are the current 

members of the multicast group with the initial tree going from E-F-G-C-N-B-M-D and 

the cost of the multicast tree Ts locally = 10. Suppose node A, wanted to join or had 

been selected to join the multicast group, one would find the closest node in the 

multicast connection Ts, to node A. In this example, this would be the path to node B 

with cost 1. So if one were to use the Greedy algorithm in [Waxman_88], the additional 

cost to the tree would be 1, giving a total local tree cost of 11 as is shown in figure 4.1 

(b) . However, if one looks at the neighbouring nodes in the multicast connection on 

either side of the closest node to the node that wants to join, (i.e. nodes in the multicast 

group on either side of node B), in this case node C and node D, one notes that path 

C-N-B has a cost of 3, path B-M-D has a cost of 3, path A-C has a cost of 2 , path A-B 

has a cost of 1 and path A-L-D has a cost of 4. If one were to use the Greedy algorithm 

for instance, the path in the Greedy algorithm would be C-N-B, B-A, (the shortest path)
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and B-M -D, with cost 7, and this would also require a packet copy as is shown in figure 

4.1(b). However, in the GSDM routing algorithm, one is proposing that if local re

routing is used to re-route path C-N-B to C-A-B as is shown in figure 4.1(d), the cost 

of the new path would be 6 instead of 7 and it would not be necessary to copy any 

packets.

O  non-member nodes in the network
•  Members of the multicast group

multicast connection (E-F-G-C-N-B-M-D) 
 with cost (2-sl-sl-t-2-t-l-»-!-t-2) = 10_______

Steiner Nodes

Multicast connection before re-routing
Figure 4.1(a)

Steiner Nodes0 non-member nodes in the network 
•  Members of the multicast group 
_  multicast connection (E-F-G-C-A-B-M-D & A-B) 

with cost (2-t-1 -t-1 +2-r 1 -t-1 1 = 11)

Multicast connection 1 (C-B-D & BA) 
Figure 4.1 (b)
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0 non-member nodes in the network 
•  Members of the multicast group

Steiner Nodes

“  multicast connection (E-F-G-C-N-B-A-L-D)
with cost 12+1 -t-1 -t-2-t-l-t-l-i-2-(-2 = 12)

Multicast connection 2 (C-B-A-D) 
Figure 4.1(c)
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0 non-member nodes in the network 

# Members of the multicast group 

_  multicast connection (E-F-G-C-A-B-M-D) 

with cost (2i-Ul-h2-(-l-t-l-t-2) = 10

Steiner Nodes
0 non-member nodes in the network ; 
•  Members of the multicast group 

—  multicast connection (E-F-G-C-A-L-D) 

with cost (2+1 + 1+2+2+2 = 10)

Steiner Nodes

Multicast connection 3 (C-A-B-D) 
Figure 4.1 (d)

Multicast Connection 4 (C-A-D) 
Figure 4.1(e)

4.3 Geographic Spread Dynamic M ulticast (GSDM) Routing 
Algorithm

The principle behind the algorithm is to attempt local optimisation when a destination 

node is added to the multicast group, but at the same time take into account the GS of 

the multicast connection from a global viewpoint, thereby making sure the whole 

network benefits in the long term. The greater the GS in the multicast connection or 

tree, the more likely it will be that a new destination node to be added is close to an 

existing node in the multicast connection and this will therefore improve the local 

optimisation (i.e. local re-routing ), which in turn improves the performance of the

GSDM algorithm.

4.3.1 Node Addition 

Step 1

Let the node that initiates the multicast session be the source node. If there is no initial 

multicast tree, setup the initial multicast tree by finding the shortest path between the 

source node and the node that wants to join the multicast group i.e. node A. If the 

multicast tree already exists, and node A is already in the tree (i.e. a Steiner node), then 

just add node A to the multicast group and no calculation will be necessary. If however, 

the multicast tree already exists and node A is not in the multicast tree, then find the
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nearest node in the multicast tree, to node A and call this node B. Node B does not 

necessarily have to be in the multicast group.

Step 2

Find the nearest two nodes to node A, which are neighbours on either side of node B in 

the multicast tree, and call these node C and node D respectively. By neighbours, one 

means nodes in the multicast group on either side of node B (the nearest node in the 

multicast connection to the node that wants to join i.e. node A), or nodes in the 

multicast tree, which are branch points (i.e. whose node degree is greater than two) but 

may not necessarily be in the multicast group. In this example, the neighbours of node B 

are node C and node D respectively. If however, node B is a leaf of the multicast tree 

(i.e. its node degree =1) ,  then find node B's neighbour which lies in the multicast tree 

and call this node C. If there is just one member in the multicast group, (i.e. the source 

node), just join node A to node B by the shortest path as node B does not have any 

neighbours and it will not be necessary to do steps 3 and 4.

Step 3

If node B is in the multicast group, consider which of three paths is the 'cheapest’ from 

the set of paths:

C-B-D & B-A (Greedy algorithm) = (path C-N-B-M-D & B-A with cost 7 in this

example shown in figure 4 .1(b)

C-B-A-D = (path C-N-B-A-L-D with cost 8 in figure 4.1(c))

C-A-B-D = (C-A-B-M-D with cost 6 in figure 4.1(d))

If node B is not in the multicast group and its node degree = 2, then also consider the 

path C-A-D, (path C-A-L-D with cost 6 in this example as shown in figure 4.1(e)). If 

node B from step 2 is a leaf node, one only has two paths to consider, i.e. path C-B-A 

and path C-A-B.

In considering the cheapest path, one could also relax the idea of minimum cost 

paths to incorporate paths within some threshold of the minimum cost path. This 

threshold has been called 'GS threshold’, and it means that instead of choosing a path 

that maximises GS, from a set of paths that have the same cost, one chooses paths 

within some threshold of the minimum cost path and thus have a larger number of paths
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to consider when applying the GS criterion to choose a path. For example, if the 

shortest path had a cost of say 50, if one applied a 'GS threshold' of 0.1, one would 

consider paths within a cost of say 55, and if one increased the 'GS threshold' to 0.2, 

one would then consider paths within a cost of 60, etc. By incorporating 'GS threshold’, 

the probability of two or more of the four paths being considered having the same 

‘minimum cost’ is increased.

Step 4

If there is one path with the ‘least cost’, from the set of four paths considered in step 3, 

i.e. path C-A-B-D, then re-route the multicast tree from path C-N-B, to path C-A-B, as 

in Figure 4.1(d). If there is more than one path with the ‘least cost', from the four paths 

considered in step 3, choose the path which maximises the geographic spread (GS) from 

the set of ‘least cost' paths and append it to the multicast tree. For example, in the 

example given, if node B was not in the multicast group, and its node degree = 2, then 

there would be two paths with the ‘least cost' of 6, that could be used for joining node 

A to the multicast tree i.e. path C-A-L-D in Figure 4.1(e) and path C-A-B-M-D in 

Figure 4.1(d). The GS of the multicast tree in Figure 4.1(d), which incorporates the first 

‘least cost’ path C-A-B-M-D, is 0.045. The GS of the multicast tree in Figure 4.1(e), 

which incorporates the second ‘least cost' path C-A-L-D, is 0.040. So, in choosing the 

path from a set of minimum cost paths, one would choose the path that maximises the 

GS of the multicast tree i.e. path C-A-B-M-D in Figure 4.1 (d). To add node A to the 

multicast tree, one would then re-route path C-B i.e. C-N-B in Figure 4.1(d) to path 

C-A-B.

Step 5

Add node A to the multicast group. When all the modifications are finished, stop.

4.3.2 Node Removal

If the modification is a removal of a node.
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Step 1

Select a node to be removed from the multicast group. The selected node should not be 

the source node because if the source node is selected for deletion, there won’t be a 

multicast group as the group is initiated by the source node and this has implications for 

billing etc.

Step 2

If the selected node is a leaf node, then remove the node from the multicast group and 

prune the branch of which it is a part from the multicast tree or connection. If the 

selected node is not a leaf node, then mark it as ‘deleted’ from the multicast group, but 

do not remove it from the multicast connection, until it is a leaf node in the multicast 

connection.

Step 3

Repeat steps 1 and 2 until all modifications are done.

The GSDM algorithm does not attempt local optimisation when deleting a node 

because node deletion as it is done is carried out very fast. Although there would be 

slight improvements in the efficiency of the algorithm, the benefits in the improvement of 

the efficiency would not outweigh the extra complexity added by implementing an 

optimised node deletion algorithm. Also, even though the multicast connection may be 

slightly ‘sub-optimal’ after a node deletion, the next time there is an addition of a node, 

the algorithm compensates for that by trying to optimise the tree. This essentially means 

that the local neighbourhood around the removed node will be optimised next time there 

is a node addition.

Figure 4.2 below shows the sequence of the GSDM routing algorithm when applied 

to a fourteen node network. In this figure, ‘+’ represents “a node addition” and ‘-’ 

represents “a node removal” and the black nodes represent the nodes in the multicast 

group.
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Figure 4.2

4.4 Network Models

When simulating com puter networks i.e. local area networks (LANs) to wide-area 

networks (WANs), one normally thinks in terms of thousands of end users or hosts with 

ATM switches ranging in size from 16 to 256 ports each. The number of switches could 

be as little as 10 if large switches are used, or maybe as much as several hundred if small 

switches are used. Jon Turner [Turner_88], T.T. Lee [Lee_88b], etc., have developed 

such switches for ATM networks to support a wide range of hosts. Although there are 

several ‘test-bed’ ATM  networks like the Super JANET network [Head], [Clyne], 

[Cooper], in the UK, Project Zeus, an ATM campus netw ork for W ashington University 

[Cox], etc., these are only experimental networks for use by academics for research. No 

one has any real data on the future ATM network topologies, how large ATM networks 

are going to be or how many multicast groups they are likely to have at any one time, 

and so one really has to guess. There are no real large scale ATM communications 

networks in place today and therefore for the purposes o f simulating and evaluating 

point-to-multipoint routing algorithms, one has to use random  graphs. The properties of 

the GSDM  algorithm and the other dynamic multicast routing algorithms described in 

chapter 3 need to be investigated via simulations and the use of random graphs is 

necessary to provide sufficient generality. One also needs to be able to parameterise 

these random graphs to reflect a variety of network topologies i.e. even if there was a
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large ATM network available, it would still be desirable to have the algorithms tested 

on a number of different network topologies.

The mention of randomness usually creates in one’s mind, the image of disorder, 

chaos and arbitrariness. However, randomness does have its many uses, e.g. clients who 

have to share a single resource will probably avoid conflict if they request access at a 

randomly chosen time [Thomason]. Another facet of randomness which has proved 

immensely important in recent years is its use to create order and uniformity to such a 

degree as is often impossible to attain by any other means. The use of randomness in 

discrete structures has, in recent years, proved to be of fundamental importance, 

particularly in the simplest of discrete structures, namely random graphs [Thomason].

A graph G = (V,E) is defined by its vertex set, V and its edge set E. The vertices are 

normally called nodes and these represent locations i.e. sources of traffic, switching 

nodes, or sites of communications equipment and the edges are normally called links 

which represent communications facilities. Just as the two transfer modes i.e. Packet 

Transfer Mode (PTM) and Synchronous Transfer Mode (STM), traditionally used by 

the computer communications networks and telecommunications companies 

respectively, have been widely different, so too has been the growing of their respective 

networks. Telecommunications networks have in general been well planned and as a 

result have a rigidly defined hierarchical structure and connectivity pattern. Computer 

networks on the other hand, developed in a more random fashion, with the hierarchies 

that exist seeming to have evolved more slowly.

4.4.1 Random Graphs

Random graphs can be used to simulate network models to ensure that the effects of the 

different routing algorithms are independent of the idiosyncrasies of any specific 

network. They have connectivity characteristics which approximate those of real 

networks, [Doar_93a], [Jiang], [Tode_92]. A graph can be constructed by distributing n 

nodes across a Cartesian co-ordinate grid [Gilbert]. The location of each node should 

have integer co-ordinates and the edges can be added to the graph by considering all 

possible pairs (u,v) of nodes and using the probability function,

/ \ —d(^u, v)
P g \u ,v ) = p exp— — —  to create an edge, where d(u,v) is the Euclidean distance
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between the nodes' location, and L  is the maximum possible distance between any two 

nodes within the grid [Waxman_88]. The parameter a  (0 < a  < 1) is used to increase or 

decrease the number of connections further away. A large value of p (0 < P < 1) 

increases the number of edges from each node i.e. the node degree. It basically works as 

follows: decide on the number of nodes that the graph should have and for each node, 

generate a random number between 0 and N  say, for the x  and y  co-ordinates. The 

distances between every pair of nodes is then worked out and when all the entries in the 

grid have been worked out, L will be the maximum entry in the grid. Two nodes were 

not allowed to exist on the same x-y co-ordinates to simplify matters. One then 

generates the probability of an edge existing between two nodes and then generates a 

random number for each edge (u,v) and an edge {u,v) exists if and only if a random 

number generated for it is < P^(u,v). After each graph has been generated, test that only 

one component exists i.e. that a minimum spanning tree (MST) exists which covers all 

the nodes in the graph G, using either Prim's [Aho] or Kruskal's algorithm [Kruskal], 

because a MST exists if and only if graph 0  is connected. The graphs that have been 

generated are illustrated in figure 4.3 below. This method of graph construction 

produces graphs which model some aspects of real networks. For instance values of 

0.25 and 0.2 for a  and p respectively, provide graphs which have the appearance 

roughly resembling that of geographical maps of major nodes in the Internet 

[Doar_93a]. However, the problem with this model is that as the number of nodes 

increases, the number of edges from each node (i.e. the node degree) also increases. A 

modification proposed by Doar is to scale Pq(u,v) by a factor related to the number of 

nodes \G\, in the graph. This works because the probability of each edge existing is 

independently distributed for each node and hence forms a binomial distribution which 

has a mean directly proportional to the number of nodes in the graph. To ensure that the 

mean degree remains relatively constant, another scale factor between two random 

points must be introduced and this scale factor is related to the mean distance between 

two points.
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Waxman' s  100 node original  random graph

W axman’s original 100 node random graph 

Figure 4.3(a)

100 node random graph with average node degree = 3

Y 5 0 - .

100 node random graph with an average node degree of 3

Figure 4.3(b)

For a  = 0.3 and P = 0.2 this factor Y  is approximately 25.0 by experimentation for the 

graphs in Figures 4.3(b) and 4.4(b). The modified probability function now becomes:
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/ X \|/T| -d (u ,v )
Pq[li, v) -  T~T p exp  — , where T|̂  = mean degree of a node and ICI = number

|C| ocL

of nodes in the graph. The graphs generated using this function look like the ones in 

figures 4.3 (b) above and 4.4 (b) below.

4.4.2 Hierarchical Random Graphs

As the networks grow in size, the multicast switches' routing tables grow proportionally, 

causing memory to be consumed by ever-increasing routing tables. Also, more processor 

time is needed to scan the tables and more network bandwidth is needed to send status 

information around. This problem can be alleviated by using hierarchical routing in 

which the switching nodes are divided into clusters or regions with each switching node 

knowing all the details about how to route packets to destinations within its own cluster 

or region, but knowing nothing about the internal structure of nodes in other clusters. 

When a single network becomes very large, Kamoun and Kleinrock proved that the 

optimal number of levels for the hierarchy should be InN for an N  node network, 

requiring a total of elnN entries per switching node [Tanenbaum]. They have also 

proved that the increase in effective mean path length caused by hierarchical routing is 

sufficiently small that it is not objectionable. In the research described in this thesis, a 

hierarchical model for a computer network in which the back bone network is first 

created, with N  (1 ^< 1 0 , say) clusters of local area networks (LANs) as illustrated in 

figure 4.4 below has been developed. The back bone network is generated in the same 

way as the individual local area networks in an attempt to model the hierarchy of 

networks that exists in reality, with multiple LANs connected to a WAN, or a LAN 

made up of many small switches. The number of hierarchies on the Cartesian co

ordinate grid is first specified, then the total nodes in the graph are divided equally 

between the different hierarchies and the individual LANs or clusters of nodes are 

created in much the same way as for the ordinary average degree random graphs.

 ̂ f| only gives an approxim ate value for the node degree o f  each node and should be < ICI.
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100 node original hierarchical random  g raph  w ithout a sca ling  fac to r  and  4 h ie ra rc h ie s
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Original 100 node hierarchical random graph with 4 hierarchies

Figure 4.4(a)

ierarchical random  g raph  with 100 n o d es , 4 h ierarch ies, and  an av e rag e  nod e  d eg ree  = 3
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Hierarchical random graph with 4 hierarchies and an average node degree of 3

Figure 4.4(b)
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4.4.3 Cost Metric

It is envisaged that the user of an ATM connection (a VCC or a VPC) will be provided 

with a number of quality of service (QOS) classes supported by the network. A VPC 

may carry VC links of various QOS classes and the QOS of the VPC must meet the 

most demanding QOS of the VC links carried. The QOS class associated with an ATM 

connection is indicated to the network at the time of connection establishment and will 

not change for the duration of that ATM connection [ATM Forum]. A QOS class can 

have performance parameters like cell transfer delay, cell delay variation and cell loss 

ratio, among others. There are several metrics used for assigning costs to paths, the 

main ones of which are;

• geographic distance (GD);

• mean queuing delay (QD);

• mean round trip delay (RTD) for a standard test packet as determined by hourly or 

daily test runs. (In this case the shortest path would be the fastest path)

• the cost could be computed as a function of the geographic distance, bandwidth, 

average traffic, communication cost, mean QD, etc.

The cost metric that has been used for simplicity's sake, is the geographic distance. Once 

the link costs are assigned, they remain fixed and therefore it is relatively easy to work 

out the cost of the multicast tree. If one were to use the mean queuing and transmission 

delay for a standard test packet, or a function of the bandwidth, these parameters are 

dynamic and subject to fluctuation and this would make the implementation of the 

network and routing algorithm(s) extremely difficult. In practice, after assigning the cost 

to a hnk or VP between any two nodes, different classes of traffic e.g. voice, data, 

video, etc., can be carried on separate virtual channels (VCs) within the VP. This thesis 

is however only concerned with the VP cost which is assumed to remain static after it 

has been assigned. The GD is not the same as the hop count as it is possible to have one 

path with more hops than another, yet the GD of the path with more hops could be less 

than the one with less hops.
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4.4.4 Simulation Model

A simple probability model to determine if an event is an addition or removal of a node 

to or from the multicast group is used. The parameter 0<7<1 is used to set the number 

of nodes in the multicast group, De at equlibrium. The probability function

p ^(|D iJ ) =  L  ̂ M----- r is used, where is the probability that the
^ Y(|G|-W)+(1-YW

modification is an add node request. Dm is the number of nodes in the current multicast 

group i.e. the number of nodes in the multicast group at modification, G is the number 

of nodes in the network and 7  is a parameter in the range 0 <7 < 1 , which is set at the start 

of the modifications to determine the the target number of nodes in the multicast group. 

De, at equilibrium. [Waxman_93],[Doar_93a]. The value of 7  is =

meaîi number o f nodes in the multicast group at equilibrium, De
total number o f nodes in the network

fraction of nodes at equilibrium). The value 7 IGI equals the number of nodes in a 

multicast group at equilibrium, De. Generate a uniformly distributed random number 

between 0 .0  and 1 .0 , and if this random number is less than then a node is

selected at random from the network (the selected node should not be one that is already 

in the multicast group) and is added to the multicast group. If on the other hand, the 

random number generated is greater than ID^I), a node is chosen from the multicast

group, at random for deletion.

4.4.5 Performance Evaluation Criteria

There are many factors like network constraints, network architecture, information 

constraints and real-time traffic patterns which must be taken into consideration when 

evaluating the performance of an algorithm. The network constraints are the restrictions 

placed on the algorithm by the network, such as the cost function which generally 

measures the desirability (lower cost) of using a particular link. The architecture of the 

network also varies the performance of a multicast routing algorithm as an algorithm 

designed with a specific network in mind tends to have better performance [Tanaka_93]. 

Real traffic patterns also have an effect on the performance of an algorithm and although 

simulation data is statistically rigorous, it can never capture the true performance of an 

algorithm under real time conditions. Also the information constraints on an algorithm
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affect its performance, as an algorithm tends to perform better when network 

information such as congested links, delay, etc., are fully available. For the purposes of 

this research, one measures the performance of these four routing algorithms described, 

by the following criteria:

4.4.5.1 Mean Inefficiency

Inefficiency is defined as the ratio of the cost of the multicast tree generated by an 

algorithm for a given set of nodes in the multicast group, to the cost of the tree for the 

same nodes in the multicast group, generated by the KMB algorithm, a near optimal 

Steiner tree heuristic (see section 3.1.1 for a description of the KMB) [Doar_93a]. The

KMB worst case inefficiency is bounded by 2 , where I is the number of leaves in

Z), the multicast group. The mean inefficiency of the KMB algorithm is around 1.05 or 

better [Waxman_88] and it has similar inefficiency characteristics when compared to the 

more complex Steiner tree heuristics [Waxman_88], [Doar_93a]. One therefore feels 

that the mean performance of the KMB is close enough to the optimal solution to justify 

its use as a performance measure for the four multicast routing algorithms under

investigation.

4.4.S.2 The mean Packet Copies

The problem of packet copies in an ATM network has been thoroughly discussed in 

section 2.10.5, where it was shown that concentration of packet copies in one multicast 

switch degrades the performance of the switch and increases the cost of the switch. The 

number of packet copies per multicast tree is defined as: (the number o f edges incident 

with the source node minus one, plus sum of (all edges in the multicast tree leaving 

each node minus two) over (all nodes in the multicast tree with out degree greater than 

two, excluding the source node). The number of packet copies can be more formally 

defined as follows: Suppose the multicast tree T  has N  non-leaf nodes with node

degrees di....dN, then the mean packet copies per multicast tree T  is defined as

N
È -  2Â  + 1 .

1=1

82



In working out the packet copies per tree for each modification^ one also makes a note 

of the number of nodes in the multicast tree, the number of nodes with packet copies 

and the distribution of the packet copies between these nodes making packet copies. For 

example, if one had a set of data on packet copies for one modification in the form;

33 5
7
1
1
2
3

where, 33 is the total number of nodes in the multicast tree (i.e. nodes in the multicast 

group plus Steiner nodes in the multicast tree) and 5 is the number of nodes in the 

multicast tree with packet copies, with the first node of these (the source node) having 7 

packet copies, the second and third nodes having 1 packet copy each, the fourth having 

2 packet copies and the fifth having 3 packet copies. This is actually a set of data for one 

modification for the Naive Shortest Path algorithm on a 50 node graph and it is clear 

from this that the first node (the source node) has a higher concentration of packet 

copies in comparison to the other nodes with packet copies in the tree. Ideally, one 

would like the packet copies in this particular example to be evenly distributed as 

follows: 3, 3, 3 , 3 , 2 .

To find the packet copies per node, one divides the number of packet copies per 

tree by the number of nodes in the multicast tree (i.e. multicast group member nodes 

plus Steiner nodes). This can be better expressed as: Packet copies per node =

. Keeping to thepacket copies per multicast tree
multicast group member nodes + Steiner nodes in the multicast tree 

example above, this would be (7+l+l+2+3)/33 = 0.424 packet copies per node.

4.4.S.3 Computational Time Complexity.

The performance of heuristic algorithms can be measured by their computational 

complexity and inefficiency [Doar_93b]. A mathematical analysis of the run time 

complexity of the GSDM algorithm is presented below. In chapter 5, the worst case 

complexity is estimated empirically i.e. from the simulation results, to be no worse than

 ̂ a modification can be either an addition of a node to the multicast group, or a removal of a node from 
the multicast group.
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O(n^), where n is the number of nodes in the graph. The run time complexity is derived 

from the mean central processing unit (CPU) time in seconds, taken by the algorithm(s) 

to either add or remove a node to or from the multicast group. One of the anticipated 

applications of ATM multicasting is high definition television distribution in which end 

users are expected to change rapidly from channel to channel. This therefore requires 

that a routing algorithm be very fast in computing the path and adding the end point to 

the multicast group. However, the CPU time is rather subjective and can vary from one 

workstation to the other for the same algorithm if different processors are used and also 

depends on the data structures used to implement the algorithm(s). One therefore felt it 

necessary, in addition to the CPU time taken for a modification, to work out the 

complexity of the algorithm(s) via simulation by also counting the number of nodes the 

algorithm visits in computing the cost of the multicast tree.

The run time complexity of the GSDM algorithm is going to be dominated by the 

calculation of OS and the addition of nodes to the multicast group. Node deletion is 

trivial since one only deletes the node from the group and prunes the branch of which 

this is a part if the node degree = 1. This operation is a linear operation and is 

insignificant to the GSDM’s time complexity.

Analysis of GS Time Complexity 

Problem: Given a graph G = (V,E,w), and a tree T , where V  is the set of nodes in 

the graph G, E  is the set of edges in the graph G and w is some weight 

function defined for all the edges in the graph G. Find, V v g  G, the 

shortest distance d(v,T). The ‘Geographic Spread’ (GS) of the tree T, 

is then the inverse sum of all the shortest distances d(v, T ) , y  ve G.

Solution: Define a new weight function w' by w'(x,y) = 0, for all edges (x,y) e T

and w(x,y) = wfx,yj for all edges (x,y)^ T  i.e. set the weight of an edge 

w'(x,y)=0, for all edges (x,y)e T  such that vv'=vv. Run Dijkstra’s 

algorithm from %, for some xe T . This has a worst case time complexity of 

0(«"), where n is the number of nodes in the graph [Hopcroft], [Dijkstra]. 

The GS of the tree T  is then the inverse sum of all the shortest distances
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d(v,T), V VG G and this does not need another loop as long as the inverse 

sum is calculated when finding the shortest distances d(v, T ) , \ f  ve G. 

Claim: d,4x,z) = d ,,(z ,T )^  z ^ V

Therefore the time complexity of calculating GS is no worse than 0{n^) since the 

problem of working out the GS has been reduced to running Dijkstra’s algorithm on a 

sub-graph G' defined by contracting the tree f  to a single node

Analysis of the GSDM algorithm’s Time Complexity

Cost of adding a node to the multicast connection

Step 1: Given a node A which wants to join the multicast group, finding the

nearest node in the multicast connection T  i.e. node B, from node A, 

takes time 0{n^) in the worst case using Dijkstra’s algorithm [Hopcroft], 

where n is the number of nodes in the graph.

Step 2: Finding the two closest nodes i.e. nodes C and D, in the multicast

connection V ,  to node A, that are neighbours of node B, can be done in 

linear time i.e. 0(m) where m is the number of nodes in the multicast 

connection T'.

Step 3: Consider all possible local paths that could be used for connecting node A

to the multicast connection T'.

Claim: There are at most 4 paths to consider i.e. paths C-B-D and A-B, 

C-B-A-D, C-A-B-D and C-A-D if and only if the node degree of node B 

= 2. The calculation of the cost of the various paths can be done in 0(n^) 

time in the worst case, using Dijkstra’s algorithm.

Step 4: If there are two or more paths with the same cost, then work out the GS

of each path and choose the path with the highest GS for connecting node 

A to the multicast connection, T . This has been shown to be done in 

0 {n^) time in the worst case.

Therefore, the overall worst case time complexity of the GSDM algorithm is no worse 

than 0 (n^).
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4.4.S.4 Scalability.

No one has any real data on the amount of traffic that will be destined for multiple hosts 

in future broadband networks, but estimates range from 1% to 50% as a percentage of 

the existing connections in the network, and also depending on whether or not the traffic 

is in the wide or local area. John Matthew Simon Doar [Doar_93a] estimated from 

informal monitoring of local Ethernets that an upper bound of 20% of a LAN’s 

connections would be multicast. An example of a large multicast group with say 50% or 

more of the total nodes in the network might be some form of computer conferencing, 

where parallel distributed machines constantly update each other with information. As 

ATM networks become more widespread, one would expect more applications that use 

multicast to be developed and therefore, it is desirable to know how a dynamic multicast 

routing algorithm scales or performs as the size of the multicast group is increased from 

about 10% to 80% of the total nodes in the network. It is also important to know how 

an algorithm performs as the size of the network is increased from say 20 nodes to 150 

nodes and also how it performs as the mean node degree of the network is increased 

from say 3 to 20.

One also needs to know how the GSDM algorithm performs as the mean GS of the 

multicast tree is increased. The mean GS can be measured by incorporating a ‘GS 

threshold’ in the GSDM algorithm, which varies from 0.0 to 0.9 in steps of 0.1. When 

one says ‘OS threshold’, one means that instead of choosing a path that maximises GS, 

from a set of paths that have the same cost, one chooses paths within some threshold of 

the minimum cost path and thus have a larger number of paths to consider when 

applying the GS criterion to choose a path. For example, if the shortest path had a cost 

of say 50, if one applied a ‘GS threshold’ of 0.1, one would consider paths within a cost 

of say 55, and if one increased the ‘GS threshold’ to 0.2, one would then consider paths 

within a cost of 60, etc. As the ‘GS threshold’ is increased, one would expect the mean 

GS to also increase. All these can generally be termed ‘scalability' of the performance 

aspect of a routing algorithm.
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4.5 Summary

The unique idea of Geographic Spread (GS) has been introduced and explained and the 

GSDM routing algorithm has been introduced and explained in detail. Network models 

which are used in this thesis, based on random and hierarchical random graphs have been 

introduced and the reasons for their use have been given i.e. their use ensures that the 

effects of the different routing algorithms are independent of the idiosyncrasies of any 

specific network and more importantly, they have connectivity characteristics which 

resemble major nodes of the Internet. The cost metric for the simulations has been 

outlined and justification for its use given and the simulation model has also been given. 

Finally, the performance evaluation criteria (i.e. mean inefficiency, mean packet copies 

per tree/node, the complexity and scalability) for the various algorithms outlined in 

previous chapters as well as the GSDM routing algorithm have been given, together 

with the reasons why these particular criteria have been chosen for performance 

measurement.
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Chapter 5 

Performance Evaluation of the GSDM 

algorithm: Simulation Results

This chapter presents the simulation results of the GSDM and the KMB routing 

algorithms described in chapters 4 and 3 respectively, based on the network models and 

simulation model described in chapter 4. It is not intended to evaluate the performance 

of the KMB algorithm because it is a static algorithm and one is only interested in the 

performance of dynamic multicast routing algorithms in this thesis. However, the KMB 

algorithm has been implemented so that it can be used as a performance measure for the 

GSDM algorithm, which is the algorithm under investigation in this chapter. One also 

looks at the performance of the GSDM algorithm in terms of the performance criteria 

described in chapter 4, section 4.4.5, i.e.

• Mean inefficiency. Multicasting uses up a lot of network resources like buffer space 

in the switches and transmission bandwidth and it is therefore important to 

investigate how efficient the GSDM algorithm is.

• Mean packet copies per node. One needs to know how the GSDM algorithm 

performs in terms of the mean packet copies per node or switch, since concentration 

of packet copies at a particular node, as discussed in chapter 2, section 2.10.5, 

causes performance degradation of other calls which go through that switch. Also 

the copy network in an ATM multicast switch increases quite significantly, the 

hardware cost of an ATM switch and this chapter therefore investigates how well 

the GSDM algorithm performs in terms of packet copies per multicast switch.

• Complexity, measured in ‘running’ time. One of the anticipated applications of 

multicast in wide-area ATM networks is high definition television distribution in 

which end users are expected to change rapidly from channel to channel. It is 

therefore important to investigate the GSDM’s run time complexity, to find out how 

well it deals with such dynamic multicast groups.



• Scalability. One also needs to investigate how the GSDM algorithm scales when the 

size of the network is changed from 20 nodes to 150 nodes, and also when the size 

of the multicast group, as a percentage of the total nodes in the network is low (i.e. 

multicast group occupancy is low or sparse) as well as when it is high (i.e. multicast 

group occupancy is high or dense).

The investigation is presented as follows:

• In section 5.1, a description of the simulation environment under which the research 

was carried out, is given.

• In section 5.2, the effect of different mean node degrees on the performance of the 

GSDM algorithm, is investigated.

• In section 5.3, the simulation results on the performance of the GSDM algorithm for 

a mean node degree of 3, are presented.

• In section 5.4, the effect of hierarchical routing on the GSDM algorithm is 

investigated.

• In section 5.5, a summary of the performance of the GSDM algorithm is presented.

5.1 Simulation Environment

The algorithms were implemented in the object oriented programming language C++, 

using a library of efficient data structures and algorithms, called LEDA, which was 

developed at the Max-Planck-Institut [Naeher] by Naeher Stefan. Some of the 

simulations were carried out under the UNIX operating system on a SUN SPARC IPC 

workstation, with a 25 MHz CMOS SPARC integer unit for 15.8 million instructions 

per second (MIPS) performance and 25 Mbytes of memory. The rest of the simulations 

were carried out under a SPARCserver 20, with two CPUs running at 50 MHz each and 

with total memory of 65 Mbytes. Except where otherwise stated, all the simulations for 

the GSDM algorithm’s results, presented in chapters 5 and 7, were carried out with a 

GS threshold value of zero. As explained in chapter 4, where the GSDM algorithm has 

been introduced, the GSDM algorithm still uses GS in its computation of the ‘best’ path 

for adding a node to the multicast tree. However, when a GS threshold of zero is used, 

it means that the GSDM algorithm only chooses the path that maximises the GS of the
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multicast tree from the set of paths being considered when only the paths with the 

minimum cost are chosen. However, when applying a GS threshold value greater than 

zero, then, as explained in chapter 4, section 4.3.1, paths within some threshold of the 

minimum cost path are also considered. For example, if the minimum cost path between 

two nodes had a cost of 50, then if one were to apply a GS threshold value of 0.1, all 

paths within a cost of 55 would be considered, and for a GS threshold value of 0.2, all 

paths within a cost of 60 would be considered, etc., when trying to find the ‘best’ path 

to add a node to the multicast connection. The effect of increasing the GS threshold on 

the GSDM algorithm’s performance is investigated in chapter 6. Simulations on small 

size graphs with about 5 to 10 nodes were first carried out and one then verified and 

validated the algorithms by actually drawing the graphs by hand and checking them to 

make sure that they were working as expected before running multiple simulations on 

bigger graphs i.e. graphs with 20 to 150 nodes.

Initially, the GSDM algorithm was tested on random graphs with an average node 

degree of 3, 5, 10, 15 and 20 to see how well it performed as the node degree was 

increased. However, for the rest of the simulations in this thesis, only random graphs 

with a mean node degree of 3 were used. This decision was influenced by the research 

done by Matthew Doar and Ian Leslie [Doar_93b] in which they used random graphs 

with a mean node degree of 3 for simulating computer networks. Another influential 

factor was the research by Liming Wei and Deborah Estrin [Estrin] in which they used 

mean node degrees of 2.89 and 4.8 for their network topologies. Also, no one has any 

real data on the topologies of future wide-area ATM networks and the mean node 

degrees they are likely to have, and based on the work done by other researchers in this 

area, it was felt that a mean node degree of 3 would be appropriate and valid. In section 

5.2, which investigates the performance of the GSDM algorithm as the mean node 

degree is changed from 3 to 20, it is shown that the mean node degree does not 

significantly affect the mean inefficiency as the size of the multicast group is increased 

from 10% to 80% of the total nodes in the graph. It is also shown that as the mean node 

degree is increased from 3 to 20 for a relatively constant multicast group size, the mean 

packet copies per node decreases and the mean inefficiency and mean nodes visited 

increases slightly. This essentially means that choosing the mean node degree is not 

critical and if one had chosen a node degree other than 3, it would not have made much
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difference to the results. It is also likely that in practice, the mean node degree will be 

quite small as high bandwidth optical fibre links are likely to be quite expensive.

Each simulation run for the graphs whose mean node degree ranged from 3 to 20, 

as well as the graphs whose mean node degree was 3, involved 1000 modifications. 

Each run was repeated on 10 different random graphs and the means, standard 

deviations and 95% confidence limits of the relevant statistics were calculated. In all 

cases, the 95% confidence limits and standard deviations were small with respect to the 

means and so one felt justified in regarding the means as being representative. In order 

not to cloud the results with too many tables and numbers, the standard deviations and 

9 5 % confidence limits have not been plotted except where it was felt absolutely 

necessary.

num ber of nodes in the 
multicast group

number of modifications

number of nodes in the — g -  
multicast group

GSDM’s number of nodes in the multicast group versus the num ber of

modifications when 50% (i.e. y=0.5) of the total nodes in the graph are in the 

multicast group for a 20 node random  graph 

Figure 5.1
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GSDM’s 9c of destination nodes/total nodes in the graph versus the num ber of 

modifications when 50% (i.e. y=0.5) of the total nodes in the graph are in the 

multicast group for a 20 node random graph 

Figure 5.2

In carrying out these 1000 modifications, the simulations started from a null tree, then 

the source node was chosen and added to the multicast tree and multicast group and 

subsequent modifications were made as described in the simulation model o f section

4.4.4. The probability function Pc(\Dfn\) = described in
T (l<̂ l “  |^ w |)+ 0

section 4.4.4, where is the probability that the modification is an add node request, 

D,n is the number of nodes in the current multicast group i.e. the number of nodes in the 

multicast group at modification, G  is the number of nodes in the network and 7  is a 

param eter in the range 0<7<1, is used. This probability function works in such a way 

that the first few modifications will be additions, until the mean number of nodes in the 

multicast group at equilibrium, De=y\G\ ,  is reached. The simulation results of figures 5.1 

and 5.2 above, show that the target level i.e. the percentage of

92



nodes in the multicast group at equilibrium, n  , ,
------------------------------------------------------------- - ,  IS reached very rapidly. Figures o.l

total nodes in the graph

and 5.2 show how the GSDM’s number of nodes in the multicast group and the

 ̂ nodes in the multicast group , _ .
percentage of ----------------------------- -— - ,  versus the number of modifications,

total nodes in the graph

changes, when 50% (i.e. '^0 .5 )  of the total nodes in the graph are in the multicast group 

for a 20 node random graph. Only the first 200 modifications for a single run of 1000 

modifications are shown here for clarity’s sake. It is evident that the target number of 

nodes in the multicast group is reached within the first 18 of the 1000 modifications. It is 

also clear from these two graphs that when the mean number of nodes in the multicast 

group, De, is reached, the number of nodes in the multicast group fluctuates quite 

considerably between ±20% of the mean nodes in the graph. The graphs of figure 5.11, 

which show how the inefficiency for a single run of 1000 modifications changes, also 

confirm that equilibrium is reached quite rapidly within the first 20 or so modifications. 

Therefore, the effect of building up the tree to the target or mean number of nodes in the 

multicast group at equilibrium. De, is not significant. In all the simulations in this thesis, 

the mean inefficiencies, packet copies per node, mean CPU time and mean nodes visited 

per modification where computed for all the 1000 modifications, including the number 

of modifications when the number of nodes in the multicast group is progressing 

towards the equilibrium. De, set by the parameter y.

5.2 Performance of the GSDM algorithm for changing 
mean node degree: Simulation Results

This section gives the simulation results of the GSDM algorithm when the mean node 

degree is changed from 3 to 20, on a 20 node random graph.
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Mean inefficiency versus mean node degree for a 20 node graph with 50% of the

total nodes in the multicast group 

Figure 5.3

Figure 5.3 shows how the GSDM mean inefficiency changes as the mean node degree is 

increased from 3 to 20 for a 20 node random graph when 50% of the total nodes in the 

graph are in the multicast group. As was outlined in the simulation environment of 

section 5.3, these inefficiencies were calculated over 10 differently seeded random 

graphs of a 1000 modifications each. To see how the inefficiencies vary for a single run 

of a 1000 modifications, on a 20 node random graph, the reader is referred to figure 

5.11(a). Figure 5.3 essentially shows that the mean inefficiency increases slightly with 

increasing mean node degree i.e. the performance of the GSDM algorithm in terms of its 

inefficiency is not as good when the network is more densely connected than when its 

sparsely connected.

Figure 5.4 shows how the GSDM’s and KMB’s mean packet copies per node 

change as the mean node degree is increased from 3 to 20 for a 20 node random graph 

when 50% of the total nodes in the graph are in the multicast group. The KMB’s mean 

packet copies per node are slightly lower than the GSDM’s mean packet copies per 

node. The general trend is for the mean packet copies per node to drop slightly as the 

mean node degree is increased from 3 to 20.
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Figure 5.4

The mean packet copies per node falls with increasing mean node degree because there 

are more paths to consider. If one looks at section 4.1, in which an overview of the 

GSDM  algorithm is presented, one finds that choosing a path that maximises GS and 

performing local re-routing tends to reduce the mean packet copies per node.

0 . 0 5

2 0

Mean CPU time versus the mean node degree for a 20 node graph with 50% of the

total nodes in the multicast group 

Figure 5.5(a)
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Figure 5.5(b)

Figure 5.5 shows how the GSDM’s and KMB’s mean CPU time in seconds changes as 

the mean node degree is increased from 3 to 20 for a 20 node random graph when 50% 

of the total nodes in the graph are in the multicast group. Figures 5.5(a) and 5.5(b) are 

essentially the same graph, but the KMB’s mean CPU time plot has been removed from 

figure 5.5(b) to magnify the GSDM’s CPU time plot. It is evident that the mean CPU 

time increases with increasing mean node degree, i.e. the GSDM and KMB algorithms 

perform modifications increasingly slower as the mean node degree is increased. The 

mean CPU times are not meant to be an accurate reflection of the algorithms’ join or 

leave latency as this would have to be done on a real network, but the CPU time is 

interesting for comparison purposes.

Figure 5.6 shows how the GSDM’s and KMB’s mean nodes visited when 

calculating the cost of the multicast tree changes, as the mean node degree is increased 

from 3 to 20, for a 20 node random graph when 50% of the total nodes in the graph are 

in the multicast group. One sees from the graph of figure 5.6 that the run time 

complexity of the GSDM algorithm is much lower than that of the KMB. This would 

suggest that the GSDM algorithm could be used for real time multicast applications like 

HDTV distribution in which the group membership is likely to change rapidly as 

subscribers change from channel to channel since it can add a new node to the multicast 

tree or remove a node very quickly.
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Figure 5.6

For the graphs of figures 5.7 to 5.10, a 20 node random graph was generated with a 

value o f Y = 0.1 (i.e. 10% of the total nodes in the graph were in the multicast group) 

and the mean CPU time, mean multicast tree cost, mean packet copies per node and 

mean nodes visited were computed for a 1000 modifications. Using the same graph, the 

value o f Y was increased to 0.2 (i.e. 20% of the total nodes in the graph were in the 

multicast group) and another 1000 modifications were performed and the means, 

standard deviations and 95% confidence limits o f the relevant statistics described above 

were calculated. This process was repeated using the same 20 node random graph with 

values o f y ranging from 0.1 to 0.8 (i.e. the multicast group size was changed from 10% 

to 80% of the total nodes in the graph) to give a single simulation run. Each simulation 

run was repeated on 10 different random graphs and the means, standard deviations and 

95% confidence limits were calculated.

Figure 5.7 shows that for each mean node degree plot, the mean inefficiency is 

higher when there are less nodes in the multicast group (i.e. 10% of the total nodes in 

the graph are in the multicast group). However, as the multicast group size is increased, 

the G SD M ’s mean inefficiency falls i.e. it becomes more and more efficient for all mean 

node degrees. The practical implications for dynamic multicast routing of this graph are
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that increasing the mean node degree of a network does increase the mean inefficienc\\ 

but the increase in mean inefficiency is not significant.
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Figure 5.7
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Figure 5.8
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Figure 5.8 shows how the mean packet copies per node changes for different mean node 

degrees as the multicast group size is changed. One can see from the graph that the 

lower the mean node degree, the higher the mean packet copies per node. Also, it is 

clear that for each mean node degree, the mean packet copies per node increases with 

increasing multicast group size. It would also appear that, for a fixed multicast group 

size, the mean packet copies per node decrease with increasing mean node degree, 

which also seems to be in agreement with the graph of figure 5.4.
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Figure 5.9

Figure 5.9 shows how the mean CPU time (seconds) per modification changes for 

different mean node degrees on a 20 node random graph as the multicast group size is 

increased from 10% of the total nodes in the graph to 80% of the total nodes in the 

graph. It is clear from the graph that the lower the mean node degree, the less time it 

takes the GSDM  algorithm to perform a modification. One can therefore infer from this 

graph, that for all mean node degrees, the mean CPU time falls with increasing multicast 

group size and for the same multicast group size, the GSDM ’s mean CPU time increases 

with increasing mean node degree, the increase being more pronounced when the 

multica.st group occupancy is sparse. The results of figure 5.9 hold because when the 

multicast group occupancy is high, the GS is also high and the probability of a node
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wishing to join the multicast group being close to the multicast connection is high, 

resulting in the algorithm taking less time to find the required path to add the node to 

the m ulticast connection.
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Mean nodes visited versus the multicast group size for different mean node degree

values for a 20 node graph 

Figure 5.10

Figure 5.10 shows how the mean nodes visited per modification change for different 

mean node degrees on a 20 node random graph as the multicast group size is increased 

from 10% of the total nodes in the graph to 80% of the total nodes in the graph. It is 

clear from the graph that the lower the mean node degree, the fewer the nodes visited 

per modification by the GSDM algorithm. One can therefore infer from the results, that 

for all mean node degrees, the mean nodes visited per modification fall with increasing 

multicast group size. Also, for the same multicast group size, the G SD M ’s mean nodes 

visited per modification increases with increasing mean node degree, the increase being 

more pronounced when the multicast group occupancy is sparse. This is because when 

the multicast group size is fixed and the mean node degree is varied, the GSDM 

algorithm has more paths to consider when calculating a path to add a node to the 

multicast tree, the higher the mean node degree.
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5.3 Performance of the GSDM algorithm for a mean node 

degree of 3: Simulation Results

This section gives the simulation results of the GSDM algorithm when the mean node 

degree is 3, on 20 node to 150 node random graphs.
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Figure 5.11 (a) and Figure 5.11 (b) show how the inefficiency changes for a 20 and 100 

node graph when 50% of the total nodes in the graph are in the multicast group. The 20 

node graph shows much sharper spikes of inefficiency than the 100 node graph. The 

spikes of inefficiency are due to the GSDM algorithm having to do local re-routing and 

consequently being limited in its choice of nodes and paths it can use, whereas the KMB 

algorithm has to re-route the whole tree and find an optimal path every time. The graphs 

show that the GSDM algorithm is more stable on large networks.

Figures 5.12 to 5.30 deal with graphs ranging in size from 20 nodes to 150 nodes 

with the view to observe how the GSDM algorithm performs, particularly in terms of its 

scalability as the size of the network is increased. This will also show that the GSDM 

algorithm scales well and that the results of figures 5.1 to 5.11, in which only 20 node 

random graphs were used, are representative.
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Figure 5.12

Figure 5.12 shows that as the mean number of nodes in the graph is increased, the 

GSDM’s mean inefficiency increases from 1.06 to 1.09 when the mean number of nodes 

in the graph is increased from 20 to 100. However, when there are 100 to 150 nodes in 

the graph, the mean inefficiency drops slightly from 1.09 to 1.08. However, in general, 

one can deduce that the GSDM’s mean inefficiency increases slightly with increasing 

number of nodes in the graph i.e. increasing network size.
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Figure 5.13 shows that the standard deviation of the mean inefficiency decreases with 

increasing number of nodes in the graph. This graph confirms the results of figures 5.11 

(a) and 5.11 (b) which show that the GSDM  algorithm produces sharper spikes of 

inefficiency when the graph is small i.e. 20 nodes, than when the graph is large i.e. has 

100 nodes. The conclusion to be drawn from this is that the GSDM is more stable when 

the size of the network is large.
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Figure 5.14 shows that when run on 20 and 50 node random graphs with an average 

node degree of 3, while varying the size of the multicast group from 10% to 80% of the 

total nodes in the graph, the G SDM ’s mean inefficiency is higher when the multicast 

group occupancy is sparse and lower when the multicast group occupancy is dense. This 

is not a particularly good attribute of the GSDM  algorithm because most applications 

that are expected to be multicast are likely to be sparse i.e. about 20% or less of the 

total nodes in the graph are in the multicast group. The other conclusion to be drawn 

from this graph is that increasing the size of the graph does not significantly increase the 

mean inefficiency of the GSDM algorithm, as can be seen by the two mean inefficiency 

plots being almost indistinguishable.
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Figure 5.15

Figure 5.15 shows that the G SDM ’s and KM B’s mean packet copies per node increases 

with increasing number of nodes in the graph and that the K M B’s mean packet copies 

are consistently lower than the G SD M ’s. One shouldn’t read too much into this as the 

G SD M ’s mean packet copies are not really being com pared to the KM B’s since the 

KMB algorithm is not a dynamic algorithm. The only interest one has in the KMB 

algorithm, is using it to measure the inefficiency in terms of the cost o f the tree, as well 

as the run time complexity in terms of the mean time per modification and the mean 

number of nodes visited per modification, of the GSDM  algorithm. Although its

104



interesting to know the mean packet copies per node of the KMB, its not important for 

the purposes of this research. However, a comparison of the mean packet copies and 

indeed the other performance criteria o f the GSDM  algorithm with some of the more 

practical dynamic multicast routing algorithms is presented in chapter 7.
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Figure 5.16

Figure 5.16 shows that the GSDM ’s and K M B’s standard deviation of mean packet 

copies per node are more or less the same and that they both increase with increasing 

nodes in the graph.

Figure 5.17 shows how the mean packet copies per node of the KMB and GSDM 

algorithms changes with increasing multicast group size for 20 and 50 node graphs. One 

can see that for both sized graphs, the KM B’s mean packet copies per node are lower 

than the GSDM ’s mean packet copies per node. Also, increasing the size of the graph 

does not seem to affect the G SDM ’s mean packet copies per node, but for the KMB 

algorithm, increasing the size of the multicast group increases the mean number of 

packet copies per node. However, for both algorithms, increasing the size of the 

multicast group increases the number of mean packet copies per node and the increase is 

more pronounced for the KMB than the GSDM  for both 20 and 50 node graphs.
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Figure 5.18 shows how the KM B’s and G SD M 's mean time for a modification changes 

with increasing mean number of nodes in the graph. The KM B’s mean time for a 

modification rises sharply with increasing mean number of nodes in the graph.
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Figures 5.18 (a) and 5.18 (b) are essentially the same graph, but the KMB’s plot has 

been removed from figure 5.18 (b) to magnify the GSDM’s plot. The KMB’s worst case 

time complexity is 0(\D\\n\^) [Kou], where D is the size of the multicast group and n is 

the total number of nodes in the graph. Although one hasn’t worked out the complexity 

of the GSDM’s algorithm, it is clear that the GSDM’s mean time per modification is 

much faster than the KMB’s and therefore one can deduce that the GSDM algorithm has 

a much lower run time complexity, as will be confirmed by the results of figure 5.21 and 

figure 5.22.

Figure 5.19 shows how the mean CPU time per modification for both the GSDM 

and KMB algorithms change for 20 and 50 node graphs as the size of the multicast 

group is increased from 10% to 80% of the total nodes in the graph. Figures 5.19 (a) 

and 5.19(b) show essentially the same graph, but in figure 5.19 (b), the plot for the 

KMB’s mean CPU time per modification has been removed so that the GSDM’s plot 

can be magnified. Figure 5.19 (a) shows that for both the 20 node and 50 node graphs, 

the KMB’s mean time rises very sharply as the size of the multicast group is increased 

from 10% to 80% of the total nodes in the graph. It is also evident that increasing the 

size of the graph from 20 nodes to 50 nodes, increases the KMB’s mean time per 

modification for each multicast group size. However, for the GSDM, one can see that 

increasing the size of the multicast group for both the 20 and 50 node graphs from 10%
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of the total nodes in the graph to 80% of the total nodes in the graph, causes the mean 

time per modification to decrease.
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This is because as the multicast group occupancy increases, the GS of the multicast 

connection also increases and this essentially means that the probability of a node being 

close to the multicast connection is high and this increased probability results in the 

GSDM algorithm taking much less time to find the right path to add the node to the 

multicast connection. However, as for the KMB algorithm, its mean time per 

modification increases with increasing multicast group occupancy because the algorithm 

has more nodes to deal with since it has to look at the whole destination set each time it 

computes the Steiner tree. So, the GSDM  adds or removes nodes to or from the 

multicast group much faster when the multicast group is dense and relatively slowly 

when the multicast group is sparse. Also, increasing the graph from 20 nodes to 50 

nodes, increases the mean time per modification for the GSDM  algorithm.
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Figure 5.20 (a)

Figure 5.20 shows how the KM B's and GSDM ’s mean number of nodes visited for a 

modification changes with increasing mean number of nodes in the graph. The KM B’s 

mean number of nodes visited for a modification rises very sharply with increasing mean 

number of nodes in the graph. Figures 5.20 (a) and 5.20 (b) are essentially the same 

graph, but the KM B’s plot has been removed from figure 5.20 (b) to magnify the 

GSDM ’s plot. The G SD M ’s mean number of nodes visited for a modification does not
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increase as rapidly as the KMB’s, as the mean number of nodes in the graph is increased 

from 20 nodes to 150 nodes.
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It is clear that the GSDM’s mean number of nodes visited per modification is much 

smaller than the KMB’s and the graphs of figures 5.21 and 5.22 will show that the 

GSDM algorithm has a lower run time complexity.
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If one takes figures 5.20 (a) and 5.20(b) which show the way the mean nodes visited per 

modification versus the mean number of nodes in the graph varies, and plots the ratio of 

the KMB’s to GSDM’s mean nodes visited per modification for the same mean number 

of nodes in the graph, the graph of figure 5.21 is produced. This graph of figure 5.21 

shows a straight line which indicates that as the problem size is increased the gap 

between the nodes visited per modification by the KMB algorithm compared to the 

GSDM algorithm increases. One can therefore deduce from this result that the run time 

complexity of the GSDM algorithm is lower than the run time complexity of the KMB 

algorithm. If the run time complexity of the GSDM algorithm was the same as that of 

the KMB algorithm, the plot would be parallel to the x-axis and if it was higher than that 

of the KMB’s, the plot would curve downwards as the size of the graph increased. From 

this graph alone, it is however not possible to estimate the order of complexity of the 

GSDM algorithm and this data is provided by the graph of figure 5.22. However, since 

the KMB algorithm has a worst case run time complexity of 0(\D\\n\^) [Kou], where D 

is the multicast group and n is the total nodes in the network, one can deduce from this 

graph of figure 5.21, that the run time complexity of the GSDM algorithm is less than
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If one takes two functions/fxj and g(y) which are related in some way and plots f fx)  

against g(y) to produce a straight line, it is true that x = f  ^{giy}}. For example, if one 

were to plot x against / ,  and the plot was a straight line, then x = O(y'). This essentially 

means that if as was the case with figure 5.22, the ‘mean nodes visited per modification' 

by the GSDM algorithm were plotted against (the mean nodes in graphf, and produces 

a straight line, one can estimate that the GSDM algorithm has a run time complexity of 

O(n^), where n is the total nodes in the graph.
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Figure 5.23

Using the same argument as for the GSDM algorithm in figure 5.22 above, the ‘mean 

nodes visited per modification' by the KMB algorithm was plotted against (the mean 

nodes in graphf, and produced a plot shown in figure 5.23, which curves upwards. This 

is not surprising, as it confirms the already known run time complexity of the KMB 

algorithm to be higher than O(n^).

Figure 5.24 shows how the mean nodes visited per modification for both the GSDM 

and KMB algorithms changes for 20 and 50 node graphs as the size of the multicast 

group is increased from 10% to 80% of the total nodes in the graph. Figures 5.24 (a) 

and 5.24(b) show essentially the same graph, but in figure 5.24 (b), the plot for the 

KMB’s mean time per modification has been removed so that the GSDM’s plot can be
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magnified. Figure 5.24 (a) shows that for both the 20 node and 50 node graphs, the 

KM B’s mean nodes visited rise sharply as the size of the multicast group is increased 

from 10% to 80% of the total nodes in the graph. It is also evident that increasing the 

size of the graph from 20 nodes to 50 nodes, increases the KM B’s mean nodes visited 

per modification for each multicast group size.
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However, for the GSDM, one can see that increasing the size of the multicast group for 

both the 20 and 50 node graphs from 10% of the total nodes in the graph to 80% of the 

total nodes in the graph causes the mean nodes visited per modification to decrease. So, 

the GSDM adds or removes nodes to or from the multicast group much faster when the 

multicast group is dense or the occupancy is high and relatively slowly when the 

multicast group is sparse or the occupancy is low. Also, increasing the graph from 20 

nodes to 50 nodes, increases the mean nodes visited per modification for the GSDM 

algorithm.

5.4 The Effect of Hierarchical Graphs on the GSDM 
Algorithm

Most computer networks have a hierarchical topology and this section investigates the 

effect of simulating the GSDM algorithm on hierarchical random graphs ranging in size 

from 20 nodes to 100 nodes. The simulation results in this section, all the graph that 

were generated had an average node degree of 3.
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Figure 5.25
Figure 5.25 shows that when run on a hierarchical random graph with three hierarchies, 

the GSDM’s mean inefficiency increases with increasing mean number of nodes in the 

graph. The graph shows the mean inefficiency rising from 1.02 for when there are 20 

nodes in the graph, to 1.06, for when there are 100 nodes in the graph.
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Figure 5.26 shows that the standard deviation of the mean inefficiency decreases with 

increasing number of nodes in the hierarchical graph. The conclusion to be drawn from 

this is that the GSDM is more stable when the size of the network is large, when run on 

hierarchical graphs.

A one-sided hypothesis t-test was performed on the mean inefficiency of the GSDM 

algorithm when tested on average degree random graphs and hierarchical random graphs 

with three hierarchies and mean number of nodes ranging from 20 to 100, with the null 

hypothesis that the mean inefficiency of the GSDM is the same for random and 

hierarchical random graphs and the alternative hypothesis being that the mean 

inefficiency of the GSDM is lower for hierarchical random graphs i.e..

H o  • ft(inefficiency for random graph) — ^t(inefficiency for hierarchical random graph)

H |  . [i-(inefficiency for random graph) ^  l^finefficiency for hierarchical random graph)

mean inefficiencies for 10 independent simulation runs on average degree graphs and 
hierarchical graphs with mean number of nodes ranging from 20 to 100 when 50% of 
the total nodes are in the multicast group

20 nodes 50 nodes 100 nodes

random graph mean inefficiency 1.06 1.09 1.09

hierarchical graph mean inefficiency 1.02 1.03 1.06
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Using the mean inefficiencies in the table above, the null hypothesis was rejected in 

favour of the alternative hypothesis at the 5% significance level i.e. the GSDM  mean 

inefficiency is significantly higher for average degree random graphs, than it is for 

average degree hierarchical random graphs with three hierai'chies. One assumes that the 

mean inefficiencies are normally distributed.
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Figure 5.27

Figure 5.27 shows that the G SDM ’s and KM B’s mean packet copies per node increases 

with increasing number o f nodes in the hierarchical graph and that the G SD M ’s mean 

packet copies are slightly lower than the KM B’s, although this is almost 

indistinguishable from the two plots o f figure 5.27.

Figure 5.28 shows that the standard deviation of mean packet copies per node for 

the GSDM and KMB both increase with increasing mean number of nodes in the graph, 

although the KM B’s standard deviation of mean packet copies per node is consistently 

higher than the GSDM ’s.
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Figure 5.28

A one-sided hypothesis t-test was performed on the mean packet copies per node of 

the GSDM algorithm when tested on average degree random graphs and hierarchical 

random graphs with three hierarchies and mean number of nodes ranging from 20 to 

100, with the null hypothesis that the mean packet copies per node of the GSDM 

algorithm is the same for random and hierarchical random graphs and the alternative 

hypothesis being that the mean packet copies per node of the GSDM algorithm is lower 

for hierarchical random graphs i.e.,

H o  • |-t(p a ck et co p ies  per node for random graph) ~  M-(packet cop ies per node for hierarchical random  graph)

H |  . P -(pack et co p ies  per node for random graph) ^  M-(packet cop ies per node for hierarchical random  graph)

mean packet copies per node for 10 independent simulation runs on average degree 

graphs and hierarchical graphs with mean number of nodes ranging from 20 to 100 

when 50% of the total nodes are in the multicast group

20 nodes 50 nodes 100 nodes

random graph mean packet copies 0.29 0.35 0.37

hierarchical graph mean packet copies 0.29 0.34 0.35
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Using the mean packet copies in the table above, the null hypothesis was not rejected in 

favour of the alternative hypothesis at the 5% significance level i.e. the GSDM 

algorithm’s mean packet copies per node are more or less equal for average degree 

random graphs and average degree hierarchical random graphs with three hierarchies. 

One assumes that the mean packet copies per node are normally distributed.
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Mean CPU time (secs) per modification versus the number of nodes in the

hierarchical graph when 50% of the total nodes in the hierarchical graph are in

the multicast group 

Figure 5.29 (a)

Figure 5.29 shows how the KMB’s and GSDM’s mean time for a modification changes 

with increasing mean number of nodes in the hierarchical graph. The KMB’s mean time 

for a modification rises very sharply with increasing mean number of nodes in the 

hierarchical graph. Figures 5.29 (a) and 5.29 (b) are essentially the same graph, but the 

KMB’s plot has been removed from figure 5.29 (b) to magnify the GSDM’s plot.
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Figure 5.30 (a)

Figure 5.30 shows how the KMB’s and GSDM’s mean number of nodes visited for a 

modification changes with increasing mean number of nodes in the hierarchical graph. 

Figures 5.30 (a) and 5.30 (b) are essentially the same graph, but the KMB’s plot has 

been removed from figure 5.30 (b) to magnify the GSDM’s plot.
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Figure 5.30 (b)

It is also clear that the GSDM’s mean number of nodes visited per modification is much 

smaller than the KMB’s and this also confirms the results of figure 5.21 and figure 5.22, 

which show that the GSDM algorithm has a much lower run time complexity than that 

of the KMB’s.

A one-sided hypothesis t-test was performed on the mean nodes visited per 

modification of the GSDM when tested on average degree random graphs and 

hierarchical random graphs with three hierarchies and mean number of nodes ranging 

from 20 to 100, with the null hypothesis that the mean nodes visited per modification of 

the GSDM is the same for random and hierarchical random graphs and the alternative 

hypothesis being that the mean nodes visited per modification of the GSDM is lower for 

hierarchical random graphs i.e..

H o  • f t (  nodes visited per modification for random graph) ”  |^( nodes visited per modification for hierarchical random graph)

H o  P (  nodes visited per modification for random graph) ^  !-t( nodes visited per modification for hierarchical random graph)

mean number of nodes visited pre modification for 10 independent simulation runs on 
average degree graphs and hierarchical graphs with mean number of nodes ranging 
from 20 to 100 when 50% of the total nodes are in the multicast group

20 nodes 50 nodes 100 nodes
random graph nodes visited per mod. 382.27 877.31 2646.70
hierarchical graph mean nodes visited 357.40 905.36 1947.82
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Using the mean packet copies in the table above, the null hypothesis was not rejected in 

favour of the alternative hypothesis at the 5% significance level i.e. the GSDM mean 

nodes visited per modification are more or less equal for average degree random graphs 

and average degree hierarchical random graphs with three hierarchies. One assumes that 

the mean packet copies per node are normally distributed.

5.5 Summary

This chapter has presented the simulation results of the GSDM and KMB algorithms on 

random and hierarchical random graphs. It has been shown that when the mean node 

degree of a random graph is increased from 3 to 20,

• The GSDM’s mean inefficiency also increases with increasing mean node degree. 

Connectivity costs tend to mean that the mean node degree of computer networks is 

low, but this result has shown that even if the mean node degree is quite high, the 

GSDM algorithm still performs well in terms of its mean inefficiency.

• The mean packet copies per node decrease with increasing mean node degree. 

Although designing computer networks with high mean node degrees has the 

negative effect of increasing the mean inefficiency, it also has the advantage that the 

mean packet copies per node is lower. This is a desirable effect to have lower mean 

packet copies per node as has been discussed in chapter 2, section 2.10.5, since 

concentration of packet copies per node causes performance degradation of other 

calls which go through that node and also increases the hardware costs of the 

multicast switches.

• The mean CPU time and mean nodes visited for a modification increases with 

increasing mean node degree. This is to be expected with any algorithm, as there are 

more paths and nodes to consider when calculating the ‘best’ path to add the node 

to the multicast tree. However, the increase in mean CPU time and nodes visited is 

relatively low.
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• Increasing the size of the multicast group on different mean node degree graphs 

decreases the mean inefficiency, the mean time per modification, the mean nodes 

visited per modification, but increases the mean packet copies per node. This means 

that it would be better for the network provider to have multicast groups whose 

occupancy is high, as that would enable efficient utilisation of network resources. If 

one considers ‘network resources’ to mean bandwidth usage, then the GSDM 

certainly uses bandwidth more efficiently when the multicast group occupancy is 

high. Also because modifications can be performed much faster, this would result in 

more customer satisfaction at not having to wait for an unacceptably long time to 

either join or leave a multicast group.

The simulation results also show that for both random and hierarchical random graphs

with a mean node degree of 3,

• Increasing the size of the network from 20 nodes to 150 nodes increases the mean 

inefficiency, although the increase in mean inefficiency is not too high. The GSDM 

therefore scales well because even though the size of the network was increased 

from 20 nodes to 150 nodes, the increase in mean inefficiency was not too high. For 

example, figure 5.12 shows that the inefficiency increased from being within 6% of 

the KMB’s, to being within 9% of the KMB’s inefficiency, when the mean number 

of nodes in the graph was increased from 20 nodes to 100 nodes.

• The GSDM seems to perform better when run on hierarchical graphs which more

closely resemble real computer networks than, on ordinary average degree random 

graphs, showing a mean inefficiency which is significantly lower as the size of the 

network is increased from 20 nodes to 100 nodes, when 50% of the total nodes in 

the graph are in the multicast group.

• For both 20 and 50 node graphs, increasing the size of the multicast group decreases

the mean inefficiency. This is a good thing in favour of the GSDM algorithm because

from the network providers’ point of view, having more participants in a multicast
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does not consume a lot of network resources like switch memory and link 

bandwidth. At the same time the network provider would benefit if billing was also 

based on the number of participants in a multicast session.

The GSDM algorithm performs better when the multicast group occupancy is high 

and not so well when the multicast group occupancy is low. It is not at all clear what 

percentage of the total hosts will be in the multicast group, but for current 

conventional packet switched networks, the multicast group occupancy is low, with 

estimates of about 20% of the total nodes in the graph being in the multicast group. 

However, with the advent of multimedia, no one really knows what applications are 

going to be multicast in ATM networks, or the size of the multicast groups. There 

are other applications where the size of the multicast group could be quite large as a 

percentage of the total nodes in the graph. For example, high definition television 

distribution and some form of computer conferencing, where parallel distributed 

machines constantly update each other with information, as explained in chapter 1, 

sections 1.1.3 and 1.1.4. Even though the performance of the GSDM algorithm is 

not very good when the multicast group occupancy is low, it is still quite efficient 

and one is therefore quite justified in saying that the GSDM algorithm scales 

relatively well with increasing multicast group size.

Increasing the mean number of nodes in the graph also increases the mean packet 

copies per node for both random and hierarchical random graphs.

As has been shown in the graphs of figures 5.21 and 5.22, the GSDM algorithm’s 

worst case run time complexity can be estimated to be O(n^), where n is the number 

of nodes in the graph. This is in agreement with the worst case complexity derived 

by mathematical analysis, given in section 4.4.5.3, in which the GSDM’s worst case 

run time complexity was shown to be O(n^).

The GSDM’s mean time and mean number of nodes visited per modification both 

increase with increasing mean number of nodes in the graph, but decrease with 

increasing multicast group size for both 20 and 50 node graphs. This also illustrates
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that when the size of the network is increased, the mean CPU time increases as 

would be expected, but when the size of the multicast group is increased, the 

performance gets better.
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Chapter 6 

The Effect of Geographic Spread on Dynamic 

Multicast Routing: Simulation Results

This chapter investigates how to control the GS of a multicast connection and also 

presents the simulation results of the effect of GS on the GSDM routing algorithm. For 

a definition and discussion of GS, see chapter 4 or Appendix A. One investigates the 

effect of GS on the inejficiency, packet copies per node and run time complexity of the 

GSDM algorithm. The simulation results in this chapter will show that when the 

multicast group occupancy is high, i.e. when 50% or more of the total nodes in the 

graph are in the multicast group, choosing a path that maximises GS, reduces the mean 

packet copies per node.

6.1 GS Threshold

When one says GS threshold, one means that instead of choosing a path that maximises 

the GS from a set of paths that have the same cost, one chooses paths within some 

threshold of the minimum cost path and thus have a larger number of paths to consider 

when applying the GS criterion to choose a path. For example, if the shortest path was 

say 50, if one applied a GS threshold of 0.1, one would consider paths within a cost of 

55, and if one increased the GS threshold to 0.2, one would then consider paths within a 

cost of 60 etc.

6.2 Assessment of GS

The effect of GS was assessed as follows: a 20 node random graph was generated with a 

value of y = 0.1 (i.e. 10% of the total nodes in the graph were in the multicast group) 

and the mean GS, mean CPU time, mean multicast tree cost, mean packet copies per 

node and mean nodes visited were computed for a 1000 modifications with a GS
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threshold value of 0.0. Using the same graph, the GS threshold value was increased to 

0.1 and another 1000 modifications were performed and the computation was repeated. 

This process was repeated using the same 20 node random graph with the GS threshold 

values ranging from 0.0 to 0.9 to give a single simulation run. However, to get fairly 

good statistical averages for the performance parameters of interest, ten simulation runs 

were performed as described, using a completely independent 20 node random graph 

generated with a new seed for each simulation run, while keeping y = 0.1 (i.e. only 10% 

of the total nodes in the graph were in the multicast group). Ten simulation runs were 

performed and the means, standard deviations and confidence limits for the various 

parameters of interest were worked out. Another 20 node random graph was then 

generated independently of the first graph, using a different seed and using a value of 

y = 0.2 (20% of the total nodes in the graph were in the multicast group) the whole 

process was repeated and the mean GS was worked out as before. This process was 

repeated for values of y ranging from 0.1 to 1.0 (i.e. multicast group size ranged from 

10% to 100% of the total nodes in the graph). In the end, one could see how the GSDM 

algorithm performed as the GS threshold and consequently the mean GS was increased 

on different networks with different multicast group sizes.

6.3 Simulation Results

In this section, one looks at the way of controlling or 'tuning' the GS of the resultant 

multicast trees. Also, an assessment of the cost of calculating the GS of the multicast 

trees is made in order to determine if GS is worth using in dynamic point-to-multipoint 

routing. One also assesses the effect of GS on the mean packet copies per node, the 

mean inefficiency, mean time and mean number of nodes visited per modification.
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6.3.1 How to control the GS of the resultant multicast trees
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Mean GS versus GS threshold for a 20 node random graph when 50% of the total

nodes In the graph are in the multicast group 

Figure 6.1

Figure 6.1 shows the mean GS increasing as the GS threshold is increased from 0.0 to 

0.9 when 50% of the total nodes in the graph are in the multicast group. One can 

therefore infer from this graph that GS is dependent on the GS threshold and increasing 

the GS threshold increases the mean GS of the GSDM  routing algorithm.
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Figure 6.2
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Figure 6.2 shows that for all GS threshold values, the mean GS increases with increasing 

multicast group size. One can infer from this graph that the mean GS is dependent on 

the multicast group size. The practical implication of this result is that one would expect 

the effect of GS on dynamic multicast groups to be more noticeable in reducing the 

mean cost of the multicast tree when the multicast group occupancy is high i.e. the 

multicast group is dense.

multicast group size 
= 10% of total nodes 

in graph

multicast group size = 
30% of total nodes in 

graph

multicast group size = 60% 
of total nodes in graph

GS
thres
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GS

95% GS
confidence
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mean GS 95% GS 
confidence 

limits

mean
GS

95% GS
confidence

limits
0.0 0.0049 0.0040 -> 

0.0058
0.0074 0.0062 -> 

0.0086
0.0236 0.0184 -> 0.0289

0.1 0.0050 0.0040 -> 
0.0060

0.0076 0.0063 -> 
0.0089

0.0238 0.0187 -> 0.0289

0.2 0.0052 0.0042 -> 
0.0061

0.0077 0.0063 -> 
0.0090

0.0238 0.0187 -> 0.0290

0.3 0.0053 0.0043 -> 
0.0063

0.0080 0.0064 -> 
0.0095

0.0246 0.0186 -> 0.0305

0.4 0.0055 0.0045 -> 
0.0064

0.0081 0.0066 > 
0.0096

0.0244 0.0187 -> 0.0300

0.5 0.0060 0.0048 -> 
0.0072

0.0081 0.0066 -> 
0.0097

0.0239 0.0188 -> 0.0289

0.6 0.0057 0.0046 -> 
0.0068

0.0085 0.0067 -> 
0.0103

0.0238 0.0191 -> 0.0286

0.7 0.0064 0.0051 -> 
0.0077

0.0086 0.0069 -> 
0.0104

0.0247 0.0187 -> 0.0307

0.8 0.0066 0.0054 -> 
0.0077

0.0091 0.0071 -> 
0.0111

0.0256 0.0203 -> 0.0308

0.9 0.0069 0.0057 -> 
0.0082

0.0090 0.0069 -> 
0.0111

0.0260 0.0202 -> 0.0317

Mean GS and 95 % GS confidence limits versus multicast group size for different 

GS threshold values for a 20 node graph 

Table 6.1

Table 6.1 shows the mean GS and mean GS confidence limits against multicast group 

size for increasing GS threshold values. The table presents an alternative view of the 

mean GS values plotted in figure 6.2 and shows that the 95% confidence levels are quite
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close to the mean GS values. One can therefore feel justified in regarding the mean GS 

values as being representative.
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Figure 6.3

Figure 6.3 shows the mean CPU time for a modification rising as the GS threshold is 

increased from 0.0 to 0.9 when 50% of the total nodes in the graph are in the multicast 

group. The mean CPU time rises slightly with increasing GS threshold because the 

GSDM algorithm now has more paths to consider when calculating the best path to add 

a node to the multicast tree. This essentially means that there is a small price to be paid 

in terms of the mean CPU time per modification (time complexity) when the multicast 

group size has on average about 50% of the total nodes in the graph and the GS 

threshold is increased from 0.0 to 0.9.

Figure 6.4 shows the mean nodes visited for a modification rising as the GS 

threshold is increased from 0.0 to 0.9 when 50% of the total nodes in the graph are in 

the multicast group. The mean nodes visited rise slightly with increasing GS threshold 

because the GSDM algorithm now has more paths to consider when calculating the best 

path to add a node to the multicast tree. This is not altogether a surprising result since as 

one increases the GS threshold, two things happen. The first consequence of increasing 

the GS threshold is that there are more paths to look at and the second consequence is 

that the paths are more spread out, resulting in a higher mean GS value.
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Figure 6.4

It is a bit of a trade off since if the paths are ‘highly spread out’, resulting in a higher 

mean GS value, then the node to be added is already likely to be in the multicast 

connection, so one wouldn’t need to look at any paths. However, if the node to be 

added is not already in the tree, then there are likely to be more paths to consider and 

this essentially means that more nodes are likely to be looked at, hence the rising trend 

of mean nodes visited for a fixed multicast group as the mean GS threshold is increased.

This section has shown that GS threshold is a good way of controlling the mean GS 

of the resultant multicast tree from the graph of figure 6.1. Figure 6.2 has also shown 

that the mean GS of a multicast tree is dependent on the size of the multicast group i.e. 

the higher the occupancy of the multicast group, the higher the mean GS of the multicast 

tree. So, increasing the occupancy of the multicast group also has the effect of 

increasing the mean GS of the multicast tree. Figures 6.3 and 6.4 have shown that 

controlling the mean GS by increasing the GS threshold does not cost much in terms of 

the mean CPU time and mean nodes visited per modification. Armed with this 

knowledge about the cost of using the GS threshold for controlling the mean GS of the 

resultant multicast tree, the question to be addressed in the next section is whether or 

not GS is a good idea for dynamic multicast routing, and how it affects the performance 

of the GSDM algorithm.
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6.3.2 The Effect of GS on the GSDM algorithm
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Figure 6.5

Figure 6.5 shows that the GSDM’s mean inefficiency increases as the GS is increased by 

varying the GS threshold from 0.0 to 0.9 on a fixed multicast group size, i.e. 50% of the 

total nodes in the graph are in the multicast group. With respect to dynamic multicast 

routing, this essentially means that there is a ‘small’ price to be paid in terms of the slight 

increase in the mean inefficiency per modification from 1.07 to 1.15, when the multicast 

group size is fixed. The GSDM’s mean inefficiency changes from being within 7% of the 

KMB’s efficiency to being within 15% of the KMB’s efficiency when 50% of the total 

nodes in the graph are in the multicast group and a mean inefficiency of 1.15 is certainly 

quite efficient by any means. The graph of figure 6.1 has shown that increasing the GS 

threshold has the effect of increasing the mean GS of the resultant multicast tree. This 

means that one could set the GS threshold at any value between 0.0 and 0.9 to increase 

the mean GS, which in turn would improve the GSDM’s performance in terms of the 

mean packet copies per node if need be, since as is shown in the figure 6.6, the GSDM’s 

mean packet copies per node decreases with increasing mean GS.
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Figure 6.6

Figure 6.6 shows that the mean packet copies per node decreases as the GS threshold is 

increased from 0.0 to 0.9 when 50% of the total nodes in the graph are in the multicast 

group. One can therefore infer from this graph that increasing the GS threshold when 

50% of the total nodes in the graph are in the multicast group reduces, albeit slightly, 

the mean packet copies per node of the GSDM routing algorithm. The practical 

implication of this result is that one could choose a GS threshold value of say 0.5 which 

would reduce the mean packet copies per node from 0.294 to about 0.288 for a 

relatively modest increase in inefficiency from 1.07 to 1.10.

Figure 6.7 shows how the mean inefficiency changes with increasing multicast 

group size for different GS threshold values. There are essentially two important points 

that can be deduced from the graph of figure 6.7, i.e.

• The first point is that it essentially shows that for all multicast group sizes (i.e. if one 

keeps the multicast group size fixed), the mean inefficiency increases slightly with 

increasing GS threshold values. It would appear that choosing a path that maximises 

GS makes the GSDM algorithm less efficient on a fixed multicast group size.
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• The second point is that for each GS threshold value, the GSDM ’s mean inefficiency 

decreases with increasing multicast group size. Since one is essentially dealing with 

multicast groups whose membership fluctuates i.e. dynamic multicast groups, this 

result is more significant than the other. The decrease in mean inefficiency can be 

attributed to the local optimisation (i.e. local re-routing of the multicast connection) 

and it would appear that when there are more nodes and paths to consider, the 

GSDM algorithm becomes more efficient. The results of figures 6.1 and 6.2 have 

shown that the mean GS is dependent on the GS threshold as well as on the size of 

the multicast group. For a fixed multicast group size, figure 6.1 has shown that 

increasing the GS has the undesirable effect of increasing the mean inefficiency. It is 

also interesting to note that, if the size of the multicast group is allowed to vary, the 

graph of figure 6 .2  has shown that increasing the size o f the multicast group has the 

effect of increasing the GS of the resultant multicast tree, and for the GSDM 

algorithm, its inefficiency is lowest when the multicast group occupancy and 

consequently the GS is high.

133



multicast group size 
= 10% of total nodes 

in graph

multicast group size = 
30% of total nodes in 

graph

multicast group size = 
50% of total nodes in 

graph
GS

thres
hold

mean
inefficien

cy

mean inef 
confidenc 

e limits

mean
inefficienc

y

mean ineff 
confidence 

limits

mean
inefficienc

y
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0.0 1.25 1.11 -> 

1.39
1.15 1.09 -> 

1.20
1.07 1.01 -> 1.13

0.1 1.23 1.09 -> 
1.37

1.17 1.12 -> 
1.23

1.09 1.05 -> 1.13

0.2 1.32 1.13 -> 
1.51

1.18 1.12-> 
1.23

1.09 1.06 -> 1.12

0.3 1.32 1.21 -> 
1.43

1.22 1.15-> 
1.30

1.10 1.07 -> 1.13

0.4 1.45 1.21 -> 
1.69

1.26 1.18 -> 
1.33

1.10 1.06 -> 1.13

0.5 1.56 1.28 -> 
1.84

1.24 1.18 -> 
1.29

1.10 1.08 -> 1.13

0.6 1.64 1.37-> 
1.90

1.27 1.17 -> 
1.37

1.14 1.10-> 1.18

0.7 1.65 1.44-> 
1.86

1.33 1.20 -> 
1.45

1.15 1.11 -> 1.18

0.8 1.92 1.52 -> 
2.32

1.38 1.25 -> 
1.50

1.16 1.10-> 1.21

0.9 1.90 1.59 -> 
2.20

1.35 1.24 -> 
1.45

1.15 1.11 -> 1.19

Mean inefficiency and inefficiency confidence limits versus multicast group size for 

different GS threshold values for a 20 node graph 

Table 6.2

Table 6.2 shows the mean inefficiency and mean inefficiency confidence limits against 

multicast group size for increasing GS threshold values. The table presents an alternative 

view of the mean inefficiency values plotted in figure 6.7 and shows that the 95% 

confidence levels are quite close to the mean inefficiency values, thus justifying one’s 

assertion in regarding the mean GSDM’s inefficiency as being representative.
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Figure 6.8

Figure 6 . 8  shows how the mean packet copies per node change with increasing multicast 

group size for different GS threshold values ranging from 0.0 to 0.6. This graph is best 

interpreted in two different ways, i.e.

• How the packet copies per node change for each GS threshold value as the multicast 

group size increases. It can be seen that when the GS threshold value is below 0.2, 

increasing the GS threshold also increases the mean packet copies per node. For 

example, for a GS threshold value of 0.0, the mean packet copies per node increases 

with increasing multicast group size from 0.269 when 10% of the total nodes in the 

graph are in the multicast group, to 0.338 when all the nodes in the graph are in the 

multicast group. It is best therefore not to use a GS threshold value of less than 0.2 

if one wants to minimise the number of packet copies per node. The best GS 

threshold values to use range from 0.2 to 0.6 as can be seen from the graph. For 

example, when the GS threshold value is increased to 0.2, the mean packet copies 

per node first fall from 0.334 when 10% of the total nodes in the graph are in the 

multicast group to 0.293 when 50% of the total nodes in the graph are in the 

multicast group. They then start increasing to 0.295 when 60% of the total nodes in 

the graph are in the multicast group and then to 0.353 when all the nodes in the
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graph are in the multicast group. The same trend is also true for a GS threshold 

value of 0.4, where the mean packet copies per node first fall from 0.373 when 10% 

of the total nodes in the graph are in the multicast group to 0.289 when 50% of the 

total nodes in the graph are in the multicast group. They then start increasing to 

0.297 when 60% of the total nodes in the graph are in the multicast group and then 

to 0.337 when all the nodes in the graph are in the multicast group. When the GS 

threshold is increased to 0.6, the mean packet copies per node first fall from 0.401 

when 10% of the total nodes in the graph are in the multicast group to 0.285 when 

70% of the total nodes in the graph are in the multicast group. They then start 

increasing to 0.317 when 80% of the total nodes in the graph are in the multicast 

group and then to 0.331 when all the nodes in the graph are in the multicast group. 

How the mean packet copies per node change for each multicast group size as the 

GS threshold value is increased. Again, it can be seen from the graph that when the 

multicast group occupancy is low or sparse i.e. less than 50% of the total nodes in 

the graph are in the multicast group, the mean packet copies per node increase with 

increasing GS threshold. However, when the multicast group has 50% or more of 

the total nodes in the graph, the mean packet copies per node fall will increasing GS 

threshold values. For example, for a multicast group with 10% of the total nodes in 

the graph, the mean packet copies per node rise from 0.269 for a GS threshold value 

of 0.0, to 0.401 for a GS threshold value of 0.6. When the multicast group size is 

increased to 30% of the total nodes in the graph, the mean packet copies per node 

rise from 0.289 for a GS threshold value of 0.0, to 0.308 for a GS threshold value of 

0.6. When the multicast group has 50% of the total nodes in the graph, the mean 

packet copies per node show a dramatic change and instead of rising, they start to 

fall from 0.294 for a GS threshold value of 0.0, to 0.290 for a GS threshold value of 

0.6. When the multicast group size is increased to 70% of the total nodes in the 

graph, the mean packet copies per node fall gradually from 0.325 for a GS threshold 

value of 0.0, to 0.285 for a GS threshold value of 0.6. Finally when the multicast 

group size is increased to 100% or all the nodes in the graph, the mean packet 

copies per node fall gradually from 0.358 for a GS threshold value of 0.0, to 0.331 

for a GS threshold value of 0.6. This essentially shows that the GSDM algorithm
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produces less packet copies when the multicast group occupancy is dense i.e. 50% 

or more of the total nodes in the graph are in the multicast group.

multicast group size = 
10% of total nodes in 

graph

multicast group size = 
50% of total nodes in 

graph

multicast group size = 
60% of total nodes in 

graph
GS

thres
hold

mean 
copies 

per node

mean cop. 
95%

confidence
limits

mean 
copies per 

node

mean cop. 
95%

confidence
limits

mean 
copies per 

node

mean cop. 
95%

confidence
limits

0.0 0.269 0.234 -> 
0.304

0.294 0.257 -> 
0.330

0.311 0.273 -> 
0.349

0.1 0.301 0.262 -> 
0.340

0.291 0.256 -> 
0.326

0.306 0.269 -> 
0.343

0.2 0.334 0.294 -> 
0.375

0.293 0.257 -> 
0.329

0.295 0.258 -> 
0.332

0.3 0.327 0.288 -> 
0366

0.283 0.247 -> 
0.318

0.302 0.263 -> 
0.341

0.4 0.373 0.331 -> 
0.415

0.289 0.253 -> . 
0.326

0.297 0.258 -> 
0336

0.5 0.375 0.332 -> 
0.418

0.294 0.258 -> 
0.330

0.288 0.251 -> 
0.326

0.6 0.401 0.355 -> 
0.447

0.290 0.254 -> 
0.325

0.288 0.250 -> 
0.325

Mean packet copies per node and packet copies’ confidence limits versus multicast 

group size for different GS threshold values for a 20 node graph

Table 6.3

Table 6.3 shows the mean packet copies per node and mean packet copies’ confidence 

limits against multicast group size for increasing GS threshold values. The table presents 

an alternative view of the mean packet copies per node plotted in figure 6.8 and shows 

that the 95% confidence levels are quite close to the mean packet copies’ values.

A one-sided hypothesis t-test was performed on a 20 node graph with a multicast 

group with 50% of the total nodes in the graph, with the null hypothesis that the mean 

packet copies per node is the same for a GS threshold value of 0.0 and 0.8, and the 

alternative hypothesis being that the mean packet copies per node is lower for a GS 

threshold value of 0.8 than for a GS threshold of 0.0. i.e..

H o  • 1^(GS threshold = 0) ~  ft(GS threshold = 0.8)
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Using the mean packet copies per node in the table above when the GS threshold is 0.0 

and when the GS threshold is 0.8, the null hypothesis was rejected in favour of the 

alternative hypothesis at the 5% significance level i.e. the GSDM mean packet copies 

per node are significantly lower for a GS threshold value o f 0.8 than for a GS threshold 

value of 0.0 when 50% of the total nodes in the graph are in the multicast group. One 

assumes that the mean packet copies per node are normally distributed.
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Figure 6.9
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Figure 6.9 shows how the mean CPU time per modification changes with increasing 

multicast group size for different GS threshold values. There are essentially two 

important points that can be deduced from the graph of figure 6.9 i.e.

• The first point is that it essentially shows that for all multicast group sizes with 

between 10% and 70% of all the total nodes in the graph, the mean CPU time 

increases with increasing GS threshold values. However, when the multicast group 

size has more than 70% of the total nodes in the graph, the mean time for a 

modification stays relatively constant for all GS threshold values.

• The second point is that for each GS threshold value, the mean CPU time decreases 

with increasing multicast group size.
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Figure 6.10

Figure 6.10 shows how the mean nodes visited per modification change with increasing 

multicast group size for different GS threshold values. There are essentially two 

important points that can be deduced from the graph of figure 6 . 1 0  i.e.

• The first point is that it essentially shows that for all multicast group sizes, the mean 

nodes visited per modification increase with increasing GS threshold values.

•  The second point is that for each GS threshold value, the mean nodes visited per 

modification decrease with increasing multicast group size.
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6.4 Summary

In this chapter, the simulation results of the effect of GS on the GSDM routing have

been presented.

• One can conclude from the graphs of figures 6.1 and 6.2 that GS is dependent on the 

GS threshold as well as on the multicast group size.

• From the graphs of figures 6.5 and 6.7, one can conclude that for all multicast group 

sizes (i.e. the multicast group size settles down around some fixed or relatively 

constant value as the number of modifications is increased from 1 to 1000), 

increasing the GS threshold and consequently the GS, increases the mean 

inefficiency slightly, with the bigger increase being shown when the multicast group 

is sparse.

• From figures 6.3 and 6.4, it is clear that the GSDM algorithm scales well in terms of 

its time complexity as the GS threshold and consequently the mean GS is increased, 

as is demonstrated by there being only a slight rise in both the CPU time for a 

modification and the mean number of nodes visited per modification. Also figures 

6.9 and 6.10 have shown that the CPU time and the mean nodes visited per 

modification respectively, increase modestly with increasing GS threshold and 

consequently with increasing GS, for all multicast group sizes.

• An important conclusion to be drawn from these results is that increasing the GS 

threshold from 0.0 to 0.8 and consequently the GS, significœitly reduces the mean 

packet copies per node when 50% or more of the total nodes in the graph are in the 

multicast group.

• The main conclusion to be drawn from all these results is that the cost in terms of the 

mean CPU time as well as the mean number of nodes visited per modification and 

the slight increase in the mean inefficiency, is quite low and yes, it is worth using GS 

for dynamic point-to-multipoint routing which has significant benefits in reducing the 

mean packet copies per node, when the multicast group occupancy is high.

• For the network designer wishing to take GS into account, it would be better to use 

a GS threshold of about 0.5 as this would reduce the mean packet copies per node 

when the multicast occupancy is high i.e. 50% or more of the total nodes in the 

graph are in the multicast group.
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Chapter 7 

Comparison of Dynamic Multicast Routing 

Algorithms: Simulation Results

This chapter presents a detailed performance comparison of the GSDM routing 

algorithm [Kadirire_94] described in chapter 4 against the more practical dynamic 

multicast routing algorithms i.e., the Greedy algorithm [Waxman_88], the Source 

Rooted Shortest Path (SP) algorithm and the Source Rooted Naive Shortest Path (NSP) 

routing algorithm [Doar_93a], described in chapter 3, in order to show their relative 

merits. Tanaka and Huang [Tanaka_93] showed that in a single source or multiple 

source dynamic multicast group(s), the Weighted Greedy algorithm (WGA) does not 

perform better than the Greedy algorithm under real traffic conditions. They concluded 

that the WGA does not perform well for both single source and multiple source cases 

because the weight © does not significantly affect the performance and alternative 

algorithms should be considered. For this reason, one has decided not to implement both 

the WGA and the Greedy algorithm, but rather concentrate on just the Greedy algorithm 

as it would be slightly easier to implement. Simulation results over random graphs that 

demonstrate the performance of these algorithms in terms of the performance evaluation 

criteria outlined in chapter 4, section 4.4.5, are presented. The simulation environment is 

the same as the one described in chapter 5, section 5.1 with the exception that the 

graphs used for simulating the computer networks had an average node degree of 3. The 

justification for this has already been discussed in the simulation environment of section 

5.1.

The investigation is presented as follows:

Section 7.1 presents the simulation results of the GSDM, Greedy, NSP and SP 

algorithms on average degree random graphs with a mean node degree of 3.

• In section 7.1.1, the performance of the GSDM, Greedy, NSP and SP algorithms, in 

terms of their mean inefficiencies is investigated.
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• In section 7.1.2, the performance of the GSDM, Greedy, NSP and SP algorithms, in

terms of their mean packet copies per multicast tree and per node is investigated.

• In section 7.1.3, the performance of the GSDM, Greedy, NSP and SP algorithms, in

terms of their run time complexities is investigated.

Section 7.2 presents the simulation results of the GSDM, Greedy, NSP and SP 

algorithms on hierarchical random graphs with 3 hierarchies and a mean node degree of 

3.

• In section 7.2.1, the performance of the GSDM, Greedy, NSP and SP algorithms, in 

terms of their mean inefficiencies on hierarchical random graphs is investigated.

• In section 7,2.2, the performance of the GSDM, Greedy, NSP and SP algorithms, in 

terms of their mean packet copies per multicast tree and per node on hierarchical 

random graphs is investigated.

• In section 7.2.3, the performance of the GSDM, Greedy, NSP and SP algorithms, in

terms of their run time complexities on hierarchical random graphs is investigated.

In section 7.3, a summary of the performance of the GSDM, Greedy, NSP and SP 

algorithms is presented.

7.1 Simulation Results On Average Degree Random Graphs

This section presents the simulation results of the relative merits of the GSDM, Greedy, 

NSP and SP algorithms in terms of their mean inefficiencies, mean packet copies per 

node and the run time complexity based on the mean CPU time and mean number of 

nodes visited per modification.
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7.1.1 Comparison results of the mean inefficiencies
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Figure 7.1 (a)
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Figure 7.1 (b)

Figure 7.1 shows how the mean inefficiencies of the GSDM , Greedy, SP and NSP 

algorithms change as the mean number o f nodes in the graph is increased from 2 0  nodes 

to 150 nodes when 50% of the total nodes in the graph are in the multicast group.
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Figures 7.1 (a) and 7.1 (b) are essentially the same graph, but the mean inefficiency plot 

of the SP algorithm has been removed to try and magnify the plots of the other three 

algorithms. The mean inefficiency for the GSDM algorithm rises from 1.06 to 1.08 as 

the mean nodes in the graph is increased from 20 nodes to 150 nodes. However, in 

general, when there are 50 nodes to 150 nodes in the graph, the trend is that of falling 

mean inefficiency with increasing mean number of nodes in the graph, i.e. increasing size 

of the network. The Greedy algorithm’s mean inefficiency rises from 1.07 to 1.08 as the 

mean number of nodes in the graph is increased from 20 nodes to 150 nodes. However, 

in general, when there are 50 nodes to 150 nodes in the graph, the trend is that of falling 

mean inefficiency with increasing mean number of nodes in the graph. The SP’s mean 

inefficiency is the worst of the four algorithms’ inefficiencies and the NSP has the 

second worst inefficiency of the four algorithms. Both the SP’s and NSP’s mean 

inefficiencies increase with increasing mean number of nodes in the graph. The practical 

importance of this graph is that it shows that the SP algorithm does not scale well, 

showing a significant rise in inefficiency as the size of the network is increased. The 

Greedy and GSDM scale well with increasing size of the network, showing only a 

modest increase in inefficiency and the NSP scales a lot better than the SP, but not as 

well as the Greedy and GSDM algorithms. One also sees that the GSDM is the most 

efficient of the four dynamic multicast algorithms.

Figure 7.2 shows how the standard deviations of the mean inefficiencies of the four 

algorithms change with increasing mean number of nodes in the graph. The SP’s 

standard deviation of mean inefficiency is the highest and tends to increase with 

increasing mean number of nodes in the graph. The NSP’s standard deviation is the 

second highest and decreases with increasing mean number of nodes in the graph. As for 

the GSDM’s and Greedy’s standard deviation of mean inefficiencies, there is no 

difference, as can be seen by the two plots overlaid (indistinguishable) on top of each 

other and they both decrease with increasing mean number of nodes in the graph and are 

quite close to the mean inefficiencies.
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The conclusion to be drawn from this is that the SP performance gets slightly worse 

with increasing mean number of nodes in the graph. However, as for the NSP, Greedy 

and GSDM, their performance in terms of mean inefficiency gets more reliable as the 

mean number of nodes in the graph is increased from 2 0  nodes to 150 nodes.

A one-sided hypothesis t-test was performed on the mean inefficiencies of the 

GSDM and Greedy algorithms when tested on average degree random graphs with a 

mean node degree of 3 and mean number of nodes ranging from 2 0  nodes to 150 nodes, 

with the null hypothesis that the mean inefficiency of the GSDM algorithm is the same as 

the Greedy’s mean inefficiency and the alternative hypothesis being that the mean 

inefficiency of the GSDM is lower than the Greedy algorithm’s mean inefficiency i.e..

H o  : | I ( G S D M )  =  M-(Greedy)

H j  ; j l ( G S D M )  <  Greedy)

mean inefficiencies for the GSDM and Greedy algorithms for 10 independent 
simulation runs on average degree graphs with mean number of nodes ranging from 
20 to 150 when 50% of the total nodes are in the multicast group

2 0  nodes : 50 nodes 10 0  nodes 150 nodes |
GSDM mean inefficiencv T06 I T 0 9 1.09 1.08 1

Greedv mean inefficiencw 1.07 ' 1.11 1 .10 1.08 j
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Using the mean inefficiencies in the table above, the null hypothesis was rejected in 

favour of the altemati\e hypothesis at the 5% significance level i.e. the GSDM mean 

inefficiency is significantly lower than the Greedy's mean inefficiency when 50% of the 

total nodes in the graph are in the multicast group. One assumes that the mean 

inefficiencies are normallv distributed.
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Figure 7.3 shows how the GSDM. Greedy. SP and NSP algorithms’ mean inefficiencies 

change as the size of the multicast group is increased on a 2 0  node random graph. 

Figures 7.3 (a) and 7.3 (b) are essentially the same graph, but the SP plot has been 

removed from figure 7.3 (b) to try and magnify the plots of the other algorithms. The SP 

mean inefficiency is the worst, rising almost linearly with increasing multicast group size. 

From figure 7.3 (b), it is evident that the NSP mean inefficiency rises with increasing 

multicast group size and the Greedy algorithm’s mean inefficiency seems to fall slightly 

with increasing multicast group size. The main conclusion to be drawn from this graph is 

that the GSDM ’s and Greedy’s mean inefficiencies are roughly equal and stay relatively 

constant as the size of the multicast group is increased. The performance of the NSP is 

also quite good, although its inefficiency increases with increasing multicast group size. 

As for the GSDM. its mean inefficiency is quite high when 20% or less of the total 

nodes in the graph are in the multicast group. However, when the multicast group size is 

changed from 20% to 80% of the total nodes in the graph, the GSDM ’s mean 

inefficiency is quite low and falls with increasing multicast group size.
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Figure 7.4 shows how the GSDM. Greedy. SP and NSP algorithms’ mean inefficiencies 

change as the size of the multicast group is increased on a 50 node random graph.
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Figures 7.4 (a) and 7.4 (b) are essentially the same graph, but the SP plot has been 

removed from figure 7.4 (b) to try and magnify the plots of the other algorithms. The SP 

mean inefficiency is the worst, rising almost linearly with increasing multicast group size.
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From figure 7.4 (b), it is evident that the NSP mean inefficiency rises with increasing 

multicast group size and the Greedy algorithm’s mean inefficiency, decreases slightly 

with increasing multicast group size. As for the GSDM, its mean inefficiency is quite 

high when 2 0 % or less of the total nodes in the graph are in the multicast group. 

However, when the multicast group size is changed from 20% to 80% of the total nodes 

in the graph, the G SD M ’s mean inefficiency is quite low and falls with increasing 

multicast group size. Clearly, the SP and NSP do not scale well with increasing multicast 

group size and for ATM networks, it would be better to use the GSDM or Greedy 

algorithms since their performance in terms of inefficiency improves with increasing 

multicast group occupancy.

The main conclusions from these graphs on the comparison of the simulation results of 

the mean inefficiencies are;

• The SP algorithm is consistently worse than the NSP. Greedy and GSDM 

algorithms.
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• The GSDM and Greedy algorithms have broadly similar performances in terms of 

their inefficiencies and remain relative^ stable as the problem size increases. The 

NSP also has broadly similar performances as the GSDM and Greedy algorithms, 

although its inefficiency is much higher and increases with increasing problem size.

• The GSDM algorithm generally performs as well or better than the other algorithms 

in terms of its mean inefficiency and shows definite improvements in inefficiency as 

the problem size increases. When 509c of the total nodes in the graph are in the 

multicast group, the GSDM algorithm performs significanth' better than the Greedy 

algorithm as the mean number of nodes in the graph are increased from 2 0  nodes to 

150 nodes.

• The GSDM algorithm does not perform as well as the others for sparse graphs when 

the multicast group occupancy is low i.e. less than 2 0 T  of the total nodes in the 

network are in the multicast group.

7.1.2 Comparison results of the mean packet copies
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Figure 7.5

From figure 7.5. one can see that for all four algorithms, the mean packet copies per 

multicast tree increases with increasing mean number of nodes in the graph. The SP
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algorithm has the highest mean packet copies per multicast tree, the NSP the second 

highest and the Greedy and GSDM algorithms have more or less the same mean packet 

copies per multicast tree which are indistinguishable in the graph.
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Figure 7.6

Figure 7.6 shows how the standard deviation of mean packet copies per multicast tree 

versus the mean number of nodes in the graph changes when 50% of the total nodes in 

the graph are in the multicast group. One can deduce from these results that the four- 

algorithms become less and less stable in terms of the mean packet copies per multicast 

tree as the size of the network is increased.

From figure 7.7, one can see that for all three algorithms, the mean packet copies 

per node increases with increasing mean number of nodes in the graph. The NSP 

algorithm has the highest mean packet copies per node, the Greedy and GSDM 

algorithms have more or less the same mean packet copies per node which are 

indistinguishable in the graph. The GS threshold value used for the GSDM algorithm 

was 0.0 and if one wanted to improve the GSDM ’s mean packet copies per node, a GS 

threshold value of 0.5 could be used, although this would result in a slightly higher 

mean inefficiency as discussed in chapter 6 .
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Figure 7.7

The SP mean packet copies per node has not been shown in the graph because it was 

assumed that the source node made separate copies for each node in the multicast group 

and so all the copies would fan out from the source node.
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From  figure 7.8, one can see that for all three algorithm s, the standard deviation o f mean 

packet copies per node increases with increasing mean num ber o f nodes in the graph. 

The NSP algorithm has the highest standard deviation o f mean packet copies per node 

and the Greedy and OS DM algorithms have more or less the same standard deviation of 

mean packet copies per node. One can deduce from  these results that the three 

algorithms become less and less stable in term s o f the mean packet copies per node as 

the mean num ber of nodes in the graph is increased.

mean nodes in the 
graph = 20 nodes

mean nodes in graph = 
50 nodes

mean nodes in graph = 
100 nodes

mean 
copies 

per node

mean cop 
confidence 

limits

mean 
copies per 

node

m ean cop. 
confidence 

limits

mean 
copies per 

node

mean cop. 
confidence 

limits
GSD

M
&29 0.25 -> 

0 3 3
0 3 5 0.31 -> 

0 3 9
0 3 7 0.33 -> 0.41

GRE
ED Y

&29 0.26 -> 
0 3 3

0.34 0.30 -> 
0 3 8

0.37 0.32 -> 0.41

NSP 0 3 9 0.34 -> 
0.43

0.43 0.37 ->
0.49

0.44 0.37 -> 0.51

Table of mean packet copies 

for increasing mean number

per node and mean packet 

of nodes in the graph with 

the multicast group 

Table 7.1

copies’ confidence limits 

50 % of the total nodes in

Table 7.1 gives an alternative view o f how the GSDM , Greedy and NSP algorithm s' 

mean packet copies per node changes with increasing mean number o f nodes in the 

graph when 50% of the total nodes in the graph are in the m ulticast group. It shows how 

for each algorithm, the mean num ber o f packet copies per node increases with increasing 

mean num ber o f nodes in the graph.

Figure 7.9 shows how the mean packet copies per tree for the GSDM , Greedy, 

N SP and SP algorithms changes with increasing m ulticast group size on a 50 node 

random  graph. One can see that for each algorithm, the mean packet copies per tree 

increases with increasing multicast group size, w ith the S P ’s mean packet copies per tree 

rising almost linearly with increasing multicast group size.
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Figure 7.9

The N SP’s mean packet copies per tree is the second highest and the G SDM ’s and 

Greedy’s mean packet copies per tree are more or less the same and are 

indistinguishable in the graph.
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Figure 7.10 shows how the mean packet copies per node for the GSDM, Greedy and 

NSP algorithms changes with increasing multicast group size on a 50 node random 

graph. One can see that for each algorithm, the mean packet copies per node increases 

with increasing multicast group size, with the NSP having the highest number of mean 

packet copies per node. The Greedy’s mean packet copies per node is lower than the 

GSDM’s when the multicast group has 30% or less of the total nodes in the graph. 

However, when the multicast group size has 30% or more of the total nodes in the 

graph, the GSDM’s mean packet copies per node is lower than the Greedy’s mean 

packet copies per node.

The main conclusions from these graphs on the comparison of the simulation results 

of the mean packet copies are:

• The SP algorithm is consistently worse than the NSP, Greedy and GSDM algorithms 

in terms of its mean packet copies per tree and per node.

• The GSDM and Greedy algorithms have broadly similar performances in terms of 

their packet copies per tree and per node. They show a slight increase in their packet 

copies per node as the problem size increases and this demonstrates that the 

algorithms scale well. The NSP also has broadly similar performance characteristics 

as the GSDM and Greedy algorithms, although its packet copies per node is much 

higher.

• The GSDM algorithm does not perform as well as the Greedy algorithm in terms of 

packet copies, for sparse graphs, when the multicast group occupancy is low i.e. less 

than 30% of the total nodes in the network are in the multicast group. It however, 

performs consistently better than the SP and NSP algorithms.
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7.1.3 Comparison results of the run time complexities
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Figure 7.11

Figure 7 .1 1 gives another view of looking at the complexity of these four algorithms by 

plotting the number of nodes each algorithm visits per modification. The SP and NSP 

algorithms have a worst case run time complexity of O(n') [HopcroftJ, where n is the 

number of nodes in the graph. The GSDM algorithm has a worst case run time 

complexity of O(n') as was shown in chapter 4. section 4.4.5.3. It is not possible to tell 

what the complexities of the algorithms are from this graph alone. However, it is clear 

that the GSDM is the slowest, the Greedy is the second slowest, the NSP is the third 

slowest and the SP is the fastest of the four algorithms.
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Figure 7.13

If one takes figure 7.11 which shows the way the mean nodes visited per modification 

versus the mean number of nodes in the graph varies, and plots the ratio of the KMB's 

to the other algorithms' mean nodes visited per  modification for the same mean number
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o f  nodes in the graph, the graphs of figures 7.12 and 7.13 are produced. The graph of 

figure 7.12 shows the K2v4B/NSP and ICMB/SP plots curving upwards as the mean 

number of  nodes in the graph is increased. The graph of figure 7.13 shows the 

KMB/GSDM and KdVIB/Greedy plots increasing in a straight line as the mean number o f  

nodes in the graph is increased. This demonstrates that, as the problem size is increased 

the gap between the nodes visited per modification by the KMB algorithm compared to 

the NSP. SP, GSDM and Greedy algorithms increases. One can therefore deduce from 

this result that the run time complexity of the NSP, SP, GSDM and Greedy algorithms is 

lower than the run time complexity of the KMB algorithm. If the run time complexity of 

the NSP, SP, GSDM and Greedy algorithms’ were the same as that of the KMB 

algorithm's run time complexity, the four plots would be parallel to the x-axis and if it 

was higher than that of the KM B’s, the plots would cun'e downwards as the size of the 

graph increased.
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Figure 7.14

If one takes two functions f(x) and g(y) which are related in some way and plots f(.x) 

against g(y) to produce a straight line, it is true that . y  = /  ' ‘(g(y)>. For example, i f  one 

were to plot .v against y", and the plot was a straight line, then .v = O'y')- In the graph of
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figure 7.14, the 'mean nodes visited per modification’ by the GSDM. Greedy, NSP and 

SP algorithms was plotted against (the mean nodes in graph)', and produced a straight 

line. One can therefore estimate that the GSDM, Greedy, NSP and SP algorithms have a 

run time complexity of 0{n'), where n is the total nodes in the graph. This result already 

confirms the already known worst case run time complexities of the SP, NSP [Hopcroft] 

and GSDM algorithms, which are 0 ( n )
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Using the same argument used for the graph of figure 7.14, the KMB’s ‘mean nodes 

visited per modification ' was plotted against the (the mean nodes in graphf, to produce 

the graph of figure 7.15. The plot of figure 7.15 of the KMB’s ‘mean nodes visited per 

modification' against the (the mean nodes in graph)' curves upwards, demonstrating 

that the complexity of the KMB algorithm is higher than O(n^).

Algorithm estimated worst case run time complexity
GSDM O(n')
Greedv O(n')
NSP O(n-)
SP O(n')
Table of estimated worst case run time complexities for the GSDM, Greedy, NSP

and SP algorithms 

Table 7.2
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Table 7.2 gives a summar\- of the estimated worst case run time complexities of the 

GSDM, Greedy, NSP and SP algorithms. As can be seen from the table, all four 

algorithms have an estimated run time complexity of O(n'), where n is the number of 

nodes in the graph.
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Figure 7.16

Figure 7.16 shows how the mean number of nodes visited per modification varies as the 

multicast group size is increased on a 2 0  node random graph with a mean node degree 

of 3. It is evident that the GSDM visits the highest number of nodes per modification 

and the Greedy algorithm visits the second highest number of nodes per modification. 

For both the Greedy and GSDM algorithms, the mean number of nodes visited is highest 

when the multicast group membership is sparse and the algorithms visit increasingly less 

nodes as the multicast group membership becomes more dense. As for the NSP 

algorithm, the mean number of nodes it visits increases with increasing multicast group 

size and the SP’s mean number of nodes visited remains more or less constant and is the 

lowest.
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Figure 7.17

Figure 7.17 shows how the mean number of nodes visited per modification varies as the 

multicast group size is increased on a 50 node random graph with a mean node degree 

of 3. It is evident that the GSDM visits the highest number of nodes per modification 

and the Greedy algorithm visits the second highest number of nodes per modification. 

For both the Greedy and GSDM algorithms, the mean number of nodes visited is highest 

when the multicast group membership is sparse and the algorithms visit increasingly less 

nodes as the multicast group membership becomes more dense. As for the NSP 

algorithm, the mean number of nodes it visits increases with increasing multicast group 

size and the SP's mean number of nodes visited remains more or less constant and is the 

lowest.
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Figure 7.18

Figure 7.18 shows that for the GSDM. Greedy and NSP algorithms, the mean CPU time 

increases with increasing mean number of nodes in the graph. The GSDM algorithm has 

the highest mean CPU time, the Greedy algorithm has the second highest and the NSP 

has the lowest mean CPU time per modification. The mean CPU time of the SP 

algorithm has not been included because it was effectively zero.
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Figure 7.19 shows how the mean CPU time of the GSDM. Greedy and NSP algorithms 

varies as the multicast group size is increased on a 20 node random graph. Again the SP 

mean CPU time has not been included because it was effectively zero. One can see that 

for the GSDM and Greedy algorithms, the mean CPU time decreases with increasing 

multicast group size and that the GSDM ’s mean CPU time is higher than the Greedy's 

mean CPU time. As for the NSP algorithm, its mean CPU time increases with increasing 

mean number of nodes in the graph and is the lowest of the three algorithms.
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Figure 7.20

Figure 7.20 shows how the mean CPU time of the GSDM. Greedy and the NSP 

algorithm varies as the multicast group size is increased on a 50 node random graph. 

Again the SP mean CPU time has not been included because it was effectively zero. One 

can see that for the GSDM and Greedy algorithms, the mean CPU time decreases with 

increasing multicast group size and that the GSDM ’s mean CPU time is higher than the 

Greedy’s mean CPU time. As for the NSP algorithm, its mean CPU time increases with 

increasing mean number of nodes in the graph.

The main conclusions from these graphs on the comparison of the simulation results of 

the mean time and mean nodes visited per modification on hierarchical random graphs 

are:
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• The SP algorithm visits the least number of nodes per modification and has the 

lowest CPU time per modification. It has a worst case run time complexity of O(n'), 

where n is the total nodes in the graph [Hopcroft], [Dijkstra], which is in agreement 

with its estimated worst case run time complexity of O(n^), shown in figure 7.14.

• The NSP algorithm visits the second least number of nodes per modification and has 

the second lowest CPU time per modification. It has a worst case run time 

complexity of O(n'), where n is the total nodes in the graph [Hopcroft], [Dijkstra], 

which is in agreement with its estimated worst case run time complexity of O(n'), 

shown in figure 7.14.

• The Greedy algorithm takes less time per modification and also visits less nodes per 

modification than the GSDM algorithm. However, their estimated worst case run 

time complexities from figure 7.14 are the same and have been shown to be O(n').

7.2 The Effect of Hierarchical Graphs on the SP, NSP, 

Greedy and GSDM routing algorithms

This section presents the simulation results of the relative merits of the GSDM, Greedy, 

NSP and SP algorithms in terms of their mean inefficiencies, mean packet copies per 

node and the run time complexity based on the mean CPU time and mean number of 

nodes visited per modification when run on hierarchical random graphs with 3 

hierarchies and a mean node degree of 3.
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7.2.1 Comparison results of the mean inefficiencies on

hierarchical random graphs with 3 hierarchies
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Figure 7.21 shows how the mean inefficiencies of the GSDM. Greedy, SP and NSP 

algorithms change as the mean number of nodes in the hierarchical graph with 3 

hierarchies, is increased from 20 nodes to 100 nodes when 50% of the total nodes in the 

hierarchical graph are in the multicast group. Figures 7.21 (a) and 7.21 fb; are 

essentially the same graph, but the mean inefficiency plot of the SP algorithm has been 

removed from figure 7.21 (b) to tr\' and magnify the plots of the other three algorithms. 

The graphs show that the GSDM has the lowest mean inefficiency, the Greedy algorithm 

has the second lowest, the NSP has the third lowest and the SP has the worst 

inefficiencv of the four algorithms.
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Figure 7.22 (a)

Figure 7.22 shows the how the standard deviations of the mean inefficiencies of the four 

algorithms change with increasing mean number of nodes in the hierarchical graph. 

Figures 7.22 (a) and 7.22 (b) are essentially the same graph, but the SP's plot has been 

removed from figure 7.22 (b) to try and magnify the plots of the other algorithms' 

standard deviation of mean inefficiencies.
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Figure 7,22 (b)

The SP's standard deviation of mean inefficiency is the highest and tends to increase 

with increasing mean number of nodes in the graph. The NSP’s standard deviation is the 

second highest and decreases with increasing mean number of nodes in the graph. As for

the GSDM's and Greed} "s standard deviation of mean inefficiency, there is no

difference, from when there are 50 nodes to 100 nodes in the hierarchical graph, but 

from when the hierarchical graph has 20 nodes to 50 nodes, the GSDM 's standard 

deviation of mean inefficiency is lower than the Greedy"s. Also, both the G SDM ’s and 

Greedy's standard deviation of mean inefficiency decreases with increasing mean 

number of nodes in the hierarchical graph and are quite close to the mean inefficiencies. 

The conclusion to be drawn from this is that the SP performance is not as reliable as the 

other algorithms and gets worse with increasing mean number of nodes in the 

hierarchical graph. However, as for the NSP. Greedy and GSDM. their performance in 

terms of mean inefficiency gets more reliable as the mean number of nodes in the

hierarchical graph is increased from 2 0  nodes to 100  nodes.

One-sided hypothesis t-tests were performed on the mean inefficiencies of the 

GSDM. Greedy. NSP and SP algorithms when simulated on average degree random 

graphs with a mean node degree of 3 and mean number of nodes ranging from 2 0  nodes
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to 100 nodes, with the null hypothesis that the mean inefficiencies of the GSDM, 

Greedy. NSP and SP algorithms is the same when run on ordinary random graphs as it is 

when run on hierarchical random graphs with 3 hierarchies and the alternative 

hypothesis being that the mean inefficiency of the GSDM, Greedy, NSP and SP is higher 

than when run on ordinary random graphs as it is when run on hierarchical random 

graphs. In these tests, it was found that the GSDM, Greedy and NSP algorithms had a 

lower mean inefficiency when run on hierarchical random graphs than when run on 

ordinary random graphs when 50% of the total nodes in the random and hierarchical 

random graphs were in the multicast group. However, for the SP algorithm, it was 

found that the mean inefficiency tends to get slightly higher for hierarchical random 

graphs than for ordinary average degree random graphs.

The main conclusions from these graphs on the comparison of the simulation results of 

the mean inefficiencies are:

• The SP algorithm is consistently worse than the NSP, Greedy and GSDM algorithms 

in terms of its mean inefficiency.

• The GSDM and Greedy algorithms have broadly similar performances in terms of 

their inefficiencies and remain relatively stable as the problem size increases. The 

NSP also has broadly similar performances as the GSDM and Greedy algorithms, 

although its inefficiency is much higher and increases with increasing problem size.

• The GSDM algorithm performs significantly better than the Greedy, NSP and SP 

algorithms when 50% of the total nodes in the graph are in the multicast group, as 

the mean number of nodes in the graph is increased from 20 nodes to 100 nodes.

• The GSDM, Greedy and NSP algorithms perform better on hierarchical random 

graphs than on normal average degree random graphs.
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7.2.2 Comparison results of the mean packet copies on

hierarchical random graphs with 3 hierarchies
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hierarchical graph when 50% of the total nodes in the hierarchical graph are in
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Figure 7.23

From figure 7.23. one can see that for all four algorithms, the mean packet copies per 

multicast tree increases with increasing mean number of nodes in the hierarchical graph. 

The SP algorithm has the highest mean packet copies per multicast tree, the NSP the 

second highest and the Greedy and GSDM algorithms have more or less the same mean 

packet copies per multicast tree, the plots of which are indistinguishable in figure 7.23.

From figure 7.24, one can see that for all four algorithms, the standard deviation of 

mean packet copies per multicast tree increases with increasing mean number of nodes 

in the hierarchical graph. The SP algorithm has the highest standard deviation of mean 

packet copies per multicast tree, the NSP the second highest and the Greedy and GSDM 

algorithms ha\e more or less the same standard deviation of mean packet copies per 

multicast tree. One can deduce from these results that the four algorithms become less
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and less srable in terms of the mean packet copies per multicast tree as the network size 

IS increased.
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From figure 7.25, one can see that for ail three algorithms, the mean packet copies per 

node increases with increasing mean number of nodes in the hierarchical graph. The 

NSP algorithm has the highest mean packet copies per node. The Greedy and GSDM 

algorithms have more or less the same mean packet copies per node which are almost 

indistinguishable in the graph, although the GSDM ’s mean packet copies per node is 

slightly higher than the Greedy’s when the mean number of nodes in the graph is 20 

nodes and slightly lower than the Greedy’s when the mean number of nodes in the 

hierarchical graph is 50 nodes and 100 nodes.
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Figure 7.26

From figure 7.26, one can see that the NSP has the highest standard deviation of mean 

packet copies per node which rises with increasing mean number of nodes in the 

hierarchical graph. The G SDM ’s and Greedy’s standard deviation of mean packet copies 

per node is more or less the same, increasing with increasing mean number of nodes in 

the hierarchical graph, although the GSDM ’s standard deviation of mean packet copies 

per node is slightly higher than the Greedy’s when the mean number of nodes in the 

graph is 20 nodes.
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The main conclusions from these graphs on the comparison of the simulation results of

the mean packet copies per node on hierarchical random graphs are;

• The SP algorithm is consistently worse than the NSP, Greedy and GSDM algorithms 

in terms of its mean packet copies per tree.

• The GSDM and Greedy algorithms have broadly similar performances in terms of 

their mean packet copies per node and remain relatively stable as the problem size 

increases. The NSP also has broadly similar performances as the GSDM and Greedy 

algorithms, although its mean packet copies per node is much higher.

7.2.3 Comparison results of the run time complexities on 

hierarchical random graphs with 3 hierarchies
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Figure 7.27

From figure 7.27, one can infer that the SP is the fastest algorithm, followed by the 

NSP, then the Greedy and finally the GSDM algorithm, when performing a modification. 

This confirms the results of figures 7.12. 7.13 and 7.14, in which the complexities of 

these algorithms were estimated to be 0(n'i. where n is the number of nodes in the 

graph.
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7.3 Sum m ary

A comparison of the simulation results for the GSDM, Greedy, NSP and SP algorithms 

has been given in this chapter where the algorithms have been simulated on random and 

hierarchical random graphs with a mean node degree of three. It has been shown that:

• When 50% of the total nodes in the graph were in the multicast group, the GSDM, 

Greedy and NSP algorithms performed significantly better on hierarchical random 

graphs than they did on random graphs in terms of their mean inefficiencies. The 

GSDM had the lowest mean inefficiency, the Greedy algorithm had the second 

lowest, the NSP had the third lowest and the SP had the worst mean inefficiency of 

the four dynamic multicast routing algorithms.

• The mean inefficiencies of these algorithms increased with increasing network size 

(i.e. mean number of nodes in the graph) and the standard deviations and 95% 

confidence limits were quite close to the mean inefficiencies. The GSDM algorithm 

showed the smallest increase in inefficiency and the SP showed the highest increase 

in inefficiency. One can therefore conclude from these simulation results that the 

GSDM and Greedy algorithms scale well with respect to network size, but the SP 

algorithm does not scale well and would therefore be inappropriate for wide-area 

ATM networks if the prime consideration was to utilise the network resources 

efficiently. As for the NSP, it scales much better than the SP, but not as well as the 

GSDM and Greedy algorithms.

• When the multicast group size was increased on 20 and 50 node random graphs, the 

SP and NSP algorithms' mean inefficiencies increased with increased multicast 

group size. The GSDM and Greedy algorithms’ mean inefficiencies decreased with 

increasing multicast group size, showing a higher mean inefficiency when the 

multicast group membership was sparse. The GSDM’s mean inefficiency was 

particularly high when about 10% of the total nodes in the graph were in the 

multicast group, but from when the multicast group had about 20% or more of the
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total nodes in the graph, its mean inefficiency was very good, performing even better 

than the Greedy algorithm’s mean inefficiency.

The GSDM and Greedy’s mean packet copies were found to be more or less the 

same as the mean number of nodes in the graph and the multicast group sizes were 

changed. The SP algorithm had the worst mean packet copies per multicast tree and 

the NSP had the second highest mean packet copies per multicast tree. For all four 

algorithms, the mean packet copies per tree and per node increased with increasing 

mean number of nodes in the graph and also with increasing multicast group size. 

The increase in mean packet copies per node for the GSDM, Greedy and NSP was 

very slight, showing that these algorithms scale reasonably well in terms of the mean 

packet copies per node.

All the four algorithms i.e. GSDM, Greedy, NSP and SP were estimated to have a 

worst case run time complexity of O(n'), where n is the mean number of nodes in the 

graph. Despite having the same run time complexity, the SP is still the fastest 

algorithm and the GSDM is the slowest, in terms of the mean time per modification 

as well as the mean number of nodes visited per modification.

173



Chapter 8

Conclusions

The non-trivial problem of providing efficient dynamic multicast routing in wide-area 

ATM networks has been investigated in this thesis. The motivating factor of the research 

in this thesis has been the design and implementation of an efficient dynamic multicast 

routing algorithm for wide-area ATM networks, called the ^Geographic Spread 

Dynamic Multicast* (GSDM) routing algorithm. The criteria used for measuring the 

performance of the routing algorithm(s) were the inefficiency, packet copies per node, 

run time complexity and scalability. The design of the GSDM algorithm was based on 

a concept of local re-routing of the multicast connections which has proved to be very 

effective, as well as on the idea of "Geographic Spread' (GS), a concept based on the 

idea of spreading out the multicast connections geographically, to aid in the routing of 

multicast connections. The other main dynamic multicast routing algorithms proposed in 

the literature for wide-area ATM dynamic multicast routing i.e. the NSP, SP and Greedy 

algorithms, have also been implemented so that the performance of the GSDM algorithm 

can be compared against these practical dynamic algorithms.

This final chapter summarises the main conclusions which can be drawn from the 

preceding chapters, and gives justification for the relevance and vahdity of the network 

models and performance evaluation criteria used to support the research in this thesis. It 

also details the main contributions of this thesis and gives directions for future research.

8.1 Discussion

As more broadband ATM networks are being deployed, applications like multimedia 

conferencing, high definition television distribution, etc., which require high transmission 

bandwidth as well as high-speed switching and processing are becoming increasingly 

common. This means that multicast is also becoming increasingly important and
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broadband ATM networks must have a framework capable of supporting multicast for 

efficient utilisation of the network resources.

In this thesis, the problems and requirements of routing dynamic point-to-multipoint 

connections in wide-area ATM networks have been established and an investigation has 

been carried out into how to route multicast connections in an efficient way. Dynamic 

multicast routing in wide-area ATM networks is a formidable problem which can be 

likened to the Steiner tree problem (STP) in graphs which is NP-complete [Karp]. None 

of the dynamic algorithms which have been investigated, including the GSDM algorithm, 

addresses the problem of cell inter-leaving or cell de-multiplexing when the multicast 

group has multiple sources. This is therefore an outstanding problem in ATM multipoint 

routing, which still needs to be addressed. The unique idea of Geographic Spread (GS) 

has been introduced and its effect on dynamic multicast routing has been investigated.

In this thesis, one has not been primarily concerned with the QOS issues, nor with 

the maintenance and updating of the routing tables, but instead, the main focus of this 

research has been on the routing strategy, assuming that there is a perfect underlying 

system in place that takes care of the routing table updates. Likewise, it is also assumed 

that there is a system in place that makes sure that when ATM connections are re

routed, cells are not lost, duplicate cells are not permitted and the cell sequence integrity 

is maintained. It has already been shown by Cohen and Segall [Cohen_94a], 

[Cohen_94b] and by Anderson et. al., [Anderson], that ATM connections can be 

intentionally re-routed without incurring cell re-ordering or generating duplicate cells.

The methodology adopted has been simulation, based on random and ‘hierarchical’ 

random graphs, as these provide sufficient generality and one also needs to be able to 

parameterise these graphs to reflect a variety of network topologies. This ensures that 

the different routing algorithms are independent of the idiosyncrasies of any specific 

network. They also have connectivity characteristics which resemble those of real 

networks [Doar_93a], for example, they have been shown to resemble major maps of 

the Internet. This makes the use of random graphs in this thesis a valid and realistic 

alternative to real wide-area ATM networks which are currently not available.

The simulations in this thesis have been rigorous, with each simulation run having 

1000 modifications to the multicast connection. Ten simulation runs were performed for 

each plot and the means, standard deviations, and 95% confidence intervals of the
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various parameters of interest were recorded. In general, a high level of consistency 

between runs was observed.

Some of the main comparison results of the four dynamic algorithms are 

summarised in tables 8.1 to 8.7 below.

Algorithm perf. criterion multicast group size as a % of the total nodes in the graph
10% 20% 30% 40% 50% 60% 70% 80%

GSDM inefficiency 1.31 1.13 1.13 1.08 1.07 1.03 1.02 1.03
GREEDY inefficiency 1.11 1.11 1.08 1.09 1.07 1.04 1.02 1.03
NSP inefficiency 1.21 1.28 1.31 1.33 1.36 1.36 1.36 1.36
SP inefficiency 1.62 2.24 2.64 2.96 3.23 3.57 3.86 4.06

Table o ’ mean inefficiencies for different mu ticast group sizes for the GSDM,

Greedy, NSP and SP algorithms for a 50 node graph

Table 8.1

Table 8.1 shows how the mean inefficiencies of the GSDM, Greedy, NSP and SP 

algorithms change, for a 50 node random graph with an average node degree of 3, when 

the multicast group size is increased from 10% to 80% of the total nodes in the graph. It 

is clear from this table that the GSDM algorithm does not perform as well when the 

multicast group occupancy is low i.e. when 10% or less of the total nodes in the graph 

are in the multicast group. The Greedy and GSDM algorithms have broadly similar 

performances in terms of their inefficiencies and scale well with increasing multicast 

group size. The NSP and SP algorithms have higher inefficiencies which increase with 

increasing multicast group size, although the NSP’s inefficiency is relatively stable 

compared to the SP’s inefficiency.

Algorithm perf. criterion multicast group size as a % of the total nodes in the graph
10% 20% 30% 40% 50% 60% 70% 80%

GSDM copies/tree
copies/node

3.73
0.276

6.70
0.321

8.04
0.306

9.76
0.313

11.21
0.325

12.93
0.345

14.87
0.365

15.88
0.370

GREEDY copies/tree
copies/node

2.17
0.187

5.31
0.262

7.44
0.291

9.93
0.323

11.51
0.337

13.35
0.358

15.15
0.374

16.32
0.382

NSP packet/tree
copies/node

2.95
0.262

6.28
0.339

9.16
0.377

11.40
0.400

13.54
0.416

15.59
0.431

17.39
0.442

19.01
0.450

SP copies/tree 3.15 837 12.96 18.03 22.45 27.64 32.94 36.69
Table of mean packet copies per multicast tree and per node for different 

multicast group sizes for the GSDM, Greedy, NSP and SP algorithms for a 50

node graph 

Table 8.2
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Table 8.2 shows how the mean packet copies per multicast tree, as well as per node, of 

the GSDM, Greedy, NSP and SP algorithms change, for a 50 node random graph with 

an average node degree of 3, when the multicast group size is increased from 10% to 

80% of the total nodes in the graph. It can be seen that for all four algorithms, the mean 

packet copies increases with increasing multicast group size. When 30% or less of the 

total nodes in the graph are in the multicast group, the GSDM algorithm produces 

slightly more packet copies than the Greedy algorithm However, as the multicast group 

is increased from about 30% of the total nodes in the graph upwards, the GSDM 

algorithm produces less packet copies per node as well as per multicast tree than the 

Greedy algorithm In general, the performance of the GSDM and the Greedy algorithms, 

in terms of their mean packet copies per multicast tree, as well as per node, are broadly 

similar. The NSP and SP algorithms have significantly higher packet copies than the 

other algorithms and one can conclude that in terms of packet copies, the SP algorithm 

in particular, does not scale well as the multicast group size is increased. The SP mean 

packet copies per node has not been shown in the table because it was assumed that the 

source node made separate copies for each node in the multicast group, and so all the 

packet copies would fan out from the source node.

Algorithm perf. criterion multicast group size as a % of the total nodes in the graph
10% 20% 30% 40% 50% 60% 70% 80%

GSDM CPU time (s) 0.026 0.019 0.016 0.014 0.014 0.014 0.014 0.014
GREEDY CPU time (s) 0.011 0.009 0.009 0.009 0.009 0.009 0.009 0.009
NSP CPU time (s) 0.006 0.009 0.011 0.012 0.013 0.014 0.015 0.015

Table of mean CPU time (in seconds) for different multicast group sizes for the 

GSDM, Greedy, NSP and SP algorithms for a 50 node graph

Table 8.3

Table 8.3 shows how the mean CPU time per modification, of the GSDM, Greedy, NSP 

and SP algorithms change, for a 50 node random graph with an average node degree of 

3, when the multicast group size is increased from 10% to 80% of the total nodes in the 

graph. Although, it has been shown in this thesis, that the four algorithms under 

investigation have a worst case run time complexity of O(n^), where n is the number of 

nodes in the graph, it is clear from table 8.3 that the NSP algorithm is faster than the 

Greedy algorithm and the GSDM algorithm is the slowest, when it comes to computing
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the ‘best’ path to add a node to the multicast tree. However, all the three algorithms are 

very fast and would be suitable for real time dynamic multicast routing in ATM 

networks, in which the membership is expected to change quite rapidly, in applications 

like high definition television distribution. The SP mean CPU time was effectively zero 

and does not therefore appear in the table.

Algorithm perf.criterion multicast group size as a % of the total nodes in the graph
10% 20% 30% 40% 50% 60% 70% 80%

GSDM nodes visited 3762.
28

2064.
03

1347.
45

1033.
00

902.4
6

815 757.3
2

719.5
2

GREEDY nodes visited 1604. 802.0 530.8 415.4 352.4 320.3 295.5 282.2
52 8 9 0 7 6 9 5

NSP nodes visited 80.55 110.7
0

126.9
7

131.5
4

137.1
0

142.4
9

145.4
3

142.1
8

SP nodes visited 50.55 50.55 50.55 50.55 50.55 50.55 50.55 50.55
Table of mean nodes visited for different multicast group sizes for the GSDM, 

Greedy, NSP and SP algorithms for a 50 node graph 

Table 8.4

Table 8.4 shows how the mean nodes visited per modification by the GSDM, Greedy, 

NSP and SP algorithms changes, for a 50 node random graph with an average node 

degree of 3, when the multicast group size is increased fi'om 10% to 80% of the total 

nodes in the graph. Although, it has been shown in this thesis, that the four algorithms 

under investigation have a worst case run time complexity of O(n^), where n is the 

number of nodes in the graph, it is clear fi“om table 8.4 that the SP visits the least 

number of nodes and the GSDM visits the highest number of nodes, when computing 

the ‘best’ path to add a node to the multicast group.

Algorithm performance criterion 20 nodes 50 nodes 100 nodes
GSDM inefficiency (random graph) 1.06 1.09 1.09

inefficiency (hierarchical graph) 1.02 1.03 1.06
inefficiency (random graph) 1.07 1.11 1.10

GREEDY inefficiency (hierarchical graph) 1.08 1.06 1.07
inefficiency (random graph) 1.18 1.24 1.25

NSP inefficiency (hierarchical graph) 1.13 1.20 1.25
inefficiency (random graph) 1.95 3.08 3.25

SP inefficiency (hierarchical graph) 2.20 3.09 3.44
Table of mean inefficiencies for the GSDM, Greedy, NSP and SP algorithms for 

random and hierarchical random graphs as the size of the graph is increased

Table 8.5
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Table 8.5 shows a comparison of the mean inefficiencies of the GSDM, Greedy, and 

NSP algorithms for random and hierarchical random graphs with a mean node degree of 

3, as the size of the graph is increased from 20 nodes to 100 nodes, when 50% of the 

total nodes in the graph are in the multicast group. It is clear that the GSDM and Greedy 

algorithms perform significantly better on hierarchical random graphs than on random 

graphs with a mean node degree of 3, when 50% of the total nodes in the graph are in 

the multicast group. It is also evident that the GSDM algorithm performs significantly 

better than the Greedy, SP and NSP algorithms for both random and hierarchical 

random graphs when 50% of the total nodes in the graph are in the multicast group. The 

NSP also performs significantly better on hierarchical random graphs than it does on 

ordinary random graphs. However, there is no significant difference in the performance 

of the SP algorithm when run on random as well as on hierarchical random graphs with 

a mean node degree of 3, when 50% of the total nodes in the graph are in the multicast 

group.

Algorithm performance criterion 20 nodes 50 nodes 100 nodes
GSDM copies/node (random graph) 0.29 0.35 0.37

copies/node (hierarchical graph) 0.36 0.34 0.37
copies/node (random graph) 0.29 0.34 0.37

GREEDY copies/node (hierarchical graph) 0.33 0.35 0.44
copies/node (random graph) 0.39 0.43 0.44

NSP copies/node (hierarchical graph) 0.42 0.44 0.45
Table of mean packet copies per node for the GSDM, Greedy, NSP and SP 

algorithms for random and hierarchical random graphs as the size of the graph is

increased 

Table 8.6

Table 8.6 shows a comparison of the mean packet copies per node for the GSDM, 

Greedy, and NSP algorithms for random and hierarchical random graphs with a mean 

node degree of 3, as the size of the graph is increased from 20 nodes to 100 nodes, 

when 50% of the total nodes in the graph are in the multicast group. All three algorithms 

scale relatively well as the problem size is increased, although the NSP has the highest 

mean packet copies per node. The performance of the GSDM and Greedy algorithms, is 

broadly similar in terms of their mean packet copies per node for both random and 

hierarchical random graphs.
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Algorithm estimated worst case run time complexity
GSDM O(n')
Greedy O(n')
NSP O(n')
SP O(n')

Table of worst case run time complexities for the GSDM, Greedy, NSP and SP

algorithms 

Table 8.7

The table of figure 8.7 shows that all the four algorithms i.e. the GSDM, Greedy, NSP 

and SP algorithms have a worst case run time complexity of 0(/i“) where n is the 

number of nodes in the graph.

8.2 Summary of Research Contributions

The main contributions of the research presented in this thesis are as follows:

8.2.1 Effect of Geographic Spread

The unique idea of spreading out the connections geographically, termed 

‘Geographic Spread’ (GS) in wide-area packet switched networks has been proposed, a 

formal definition of GS has been given and the effect of GS on dynamic multicast 

routing in wide-area ATM networks has been investigated. One has shown via multiple 

simulations using randomly generated graphs or ‘networks’, that maximising GS does 

indeed improve the performance of the GSDM routing algorithm, particularly in terms 

of the mean packet copies per node when the multicast group occupancy is high, i.e. 

50% or more of the total nodes in the graph are in the multicast group. It has also been 

shown from the simulation results in chapter 6, that for a fixed multicast group size (i.e. 

the multicast group size settles down around some fixed or relatively constant value as 

the number of modifications is increased from 1 to 1000), maximising GS, has the 

negative effect of increasing the mean inefficiency slightly, with the bigger increase 

being shown when the multicast group is sparse.
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8.2.2 The Geographic Spread Dynamic Multicast (GSDM) Routing Algorithm

Using this idea of local optimisation (i.e. local re-routing of multicast connections), as 

well as the concept of GS, a simple and efficient dynamic multicast routing algorithm, 

called the ^Geographic Spread Dynamic Multicast’ (GSDM) routing algorithm has 

been proposed and implemented. Multiple simulations were run on randomly generated 

graphs and ‘hierarchical’ graphs ranging in size from 20 nodes to 150 nodes while 

changing the multicast group size and the mean node degree. The results have shown 

that the GSDM performs very well in terms of the mean inefficiency, mean packet 

copies per node and run time complexity, particularly when the multicast group(s) is 

dense i.e. the occupancy is high. The GSDM algorithm also scales well both in terms of 

the size of the multicast group and the network. As a consequence of the simulations, 

the worst case run time complexity of the GSDM algorithm has been estimated as O(n )̂, 

where n is the number of nodes in the graph. It has also been shown by mathematical 

analysis, that the GSDM algorithm has a worst case run time complexity of O(n )̂.

8.2.3 Comparison of Dynamic Multicast Routing Algorithms

The research has also given an insight into some of the relative merits of the currently 

proposed dynamic multicast routing algorithms that could be used in wide-area ATM 

networks, namely the SP, NSP and Greedy algorithms. These algorithms have been 

implemented and compared against the GSDM algorithm. The GSDM algorithm has 

compared favourably, showing, on average, better efficiency when the multicast group is 

dense or the multicast group occupancy is high, i.e. when 509c or more of the total 

nodes in the graph are in the multicast group.

There is little doubt that the SP algorithm produces the worst inefficiency and 

packet copies due to the fact that it builds the Steiner tree(s) using a particular node as 

the source node. As a consequence, the multicast tree tends to branch out from the 

source and this results in a large number of packet copies. The GSDM and Greedy 

algorithms scale well in terms of the mean packet copies per node and are broadly 

similar in this regard. The NSP algorithm produces more packet copies than the GSDM 

and Greedy algorithms, mainly concentrated at the source node.
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The GSDM algorithm performs well both in terms of inefficiency and packet copies 

generated when the multicast group membership is dense. Although typical multicast 

applications are expected to have less than 20% of all the nodes in the network, there 

are some multicast applications like HDTV distribution of an important event like the 

football world cup, with as much as 90% of the total nodes in the multicast group. In 

such cases, the GSDM algorithm would be a good choice. Its performance, both in 

terms of inefficiency and packet copies is not as good when the multicast group 

membership is sparse.

The Greedy algorithm performs better than the GSDM algorithm when the 

multicast group membership is sparse both in terms of packet copies and inefficiency. 

However, for more dense multicast groups (i.e. 50% or more of the total nodes in the 

graph are in the multicast group), the GSDM’s mean inefficiency is significantly better 

than the Greedy’s mean inefficiency.

The standard deviations of mean inefficiencies and packet copies per node were 

small for both the GSDM and Greedy algorithms, but quite high for the NSP and SP 

algorithms. The NSP algorithm showed broadly similar performance characteristics to 

the GSDM and Greedy algorithms, although in all cases its performance was not as 

good.

The GSDM, Greedy and NSP algorithms seemed to perform better in terms of their 

mean inefficiencies when simulated on hierarchical random graph which more closely 

resemble real networks, than on random graphs with a mean node degree of 3.

The simulations suggest that all four algorithms have an estimated worst case run 

time complexity of O(n^), where n is the number of nodes in the graph. The estimated 

run time complexities of the SP and NSP are in agreement with their known run time 

complexities, published in the literature [Hopcroft], [Dijkstra], [Salama_94]. This would 

suggest that the method used for estimating the complexities of the GSDM and Greedy 

algorithm is also correct. Also, the GSDM algorithm’s worst case run time complexity 

has been shown by mathematical analysis to be O(n^). From these estimated run time 

complexities, it is evident that the four algorithms perform well in terms of their 

complexities, with the SP algorithm being the fastest, the NSP being the second fastest, 

the Greedy algorithm being the third fastest and the GSDM being the slowest of the four 

algorithms, when computing the ‘best’ path to add a node to the multicast tree.
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However, the cost of multicast trees produced by the SP algorithm are prohibitively high 

and this would exclude it from being considered for use in resource scarce wide-area 

ATM networks. However, the NSP, Greedy and GSDM algorithms could all be used for 

dynamic point-to-multipoint routing in wide-area ATM networks. As has been discussed 

in chapter 2, source rooted multicast trees like the NSP do not scale well since one 

would need to set-up meshes of VPs, rooted at the source node, to all the other 

members or leaves in the multicast group. This would use up too many VPs in a 

multiple source multicast group for applications like multimedia conferencing. However, 

the Greedy and GSDM algorithms, which construct a single Steiner tree, would scale 

quite well and would therefore be good choices for dynamic wide-area ATM networks.

8.3 Future Work

The results in chapter 5 have shown that the GSDM algorithm performs better on 

‘hierarchical’ random graphs than it does on normal average degree random graphs. The 

research in this thesis also assumes complete knowledge of the network topology i.e. 

centralised control. This assumption may not be true in wide-area networks or 

internetworks and so a distributed implementation would be needed. An important 

progression of this work would be to try and implement the GSDM and indeed the other 

dynamic multicast routing algorithms discussed in this thesis in a distributed fashion on a 

real network where the network topologies can var\', particularly for inter-domain 

dynamic multicast routing. The notion of GS would need to be re-defined from being a 

global concept to being localised to perhaps the nodes directly attached to a node or 

nodes within a certain number of hops or within some cost of every node. A more 

‘practical’ measure of the performance of these algorithms can then be gauged as even 

the most statistically rigorous simulation data cannot give the true performance of an 

algorithm under real time traffic conditions. Also, the true effect of GS can be measured, 

particularly with respect to how the QOS is affected when the GS is increased and how 

any possible packet duplication and cell re-ordering can be avoided. It would also be 

interesting to implement the Greedy and GSDM algorithms to find out how they 

perform for multipoint-to-multipoint connections. The challenge here would be how to
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overcome the cell de-multiplexing problem in a multi-source multicast group(s) and at 

the same time see how these algorithms perform.

Multicasting is an extremely important research area and the future research should 

not be restricted to routing only. It is important to develop efficient signalling protocols 

for both the LAN, MAN and WAN environments. More work needs to be done on 

multicast signalling for call establishment and routing. At the time of writing, the ATM 

Forum are still working on the Private Network-to-Network Interface (PNNI) signalling 

and routing protocol for switched point-to-multipoint connections [PNNI_Spec]. Since 

CBT is being considered for ATM multicast routing by the ATM Forum [Liaw], one 

possible area for future research would be to apply GS when considering the placement 

of routers when building a CBT backbone in a multiple core CBT and perhaps also in 

sparse mode Protocol Independent Multicast (PIM).

CBT backbone (core tree)

core router

non-core router

A Multi-Core CBT

Figure 8.1

If one considers the network of figure 8.1 which shows a CBT backbone with multiple 

cores, the selection of the routers for building the backbone and the topology of the 

backbone ‘core tree’ could be done using the concept of GS in which one would choose 

the path for the core tree that maximised GS.
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Appendix A 

Calculation of Geographic Spread
Geographic spread (GS) was defined in chapter 4 as follows: Given a graph G = (V,E), 

where V is the set of vertices and E is the set of edges, and a subset UcV, the 

geographic spread (GS) of the set U, in the static case when tree T' spans U, is defined 

as the inverse sum of the minimum distance from a vertex v to a vertex in T , over all

vertices v g V. i.e.G S(U ,r,v,E) = X  min {dis t (v ,u)}  
V e  y u  e T

. This appendix explains in

more detail, using the C++ object oriented programming language, how the GS has 

been calculated in this thesis. Just to recap, figure A1 below shows a network with 14

nodes

M [l] N [3 ]
G [3]F [0]A [0]

L [ l]
B[l]

E [0]

C [3]
K [0]J[0]I[3]D [4]

current m ulticast connection T' 
nodes in the m ulticast group

G eographic Spread O f T  = 0 .053

cost o f  r  =  10

Example Calculation of GS 

Figure A1

in which the black nodes denote the nodes to be connected, i.e. the nodes which have 

hosts that want to be part of the multicast group. The thick black line denotes the 

multicast connection or tree, T'. The other nodes are just nodes which make up the 

network, and those nodes which are in the multicast connection but not in the multicast 

group are nodes which help with the routing of connections, but do not themselves have 

hosts which want to take part in the multicast i.e. Steiner nodes. In figure A l, the 

numbers next to the nodes (A to N) in square brackets represent the geographic distance
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(GD) of each node i.e. the minimum distance from each node in the graph G, to the 

nearest node in the multicast connection, T . The numbers next to each edge represent 

the cost of that edge. The sum of the GDs for all the nodes in the network of figure Al

is 19, which gives a C5 = “  = 0.053 for the set of destination nodes in the path T .

There are essentially four functions used in the calculation of GS i.e.

•  void Setup_N ode_Adjacency_Llst(graph&  G, node_array<edgelist>&  node_adjacency_list)

•  void Setup_G D s_of_N odes_to_M C _C onnection(graph&  G, node_array<int>&

m in_dist_of_tree_to_node)

•  void G D _R ecursive(graph&  G. node_array<edgeiist>&  node_adjacency_list,

node_array<int>& m in_dist_of_tree_to_node, node&  w, 

node_array<int>& m ulticast_connection_node_array, 

edge_array<int>& cost, node_array<node>&  closest_node_in_tree, 

int running_total)

•  float G eographic_Spread(graph&  G, node_array<int>& m uiticast_connection_node_array,

node_array<node>& closest_node_in_tree, edge_array<int>&  cost, 

node_array<int>& dist, node_array<edgelist>&  node_adjacency_list, 

node_array<int>& m in_dist_of_tree_to_node)

For all nodes in the graph, there is an array that holds the adjacent nodes to every node 

in the graph, stored in a node array of lists of edges, i.e. the variable 

node_adjacency_list. There is also another array that stores for each node in the graph, 

its minimum distance to the multicast tree, stored in a node array of integers, i.e. in the 

variable min_dist_of_tree_to_node. This information is made use of in the calculation of 

GS in the next modification and subsequent modifications so long as the modification is 

an addition of a node to the multicast group. The functions are called in the following 

order for calculating the GS:

Setup_Node_Adjacency_List(G,node_adjacency_list);

Setup_GDs_of_Nodes_to_MC_Connection(G,min_dist_of_tree_to_node);

Geographic_Spread(G,muJticast_connection_node_array,closest_node_in_tree, 

cost, dist,node_adjacencyJist, inin_dist_of_tree_to_node);
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When the Geographic_Spread(..) function is called, it in turn calls the GD_Recursive(..) 

function, which calculates the minimum distances of every node to the multicast 

connection. However, when the modification is a node deletion, then the minimum 

distance of each node to the multicast tree is reset. For example, the code fragment 

below illustrates what happens when the modification is a deletion.

MulticastGroup.del(node_for_deletion); //remove the node from the group 

if(NodeDegree == 1) //if its a leaf node 

{
Prune_Branches(G, MuIticastGroup, Multicast_Tree,

node_for_deletion, multicast_connection_node_array); 

Setup_GDs_of_Nodes_to_MC_Connection(G,min_dist_of_tree_to_node);

}

The function Setup_Node_Adjacency_List(..) sets up a connection list of all the nodes in 

the graph so that one has at hand for each node in the graph, a list of all the nodes that 

are adjacent to it, and this list of adjacent nodes is used in the calculation of GS.

void Setup_Node_Adjacency_List(graph& G, node_array<edgeIist>& node_adjacency_Iist)

{
node v; 

edge e;

foraII_nodes(v, G)

{
node_adjacency_list[ v] .clear () ; 

forall_edges(e,G)

{
if(G.source(e) == v)

{
node_adjacency_list[v].append(e);

}

}
}

}
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The function GD_Recursive(..) is a recursive function which computes the shortest path 

between any node in the graph and the multicast tree or connection. This shortest 

distance is what one is calling the geographic distance (GD) of a node to the tree i.e. 

min_dist_of_tree_to_node[node_to_be_added].

void GD_Recursive(graph& G, node_array<edgelist>& node_adjacency_Iist, 

node_array<int>& min_dist_of_tree_to_node, node& w, 

node_array<int>& niulticast_connection_node_array, 

edge_array<int>& cost, node_array<node>& closest_node_in_tree, 

int running_totaI)

{
node next; 

edge e;

int additional;

forall(e, node_adjacency_Iist[w])

{
additional = cost[e]; 

next = G.target(e);

if((multicast_connection_node_array[next] == NOT_IN_TREE) && ((running_total +

additional) < min_dist_of_tree_to_node[next]))

{ // NOT_IN_TREE is defined as being == 0

closest_node_in_tree[next] = closest_node_in_tree[w]; 

min_dist_of_tree_to_node[next] = (running_total + additional);

GD_Recursive(G, node_adjacency_list, min_dist_of_tree_to_node, next, 

multicast_connection_node_array, cost, 

closest_node_in_tree, (running_total+additional));

}

}
}
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The function Geographic_Spread(..) is the one that actually works out the GS of the 

paths and multicast tree by calling on the function GD_Recursive(..) which does all the 

work of calculating the minimum distances of all the nodes to the multicast tree. It 

passes all the nodes in the multicast tree to the GD_Recursive(..) function which 

recursively visits all the nodes in the graph setting their minimum distances to the 

multicast connection using depth-first search recursion.

float Geographic_Spread(graph& G, node_array<int>& multicast_connection_node_array, 
node_array<node>& closest_node_in_tree, edge_array<int>& cost, 
node_array<int>& dist, node_array<edgelist>& node_adjacency_Iist, 
node_array<int>& mln_dist_of_tree_to_node)

{
node w;
int GD = 0; // geographic distance
float GS = 0.0; // geographic spread
int running_total; 
forall_nodes(w, G)
{
if(multicast_connection_node_array[w] == IN_TREE) // IN_TREE is defined as == 1

{
min_dist_of_tree_to_node[w] = 0; 
cIosest_node_in_tree[w] = w; 
running_total = 0;

GD_Recursive(G, node_adjacency_Iist, min_dist_of_tree_to_node, 
w, muIticast_connection_node_array, cost, 
closest_node_in_tree, running_total) ;

}
}

foraII_nodes(w,G)
{

GD += min_dist_of_tree_to_node[w];
}

if(GD != 0)
GS = 1.0/(float)GD; //because its the inverse sum !!

else
{
GS = DEFINEDJNFINITY;
cout «  "GSDM: All the nodes are in the multicast tree and GS = INFINITY" «  endl;

}
return GS;

}
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The function Setup_GDs_of_Nodes_to_MC_Connection(..) has a node array of integers 

i.e. the variable min_dist_of_tree_to_node, to hold the current least geographic distance 

(GD) from all nodes to the tree. This has to be initialised to infinity at the start and every 

time the modification is a deletion.

void Setup_GDs_of_Nodes_to_MC_Connection(graph& G, node_array<int>&

min_dist_of_tree_to_node)

{
node v;

foraII_nodes(v,G)

{
min_dist_of_tree_to_node[v] = DEFINED_INFINITY; //some very large number

}

}
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Appendix B 

Summary of some statistical measures

This appendix gives a brief summary of some of the statistical measures used in this 

thesis.

B.l Standard Deviation (SD) a

The mean of a random variable X is defined by the equation £[X] = X x /p[xi)^ where x,

is an instance of the random variable X and p(Xi) is the probability that random variable 

X takes on a value Xj The variance Var[X] of a random variable X provides a measure 

of the spread of the distribution about the mean and is defined by the equation

5 ( x / - £ [ X ] )  p(xi]- The SD gives the deviation from the mean and to get the SD, one

finds the square root of the variance i.e. a  = VVariance . Whenever one looks at the 

mean of some statistical data (mean inefficiency for example), it is important to also 

work out the SD, especially when comparing the inefficiencies of the respective routing 

algorithms. If two algorithms have the same mean inefficiency, then the one with the 

lower SD would be the better algorithm insofar as the mean inefficiencies are concerned.

B.2 The Normal Distribution

The normal distribution is the most important in statistics and it has a bell shape with 

most values concentrated in the centre, is unimodal and symmetrical. It has two 

parameters i.e. p, the mean of the distribution and o, the standard deviation of the 

distribution. Approximately 68% of the area of any normal distribution lies within one 

standard deviation of the mean i.e. p  - a  and p  + a, 95% lies within two standard 

deviations of the mean (within 1.96a of the mean exactly) and 99.7% of the area of any 

normal distribution lies within 3a  of the mean.
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B.2.1 The Central Limit Theorem

A population is the whole set of measurements about which one wants to draw a 

conclusion and a sample is a subset of the population. Suppose one were sampling from 

a population of measurements which has a mean p, and standard deviation c  and that 

the measurement is of a continuous variable so that its probability distribution is 

continuous but not necessarily normal. If one were to continue taking random samples

of size n from this parent population and calculate the sample mean x on each occasion, 

one would eventually have a large enough number of sample means. These sample 

means will vary and form a new population with a distribution called the sample 

distribution o f the sample mean whose mean is equal to the mean of the parent

population jLi and whose standard deviation = i.e. the standard deviation of the

sample means is smaller than the standard deviation of the parent by a factor of . If 

the sample size n is large (> 30), the distribution of the sample mean is approximately 

normal irrespective of the shape of the distribution of the parent population. If however, 

the parent population is normal, then the distribution of the sample mean is also normal. 

This third result is called the central limit theorem [Rees], and these properties of the 

normal distribution are used in this thesis for calculating the confidence intervals.

B.2.2 The Shapiro-Wilk Test for Normality

The central limit theorem is only valid for sample sizes >= 30 and if the sample size is < 

30, then it is necessary to carry out a test for normality [Rees], [Bratley] (pages 289- 

291) using the Shapiro-Wilk test. The Shapiro-Wilk test works as follows:

Rank the n sample sizes as X(d, X(2),....,X(n-i), X(„), where X(d means the smallest observed 

value, X(2) the next smallest and so on, so that X(„) is the largest. Then calculate

b = ai(X(n) - X(i)) + a2(X(n-i) - X(2)) + ......, where ai, a2,....are the coefficients taken from a

table of coefficients for the Shapiro-Wilk test for normality (Table D.l 1 in [Rees]). One

2
then calculates the test statistic Calc W, given by the formula Calc W = — - — ^ , where

(n-\)s
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5 is the standard deviation of the n sample observations. One then looks up Tab W in the 

appropriate table (Table D.12 in [Rees]) and if Calc W > Tab W one does not reject 

normality and hence concludes that the data is consistent with the hypothesis of a normal 

distribution.

Example

In this thesis, a random graph was generated with say 20 nodes and using this generated 

graph, the Greedy, GSDM, SP , NSP and KMB algorithms where run on this graph 

while 1000 modifications where performed at random, a modification being either an 

add node request or a remove node request. Every time a modification was done, the 

costs of the various multicast trees generated by the respective algorithms were 

computed and using the cost generated by the KMB algorithm, the inefficiencies of the 

other dynamic multicast algorithms were worked out. This process was repeated 10 

times, each time with a differently generated random graph of the same number of 

nodes. The number of nodes was then increased to 50, then 100 and finally 150 nodes 

and each time 10 runs of 1000 modifications were carried out and the mean 

inefficiencies, mean packet copies, mean time and mean nodes visited were computed. If 

one takes the mean inefficiencies for the 10 runs as shown in table B .l below for a 20 

node graph, the test for normality can be worked out as follows:

Algorithm mean inefficiencies for a 20 node random graph

GREEDY 1.08 1.06 1.12 1.04 1.00 1.04 1.15 1.11 1.04 1.11

GSDM 1.05 1.06 1.09 1.04 1.00 1.03 1.09 1.08 1.04 1.09

Mean inefficiencies for a 20 node random graph 

Table B .l

If one takes the inefficiencies for the GSDM algorithm and rank them in order, one gets 

1.00, 1.03, 1.04, 1.04, 1.05, 1.06, 1.08, 1.09, 1.09, 1.09. Using the coefficients in Table 

D. l l  in [Rees],

b = 0.5739(1.09-1.00) 4- 0.3291(1.09-1.03) + 0.2141(1.09-1.04) + 0.1224(1.08-1.04) + 

0.0399(1.06-1.05)

= 0.0874

The sample standard deviation s = 0.031 and Calc W  = 0.883

Table D.12 gives Tab W = 0.842. Since Calc W > Tab W for the mean inefficiencies, 

one can conclude that the mean inefficiencies are normally distributed.
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B.2.3 Statistical Inference

Statistical inference is concerned with how one draws conclusions from sample data 

about the larger population from which the sample is selected. In this thesis, one’s 

interested in two branches of statistical inference i.e. confidence interval estimation and 

hypothesis testing.

B.2.3.1 Confidence Intervals

In comparing the various algorithms, it is not only necessary to find the means in

inefficiency and the respective standard deviations, but one also needs to know how

accurate or inaccurate these results are i.e. one needs to know the confidence intervals.

The level of confidence that is traditionally used is the 95% confidence level [Fitz-

Gibbons] and a 95% confidence interval is normally calculated [Rees]. A 95%

confidence interval means that on 95% of occasions when such intervals are calculated,

the population mean will actually fall inside the calculated interval, but on 5% of

occasions it will fall outside the interval. In any particular case however, it is not

possible to know if the mean has been successfully captured within the calculated

interval. The 95% confidence interval can be calculated as follows: From the theory of

the normal distribution, 95% of the values of the sample mean lie within 1.96 standard

deviations of the mean of the distribution of sample means i.e. 95% of the values of the

1 T • u 1.96(3 1.96asample means he in the range p. - — 1=— to p. + — This can be written as a
Vn Vn

probability statement: P
1.96a 1.96a ^

X ——p = — < p. <  p = “
v n  v n

= 0.95. If n is large, one can now

replace a  by the sample standard deviation s, which is calculated from the sample data.

The probability function now becomes P
l.96s l.96s

X  < p  < — p=-
v n  v n

= 0.95 and the values

1.96j 1.96j
' and X + — j=^ are the 95% confidence limits for a  and the interval 
v n  Vn
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X - to X + is called the 95% confidence interval and the error term is
v n  Vn

1.965 

^  ■

B.2.3.2 Hypothesis Testing

The t Distribution arises when one considers taking a large number of random samples 

of the same size n, from a normal distribution with known mean |i. Then the probability

X— n
distribution of the statistic t = —, -p.- may be plotted and will be symmetrical and

5/V/z

unimodal and for large values of n, the t Distribution approaches the standardised 

normal distribution, (x = sample mean, ji = mean of the parent distribution, s = sample 

standard deviation and n = sample size).

A hypothesis is a statement about the value of a population parameter such as the 

population mean, p. Any hypothesis test can be carried out using the following 7 steps:

• Decide on a null hypothesis, Hq.

• Decide on an alternative hypothesis, Hi.

• Decide on a significance level.

• Calculate the appropriate test statistic.

• Find from tables (t Distribution), the appropriate tabulated test statistic.

• Compare the calculated and tabulated test statistics and decide whether to reject the 

null hypothesis, Hq. For a one-sided t-test, if \Calc t\ > \Tab t\, reject the null 

hypothesis Hq.

• State a conclusion and state the assumptions of the test.

The null hypothesis generally expresses the idea of ‘no difference’ and the alternative 

hypothesis expresses the idea of ‘some difference’ and they can be one-sided or two 

sided. A significance level is similar to a confidence level and the usual value chosen for 

the significance level is 5%, which is the risk one takes in rejecting the null hypothesis.

Ho in favour of the alternative hypothesis. Hi, when in actual fact Hq is the correct

hypothesis.
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For example, if one had two algorithms with the following mean inefficiencies 

(paired samples data) in table B.2 below, then the hypothesis testing would be carried 

out as follows:

Algorithm mean inefficiencies for a 20 node random graph

GREEDY 1.08 1.06 1.12 1.04 1.00 1.04 1.15 1.11 1.04 1.11

GSDM 1.05 1.06 1.09 1.04 1.00 1.03 1.09 1.08 1.04 1.09

Mean inefficiencies for a 20 node random graph 

Table B.2

Calculate the differences between each set of inefficiencies i.e. 

d = GREEDY inefficiency - GSDM inefficiency 

= 0.03, 0, 0.03, 0, 0, 0.01, 0.06, 0.03, 0, 0.02

, the

2 ( I , )
~ ------------------------

Then calculate the ^  = ----- , the sample mean difference and
n \ n — \

sample standard deviation difference, where n is the number of differences i.e. the

number of pairs. The number of degrees o f  freedom  is the number of independent values

used in calculating a statistic, minus the number of restrictions placed on the data. i.e. in

this example, the degrees of freedom, v = n-1.

•  H o :  } I g s d m =  M-g r e e d y .

This implies that the two algorithms’ mean inefficiencies are the same.

•  H ] :  | I g SDM  <  l^G R EED Y .

This implies that the GSDM mean inefficiency is lower than the Greedy’s.

• 5% significance level

• The test statistic for this paired samples t test is: Calc t =

Calc t =

s d l ^
0.018

0.0199/VÏÔ
= 2.860

Tab t = 1.833, for a  =
significance level

1
= 0.05 (since Hi is one sided), from [Rees],

Table D.5 of the t Distribution and v = n-1 = 9.
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Since \Calc t\ > \Tab t\, reject the null hypothesis Hq.

The GSDM algorithm gives a significantly lower mean inefficiency than the 

GREEDY algorithm on a 20 node random graph when 50% of the total nodes are in 

the multicast group i.e. the GSDM is more efficient than the GREEDY algorithm. 

One assumes that the mean differences in inefficiencies are normally distributed.
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Appendix C 

Asynchronous Transfer Mode: An Introduction

The ATM technology has generated an unprecedented interest in a new technology in 

decades. Since the mid 1980’s, ATM has been studied and is still being studied by both 

the telecommunications and data communications industries as well as in academia. This 

appendix gives a more detailed introduction to ATM, than has been included in chapter 

2 and particular emphasis has been placed on VP and VC routing as these are considered 

fundamental to the thesis.

C.l ATM Cells

Asynchronous transfer mode (ATM) is a specific packet oriented transfer mode using an 

asynchronous time division multiplexing technique that allows multiple logical 

connections to be multiplexed over a single interface. The information flow on each 

logical connection in an ATM network (B-ISDN in this case. i.e. B-ISDN is a standard 

that uses the ATM technique) is organised into fixed-size packets called cells, consisting 

of a 5-octet header and a 48-octet information field as in figures C.l and C.2 below 

[Stallings]. Figure C .l shows the ATM cell format at the User Network Interface (UNI) 

and figure C.2 shows the ATM cell format at the Network Node Interface (NNI).

C.1.1 Cell Header Format

Figure C.l shows the header format at the user network interface and multiple terminals 

may share a single access link to the network.

Generic Flow Control (GFC)

This field is used for end-to-end flow control to control output contention between 

terminals using a common ATM bus. The term ‘access fairness control’ or ‘access 

control’ might have been better as GFC might be confused with the medium access 

control (MAC) function in the local area network (LAN) environment.

198



H tndvr

ATM Cell Format at the UNI 
Figure C .l

ATM Cell Form at at the NNI 
Figure C.2

GFC: Generic Flow Control
VPI: Virtual Path Identifier
CLP: Cell Loss Priority

PT: Payload Type
VCI: Virtual Channel Identifier
HEC: Header Error Control

Virtual Path Identifier(VPI)/\ irtual Channel Identifier (VCI)

These constitute a routing field for the network. The VPI indicates a user-to-user or 

user-to-netw ork virtual path (VP). The VCI indicates a user-to-user or user-to-network 

virtual channel (VC). These identifiers have local significance and may change as the cell 

traverses the network.

Payload Type (PT)

CCITT Recommendation 1.361 is used to describe the cell contents in the information 

field of an ATM cell.

Cell Loss Priority (CLP)

In a netw ork, congestion will occur, queues will overflow and cells will be lost. The cell 

loss priority bit (CLP) may be set to indicate that the cell has lower priority (CLP 

value= l) and should be discarded in preference to a higher priority cell (CLP value=0). 

The netw ork sets this field to 1 for any data cell that is in violation of a traffic 

agreement. The switch that does the setting knows that the cell exceeds the agreed 

traffic param eters, and that it (the switch) can handle the cell. If congestion occurs later 

on in the network, this cell will be discarded in preference to a higher priority cell. This 

bit might be used to separate the bulk of a video picture from the vital framing 

information. The CLP bit is normally set by the policing function on entr>' to the 

network.
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Header Error Control (HEC)

This field is an 8-bit error code that can be used to correct single bit errors in the header, 

and to detect double bit errors. It covers the whole 4-octets in the header before it, 

including the GFC field, as any error could cause the cell to be mis-routed, and if in 

doubt, cells are discarded.

C.2 Advantages of ATM

ATM is now accepted as the transfer mode used for broadband ISDN (B-ISDN) 

because it represents a compromise between the STM used within the telephone 

network for digital voice transmission and PTM used for computer data 

communications. It offers some of the following potential advantages;

C.2.1 Scalable Bandwidths

ATM provides an integrated communication capability employing deterministic and 

statistical channels at virtually any bit rate (scalable bandwidth) with quality of service 

(QOS) guarantees which facilitate new classes of applications such as multimedia 

[Allés]. This is provided without a complicated multiplicity of channel rates. Customers 

can dynamically fashion labelled channels to meet their immediate service needs within a 

simple interface structure. No modifications of the interface structure are required to 

provide new services. Thus ATM provides basic communication capabilities in an 

application independent fashion, and can be used as a foundation on which a variety of 

applications are supported.

C.2.2 Non Hierarchical Multiplexing

The uniqueness of the information unit i.e. the cell which is transported in the network, 

independent of specific channel rates, enables direct multiplexing and/or demultiplexing 

of service channels that have a variety of bit rates into/out of the transmission lines while 

employing simplified hardware and software. Thus multiple stages of 

multiplexers/demultiplexers as in the existing STM networks are eliminated. Because of 

this non hierarchical multiplexing capability of channel/path, logical reconfiguration of
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the network, such as dynamic bandwidth allocation and routing of paths, can be 

implemented in a very effective way [Sato].

C.2.3 Fine Granularity Bandwidth Sharing

The network bandwidth can be shared more efficiently i.e. the bandwidth dedicated to a 

particular service (for deterministic multiplexing) can be more precisely matched to the 

service’s needs. Also in an STM network, the establishment and release of connections 

with different bandwidth requirements can lead to small blocks of bandwidth (bandwidth 

fragmentation) being inaccessible to higher bandwidth services. Therefore new 

connection requests may be denied despite there being sufficient collective bandwidth to 

support them [Gilbert_91], but in ATM networks, there is no bandwidth fragmentation.

C.2.4 Efficient Cell Switching

Fixed sized cells can be switched more efficiently, which is very important for the very 

high data rates of ATM. The 53 byte cell size was a comprise between the USA and the 

European countries. The USA wanted a 64 byte payload cell with a header of 5 bytes 

for data applications while on the other hand most European countries wanted a 16 or 

32 byte payload cell with a 2 or 4 byte header. This is because the Europeans felt that 

voice traffic could be better handled by short cells with short packetisation delay 

[Prasanna]. There is a basic trade-off between efficiency and packetisation delay (i.e. 

amount of time required to fill the cell at a rate of 64 Kbits/s with digitised voice 

samples) versus cell size. High efficiency and low delay cannot both be achieved 

simultaneously. Better efficiency occurs at large cell sizes at the expense of increased 

packetisation delay. To carry voice over ATM, and internetwork with two-wire analog 

telephone sets, the total delay should be less than 12ms, [McDysan] otherv-dse echo 

cancellation must be used. Thus the 48 byte cell payload was adopted by CCITT as a 

compromise between a long cell size for time-insensitive traffic (64 bytes) and smaller 

cell sizes for time sensitive traffic (32 bytes).

C.2.5 Low and Bounded Delay

Most of the end-to-end delay in an ATM network comes from a combination of 

packetisation delay, transmission delay, switching delay and queuing delay. Typically
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audio data will require an end-to-end delay of less than 100ms, video data will require an 

end-to-end delay of less than 50ms, typically from 30-50ms [Kompella_92]. The use of 

small cells may reduce queuing delay for a high priority cell, since it waits less if it 

arrives slightly behind a lower priority cell that has gained access to a network resource.

C.2.6 Low and Predictable variation in delay (Jitter)

The CCITT definition of jitter in Recommendation G.701 is: "short-term non- 

cumulative variations o f the significant instants o f  a digital signal from their ideal 

positions in time’. Isochronous traffic such as pulse code modulated (PCM) voice, 

depends on the smooth flow of octet packets from the encoding source to the decoding 

sink. Shon term variations in the delay through the transmission facility induce jitter in 

the incoming signal and this interferes with the decoding process. The delay should not 

be variable. The speech or video signal must emerge at a smooth rate, matching the rate 

at which it is generated. This implies that voice or video packets cannot be buffered 

waiting for the retransmission of a cell that suffers an error.

C.3 Disadvantages of ATM

Although ATM is capable of offering a flexible transfer capability common to all 

services including connectionless services, it is more efficient for high bandwidth (2 

Mbits/sec and above) applications and is less efficient for low bandwidth services in a 

network. This is because of the small fixed 53 byte cell size which has limitations at low 

speeds. If one were to use ATM at 9600 bits/per sec, which equates to 1200 bytes per 

second, using the 53 byte ATM cell, the ATM channel would pass around 23 ATM cells 

per second or one cell every 44 ms. The limiting factor is not so much the cells per 

second, but the packing efficiency of the data into the payload position of the cell. Most 

applications will be unable to fill all the ATM cells offered to it, which is why ATM 

doesn’t scale too well. If all the ATM cells aren’t being filled, the first option is to 

transmit the cells half empty, which wastes bandwidth and capacity and the second 

option is to wait until there is sufficient data to fill the cell, which causes delay and 

variabilit}’ in delay, neither of which are desirable. The effect at 64 Kbit/s is similar and it
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is only at speeds of 2 Mbits/s and above where the ratio of line speed to under-used cells 

becomes tolerable with respect to delay and jitter.

C.4 ATM Protocol Reference Model (ATM_PRM)

The differences from the OSI 7 layer reference model are the inclusion of a management 

plane and a distinction between user information and control information in two separate 

planes as in figure C.3 below. The ATM_PRM contains three planes:

User Plane: This provides for user information transfer, i.e. transfer of ATM cells from 

an input port to an output port within the QOS specifications, along with associated 

controls (e.g. flow control and error control). So during the data transfer phase, only the 

User Plane is active.

Control Plane: Mainly composed of signalling information, performing call-control and 

connection control functions, i.e. it decides which input port to connect to which output 

port based on signalling information, or set by an operator on a semi-permanent basis. 

ATM uses out-of-band signalling i.e. the control traffic for setting up and releasing 

virtual channel connections (VCCs) flows on separate VCCs. A VCC is a concatenation 

of VCs. This is in contrast with the in-band signalling mode of the OSI protocols or 

X.25 where control packets are mixed with data packets. So during virtual channel 

connection set-up, only the control plane is active as it is responsible for VC set-up [De 

Prycker_93].

Management Plane: This is used to maintain the network and to perform operational 

functions. It includes:

• plane management which performs management functions related to a system as a 

whole and provides co-ordination between all the planes and

• layer management which performs management functions relating to resources and 

parameters residing in its protocol entities.
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B-ISDN Protocol Reference Model (PRM)

Figure C.3

C.4.1 The Physical Layer

This consists of the physical medium sublayer and the transmission convergence 

sublayer.

The Physical Medium Sublayer: This includes only physical medium dependent 

functions and its specification depends on the medium used. It refers to the actual 

physical medium (copper, fibre, etc.), line coding and bit timing for correct transmission 

and reception. One function common to all medium type is bit timing, (this sublayer 

must guarantee a proper bit timing reconstruction at the receiver) and this sublayer is 

responsible for transmitting/receiving a continuous flow of bits with associated timing 

information to synchronise transmission and reception on the appropriate physical 

medium. The transmitting peer entities will be responsible for the insertion of the 

required bit timing information and line coding. Bit rates of 155.52 Mbits/s and 622.08 

Mbits/s are recommended, using Synchronous Transport Module (STM -l) level 1 and 

synchronous transport module (STM -3) level 3 from the CCITT Synchronous Digital 

Hierarchy (SDH) of transmission rates.

The Transmission Convergence Sublayer: This is responsible for the following 

functions:

• Transmission frame generation and recovery
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Transmission at the physical layer consists of frames and this function is concerned 

with generating and maintaining the frame structure appropriate for a given data rate

• Transmission Frame Adaptation

At the ATM layer, information exchange is a flow of ATM cells and this layer 

packages these cells into a frame. One option is to have no frame structure, but to 

simply transmit and receive a flow of cells.

• Cell Delineation

This is the process which allows identification of the cell boundaries. For 

transmission purposes, the bit flow may be scrambled and this sublayer maintains the 

cell boundaries so that cells may be recovered after de scrambling at the destination. 

The receiver, at some arbitrary point in the bit stream, starts the HEC process. If the 

HEC proves to be correct, the receiver must have started on a cell boundary and so 

has achieved synchronisation. If on the other hand the HEC is incorrect, the receiver 

slips one bit and tries again. This process guarantees that synchronisation will be 

achieved within a finite number of cells. A problem could occur if five bytes of the 

data in the cell looked like the header sequence. Two steps are taken to prevent this 

i.e. it is recommended that a correct HEC is obtained six times before claiming that 

synchronisation has been achieved. Also, the contents of the data field are scrambled 

using the self-synchronising scrambling procedure (SSS) with the generator 

polynomial -t- 1 [Kyas].

• Header Error Control (HEC)

Header error control sequence generation and cell header verification: Each cell 

header is protected by a HEC code and this sublayer generates and checks this code.

• Cell Rate Decoupling

This includes insertion and suppression of idle cells in order to adapt the rate of valid 

ATM cells to the payload capacity of the transmission system [Stallings].

C.4.2 The ATM Layer

This is independent of the physical medium and its principal functions are:

• Cell multiplexing and demultiplexing

Multiple logical connections may be maintained across an interface much like X.25 

and frame relay.
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• Cell Header Generation/Extraction

In the transmit direction, a cell header is appended to user data from the AAL. All 

the fields with the exception of the HEC are generated. This function may also 

include translation from an address to a logical connection number i.e. from a VPI to 

aVCI.

• Generic Flow Control

This function generates flow control information for placement in cell headers

• Virtual Path Identifier (VPI) and Virtual Channel Identifier (VCI) translation

These relate to logical connections and have local significance and the values may 

need to be translated during switching.

C.5 Relationship Between the B-ISDN and the OSI PRM

The relationship between the ISO’s OSI PRM and the B-ISDN PRM has not yet been 

clearly defined. If one considers using GFC for contention resolution in a shared 

medium, the term flow control should not be confused with terminal-to-terminal flow 

control. The term access fairness would probably have been better. The location of the 

MAC function in the OSI PRM has given rise to some discussions between people 

advocating it as a physical layer function and those arguing that it is the lowest part of 

the data link layer. In B-ISDN, the other trend was followed, but this does not really 

matter too much as the most important point for service similarity is the AAL and data 

link layer. However, De Prycker et. al. [De Prycker_93] concluded that the service 

offered by the ATM layer is equivalent to an OSI physical layer or virtual physical 

service. Once the VC is set-up, the AAL type 3/4 service in the user plane is similar to 

the OSI data link service [De Prycker_93]. Architecturally, the AAL is a layer between 

the ATM layer and the next higher layer in the ATM_PRM. In the connectionless data 

environment, the next higher layer is the OSI network layer. The CCITT 

Recommendation 1.362 is specific about this matter: ''The additional functions which 

are required to support the connectionless service include network layer addressing 

and routing. These additional functions provide the connectionless service by using the 

service o f the AAL, thus they reside in a layer above the AAL”.
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The ATM layer and AAL correspond to parts of OSI datalink layer (layer 2), but 

the address field of the ATM cell header has a network wide connotation that is like the 

OSI network layer (layer 3) [McDysan], although the VPI/VCI are local and are 

therefore like subnetwork or link addresses. The adoption of the overlay model by the 

ATM Forum causes some people to describe ATM as an OSI data link (layer 2) 

protocol, akin to a MAC protocol like Ethernet or Token Ring [Allés]. On the other 

hand, some argue that ATM possesses most of the characteristics of a network (layer 3) 

layer protocol such as IP or IPX, which include a hierarchical address space and a 

complex routing protocol. ATM networks certainly do not have a flat address space like 

MAC layer protocols (layer 2), but have a hierarchical address space which supports 

scalability than is possible within any other network [Allés].

Whatever the functionality included in the AAL layer, it is worth bearing in mind 

that the ATM network is a subnetwork. As the AAL functions are terminated at the 

ATM network boundaries, they are not necessarily end-to-end (i.e. terminal-to- 

terminal). So, an OSI transport protocol generally will be necessary to have full 

terminal-to-terminal reliability.

C.6 ATM Virtual Channels (VCs)

ATM networks are essentially connection oriented and this means that a virtual circuit 

has to be set-up across the ATM network prior to any data transfer. There are 

essentially two types of virtual circuits i.e. virtual channels (VCs) and virtual paths 

(VPs). A VC is the basic unit of switching in B-ISDN and is set-up between two end 

users through the network, and a variable rate full duplex flow of fixed size cells is 

exchanged over the connection, (see figure C.4 below for VC switching).

A VC switch is a network element that connects VC links. It terminates VP 

connections, translates VC values, and is directed by control plane functions. The VC 

switches terminate both VC connections and necessarily VP connections. The switch 

translates both virtual channel identifiers and virtual path identifiers. As virtual channel 

switching implies VP switching, in principle, a virtual channel switch can also handle 

virtual path switching. The virtual channel is defined in CCITT Recommendation 1.113
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as "A concept used to describe unidirectional transport o f ATM  cells associated by a 

common unique identifier value called the virtual channel identifier (VCI)."

I ili 'h

V C I 3 V C I 4\  C I I V C I  2

N P I  2

V C I I

V P I  3V P I 1

V C I 2

V C I I

V P I  4V P I 4
V C I 2

Virtual Channel A irtual Path Switching

Figure C.4

They are also used for control signalling and network management and low level cell 

routing. A field of 16 bits is used for the VCI at the B-ISDN user network interface as 

well as the network node interface.

Virtual channel connections (VCCs) provide users with a quality of service 

specified by performance parameters such as cell-loss ratio, cell delay and cell-delay 

variation. They can be both switched connections (SVCs) which require call-control 

signalling, and permanent connections (PVCs) which are set-up by some external 

mechanism, typically network management, in which a set of switches between an ATM 

source and destination ATM system are programmed with the appropriate VPI/VCI 

values. VCs also guarantee the sequence of transmitted cells.

C.7 ATM Virtual Path(s) (VPs)

A virtual path (VP) is a bundle of virtual channels (VCs) that have the same end points 

i.e. it is a logical connection between end points and provides higher level cell routing 

information and only exists between any 2 ATM switching nodes or VP terminators. 

[Ammar], [Lin]. It is defined in CCITT Recommendation I.l 13 as " A concept used to 

describe unidirectional transport of cells belonging to virtual channels that are associated 

by a common identifier value called the virtual path identifier (VPI)." VPs are
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established or released by setting the path connect tables of the labelled cross-connect 

and/or add/drop multiplexers (ATM switches) on the path, and the transmission capacity 

is reserved or cleared along the path at the same time. VPs can be either permanent 

(PVCs) in which data entering a specific VP will be delivered across the network to a 

specific and pre-defmed distant end-point, or switched (SVCs), in which the connection 

across the network is established using signalling and network switching. Typically, each 

node, while not physically connected to all nodes in the network, has an assigned VP to 

every other node in the network. A VP is routed over one or more physical links to 

achieve source to destination connectivity. The capacity assigned to a VP is under the 

control of the VP’s source, which can now accept or block connection requests based 

on local knowledge of available capacity on the VP connecting the source to a 

connection request’s destination [Ammar].

In general, VPI and VCI switching can be combined in a single network [De 

Prycker] and VPIs and VCIs only have local significance for one link. VP switches 

terminate VP links and therefore have to translate incoming VPIs to the corresponding 

outgoing VPIs, according to the destination of the VP connection but VCIs remain 

unchanged. At the access node on the other end, the VP is terminated and cells are 

switched according to their VCIs to a virtual channel or to another VP [Sato]. VPs are 

established or released dynamically, based on long term service provisioning, short term 

demand, or even immediate demand for alternate routings in case of network failures. 

The cells are transported through the transport network, and at transit nodes, only the 

VPI needs to be identified.

The concept of a virtual path (VP) provides the tool to implement efficient and 

flexible traffic control functions at the network level, which in turn directly impacts the 

efficiency of the flow control functions at the underlying call and cell levels.

C.7.1 Advantages of VPs

The VP concept provides several advantages that help with flow control at the network 

level.

• Call set-up is performed at an access node by the control plane of the ATM PRM on 

a link-by-link basis. During the call set-up phase, the access node identifies the 

appropriate path or establishes a path if necessary, and makes the decision whether
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to accept or reject the call based on the current VP usage status. Network transport 

functions can be separated into those related to an individual logical connection 

(virtual channel) and those related to a group of logical connections (virtual path). 

This reduces such processing as call-by-call routing, bandwidth allocation and 

routing table renewal at transit nodes along a path. Thus transit node costs are 

reduced, transit node functions are simplified and fast switching per cell is pro\ ided 

and simplification of both the transport network architecture and required operation, 

administration and maintenance (0AM ) functions are also provided [Cohen_94b], 

[Stallings].

• VPs facilitate the separation of the logical transport network from the phy sical 

transmission network, thus providing flexibility in performing traffic management. 

For example, one can change the VP capacity without affecting the physical interface 

structure. This simplifies the network architecture as the network only has fewer 

aggregated entities to deal with. The VP capacities are non-hierarchical, and no 

processing is necessary at nodes along the path between virtual path terminators 

when the path capacity is allocated, cleared or altered. (In an STM network, 

processing of time-slot reallocation within time division multiplexing (TDM) frames 

is necessary.). Routing alterations of VPs are possible simply by changing 

information in the path connection tables at nodes along the path. Therefore no 

specific equipment in addition to the labelled cross-connect systems is required for 

the path routing alterations to protect against network failures. Thus dynamic path 

routing and dynamic path bandwidth are more easily implemented than in an STM 

based network [Lin], [Stallings].

• Statistical bandwidth allocation for the calls per VP provides efficient utilisation of 

the total link capacity.

C.7.2 Disadvantages of VPs

The total call blocking rate increases i.e., the network throughput transmission link

utilisation) decreases because the degree of capacity sharing decreases [Lin], [Hwang].

C.8 ATM Adaptation Layer (AAL)
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The use of ATM creates the need for an adaptation layer to support information 

transport protocols not based on ATM. The AAL adapts data units from a source 

participating in a service to the ATM cell structure. It is the interface between ATM and 

the various higher layers of user and control protocols. Two examples are pulse code 

modulation (PCM) voice and the link access procedure, D channel (LAPD). PCM voice 

is an application that produces a stream of bits from a voice signal. To employ this 

application over ATM it is necessary to assemble PCM bits into cells for transmission 

and to read them out on reception in such a way as to produce a smooth constant flow 

of bits to the receiver. LAPD is the standard data link control protocol for ISDN and B- 

ISDN. It is necessary to map LAPD frames into ATM cells by segmenting one LAPD 

frame into a number of cells on transmission and reassembling the frame from cells on 

reception. This means that all the existing ISDN applications and control signalling 

protocols can be used on B-ISDN. The AAL offers an Open Systems Interconnection 

(OSI) layer 2 type service (data link layer) to the layers above and it is placed in the 

information field of the cell, and as such, it is carried transparently from end-to-end 

across the ATM network.

The AAL consists of two sub-layers; the convergence sublayer and the 

segmentation and reassembly sublayer.

C.8.1 Convergence Sublayer

This sublayer is service dependent and provides the functions needed to support specific 

applications using AAL. Each application attaches to an AAL at a service access point 

(SAP), which is simply the address of the application.

C.8.2 Segmentation and Reassembly Sublayer (SAR)

This sublayer breaks down large messages or streams it receives from the CS for 

transmission and puts them back together again at the other end. Thus SAR must pack 

any SAR headers and trailers plus CS information into 48-octet blocks.

C.8.3 The Adaptation Process

Figure C.5 shows an example of the creation of an ATM cell for transmission across the 

ATM network. Data is passed down from higher protocol layers of the protocol stack in
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the form of a long stream of data with no definable structure as is shown in part (a). This 

data is passed to the CS of the AAL where it is divided into manageable, finite blocks of 

data. In the case of AAL 3/4, these are 64 Kbytes long and are called the convergence 

sublayer protocol data unit (CS PDU) as is shown in part (c). The 64 Kbyte CS PDU is 

then wrapped with a 4 byte header and a 4 byte trailer which contains information about 

the CS PDU type, its size and some integrity checks.

Liinj! da ta  File
(a j

H iy h e r  proU)Coi s u c k  la yers

C S  P D U
C S  S u b l a y e r 64  Kb y te s

S A R  Su b la y e r 4 4  by te s

le )

, (2  by te s )(2 b y t e s )

( S A R  P D U )
(4 8  by te s )

A T M  Cel lA T M  L a y e r
(5 b y te s ) ( 48  b yte s )

T o  P h y s ic a l  L a s  e r

Adaptation from a protocol data unit (PDU) to an ATM cell

Figure C.5

The AAL 3/4 SAR part accepts these CS PDUs and divides them into small data blocks 

which are typically 44 bytes long as shown in parts (d) and (e) in figure C.5. If the byte 

count is less than 44 bytes, it is padded with zeroes and 2 header and 2 trailer bytes are 

then appended to make a SAR PDU as shown in part (f), making the SAR PDU 48 

bytes long. This SAR PDU is now passed to the ATM layer where if in the transmit 

direction, a 5 byte cell header is appended and passed on to the physical layer for 

transmission across the network and if in the receive direction, the cell header is 

extracted and the PDU is passed on to the AAL layer where its assembled into a PDU.

C.8.4 AAL Service Applications

The services supported above the AAL have been classified by CCITT as shown in table 

C .l below.
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•iervicc Class C L A SS A C L A S S  B CL ASS C C L A SS D
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tnsh lp  beiw e 
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(m essage/packet)

User 

Bit R ate

(CBR )
co n stan t

^vTt t t V IV TTT'
connection

M ode
connection o rien ted connectionless

AAL Service Classification 

Table C.l

Four classes of service are defined dependent on whether a timing relationship must be 

maintained between source and destination, whether the application requires a constant 

bit rate or whether the transfer is connection oriented (CO) or connectionless (CL).

• Class A Service Example

Circuit emulation in which a constant bit rate which requires the maintenance of a 

timing relation is used and the transfer is connection oriented (data stream). For 

example telephony, circuit emulation of N-ISDN services such as M egastream, 

Kilostream or N x 64 Kbits/s [Siu].

• Class B Service Example

Variable bit rate video, such as might be used in a teleconference in which the 

application is connection oriented (data stream), and timing is important, but the bit 

rate varies depending on the amount of activity on the scene (e.g. plesiochronous 

traffic like compressed video such as H.261)

• Classes C and D Service Example

Data transfer applications in which the bit rate may var\’ and no particular timing 

relationship is required. Differences in data rate are handled by the end systems 

using buffers and the data transfer may be either CO (Class C) or CL (Class D). For 

example Frame Relay (Class C) and traditional LANs such as Ethernet, W ANs and 

new SMDS and constant bit rate services (Class D).
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AAL Typel

This deals with a constant bit rate source and the SAR protocol is used to pack the bits 

into cells for transmission and unpacks them on reception. Each block has a 4 bit 

sequence number (SN) so that errored protocol data units (PDUs) can be tracked. A 

PDU is a message unit in a communications protocol, including the protocol layer 

overhead, that is exchanged between two protocol entities. The sequence number 

protection (SNP) field is an error code for error and possibly correction on the SN field. 

It supports Class A services. The services provided by the AAL Type 1 are:

• Transfer of the ser\dce data unit (SDU) with constant bit rate (CBR). A SDU is a 

message unit in a communications protocol, without the protocol layer overhead, 

that is exchanged between two protocol entities.

• Transfer of timing information between source and destination

• Indication of lost or errored information not recovered by Type 1 

Its overall functions are:

• Segmentation and reassembly

• Handling of cell delay variation

• Source clock frequency recovery at destination

• Monitoring of PCI bit errors

• Monitoring of user information for bit errors and possible corrective action 

AAL Type 2

This deals with VBR information and is intended for analogue applications such as video 

and audio that require timing information, but do not require CBR. A SN is provided 

and also a 4 bit information type (IT) and a length field (LI) are provided to allow the 

segmentation and reassembly of bursts of information from higher layers. The IT field 

indicates whether this is the beginning, continuation or end of a block from the 

application. If it is the last segment, the LI field indicates how many octets of 

information are included. This field is needed since each cell is of fixed size, it does mean 

that the last cell is likely to be partially filled. The IT field can also be used to indicate 

whether the information is the video or audio component of a video signal. AAL type 2 

was originally intended for Class B services, but it now seems that this will disappear
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completely and its functions will be provided via enhancements to the AAL Type 1. It 

seems to be a simple variant of Type 1 and the term Type 1/2 is now being used.

AAL Type 3/4

These two AAL types have merged into a single combined type and are intended for 

data transmission applications so that the information received from a higher layer will 

be in the form of PDUs or blocks of data. It provides both CO and CL services and the 

MID field allows multiple user sessions to be multiplexed at the cell level on a single 

ATM connection in the case of a CO service. For the CL service, if a single PDU at the 

CS level is divided into multiple PDUs at the SAR level, then all of the resulting SAR- 

PDUs will have the same multiplexing identification value. Thus information from more 

than one CS-PDU can be interleaved over an ATM connection without confusion. Two 

modes of service are defined :

• Streaming-mode service

This is used for low speed continuous data with low delay requirements. The data 

is presented to the AAL in fixed size blocks which may be as small as one octet or 

one block is transferred per cell.

• Message-mode service

This is used for framed data and any of the OSI related protocols and applications 

would fit into this category. In particular, LAPD or frame relay would be message 

mode.

AAL Type 5 (SEAL)

The latest AAL on the scene is the so-called simple, efficient adaptation layer (SEAL) 

[CCITT 1.363], also known as the AAL Type 5. It provides the capabilities to transfer 

the AAL-Service Data Unit (AAL-SDU) from one AAL-Service Access Point (AAL- 

SAP) to the other AAL-SAP through the ATM network. The AAL users will have the 

capability to select a given AAL-SAP associated with the QOS required, to transport 

that AAL-SDU (e.g. delay and loss sensitive QOS). It makes use of the service provided 

by the underlying ATM layer and multiple AAL connections may be associated with a 

single ATM layer connection, allowing multiplexing at the AAL. If multiplexing is used 

in the AAL layer, it occurs in the Service Specific Convergence Sub layer (SSCS).
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However, this SEAL cannot multiplex at the cell level and is not well suited to Class D 

work.

Type X AAL

If users wish to access the raw cells of the ATM layer, they can do so by requesting 

Type X AAL, which is a NULL case.

Signalling AAL (S-AAL)

A specialist AAL is being developed for signalling. The Service Specific Connection 

Oriented Protocol (SSCOP) has been specified as an AAL protocol for use in signalling 

in ATM networks [Henderson]. The S-AAL is more complex than the others detailed 

above and is based on Type 5 and SSCOP, but has additional higher level functions so 

that it can be used in both access and network signalling environments which previously 

had their own specialist data link layers (LAP-D) and Message Transfer Protocol 2 

(MTP2).
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