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Summary 

Hidden Hearing Loss (HHL) is a form of cochlear damage not detected by 

standard clinical audiometry. Recent work has shown that despite normal hearing 

thresholds there can be a substantial degree of cochlear neuropathy at the inner hair cell 

synapse. HHL could explain why patients with normal audiograms suffer from hearing 

problems like tinnitus, hyperacusis, and difficulty understanding speech-in-noise. The 

precise mechanism of how HHL could lead to these symptoms is not known. 

This thesis investigates, using a mouse model, how noise-induced HHL affects 

neuronal processing in the central auditory system. My results demonstrate for the first 

time that HHL causes the development of a putative neuronal correlate of tinnitus as 

well as profound impairment of auditory adaptive coding. I show that spontaneous 

firing rates in the inferior colliculus (IC) were significantly elevated at and above the 

frequency region of the noise exposure. This increase was greater than that seen with 

stimuli causing permanent threshold shifts. Moreover, I show that HHL compromises 

the ability of neurons to shift the dynamic range of their response following changes in 

the acoustic environment. This deficit was most pronounced for the loudest 

environment tested (80dB SPL), suggesting that it could originate from selective damage 

to high threshold AN fibres. Furthermore, I have discovered that adaption in the IC 

does not depend solely on the current stimulus history on a time-scale of hundreds of 

milliseconds, it also reacts to variations in the acoustic environments on a longer time 

scale. This meta-adaptation is also severely compromised by HHL for acoustic 

environments involving high sound intensities. 

My findings thus indicate how tinnitus could develop even without hearing 

threshold increase, and the deficits in adaptive coding and meta-adaptation caused by 

HHL could explain why some people with normal hearing thresholds struggle to 

understand speech in high-level background noise. 
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earing is our ability to perceive sound. Our ears convert vibrations from the air 

around us into electrical signals that the brain can process. These signals travel 

up the auditory pathway of the brain, relayed through the cochlear nuclei, the inferior 

colliculus, and the thalamus, until they reach the brain's centre of thought, the cortex. 

The cortex then interprets those signals and determines whether we are hearing the 

soothing patter of rain falling on grass or the shrill complaint of a baby's cry.  

Clinically, our hearing ability is assessed by conducting an audiogram. This 

measure, familiar to anyone who has been in an audiologist's office, involves putting on 

a pair of headphones and listening to a series of short pure tones. Through the protocol, 

the quietest intensity that one can hear will be determined for each frequency. This 

lowest perceivable intensity is referred to as the hearing threshold, and is the quietest 

tone one can hear at a given frequency. By playing through the range of frequencies, we 

will have a map of what is the minimum volume one can hear throughout the range of 

hearing - the audiogram itself. 

The audiogram is a quick and easy test that can be administered in just a few 

minutes, and it helps to describe how well we hear. Someone with severely elevated 

thresholds will not be able to hear quiet sounds at the affected frequencies, and generally 

have much more trouble understanding finely detailed sounds, such as speech. Further, 

even if someone is able to hear speech, they might have a reduced ability to comprehend 

the speech. Similarly, someone with a specific frequency area of elevated thresholds will 

often have difficultly hearing sounds specific to that frequency range. For example, if 

you have elevated thresholds at high frequencies, you might have difficulty hearing 

songbirds singing, but still hear other lower frequency sounds, like a cat’s purr. More 

alarmingly, a loss at only high frequencies could result in a reduced ability to hear and 

to quickly assess dangerous sounds, like the siren of an approaching emergency vehicle. 

H 
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Because the audiogram is so easy to administer, and provides so much useful 

information about an individual’s hearing, it has become the gold standard of hearing 

measurement. Relatedly, hearing loss has historically been defined as an elevation of the 

thresholds in the audiogram.  

Unfortunately, the audiogram is a limited measure of how we hear. There are 

many aspects of our hearing that it is unable to capture. It cannot describe why we have 

the ability to tell that a booming crash is behind us and off to one side, but cannot do the 

same with a high frequency pure tone. It is unable to explain why a loud bang will mask 

a quieter clink, or the mechanism of how we can tell the difference between a book 

falling on the floor versus a drawer of silverware. Importantly, it is unable to describe 

why two people with identical audiograms can have very different abilities to distinguish 

some sounds or comprehend some speech (He et al. 1998; Füllgrabe et al. 2015). 

 More concerning is the inability of the audiogram to predict many subjective 

hearing disorders, such as hyperacusis (extreme sensitivity to a particular sound), 

tinnitus (ringing in the ears despite no actual sound existing) and difficulties 

understanding speech-in-noise. While patients with elevated thresholds may have some 

or all of these maladies, it is by no means guaranteed, and many people with elevated 

thresholds never develop any of these symptoms. Critically, many people with perfectly 

normal audiograms still experience these problems. Approximately 25% of people with 

hyperacusis have normal hearing thresholds (Sheldrake et al. 2015) and between 10 and 

20% of people with tinnitus have normal thresholds (Schaette 2014). Further, the 

majority of people with hearing loss do not exhibit tinnitus, as tinnitus is roughly one 

quarter as common as hearing loss (Lockwood et al. 2002).  

It is this inability of the audiogram to explain why people with supposedly normal 

hearing experience these symptoms, while others do not that has served as the impetus 
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for my research. Subjects with clinically normal audiograms may in fact have cochlear 

damage that has eluded diagnosis, but causes their hearing impairments. Hidden 

Hearing Loss (HHL) is a term coined to describe cochlear damage that is not visible in 

the audiogram(Schaette & McAlpine 2011). This hidden cochlear damage could be 

responsible for tinnitus and other maladies that are not explained by elevated 

thresholds. This thesis will review what is currently known about tinnitus, hyperacusis, 

and understanding speech-in-noise difficulties. It will also examine what is known 

about HHL, how this new term came about, what some possible causes are, the 

mechanisms behind it, and how it could cause tinnitus and speech-in-noise difficulties. 

Based on this review, it will detail my experiments to determine whether HHL induces a 

neural correlate of tinnitus and whether it compromises the brainstem mechanisms 

necessary in order to understand speech-in-noise. 

Let us begin with a review of the cochlea and human hearing. 

1.1 Hearing 

Sound is a wave of changing pressure travelling through a medium. Sound waves 

travel through air, water, or even solids such as steel. Our ears detect these waves, and 

convert the sounds into information we can use to understand the sound. Also, like all 

waves, sound can be split by a thin object, reflected off a hard wall, or dampened and 

absorbed. It is these properties that the ear exploits. 

1.1.1 Outer and Middle Ear 

The outer portion of our ear, called the pinna, reflects sound waves in towards the 

ear canal at the centre of our ear(Pickles 2012). It does not reflect the sound from all 

directions equally, however, and more sound is reflected from the front than behind, 
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providing extra information about the direction from which the sound wave is arriving 

at the ear. 

 

Once the sound waves have been reflected in to the auditory canal, they travel 

down the canal until they hit the tympanic membrane, or ear drum (Chittka & 

Brockmann 2005). Although the majority of the sound energy is reflected by the ear 

drum, a small amount of sound energy travels through, and this sound wave is directed 

through the middle ear cavity using the ossicles, or ear bones. These bones, the incus, 

malleus, and stapes, match the impedance between the different mediums, the air and 

Figure 1-1: Labelled illustration of the human ear (Chittka & Brockmann 
2005). Sound is directed in to the auditory canal by the pinna, and travels 
through the tympanic membrane, is transferred between the different 
impedances by the ossicles, and directed through the oval window in to the 
cochlea. 
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the fluid within the ear, so that the mechanical energy of the sound wave is transferred 

from the air to the fluid within the cochlea. 

1.1.2 Cochlea 

The cochlea is a hard, bony structure, with three chambers, or ducts that pass 

through it. Two of these are used in the hearing system: the scala tympani, or tympanic 

duct, and the scala media, or cochlear duct. These two ducts are separated by the basilar 

Figure 1-2: Labelled cross-section of the mammalian cochlea (Ashmore 
2008). Both inner and outer hair cells are activated by the travelling wave of 
the incoming sound. Outer hair cells change their shape to adjust the fluid 
characteristics surrounding them and amplify the travelling wave. Inner hair 
cells send neurotransmitters to adjacent auditory nerve fibres. 
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membrane, and along the edge of the basilar membrane is the organ of corti (Ashmore 

2008). 

The organ of corti is lined with auditory sensory cells, known as hair cells. They 

are so called because they have long hair like protrusions, called stereocillia. There are 

two types of hair cell, called inner and outer hair cells. The inner hair cells are primarily 

sensory cells, while the outer hair cells act primarily as an amplifier. 

The stereocillia of the hair cells protrude in to the scala media. The scalae are filled 

with fluid, perilymph and endolymph, respectively. The endolymph contains a high 

concentration of potassium ions (K+) compared to perilymph. This results in the 

endolymph having a much larger positive charge, and as a result this high potential 

difference allows potassium ions to pass in to the inner hair cells when the cells are 

activated.  

However, the shape of the cochlea, the stiffness and elasticity of the basilar 

membrane, and the density of the fluid do not affect sound waves of all frequencies 

equally. The higher frequencies slow down before lower frequencies. Through this 

mechanism, the cochlea is able to separate out the different frequencies of the sound, 

and isolate each frequency to a small area of the cochlea. When the sound wave of a 

particular frequency hits its maximum amplitude in the cochlea, it causes the hair cells 

at that location to activate.  

The frequency at which hair cells are most sensitive, is called the characteristic 

frequency (CF). However, hair cells are not perfectly tuned, so frequencies outside of 

their CF can cause the hair cell to trigger; hair cells are most selective to their CF only at 

quiet sound intensities. The tuning curve of the hair cell describes when the hair cell will 

activate (Figure 1-3). The farther away from the CF of the hair cell, the more intense a 

sound needs to be to cause it to activate, but sufficiently intense sound can activate a 
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hair cell across a wide range of frequencies. Frequency tuning throughout the auditory 

system, be it hair cells or neurons, is inherited from the frequency tuning of the basilar 

membrane. Figure 1-3 depicts example tuning curves of inferior colliculus neurons in 

the mouse (Yan et al. 2005). 

Deflections in the basilar membrane caused by sound waves cause pressure 

differentials in the scala media and also physically move the hair cells up and down with 

the wave's passage. This causes the stereocilia of the hair cells to deflect. Deflection of 

the stereocilia opens potassium channels and allows potassium ions to flow in from the 

endolymph. This change in electrical potential causes the hair cells to activate. In inner 

hair cells, this results in neurotransmitters being sent to the connected auditory nerve 

fibres (Bullen et al. 2015). In outer hair cells, this causes them to adjust their motility, 

increasing their length, as well as deflecting the tectorial membrane. This results in an 

Figure 1-3: Frequency tuning curves of neurons in the mouse inferior 
colliculus (Yan et al. 2005). The ordinate is sound intensity in dB SPL of the 
auditory stimulus, and the abscissa is frequency in kHz. Each hair cell or 
auditory neuron is most selective at quiet intensities to its characteristic 
frequency, but will activate at louder intensities away from its CF. 
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amplification of the sound wave to the inner hair cell, increasing the likelihood of the 

inner hair cell activating at quieter sounds. Further, this amplification is non-linear, 

thereby increasing the dynamic range at which inner hair cells can activate. 

1.1.3 Neurons 

The cochlea, for all its effectiveness at converting sound to signals in their cells, 

cannot process that information. It is connected to the brain, where that information 

can be put to the best use. The brain is made of billions of neurons (in the case of 

humans, approximately 100 billion of them) interconnected. These connections are not 

random, but in specific patterns, commonly referred to as circuits, which produce 

specific responses to different inputs. Further, these neuronal connections are not fixed. 

They can deactivate one input and activate another, changing how the neuron responds: 

incorporating different inputs, or removing existing ones. While this ability to 

reconfigure, called plasticity, makes the brain extremely adaptable, it is a relatively slow 

process that can take hours, days, or even months, depending on the specific process in 

question. 

Figure 1-4: A 3-dimentional representation of a row of inner hair cells and 
their connected nerve fibres (Bullen et al. 2015). Imagery was obtained 
through tomographic reconstruction of electronic microscopy. 
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Most neurons consist of a central body, called the soma, and two types of 

extending structures, dendrites and axons (Scott 2002). The soma may have several 

dendrites connected to it, and the dendrites branch off, forming many tendrils, often 

referred to as the dendritic tree. The dendrites connect to various other cells, be they 

sensory cells, or most frequently, other neurons, and act as the inputs for the soma. 

The axon then extends out from the soma, and acts as the output of the neuron. 

Dendrites from other neurons will be connected to the axon, taking the output of that 

first neuron as some of their inputs.  

The connections between dendrites and the cells from which they receive input 

are called synapses. These connections allow one cell to pass either an electrical or 

chemical signal to another. Frequently dendrites will synapse to the axon of another 

neuron, thus receiving a signal from another neuron, and allowing networks to be 

created. Although dendrites are short range, axons can be extremely long, and can link 

different brain regions. However, neurons can also synapse to other types of cells. As a 

particularly relevant example, auditory nerves synapse on to inner hair cells in the 

cochlea. When activated by sound vibrations, the hair cells will release 

neurotransmitters to pass through synapse, and chemically activate the neuron. 

When enough of  a neuron’s dendrites have been activated, and there is a large 

enough electrical potential difference, the neuron will then fire an electrical pulse, called 

an action potential(Hodgkin & Huxley 1939). Along the length of the axon are a series 

of sodium channels, and a large enough potential in the dendrites will allow the first 

sodium channel to open, allowing a sodium ion to pass through it and change the 

potential for the next sodium channel. These will then progressively open along the 

length of the axon, rapidly sending an electrical change, or signal, through the cell. Any 
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dendrites from other neurons synapsed to the axon will then receive that electrical 

input. 

Figure 1-5: Diagram of a typical neuron from (Scott 2002). The dendritic 
trees extend from the cell body, or soma, receiving input signals at their 
synapses. When sufficient inputs have been triggered, an electrical impulse 
travels down the axon, outputting the signal to the axonal synapses, which 
are largely connected to input dendrites of other neurons. 
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Neurons can also be myelinated. This refers to when the axon of a neuron is 

wrapped in fatty deposit, called myelin, created by nearby Schwann1 cells. The myelin 

acts as electrical insulation, much as plastic sheathing does on copper wire (Hartline 

2008). This myelin does not form a continuous sheath, but rather is segmented along 

the axon, with each segment separated by a small gap, called a Node of Ranvier. 

Insulating axons in this manner decreases capacitance and increases resistance 

across the cell membrane of the axon, which reduces the amount of electrical current 

that bleeds out of the cell during an action potential. Further, the segmented nature of 

the myelin sheath increases the speed of the action potential along the axon. This is 

because rather than having to travel continuously along the axon, the action potential 

can skip from segment to segment.  

1.1.4 Auditory Nerve 

Both types of hair cell are connected to nerve fibres, but the similarity ends there. 

Inner hair cells are connected to a large number of heavily myelinated nerve fibres 

(Type I), whereas outer hair cells are connected to a small number, or even single, 

unmyelinated fibres (Type II) (Spoendlin 1985). Further, each Type I fibre connects to a 

single IHC, while each Type II fibre connects to multiple OHC. 

The large discrepancy between the number of innervations in inner and outer hair 

cells elicits a large difference between the number of type I and II fibres. In humans, 

between 90% and 95% of the approximately 35000 (Spoendlin 1985) auditory nerve 

fibres are of type I(Spoendlin & Schrott 1989). The connections between the type II 

fibres to the outer hair cells are also much larger than those of type I to inner hair cells 

(Spoendlin 1985). 

                                                        
1 One of my life goals is to form a musical group of fellow neuroscience researchers called 

Flanders and Schwann. 
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Type I fibres can further be categorised by their threshold and spontaneous firing 

rate (Evans 1972). Liberman found that different AN fibres had different response 

thresholds, with some fibres responding only to high intensity sounds, while others 

responded at lower intensity sounds (Liberman 1978). Further, the spontaneous firing 

rate of these fibres was related to the threshold, with high threshold fibres being much 

more likely to have low spontaneous firing rates, and vice versa. However, the 

relationship between spontaneous rate and threshold is not strictly an inverse 

proportionality, as will be discussed presently. 

Liberman went on to categorise these fibres into three groups, of low, medium, 

and high spontaneous rates. High spontaneous rate fibres have a rate of greater than 18 

spikes per second, but all seemed to have a roughly equivalent threshold. That is a fibre 

with a spontaneous rate of 20 spikes per second would not be more or less sensitive than 

a fibre with a spontaneous rate of 100 spikes per second (Liberman 1978). All of the 

fibres in this group have thresholds within 5dB of the average. 
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us rate fibres also had a tight range of thresholds, wh thresholds with 10dB of one 

Figure 1-6: Scatterplot of Type-I Auditory Nerve fibres from 2a cat 
(Liberman 1978). The abscissa is the spontaneous firing rate of each nerve 
fibre. The data points are clearly clustered, with high threshold fibres 
displaying low spontaneous firing rates, and low threshold fibres showing 
high spontaneous firing rates. 

SPONTANEOUS RATE (SPIKES/SEC) 
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another. Conversely, the fibres with lower spontaneous rates, comprised a wide range of 

high thresholds, with individual neurons having thresholds as far apart as 50 dB. The 

distribution was split between these two groups, with a chosen dividing line at 0.5 

spikes/s.  

The success of this work has led to examinations of the auditory nerve fibre types 

in other animal models, including guinea pigs (Palmer 1982; Furman et al. 2013), gerbils 

(Schmiedt 1989), monkeys (Rose et al. 1971), and mice (Taberner 2004). While these 

studies showed similar auditory nerve characteristics to the earlier ones done in cats, 

there are differences. In particular, mice appear to have a more heterogeneous spread of 

thresholds within a spontaneous group, as well as a larger number of low spontaneous 

rate fibres when compared to cats or guinea pigs (Furman et al. 2013; Taberner 2004). 

Unfortunately, the only way to currently determine a nerve’s response properties 

involves invasive surgery to directly measure the voltage changes of the neuron. Because 

this cannot be done in humans, the distribution of nerve fibres has to be inferred by 

comparing histology done on post mortem human temporal bones to animal studies 

(Viana et al. 2015). This also constrains our knowledge of the precise spontaneous firing 

rates and thresholds of nerve fibres in humans. 

1.1.5 Lower Auditory Brainstem 

From this point forward I will focus on the afferent, or ascending, auditory 

system. Once the sound waves have been transformed into electrical signals, they travel 

up the cochlear nerve described earlier, and along the brainstem through several 

ascending steps. Figure 1-7 details this auditory pathway in the mouse (Malmierca & 

Ryugo 2012). 

The auditory nerve encodes individual frequencies and intensities in each fibre, 

due to the nature of the connections with the inner hair cells. As such, the nerve bundles 
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exhibit tonotopy, or a gradient of represented frequencies dependent on the location of 

each fibre in the bundle. This tonotopy is maintained throughout the auditory pathway. 

Figure 1-7: Annotated diagram of the mouse auditory pathway (Malmierca & 
Ryugo 2012). Auditory signals are passed from the cochlea (lower left), up 
through the cochlear nuclei (CNC) and olivary complexes (SOC), to the 
inferior colliculus (IC), and from there up through thalamic regions (MG) to 
the auditory cortex (AC). 
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The first step upon exiting the auditory nerve are the cochlear nuclei. Once the 

encoded sound signal reaches this point, the signal can take different branching paths 

along the pathway, and undergo different complex processing depending on the path 

taken. The ventral cochlear nucleus (VCN) feeds in to the superior olivary complexes. 

The VCN primarily focuses on the information on the timing and firing patterns of the 

auditory nerve. This information is then directed to two different sections of the olivary 

complex, the medial superior olive (MSO), and the lateral superior olive (LSO). Both 

olivary complexes uses these auditory inputs to extract localisation cues on the 

horizontal plane. The MSO processes timing differences between the two ears, or the 

inter-aural time difference, to determine location, while the LSO processes intensity 

differences. This information is then relayed to the inferior colliculus (IC). 

Spectral analysis is believed to be one of the computational functions performed 

by the dorsal cochlear nucleus (DCN), with it encoding frequency based cues (Young & 

Brownell 1976). Because of the shape of the pinna resulting in a frequency based notch 

filter, one of the results of this analysis is the encoding of vertical location information. 

The DCN also passes the results of its processing on to the IC. 

1.1.6 The Inferior Colliculus 

The Inferior Colliculus is one of the largest and most important nuclei in the 

auditory system. Formerly, the IC was thought to be a required pathway for all auditory 

information between the cochlea and the cortex (Malmierca 2004). There are some 

auditory paths that bypass it (Anderson et al. 2009), but these are short latency, 

comparatively sparse, and appear to primarily relay information extremely quickly 

(Anderson et al. 2006). Most auditory information does pass through the IC (Winer & 

Schreiner 2005). It is the first step where horizontal and vertical localisation information 

can be merged, which is a necessary step in creating a complete 3-dimensional 
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representation of the acoustic scene. The inferior colliculus also responds to amplitude 

modulation, and the processing performed there may be necessary for the detection of 

pitch (Malmierca 2004). 

The IC has ascending, or afferent, inputs from the cochlear nucleus, the lateral 

lemniscus, and the olivary complex, as well as descending, or efferent, inputs from the 

medial geniculate body, the thalamus, and the entire auditory cortex. Further, the IC has 

outputs to virtually every nucleus in the auditory system that connects to it (Huffman & 

Henson 1990). It also has connections within itself, and to IC in the opposite 

hemisphere(Malmierca 2004). It is unique among sensory pathways in that a great deal 

of processing is done in the IC, before information reaches the cortex (Malmierca 2004). 

If neural networks are thought of as the British railway network, the IC can be thought 

of as a major interchange like Birmingham: the majority of information passes through 

it, and in the course of this, it is processed, integrated, and passed along. 
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The IC is divided into three sections: the central nucleus, the dorsal nucleus, and 

the external nucleus (Figure 1-8).  

The central nucleus is an area of densely packed neurons located in the middle of 

the IC. It is holds a "primary role … in the core auditory pathway" (Huffman & Henson 

1990) and receives inputs from both cochlear nuclei, the superior olivary complex, and 

the lateral lemniscus.  

The central nucleus is also organised tonotopically, with many layers, or a 

laminated structure. This tonotopy describes that neurons sensitive to the same 

frequencies will be located in the same plane, and that the arrangement of neurons is 

ordered by frequency. There is a gradient across the IC, from low to high frequency 

areas, with frequencies increasing from dorsal and lateral to ventral and medial (Stiebler 

Figure 1-8: Layout of the different areas of the Inferior Colliculus from 
(Huffman & Henson 1990). The Central Nucleus (ICC on the schematic, 
often also referenced in literature as ICc) is the core section and receives 
the majority of the connections from the lower brainstem. The Dorsal 
Nucleus (ICD, or ICd) has connections to the cortex, the other hemisphere 
IC, and appears to be involved in processing feedback. The External Nucleus 
(ICX or ICx) receives connections from other sensory pathways and 
appears to be important for motor responses 
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& Ehret 1985). Due to this, frequency response of the neuron can be used as a rough 

estimate of the location of the neuron in the IC.  

The dorsal nucleus consists primarily of the dorsal cortex, but also includes the 

areas that are adjacent to the periaqueductal gray that are dorsal and medial to the 

central nucleus (Huffman & Henson 1990). The dorsal cortex has few ascending 

connections to the auditory pathway, but has descending inputs from the cortex, and 

outputs to the auditory thalamus. This large number of connections to higher auditory 

pathway locations suggests it is primarily involved in feedback and connections between 

the inferior colliculus and the cortex. It is through this nucleus that the IC is connected 

to the IC of the other hemisphere (Malmierca 2004). 

Finally, the external nucleus contains inputs from other senses, and appears to 

have a role in motor responses to acoustic stimuli (Huffman & Henson 1990). 

1.1.7 Auditory Thalamus and Cortex 

Upon exiting the IC, the pathway travels to the thalamus, which acts as a general 

relay for information from throughout the sensory system. Finally, the auditory signal 

reaches the auditory cortex. The auditory cortex is necessary for the perception, or 

awareness of sound, and without it we would not know there was sound (King & 

Schnupp 2007). This does not mean that the body cannot sense or respond to sound 

without a cortex - the acoustic startle response will continue to function even without 

the auditory cortex (M. Davis et al. 1982)- but rather, we cannot be aware of sound 

without the cortex. It is at the level of the cortex that auditory perception occurs - where 

music and language become more than just frequencies and intensities, with onsets and 

offsets (King & Schnupp 2007). 

The cortex also provides feedback through efferent nerve fibres, relaying response 

signals back through the auditory system. This efferent feedback can be merged with the 
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ascending information, creating a classical feedback loop (Huffman & Henson 1990). 

These feedback loops can and do occur throughout the auditory pathway, resulting in a 

versatile, highly adaptable system, that can process a wide range of highly dynamic 

soundscapes quickly and accurately (Willmore et al. 2016; Raphael & Altschuler 2003). 

Throughout this section, I've discussed how sound waves are converted by the ear 

into electrical signals that are processed and relayed through the peripheral nervous 

system to the auditory cortex. This description has been exclusively for how the hearing 

system works when functioning correctly. In the next section, we will explore how the 

hearing system is commonly impaired, and how this leads to hearing loss. 

1.2 Hearing Loss 

As mentioned earlier, clinically we consider hearing loss to be an elevation in the 

hearing threshold. This type of hearing loss is quite common, affecting roughly 15% of 

the British population in 2015 (Action on Hearing Loss 2015). Further, it appears to be 

progressive with age, as 40% of people over 50 years of age, and 70% of people over 70 

years of age, exhibit elevated thresholds (Action on Hearing Loss 2015).  

The mechanism for these increases appears to be damaged and destroyed hair 

cells(Nadol 1993; Stebbins et al. 1979). Outer hair cell loss usually occurs before inner 

hair cell loss, and is associated with smaller increases in the hearing thresholds(Stebbins 

et al. 1979). This fits with our knowledge of the auditory system, based on the function 

of the two types of hair cells. A loss of outer hair cells will damage the amplification of 

the sound wave, but the actual detection and encoding of the sound wave is dependent 

on the inner hair cells. Thus, this loss of amplification results in an increase in the 

minimum sound detectable. However, the loss of an inner hair cell will result not in a 

merely elevated threshold, but rather the loss of all the frequency information that that 

hair cell provided. While there is some overlap in the frequency response between 
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individual hair cells(Patterson & Allerhand 1995), the loss of any inner hair cell will 

compromise the ability of the ear to encode the sound wave. This most commonly 

appears as a severe increase in threshold, or even a complete inability to hear any sound 

at a particular frequency, but if the inner hair cell loss is sufficiently well distributed, 

thresholds will not be elevated (Lobarinas et al. 2013). 

This mechanism describes the most common occurrence of hearing loss, but it 

does not cover all hearing losses, some examples of which are mechanical, like 

conductive hearing loss, and others are due to age-related atrophy of the spiral ligament 

(stria vascularis) which results in a loss of endocochlear potential (Gates & Mills 2005). 

When humans are exposed to loud sounds, they frequently experience a loss in hearing 

sensitivity(H. Davis et al. 1950), or an elevation in their hearing thresholds. For many 

volumes and duration of sounds, the elevation is only temporary, and, after a period of 

time dependent on the intensity of the sound, the hearing threshold is fully recovered 

(H. Davis et al. 1950; Ward 1970; Kujawa & Liberman 2009). Many of us have 

experienced this phenomenon; after going to a loud club or a concert, or even an 

aerobics class (Nassar 2001), and having trouble hearing for a few hours. 

Following along this line, there are many hearing difficulties that are not hearing 

losses. To extend the previous metaphor, after going to that loud concert, many of us 

have had a profound ringing in our ears, tinnitus, that passed after a few hours. 

Historically, since these conditions passed and appeared to show no permanent effect, it 

was thought that hearing was capable of recovering from minor insults. 

Damage to the cochlea causes permanent changes downstream in the brain. After 

noise induced cochlear damage that causes inner hair cell loss, there is a corresponding 

loss of neurons in the ventral cochlear nucleus (Syka 2002) and throughout the auditory 

pathway from the cochlear nuclei to the inferior colliculus(Coordes et al. 2012). This 
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neuronal loss occurs in the same frequency regions as the loss of the inner hair cells. 

However, further downstream, in the Dorsal Cochlear Nucleus, the Superior Olive, and 

the IC, fibre degeneration does occur, but is not correlated to the inner hair cell loss 

(Syka 2002). Further, there appears to be an increase in the amplitude of neuronal 

responses in the IC after noise exposure. This could be caused by a lack of inhibition 

(Syka 2002).  

Hearing loss also triggers long term changes in the central auditory system. 

Neuronal degeneration frequently results from cochlear damage (Syka 2002). Further, 

plastic changes in the auditory cortex, resulted in a larger area sensitive to low level 

electrical stimulation. Although the precise details of cortical reorganisation after 

hearing loss are not known, the circuitry has been measured to be greatly altered, with 

an increase in horizontal projections, a reduction in callosal connections, and a change 

in the pattern of both (Syka 2002).  

Since we've now seen that there are many types of hearing loss, and many hearing 

problems that are not necessarily tied to hearing losses of any type, I will continue 

further to review subjective hearing problems, or hearing problems for which the 

aetiology is difficult to measure, is poorly understood, or unknown entirely. 

1.3 Subjective Hearing Problems 

Although hearing threshold loss is common and debilitating, it is not the only 

malady that affects large portions of the population. There are many ailments which can 

occur in conjunction with hearing loss or on their own. The literature often focuses on 

what I will call subjective hearing problems - or problems that the subject can describe 

qualitatively, but which are not easily quantified. Until recently, some of these problems 

could not be detected with any clinical tests, and even now, some are still poorly 

measured and understood. 
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Three common phenomena of this nature are hyperacusis,  difficulties 

comprehending speech-in-noise, and tinnitus. All of these problems can occur in 

normal hearing individuals. 

To begin, hyperacusis is the extreme sensitivity to a particular sound. This is 

frequently associated with being overly sensitive to loud sounds, or having abnormal 

thresholds for hearing discomfort. However, it can also be extreme sensitivity to 

particular sounds, irrespective of intensity. It is a malady that can occur in patients with 

a flat or "normal" audiogram (Anari et al. 1999). The occurrence of hyperacusis appears 

to be completely uncorrelated with the subject's age (Anari et al. 1999)or audiogram, be 

it completely flat "normal" hearing, common high frequency elevated thresholds, or 

other elevations, such as a noise induced threshold elevation “notch” (Sheldrake et al. 

2015). In fact, the only correlation between hyperacusis and other hearing maladies is 

that over 80% of patients who reported it, also reported having tinnitus(Sheldrake et al. 

2015). However, tinnitus is far more prevalent than hyperacusis, and the majority of 

subjects with tinnitus do not have hyperacusis(Sheldrake et al. 2015). 

The next condition I will introduce is difficulty comprehending speech-in-noise, 

which is often referred to just as speech-in-noise difficulties. I will cover this in much 

greater detail in the upcoming Cocktail Party Listening section. The inability to 

comprehend speech-in-noise is a frequently reported problem even amongst normal 

hearing listeners(A. C. Davis 1989). It certainly has wide reaching effects, as spoken 

language is our oldest, and primary means of communication with others. Listeners 

with no hearing loss, but who do have tinnitus, have greatly exacerbated difficulties 

hearing speech-in-noise (Gilles et al. 2016). This suggests tinnitus either has an additive 

effect impairing hearing, and compounding hearing loss, or that hearing loss may be a 

gradient that exists below our ability to detect with audiograms. 
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Tinnitus is one of the most frequently studied conditions, and with the possible 

compounding detrimental effects it has on hearing, a more robust investigation of the 

literature is warranted. 

1.3.1 Definition and History of Tinnitus 

Tinnitus is the perceived presence of sound where no acoustic cause exists2. Many 

people who experience the effect define it as a ringing or buzzing sound, and it is 

frequently just referred to as ringing in the ears(Heller & Bergman 1953). But, as 

tinnitus is the description of an effect, it tends to encompass a wide set of closely related 

symptoms. It can present, as a persistent single tone, as multiple individual tones, as a 

band of noise, as a mixture of tones and noise, and as other types of sounds (H. E. 

Heffner & R. S. Heffner 2012). Further, it can be a constant presence, or it can come and 

go. It can appear as a sudden loud attack that fades quickly, or it can only appear in 

quiet environments where there is no other background noise. Finally, it can appear 

once and then never return, or it can be ever-present in all situations. In order to try and 

tackle this chimera of a condition, many authors have tried to define a difference 

between pathologic tinnitus and minor, temporary noises, with a common definition of 

pathologic tinnitus being a required duration of at least 5 minutes that must occur at 

least once per week (Coles 1984; Hazell et al. 1985). Further, the definition of chronic 

tinnitus is also somewhat fluid, and can vary from study to study.  

Tinnitus is abundant, with epidemiological studies estimating that between 10 and 

15% of the adult population experience the phenomenon (Henry et al. 2005). Although 

many occurrences of tinnitus are mild and easy to overlook, roughly 1% of the general 

                                                        
2 There is a condition called objective tinnitus, where the source of the tinnitus can be measured 

acoustically – most frequently a malformed blood vessel (McFadden 1982). This condition represents by 
far the minority of tinnitus cases, and, since the sound has a physical source, understanding the 
mechanism of this tinnitus is trivial. 
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population suffer from debilitating tinnitus (McFadden 1982). If the tinnitus 

experienced is particularly loud or has a timbre that is particularly distracting, it can 

cause or exacerbate the stress of the patient(Henry et al. 2005). Tinnitus can also cause 

anxiety, annoyance, and even fear; often in a repeating cycle. Some cases of tinnitus are 

painful, and there exists a strong correlation of tinnitus sufferers experiencing 

depression(Henry et al. 2005). However, it remains important that researchers keep in 

mind that tinnitus is a symptom and not a disease; it can have different causes, and may 

be merely a similar appearing consequence for wholly disparate maladies(Heller & 

Bergman 1953). 

Evidence of people being subject to tinnitus can be found in various accounts 

throughout recorded history. The etymology of the term tinnitus is the Latin tinnire, 

meaning "to ring" (Morgenstern 2005). The term was first coined by Pliny The Elder in 

his work Natural History, referring to the condition as "eares ringing and singing, or 

having in them any unnaturall sound and noise." (Pliny the Elder 1601). Many notable 

individuals, including Michelangelo, Charles Darwin, and Marie Curie, were afflicted 

with tinnitus, and Bedrich Smetana even scored his tinnitus in one of his musical 

compositions (Morgenstern 2005). The high prevalence of tinnitus, combined with the 

fact that it affects individuals from all socio-economic backgrounds, led to a variety of 

myths surrounding it, as well as a strong desire to develop remedies for the complaint. 

However, a lack of understanding of the pathology of tinnitus has blocked the discovery 

of effective remedies. 

In order to properly understand tinnitus, we must understand the specifics of 

what can cause it. We know sound exposure can cause tinnitus, but what kind of sound, 

and how loud(Eggermont & Roberts 2004; Kaltenbach & Afman 2000)? Experiments 
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that use noise exposure to induce tinnitus in humans would be unethical3 under modern 

research practices, but they were performed in the 1950s and 60s (H. Davis et al. 1950; 

Loeb & Smith 1967). Heffner reviewed these papers and found that tinnitus induced 

using either tone or octave-band noise exposures had a median centre frequency slightly 

above the centre frequency of the induction stimulus (H. E. Heffner & R. S. Heffner 

2012). They also found that it was likely that exposure in one ear does not produce 

tinnitus in the contralateral ear, provided that the contralateral ear was spared a 

tinnitus-generating exposure. 

Frequently, the appearance of tinnitus occurs after the induction of hearing 

loss(Henry et al. 2005). Furthermore, as hearing loss progresses, the occurrence of 

tinnitus becomes more frequent(Chung et al. 1984). This association between hearing 

loss and tinnitus has led to the majority of tinnitus models assuming that the condition 

is dependent on cochlear damage (Schaette & McAlpine 2011; Schaette & Kempter 

2012). While the majority of tinnitus subjects also have other hearing problems, tinnitus 

does occur in patients with normal audiograms (Sanchez et al. 2005). This suggests 

either audiograms are not sufficient to determine hearing loss, or tinnitus is not 

dependent on the existence of cochlear damage. However, it has been shown that 

tinnitus is not generated in the ear, but rather first manifests downstream from the 

cochlea(Eggermont & Roberts 2004; Roberts et al. 2010). Adding to this, Schaette and 

McAlpine (Schaette & McAlpine 2011) showed changes entirely within the auditory 

brainstem of tinnitus subjects that were not present in normal hearing subjects. 

Therefore, it is likely the former is the case, and audiograms are simply insufficient to 

measure hearing damage. 

                                                        
3 My personal favourite involves the 1950 Hallowell Davis paper (H. Davis et al. 1950). It 

includes an image of a gentleman with a speaker roughly a metre in diameter pointed directly at his right 
ear, and through which they deliberately induced temporary threshold changes. I’ve included this image 
in Appendix C - Ephemera. 
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1.3.2 Mechanisms of tinnitus 

 Since people with normal audiometric results can have tinnitus, and it is likely 

that in these cases it is a symptom of hearing loss that is undetected, the presence of 

tinnitus is a possible measure of this underlying hearing loss. Unfortunately, while 

tinnitus can appear from this damage, it is not guaranteed to appear, and furthermore, 

there are other maladies (such as hyperacusis (Katzenell & Segal 2001)) that can result 

from the same mechanisms that create tinnitus. As such, we need to understand the 

precise nature of this underlying damage, or damages if there are multiple different 

causes with similar symptoms. Once we understand the mechanisms that are causing 

tinnitus, hyperacusis, and speech-in-noise difficulties without affecting audiometry, we 

can begin to test for them and seek out effective treatments. 

1.3.2.1 Inducing Tinnitus in Humans 

In order to study tinnitus, researchers have to do one of two things: recruit 

subjects with tinnitus, or induce tinnitus in otherwise healthy subjects. The former can 

be limited if sufficient tinnitus subjects cannot be found that meet necessary criteria for 

the study, or if those that are found are a constrained population. For example, if all 

recruited subjects are of one gender, or are all from one family, the distributions of 

subjects do not reflect the population as a whole, and that distribution cannot be 

discounted as a generic cause of tinnitus. Conversely, if the study needs to constrain to 

parts of the population in order to isolate a particular type of tinnitus, sufficient 

numbers of subjects can be difficult to find. 

Of much greater concern, are the ethical ramifications of inducing a possibly 

debilitating condition such as tinnitus without understanding the mechanism behind 

causing it. Inducing a permanent condition in any subject is now considered to be 
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unethical. However, some studies were performed before the permanent consequences 

were known. 

There are two methods that are consistent in inducing tinnitus: acoustic 

overexposure, and ototoxic drugs. Both methods have been found to induce tinnitus in 

humans (H. Davis et al. 1950; Loeb & Smith 1967; Cazals 2000). While the former is 

clearly unethical today, many ototoxic drugs are used to treat severe conditions, such as 

cisplatin use to treat cancer, and aminoglycoside antibiotics that are used to treat 

dangerous infections. Both of these agents have been found to cause permanent hearing 

loss and tinnitus. Studying these subjects is vital to understanding how much damage 

has been caused by the life saving treatments they have received, and whether it can be 

treated or reversed. Further, tinnitus is known to be caused by noise exposure (H. Davis 

et al. 1950; Loeb & Smith 1967), and as such subjects from particularly noisy 

occupations are often recruited for study.  

Deliberate noise exposure to induce tinnitus in humans was performed at Harvard 

University by the research group of Hallowell Davis (H. Davis et al. 1950). They studied 

the effects of exposing themselves to high intensity (120 dB SPL) single pitch tones. This 

was performed unilaterally, using the non-traumatised ear as a control. They found that 

this induced tinnitus, and that the pitches were closely related to the pitch of the 

induction stimulus.  

Tinnitus has also been deliberately induced by administrating of high doses of 

sodium salicylate (McFadden 1982). Salicylate overdose commonly causes a temporary 

increase of hearing thresholds, as well as tinnitus, and salicylate-induced tinnitus is 

characterised as a high frequency tone or noise (typically between 0.9 and 14.5 kHz) 

(Day et al. 1989). Fortunately, auditory effects caused by exposure to salicylate are 
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temporary and will fade within three days of cessation of salicylate administration 

(McFadden 1982). 

Once a pool of tinnitus subjects has been recruited, their brain and auditory 

pathway can be examined using non-invasive techniques, including 

Magnetoencephalography (MEG), Electroencephalography (EEG), and hearing tests, 

such as measuring Otoacoustic Emissions (OAE), and Audiometry.  

1.3.2.2 Recordings of Tinnitus in Humans 

Magnetoencephalography (MEG) investigations have found that regional 

spontaneous activity in human subjects with tinnitus was abnormal compared to 

control subjects(Weisz et al. 2005). Similar work also showed that this elevation of 

neuronal activity occurs in tinnitus subjects both with and without hearing 

loss(Adjamian et al. 2012). Weisz concluded that it was likely that this macroscopic 

measure of spontaneous activity was directly related to neuroplasticity (Weisz et al. 

2005; Weisz et al. 2007). 

 Neuroplasticity is a method through which the brain reconfigures itself by 

changing the structure, and consequently the function, of its neural pathways (Pascual-

Leone et al. 2005). It does this by adding new connections through neurogenesis, and 

removing no longer useful ones. It can also change the gain of the response, thus 

strengthening or weakening the signal without adding or removing the inputs. This 

occurs as a normal process of the brain, but can also be triggered by external factors 

such as brain damage or specific sensory inputs(Pascual-Leone et al. 2011). 

 Unfortunately, non-invasive measures of tinnitus activity in humans are 

macroscopic. Even the highest resolution fMRI scanners with extremely powerful 

magnetic fields can only resolve down to 1.5mm (De Martino et al. 2013). Recent 

studies involving implanted electrodes in patients undergoing treatment for other 
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neurological disorders, like epilepsy, have limited resolution and limited positioning 

(Sedley et al. 2015). While such measurements give us an idea of what areas are being 

activated, they are not detailed enough to provide information about what is happening 

with the mechanisms inside the brain; we cannot tell what the neural circuits are or how 

they are being affected, and we cannot tell where the changes are being generated. In 

order to study this at the necessary resolution, we must turn to invasive direct neural 

recordings, and that can only be done in animal models. 

1.3.3 Animal Models of Tinnitus 

 In order to assess whether cochlear damage that does not elevate thresholds is 

sufficient to induce tinnitus, we need one of two things: a non-invasive measure of 

hidden hearing loss in humans that we can then sort based on their tinnitus, or we need 

to know whether animals that can be assessed as having hidden hearing loss can 

perceive tinnitus. Unfortunately, despite many efforts towards the former, we do not as 

yet have an effective measure of hidden hearing loss in humans. Since we cannot use 

humans, and we cannot simply ask an animal if they can hear ringing in their ears, other 

means of detection had to be developed. 

The first animal model of tinnitus used behavioural tests of tinnitus and was 

developed by Pawel Jastreboff (Jastreboff et al. 1988). The success of this model led to a 

marked increase of research in tinnitus using animal models. Jastreboff's model used 

rats, but later models experimented with other animals, and this lead to other 

advancements in tinnitus induction methods and tinnitus detection techniques. 

Currently, most studies of tinnitus and induced hearing loss remain in rodent 

models. Genetic hearing loss models, in particular, focus on mice. Mice have been used 

as a research model for decades, and since the sequencing of both the mouse and rat 

genomes, they are arguably the foremost model for studying physiology and disease 
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mechanisms(Nguyen & Xu 2008). The mouse CBA/CaJ strain has been shown to have 

stable hearing throughout adulthood and does not experience early onset age-related 

hearing loss. This strain is one of the most commonly found in tinnitus studies 

(Longenecker & Galazyuk 2011; Lobarinas et al. 2013) and noise exposure studies 

(Kujawa 2006; Kujawa & Liberman 2009).  

However, both mice and rats have a major problem when used as hearing models: 

their hearing range. While humans can hear to comparatively low frequencies in the 20 

- 30 Hz range, rats cannot hear below 200 Hz, and mice cannot hear below 1000 Hz. 

Additionally, humans have a maximum frequency range approaching 20 kHz, but rats 

can hear up to 75 kHz, and mice can hear up to 90 kHz. This 3-octave shift between 

humans and mice indicates a fundamental difference in most sensitive areas of the 

animal's frequency range, and also means that they do not exhibit any interaural time 

difference sensitivity. Thus, mice and rats are a poor model for human sound 

localisation, and pitch sensitivity. 

To address some of these problems, Brozoski used chinchillas. The chinchilla's 

auditory system exhibits both a frequency range (20Hz - 30kHz) and cochlear size more 

similar to humans than that of rats (Brozoski et al. 2002). For similar reasons, Susan 

Shore’s lab have used  have used guinea pigs (50 Hz - 50 kHz) in their studies on 

tinnitus (Dehmel, Eisinger, et al. 2012; Koehler & Shore 2013). Although not specifically 

studying tinnitus, Heffner has used hamsters in hearing research (80Hz - 45 kHz) (H. E. 

Heffner & Harrington 2002). When studying adaptive coding mechanisms, Dean used 

guinea pigs (Dean et al. 2005) and Liberman has also used guinea pigs in his research on 

cochlear deafferentation (Furman et al. 2013).  
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Across all these different species, tinnitus correlates have been induced and 

measured. While there are species related differences, similar analogous results have 

been found across species. 

1.3.3.1 Inducing Tinnitus in Animals 

Just as in humans, the two most common methods of inducing tinnitus are 

overexposure to sound and ototoxic drugs (Jastreboff et al. 1988; Turner et al. 2006). 

The advantages and disadvantages of each method is discussed below. 

Models of tinnitus generated using salicylate suffer from confounding factors due 

to other audiological effects. As well as tinnitus, high levels of salicylate also induce 

hearing loss and hyperacusis (H. E. Heffner & R. S. Heffner 2012) thus preventing the 

ability to separate the effects of tinnitus from the effects of the temporary hearing loss. 

The frequency and threshold elevation of the hearing loss observed is dependent on the 

salicylate levels found in the bloodstream. However, these hearing loss characteristics 

are also subject to variability depending on the individual (Cazals 2000). 

Further, salicylate produces systemic effects including pain attenuation and 

inhibition of inflammation. Combined with the ability of salicylate to potentially affect 

the central auditory system directly by crossing the blood-brain barrier and its known 

effects on hair cells in the cochlea make it difficult to isolate the specific aetiology of the 

tinnitus. Also, it is possible that salicylate-induced tinnitus may not be related to chronic 

tinnitus developed from other vectors, since the temporary nature of it could be 

indicative of another mechanism. 

The anti-cancer agent cisplatin is also commonly used to induce tinnitus 

(Kaltenbach et al. 2002; Bauer et al. 2008). This drug is known to be ototoxic, causing 

outer hair cell loss at lower doses, but at high enough doses it can even damage inner 
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hair cells. This again causes difficulties in separating the behavioural response to 

tinnitus from the behavioural response to the hearing damage.  

Early studies of noise induced tinnitus in animal models subjected mammals to 

noise exposure and confirmed tinnitus by using behavioural tests (Brozoski et al. 2002; 

H. E. Heffner & Harrington 2002). Extremely intense noise traumas exceeding 110 dB 

SPL were used. While this trauma is likely to induce tinnitus, it will also induce 

permanent hearing damage in the animals, again limiting the ability to separate the 

effects of hearing loss from tinnitus. Heffner et al. noted changes in the audiogram of 

the animals even when they had seven weeks to recover after exposure (H. E. Heffner & 

Harrington 2002). Other work in hamsters also used a severe trauma of 125 − 127 dB 

SPL at 10 kHz, presented over 4 hours. This level of intensity caused permanently 

elevated thresholds in the animals, as well as severe damage to the hair cells, indicating 

irreversible hearing loss (Kaltenbach et al. 1992; Kaltenbach, Zacharek, et al. 2004). 

Sound induced hearing damage also causes changes in the central auditory 

pathways of the brain. There are changes to the shape of the frequency response areas of 

individual neurons in the inferior colliculus (F. Wang et al. 2013). There are also 

increases in spontaneous firing rates in the inferior colliculus. Additionally, there has 

been shown decreases in inhibition in both the dorsal cochlear nucleus and the inferior 

colliculus (H. Wang et al. 2011). This decrease in inhibition coupled with the increase in 

spontaneous firing rate could show a putative neural correlate for tinnitus, proposed by 

the computational model developed by Schaette and Kempter (Schaette & Kempter 

2006). 

In relevant hearing, but non-tinnitus research, Kujawa and Liberman used a 

milder trauma that resulted in fully recoverable hearing thresholds (Kujawa & Liberman 

2009)Recent work has also been able to confirm tinnitus in sound-traumatized mice 
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whose thresholds recovered following a sufficient recovery period (Longenecker & 

Galazyuk 2011). 

There have thus been a number of ways to induce tinnitus that correlate to how 

tinnitus presents in humans, but we still need to detect whether animals actually 

experience tinnitus. 

1.3.3.2 Detecting Tinnitus 

Most early work studying tinnitus in animals followed the paradigm developed by 

Jastreboff and his colleagues (Jastreboff et al. 1988). These animals were trained using 

Pavlovian suppression conditioning prior to the induction of tinnitus. They were 

trained using a lick suppression paradigm, with silence as the conditioned stimulus and 

high voltage shocks as the unconditioned stimulus. They were trained to avoid a foot 

shock by only licking while a particular background noise was generated. This 

background noise was structured to mimic the expected frequency and intensity 

characteristics of tinnitus, and animals with tinnitus should not be able to differentiate 

between this background noise and their tinnitus. Since they were trained to avoid 

licking during silence, but were only tested after the shocks were no longer 

administered, any animals that had tinnitus should lose their conditioned avoidance 

much more quickly than animals without tinnitus. This was the result observed, and 

thus the first test for tinnitus in animals was realised.  

However, conditioned lick suppression relies on a negative conditioning stimulus, 

i.e. shocking the rat when it engages in licking behaviour during the absence of 

background sounds. Since testing is done during extinction, or after the shocks are no 

longer being administered at all, there exists only a brief period that can be used for 

testing. 
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In order to improve this behavioural methodology, later work by a variety of 

groups trained the animals to engage in behaviour which is rewarded during the 

auditory stimulus (H. E. Heffner & Harrington 2002; Koay et al. 2002; Rüttiger et al. 

2003). While this method takes longer to train the animals, it provides a much more 

robust conditioning with a prolonged testing period, and avoids the undesirable side 

effects of using a negative stimulus. 

Behavioural conditioning has historically been an extremely popular and effective 

method for determining tinnitus. However, it relies on training animals, which requires 

lengthy experimental protocols, specialist knowledge, and compliance from the 

experimental subject. 

Because of the time requirements and complexity of behavioural conditioning, 

alternative methods of tinnitus detection have been sought. In 2006, Turner et al. 

proposed that testing for tinnitus could be performed using the acoustic startle reflex 

(Turner et al. 2006). To begin, rats were presented with a unilateral noise trauma to 

induce tinnitus. The rats were trained for tinnitus testing using the methodology 

proposed by Bauer and Brozoski (Bauer & Brozoski 2001) in order to independently 

confirm the existence of their tinnitus. Following this conditioning, the rats were played 

a variety of background noises that also comprised the expected tinnitus frequency 

range. All noises contained gaps, and gap detection deficits were only seen where 

tinnitus was expected, based on the other behavioural test.  

To assay the rat's ability to detect one of these gaps, the authors presented them as 

a warning for an acoustic startle stimulus. Since startle responses should be attenuated 

when a consistent warning is presented, if the animal was able to detect the gap, their 

acoustic startle response would be attenuated. If they could not detect the gap, the startle 

response would remain at full intensity. They presented an array of different 
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background stimuli in an attempt to find one where rats with a prior history of tinnitus 

were significantly worse at detecting gaps in the noise background. This suggested that 

any background that produced this deficiency in gap detection thus mimicked the 

characteristics of their tinnitus, and indicated that gap detection was an effective 

method for tinnitus detection.   

Turner et al. found that the animals exposed to tinnitus inducing exposure had 

significantly less suppressed startle responses compared to controls when using 10kHz 

as the noise gap. Further, they found that the gap startle tinnitus results were highly 

significantly correlated with the tinnitus results obtained using the Bauer and Brozoski 

method. 

Tinnitus pitch is most commonly correlated with the point of greatest hearing 

loss, which makes for a good basis to choose a pre-startle background noise (Norena et 

al. 2002). Since the circuitry of the startle response is well understood in humans, 

primates, and rodents, gap detection offered an excellent possibility in determining the 

existence of tinnitus in any animal in a consistent manner (Fournier & Hébert 2013). 

This method of tinnitus screening has also been investigated in humans  (Fournier 

& Hébert 2013). While the method was effective in screening for high frequency tinnitus 

patients, the researchers found that using a gap in a low frequency pre-startle pitch also 

showed in significant detection impairment in the same patients. The researchers 

proposed tinnitus was not "filling the gap" but rather that the gap detection impairment 

reflected abnormal cortical processing associated with tinnitus. Since tinnitus screening 

in humans has historically been completed using subjective methods such as 

questionnaires and self-reporting, and even measures such as pitch and loudness 

matches are based on the report of the subject, comparing the presentation of the 

condition between individuals is constrained. Using startle response will allow the 
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opinion of the subject to be removed entirely. Clearly this will have limited use in 

clinical applications, but it does add another vector through which the tinnitus can be 

investigated. 

Human studies on gap detection tinnitus screening also demonstrated limitations 

in the efficacy of the paradigm. Humans with tinnitus show a significant increase in 

their startle response that is not explained by tinnitus alone (Fournier and Hébert, 

2013). Further, they demonstrate a gap processing deficit at both low and high 

frequencies, which suggests the gap filling mechanism is not adequately describing the 

observed behaviour. However, they did not investigate startle at the tinnitus frequency, 

so additional investigation would be necessary to close the door on the efficacy of this 

tinnitus test in humans. 

The primary benefit to startle-based tinnitus screening is the removal of the need 

to train animals. This results in no learning or motivational demands on the animal, no 

need to engage in food and water deprivation, and a vastly shorter testing schedule. 

Properly done, testing can be completed in 40 minutes. 

However, there are several disadvantages to the gap detection method. Firstly, as a 

relatively new procedure, not all of the problems with procedure have been fully 

discovered, let alone corrected or compensated for. For example, the procedure has not 

yet been fully optimised, and as such has been characterised as "complex, long lasting, 

and dynamic process" (Longenecker & Galazyuk 2011). In particular, it has been shown 

that the startle response is attenuated in the presence of hearing loss, and that the 

absence of a strong startle response severely constrains the effectiveness of measuring 

variations in the amplitude of the startle response (Lobarinas et al. 2013). Furthermore, 

a common technique of using unilateral exposure to maintain a healthy ear in the same 

animal for use as a control (Turner et al. 2006; Kraus et al. 2010; Zhang et al. 2010) 
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results in some animals failing to startle and forcing their exclusion from the tinnitus 

screening (Engineer et al. 2012; Lobarinas et al. 2013). Finally, it has been shown that 

when using a traditional broad band noise startle stimulus in animals that have 

unilateral conductive hearing loss, these animals show an impairment in the ability to 

detect the gap, leading to probable false positives for tinnitus (Lobarinas et al. 2013).  

To address the issue of impairment in gap detection in animals with hearing loss 

this recent study by Lobarinas et. al. tested two different startle stimuli. In the first 

experiment, the authors used a low frequency band of noise. The reasoning behind this 

was that the majority of hearing loss is in high frequency ranges, and by positioning the 

stimulus at lower frequencies, it is less likely to be affected by high frequency hearing 

loss. While there was some improvement, animals with hearing loss still had a 

significant reduction in the startle response amplitude due to their greatly reduced 

ability to hear the startle pulse. In the second experiment, an air puff was used as the 

startle stimulus. The warning stimulus still remained the same, and was effective in 

warning animals with no tinnitus, but showed no warning in tinnitus-afflicted animals. 

This demonstrated that a non-auditory startle stimulus could be effective in detecting 

tinnitus by gap detection methods, even in animals with impaired hearing (Lobarinas et 

al. 2013). 

Based on this research, we can conclude that animals likely do experience tinnitus, 

and that, with careful presentations and recording environments, we can measure this. 

There are many caveats to evaluating tinnitus in animals effectively, and many pitfalls to 

be avoided. As such, it is not a catch all technique to be used in all situations, but must 

be considered carefully. 
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1.3.3.3 Neurophysiological Correlates of Tinnitus in Animals  

Jastreboff posited that tinnitus was a result of aberrant neural activity, which was 

being misinterpreted by the higher auditory centres as sound (Jastreboff et al. 1988). In 

order to test this hypothesis, the authors measured the spontaneous activity in the 

inferior colliculus while subjecting the animals to large doses of salicylate, which is 

known to cause tinnitus in humans. They found that there was an increase in 

spontaneous firing rates under these conditions. 

Animal studies have consistently shown that hearing loss caused by noise 

exposure can lead to an increase in spontaneous activity in neurons located in the 

central auditory pathway (Seki & Eggermont 2003; Eggermont & Roberts 2004; Mulders 

& Robertson 2013), even for exposures that only lead to fully reversible, temporary 

threshold shifts (TTS) in audiometry (Dehmel, Eisinger, et al. 2012; Longenecker & 

Galazyuk 2011). Many sources attribute this increased spontaneous activity as a possible 

neural correlate for tinnitus, as increased spontaneous activity was found in subjects 

who had behavioural measures of tinnitus (Brozoski et al. 2002; Kaltenbach, Zacharek, 

et al. 2004). Most studies that induce a permanent threshold shift (PTS) in audiometric 

thresholds, see this kind of increased spontaneous activity (Brozoski et al. 2002; Bauer et 

al. 2008). However, some studies have also shown situations where a TTS inducing 

noise exposure in insufficient to cause this elevation in spontaneous activity (Heeringa 

& van Dijk 2014). It is possible that there is a “damage threshold” where exposures 

below this level do not induce elevated spontaneous activity, but above it they do (Hesse 

et al. 2016). 

The development of increased spontaneous firing rates resulting in tinnitus after 

hearing loss can be explained through homeostatic plasticity(Schaette & Kempter 2006). 

Individual neurons, or small circuits of neurons, change their firing pattern in order to 
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maintain the mean firing rate(Turrigiano & Nelson 2004). For example, if the system is 

subjected to an input that causes a continuously elevated firing rate, if the system's 

inhibition is increased and/or its excitation is decreased (Vale & Sanes 2002; Kotak et al. 

2005), the output will reduce back to the original mean firing rate. Conversely, if the 

system's inhibition is decreased and the excitation increased, it can correct a suppressed 

firing rate caused by a chronically low input. By adjusting to maintain constant levels of 

neuronal firing, the network is inherently self-stabilizing. By increasing the excitation 

and reducing the inhibition of the system, the effect will be to amplify other system 

inputs, possibly including non-auditory signals and even spontaneous activity, which 

will then propagate up the auditory pathway(Schaette & Kempter 2006). Anecdotally, 

when you turn up the volume on your home stereo to the point where you can hear a 

hiss, the system is amplifying background noise.  If the brain is amplifying the 

spontaneous firing rate of neurons, which can be thought of as neural background 

noise, it could well appear as tinnitus. 

1.4 Hidden Hearing Loss 

Having now reviewed the literature on traditional hearing losses, as well as some 

subjective hearing disorders that can occur absent those same traditional losses, we can 

examine Hidden Hearing Loss (HHL). The term Hidden Hearing Loss was originally 

coined by Schaette and McAlpine (2011) to capture cochlear damage that was not 

detectable by standard clinical measures. Although not outright stating that the cochlear 

neuropathy and synaptopathy seen by Kujawa and Liberman (Kujawa & Liberman 

2009) was HHL, they were discussing it as a potential mechanism for HHL. Since the 

focus of the Schaette paper was on tinnitus patients who had normal audiograms, a 

closer look at the literature on this is warranted. 
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1.4.1 Tinnitus with a Normal Audiogram 

Since the audiogram has been the gold standard of hearing measurement, and it is 

unable to account for the pathology of tinnitus in those with normal thresholds, we need 

to understand how the mechanism of tinnitus can be independent of elevated hearing 

thresholds. In most cases, tinnitus is found to be co-morbid with hearing loss in both 

human and animal subjects (Roy 2002; Turner et al. 2006). However, there exist many 

cases of tinnitus in which the subject has a completely normal audiogram (Sanchez et al. 

2005; Schaette & McAlpine 2011). Historically, these normal audiograms were taken to 

confirm that the subject had not suffered permanent hearing damage. However, normal 

hearing thresholds do not necessarily indicate an absence of cochlear damage.  

To this end, Kujawa and Liberman set out to determine whether a moderate 

acoustic exposure that causes TTS  elevations in audiometric thresholds indicated a 

reversal in the damage caused, or whether there were permanent effects (Kujawa & 

Liberman 2009). They presented mice with a relatively mild acoustical trauma designed 

specifically to induce only TTS, and that would return to their pre-trauma levels given a 

sufficient recovery period. To assess cochlear damage beyond threshold measurements, 

they performed cochlear histology at different time points after noise exposure. They 

found that hair cells remained intact after the trauma, but that the number of synaptic 

ribbons in the hair cells was drastically reduced within 1 day of the noise exposure. This 

elimination of the synaptic ribbons caused the afferent nerve fibres to become effectively 

disconnected from the hair cells. Such deafferentation necessarily limits the amount of 

neuronal activity passing up the auditory nerve as there are fewer fibres connected to 

each hair cell, and thus fewer fibres to transmit action potentials. Further, after the 

synapses between hair cells and AN fibres have become non-functional, the nerve fibres 

will eventually retract resulting in a thinner cell density. Confirming this hypothesis of 
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the reduction in information travelling downstream from the cochlea, they found a 

permanent reduction in the amplitude of wave I of the ABR at frequencies above the 

noise exposure frequency range. The ABR wave I at these frequencies showed an even 

larger decrease in voltage shortly after exposure, which then recovered part of the way to 

the pre-exposure levels, but did not fully recover. 

Based on this research, Schaette and McAlpine posited that the existence of 

tinnitus in patients with normal audiograms might be related to the deafferentation 

found by Kujawa and Liberman. To test this hypothesis, they conducted a study in 

humans of patients presenting with tinnitus who had normal audiograms. They found 

that in the ABRs of these patients, wave I, which roughly corresponds to the auditory 

nerve, had attenuated amplitudes compared to controls. However, wave V, which is 

thought to be generated by the pathway feeding the Inferior Colliculus did not exhibit 

the same attenuation.  

This difference between the waves suggests that there is some change occurring in 

the auditory midbrain - without some form of compensation we would expect to see a 

corresponding reduction in wave V similar to that in wave I because the inferior 

colliculus is also in the auditory pathway but downstream from the auditory nerve area 

represented by wave I. Schaette and McAlpine posit that this compensation is caused by 

homeostatic plasticity. Homeostatic plasticity would also explain the increased 

spontaneous firing rates found in animal models of tinnitus. Kujawa and Liberman did 

not investigate the effects of the noise exposure downstream from the auditory nerve, 

either through ABR comparisons or through direct electrophysiological measurements 

of neurons in the mid auditory pathway. If HHL inducing noise exposures produce a) 

the change in ABR wave ratios seen in human tinnitus patients by Schaette and 

McAlpine, b) an increase in spontaneous firing rates in the auditory midbrain and c) 
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these effects are correlated to behavioural measures of tinnitus, then these 

electrophysiological changes would be a putative neural correlate of tinnitus. 

As we have seen, tinnitus is a collection of symptoms that may present from 

different types of hearing damage. By focussing on the cause of the tinnitus, in this case 

hidden hearing loss, we will constrain the tinnitus to one type, and hopefully be able to 

isolate the pathology of this type of tinnitus. There are potentially other subjective 

hearing disorders also caused by, or exacerbated by, hidden hearing loss, and it makes 

sense to examine them as well.  

1.4.2 Beyond Tinnitus 

The publication of the seminal paper by Kujawa and Liberman has led to a great 

deal of research throughout the field. Their own lab has continued on, showing that the 

HHL inducing noise exposures they used preferentially affect high threshold, low 

spontaneous rate fibres (Furman et al. 2013). We will see in the next section that the 

mechanism for comprehending speech-in-noise could be disproportionally affected by 

the loss of these specific fibres. Further, they studied how age affected the synaptic 

health of inner hair cells (Sergeyenko et al. 2013) and how age results in human cochlear 

neural degeneration (Makary et al. 2011). They found that animals who had never been 

exposed to high intensity sounds exhibited synaptic damage consistent with HHL long 

before related shifts in thresholds occurred. This further strengthens the argument that 

this cochlear synaptopathy could be responsible for many problems in audition that 

cannot be accounted for with current standard clinical measures. 

 The work of the Liberman lab has primarily focused on animal models of hearing, 

particularly mice and guinea pigs. There have been a number of studies investigating 

how humans could be affected by HHL. The Shinn-Cunningham lab in Boston has 

focussed on why middle-aged listeners with normal audiometry experience greater 
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difficulties hearing in noise (Shinn-Cunningham et al. 2012; Ruggles et al. 2011; 

Bharadwaj et al. 2015). They’ve found that the frequency following response (FFR) is 

different for lower frequency harmonics than for higher frequency harmonics, and that 

these two responses are not correlated, suggesting that they are processed by different 

aspects of the auditory pathway (Shinn-Cunningham et al. 2012). Further, they found 

that age has a significant effect on how reverberation impairs the FFR (Shinn-

Cunningham et al. 2012). Finally, high frequency thresholds of the subjects do not 

explain the changes in the FFR, and cochlear synaptopathy could be contributing to 

these effects. Some of their other work highlights the importance of auditory coding in 

the periphery in difficult environments, further suggesting that neuronal cochlear 

neuropathy could be critical in describing speech-in-noise deficits despite normal 

hearing thresholds and cognition (Ruggles et al. 2011). Once of the major goals of these 

research avenues is to develop a measure of HHL in humans. To this end, they have 

examined how the more consistently reliable wave V in humans could possibly be used, 

by focusing on the latency of this wave (Mehraei et al. 2016). 

The Plack lab has focused on finding a measure of HHL in humans (Plack et al. 

2014) and are about to publish their current results. Although the Liberman lab has 

examined human temporal bones in an effort to quantify cochlear synaptopathy in 

humans (Makary et al. 2011) these studies cannot be performed in vivo and as such have 

both a) a population that is skewed in age and b) are dependent on the hypothesis that 

human auditory nerve fibres behave in similar manners and are similarly distributed to 

the animal models. Recent work in macaques suggests that primates may be less 

susceptible to noise exposure (Burton et al. 2016) than rodent models, and this has been 

further compounded by the difficulties faced in creating a reliably test for HHL in 

humans. 
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This research suggests that speech comprehension, especially in noise, and 

changes in the midbrain electrophysiology of humans could be caused by hidden 

hearing loss, or at least indicative of hidden hearing loss in humans. As such, examining 

established midbrain coding mechanisms in animals could prove fruitful in explaining 

how HHL could affect mechanisms thought to be important for listening to speech-in-

noise, and would provide valuable insight to the complex effects of noise exposure on 

human hearing. 

1.5 Cocktail Party Listening 

In modern society, every one of us has experienced a noisy room full of many 

conversations, be it a restaurant or a pub or a crowded convention hall. Irrespective of 

room or cause, it often sounds the same: a cacophony of babble that masks anything we 

try to listen to. However, we have the ability to tune in to one specific source, and tune 

out the others - to focus on one person or one speaker. The mechanism behind this 

ability to direct our attention, and thus improve our ability to comprehend a particular 

sound stream, is unknown, and called the cocktail party problem4. 

It was first described by Cherry in 1953 during his studies on air traffic controllers 

to determine what they could and could not discern in their busy and distracting 

environment (Cherry 1953). He focused largely on the intelligibility in different 

listening environments, and was dependent on psychophysical responses. 

One of the most important cues to isolate a single sound stream in an 

environment is localisation. By labelling a source as coming from a particular location, 

                                                        
4 In his original definition, Cherry called the ability the "cocktail party problem," referring 

specifically to the fact that the mechanisms through which humans can focus and hear one voice in a 
noisy environment were unknown (Cherry 1953). Since that definition, the literature has frequently 
referred to the ability as the "cocktail party effect". I will use the two terms interchangeably. Additionally, I 
will use the term "cocktail party listening" to refer to the act of trying to focus on and comprehend one 
speaker in a noisy environment. 
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the brain is capable distilling the information from that source even in the midst of 

concealing noise (Hawley et al. 2004). The most important cues for source localisation 

are, the interaural level difference (ILD) and interaural time difference (ITD). Both of 

these measures rely on having two ears, and the differences that occur between them. 

ILDs depend on the difference in sound intensity between the two ears, which is created 

by the sound shadow of the head blocking some of the sound between the ear closest to 

and farthest from the sound source. ILDs are larger at high frequencies.  

Conversely, ITDs depend on the difference in timing between a sound arriving at 

one ear vs the other. These cues are most effective at low frequencies, where the 

wavelength of the sound waveform is larger than the separation between the two ears. 

The brain can to some extent exploit the ITD of the envelope of the sound signal, but 

the higher frequency temporal fine structure will likely be lost as the brain will be unable 

to discern the difference between any frequencies with wavelengths short enough that 

they can repeat in the interaural distance. Further, the efficacy of auditory nerve fibres 

to phase lock is best at frequencies below 1.5 kHz, dropping off rapidly as frequency 

increases (McAlpine et al. 2001). These two issues combine to limit the efficacy of the 

ITD for localisation at high frequencies. 

Difficulty comprehending speech in noisy situations is the most reported 

complaint about hearing (Vermiglio et al. 2012). Unfortunately, increased difficulty in 

comprehending speech-in-noise is not well correlated or explained by pure tone 

audiograms. Further, speech perception in quiet is not strongly representative. of 

difficulties in comprehension of speech-in-noise (Plomp 1986). Small hearing losses can 

result in profound difficulties in noise, and what correlations that do exist are clearly 

non-linear. Recent studies have found, however, that comprehension in these cocktail 

listening situations does decrease with age and with increasing hearing 
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thresholds(Moore et al. 2014). It has also been shown that objective measures of 

comprehension in speech-in-noise do not track closely with reported measures of 

speech-in-noise difficulties (Moore et al. 2014). Finally, there are subjects with perfectly 

normal thresholds who struggle in noise (Moore et al. 2014). This suggests that our 

current measures of assessing hearing status are incomplete, and that diagnostics 

beyond the audiogram, which quantify other areas of hearing efficacy are needed. 

All of this work focuses primarily on top-down processes. That is, they require 

attending to the source, and, critically, require cortical processing. It has been argued 

that engaging the full power of the cortex is the primary reason we are able to listen 

effectively in cocktail party situations(Viemeister 1988). 

 Today, even the best available machine based cocktail party listening techniques 

are unable to match human performance (Arons 1992). Much of the research on how to 

improve cocktail party listening in machines has led to improvements that are feasible 

only in specific environments, such as tracking a sound source with multiple directional 

microphones, or involve techniques that are clearly not being implemented by the 

human brain (Arons 1992). While these techniques have provided some improvement 

in machine listening, they do not tell us how the brain is so effective at cocktail party 

listening. 

However, there has been little research focused on bottom up processes in cocktail 

party listening. Primarily, this has been due to difficulties in measuring bottom up 

processes in humans. Fine measurement of individual neurons cannot be done in 

humans due to the invasive nature of such recordings, and non-invasive measurements 

cannot provide sufficient resolution to isolated individual neural responses, as yet. 

However, this fine measurement is necessary to determine the precise mechanisms the 

brains uses. If we can determine the pre-processing done by the ascending auditory 
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pathway on sounds from cocktail party environments that aids the cortex in cocktail 

party listening situations, we may be able to create prosthetic improvements that 

improve a listener’s abilities. However, it is still unclear as to why humans can have 

widely different performance in speech-in-noise situations despite having very similar 

clinical hearing profiles, and further research is needed. 

1.5.1 Dynamic Range Problem 

One of the fundamental problems in understanding how neurons encode sound 

intensity is their lack of encoding range. The auditory system in humans as a whole can 

function over a range of over 100 dB(Alberti 2001). However, individual auditory 

neurons typically have a dynamic range of approximately 35 dB (Evans & Palmer 1980). 

This discrepancy, called the “Dynamic Range Problem”(Evans 1981), has led to a 

number of theories to account for how we can hear with such precision over a large 

range. As discussed earlier in the Auditory Nerve section, there is a distribution across 

which the thresholds of auditory nerve fibres are spread. 

Perhaps most obviously, a distribution of neurons with overlapping sensitivity 

ranges should be able to account for the majority of the discrepancy between human 

dynamic hearing range, and neuronal dynamic response. Unfortunately, the 

psychophysical results from Viemeister (Viemeister 1988) indicate that the distribution 

of fibres that actually occurs is not sufficient to describe the sensitivity and range of the 

hearing system as a whole. Viemeister posited that the correction of sensitivity could not 

occur peripherally(Viemeister 1988). However, later work has challenged this 

requirement of cortical intervention, which I will now discuss in depth. 
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1.5.2 Adaptive coding, a putative cocktail party listening mechanism 

Adaptive coding is the ability of neurons to change their behaviour to suit their 

current stimulus environment on a rapid time scale (Borst & Theunissen 1999). While 

homeostatic plasticity also causes adjustments in the neural response, it occurs on much 

longer time scales. Since neurons fire action potentials which convey information up the 

neural pathway, the neural code is defined as the pattern of these spikes through which 

the information is encoded. The importance of the temporal pattern of the spikes 

produced by these neurons has been debated and discussed for decades (Evans 1978).  

However, the rate at which a neuron fires, absent these possible temporal patterns, 

describes a characteristic of the neuron, the rate level function (RLF). The RLF is simply 

the function of the firing rate of a neuron compared to its inputs (Guinan & Gifford 

1988). 



Chapter 1: Introduction 

  
51 

Most neurons in the auditory system are monotonic, which is to say that as the 

inputs increase, the firing rate will either remain the same or will also increase – there 

will not be a decrease in firing rate as the input increases. There do exists non-

monotonic neuronal responses, but for simplicity’s sake, this description focuses on the 

more common case.  

For neurons with a monotonic response, below a certain input level the neuron 

will fire only at its background rate. Above this level, or threshold, the neuron will 

increase its firing rate, and finally it will hit saturation, a maximum firing rate, where 

increased inputs do not result in an increased firing rate.  

Figure 1-9: Rate Level Functions of an auditory neuron from (Aitkin 1991). 
The x-axis displays sound intensity of the auditory stimulus in dB SPL, while 
the y-axis displays firing rate in spikes per second. All the curves are from 
the same neuron, and the different rate level functions represent different 
speaker placement. 
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 The rate level function is consistent and repeatable for the same stimuli for most 

neurons (Aitkin 1991). However, there is an intriguing theory through which neurons 

can change their rate level function in order optimise their encoding of the dynamic 

range of a stimulus(Dean et al. 2005).  

This provides for an ability to encode fine detail across a substantially wider range 

than would have been possible with a fixed sensitivity. Since the dynamic range of any 

individual acoustic scene is likely to be small compared to the entire dynamic range of 

hearing, being able to hear all intensities at all times is unnecessary. A system with a 

limited dynamic range that can shift to cover different sections of the entire dynamic 

range will be much more versatile and nearly as effective.  

 

Further, neurons in the auditory pathway have been shown to be able to adjust 

their firing rate and the threshold of their response to large changes in the mean 

intensity of auditory stimuli on the order of scores of milliseconds (Dean et al. 2008). 

Figure 1-10: Rate Level Functions from (Dean et al. 2008). Both curves are 
direct recordings from the same neuron. The red function is from a 51dB 
SPL background volume, while the blue function is from a 75dB background. 
Note how the RLF has adapted to the stimulus. 
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This ability to quickly adapt to changes in the mean volume of the auditory scene allows 

the brain to encode, and interpret, minute changes from that mean. Effective speech-in-

noise processing and comprehension is thought to depend on the ability to discern 

minute changes in volume despite a large background volume. This may depend upon 

processing in the olivocochlear bundle, as macaques with severed OCBs had 

impairment to sound discrimination only in noise (Dewson 1968). 

 To determine the precise situations in which auditory neurons might adapt their 

rate level functions, Dean et al. engaged in a series of experiments to study neuronal 

responses to a variety of complex stimuli designed to produce this adaptive 

behaviour(Dean et al. 2005; Dean et al. 2008). They found that neurons have an 

unadapted rate level function, or a rate level function used when coding in a quiet 

acoustic scene, which has a particular threshold at which the neuron is most effective at 

performing this encoding. If the background volume of the scene is above the 

unadapted threshold, the neuron will adapt, moving its response threshold to the 

average current intensity. To quantify the coding efficacy of the neuron, they used a 

metric called fisher information. However, the coding efficacy of a neuron is impaired 

when coding away from its unadapted rate level function and the farther away from its 

unadapted threshold, the more it is impaired, with lower peaks in fisher information, 

and reduced total fisher information. Further, it is possible, even likely, that there is a 

maximum amount a nerve fibre can adapt its threshold, limiting its coding efficacy 

further. Adaptive coding has also been shown to differ between the auditory nerve and 

the inferior colliculus, with the depth of adaptation being greater in the farther 

downstream IC (Wen et al. 2009; Dean et al. 2005). This is likely due to neural circuitry 

combining the auditory inputs from the different types of auditory nerve fibres with 

their different sensitivies as they ascend the auditory pathway. 
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 Although AN fibres exist with unadapted thresholds across the dynamic range of 

hearing, if certain groups of these fibres are preferentially damaged, coding of intensities 

in range of those damaged fibres would depend more heavily lower threshold fibres 

adapting in o that range. Since adapted neurons are less effective at encoding, the coding 

efficacy would degrade. Since high threshold fibres are preferentially damaged by HHL 

inducing noise exposures (Furman et al. 2013) the auditory system will be dependent on 

lower threshold fibres adapting to provide intensity coding in high intensity 

environments, and it is likely that coding efficacy will be degraded by HHL. Further, if 

the mechanism of adaptation is affected by HHL, this could reduce the ability of 

individual neurons to adapt, and compound the coding deficits due to the loss of the 

best fibres at encoding at high sound intensities.  

1.6 Research Questions 

Based on this discussion, I believe there are a number of questions that we need to 

answer in order to understand the pathology of hidden hearing loss. 

First of all, does hidden hearing loss inducing noise exposure produce the wave 

ratio changes in the ABR observed by Schaette and McAlpine? If these wave ratio 

changes occur in mice, they could potentially be used as a clinical test for hidden 

hearing loss in humans. Further, the more precise nature of ABR measurements in 

animal models can be used to examine more subtle changes in the ABR after noise 

exposure. Finally, it would tie together the work of Kujawa and Liberman with the work 

of Schaette and McAlpine, producing a clearer picture of the aetiology of hearing 

deficits.  

Secondly, is hidden hearing loss exposure sufficient to induce a putative neural 

correlate of tinnitus? If hidden hearing loss exposures produce elevated spontaneous 

firing rates in the auditory midbrain, this suggests a) that noise exposures currently 
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thought to be safe could induce permanent changes to the brain and b) these so called 

safe noise exposures could induce tinnitus. 

Thirdly, does adaptive coding occur cross species? Thus far, adaptive coding has 

only been examined in the IC of guinea pigs and the AN of cats. If the mechanism does 

not occur cross species, it cannot be used as a putative mechanism for why humans are 

so good at interpreting speech-in-noise.  

Finally, if adaptive coding does occur in mice, is it compromised by hidden 

hearing loss? If adaptive coding is a commonly used neural technique across species, 

and if it is impaired by hidden hearing loss, it could well be the mechanism through 

which people with normal audiograms can be severely impaired in cocktail party 

listening situations. Further, it will be further evidence of profound changes in the 

auditory pathway that occur from cochlear damage that cannot be currently detected in 

humans. 

In order to answer these questions, I set up a series of experiments designed to 

induce hidden hearing loss in a mouse model using a noise exposure, and then measure 

the effects of this noise exposure on the ABR, and on the neural responses in the IC. The 

overarching goal is to try and determine the pathology of hearing problems that do not 

appear on an audiogram. 
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Chapter 2: Developing a Model of Hidden Hearing Loss 

2.1 Introduction 

his chapter examines the development of a mouse model of hidden hearing loss. 

The original intent of this research was to determine whether the induction of a 

hidden hearing loss inducing noise exposure in mice would create a phenotype that is 

consistent with the observations in human tinnitus subjects with normal audiometric 

hearing thresholds. Effectively, this would link two studies: one on tinnitus in humans 

and one on noise exposure in mice and, if successful, would define a putative 

mechanism for some types of tinnitus. The first of these is the study by Schaette and 

McAlpine (Schaette & McAlpine 2011) where they measured changes in the auditory 

brainstem response (ABR) in humans who report having tinnitus when compared to 

controls who did not have tinnitus. Specifically, they found that wave I of the ABR had a 

reduced amplitude in subjects with tinnitus, but there was no significant reduction in 

wave V; the reduction in amplitude had recovered farther along the auditory pathway, 

suggesting a compensatory mechanism in the auditory midbrain.  

The goal is to take this differential waveV/I ratio in humans and compare it with 

the mouse work of Kujawa and Liberman (Kujawa & Liberman 2009), where they found 

noise exposure that induced only a temporary threshold shift, caused by cochlear 

neuropathy. If the noise exposure protocol of Kujawa and Liberman produces an ABR 

ratio change in mice similar to that found in humans, it would suggest a mechanism 

where humans can develop tinnitus from noise exposure but still maintain normal pure-

tone audiometry. 

The Kujawa Liberman work examined specifically the synaptic connection 

between the inner hair cell and the auditory nerves. They found that despite a complete 

recovery in audiometry, there was severe (50%) reduction in the number of synaptic 

ribbons inside the inner hair cells. This loss of synaptic ribbons suggests a reduction in 

T 
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the number of correctly functioning connections between the cochlea and the brain, or a 

deafferentation between the auditory nerves and the hair cells. A useful analogy to 

visualise this can be made through mass demonstrations in the crowd at sporting events, 

such as the wave. When all the of the crowd is involved, and synchronous with each 

other, complex patterns can be formed. However, if some individuals do not participate, 

or are out of sync with the rest of the crowd, the general pattern may still be visible, but 

there will be visible gaps and disruptions in the demonstration. If a complex pattern was 

attempted, fine detail may be lost entirely, even if only a few key people are not in sync 

with the rest of the crowd. If a sufficiently large number of people, or a few particularly 

important people, do not participate accurately and in time with the rest of the crowd, 

the entire pattern may be disrupted. 

 Deafferentation, or fewer correctly functioning synaptic connections between 

the hair cells and the auditory pathway, be they lost entirely or simply no longer in time 

with the rest of the auditory nerve, will result in lower voltages in wave I of the ABR, 

which is the portion of the ABR thought to correspond to the auditory nerve. 

Further, since exposure to loud sounds is known to induce temporary threshold 

shifts in both humans (H. Davis et al. 1950) and animals (Kujawa & Liberman 2009), 

and noise exposures of this type can produce tinnitus in animals (Turner et al. 2006; 

Longenecker & Galazyuk 2011; Lobarinas et al. 2013), using noise exposure in mice as a 

tinnitus model has empirical support. Chapter 3 of this thesis will also investigate a 

putative neuronal correlate of tinnitus in the same mice used here. By comparing the 

ABRs of these noise exposed mice to the ABRs of human tinnitus subjects should 

provide indirect evidence that ratio changes similar to those found in Schaette 

McAlpine, and thus tinnitus, can be induced by noise exposures that heretoforth were 

considered safe. 
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As such, this first experiment is designed to mimic the Kujawa and Liberman 

model of cochlear neuropathy as closely as possible. However, their work focused on 

wave I of the ABR, but later waves are important to investigate tinnitus. Particularly, 

examining the wave ratios is necessary to provide a more direct comparison with to the 

human data, and determine whether the results seen by Schaette and McAlpine are 

apparent in mice that have undergone noise exposure.  

2.2 Methods 

2.2.1 Animal Choice 

Due to the desire to emulate the experiments done by Kujawa & Liberman, the 

logical place to begin is by using the same animal model they used: CBA/CaJ mice. This 

mouse strain is known to have normal hearing with normal audiometric thresholds 

until over a year in age, and has excellent frequency sensitivity across the 

spectrum(Kujawa & Liberman 2009). Since the goal of this experiment is to tie normal 

hearing humans who have tinnitus to hidden hearing loss, using mice with no known 

genetic hearing difficulties is appropriate. Future work involving other mouse strains, 

other animal models, and examining the effects of noise exposure on genetic early onset 

hearing loss will be discussed in Chapter 6 – General Discussion and Conclusions. 

2.2.2 Apparatus 

2.2.2.1 Auditory Brainstem Response Measurements 

All the ABR measurements were performed in a human sized soundproof booth. 

Inside the booth was a table which was vibration isolated and electrically grounded. On 

top of the table was a Faraday cage made of copper mesh screens. This cage was 

grounded to the table, and there was a small shielded port allowing optical and coaxial 
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cables to pass through. All these measures were taken to reduce the recorded noise as 

much as possible. 

Inside the cage was an acrylic block which was topped by an electric heating pad. 

The electric heating pad was directly grounded to the table, with a shielded power cable 

and twisted pair probe cable passing through the Faraday cage port. Beside the acrylic 

block were adjustable steel frames attached to the table. On the other frame an FF1 free 

field magnetic transducer (Tucker-Davis Technologies) was mounted. The transducer 

was aimed at the top of the acrylic block, at a 45º angle to the corner of the block. The 

FF1 was connected to the end stage of the signal generator (Tucker-Davis Technologies) 

described below. 

The probes for ABR recordings were low impedance needle probes. These were 

permanently attached to insulated wires with banana clips. The banana clips were then 

connected to a wiring box for easy adjustment without having to reposition the bulkier 

equipment the probes sent their measurements to. 

The next stage was a Medusa SD-5 (Tucker-Davis Technologies). This consisted 

of a digitiser and filter, which converted the analogue electrical signals measured in the 

brain, first to digital electrical signals, and then to optical signals. The upper cut-off 

frequency of the pre-amplifier is 7.5kHz with a 3dB per octave filter. The sampling rate 

was 24kHz, and the Medusa has a 10 sample delay. The Medusa was connected to the 

external equipment via a fibre optic cable, which exited the faraday cage and the 

soundproof booth. 

The optical cable was connected to an RX5 multifunction processor (Tucker-

Davis Technologies). It was configured to perform acquisition and basic filtering. The 

RX5 was connected to a PC running Windows XP and Matlab (Mathworks). 
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Sound generation was performed with an RX6 Digital Signal Processor (DSP) 

(Tucker-Davis Technologies). The RX6 was needed for its high sampling rate 

capabilities - necessary in order to generate ultrasonic signals. Click stimuli were 

generated with a sampling rate of 400 kHz, while tone pips were sampled at 200 kHz. 

The signal was then passed through a programmable attenuator. Because the attenuator 

generated a high frequency click artefact when switching between different attenuations, 

the signal was then passed through low pass filter with a 100kHz cut-off frequency. 

After the LPF, the signal was amplified with a TDT SA1 amplifier. The amplifier was 

connected to a TDT FF1 transducer with a shielded coaxial cable that passed back 

through the soundproof enclosure wall and the port in the faraday cage. 

Before every use of the transducer, the system was calibrated. A freefield 1/4" 

microphone (B&K 4939) was placed in the location where the mouse ear would be. It 

was connected to an amplifier (B&K), and then connected to the RX5. A frequency 

sweep from 2 through 70 kHz was generated by the RX6 and then measured. When the 

voltage driving the speaker to produce 80dB SPL at all frequencies did not exceed 10V, 

the speaker was then calibrated to maintain as flat a frequency response as possible. If 

the amplitude of the second calibration maintained 80dB SPL intensity throughout the 

frequency range with a deviation of less than 1dB, this calibration was used to adjust all 

the stimuli generated during the experiment. 

2.2.2.2 Noise Exposure 

Acoustic exposures were performed in a custom-built animal-sized soundproof 

chamber. This booth contained a single port for electrical cabling which allowed pass-

through whilst shielding the chamber. It was estimated to attenuate external sounds by 

approximately 40dB. The exposure was performed using a MHD-220N/RD PA Horn 

Tweeter (Stage Line). This 75W / 8 Ohm speaker has a flat frequency response up to 20 
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kHz. It was mounted in the centre of the chamber ceiling and directed downwards. The 

exposure stimulus was generated using a TDT RX-6 Digital Signal Processor, the same 

make and model as that used for the ABR stimulus generation. The signal was then 

routed through a TDT PA-5 attenuator, to control the sound intensity. The speaker was 

connected to the attenuator. 

A GRAS 1/4 inch free field microphone was placed in the exposure field in the 

same position as the animal's head prior to each experiment. This microphone then 

measured the sound at the position of the animal's head during an exposure. This 

profile was used to calibrate the speaker to provide a consistent sound level during the 

noise exposure of the animal, and was visually inspected to ensure that the frequency 

spectrum of the exposure was consistent with what was intended to be produced. 

2.2.3 Animal Welfare 

The UK Home Office requires animal welfare to be vigilantly monitored, a 

requirement I consider to be fundamental to ethically performing animal experiments. 

To this end, a number of protocols were designed to ensure this, some firmly regulated 

by the home office, and others developed within our lab. The complete details of these 

protocols are included in Appendix A - Methodology, but the most important and 

relevant points will be discussed presently. 

The breathing rate of each animal was required to be checked a minimum of once 

per hour. If an animal was determined to have a breathing rate below 20 breaths per 15 

seconds, I terminated the animal humanely, using home office Schedule 1 techniques. 

This was to ensure that no breathing distress was suffered by the animal, and also 

animals suffering hypoxia will have impaired brain activity and their measurements 

must be considered suspect. Because I was checking the animal frequently to verify its 

breathing, I also verified the animal's core body temperature, depth of anaesthesia 
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(using the withdrawal reflex), the state of the animal’s fur (animals in distress often have 

ruffled fur) and the dryness of the ointment places upon the animal's eyes. I used this 

protocol for all anaesthesia experiments, and any time I mention checking one of these 

items, I checked all of them. I will refer these actions in future as checking the status of 

the animal. 

2.2.4 ABR Procedures 

Each mouse had ABRs performed on both ears, one at a time. The typical 

procedure involved beginning with the right ear, and then rotating the mouse 90º and 

continuing with the left ear. On the right ear, only click stimuli were run, while on the 

left ear, both click stimuli and tone pip stimuli were run. 

Once anaesthetised, each animal underwent a status check. The mouse was then 

placed on the heating pad, with the right ear directly above the microphone mark. The 

mouse was aligned so that the speaker was at a direct 45º angle to the right ear of the 

mouse. The temperature probe was then placed directly underneath the mouse to 

monitor its core body temperature.  

The mouse had three needle electrodes inserted just below the skin. One probe 

was inserted behind each ear, just behind the bump of cartilage at the base of the pinna. 

The ear probes were inserted in a slightly outwards and downward direction from the 

centre line. 

Figure 2-1: Experimental timeline for each individual subject. Auditory 
Brainstem Responses (ABR) are measured during a click stimulus at three 
time points: before exposure, 1-day post exposure, and 4-weeks post 
exposure. 
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The third probe was placed equidistant between the ears and as forward along the 

nose as it was possible to pinch skin easily. Consistent placing of the probes in the same 

locations ensured the quality of ABRs was reliable. Each probe went completely through 

a pinched portion of hide, thus having both an entry and exit point through the skin. 

The three electrodes were then connected to the Medusa SD-5 (Tucker-Davis 

Technologies). The placement of the cables along the table was carefully laid out to 

ensure all three cables were as parallel as possible with no ground loops occurring in the 

cables. The midline electrode was connected to channel 1 on the Medusa, the electrode 

attached behind the right ear was connected to channel 2, and the electrode attached 

behind the left ear was connected to ground. 

The left ear of the mouse was then plugged with foam. The mouse location and 

alignment was verified, and a blanket of cotton wool was placed over the mouse to help 

regulate the temperature. The door of the Faraday cage was closed, all power and light 

sources inside the sound proof booth were turned off, and the double doors sealed. 

Figure 2-2: Placement of ABR electrodes on a mouse. The channel 1 
electrode is placed on the snout, with the channel 2 and ground electrodes 
placed behind each pinna. Channel 2 is ipsilateral with the sound stimulus, 
while ground is contralateral to the sound stimulus. 
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2.2.5 ABR Stimuli 

At this point, a series of click stimuli were played. Clicks were broadband, between 

2 kHz and 70 kHz, and were calibrated to have equivalent energy to a 1kHz tone. 

Therefore, a click of 80dB SPL contains equal energy to a 1kHz tone, but spread across 

all the frequencies within the band. All ABR click stimuli were run for 500 repetitions, 

with individual durations of 50µs. The onset delay was 50ms, and the interval between 

clicks was a minimum of 50ms. Finally, the phase of the stimulus waveform phase was 

fixed. The initial 80 dB SPL stimulus was used to verify that the setup was correct, and 

that the animal had at least some level of hearing.  

After the 80dB SPL test-stimulus completed, the ABR waveform was plotted using 

MATLAB. The MATLAB script plotted the mean of the repetitions, as well as the 

standard error, as a single waveform. If this waveform contained too much noise, the 

standard error was too large, or did not have clearly defined peaks for all of the waves 

from I through IV, the electrode placement and alignment, as well as the placement of 

the cables between the electrodes and the pre-amplifier were adjusted and the stimulus 

was run again. 

Once a good initial waveform was captured, a full click stimulus was run. This 

consisted of running clicks under the same parameters previously described, but in a 

series of intensity levels from 0dB SPL through 80dB SPL, in 5 dB steps. Upon 

completion, the captured waveforms were plotted in Matlab, and an estimate of the 

hearing threshold was taken. 

At this point, the mouse was rotated 90º in order to test the left ear. The foam was 

switched to the other ear, and the right and left ear probes were switched in their 

channel inputs. The same procedure was then run on the left ear. Upon completion of 

the left ear click stimuli, a series of tone pips were run. The procedure for each 
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frequency was the same as for the 0-80dB click stimulus, except replacing the broadband 

click with a tone pip. Each tone pip was 5ms in duration, including both a rise and fall 

time 1.5ms. The rise and fall were both gated using a cosine squared function. The 

stimulus was run at each of the following frequencies: 6kHz, 8kHz, 11kHz, 16kHz, 

24kHz, 32kHz, and 48kHz, and for each frequency the stimulus was repeated 500 times. 

2.2.6 Noise Exposure 

The exposure environment was prepared by heating a Snuggiesafe™ animal 

heating pad for seven minutes in a 700 W microwave. This was then allowed to cool for 

45 minutes. Previous measurements showed that this produced a relatively constant 

temperature of between 38 and 41ºC that was maintained for two hours. This was used 

to regulate the subject animals' core body temperature during the experiments in order 

to counter the side effects of ketamine anaesthesia. Since this was a passive heating 

system, I chose to verify the temperature of the animals using an analogue thermometer 

every 30 minutes. 

The mice were then anaesthetised as per the procedure described in the 

immediately previous ABR section, and placed on top of the heating pad inside the 

experimental chamber. Two mice were exposed simultaneously, and they were placed 

nose to nose as close to the centre of the speaker as possible. They were then covered 

with foil blankets to help to maintain their core temperature. The chamber was then 

sealed and the noise exposure was initiated. 

Each individual animal was exposed to an exposure stimulus only once, so each 

different exposure detailed below was presented to different mice. All of the stimuli 

involved an octave-band of noise, which was generated by filtering white noise using a 

Butterworth band pass filter that attenuated frequencies outside of the desired bands at 

96 dB per octave. Mice were exposed to a frequency band between 8 and 16 kHz. There 



 

 
67 

Chapter 2: Developing a Model of Hidden Hearing Loss 

were two different exposure intensities used at this frequency: 100 and 105 dB SPL. 

Control animals were exposed to a sham exposure in which no sound was played. 

Finally, the duration of all noise exposure stimuli was 2 hours. 

2.2.7 Confocal Imaging 

In order to attain the greatest scientific benefit from this research, after the 

conclusion of each experiment, the cochleae of the subject were extracted and shared 

with collaborative labs at the Ear Institute who were experienced in performing 

microscopy. Although I provided the cochleae, and was involved in the post-imaging 

analysis, I did not perform the imaging myself. The complete author contributions for 

every aspect of this thesis are included in Appendix D – Author Contributions. 

After the end of an inferior colliculus recording (discussed in detail the next 

chapter), the cochleae were harvested and fixed in 4% paraformaldehyde. For 

immunohistochemistry, the organ of Corti was left in the temporal bone with no 

decalcification in order to identify the precise position of the cells. The tissue was 

accessed by removing the overlying apical bony covering and the tectorial membrane 

removed using micropipette aspiration or fine forceps. To identify the synaptic 

structures after the tissue was permeated, mouse anti-CtBP2 was employed (#612044, 

BD Transduction Laboratories), used at 1:200, or simultaneously with rabbit anti-

GluR2/3 (#AB1506, Millipore Bioscience), used at 1:50, incubated at 4°C overnight with 

a standard lysine block. The ribbon protein CtBP2 was then labelled by secondary 

antibodies conjugated to ATTO425 (TEFLabs); the postsynaptic terminals were labelled 

using biotinylated goat anti-rabbit IgG (#BA-1000, Vector) and subsequent incubation 

with either fluorescein or Alexa 488 conjugated to streptavidin (#SA-5001 Vector). The 

temporal bone was mounted for viewing hair cells from scala media and images were 

acquired as z-stacks with step sizes of 0.2-0.5 μm with a 63x 1.0 NA objective, in either 
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multiphoton or single photon confocal mode using an upright LSM 510 microscope 

(Zeiss). 

Ribbons were identified from z-projections and only those with both labels 

present were counted.  Ribbons/cell were determined as averages from, typically, groups 

of 8-12 inner hair cells from the 10-30 kHz region of the cochleae. 

2.2.8 Statistics 

In order to properly discuss and analyse these results, a variety of statistical 

measures were used. I created three different scripts in MATLAB which took as an input 

raw data, and performed a series of comparisons. 

The first of these scripts accepted two sets of one dimensional data, for example 

ABR wave I voltage intensities for two different exposure groups. It then ran a Lilliefors 

test on each data set to determine whether the set was normally distributed, and then 

ran a 2-Sample Kolmogorov-Smirnov test to determine whether both data sets came 

from the same distribution. These tests are needed to determine whether the parametric 

or non-parametric comparisons described presently are appropriate. The two data sets 

were then compared to one another using a 2-Sided Wilcoxon Rank Sum test, a 

Students’ t-test, and a 1-way ANOVA. The former is appropriate for non-normally 

distributed data, and the latter two are for Gaussian distributions. Further, the t-test and 

1-way ANOVA in this usage are functionally equivalent, and should produce identical 

p-values. Comparing those two p-values to one another is a useful sanity check to verify 

the software is performing correctly.  

Finally, when there were two recordings to different stimuli at the same 

electrode, that is the recording are within a single subject, a paired-sample t-test and a 

paired-sample Wilcoxon Sign-Rank were run. These tests are more statistically 

powerful, and when appropriate provide more detailed information. 
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The second script took as input, three 1-dimensional data sets. It then ran the 2-

data set script on each pair of datasets, and then performed three-way comparisons on 

the data using 1-way 3-level ANOVA, and a 3-level Kruskal-Wallis test, the former 

appropriate for normally distributed data sets, the latter for non-Gaussians. 

The final script ran repeated-measures ANOVAs. These tests are appropriate 

when multiple recordings are made from the same source to different inputs. For 

example, in Chapters 4 and 5, a single electrode will record responses to 6 different 

stimuli (and arguably 12 different stimuli, as discussed in the meta-adaptation section). 

These different stimuli can be used as within measures in the repeated measures 

ANOVA, and allow for precise differentiation between different experimental groups. 

In all cases where possible, both parametric and non-parametric tests were 

performed and recorded, again as a sanity check. However, only the appropriate tests 

are referenced and discussed in the text. In the case where two appropriate and 

equivalent tests were performed (for example a 2-group t-test and a 2-group 1-way 

ANOVA), only one of the tests is mentioned in the text.  

Most of the methods, along with the important results, are cited in line 

throughout the text. However, as there have been a very large number of measures, 

some of which were merely performed as a sanity check to verify that no effect was seen 

where none was expected, as well as the fact that some of these measures involved 

dozens of individual comparisons, it would be ponderous to include the full detail in 

line. As such, there is included a comprehensive collection of the statistical measures 

performed in Appendix B – Statistics. This appendix includes a complete listing of all 

measures performed as well as the full results from each of these measures, including 

any mathematical corrections. For example, in repeated measures ANOVAs there are 

corrections available for data that is not normally distributed, which will change the p-
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values reported – all of the p-values and the corrections will be included in the 

appendix.   

2.3 Results 

2.3.1 Click ABRs 

The experiment successfully produced ABRs from the subjects, and Figure 2-3 

depicts a representative Auditory Brainstem Response (ABR) to an 80 dB SPL broad 

band click stimulus with a duration of 50µs in a control, unexposed animal. The 

response is an average across 500 individual presentations. This ABR shows the strong 

peaks of wave I and wave IV of the ABR. This particular example has clearly defined 

peaks for waves II and III, although they were frequently less well defined and distinct as 

waves I and IV. 

Figure 2-3: Example click-evoked Auditory Brainstem Response (ABR). The 
stimulus was 500 repetitions of an 80 dB SPL broadband (2-70 kHz) click. 
The shaded area is the standard error, and the dark line is the mean. The 
first five waves of the ABR are clearly visible, with the first wave peaking 
between 1 and 2 ms after the stimulus, and waves 2 through 5 evenly spaced 
afterwards. 
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The thicker light blue curve behind the ABR indicates the standard error. Being 

able to clearly discern this characteristic wave form is how the audiometric thresholds of 

the animals were determined – if the wave peaks and troughs for waves I and IV were 

not clearly visible, the stimulus intensity was considered to be below threshold. 

Using this technique, the audiometric threshold was determined for every animal. 

Figure 2-4 shows a complete set of ABRs generated from click stimuli from one animal. 

All columns in this figure show click ABRs in 5dB increments from 0 - 80 dB SPL. The 

leftmost column shows pre-exposure ABRs, the middle shows one-day post exposure 

ABRs, and the final column shows four weeks post exposure. In animals that underwent 

sham-exposure, the thresholds do not change. In both groups of exposed animals, 

100dB and 105dB, the one-day post exposure ABRs show on average a 10dB increase in 

hearing threshold to a click stimulus. However, after four weeks, in the 100dB exposure 

group, the thresholds had returned to pre-exposure levels, and were found not to be 

significantly different (2-Sided Wilcoxon Rank Sum: p = 0.32). Conversely, in the 105dB 

exposure group they did not fully recover, and were significantly different (2-Sided 

Wilcoxon Rank Sum: p = 0.017). Although animals in the 105dB exposure group 

showed some recovery from the 10dB temporary elevation in thresholds, they 

demonstrated a persistent 5dB increase in click threshold that caused the pre and 4 

weeks post exposures to be significantly different. Therefore, the 105dB exposure cannot 

be considered to induce a temporary threshold shift. 
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Figure 2-4: Stack of click-evoked ABRs, all taken from the left ear of one 
subject. The ABRs progress in intensity from the bottom, at 0dB SPL, 
through to the top, at 80dB SPL. The stacks were taken at three time 
points: pre-exposure (blue), one day post-exposure (red), and four weeks 
post-exposure (green). Estimated thresholds are indicated by grey bars, 
30dB for pre-exposure, 40dB for 1-day post, and 30 dB for 4-weeks post. 
Note the emergence of consistently visible peaks of the ABR waves is 
elevated by roughly 10dB at one day post, but have recovered to the pre-
exposure levels after four weeks. 
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The magnitude of each peak and each trough of the voltage waveform was 

measured, so that relative magnitude of the peak could be determined for each wave of 

the ABR. These values were then averaged across all animals in the experimental group, 

and subjected to 1-way ANOVAs – one for each intensity level, as well as repeated 

measures ANOVAs comparing across group, with the measurement in response each 

click intensity level as the repeated measures. 

The first comparison investigated was to verify that the pre-exposure values of 

both exposure groups were not significantly different to controls. A failure at this point 

would indicate a difference in the base hearing of the different groups, and thus the 

experiment could not state definitively what the effects of noise exposure are, as the 

reference points would differ. A repeated measures ANOVA confirmed that there was 

no significant effect of group for wave I (f=0.31, p=0.996) or wave IV amplitudes 

(f=1.16, p=0.30). Since the reference points appear to be equivalent, the effects of noise 

exposure can now be examined. 

To visualise the differences between noise exposure groups, the average peak 

magnitudes of wave I and wave IV of each ABR at each stimulus intensity were plotted 

(Figure 2-5). There were 8 mice (and 16 total ears) in the control group, 6 mice (12 ears) 

in the 100dB exposure group, and 10 mice (20 ears) in the 105dB exposure group. 

The magnitude of wave I of the ABR is negligible below threshold across all 

exposure groups, and then increases in a linear fashion above threshold. At the loudest 

intensities, this linearity breaks, and there is a slight levelling off. To determine whether 

the separation between the 100dB curve and the control curve was significant, a 
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repeated measures ANOVA was employed, and the two groups were found to be highly 

significantly different (f=3.83, p=6.17 x 10-07). Further, the separation between the 

105dB group and the control was also highly significant (f=37.9, p= 6.36 x 10-84). 

Wave IV shows a different result. Both of the exposure groups recover from the 

reduction in intensity found in wave I. The 100 dB exposure group tracks almost 

identical to the control group through low and middle intensities, separating only at the 

loudest intensities. The 105 dB exposure group also shows this recovery, but there is a 

permanent threshold shift due to 105dB exposure, and this is visible in how the rise of 

the ABR growth function for wave IV curve shifts to the right, or towards higher 

intensity, by roughly 5 dB. Both the 100dB and 105dB curves are significantly different 

to controls (100dB: f=2.83, p=0.0002; 105dB: f=11.0, p=1.41 x 10-25). However, when the 

100dB data are examined more granularly, using a single 1-way ANOVA between 

Figure 2-5: Growth functions of the amplitude of the wave peak for each 
intensity ABR at four weeks post exposure. All groups consisted of age 
matched mice; The control group (blue) n=16, 100dB exposure (yellow) 
n=12, and 105dB exposure (red) n=20. The average peak voltage increases 
as intensity of the ABR stimulus increases. For Wave I, noise exposure 
attenuates this growth function across all intensities. For Wave IV, the 
105dB exposure causes a permanent threshold shift, visualised by the curve 
shifting to the right. Although the 100dB exposure tracks very closely with 
controls from below threshold, through the middle intensities, the 100dB 
group does separate from controls at high intensities, and becomes 
significantly separate at a 70dB click.    
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controls and 100dB at each of the 5dB steps above threshold, an intriguing pattern 

emerges (30dB: p=0.14, 35dB: p=0.39, 40dB: p=0.86, 45dB: p=0.63, 50dB: p=0.70, 55dB: 

p=0.45, 60dB: p=0.28, 65dB: p=0.23, 70dB: p=0.16, 75dB: p=0.06, 80dB: p=0.04).  

The separation between the two curves only becomes individually significant at 

the highest intensities, and this larger divergence at high intensities dominates the 

difference between the control and 100dB groups. The continuing work from the 

Liberman lab suggests that high threshold low spontaneous rate fibres are the most 

susceptible to high intensity noise damage (Furman et al. 2013). This preferential loss of 

high threshold fibres is one possibility that could explain the change of the wave IV ABR 

results at high thresholds. However, considering the non-linearity in this response, the 

change at only high intensities could also be due to different levels of inhibition, and 

further experimentation is necessary to form hard conclusions. 

The difference in the effects of the noise exposure on waves I and IV can be 

visualised by showing the ratio between the two waves at each intensity level (Figure 

2-6). When taken in its raw form, the ratio is significantly elevated in the exposure 

Figure 2-6: Ratios of peak magnitudes of wave IV divided by wave I. The 
ratios across the exposure groups was averaged using both arithmetic 
means (left plot) and geometric means (right plot). Both noise exposure 
groups are elevated compared to controls after noise exposure, indicating 
that wave IV has less attenuation compared to wave I after noise exposure. 



 

 
76 

Chapter 2: Developing a Model of Hidden Hearing Loss 

groups compared to controls at low intensities. The 105dB group maintains this 

elevation across all intensities, but the 100dB group approaches, and even drops below 

the control ratio at the highest intensities. The arithmetic mean produces noisy results, 

overly sensitive to outliers that occur just at the ABR thresholds. As such, subsequent 

analysis will focus on the geometric mean. 

This effect is more clearly visible when normalising the ratio curves. In Figure 2-7 

the ratios have been normalised to the control group. The ratio in the exposure groups 

is again almost constantly elevated compared to controls. This normalisation maintains 

the apparent effect of the ratio elevation being primarily at low to middle intensities in 

the 100dB exposure group, and at higher intensities in the 105dB group. The gain 

affecting wave IV is not only sound intensity dependent, but also exposure dependent. 

Figure 2-7: Ratios of peak magnitudes of wave IV divided by wave I, then 
averaged across all recordings in each group, and then normalised to the 
average control peak magnitudes. This produces consistently elevated wave 
ratios for both 100dB (yellow) and 105dB (red) exposure groups, when 
compared to controls. 
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Normalising to the control group may not be the best way to analyse the data, as 

although the pre-exposure values and controls are not significantly different, by using 

the controls the averaging must occur before the normalisation. However, since every 

individual has both pre-exposure values and post-exposure measurements, the animals 

can be normalised to their pre-exposure value, and then taking the average afterwards, 

which should reduce the error induced by averaging. This has been plotted in Figure 

2-8. 

Normalising in this manner reduces the noise due to variation between animals, 

and since the pre-exposure values and controls are not-significantly different at any 

point, it is providing effectively the same effect. 

Qualitatively, normalising to the pre-exposure values as opposed to controls 

produced very similar ratios. However, when the data is normalised in this fashion, the 

Figure 2-8: Ratios of peak magnitudes of wave IV divided by wave I, then 
normalised to the pre-exposure magnitude on an individual recording basis, 
and then averaged across all recordings in each group. This also produces 
consistently elevated wave ratios for both 100dB (yellow) and 105dB (red) 
exposure groups, when compared to pre-exposure levels, and is 
qualitatively very similar to normalising by controls. 
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100dB ratios never drop below the control ratios above the animal hearing thresholds. 

Further, the average ratio of the 100dB group is 1.18, which is very close to the 1.2 ratios 

seen in humans by Schaette and McAlpine (Schaette & McAlpine 2011).  

2.3.2 Tone Pip ABRs 

The click induced ABRs provide information about the cochlea and lower 

auditory pathway as a whole, but are unable to provide any information about the 

frequency response in either, and as such cannot clarify whether the changes due to 

noise exposure differ across frequency. In order to combat this, tone induced ABRs were 

used. At their best (Figure 2-9), tone pips produce ABRs that are very similar to those 

from clicks. 

The different peaks of the ABR are clearly differentiated, at least up to wave IV, 

and the threshold is easily discernible. However, tone pip ABRs are far less consistent, 

show more variability, and thus the thresholds are more difficult to reliably determine 

(Figure 2-10). 

Figure 2-9: Examples of click ABRs and tone pip ABRs, taken from the same 
animal using the same electrode placement, at the same intensity (80dB SPL) 
and within 30 minutes of each other. The click is a full broadband click from 
2 – 70 kHz, the tone pip is a pure tone burst at 11kHz. Note the reduced 
intensity of the tone pip ABR as well as the increased variability and latency. 
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Part of this difference is frequency dependent: In general, the frequencies in the 

centre of the mouse hearing range show stronger and less variable ABRs than those at 

the periphery of the range. When analysed (Figure 2-11) the mean threshold at each 

frequency demonstrates the classic “scoop” shape of hearing threshold curves, with the 

lowest thresholds at the centre of the hearing range. The mean and standard deviation 

of these thresholds are also similar to those found in literature (Zheng et al. 1999). Noise 

exposure has a profound effect when measured one day after the exposure. 100dB 

exposure showed significant elevation from 16kHz and above (1-way ANOVA, largest 

p=0.00015 at 48kHz, complete statistics for this section Appendix B). However, after 4 

Figure 2-10: Examples of a click ABR and tone pip ABR where the tone pip 
ABR is less than ideal. This is from the same recording time and placement 
as Figure 2-9, but the tone pip in this case was 32kHz. At the edges of the 
hearing range of the subject, the tone pip ABRs have greatly increased 
variability. 
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weeks, ABR thresholds at all frequencies recovered to their pre-exposure levels (1-way 

ANOVA, smallest p=0.19 at 32kHz). 

Figure 2-11: Mean ABR thresholds to tone-pip stimuli. Error bars and 
shading show standard error. Controls (blue) n=16, 100dB (yellow) n=12, 
105dB (red) n=20. The 100dB thresholds fully recover at all frequencies 
(smallest p = 0.18 at 32kHz) whereas 105dB threshold are permanently 
elevated at 11kHz (p=0.00002) and 16kHz (p=0.00001). 24kHz appears to 
also be elevated for 105dB, but the small group size (n = 1) does not 
provide sufficient statistical power to state this. 
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2.3.3 Confocal Imaging 

Figure 2-12 shows two examples of confocal imaging of an inner hair cell. The left 

most hair cell is from a control animal, while the right most hair cell is from an animal 

that has been exposed to 105dB SPL. These images have been labelled with two 

fluorescent markers: CtBP2 (Red) and Glur2/3 (Green). CtBP2 concentrates in the 

synaptic ribbons on the inside of the inner hair cell, while Glur2/3 concentrates in the 

post-synaptic areas of the neuron. This makes visible the area of the neuron that is in 

contact with the inner hair cell. 

Small areas that show highlighting under both labelling techniques (appear as 

yellow dots in the IHCs in Figure 2-12) show a synaptic ribbon in close proximity to a 

post-synaptic density, which represents a proximal neuron. When a ribbon synapse is 

seen in proximity to a post-synaptic density, this is considered to be a functional 

synaptic linkage (Kujawa & Liberman 2009). These functional linkages were then 

counted within each hair cell. 

Figure 2-12: Example Inner Hair Cells (IHC)s and the mean number of 
ribbons in each hair cell. The left most plot shows an IHC from the control 
group. The middle plot shows an IHC that was exposed to the 105dB noise 
exposure. The right most plot shows the mean number of ribbons per hair 
cell, dependent on noise exposure. Both noise exposure groups (100dB: 
yellow, n=3; 105dB: red, n=4) had significantly fewer ribbons than the 
control group (blue, n=6) as determined by 1-way ANOVA (p=0.03). 
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Ribbon counting was carried out in up to three regions of the cochlea for each 

animal, and the counts were averaged across these regions. Compared to control 

animals, both the 100- and 105-dB-SPL group showed a reduced number of synaptic 

ribbons per IHC. This reduction was found to be significant (1-way ANOVA, p=0.03) 

indicating a significant effect of noise exposure on ribbon counts in IHCs 

2.4 Discussion 

The results of the ABR measurements indicate that the 105dB noise exposure, 

despite showing some recovery from the maximum threshold elevation, did not fully 

recover after 4 weeks. On this time scale, this can be considered to be a permanently 

elevated threshold, and thus display what would traditionally be called hearing loss. The 

100dB noise exposure produced a temporary threshold shift in the hearing of the mice, 

with the thresholds being elevated by roughly 10dB on average 1 day after the exposure, 

when compared to either controls or pre-exposure results. However, four weeks after 

the exposure, the thresholds have returned to the pre-exposure levels, which again, do 

not deviate significantly from control values. As such, these animals do not have 

traditional hearing loss. 

The confocal imaging performed on these cochleae, when analysed using the 

similar dual staining techniques described in Kujawa Liberman (Kujawa & Liberman 

2009) showed a similar reduction in the count of synaptic ribbons remaining in the hair 

cell after noise exposure(Hesse et al. 2016). This reduction likely results in less 

information being propagated up the auditory pathway. 

Further, despite their normal audiometric thresholds in the 100dB exposure 

group, there is a distinct, measurable change to the amplitudes of wave I and wave IV of 

their ABRs. The changes in wave I show a reduction in the voltage of the compound 

action potentials as they travel through the auditory nerve.  
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In wave IV, which roughly corresponds to compound action potentials at the 

entrance to the inferior colliculus, we see a different effect. While after one day the 

noise-exposed animals show a reduction in the voltage of the ABR, this reduction 

recovers back to pre-exposure levels after 4 weeks. This suggests that the auditory 

midbrain is compensating for the reduction in the incoming voltage signal. This is 

probably caused through homeostatic plasticity mechanisms, wherein the brain 

amplifies the reduced signal in order to maintain the original voltage levels, as discussed 

in Schaette McAlpine(Schaette & McAlpine 2011). However, contrary to the Schaette 

McAlpine study, the wave IV recovery fails at the highest intensities, and is unexplained 

by their model. It is possible this is due to a compounding effect, namely that auditory 

coding is further impaired by noise exposure, which will be discussed in greater depth in 

Chapter 5. 

Because both the confocal imaging and ABR results closely mirror the findings of 

the Kujawa and Liberman paper (Kujawa & Liberman 2009), this attempt to replicate 

their experimental paradigm and results was successful. Further, because this research 

also investigated the larger 105 dB exposure and found it causes a permeant threshold 

shift, but that the 100dB does not, this provides additional new evidence that traditional 

audiometry is insufficient to describe the subtlety and gradation of hearing loss and that 

sub-clinical hearing losses can be measured using click evoked ABRs. 

2.5 Conclusions 

In summary, this chapter discussed how the original experiment by Kujawa and 

Liberman was successfully replicated, creating a mouse model of cochlear synaptopathy, 

and found that it produced similar ratio changes in the auditory brainstem response to 

those found by Scheatte and McAlpine, linking the two studies. Also, this model of 
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hidden hearing loss is now available to be used to study downstream effects of noise 

exposure. 
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3.1 Introduction 

he noise exposure paradigm developed by Kujawa and Liberman (Kujawa & 

Liberman 2009) and subsequent work using similar paradigms (Furman et al. 

2013) have given much insight into cochlear synaptopathy. However, they, and most 

labs using similar temporary threshold shift inducing exposures, have focused on the 

damage at the cochlea and have not directly investigated the downstream effects in the 

brain.  

It is also known that hearing loss can cause changes in the central auditory system 

that include both reduced inhibitory and increased excitatory neurotransmission(Vale 

& Sanes 2002; Turrigiano 2011). Further, elevated hearing thresholds have been shown 

to cause changes in both spontaneous and evoked firing rates and patterns in the brain 

(Seki & Eggermont 2003; Roberts et al. 2010). Even though cochlear damage using 

ototoxic drugs or permanent threshold changing noise exposures does not increase the 

spontaneous firing rates of auditory nerve fibres (Dallos & D. Harris 1978), it has been 

shown to generate elevated spontaneous firing rates throughout the rest of the auditory 

system (Kaltenbach et al. 1998; Mulders & Robertson 2009; Mulders & Robertson 2013; 

Norena & Eggermont 2003). Finally, these elevated spontaneous firing rates appear to be 

proportional to the amount of cochlear damage (Mulders et al. 2011). 

Schaette and McAlpine posited that tinnitus could arise from gain changes in the 

auditory midbrain due to homeostatic plasticity (Schaette & McAlpine 2011). The 

elevated spontaneous firing rates of auditory pathway neurons have been proposed as a 

neural correlate of tinnitus (Kaltenbach, Zhang, et al. 2004) and have been shown to 

coincide with behavioural measures of tinnitus (Dehmel, Pradhan, et al. 2012).  

This chapter aims to investigate whether hidden hearing loss inducing exposure 

can create a putative neural correlate of tinnitus. Further, it will examine the difference 

T 



 

 
87 

Chapter 3: Downstream Effects of Hidden Hearing Loss  

between a permanent threshold shift inducing noise exposure differs from a temporary 

threshold inducing one in its effects on the spontaneous firing rates in the inferior 

colliculus of mice. 

3.2 Methods 

3.2.1 ABRs 

To begin, all animals in this section had their hearing measured using the same 

ABR protocols detailed in the previous chapter, and were in fact a subset of the same 

mice used in the previous chapter. The ABRs were performed in order to verify their 

hearing thresholds before and after exposure. They were also exposed to identical noise 

exposures, be they 100dB SPL, 105dB SPL, or controls with no exposure. Finally, the 

same animal strain, CBA/CaJ mice, were used. In short, animals were exposed to octave 

band noise from 8 - 16 kHz, at 100 or 105 dB SPL, for 2 hours. They also had their 

hearing measured using click and tone pip ABRs before, 1 day after, and 4 weeks after 

the exposure. 

3.2.2 Experimental Setup 

This section details the hardware used to perform direct neuronal recordings in 

the inferior colliculus of mice. For simplicity’s sake, the various stages will be described 

beginning from the neuronal probe, through the pre-processing and finally recording.  

The probes used in IC recordings are NeuroNexus silicon probes, configuration 

A1x16. These probes consist of 16 electrode sites, all on a single probe shank, and in a 

straight line. The probe electrodes are spaced 150 microns apart, and the impedance of 

each electrode resulted in it having a spherical range with a radius of approximately 100 

microns. This allows for some overlap between electrodes, which allowed clustering 

algorithms to be performed to improve the signal to noise ratio of the recorded neural 
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spikes. However, due to the small amount of overlap, plus the single dimensionality of 

the electrode array, localization of the neurons with respect to the electrode sites, and 

thus determining single units, was not possible. 

The NeuroNexus probes were mounted on a Neurocra (FHC Inc.) hydraulic 

microdrive allowing precise movement and positioning of the electrode array. This 

microdrive is accurate to 5 microns. The probe was then connected through a head 

stage to a pre-amplifier which digitized the electrical signals and transmitted them 

optically to the TDT recording equipment (TDT RX5). The electrode signals were 

sampled at 24kHz, and band-pass filtered between 300Hz and 9kHz. 

In experiments where lesioning was conducted, the head stage was connected to a 

breakout box, which was simply a passive switch box that protected the equipment 

while lesioning current was run through the head stage to the electrodes. This breakout 

box was removed from the setup when lesioning was not performed. Lesioning was 

performed on control and 105dB exposure groups, in order to verify the location of the 

electrode in the inferior colliculus using microscopy after the end of the experiment. 

However, since this technique limits the recording to a single penetration, it was less 

than ideal. The location can also be determined using frequency response area (FRA) 

stimuli and recordings (discussed in the next section), and since the probe location 

determined by the FRA was confirmed by microscopy during the control and 105dB 

groups, it was ceased during the 100dB group, in order to allow more penetrations per 

subject. 

3.2.3 Surgery 

After ABR recordings were completed, the animals had to be prepared for direct 

neural recordings. The animal would have been under a ketamine-meditomidine 

anaesthesia from the previous recordings, but to verify the animal was still completely 
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unconscious, a withdrawal reflex test was performed. If the animal had a withdrawal 

response, a top up bolus was administered. All of the pharmacological protocols, 

composition, and dosing tables, including anaesthesia, are detailed in Appendix A – 

Methodology.  

The first step to preparing for surgery was to insert an anaesthesia line directly in 

to the peritoneal cavity. Although this is a much more invasive procedure than a simple 

bolus injection, the invasive surgery needed for direct neural recordings requires a more 

constant and regulated anaesthesia. Once the line was placed in the cavity, and was 

verified to be unobstructed by carefully moving the line back and forth to confirm 

freedom of movement, the insertion needle was carefully removed, leaving only the line 

in place. The line was then glued to abdomen, sealing the entry site. The anaesthesia 

pump was then activated, providing the same amount of anaesthetic per hour as the 

boluses did, but spread out throughout the hour in much smaller doses. 

The animal was then given a dose of Atropine and a dose of Dexafort. Atropine 

reduces bronchial secretions, and makes breathing easier for the mouse while on the 

bite bar. Dexafort reduces brain swelling, thus reducing blood loss after the craniotomy 

and producing a more consistent brain volume. Finally, the mouse was given a dose of 

Ringer’s solution to hydrate and maintain correct electrolyte levels. 

The animal was then given a complete status check, as described in the previous 

chapter, to verify its health and welfare. One addition to the original status check was to 

give the animal an extra dose Ringer’s solution at roughly two hour intervals. Due to the 

greater length of IC recordings, the animal is under anaesthesia for prolonged periods, 

and is unable to feed or hydrate itself, and requires the extra Ringer’s to maintain its 

health as long as possible.  
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Once the animal was prepared for surgery, it was fitted with a rectal thermistor to 

regulate body temperature precisely at 37.5ºC using a feedback loop with the 

homeothermic blanket beneath the experimental theatre. It then had its jaw mounted on 

to a bite bar, inserting the incisors in to a hole in the bar, and using a screw down clamp 

to hold the skull securely to the bar. 

An incision was then made along the midline of the skull, to expose the skull, and 

the hide was pinned back with clamps. All remaining muscle and fat attached to the 

skull was scraped away, to clear the skull surface of any debris. A small hole was then 

made (1mm rostral to Bregma, and 1mm lateral to midline) by hand using a 0.5mm 

diameter drill bit. A screw was then inserted, and wired to ground on the probe 

headstage. 

The main crainiotomy was then performed, using a rotary tool, and a large 

window of skull was removed (4.5-6.5 mm posterior to Bregma, 0.5-3.5 mm lateral to 

midline) on the right hand side, revealing the complete surface of the right IC. This 

often removed parts of the dura and left small bone fragments on the surface of the 

brain. The remaining dura and bone fragments were then removed by hand using fine 

tweezers. Once the collicular surface was fully exposed and cleared, the probe was 

manually advanced until the tip just touched the surface. The craniotomy was then 

sealed using a drop of silicone oil, to prevent the brain from drying out. This did not 

impair the recording, and was fully permeable.  

On experiments where more than one penetration was performed, the probe was 

retracted to the surface using the microdrive, and then retracted fully by hand. It was 

then repositioned in order measure a different area of the IC. 
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3.2.4 Recording Software and Stimuli 

Stimuli were presented to the animal using the same speaker set up and TDT 

hardware described in the previous chapter. Briefly, a TDT RX-6 DSP was used to 

generate the sound stimuli, based upon the parameters and sequences created in Matlab 

(Mathworks). These stimuli were routed through a PA-5 attenuator (TDT) to control 

the intensity, which was then sent to the TDT FF1 transducer. Recordings were made 

using Brainware, a piece of software developed by Jan Schnupp, and widely distributed 

by TDT for use with their equipment. 

Recordings alternated between two stimuli: Frequency Response Area (FRA) and 

Spontaneous Firing Rate (SFR). The FRA stimulus involved 100ms tone pips, with a 

frequency range of 4 − 70 kHz with either 12 tones or 24 tones per octave. Each tone pip 

was 100 ms in length, with rise and fall times of 5ms, and the time between tone pips 

was 400ms. The pips were presented across an intensity range of between 0 and 80 dB 

SPL, in 5 dB steps. This grid of tones was pseudorandomly distributed, and the entire 

stimulus was repeated 3 times. The full sweep of frequencies and intensities typically 

took approximately 20 minutes.  

Characteristic frequencies and thresholds of the multiunits were determined 

visually for each FRA, by determining the attenuation and frequency values as the peak 

of the approximately triangular response shape produced by FRA stimuli (Figure 3-1). 

As this was done visually, it is somewhat subjective, although the same criteria and the 

same examiner performed all determinations, in order to reduce variability. 

Once the FRA recording was completed, a measurement of the SFR was captured 

for a duration of three minutes. There was no stimulus presented, and the speaker was 

physically disconnected from the stimulus generator. Spontaneous activity was sampled 
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in sweeps of 500ms, since the acquisition in BrainWare is sweep-based, and 100 of these 

sweeps were recorded during each SFR session.  

Brainware allows a great deal of online processing and adjustments to be 

performed. During these recordings, only the thresholding levels were changed from the 

default parameters, in order to optimally capture as many neural spikes with as little 

background noise as possible. The online filters were set wide as wide as possible, as 

offline filtering was performed on the recorded voltage traces. After recordings were 

completed, local field potentials in the voltage traces were removed using a high pass 

filter at 600Hz. Multi-unit clusters (MUC) were then classified using the spike sorting 

algorithm defined by Maneesh Sahani, in order to separate these MUCs from 

noise(Sahani 1999). 
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3.3 Results and Discussion 

3.3.1 Frequency Response Area Comparisons 

To begin, the characteristic frequency of every neuronal unit was determined from 

the frequency response area (FRA) stimulus (Figure 3-1). Most neuronal MUCs in the 

IC exhibit a characteristic triangular shape, with a narrow frequency sensitivity around a 

particular frequency at low sound intensities, and wider, less precise frequency 

selectivity at louder intensities. The characteristic frequency (CF) of the MUC is 

determined from the point of the triangular response, and the point at which the unit is 

most frequency selective. 

Figure 3-1: Example of a Frequency Response Area (FRA) for an auditory 
neuronal multi unit cluster (MUC). The stimulus plays a grid of different 
frequencies and intensities, and this unit exhibits the usual triangular 
response shape, with higher activity (yellows) clustered around the unit’s 
sensitive frequencies. The characteristic frequency (CF) is the point of the 
triangle, in this case approximately 15kHz.   
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3.3.2 Characteristic Frequency Distribution Comparisons 

The distribution of the CFs across the units was then compared for each of the 

three noise exposure groups (Figure 3-2). Observationally, there appears to be a severe 

reduction in the number of MUCs in the 16-24 kHz bin from the 105dB exposure 

group. There also are no units from this group in the highest frequency bin of 48-64 

kHz. This is also starkly evident in the scatter plot of the distributions (Figure 3-4). 

There also appears to be an elevated number of units in this exposure group in the 24-32 

kHz bin. 

 All three groups were found to come from different distributions (Two-sample 

Kolmogorov-Smirnov: Control vs 100dB: p<0.001; Control vs 105dB: p<0.001; 100dB vs 

Figure 3-2: Distribution of Characteristic Frequency (CF) of neuronal multi-
units. Control (unexposed animals) are blue (n=137), 100dB SPL exposed 
animals are yellow (n=123), and 105dB SPL exposed animals are red (n=77). 
The y-axis denotes the percentage of units in each frequency bin compared 
to the total number of units for each noise exposure. The noise exposure 
groups do not significantly differ from each other (2-sided Wilcoxon Rank 
Sum: p=0.651) while both exposure groups are significantly different from 
controls (2-sided Wilcoxon Rank Sum: Control vs 100dB: p<0.001; Control 
vs 105dB: p<0.001) 
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105dB: p=0.0487). However, considering the robustness of the difference between 

controls and the exposure groups, and that the difference between the two exposure 

groups is just barely significant, it is possible the two exposure groups do in fact come 

from the same distribution, or at least closely related distributions. In either case, noise 

exposure clearly has a profound effect on the distribution of CFs in the IC. PTS 

inducing noise exposures have previously been found to change the characteristic shape 

for the FRA, often causing less precise frequency selectivity (Izquierdo et al. 2008). 

Since all of the CF distributions are non-Gaussian, 2-sided Wilcoxon Rank-Sum 

tests (also known as Mann-Whitney U tests) were performed to compare the CF 

distributions. Under this examination, the control group was found to be significantly 

different from both exposure groups (2-sided Wilcoxon Rank-Sum: Control vs 100dB: 

p<0.001; Control vs 105dB: p<0.001) while the two exposure groups were not found to 

be significantly different from each other (2-sided Wilcoxon Rank-Sum: 100dB vs 

105dB: p= 0.651), further suggesting that the two different exposures cause changes in 

the distribution of CF units compared to controls, but that the differences on CF 

distribution between the two exposures are either subtle or non-existent. 

3.3.3 Neuronal MUC Comparisons 

To examine whether differences between the two noise exposures appear using 

other metrics, the distribution of unit thresholds was plotted (Figure 3-4). Here, there 

are clear visual differences between the 100dB and 105dB exposures, with the 105dB 

group appearing to have extremely elevated mean thresholds when compared to 

controls, but the 100dB either showing no change from controls, or even a reduction. 
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This effect was confirmed statistically on the entire distribution for all three 

groups using 2-sided Wilcoxon Rank Sum tests, as all three distributions are non-

Gaussian (Lilliefors Tests: Control: p<0.01; 100dB: p=0.02; 105dB: p<0.01). The control 

and 100dB distributions are not significantly different (2-sided Wilcoxon Rank Sum: 

p=0.26). Further, the control and 100dB come from the same distribution (2-sample 

Kolmogorov-Smirnov: p=0.09). However, the 105dB group is highly significantly 

different, and comes from a different distribution, to both controls (2-sided Wilcoxon 

Rank Sum: p<0.01; 2-sample KS: p<0.01) and to the 100dB exposure group (2-sided 

Wilcoxon Rank Sum: p<0.01; 2-sample KS: p<0.01). This suggests that FRA threshold 

should be used in conjunction with CF distribution in order to properly analyse noise 

exposure effects on IC neural activity. 

The difference between noise exposure also appears to have a frequency 

component, as when separated in to frequency bins, the significant differences only 

Figure 3-3: Comparison of average threshold, sorted by frequency bin. 
There is a highly significant elevation in mean threshold after 105dB 
exposure (red) when compared to controls (blue) and when compared to 
100dB exposure (yellow). 
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occur in certain frequency bins. In the 8-12 kHz and 12-16kHz bins, we see no 

significant difference between control and 100dB, but we do see significance between 

105dB and both other groups, which is the same as seen in the full distributions (8-12 

kHz: 2-sided Wilcoxon Rank Sum: ctrl v 100: p=0.55; ctrl v 105: p<0.01; 8-12, 100 v 105: 

p<0.01; 12-16 kHz: 2-sided Wilcoxon Rank Sum: ctrl v 100: p=0.64; ctrl v 105: p<0.01; 

100 v 105: p=0.01). However, in the 16-24 kHz bin, all three groups are significantly 

different from one another, although none are highly significantly different (16-24 kHz: 

2-sided Wilcoxon Rank Sum: ctrl v 100: p=0.03; ctrl v 105: p=0.05; 100 v 105: p=0.02). 

Note that the 100dB mean threshold in this group is below control. Finally, in the 24-32 

kHz bin, none of the groups is significantly different from one another (24-32 kHz: 2-

sided Wilcoxon Rank Sum: ctrl v 100dB: p=0.15; ctrl v 105dB: p=0.33; 100dB v 105dB: 

p=0.08). 

These results suggest that there is some sort minimum amount of noise exposure 

required to induce a change in IC neuronal thresholds. The 105dB exposure group 

thresholds imply a change in shape of the frequency response area, which agrees with 

the findings of (Izquierdo et al. 2008). 

3.3.4 Comparison of Spontaneous Firing Rates 

The effects of noise exposure on the spontaneous rates of the multi-units was 

determined by examining these firing rates when the MUCs were sorted by 

characteristic frequency (Figure 3-4). Observationally, the distributions all appear quite 

different, although there are some trends which are consistent. First of all, both noise 

exposed groups have a visibly larger number of units with higher spontaneous firing 

rates between 8 and 32 kHz. In order to quantify these observations, the units were 
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sorted by group in to half-octave frequency bins, and compared across the exposure 

groups (Figure 3-5). 

To begin, the distributions of the spontaneous firing rates in each frequency bin 

were examined using a variety of methods to be detailed presently, however the bins 

below 8kHz and above 32kHz often had very few units, some had zero, often resulting 

in the inability to use some tests (Lilliefors test for normality requires a minimum of 4 

data points) or to produce sufficient statistical power. As such, these tests have been 

excluded from this discussion, but are available in Appendix B – Statistics. 

For most of the statistical analysis performed throughout this thesis, data 

distributions have been examined for normality in order to determine the appropriate 

comparison methods. Statistical methods that use Gaussian distributions, such as the 

ANOVA and the t-test, tend to have more statistical power. While the frequency 

Figure 3-4: Scatter plot of multi-unit recordings in the inferior colliculus. 137 
control units (unexposed animals) are blue, 123 units from 100dB SPL 
exposed animals are yellow, and 77 units from 105dB SPL exposed animals 
are red. Observationally, there appears to be a dearth of units available 
around 16kHz in the 105dB group, which is quantified in the next figure. 
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components of these distributions are decidedly non-Gaussian, theoretically at any 

given frequency point, the units should be distributed normally. One of the hoped for 

benefits of sorting in to frequency bins was to remove the non-Gaussian component of 

the frequency domain. While this goal was partially successful, and the distributions 

within each bin is far more Gaussian than the entire distribution as a whole, not every 

bin is normally distributed. As such, 2-sided Wilcoxon Rank Sum comparisons are 

again used to compare between noise exposure groups for each frequency bin. 

Throughout the bins between 8 and 32 kHz, the 100dB exposure produced a 

highly significant elevation in spontaneous firing rates compared to controls (2-sided 

Wilcoxon Rank Sum: 8-12kHz: p=0.002; 12-16kHz: p=0.004; 16-24kHz: p=0.006, 24-

Figure 3-5: Mean spontaneous firing rates (SFR) of neuronal units grouped in 
to half octave frequency bins. Control (unexposed animals) are blue, 100dB 
SPL exposed animals are yellow, and 105dB SPL exposed animals are red. 
Mean SFRs for 100dB exposed units are highly significantly elevated in all 
frequency bins (2-sided Wilcoxon Rank Sum: 8-12kHz: p=0.002; 12-16kHz: 
p=0.004; 16-24kHz: p=0.006, 24-32kHz: p=0.008) compared to controls. 
Mean SFRs for 105dB exposed units are significantly elevated in both the 12-
16 kHz (p=0.01) and 16-24 kHz (p=0.04) bins. Note that in the 16-24 kHz 
bin, the 105dB group only has 3 units. Asterisks show significance between 
exposure group compared to control group. 
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32kHz: p=0.008). This agrees with results from previous work that also found elevated 

spontaneous firing rates after noise exposure in the auditory pathway(Mulders & 

Robertson 2009; Mulders & Robertson 2013). 

Intriguingly, after the louder, and more damaging (based on the permanent 

threshold shift in ABR thresholds discussed in Chapter 2) 105dB exposure, although 

spontaneous firing rates in the auditory pathway are elevated when compared to 

controls, they are not as elevated as the 100dB exposure in any of the frequency bins 

between 8 and 32 kHz, and are not significantly elevated compared to controls in either 

the 8 – 12 kHz bin, or the 24 – 32 kHz bin. Further, the elevation in the 16 – 24 kHz bin 

is just barely significant (2-sided Wilcoxon Rank Sum: 8-12 kHz: p=0.733; 12-16 kHz: 

p=0.010; 16-24 kHz: p=0.049; 24-32 kHz: p=0.655). 

As a sanity check, the distribution of the 100dB and 105dB exposures were also 

compared to one another (2-sided Wilcoxon Rank Sum: 8-12 kHz: 0.003; 12-16 kHz: 

p=0.693; 16-24 kHz: p=0.445;24-32 kHz: p<0.001). This comparison supports the 

findings that the two noise exposures have different effects on SFR elevation based on 

the frequency of the neuronal unit. 

This result, where the amount of increase in spontaneous firing rate is not 

proportional to the intensity of the sound exposure is counter intuitive based on 

previous work regarding spontaneous firing rates (Mulders & Robertson 2009; 

Kaltenbach et al. 2002). This disparity can be accounted for if the increase in 

spontaneous firing rates differs based on the type of auditory nerve fibre that is 

deafferentated from the inner hair cells. Recent modelling suggests that deafferentation 

of high threshold fibres will increase spontaneous activity, but that deafferentation of 

low threshold fibres will lower spontaneous activity(Schaette 2013). Coupled with the 

variance in deafferentation between fibre types due to noise exposure (Furman et al. 
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2013) has led to Schaette’s creation of a model which can account for this “non-

monotonic” effect on spontaneous firing rates(Hesse et al. 2016). 

3.3.5 Cumulative Probability of ABR Thresholds in Humans and Mice 

Although humans and mice both exhibit ABR responses, human responses are on 

the order of one tenth the absolute magnitude as those of mice. This is due in large part 

to head size and skull thickness, but also due to differences in the recording methods 

used for each species. That said, the ABR responses can be compared qualitatively 

(Figure 3-6).  

When the cumulative probability distribution (CPD) of ABR amplitudes is plotted 

for both research groups (humans: tinnitus vs non-tinnitus; mice: noise exposed vs 

controls), a very similar pattern is apparent in both species. Noise exposed mice show a 

reduction in their CPD compared to controls. Tinnitus subjects also show a similar 

reduction compared to non-tinnitus subjects in humans. This similarity of pattern 

suggests that noise exposure in mice approximates the ABR phenotype of tinnitus 

Figure 3-6: Cumulative Probability Distribution (CPD) of 50 µs click ABR 
amplitudes. In humans (left plot, 100dB clicks) there is a reduction in ABR 
wave I amplitudes in tinnitus patients (yellow) when compared to non-
tinnitus patients (blue). In mice (right plot, 80dB clicks) there is a similar 
reduction in wave I amplitudes in HHL noise exposed animals (yellow) 
compared to control animals (blue) as that seen in the human data. 
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subjects in humans. If the mice are confirmed to have tinnitus through behavioural 

methods, noise exposure that causes this reduction in the ABR CPD could serve as an 

animal model of tinnitus. 

3.4 Conclusions 

Noise exposure induces elevated spontaneous firing rates of neuronal multi-units 

in the inferior colliculus. These elevations are dependent on the intensity of the noise 

stimulus, with a hidden hearing loss inducing exposure producing greater elevations 

than those in from a stronger stimulus that induced a permanent threshold shift. 

Similarity in the changes in ABR amplitudes of noise exposed mice and human tinnitus 

subjects, suggests a potential link, and that noise exposed mice will be able to be used as 

an animal model of human tinnitus. 
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4.1 Introduction 

he first half of this thesis detailed investigations in to the effects of hidden 

hearing loss (HHL) on the subcortical auditory system, primarily through 

extracranial measurements of the auditory brainstem response, and intracranial 

measurements of the frequency response areas and spontaneous firing rate of neurons 

in the inferior colliculus. The results showed that noise exposure induced reductions in 

wave I of the ABR and increased spontaneous firing rates of IC neurons. These effects 

are likely caused by deafferentation of auditory nerve fibres and this deafferentation is 

likely more prevalent in fibres with high response thresholds. 

These results suggest that HHL affects not only coding of sound in the auditory 

nerve and the lower auditory nuclei, but also the processing downstream in the 

midbrain. There has been very limited research on the effects of HHL on auditory 

processing mechanisms in the midbrain, with most of the research to date focussing on 

spontaneous firing rates after noise exposure. This prompted me to investigate these 

mechanisms in more detail. Since difficulty understanding speech-in-noise is the most 

common hearing complaint made to physicians, and HHL is suspected to exacerbate 

speech-in-noise comprehension, this is an important subject that warrants further 

study. 

The effects of background noise on the firing rates of the auditory nerve has been 

described in the cat (Costalupes et al. 1984) and in the inferior colliculus of the guinea 

pig (Rees & Palmer 1988). However, specifically tailoring the background noise can 

allow for measurement of more complex mechanisms. Adaptive Coding is one such 

mechanism that is believed to be an important component contributing to our ability to 

engage in cocktail party listening (Dean et al. 2005). Through this mechanism, the rate 

T 
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level functions of auditory neurons change to reflect the average intensity of the acoustic 

scene (Dean et al. 2005; Dean et al. 2008; Harper & McAlpine 2004).  

The maximum dynamic range of a typical auditory neuron is approximately 35 dB 

(Evans & Palmer 1980). However, this is many orders of magnitude smaller than the 120 

dB range over which humans can hear. The ability of the neurons to adapt their 

dynamic range is thought to be one of the methods through which the auditory system 

is able to encode the full dynamic range of hearing.  

Adaptive Coding in the auditory system was first described in 2005 (Dean et al. 

2005). In order to study adaptive coding, Dean et al. developed a stimulus that produced 

a particular average intensity over 5 seconds, but also allowed them to determine the 

firing rate for any given intensity between 21 dB and 96 dB (Dean et al. 2005). They 

found that individual neurons would change their rate level function to match the 

average intensity of the stimulus, and that this adaptation improved the coding efficacy 

of the neuron (Figure 4-1). 

They went on to study how fast the neurons could adapt to a given acoustic scene, 

by switching between stimuli with different average intensities (Dean et al. 2008). They 

Figure 4-1: Adaptive coding and in guinea pigs from (Dean et al. 2005). The 
left set of curves show the response from an individual neuron across a 
range of sound intensities from 21 to 96 dB SPL. Each curve is the response 
to a different high probability region (HPR). The intensity of the HPR is 
shown on the abscissa in the same colour as the rate-level function. The 
right curve is the fisher information for the rate-level functions for each 
HPR, showing how the coding efficacy of the neuron adapts to the different 
background sound intensities. 
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found that neurons in the IC of guinea pigs adapted to new auditory scenes quickly, on 

average after 160ms, and that the time course of this adaptation appears to be 

independent of both the time course of how often the scene switched between different 

average intensities, as well as the distribution of intensities within each auditory scene. 

Subsequent work by other labs have also found that adaptive coding exists in the 

auditory nerve of the cat (Wen et al. 2009; Wen et al. 2012). However, the adaptation 

observed in the auditory nerve was far weaker (0.26 dB/dB AN vs 0.55 dB/dB IC, (Wen 

et al. 2009)) than that observed in the midbrain, and suggests that adaptive coding first 

occurs at the periphery and is magnified as the signal travels up the auditory pathway. 

To date auditory adaptive coding has only been measured in guinea pigs and cats. 

Although HHL has been induced and measured in guinea pigs, the previous 

experiments in this thesis, and the expertise gained therein, is in mice. Therefore, the 

first goal was to determine whether adaptive coding occurs in mice. Since my end goal is 

to determine whether adaptive coding is affected by HHL, the development of a 

consistent and repeatable methodology to quantify adaptive coding, both if it is 

occurring, and if so how much, was necessary. 

To this end, I developed a switching stimulus to induce adaptive coding in mice, 

based on the stimulus described by Dean et al(Dean et al. 2008), but which comprise 

more mean intensity regions than the two they used. Further, measures of the amount 

of adaptation that occurs based on the threshold and fisher information of the rate level 

function of the neuronal units were developed. 
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4.2 Methods 

4.2.1 Experimental Setup and Protocol Changes 

As with the previous experiment, ABRs were performed before noise exposure. 

However, in the original experiment, control animals only had ABR measurements 

once, immediately before IC recordings were performed, and age matched to the 4 

weeks post exposure groups. To reduce possible noise due to differing anaesthesia 

protocols, control animals in this experiment had ABRs measures pre-exposure, 1-day 

post exposure, and 4 weeks post exposure, identical to noise exposed groups. However, 

the “exposure” in this case involved placing the animals under anaesthesia and in the 

same sound proof booth, for the same duration, but with no noise exposure. To be 

doubly certain of this, the speaker was disconnected during these “sham exposure” 

sessions. The experimental technique for the ABRs was otherwise identical. However, 

modifications to the other experimental techniques were made to improve the 

repeatability and stability of the experiment. 

In the last experiment, while recording multi units in the inferior colliculus, I 

found that the protocol was extremely sensitive to very small variations in technique, 

and that mice would expire early, and more frequently than was expected. Sometimes 

this was due to damage caused during surgery, and sometimes it was caused due to an 

overdose of the meditomidine used in anaesthesia. The following modifications, based 

upon the experience acquired in the previous experiments, were implemented in an 

effort to improve the health of the mouse, and thus the stability of the experiment. 

The first change implemented was to adjust the anaesthesia of the mouse: rather 

than using a ketamine-medetomidine-saline mixture in the intra-peritoneal pump, a 

ketamine-saline mixture was used in the pump, with an identical dosage of ketamine 
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but no medetomidine (to limit medetomidine exposure, and prevent accidental 

overdose). As before, all drug dosages are listed in Appendix A - Methodology. The 

ketamine was supplemented with medetomidine boluses injected subcutaneously when 

needed, as determined by measuring the withdrawal reflex. These boluses were the 

standard dosage based on animal weight from the table in the appendix. This allowed 

me to avoid any possible medetomidine overdoses, as mice are more sensitive to 

medetomidine than they are to ketamine. 

The second change implemented was to adjust the method and size of the 

craniotomy. Rather than using an electrically powered rotary tool to saw a rectangular 

window out of the skull, a 1.5 mm drill bit, rotated by hand, was used to create a circular 

opening of the necessary size directly above the inferior colliculus. By using a hand tool, 

more precise control over the depth of the drill was possible, preventing accidental 

slippage into the brain which could potentially damage the IC and ruin the experiment. 

The round opening in the skull was also smaller in diameter, preserving more of the 

structural integrity of the skull, and giving it greater stability throughout the course of 

the experiment. 

The combination of these two modifications to the experimental protocol resulted 

in fewer accidental animal deaths during preparation (a drop from approximately 30% 

failure rate to 15% failure rate) and more importantly, extended the length for which an 

individual experiment could be performed: the longest recording performed before the 

changes lasted 4 hours, whereas under the new methods, the average recording lasted 4 

hours, with the longest reaching nearly 8 hours. 

The experimental setup and rig was primarily the same as was used for the 

experiments described in the previous two chapters, excepting the following changes. In 

an effort to and obtain single neuronal units, Neuronexus electrodes with two shanks 
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and with the recording sites were arranged in overlapping tetrodes were used (Figure 

4-2). 

This arrangement of the recording sites allows principal component analysis and 

clustering to be used to mathematically isolate individual neurons from the small group 

of neuronal units that are usually measured by a single recording site. This process is 

known as spike sorting. While spike sorting can be performed on a single recording 

channel, the efficacy of the techniques is dramatically improved by using overlapping 

recordings from electrodes in close proximity (K. D. Harris et al. 2000). Spike sorting is 

covered in greater detail in the analysis techniques section later in this chapter. 

Due to the requirements of the adaptive coding experiments, particularly stimulus 

length, timing precision, and stimulus dynamic range, the Brainware software 

previously used was inappropriate and Open Ex was necessary for stimulus generation 

Figure 4-2: Connector and pin layout of Neuronexus A2x2 tetrode array. 
The recording radius of each electrode is roughly 150µm, and the separation 
between is electrodes is 100µm. This allows for overlapping recording fields, 
which can then be used to separate different neuronal responses using 
machine learning techniques such as principal component analysis and 
clustering. 
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and signal recording. However, Brainware was still used for FRA and SFR 

measurements. 

4.2.2 Adaptive Coding Stimulus 

A broadband noise stimulus to elicit adaptation using similar characteristics to the 

Dean stimulus presented in (Dean et al. 2008) was designed (Figure 4-3). This stimulus 

involved playing white noise, bandpass-filtered from 2-45 kHz. The intensity of the 

noise changed every 50ms, with values drawn pseudo-randomly from a pool with a fixed 

number of possible intensities. Every time a 7.5s stimulus was generated, the order was 

newly shuffled pseudo-randomly. Each intensity from 24-92 dB in two 2 dB steps, for a 

total of 35 intensity levels, was available in the pools at least once, with each stimulus 

having a high probability region (HPR). In each pool 80% of the available intensities 

were ± 4 dB5 from the central value of a HPR, with the other 20% of values taken from 

                                                        
5 There 5 intensities in each HPR, which is ±4dB from the central value. However, as all 

intensities are a minimum of 2dB apart, it could be argued the HPR is ±5dB, if one includes half the space 
between the HPR and the low probability region in each half of the stimulus. 

Figure 4-3: Example of adaptive coding auditory stimulus. The stimulus 
changes in intensity every 50ms. 80% of the intensities are within ±4 dB of a 
centre frequency of the high probability region (HPR) while the other 20% 
come from the remainder of the range between 24 and 92 dB SPL in 2dB 
steps. Every intensity between 24 and 92 is played at least once per 
stimulus. The HPR of this stimulus is 56 dB SPL.   
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outside the HPR. Specifically, each stimulus pool consisted of 150 epochs, 30 of which 

were the singly played low probability region epochs, and 120 of which were the 5 levels 

in the high probability region, each being played 24 times. The length of time to play 

one complete pool was 7.5 s.  Upon the completion of one HPR, the stimulus 

immediately switched to another HPR region, and started a new pool from which to 

draw intensities. 

Four different HPRs were tested throughout the course of this experiment, with 

central values of 44, 56, 68 and 80 dB SPL. The same colour scheme will be used 

throughout this thesis to indicate different high probability regions, with 44 dB being 

green, 56 dB being dark blue, 68 dB being red, and 80 dB being light blue. Each 

individual stimulus block switched back and forth between only two HPRs, with 20 

repeats of each, resulting in a final stimulus length of 5 minutes. All six possible 

combinations of pairs of HPRs (44-56, 44-68, 44-80, etc.) were tested, resulting in a total 

stimulus length of 30 minutes.  

Figure 4-4: Example showing switching stimulus, where after one full 
sequence of a high probability region is completed, it immediately switches 
to a new one. The majority of the played intensities are clearly clustered 
around the centre intensity of each HPR. The probability for every intensity 
level to be played is shown, with the lower intensity HPR (44 dB SPL) in 
green and the higher intensity HPR (68 dB SPL) in red. 
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4.2.3 Analysis Techniques 

Traditionally, single unit recordings of neurons have been made using high 

impedance tungsten electrodes, where a single electrode is inserted into the brain area to 

be recorded, and is moved back and forth with a hydraulic micro manipulator until it is 

in very close proximity to a neuron. However, due to the proximity required, and the 

natural movement of a biological system, maintaining contact for long periods using 

this technique is difficult and can be infeasible. Frequently, a neuron can only be held 

using this technique for a few minutes at most, which limits the length of stimulus 

available to be played. 

A new alternative technique involves using arrays of silicon electrodes. The 

impedance of these electrodes is much lower, and thus they have a longer range, and 

capture the electrical activity of multiple neurons. Since neurons, at least in principle, 

each have a unique waveform shape (due in part to differences in the neuronal response 

and the neuronal morphology (Lewicki 1998), and often manifesting in voltage 

amplitude) it should be possible to mathematically separate different neurons within a 

single voltage trace. The techniques used to do this are collectively referred to as spike 

sorting. 

In reality, there are only so many differences between voltage traces that neurons 

can exhibit. If the neurons have remotely similar characteristic voltage shapes, it can 

often be impossible to isolate one neuron from another. This is further compounded by 

the fact that neurons that are co-located, frequently have similar properties, making 

them even more difficult to distinguish.  

To combat this, lower impedance probes with a larger measuring range, can be 

arranged with these measuring ranges in overlapping patterns, such as in the tetrode 

arrays mentioned in the apparatus section. The differences in the recordings between 
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the different electrodes can be exploited to isolate different individual neurons that are 

visible to multiple electrodes(Gold et al. 2006). Some of the most important cues used in 

this isolation are the timing differences (latency) between electrodes, and the amplitude 

differences. 

The first step in examining a raw voltage trace for spikes is to filter the signal in an 

effort to reduce interference from sources that are clearly not the neurons desired. 

(Quiroga 2012). One of the major causes of electrical interference is the local field 

potential (LFP). This is where groups of neurons in close proximity to one another are 

all firing at the same time, and produce an extra-cellular voltage that is the sum of their 

individual action potentials. Since LFPs in mice are below 300 Hz in mice(Egorova et al. 

2001), a high pass filter with a 300 Hz cut off should eliminate most of this interference. 

Similarly, since most neural spikes in mice are below 3000Hz(Willott & Urban 1978), a 

low pass filter at this point will eliminate any high frequency noise. The precise 

threshold of the low pass filter is variable, and using a variety of values between 3000 Hz 

and 6000 Hz produced very little difference in the number of spike events, with only a 

few dozen additional spikes (out of many thousands) being included with the larger 

bandwidth. Most of these additional spikes were noise, and needed to be removed from 

the data set using threshold or clustering algorithms. However, the tighter the 

bandwidth is constrained, the more the individual spike shapes will be modified. 

Further, if a causal, or one way filter, is used, it will introduce further distortions in the 

spike shapes. 
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Note how the dip and the following reflection in the voltage trace immediately 

after the spike differ between the non-causal and causal filters. Non-causal filters are 

easily implemented offline, but real-time filters are of a necessity causal. Because of this, 

any filter used during data recording by the recording software will introduce artefacts. 

Brainware, the software used for spontaneous firing rate and frequency response data 

acquisition, implements this sort of real-time filtering, and is thus less appropriate for 

spike sorting. Open-ex, however, stores the raw voltage traces, which can then be 

processed after the fact acausally, that is looking both forward and backward in time 

from any given time point, which limits these artefacts. 

4.2.3.1 Thresholding 

Once the signal has been prepared using these preprocessing techniques, the time 

and occurrence of neural spikes needs to be determined. This is done via thresholding: 

Figure 4-5: Differences between neuronal spike shakes after causal and non-
causal filtering (Quiroga 2007)5. Artefacts undergoing a causal filter appear 
more similar to legitimate spikes. 
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when the threshold criteria are met, a spike event will be registered. The threshold 

criteria can be as simple as the voltage trace reaching a certain pre-determined fixed 

value, but are usually more complex in order to reduce false positives and missed 

neuronal spikes. Note that these measures are still determining spikes from multi-unit 

activity – the silicon probes are not capable of isolating single units without post-

processing the data. 

Many different thresholding algorithms are described in both literature and in 

discussion with research groups experienced with spike sorting. As such, several 

different ones were implemented here, to determine the most appropriate one for this 

experimental setup.  

These algorithms all had one feature in common: the threshold was determined 

from a negative perspective - that is the voltage had to drop below a value in order to 

register a spike. Further, it would only register a spike when the previous value to the 

threshold crossing was above the threshold value. This was done to eliminate events 

where the neural spike caused the voltage to stay below threshold, or to cross back above 

threshold, both of which would produce spurious positives. 

Three different thresholding paradigms were used to determine how to set the 

threshold criteria: fixed voltage level, a threshold based on various different mean 

values, and median filter thresholding. The simplest of these is fixed voltage - arbitrarily 

setting a threshold value. Obviously, this is less than ideal as it cannot adapt to the 

particular values of each individual voltage trace: a value that is reasonable for one trace 

will miss many spikes for another, or capture too much noise on a third. 

The first set of algorithms implemented found the mean of the voltage trace, and 

set the threshold based on that. There are 4 different types of mean, the arithmetic 

mean, geometric mean, harmonic mean, and quadratic mean. In all the following 
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equations, the values of x, are the data set; in this case, that means the magnitude of the 

voltage recorded.  

𝐴𝑟𝑖𝑡ℎ𝑚𝑒𝑡𝑖𝑐𝑀𝑒𝑎𝑛 𝑥-, 𝑥/, … 𝑥1 =
1
𝑛 𝑥- + 𝑥/ + ⋯+ 𝑥1  

𝐺𝑒𝑜𝑚𝑒𝑡𝑟𝑖𝑐𝑀𝑒𝑎𝑛 𝑥-, 𝑥/, … 𝑥1 = 𝑥-×𝑥/×…×𝑥1
9  

𝐻𝑎𝑟𝑚𝑜𝑛𝑖𝑐𝑀𝑒𝑎𝑛 𝑥-, 𝑥/, … 𝑥1 =
𝑛

1
𝑥-
+ 1
𝑥/
+ ⋯+ 1

𝑥1

 

𝑄𝑢𝑎𝑑𝑟𝑎𝑡𝑖𝑐𝑀𝑒𝑎𝑛 𝑥-, 𝑥/, … 𝑥1 = 	
1
𝑛 (𝑥-

/ + 𝑥// + ⋯+ 𝑥1/) 

All four of these have different strengths and weaknesses. The arithmetic mean, 

obtained by summing all the data points and then dividing by the number of data 

points, is the most familiar to most people. Unfortunately, it is overly sensitive to a small 

number of very large values, which can artificially raise the overall mean. The harmonic 

mean, obtained by taking the inverse of each data point, summing the inverses, and then 

taking the inverse of that sum, is specifically intended for use when comparing changes 

in rates, and is well suited to comparing neuronal firing rates. However, it is sensitive to 

negative values, and can underestimate the mean, thus allowing more random noise to 

be captured as neural spikes. The geometric mean will always occur between the 

harmonic and arithmetic means, and such was not implemented. The third type of 

mean implemented was the quadratic mean, often referred to as root-mean-squared or 

RMS. This is an algorithm familiar to anyone who has worked with periodic signals, 

such as alternating current used in mains power, and is calculated by squaring every 

data value, then taking the arithmetic mean, and finally taking the square root of the 

Figure 4-6: Equations for the four types of mean. The Arithmetic mean is 
what is mostly commonly referred to when discussing average. The 
quadratic mean is also known as RMS for root-mean-squared, and is 
frequently found in calculations where the signal alternates between positive 
and negative values. 
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final value. It avoids the pitfalls detailed with arithmetic and harmonic means, and 

provides a balanced choice when setting the threshold. 

 The final, and most complex, algorithm implemented was the median filter 

defined by Quiroga (Quiroga et al. 2004). They argue that using a median threshold can 

approximate much more closely to just outside the noise envelope, while still avoiding 

being dragged (up for arithmetic, down for harmonic) by extremely large individual 

spikes. This algorithm is represented by the following equation: 

𝑇ℎ𝑟 = 5𝜎1 where  𝜎1 = 𝑚𝑒𝑑𝑖𝑎𝑛{ EF,EG,…,EH
I.KLMN

} 

At the five “sigma” level, this algorithm proved to be too aggressive, producing 

approximately one half the number of candidate spikes that the RMS threshold 

produced. Observationally, many of these rejected spikes exhibited a clear characteristic 

neuronal firing shape in the voltage trace. Reducing this value to 4 “sigma” produced a 

better balance between rejecting valid spikes and accepting noise, and produced total 

spike numbers similar to the other methods, particularly RMS (Figure 4-7).  
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The quadratic mean, and the 4-sigma median algorithm produced very similar 

distributions of neural spikes, and the distribution of total number of spikes. The 

arithmetic mean threshold was significantly worse, including many spurious spike 

events, and the geometric and harmonic means were essentially unusable, producing 

thresholds below the noise floor. The median filter did consistently produce a few more 

spikes than the quadratic mean, but this would commonly be 1 or 2 dozen more spike 

events out of a set of several thousand, and was not significantly different (1-way 

ANOVA, 2 groups, p=0.6). As a result, the quadratic mean thresholding algorithm was 

the one primarily used, due to its efficacy, simplicity and ease of implementation. 

4.2.3.2 Spike Sorting 

Since neurons have individual characteristic waveforms, determining the 

individual differences that vary between them, or the features of the waveform, is 

necessary to isolate each unit. Historically, this was done by using a fixed set of 

characteristics of each neural spike. These included aspects like the rising voltage, the 

Figure 4-7: Examples of different thresholds. Note that the harmonic mean 
(orange), and geometric mean (yellow) are both below the noise floor. The 
arithmetic mean (purple) excludes most of the noise, but is still prone to 
including spurious spikes. The median filter algorithm (green) and the 
quadratic mean (or RMS, light blue) both produce similar and excellent 
results. The “5 sigma” median filter (red) is prone to excluding valid spikes. 
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rise time, peak to peak voltage differences, and other physical aspects of the spike. While 

easy to understand and implement, it suffers from not being able to optimise for the 

most relevant features that differentiate the waveforms. More modern implementations 

use algorithms that automatically determine what features best separate the different 

neurons in a signal, even if the features do not map directly to a recognisable voltage 

characteristic. 

There are several algorithms being developed in machine-learning circles, but I 

will focus my discussion on the most commonly used one to date: principal component 

analysis (PCA). PCA can be thought of as a transform, that converts a set of values that 

can be, and usually are, correlated, in to a set of uncorrelated values. The first principal 

component will be the vector that represents the majority of the variance of the data. 

Each successive component will represent the largest amount of variance that can be 

described with a single vector. Most open-access spike sorting software packages 

(Klustakwik, Wave_Clus, etc.) use principal component analysis as their feature 

detection algorithm, and both of these mentioned packages specifically restrict their 

analysis to the first three principal components. 

There are still some concerns regarding using PCA alone as the feature detection 

algorithm. One of the more pervasive issues is that most, and possibly all, of the 

variance is captured by the first principal component. This limits the characteristic 

information of the neuron to a single vector, which is unlikely able to provide sufficient 

separation between clusters and thus limits the ability of clustering algorithms to 

separate different neurons. As such, there is continuing research in to algorithms to 

provide the best possible feature detection for the differing situations found throughout 

the brain. Two of the most heavily researched at the moment are independent 

component analysis (ICA) and denoising source separation (DSS), also known as joint 
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decor relation(de Cheveigné & Parra 2014). DSS itself, is particularly interesting, as it 

solves some of the pitfalls of PCA by using PCA multiple times, both before and after 

filtering. This provides a cleaner separation of the single units. However, none of the 

major software packages used for spike sorting currently implement these algorithms. 

Beyond the algorithmic concerns of spike sorting, there is a difference in the 

quality of spike separation dependent on the speed of electrode insertion. Probes are 

often inserted in to the brain as quickly as possible, then retracted slightly and slowly. 

The rapid insertion prevents any residual dura from deflecting the probe on insertion 

and the slow and slight retraction allows the brain to recover around the trauma. This is 

how the insertions and recordings were performed during this experiment. 

Unfortunately, this approach does not maximize the yield of single unites in spike 

sorting, due to the trauma from the rapid insertion. Extremely slow insertion causes less 

trauma, and would have been superior to separate a larger number of single units. 

Consequently, the yield of single units after spike sorting was very low in my 

experiments. A combination of limited algorithms used for sorting, combined with the 

problematic insertion technique limited the efficacy of spike sorting, and there was 

never more than two individual spikes from a given tetrode. However, adaptive coding 

is clearly visible with multiunit data, and thus multi-unit data was used for all analyses. 

From this point forward, when referring to neuronal units, the intent is to indicate 

neuronal multi-unit clusters (MUCs). 

There are however further benefits to using lower impedance silicon probes and 

targeting MUCs specifically. To begin, when probing brain matter with a high 

impedance probe, the operator is deliberately targeting a neuron that is responding to 

noise bursts, and will select a neuron that is responding robustly to the stimuli. 

However, neurons could be missed using this technique, that are responding to the 
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stimuli, but exhibit a lower firing rate and are skipped in favour of those with higher 

firing rates. By capturing all neuronal responses in a larger radius due to the lower 

impedance of the silicon probes, this selection bias is avoided, as all responses within 

range are captured irrespective of firing rate. 

This is also potentially of particular importance in this study, as by deliberately 

adapting the neuron away from its unadapted state, the neuronal firing rate is expected 

to drop. Selection bias could thus prevent recording from adapted neurons reliably. 

4.2.3.3 Curve Fitting Rate Level Functions 

In order to quantify changes in the adaptive coding of neurons, the extent of 

adaptive coding itself must be quantified. Since the adaptation occurs in the shape and 

position of the rate level function, quantifying features of the rate level function (RLF) 

will provide the needed information. Due to the high trial-to-trial variability of neural 

responses, the raw rate level functions are quite noisy, with sharp jagged changes in 

progression and many discontinuities. Smoothing out these noisy events is desirable to 

produce a smooth curve will allow us to focus on the differences in the features of the 

RLF due to adaptation rather than due to noise. This section will focus on efforts to 

quantify the RLF threshold. If RLF of a neuron is adapting to different sound levels in 

background sound, the threshold of the RLF for a given background sound should 

change when the background sound does, and should be indicative of the current 

average sound level.  

Two methods were employed to determine the most effective quantification of 

RLF features, but both involved some form of smoothing the data, to produce an 

idealized curve representing the RLF of each individual multi-unit cluster. The first of 

these is implementing curve fitting. This involves adjusting a model curve based on the 

raw data of the rate level function, so that it overlays closely with the actual data. Several 



 

 
122 

Chapter 4: Adaptive Coding 

different related curves were tested, discussed presently, and all were fitted using the 

least squares curve fitting algorithm, as implemented in the MATLAB statistical 

toolbox. 

A common equation used to model neural activity is the sigmoid, a family of s 

shaped curves. The standard sigmoid is described by the equation 𝑆 𝑥 = -
-QRST

 and it 

produces a curve similar in shape to rate level functions of auditory neurons in the 

inferior colliculus. However, a problem with using the unmodified sigmoid is its 

inability to adjust how sharply the knees of the s curve change. A particular type of 

sigmoid function, the hyperbolic tangent curve, defined by: tanh 𝑥 = 	 R
TYRST

RTQRST
 allows 

for this kind of adjustment (Figure 4-8). 

Unfortunately, both these curves are locked to an inflection point at zero, and a 

range between 0 and 1. By changing the formula slightly to add variables, the sigmoid 

curves can be adjusted to fit the data: 𝑆 𝑥 = 	𝐴 + Z

-QR
STS[
\

 

Figure 4-8: Standard sigmoid and hyperbolic tangent curves. Note the 
increased sharpness of the elbows on the hyperbolic tangent curve vs the 
sigmoid curve. 
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The addition of these constant variables allows the curve to slide around the 

Cartesian plane, (A is minimum vertical value of the function, B is the vertical width of 

the curve, such that A + B is the maximum value, C is the value of the function's 

inflection point along the x-axis) as well as adjust how sharply the curve rises from the 

minimum to the maximum (D). As the hyperbolic tangent is a particular instance of the 

class of sigmoid curves, after adding these types of adjustment variables to the 

hyperbolic tangent one can choose particular variables for which the sigmoid and 

hyperbolic tangent are essentially identical, and an optimisation algorithm will produce 

closely matching curves from both formulae. 

Both the hyperbolic tangent and sigmoid are unable to curve differently at the 

top and the bottom knees of the S, and are thus limited by their symmetry and the fact 

that their inflection point is by definition at the centre point between their thresholds 

and saturation levels. This will have consequences when estimating fisher information 

(described in the next section) as the peak of the fisher information will be artificially 

centred at the halfway point between threshold and saturation.  

In order to counter this issue, the Hill Equation, defined as: 

 𝑓 𝑥 = 	 ^ EYZ [

EYZ [Q_[
+ 𝐸 was also used. The Hill equation also describes an “s”-

shaped curve, and it is closely related to the logistic equation. It is most frequently found 

used to model biochemical interactions. It has, recently been suggested as a model for 

auditory nerve fibres (Lütkenhöner 2007). It allows for a more versatile shape, with 

adjustable elbows, and should attenuate the artificial centring that occurs when 

estimating peak fisher information using symmetrical curves. 

Unfortunately, all of these curves approach a minimum value asymptotically, but 

never actually achieves this minimum value. In real world neurons, activity below the 

threshold or the spontaneous rate, is a flat fixed rate. The curves thus far described are 
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not well suited to modelling this flat activity below neuronal thresholds. Additionally, 

these curves are smooth and continuous, and do not have an identifiable threshold. To 

rectify these issues, a “broken stick” version of the hyperbolic tangent was implemented, 

where the curve is a fixed flat value below threshold, and behaves as the equation defines 

above that. While this introduces a discontinuity, which may prove problematic when 

calculating fisher information, it provides a more accurate representation of the raw 

response, and importantly, includes a quantifiable threshold. 

All of the different curves mentioned to this point involve adjusting an existing 

mathematical curve to fit the data. This is possibly limited, as if none of the model 

curves are representative of the actual behaviour of the MUC, then it will artificially fit 

a curve shape to the data, where such a curve may not exist. To combat this, a second 

method use to quantify the RLF features was employed: Gaussian Smoothing. 
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Gaussian smoothing makes no assumptions about what the behaviour of a MUC 

should be, or what the data should look like. Rather, is uses a normal probability density 

function to smooth out the data. This was implemented by generating a pdf at every 

point of the data, with a standard deviation of 4dB, and then normalising the data with 

the series of pdfs. This effectively smooths out the data, reducing the sharp changes in 

the data curve from outlying data points. 

In order to determine the best method for quantifying RLF features, all the 

methods detailed above were implemented, particularly: a simple 4th order polynomial 

fit (as a sanity measure), the adjusted sigmoid, a broken stick hyperbolic tangent, the 

Hill equation, and the Gaussian smoothing (Figure 4-9).  

While they were all somewhat effective at describing the measured results, 

observationally, the broken stick hyperbolic tangent curve consistently provided the 

Figure 4-9: Comparison of different curve fitting techniques on a 
representative rate level function. The black ‘x’ indicate the recorded rate 
level at every intensity. The broken stick hyperbolic tangent (green) 
consistently produces a threshold closest to the first recorded firing rate 
above the spontaneous firing rate. 
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threshold value tightest to the raw data point that was above the spontaneous firing rate, 

and was thus used for threshold determination. 

 By estimating the threshold in a consistent and repeatable manner, changes in 

the threshold across populations of neuronal MUCs should indicate changes in the 

adaptive coding mechanism. Specifically, if the average threshold of the MUC changes 

for each HPR, then the amount of change in thresholds is a measure of the amount of 

adaptation each MUC undergoes.  

4.2.3.4 Fisher Information 

Since the putative purpose of adaptive coding is to improve the neural coding of 

the intensity of the acoustic environment, a measure of the efficacy of neuronal coding 

is necessary in order to determine whether adaptive mechanisms to change the neural 

coding do improve the accuracy of the coding, and if so, by how much. Dean et al (Dean 

et al. 2005) used fisher information to quantify the information about sound level in the 

response of IC neurons. The fisher information of a function can be defined as the 

amount information that the function contains about a parameter. In formal statistical 

parlance, it is the expected value of the observed information, or the variance of the 

score. The fisher information (𝑓a) of neuronal unit 𝑎 for sound level 𝑠 is defined by: 

𝑓a 𝑠 = 	 𝑃a 𝑟|𝑠
𝑑 ln 𝑃a[𝑟|𝑠]

𝑑𝑠
h

/

 

In this equation, the probability 𝑃a[𝑟|𝑠] is the probability that neuronal unit 𝑎 

produces 𝑟 spikes when presented with sound intensity 𝑠.  

Calculating the fisher information on raw rate level functions produces results 

that are jagged and filled with discontinuities. This is because fisher information is 

overly sensitive to discontinuities and rapid, repeated changes in the signal. These 

discontinuities can make using the fisher information as a metric untenable. To combat 

this, Dean et al. estimated the fisher information by using the BARS curve fitting 
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algorithm to smooth the rate level function, and then performed the FI calculation on 

this smoothed data. 

Dean et al. used the Bayesian Adaptive Regression Splines (BARS) curve fitting 

algorithm(Dean et al. 2005). A spline consists of connecting two different curves at a 

common point, in order to prevent a discontinuity. The BARS algorithm connects 

several of these curve segments together, and using Bayesian techniques, fits each curve 

segment to the data as closely as possible. Unfortunately, the BARS algorithm is 

notoriously slow, and even on modern high end professional hardware, each fit takes 

over 5 minutes. The Dean et al data set was two orders of magnitude smaller than this 

one, and with several thousand curve fits to perform, BARS is a less than ideal solution. 

Fortunately, when quantifying the RLF thresholds in the previous section, a 

number of alternative curve fitting algorithms were attempted, and performing the 

fisher information calculation on these already generated curves was trivial. I chose to 

perform fisher information estimation after curve fitting, rather than curve fitting after 

FI estimation, as the shape of fisher information curves is not consistent, so modelling 

to a particular curve will not provide a useable result. Unfortunately, the Gaussian 

smoothing algorithm, although it does not require a particular expected curve to fit to, is 

also unable to smooth fisher information calculated from raw rate level functions. This 

is because this raw fisher information frequently has extended discontinuities, which 

breaks the Gaussian smoothing algorithm. 

There are a number of minor variations that can be implemented when 

calculating the fisher information – depending on whether the individual neurons are 

spiking independently, and whether the raw data is used or a curve fitted representation. 

The fisher information used here was estimated by the following equation described by 

Dean et al. (Dean et al. 2005):	𝑓a 𝑠 = 𝑦aj 𝑠 / 𝜎a 𝑠
/	, where 𝑎 represents an individual 

neuronal unit, 𝑦aj(𝑠) is the differential of the curve fitted rate level function, and the 
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signal variance,  𝜎a 𝑠 /, is assumed to be equal to the mean of the rate level function. 

This fisher information was then calculated on the full suite of curve smoothing 

algorithms used when determining the RLF thresholds, in order to determine the most 

useful metric for comparing different neuronal units (Figure 4-10). 

Based on this fisher information comparison, it is clear fisher information 

calculated from the raw data has suppressed the FI at the threshold region and 

exaggerated it immediately above the threshold region, clearly due to the large 

fluctuations in firing rate in this region. Further, of the fisher information generated 

from the curve fits, the polynomial curve fit is producing wildly fluctuating, and 

unusable results, again due to the inherent variability in the polynomial curve. Rather 

interestingly, the broken-stick hyperbolic tangent produces a large exaggeration in FI, 

right at the threshold region. This is almost certainly due to the artificially inserted 

Figure 4-10: Comparison of fisher information calculations based on 
different curve smoothing algorithms. Fisher Information is extremely 
sensitive to rapid fluctuations in the signal. As such, the polynomial curve 
(purple) produces a clearly unusable result. The broken stick hyperbolic 
tangent (green) produces artificially high FI due to the artificially constructed 
discontinuity at the RLF threshold. 
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discontinuity at the threshold, from the broken stick portion of the curve. The sigmoid, 

Hill, and Gaussian curve fits produce results closer to what expected FI would be, and 

have been isolated for analysis without the confounding discarded candidate curve fits 

(Figure 4-11). 

All three of these curve fits produce reasonable estimates of the fisher 

information. However, the Sigmoid has a peak fisher information that is at an artificially 

high intensity, above the expected peak fisher information at the threshold, due to the 

fact that the sigmoid curve is by definition symmetrical, and this results in a symmetric 

FI curve. Neither the Hill, nor Gaussian Smoothing curves have this constraint, and 

produce peak FI very close to the calculated threshold of the RLF.  

Figure 4-11: Comparison of fisher information calculated from three curve 
smoothing algorithms: Sigmoid (orange), Hill (red), and Gaussian (blue). The 
sigmoid artificially centres fisher information above the threshold due to 
forced symmetry in the equation of the curve. Hill produces useable results, 
but has less dynamic range of FI than Gaussian, limiting the resolution of 
metrics based upon it. Gaussian produces the most useful measure of FI for 
use as a metric. Note that although the sigmoid is symmetric in FI space, 
neither the Hill nor the Gaussian are. 



 

 
130 

Chapter 4: Adaptive Coding 

The Hill curve is in general less aggressive to tracking the raw data than the other 

curves. This results in a slower response to changes in the RLF (Figure 4-10), but also 

results in less dynamic range in the fisher information domain. This reduced range 

limits the efficacy of using Hill fisher information as a metric. As such, the Gaussian 

smoothed data was used for fisher information calculations. 

4.2.3.5 Fisher Information as a Measure of Adaptation 

Fisher information curves reliably produce two different features: Peak FI and 

Total FI. Peak FI is the maximum value of the FI curve, and occurs when peak coding 

efficacy is performed. This is essentially the same measure as RLF thresholds, and will 

not provide a different view of the amount of adaptation. Total FI is the sum of all FI for 

a MUC. It can be calculated by taking the area under the FI curve, and was 

approximated using the trapezoidal method. 

If adaptation occurs, then the total FI for each HPR will be different – with 

different shapes and peaks for each curve. The amount of adaptation of total fisher 

information can be quantified by performing four steps: 1) calculating the envelope of 

the FI curves across the four different HPRs for each MUC 2) calculating the total FI for 

that envelope 3) calculating the difference between the envelope total FI and the 

unadapted total FI and 4) normalising this difference by dividing by the unadapted total 

FI. The 44dB fisher information curve was used as a proxy for unadapted FI. A plot 

visualising envelope total information is included in the results section of this chapter 

(Section 4.3.2.3, Figure 4-17). 
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4.3 Results and Discussion  

4.3.1 Comparisons with Previous Experiments 

To begin, Click ABR growth functions from these adaptive coding experiments 

were compared with the growth functions from the HHL experiment, depicted in 

chapters 2 and 3, as a sanity check that the animals have the same hearing profiles. As 

depicted Figure 4-12 the growth functions of the HHL model experimental group’s 

ABRs and those from this group are visually very similar. This was confirmed using a 

series of repeated measures ANOVAs, where the repeated measurements were the ABR 

voltage across the range of sound intensities (0-80 dB SPL, 5dB steps, 17 total levels). 

Three pairwise groupings were performed for both wave I and wave IV, and none of 

Figure 4-12: Auditory Brainstem Response (ABR) growth functions. The 
control animals for the current experiment’s results are compared to the 
earlier experiment – the earlier control ABRs were only measured once 
(light blue), while the current experiment measured them before (dotted 
blue) and 4 weeks (navy) after a sham exposure. There is no significant 
difference between any of the control groups (repeated measures 
ANOVAs, pairwise between all three groups, smallest p-value 0.81). 
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these comparisons resulted in a significant difference, with the smallest p-value of the 

six comparisons being 0.81. The full results of all statistical measures can be found in 

Appendix B – Statistics. 

Continuing along this thread, the distribution of the characteristic frequencies for 

the different neuronal units in the IC were compared between the HHL modeling 

experiment and this one. displays this distribution by gathering the CF of units in to half 

octave frequency bins. The distributions are significantly different (Wilcoxon Rank 

Sum, p<0.01). However, when compared on a frequency bin basis, most of the bins do 

not show significant differences, with most of the difference being due to the 16-24 kHz 

bin. Considering the completely different electrodes, and the resulting different 

recording electrode locations, the fact that many regions of show similar distributions of 

neuronal characteristic frequency is remarkable in and of itself. 

Figure 4-13: Comparison of neuronal multiunit clusters recorded from the 
IC of control animals from the HHL model experiment (Chapter 3, light 
blue) and this one (dark blue). The distributions are significantly different, 
likely due to the probe geometry. 
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4.3.2 Adaptive Coding Analysis 

4.3.2.1 Rate Level Functions and Fisher Information 

The rate-level function depicted in Figure 4-14, shows the firing rate of an 

individual neuronal unit as the intensity of the stimulus increases. The values for each 

intensity level are averaged, using the arithmetic mean, across twenty instances of each 

switch stimulus. For each different high probability region (HPR), we see a different 

response curve, despite this being the same neuronal unit - showing the ability of the 

neuronal unit to adapt to different acoustic environments. 

Figure 4-14: Adaptive Coding Stimulus and Rate-Level Function of a typical 
neuronal unit. The left plot shows the stimulus for an entire 5 minute block. 
This stimulus changes every 50ms, and consists of two switching high 
probability regions (HPR), of 44dB SPL (green) and 80 dB SPL (light blue). 
Each HPR lasts 7.5s total. The right plot shows the neuronal response, 
measured by the firing rate in spikes per second, for every intensity, but 
separated by HPR. Note how the response has changed depending on the 
HPR. 
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This experiment produced hundreds of individual multi-unit clusters6. In order to 

verify that each unit is responding to auditory stimuli, the Frequency Response Area 

(FRA) was plotted and examined. Since the FRA of every unit had to be plotted, it made 

sense to plot both the MUC’s rate level function, and the fisher information for the rate 

level function at the same time, producing a succinct view of all of the information 

measured at the unit level. This plot for a typical unit can be seen in Figure 4-15. 

The leftmost plot in Figure 4-15 depicts the FRA of the MUC, and shows the 

firing rate, in spikes/s, on the colour bar, with higher rates in yellow and white, and 

lower rates in red and black. The firing rate is determined for a frequency and the 

                                                        
6 The specific n numbers are listed for every comparison in the statistic section, and relevant 

numbers are listed inline. There are 414 individual MUCs used in the control (sham exposure) data set. 

Figure 4-15: Neuronal response for a single neuronal multi unit cluster 
(MUC). The left most box shows the frequency response area, or FRA of 
the neuron. The middle boxes shows the rate level functions of this neuron, 
indicating the neuronal response to all four HPRs (44dB in green, 56dB in 
navy, 68dB in red, and 80dB in light blue). The raw data points are plotted as 
dots around the fitted curves, with the broken stick sigmoid on the left and 
the Gaussian smoothing on the right. The right most box shows the fisher 
information of the Gaussian smoothed RLFs, indicating the efficacy of the 
neuron at encoding sound intensity for each rate level function.   
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intensity of the stimulus, giving the characteristic triangle shape of the neuronal 

response of an auditory neuron that exhibits frequency tuning, with the characteristic 

frequency of the neuron at the point of the triangle. 

The middle plot depicts the Rate Level Function of the MUC obtained for four 

different HPRs, with the result for each HPR depicted in a different colour. Using the 

broken stick hyperbolic tangent algorithm detailed in the methods section, curves were 

fit to each rate level function that closely approximated the behaviour of each neuronal 

unit. The raw data is also plotted alongside the curve fit, in order to visually confirm 

that the curve fit is reasonable to the data. Individual firing rates of MUCs varies from 

single digits per second to approximately 100 spikes per second. These firing rates are 

similar to those reported by other mouse IC experiments using silicon electrodes 

(Garcia-Lazaro et al. 2015). 

Finally, in the rightmost plot, the fisher information of the coding efficacy of 

sound intensity for each neuronal unit was approximated to determine whether there is 

an improvement after adaptive coding has occurred, congruent to the guinea pig results 

reported by Dean et al. If a neuron were able to perfectly encode all sound intensities at 

all times and in all situations, the fisher information would be a flat line across all 

intensities, and the curves would be identical irrespective of the background 

environment. Real neurons have a best sound intensity, wherein they encode best at a 

particular intensity, and tail off in either direction away from that best intensity. 

However, if the neuron adapts, the fisher information curve will also change, and a 

different peak fisher information will be exhibited. In guinea pigs, Dean et al saw that 

after adaptation, the peak of the fisher information was reduced, but that it still rose 

above the tail of the unadapted neuron. In Figure 4-15, this could be seen as the fisher 

information for the 80dB HPR (light blue curve), which shows the fisher information 
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after adaptation to 80dB, having higher fisher information than the adapted fisher 

information adapted to the 44dB HPR (green curve) at high sound intensities of 80dB 

and above. Therefore, adaptation improves the fisher information, and thus the overall 

coding efficacy of the neuron is improved by adaptation. 

4.3.2.2 Threshold as a Measure of Adaptation 

In order to understand the mechanism of adaptive coding, we need a measure 

quantifying that adaption is occurring, and how much each unit is adapting. One such 

metric is to calculate the threshold of every rate level function, determined by the break 

point of the fitted curve, and plot the distribution of these thresholds. 

Figure 4-16 shows a box and whisker plot of these threshold distributions. Even 

visually the box plots show a distinct progression between the lower HPRs and the 

higher HPRs, with lower means, medians, and confidence intervals at lower HPRs, and 

Figure 4-16: Box and whisker plot showing the distribution of thresholds for 
each high probability region (44dB in green, n=320, 56dB in navy, n=302, 
68dB in red, n=272, and 80dB in light blue, n=226). The bar across the box 
is the median of each distribution, while the diamond is the mean. The 
distributions are highly significantly different (1-way ANOVA, p<0.001). 
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higher of the same at higher HPRs. To verify this progression of thresholds, a four group 

(the four different HPRs) 1-way ANOVA produced a highly significant result of group, 

with a p-value well below 0.0017, indicating strongly, on a population level, that adaptive 

coding does exist in mice. As always, the complete series of statistical measures 

employed, and the full set of results, can be found in Appendix B – Statistics. Pairwise 1-

way ANOVAs also show highly significant separations between the adjacent threshold 

distributions for each HPR (all p<0.001). We can therefore conclude that adaptive 

coding does occur in mice.   

4.3.2.3 Fisher Information as a Measure of Adaptation 

Another metric that can be used to quantify adaptive coding is fisher information. 

There are two important characteristics of the fisher information curves: peak fisher 

information, and total fisher information. The peak fisher information indicates the 

sound intensity at which the neuron is best at encoding the sound intensity. As the 

neuron adapts to different background sound levels, this peak fisher information will 

change, with both a different sound intensity at which the peak occurs, and a different 

amount of fisher information (or a different maximum effectiveness of encoding) at the 

peak. The location and value of this peak provides important information about the 

ability of the neuron to encode sound intensity. 

The second important feature is the total fisher information. This is the sum of all 

the fisher information, or the sum of all the sound intensity information that the neuron 

has encoded. Figure 4-17 demonstrates how the fisher information of each unit changes 

based upon the HPR of the stimulus. Each curve displays a different peak value, and 

intensity at which the peak occurs. Further, the shape of FI curve is different. The area 

                                                        
7 Ordinarily, I would include the exact p-value inline with the text. However, this ANOVA 

produced a p-value of 3.5296 x 𝑒Y/NL which I found hilariously significant. 
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under this curve is the total FI, and is a metric of the total amount of coding efficacy of 

the neuronal unit for each HPR. Because the HPR curves overlap one another, the total 

FI of the neuronal unit across all HPRs, or overall total FI, is the best value across all 

HPRs, which is demonstrated by the black curve in Figure 4-17. This can be used as 

another metric of how much adaptive coding improves the coding efficacy of the 

neuronal unit. 

Upon visual inspection, individual rate level functions in this experiment show a 

similar progression of adaptation through high probability regions as those reported by 

Dean et al. (Figure 4-15 and Figure 4-1). This has been quantified through two metrics: 

Total Fisher Information, and Thresholds. Let’s begin by examining the total fisher 

information. If adaptation was not occurring, there would be no increase in overall total 

FI when compared to the total FI of each individual HPR. However, after calculating the 

Figure 4-17: Fisher information curves for a single neuronal multi unit 
cluster. The HPR for each curve is 44dB in green, 56dB in navy, 68dB in red, 
and 80dB in light blue. This unit has a peak FI around 56dB, but 
demonstrates that adaptation improves both the peak and total FI for HPRs 
other than the MUC’s native HPR. The right hand plot shows the envelope 
FI across all adaptations (black). The difference between envelope total FI 
and unadapted total FI is used as a measure of adaptation. 



 

 
139 

Chapter 4: Adaptive Coding 

total FI of the individual HPR FI curves, and comparing them to the overall total FI, 

there is a significant increase in the overall total FI curve (1-way ANOVA, largest 

p=0.023 for 44dB total FI vs overall total FI). To further demonstrate this, the mean total 

FI for each HPR is: 44dB: 2.32, 56dB: 2.32, 68dB: 2.41, 80dB: 1.60, whereas the mean 

overall total FI is 4.70. 

4.3.3 Meta-Adaptation 

Each switching stimulus consists of two halves, with a different HPR being played 

during each. When compiling the data for the adaptive coding paradigm, rather than 

gather all the data for the current HPR together, irrespective of the other half of the 

stimulus, the data was originally plotted separately for each of these “contextual” HPRs, 

as the data was recorded separately for each pair of switching stimuli. This separation 
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showed that rate level functions for any given HPR were different, depending on the 

other half of the stimulus (Figure 4-18).  

As an example, when plotting the 68 dB HPR rate level functions, the rate level 

function would be different if the HPR of the other half of the stimulus was 44 or 56 or 

80 dB. Going forward, the half of the switch stimulus currently played will be referred to 

as the current HPR, and the other half of the switch stimulus, the contextual HPR. 

When referring to them as a pair, they will be referred to as current(contextual), so for a 

44dB stimulus which had a contextual stimulus of 80dB, it will be referred to as 44(80). 

The separation in rate level functions was always in the same order, with the rate 

level function that had the lowest threshold corresponding to the quietest contextual 

Figure 4-18: Neuronal response for a single neuronal multi unit cluster to a 
meta-adaptation stimulus. The left most box shows the frequency response 
area, or FRA of the neuron. The centre box shows the rate level functions 
of this neuron, indicating the neuronal response to three different instances 
of the same 68 dB SPL HPR. The difference between responses is the other 
half of the switching stimulus, i.e. the stimulus played 7.5 seconds in the past 
(solid/+ is 44dB, dashed/x is 56dB, dotted/o is 80dB). The right most box 
shows the fisher information of the rate level functions, indicating the 
efficacy of the neuron at encoding sound intensity for each rate level 
function.   
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HPR and the rate level function with the highest threshold corresponding to the loudest 

contextual HPR. This pattern was consistent, irrespective of which neuronal unit was 

chosen, or which HPR was examined.  

As this was an unexpected phenomenon, and it is not discussed in the literature, 

careful scrutiny of its properties is warranted. This effect is an adaptation of the existing 

adaptive coding, or 'meta adaptation', because the rate level function is adapting to both 

the current half of the switch stimulus, as well as the other half of the switch stimulus. 

Note that the other half of the switching stimulus had not been played in as much as 7.5 

seconds, so this adaptation to a past stimuli operates on a different time course to that of 

adaptive coding. This effect could be simply an adaptation on a longer time scale or it 

could be storage of past intensity information, where the neuron adapts not only to the 

current environment, but also to a recently played stimulus from the past.  

Figure 4-19: Box and whisker plot showing the distribution of thresholds for 
each high probability region (44dB in green, 56dB in navy, 68dB in red, and 
80dB in light blue) as well as the spread of different past stimuli, with the 
lowest intensity past stimulus on the left, and the highest on the right. The 
bar across the box is the median of each distribution, while the diamond is 
the mean. 
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To quantify the meta-adaptation, rate level function thresholds for meta-

adaptation were compared in the same manner as was done for adaptive coding (Figure 

4-19). To begin, for the current HPRs of 56dB, 68dB, and 80dB, there is a clear visual 

spread across the contextual HPRs, with the lower intensity contextual HPRs resulting 

in lower intensity thresholds, and higher intensity contextual HPRs resulting in higher 

intensity thresholds. This spread is particularly visible in the medians and the 

interquartile ranges of the populations. The means show some of this separation, but 

like all arithmetic means, are overly sensitive to outlier units. The 44dB group does not 

visually exhibit much separation between the different other HPRs, as all three other 

HPRs have similar means, medians, and confidence intervals. 

Since the full set of stimuli were performed while recording from each electrode, 

repeated measures ANOVA can be used, with the thresholds recorded during the 

different stimuli as the different within measures data. Using these three “time” points 

in the repeated measures ANOVA found significant differences between the contextual 

HPRs within each HPR, and highly significant differences for the 56, 68 and 80dB 

groups (rm ANOVA, 44dB: p=0.038, 56dB: p<0.001, 68dB: p<0.001, 80dB: p=0.002). 

 As a final sanity check of threshold measures of meta-adaptation, repeated 

measures ANOVAs, looking at the progression across HPRs and other HPRs 

(essentially considering the threshold for every combination of current(context) in the 

same order as (Figure 4-19) was performed, and again showed a highly significant result 

(p<0.001). 

The same techniques from the adaptive coding analysis to quantify the amount 

of adaptation by examining the envelope total fisher information were also used on 

meta-adaptation. Across the three different contextual HPRs for each current HPR, the 

envelope total fisher information was found to be highly significantly larger than the 
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individual total information for any contextual HPR (pair-wise t-test, worst separations 

per HPR shown, full stats in Appendix B: 44(80) vs tot p<0.001, 56(44) p<0.001, 68(44) 

p<0.001, 80(44) p<0.001). This shows that meta-adaptation is occurring, or that past 

stimuli have a highly significant effect on the total fisher information of every current 

HPR stimulus. 

Thus using both fisher information and threshold analyses, and fisher information 

analyses, meta-adaptation occurs in the mouse inferior colliculus. 

4.3.4 Population Fisher Information 

To more clearly demonstrate the effects of both adaptive coding and meta-

adaptation, the entire population of rate level functions, averaged together, have been 

plotted showing the adaptive coding and meta-adaptation shifting. To begin, adaptive 

coding has been plotted without separating contextual HPRs (Figure 4-20). 

The shift in the threshold of the rate-level functions is clearly visible between 

different HPRs – moving to higher intensities with louder HPRs. Further, the separation 

Figure 4-20: Population rate level functions (RLFs, Left) and corresponding 
population fisher information (FI, Right). Four different high probability 
regions (HPRs) were recorded (44dB: green, 56dB: navy, 68dB: red, 80dB: 
light blue). Adaptive coding is clearly evident on the population level. 
Further, adaptive coding results in improved envelope total fisher 
information on the population level.  
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of the fisher information curves, with the envelope fisher information improving at 

higher HPRs, is also clearly visible at the population level. Although the total FI values 

for individual MUCs are of greater import in quantifying adaptive coding and meta-

adaptation, calculating the FI on the population rate level functions provides a useful 

sanity check. The total FI was thus calculated in the same way as it was on the individual 

unit basis. The envelope total FI for the entire population was 8.18dB-1 compared to 4.17 

dB-1 for the 44dB HPR, 3.65 dB-1 for 56dB HPR, 4.19 dB-1 for 68 dB HPR, and 3.31 dB-1 

for 80 dB HPR, showing that adaptation in neural coding in the IC is measurable at the 

population level, using total fisher information as a metric. 

The population separation of meta-adaptation is also clearly visible, again always 

in the same order from quietest to loudest contextual HPR. The shift of the peak fisher 

information is also clearly visible, indicating movement to better encode the auditory 

scene (Figure 4-21). 

Similarly to adaptive coding, when examining meta-adaptation, the envelope total 

FI for each current HPR display a larger value than any individual contextual group 

within the current HPR (44dB: envelope total FI: 5.35, contextual total FI: 44(56): 4.71, 

44(68): 4.05, 44(80): 3.87; 56dB: envelope total FI: 5.27, contextual total FI: 56(44): 3.75, 

56(68): 3.87, 56(80): 3.68; 68dB: envelope total FI: 7.07, contextual total FI: 68(44): 3.27, 

68(56): 4.66, 68(80): 5.68; 80dB: envelope total FI: 5.69, contextual total FI: 80(44): 1.85, 

80(56): 3.72, 80(68): 5.35;).  This shows that meta-adaptation in neural coding in the IC 

is measurable at the population level, using total fisher information as a metric. 

While these metrics are useful for observing that adaptation is occurring, they will 

be of greater use in the next chapter, as they quantify a metric of the amount of 

adaptation, and can be used to determine if HHL inducing noise exposure affects these 

metrics. 
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Because meta-adaptation is dependent on a stimulus that has not been played in 

Figure 4-21: Meta-adaptation population rate level functions (Left column) 
and population fisher information (Right column). Four HPRs were 
recorded from: 44dB in green, 56dB HPR in navy, 68dB in red, and 80dB in 
light blue. Meta-adaptation is shown, with the lowest intensity contextual 
HPR as solid, the middle dashed, and the highest dotted. Rate-Level 
functions are not fitted, FI has been estimated using Gaussian smoothing. 
Meta-adaptation is clearly visible on a population level, particularly in the 68 
and 80 dB HPRs. Note how the peak fisher information shifts to higher 
intensities with higher contextual HPRs. 
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seconds, it is well beyond the time course of adaptive coding that occurs in 

approximately 150ms (Dean et al. 2008). While it could simply be a different 

mechanism of adaptation that occurs over a longer time course, it could also be a 

memory effect. Memory effects in the brain are often cortically driven (Sams et al. 

1993), and an intriguing possibility for meta-adaptation is that is efferent cortical 

feedback.  

Based on recently published research by Robinson, McAlpine, and Harper, it is 

likely that meta adaptation is the result of efferent feedback from the auditory cortex 

(Robinson et al. 2016). The reasoning behind this is that their recordings also showed a 

memory effect to adaptive coding stimuli. What they observed was that as a switch 

stimulus progressed, the neuron would adapt faster and faster, the more times each 

switch had been played in the past. While their study focused on changes in time course 

of meta-adaptation (rather than the magnitude of adaptation focused on here) it a very 

similar effect and likely has a shared mechanism.  

 Their effect has been shown to be cortical in nature, as they employed cortical 

cooling to supress cortical activity, and remove cortical effects from their recordings in 

the inferior colliculus of guinea pigs. Their observed acceleration of the adaptation 

disappeared when the cortex was cooled, suggesting that meta-adaptation is cortical in 

nature, as it no longer appeared when cortical activity is supressed. Their description of 

meta-adaptation adjusts the rate level function so that it will more quickly adapt to the 

contextual HPR when it reoccurs. Similarly, it is likely that meta-adaptation adjusts the 

rate-level function of the current HPR in order to more rapidly adapt to a frequently re-

occurring contextual HPR. In order to verify this, meta-adaptation switch stimuli would 

need to be ordered using statistically determined pattern (such as de bruijn sequences) 

so that the benefit of contextually changing the current HPR could be quantified. 
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4.4 Conclusions 

Adaptive coding occurs in the inferior colliculus of mice, in a similar fashion to 

that shown in guinea pigs (Dean et al. 2005; Dean et al. 2008) with approximately 

equivalent FI (0.55 dB/dB peak in GP IC, 0.6 dB/dB peak in mouse IC). A new 

phenomenon, meta-adaptation, where the coding adaptation to auditory stimuli is 

dependent on previously played stimuli, exists in conjunction with adaptive coding. 

Both of these phenomena improve the total fisher information, a statistical measure of 

the efficacy of neural coding, for the currently played stimulus, of the neuronal units. 
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5.1 Introduction 

he preceding chapters of this thesis show that intensities of noise exposure of 

100dB and 105dB SPL cause deafferentation of auditory nerve fibres, but that 

these intensities do not cause identical shifts in hearing thresholds; 105dB exposure 

induces a permanent threshold shift (PTS) while 100dB exposure induces a temporary 

threshold shift (TTS). The deafferentation affects high threshold, low spontaneous firing 

rate fibres more strongly than other fibres (Furman et al. 2013). Although, adaptive 

coding improves the coding efficacy of sound intensity in auditory pathway nerve fibres, 

the farther a neuron has adapted away from its unadapted baseline state, the less 

effective it becomes(Dean et al. 2005). Because this deafferentation disproportionally 

affects the fibres most effective at encoding high intensity sounds, the hearing system 

will have fewer of the nerve fibres best at encoding these environments, and will be far 

more dependent, and perhaps exclusively dependent, on the nerve fibres that are less 

effective at encoding these environments.  

Since chapters 2 and 3 detail experiments on developing a hidden hearing loss 

model, and chapter 4 details experiments which have developed methods for inducing 

and quantifying adaptive coding, the focus of this chapter is to examine the effects of 

hidden hearing loss on adaptive coding. Meta-adaptation’s concurrent occurrence with 

adaptive coding in noisy environments suggests the possibility that it too is an 

important mechanism for effective coding of noisy environments, particularly if the 

noisy environment has a large amount of variance in the average sound intensity.  

If adaptive coding, and meta-adaptation, are impaired by hidden hearing loss, we 

would expect to see a reduction in the amount of adaptation that occurs in the animal, 

thus compromising the accuracy of each neuronal group's ability to describe its 

environment. 

T 
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5.2 Methods 

This investigation was performed alongside the study in chapter 4. The animals 

were the same strain of mice used then (CBA/CaJ), and were in fact littermates with 

those animals, allowing direct comparison between control and noise exposed animals. 

The experiment itself repeated the existing methodologies; briefly, every animal has 

undergone ABRs to ensure their hearing thresholds are normal, followed by either a 

noise or sham exposure followed by ABRs one day and four weeks post exposure. The 

noise exposure was 8-16 kHz at 100dB SPL for 2 hours, while the sham exposure was the 

same period of anaesthesia, in the same locale, but with no sound exposure at all.  

The animals then underwent extracellular electrophysiological recordings using 

NeuroNexus electrodes inserted in to the inferior colliculus, as previously described. All 

recordings, both ABR and electrophysiology, occurred with the animal under 

ketamine/meditomidine anaesthesia.  

This chapter details the investigation of how adaptation and meta-adaptation 

differ between control and noise exposed animals. In order to do that, tools were 

developed in the previous chapter to quantify adaptive coding and meta-adaptation to 

sound stimuli. These same tools were used in this chapter to quantify the adaptive 

coding and meta-adaptation after noise exposure, and then directly compare to the 

control results. 

Most of the analyses in this chapter comprise using statistical tests to determine 

that there is no difference between pre and post exposure control animals, no difference 

between pre exposure animals for both control and exposed animals, and no difference 

between previous experimental groups and the current experimental groups. The 

complete set of statistical examinations are included in Appendix B – Statistics, and the 

most relevant results are included inline with the results and discussion. 
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5.3 Results and Discussion 

5.3.1 Electrophysiology Examinations 

5.3.1.1 Comparison of Electrophysiology with Previous Experiments 

Much as in chapter 4, the ABRs of the mice exposed for the adaptive coding 

experiments were compared with the mice exposed for the experiments described in 

chapters 2 and 3. As these mice both underwent the “Octave-band noise (8-16kHz) at 

100 dB SPL for 2 hours” protocol, this acts as a sanity check, and there should be no 

difference between them. Further, there are many more ears in the previous group 

(n=27 vs n=5) than in the current group, so provided there is no difference in the ABRs , 

this kind of comparison provides more information about the current group. One point 

to be aware of is that in the adaptive coding recordings only the left ears were included, 

while in the previous experiment, both ears were included. The previous experiment 

included 14 100dB noise exposed mice, compared to 5 in this one. 

Visually, the exposed groups from both experiments show similar growth 

functions, with nearly identical pre-exposure wave forms, particularly for wave I which 

is larger and more robust (Figure 5-1). In order confirm this, a number of statistical 

comparisons were run to compare the groups. This first set of groups are the 

measurements of the ABR voltage at every intensity between 0 and 80 dB SPL 

(inclusive) in 5dB steps, pre and post exposure, for the 100dB noise exposure in both the 

original HHL experiment and the current adaptive coding experiment. 

To begin, pair-wise 1-way ANOVAs, which were used to compare the distribution 

of voltage levels at every click intensity for the different groups. As an example of one of 

these comparisons, pre-exposure ABRs for the previous and current experiment were 

compared to one another for the 60dB click intensity. This resulted in 3 sets of 
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comparisons (pre exposure vs pre exposure, post exposure vs post exposure, between 

the two different experimental groups, and pre vs post for the current experiment, the 

previous experiment was examined pre vs post in chapter 2) across 17 intensity levels 

(0dB through 80dB) and two different voltage measurements (wave I and wave IV) for a 

total of 102 measures. 101 of these comparisons did not show significant difference 

between the groups. The lone comparison that showed significance was pre-exposure vs 

pre-exposure, wave I at 30dB (p=0.02, means are 0.37µV for the previous group and 

0.61µV for the AC group). As this lone significance is right at the cusp of typical mouse 

hearing thresholds (usually 30dB SPL for most animals), shows slight differences 

between very small voltages, and disappears after exposure, it is unlikely this 

significance holds much meaning. 

To follow up on this, repeated measures ANOVAs were used to see if that single 

significance withstood other measures. Since the electrodes were not moved during the 

Figure 5-1: Comparison of ABR growth function between the 100dB 
exposure group from chapters 2 and 3 (HHL in light red) and the current 
adaptive coding 100dB exposure group (AC in dark red). Both groups show 
the characteristic attenuation of wave I amplitudes. Repeated Measures 
ANOVA did not show any significant difference between the previous 
exposure group and the current group (wave I pre:0.99, wave IV pre: 0.99, 
wave I post: p = 0.81, wave IV post: p = 0.94). 
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entire course intensities presented during the ABRs, the 17 different intensity levels can 

be used as the repeated measure. 

Four different repeated measures ANOVAs were performed, one each for the two 

different time points (pre and post exposure) and one each for the two wave sets (wave I 

and wave IV). All of these were comparing the previous 100dB group with the current 

adaptive coding group. All four repeated measures showed a highly significant effect of 

ABR stimulus sound intensity (largest p= 1.7461x10-106) and none of them showed a 

significant effect of group between the previously exposed group and the current group 

(smallest p=0.82).  

Continuing with the sanity check theme, the results of the tone-pip ABRs were 

examined, comparing the tone-pip thresholds between the 100dB exposure group from 

chapter 2, and the current one. Visually, there is a clear elevation at higher frequencies 

at 1-day post in both groups (Figure 5-2). The previous experiment shows a larger 

temporary threshold shift, with thresholds at 32kHz being at 80dB SPL on average, 

Figure 5-2: Tone pip ABR thresholds between the 100dB exposed group 
from Chapters 2 and 3 (left) and the adaptive coding exposed group (also 
100dB, right). There is no significant difference between the old and new 
groups at the pre and 4 weeks post time points. At the 1-day post time 
point, there were significantly greater temporary elevations in the previous 
group than the adaptive coding group. 
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compared to 65dB in the current group. This prompted examining the statistical 

relationship between the previous group of animals and the current one. 

1-way ANOVAs were performed, comparing every time and frequency point 

between the previous experiment and the current experiment (21 individual ANOVAs). 

There is no significant difference between any of the pre exposure or 4-weeks exposure 

measurements (smallest p-value = 0.147). However, the previous group showed 

significantly higher thresholds at 1-day post at 16 kHz (p=0.005) and 32 kHz 

(p=0.0002). The other frequency points did not show a significant difference between 

groups. Considering that the thresholds that were different were only one day exposure 

(long before recovery), that tone pip ABR amplitudes in mice are notoriously variable, 

especially after noise exposure, and that the other measures previously described show 

no significant difference between the previous experimental group and the current one, 

they can be considered to be functionally equivalent. 

The characteristic frequency distribution of the neuronal units recorded from the 

inferior colliculus can also be compared between the previous experiment and the 

current one. Figure 5-3 plots this distribution as a bar graph, using the percentage of the 

number of units in each frequency bin over the total number of units in each 

distribution. Visually, the two distributions appear very similar, with only an elevation 

at extremely high frequencies. This spike in high frequencies comes from a single 

penetration, and is not representative of the usual frequency distribution. However, it 

does not affect the statistical analysis discussed presently, so it has been left in. 

Quantitatively, neither of these distributions are Gaussian (Lilliefors tests, both p = 

0.001). However, they do come from the same non-Gaussian distribution (Two sample 



 

 
155 

Chapter 5: The Effects of Hidden Hearing Loss on Coding Adaptation 

Kolmogorov-Smirnov test, p=0.12). Finally, the two distribution do not exhibit a 

significant difference (2-Sided Wilcoxon Rank Sum, p=0.42). 

Finally, the cochleae were harvested after experimental completion, much as in 

chapter 2. However, in this experiment, half of the cochleae were examined under 

confocal microscopy using immunohistochemistry, and half were examined using 

electron microscopy. Although the specific results of these tests falls outside the purview 

of this thesis, the immunohistochemistry showed the same results as were reported from 

the previous experiment. 

Based on this, we can conclude that the mice in the adaptive coding group 

exposed to 100dB have Hidden Hearing Loss, and we can now investigate the effects of 

HHL on the adaptive coding mechanisms. 

Figure 5-3: Comparison of characteristic frequency (CF) of Inferior 
Colliculus (IC) multi unit clusters (MUC) between the chapter 3 experiment 
(light red) and the current adaptive coding experiment (dark red). All 
animals underwent the same exposure (Octave band 8-16kHz, 100dB SPL, 2 
hours). The two distributions were not found to have significant difference 
(Wilcoxon Rank-Sum, p=0.419) 
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5.3.1.2 Comparison of Electrophysiology Between Control and Exposed 

In order to be certain that any differential effects observed between control groups 

and noise exposed groups are due solely to the noise exposure, we must verify that the 

two groups are as similar as we can determine, from their baseline hearing to the 

distribution of recorded units. The first step I took to this end was to compare the click 

ABR recordings between the control and exposed animals (Figure 5-4). 

Visually, both control and exposed groups produced growth functions of their 

ABR amplitudes. Much as was seen before in the previous experiments, wave I shows an 

attenuated growth function in exposed animals when compared to controls. Further, 

wave IV shows no difference between any of the growth functions. 

To quantify this, a series of 1-way ANOVAs, compared each ABR intensity 

between control and exposed. This was done in parallel with the comparison between 

pre-sham-exposure and post-sham-exposure in the control animals done in chapter 4, 

to verify that the control animals did not differ after the sham-exposure. Further, the 

Figure 5-4: Auditory Brainstem Response (ABR) growth functions. The 
control animals (blue) were compared to HHL exposed (red) at two time 
points: pre-exposure (dotted) and 4-weeks post-exposure. Note that 
control animals underwent a sham exposure. In wave I, only exposed post 
exposure group is significantly different (repeated measures ANOVA, 
p=0.017. In wave IV, none of the groups are significantly different (repeated 
measures ANOVA, p=0.88) 
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same suite of comparisons used between the exposure groups for the previous noise 

exposure group and the current noised exposure group were performed, resulting in the 

same 102 individual comparisons. Of those 102 comparisons, only two showed 

significant differences between the groups, both of them in the wave I post-exposure 

comparisons between control and exposed groups. However, all of the comparisons in 

wave I between post exposure control and exposed had much lower p-values than the 

comparisons between pre- and post-exposure for either controls or exposed. The low 

number of individual unit (controls n=4 and exposed n=5) likely contributed to 

insufficient statistical power to compare the individual intensities in this way. 

 To increase the statistical power, repeated measures ANOVAs, were employed 

much as in the previous section, comparing control vs exposed groups for pre and post 

exposure, for both wave I and wave IV.  Most tellingly, only one comparison showed a 

significant difference: The post exposure wave I comparison between control and 

exposed units (Repeated Measures ANOVA: wave I p=0.017, wave IV p=0.88).  The 

finding that wave I, but not wave IV amplitudes, were significantly reduced after TTS 

noise exposure bears a high degree of similarity to the results from human tinnitus 

subjects obtained by Schaette and McAlpine (Schaette & McAlpine 2011), where wave I 

shows an attenuation in ABR voltages after exposure, but wave IV does not. Further, it 

is additional evidence that there is no difference between the control and exposed 

groups other than the noise exposure. 

Since tone-pip ABRs were also performed exactly as in previous chapters and 

sections, they were also compared. Unfortunately, the tone-pip ABRs for one animal 

recorded only noise (the click ABRs for this animal were fine). This animal was 

excluded from the tone pip analysis, and thus both tone-pip groups have n = 4. 
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Visually, in the control group, all of the tone pip ABR intensity curves appear to 

be approximately the same (Figure 5-5). However, in the noise exposed group, the one-

day-post-exposure shows greatly elevated thresholds from 16 kHz through to 48 kHz.  

To quantify this, a series of 1-way ANOVAs, comparing each of the three time 

point measurement groups at each frequency were again performed. As the visual 

inspection suggested, there are no significant differences in the control time curves at 

any of the three time points (lowest p-value 0.21 at 24kHz between pre and 1-day-post). 

Comparatively in the exposed group, there were significant elevations in 

thresholds at 16, 24, 32, and 48 kHz between pre-exposure and 1-day post-exposure 

(largest p-value 0.008 at 48kHz). There were no significant differences at the frequency 

points between pre-exposure and 4-weeks exposure (smallest p-value 0.497 at 32kHz). 

Finally, as a sanity check, the differences between 1-day post and 4-weeks post were 

examined. 16, 24, and 32 all show significant difference (largest p-value = 0.008 at 

Figure 5-5: Tone-pip ABR thresholds for control (blue) and HHL exposed 
(red) animals. Three time points were examined, pre-exposure (thin line, 
shaded error bars), 1-day post exposure (dashed lines), and 4-weeks post 
exposure (solid line). There are no significant differences in the control 
groups. In the HHL group, 1-day post is significantly elevated between 16 
and 48kHz. However, it fully recovers after 4-weeks, and shows no 
significant difference between pre-exposure at that time. All comparisons 
were done using 1-way ANOVA and can be found in Appendix B. 
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16kHz). However, at 48kHz, the difference between 1-day post and 4-weeks post 

narrowly fails to be significant, with a p-value of 0.0787. Considering the size of the 

error in the 48kHz recordings 4-weeks post exposure (6.4550 compared to values 

between 2.0412 and 4.7871 for the other frequencies) it is likely this is attributable to the 

small n numbers. However, visually, the mean of the 48kHz 4-weeks post does seem 

slightly elevated, and it is possible there is a high frequency permanent threshold shift at 

this noise exposure. While the 100dB exposure causes a clear elevation in tone pip 

thresholds at 1-day post exposure, this elevation has either been greatly reduced or 

eliminated by 4-weeks exposure. Without stronger data, i.e. more time points beyond 4-

weeks, a larger number of MUC,s possibly half octave tone pip measurements, it would 

be unwise to completely rule out that a slight permanent elevation in high frequency 

thresholds occurs. 

Data were further analysed using repeated measures ANOVA. There were 4 

subjects for each exposure group. The repeated measures ANOVA was run with a 

within-subject factor of time (3 levels: before noise exposure, 1-day post exposure, and 

4-weeks post exposure) and a between-subject factor of noise exposure (2 levels: control, 

and HHL exposed). 7 repeated measures ANOVAs were run, one for each frequency of 

tone-pip ABR. There was no effect of group or time on the 6kHz (Time: F(2,12) = 1.11, 

p = 0.36; Group: F(1,12)= 0.48, p= 0.51) and 8kHz ABRs (Time: F(2,12) = 0.96, p = 0.41; 

Group: F(1,12)=3.57,p=0.11). Group was a significant factor for each frequency from 

11kHz through 32kHz (11kHz: F(1,12) = 7.72, p = 0.032; 16kHz: F(1,12) = 11.50, p = 

0.01; 24kHz: F(1,12) = 7.17, p = 0.04; 32kHz: F(1,12) = 108, p<0.001). Time is a 

significant factor for each frequency from 16kHz through 48kHz (16kHz: F(2,12) = 

14.35, p < 0.001; 24kHz: F(2,12) = 14.44, p < 0.001; 32kHz: F(2,12) = 12.15, p = 0.001; 

48kHz: F(2,12) = 5.08, p = 0.025). 
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Further examination of the effect of noise exposure on frequency was performed 

by comparing how the characteristic frequencies of the neuronal units were distributed 

(Figure 5-6). Observationally, the distribution of neuronal units appears quite close 

between controls and noise exposure for most frequency bins. The spike in the highest 

frequency bin of the exposed group noted earlier visually has a much larger number of 

units than the control distribution. To begin, the normality of the two distributions was 

determined (Lilliefors, both p=0.001) and compared (2-sample Kolmogorov-Smirnov, 

p=0.004) and they were both found to be non-Gaussian, and that they do not come 

from the same distribution. However, the two groups do not exhibit a significant 

difference (2-sided Wilcoxon Rank-Sum, p=0.0625). This result is however trending 

towards significance. Considering the low p-value, and the visible difference in the high 

frequency bin, which as discussed earlier largely came from a single penetration, these 

tests were also performed after excluding all units with a characteristic frequency above 

48 kHz. By excluding the frequencies above 48kHz, the two distributions are still non-

Gaussian (Lilliefors p=0.01 for both) but they are no longer significantly different (2-

Sample Kolmogorov-Smirnov, p=0.52). the p-value rose to 0.4506, which suggests the 

majority of the difference between these two distributions is in that high frequency bin. 
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Further, the 2-sided Wilcoxon Rank-Sum does not show significant difference between 

the groups, and the p-value (p=0.45) is much larger after this exclusion, suggesting that 

the errant penetration is most likely the cause of any difference. Investigating this in 

depth, particularly examining the effects of frequency on individual units’ ability to 

adapt and on the effects of hidden hearing loss on this coding, could prove a fruitful 

avenue for future research, and is discussed in Chapter 6.  

Since these two distributions did not exhibit significant differences, even when 

including the full frequency spectrum, we can conclude that the animals likely do not 

differ in the characteristic frequencies of their inferior colliculus neuronal units. 

Combined with the comparison results of the ABR click thresholds and the ABR tone 

pip thresholds, we can conclude that the groups of mice are well matched and can 

proceed to investigating how hidden hearing loss affects adaptive coding. 

Figure 5-6: Characteristic Frequency of each IC multi unit cluster, grouped 
in to frequency bins and separated by controls (dark teal) and exposed (dark 
red). A Wilcoxon rank-sum test found no significant difference between 
these two distributions. 
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5.3.2 Observations of Representative MUCs 

5.3.2.1 Representative Example of HHL Effects on Adaptive Coding 

Using the tools developed in the previous chapter, plots were generated for each 

unit that showed the Frequency Response Area (FRA), curve fitted rate-level functions 

(RLFs) for each high probability region (HPR) and fisher information (FI) of each 

neuronal unit. A representative example is shown in (Figure 5-7).  

The MUCs recorded from mice with noise-induced HHL  still exhibit adaptive 

coding. Observationally, the amount to which each MUC adapts may be affected, as in 

this case the 68dB and 80dB RLF curves do not show much differentiation. To 

determine whether this is quantifiable across the units, the threshold gathering 

Figure 5-7: Neuronal response for a single multi-unit of a subject that has 
experienced a Hidden Hearing Loss inducing noise exposure. The left most 
box shows the frequency response area, or FRA of the neuron. The centre 
box shows the rate level functions of this neuron, indicating the neuronal 
response to all four HPRs (44dB in green, 56dB in navy, 68dB in red, and 
80dB in light blue). The raw data points are plotted as dots around the 
fitted curve. The right most box shows the fisher information of the rate 
level functions, indicating the efficacy of the neuron at encoding sound 
intensity for each rate level function. Adaptive Coding still occurs, but the 
separation in FI curves is reduced after HHL.  
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technique from the previous chapter, wherein the thresholds of every unit were grouped 

depending on the high probability region (HPR) of the current stimulus, was again 

performed, and is discussed at length in the upcoming quantification section. 

5.3.2.2 Representative Example of HHL Effects on Meta-Adaptation 

 

Identically to the adaptive coding observations, plots showing FRAs, RLFs and FIs 

were created to examine the meta-adaptation stimuli. However instead of showing the 

RLFs for the different current HPRs, it is showing them for the three different past 

HPRs for a single current HPR (Figure 5-8). 

Figure 5-8: Neuronal response for a single MUC of a subject that has 
experienced a Hidden Hearing Loss inducing noise exposure. The left most 
box shows the frequency response area, or FRA of the neuron. The centre 
box shows the rate level functions of this neuron, indicating the neuronal 
response to three different instances of the same 68 dB SPL HPR. The 
difference between responses is the other half of the switching stimulus, i.e. 
the stimulus played 7.5 seconds in the past (solid/+ is 44dB, dashed/x is 
56dB, dotted/o is 80dB). The right most box shows an estimation of the 
fisher information of the rate level functions, indicating the efficacy of the 
neuron at encoding sound intensity for each rate level function. Note that 
the rate level functions and the FI curves are not showing as much 
separation as in control units described in the previous chapter 
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Observationally, while there appears to be some meta-adaptation occurring, on 

many of the plots the clear separation between the RLFs of the different past stimuli that 

was visible on the control plots in the previous chapter has disappeared. Further, the 

estimated Fisher Information appears to show much less spread, confirming that the 

benefits of meta-adaptation on coding efficacy could be compromised by HHL. 

5.3.3 Effect of HHL on Individual Neuronal MUC Thresholds 

Expanding this visual analysis to the population level will allow any trends to be 

observed so that they can then be quantified. To this end, a series of scatter plots, 

showing thresholds of individual neuronal MUCs, calculated using the broken stick 

hyperbolic tangent curve fit, for each half of a switch stimulus were produced. 

Figure 5-9 depicts the thresholds for every MUC. The control and exposed units 

are overlaid on the same plots, with control in blue and exposed in red. The stimulus, as 

described in the methodology of the previous chapter, always switches between only two 

HPRs, every 7.5 seconds for a total duration of 5 minutes. Each of the plots above is 

from one of these 5 minute blocks. The lower intensity of each switch is on the x-axis, 

while the larger value is on the y-axis.  

If there is an adaptation from a lower threshold for a lower intensity HPR to a 

higher threshold for a higher intensity HPR, we would expect to see the plotted points 

above the diagonal unity line. However, if there is no adaptive coding at all, the 

threshold would not change between the different stimuli and all the points would sit on 

the line.  
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In situations where there is less pressure to adapt, for example from 44dB to 56dB, 

two closely spaced HPRs that are relatively low intensity, this is largely what we see, 

such as in the upper left most plot – the distribution of points is approximately 

Figure 5-9: Scatter plots comparing the threshold of rate level functions for 
control (dark teal) and exposed (dark red) neuronal units. Both axes of each 
plot show the intensity range of an HPR stimulus, and plot indicates one 
switch stimulus. Each neuronal unit is indicated by a single dot, with its 
threshold for the lower intensity HPR as the x-value and the threshold for 
the higher intensity HPR as the y-value. The grey boxes indicate the 
intensity of the high probability regions of the stimuli. Finally, the 
distribution curve of the thresholds for each half of the switch stimulus are 
shown on the sides of the boxes. The asterisks indicate significant 
differences in the mean thresholds between control and exposure groups 
(1-way ANOVA). All of the stimuli that included an 80dB HPR show a 
significant difference in the distribution between control and exposed. 



 

 
166 

Chapter 5: The Effects of Hidden Hearing Loss on Coding Adaptation 

distributed evenly around the unity line, and is much closer to the unity line than 

distributions depicted in the higher intensity regions (80dB, rightmost column of scatter 

plots). 

The most interesting aspect of this plot is how the thresholds of the control and 

exposed units separate at the high intensity HPRs. In the three plots of the rightmost 

column, those depicting the 80dB HPR, the distance above the unity line is significantly 

different between control and exposed groups for all three plots (1-way ANOVAs, 

80(44) p=0.01, 80(56) p=0.00, 80(68) p=0.00). Further it is clearly visible to the eye that 

the red and blue distributions differ. In the top-right plot (44dB vs 80dB), the red 

distribution spreads below the blue distribution. Further, in the bottom right plot (68dB 

vs 80dB), the clusters of red and blue are almost completely separate, showing 

significant differences between control and exposed in both the x-axis and y-axis HPRs 

(1-way ANOVA, p<0.01), which manifests as each cluster being located on different 

sides of the square which indicates the stimuli of the HPRs.  

Additionally, this lower half stimulus separation, or left-right separation in the 

scatter plots, between control and exposed groups is significant for all three switches 

where the lower HPR intensity was at least 56 dB, which are the bottom two rows of 

scatter plots (1-way ANOVA, all p<0.01). This indicates that the ability of the neuronal 

units to adapt up to the 80dB HPR is compromised after noise exposure, and that the 

damage is preferential to those units that could adapt to the highest levels, as there is 

simply no difference between the 44dB HPRs. 

5.3.4 Statistical Comparisons of MUC Distributions 

5.3.4.1 Effect of HHL on Adaptive Coding Thresholds 

Grouping neuronal thresholds by their HPR, irrespective of their contextual HPR,  

allows for visual examination of whether adaptive coding is occurring, how much, and 
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will allow for statistical analysis to confirm these examinations. As observed in the 

previous section, it’s clear that adaptive coding still occurs in mice that have been noise 

exposed (Figure 5-10). However, in order to determine whether HHL affects adaptive 

coding, statistical measures must be employed. Adaptive Coding remains significant 

after noise exposure (1-way ANOVA, 4 groups, p= 2.172 * 10-320). The number of units 

and mean threshold for each group are: 44dB: n=330, m=56.74; 56dB: n=335, m=58.87; 

n=339, m=69.55; n=324, m=73.13. 

Next, the control groups were plotted adjacent to the exposed groups, allowing 

direct comparison between them, and allowing easy visualisation of the effects of HHL 

on neuronal thresholds. As is clearly visible in Figure 5-11, the thresholds of the noise 

exposed groups above 44dB are decreased compared to controls. In order to quantify 

this, comparisons between the control and exposed groups at each HPR were 

Figure 5-10: Box and whisker plot showing the distribution of thresholds of 
noise exposed neurons for each high probability region (44dB in green, 
56dB in navy, 68dB in red, and 80dB in light blue). The bar across the box is 
the median of each distribution, while the diamond is the mean. The 
distributions are highly significantly different (1-way ANOVA, p<0.01). 
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performed. Many different statistical measures were examined, but for simplicity’s sake 

only the results of the 1-way ANOVAs are included inline. At 44dB, there was no 

significant difference, with a p-value of 0.25. However, all the other HPR groups did 

show significant differences, with 56dB at p = 7.397 x 10-09, 68 dB at p = 0.0022, and 80 

dB at p = 2.637 x 10-10. The mean thresholds for each HPR are: 44dB control: 56.36, 

exposed: 56.74; 56dB control: 61.2, exposed: 58.8; 68dB control: 70.72, exposed: 69.54; 

80dB control: 76.95, 73.13. 

5.3.4.2 Effect of HHL on Meta-Adaptation of Thresholds 

Expanding this to examine the effects of HHL on meta-adaptation, the neuronal 

unit thresholds were separated in to groups based on their contextual HPRs, the same as 

Figure 5-11: Box and whisker plot showing the distribution of thresholds of 
control neurons (labelled (c) in teal) vs noised exposed (labelled (e) in dark 
red) neurons, for each high probability region (44dB in green, 56dB in navy, 
68dB in red, and 80dB in light blue). The bar across the box is the median of 
each distribution, while the diamond is the mean. Both controls and 
exposure groups are very significantly different with respect to the different 
HPRs inside the group (p<0.001). 44dB HPR is not significantly different 
between exposures, all other HPRs significantly differ between exposure 
groups (p<0.002). 
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was done in the previous chapter (Figure 5-12). Here, we see that the meta-adaptation 

effect seems reduced or absent, depending on the stimulus condition, after noise 

exposure. To display this difference between control and noise exposed meta-

adaptation, the two groups have been plotted side by side (Figure 5-13). The differences 

between controls and exposure groups are quite visible when the distributions are 

plotted in pairs. The exposed units in HPRs above 44dB appear to have much lower 

means and distributions after noise exposure. 

To quantify this statistically, individual comparisons for each threshold group, i.e. 

44(56), between control and noise exposed groups, were performed. Again, for 

simplicity, only the 1-way ANOVA results are included inline. Much as with the 

Figure 5-12: Box and whisker plot showing the distribution of thresholds of 
noised exposed animals for each high probability region (44dB in green, 
56dB in navy, 68dB in red, and 80dB in light blue) as well as the spread of 
different past stimuli, with the lowest intensity past stimulus on the left, and 
the highest on the right. The intensity of the current HPR is labelled 
without parenthesis, while the intensity of the previous stimuli (called the 
contextual stimulus) is labelled within parenthesis, i.e. 44(56). The bar 
across the box is the median of each distribution, while the diamond is the 
mean. The means appear much flatter within each HPR than seen in control 
units. 
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adaptive coding grouping of all 44dB units, the separate meta-adaptation groups in the 

44dB HPR do not show any significant difference between control and exposure (1-way 

ANOVA, 44(56) p=0.06; 44(68) p = 0.68; 44(80) p=0.84). 

However, at louder intensities, there are frequently significant differences between 

control and exposed groups (1-way ANOVA: 56(44) p=0.17; 56(68) p<0.01; 56(80) 

p<0.01; 68(44) p=0.66; 68(56) p=0.42; 68(80) p<0.01; 80(44) p = 0.01; 80(56) p<0.01; 

80(68) p<0.01). Interestingly, this separation is more pronounced when the past 

stimulus of a switch stimulus is a louder intensity, and all stimuli above 44dB where the 

past stimulus was 80dB show highly significant differences. One particularly telling 

piece of information is how close the means are after noise exposure – there is virtually 

Figure 5-13: Box and whisker plots showing the distribution of thresholds of 
control (labelled (c) in teal) vs noised exposed (labelled (e) in dark red) 
animals for each high probability region (44dB in green, 56dB in navy, 68dB 
in red, and 80dB in light blue) as well as the spread of different past stimuli, 
with the lowest intensity past stimulus on the left, and the highest on the 
right. The intensity of the current HPR is labelled without parenthesis, while 
the intensity of the previous HPR is labelled within parenthesis, i.e. 44(56). 
The bar across the box is the median of each distribution, while the 
diamond is the mean. The means appear much flatter within each HPR than 
seen in control units. 
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no separation between the means of 80(44) and 80(68) after exposure (0.23%), while 

there is an order of magnitude larger separation between the two groups in controls 

(2.53%). Visually, if meta-adaptation is compromised separately from ordinary adaptive 

coding, what we would expect to see on the bar and whisker plot is that the medians of 

each bar and whisker plot within an HPR should be less differentiated. This will appear 

as more of a stair step effect, with larger transitions between HPRs and smaller ones 

within HPRs. This is exactly what we see in Figure 5-12 and Figure 5-13. 

To further examine the differences in meta-adaptation between control and 

exposed groups, a series of repeated measures ANOVAs were also performed. The first 

set of these, the groups were defined as each of the four different HPRs (44, 56, 68, and 

80 dB SPL). The measures were the thresholds for the three different past HPRs (i.e. for 

the 44dB group, measure 1 was the threshold at 44(56), measure 2 was 44(68) and 

measure 3 was 44(80). However, measure 1 for the 56 dB stimulus was 56(44), so a 

different past HPR actual intensity, although it is semantically equivalent. This test was 

performed separately on both control and exposed animals. In the control ANOVA, the 

within measures did differ significantly (f=3.177, p=0.042) but in the exposed groups 

they did not (f=0.658, p=0.518). Note that this is the difference between HPR groups 

with respect to their repeated measures, so it is an indicator of how much meta-

adaptation occurs within each group. 

However, as was shown in the earlier examinations, the 44dB groups do not differ 

significantly between controls and exposures. This non-differentiation will influence the 

repeated measures ANOVA to show less significance in the difference between groups. 

The same ANOVA was performed, but excluding the 44dB group entirely. Under this 

measure, the difference between control and exposed groups becomes even more starkly 

apparent, with controls exhibiting great difference between the 56, 68, and 80 with 
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respect to their repeated measures: (f=3.417, p=0.034) but exposed showing no 

difference: (f=0.041, p=0.960). That is, there is a significant amount of meta-adaptation 

in control units, and none in exposed. 

To add statistical power, repeated measures ANOVAs for each individual HPR 

were performed. These compared between groups of control and exposed, with the 

repeated measures being the three contextual stimulus thresholds — the same as 

described in the previous analysis. The 44dB HPR did not show any significant 

difference between groups. The 56dB (p=0.0156, f=4.2154) and 68dB (p=0.000009, 

f=11.996) repeated measures ANOVAs both showed very significant differences 

between control and exposed. The 80dB group did not show a significant difference 

under this measure (p=0.6388, f=0.4489), which is an unexpected result. This suggests 

that meta-adaptation is not affected by noise exposure at high intensities. Closer 

examination shows that the mean thresholds and median thresholds are quite separated 

at high intensity, likely due to a large number of outliers. 

5.3.4.3 Effect of HHL on Total Fisher Information 

As discussed in Chapter 4, another metric that can be used to quantify how much 

neurons are adapting is total fisher information (4.3.2.3 Fisher Information as a 

Measure of Adaptation). Total fisher information is the area under the fisher 

information curve, and if the envelope of the fisher information curves is taken across 

several different HPRs, the amount that the total fisher information is increased over 

any of the component curves, is used as a metric for amount of adaptation. If envelope 

total fisher information is reduced after noise exposure, then the amount of adaptation 

that occurs to sound intensity is reduced, and it can be concluded that HHL impairs 

adaptive coding mechanisms. 
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For every neuronal MUC, a metric of the amount of change of total fisher 

information was created to provide a quantification of how much adaptation has 

occurred across the 4 different HPR regions. This was calculated by first taking the 

difference between the envelope total fisher information and the total fisher information 

for one of the HPR regions. The choice of which HPR region’s total fisher information 

to use was somewhat arbitrary, and all four were calculated as a sanity check. There 

would be expected to be slightly less difference between controls and exposed metric 

values at lower HPRs (44) vs higher (80) due to less pressure to adapt.  

 After the differences in total FI were calculated, they were then normalised by 

dividing the difference by the overall total fisher information, in order to eliminate the 

effect of variance in total fisher information between units. This quantity can be plotted 

(Figure 5-14) and compared in the same manner as the thresholds have been, and the 

Figure 5-14: Box and whisker plot showing the distribution of the 
normalized change in fisher information across all four recorded high 
probability regions, with a single HPR as reference (44dB green, 56dB navy, 
68dB red, 80dB light blue). The paired groups indicate control (teal labels) 
and exposed (dark red labels) units. All four groups show significant 
differences between control and exposed units (44dB p =0.026; 56dB p < 
0.001; 68dB p = 0.003; 80dB p < 0.001). 
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results will display whether HHL impairs the total fisher information of a neuronal unit, 

and thus provide a metric for the effect of HHL on adaptive coding that is independent 

of the RLF threshold. 

The distributions of these metrics were almost exclusively non-Gaussian 

(Lilliefors: 44dB: Ctrl p=0.02, Xpsd p=0.001; 56dB: Ctrl p=0.37, Xpsd=0.001; 68dB: Ctrl 

p=0.007, Xpsd p=0.001; 80dB: Ctrl p=0.001, Xpsd p=0.001). As such, Wilcoxon 

RankSum comparisons were used to compare the distributions. Regardless of which 

HPR was used as the unadapted reference, all groups showed highly significant 

separation between control and exposed units (2-Sided Wilcoxon RankSum: 44dB p 

=0.026; 56dB p < 0.001; 68dB p = 0.003; 80dB p < 0.001). 

Similarly, this same technique can be used to examine meta-adaptation. In this 

case, the overall total fisher information is the maximum value across the three meta-

adaptation stimuli, within in an HPR. That is, all three meta-adaptation stimuli were 

played the current HPR, and the maximum of their overlapping fisher informations was 

used as the overall total fisher information. Again, the choice of which individual fisher 

information is the most appropriate to use is unclear, so all three were calculated, 

plotted, and compared (). 

Most of the distributions of the FI metric were not found to be Gaussian 

(Lilliefors, 10 out of 12 had p<0.05) and even for the two that were, the largest p value 

for any of these distributions under Lilliefors tests was the 68(56) control group at p = 

0.12, and neither of the two that showed Gaussianity were in the same stimulus group. 

As such, 2-sided Wilcoxon RankSum tests were used to compare the pairs of groups. 

The majority of these tests showed a significant reduction in the amount of total fisher 

information (9 out of 12), and thus the amount of adaptation, after noise exposure: (2-

sided Wilcoxon RankSum: 44(56) p < 0.001; 44(68) p < 0.01; 44(80) p = 0.884; 56(44) p 
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< 0.001; 56(68) p = 0.039; 56(80) p = 0.160; 68(44) p < 0.001; 68(56) p < 0.001; 68(80) p 

= 0.003; 80(44) p = 0.010; 80(56) p = 0.463; 80(68) p <0.001). At least 2 of the 3 

comparisons for each HPR showed significant reduction in the total FI metric after 

noise exposure. It is unknown what the cause of the groups to not show this reduction 

is, whether it is noise, lack of statistical power, or an intensity based effect, but it 

warrants further research. That said, the majority of the comparisons did show a 

reduction in the total fisher information metric. 

Figure 5-15: Box and whisker plot showing distribution of the total fisher 
information metric. This metric looks at the difference between the total 
fisher information of one stimulus vs the overall total fisher information for 
all three meta-adaptation stimuli within an HPR. Colour on the boxes 
denotes HPR intensity (44dB, 56dB, 68dB, 80dB) and on the x-axis labels 
denotes whether the mice are controls or noise exposed. All distributions 
were non-Gaussian. Most of the pairs show a significant reduction in 
amount envelope total fisher information in exposed units compared to 
controls: (2-sided Wilcoxon RankSum: 44(56) p < 0.001; 44(68) p < 0.01; 
44(80) p = 0.884; 56(44) p < 0.01; 56(68) p = 0.039; 56(80) p = 0.160; 
68(44) p < 0.001; 68(56) p < 0.001; 68(80) p = 0.003; 80(44) p = 0.010; 
80(56) p = 0.463; 80(68) p <0.001). 
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5.3.5 Population Level Comparisons 

These examinations of the rate level functions and fisher information can be 

expanded to the population level, by plotting the average rate level function of the entire 

distribution, and then calculating the fisher information of those population rate level 

functions (Figure 5-16). 

Figure 5-16: Population Rate Level Functions (RLFs) and Fisher Information 
(FI), separated by the High Probability Region (HPR) of the stimulus 
presented (44dB in green, 56dB in navy, 68dB in red, 80dB in light blue). 
Control data is surrounded by the teal box, and exposed data by the dark 
red box. After noise exposure, firing rates are increased in 44 and 56 dB 
groups, and suppressed in the 68 and 80 dB groups. This leads to a relative 
reduction in FI in the 68 and 80 dB groups compared to 44 and 56, 
suggesting an impairment in the efficacy of the neurons to encode the 
environment. 
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Figure 5-17: Population Rate Level Functions. RLFs depicted here are the 
average across the individual rate level functions for each neuronal MUC. 
Curve fitting has not been employed. Curve colour denotes HPR intensity 
(44dB, 56dB, 68dB, 80dB) and box colour denotes whether the mice are 
controls (left) or noise exposed (right). Contextual HPR is indicated in the 
legend of each plot: lowest intensity past stimulus is a solid line, middle is 
dashed, and highest is dotted. Note how the intensity of the curve at high 
HPR intensities is attenuated in exposed animals compared to controls. 
Further, the amount of separation between the different past intensities at 
the higher intensities (68 and 80 dB) is also reduced after noise exposure. 
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At the population level, coding adaptation is clearly visible in both the control and 

exposed groups. However, while the overall firing rates in the noise exposed animals is 

higher, this is entirely due to the increase in firing rates at the 44dB and 56dB HPRs. 

The firing rates in the 68dB and 80dB groups are reduced compared to controls, and the 

relative difference in firing rates between the lower (44, 56) and higher (68,80) HPRs is 

greatly increased after noise exposure. This leads to a heavy reduction in fisher 

information, and thus coding efficacy, after noise exposure, in the 68 and 80 dB HPRs. 

Expanding this analysis to the separate population rate level functions for each 

meta-adaptation stimulus, and a similar effect is visually evident (Figure 5-17). The 

bottom two rows of curves, representing the rate level functions at 68 and 80dB SPL, 

clearly show that the firing rates of the rate level function are severely attenuated at high 

levels environmental HPRs after noise exposure. Further, the amount of meta 

adaptation at higher intensities is also visibly reduced, as the curves collapse on to one 

another after noise exposure in the 68dB and 80dB HPRs, again confirming the results 

seen at the individual MUC level. 

Figure 5-18 depicts the estimated fisher information for the population rate level 

functions. The fisher information shows clear differences between the control and 

exposed figures. In the control groups, there is a greater horizontal separation in the FI 

curves, showing a palpable improvement in overall coding efficiency by increasing the 

area under the highest FI curve. After noise exposure, at low levels, the MUCs appear to 

be improved compared to controls, but at high levels, this collapses, resulting in less 

effective overall coding efficiency, but also a differential effect depending on stimulus 

intensity that could make HHL difficult to detect. 
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Figure 5-18: Fisher Information calculated from population rate level 
functions. Each row indicates the HPR of the stimulus, with 44dB in green, 
56 dB in navy, 68dB in red, and 80dB in light blue. The past stimulus is 
indicated in the legend of each plot, with the lowest intensity past stimulus 
is a solid line, the middle intensity is dashed, and the high intensity past 
stimulus is dotted. The left column, surrounded by the dark teal box, 
indicates control units, and the right column, surrounded by a dark red box, 
indicates exposed units. After noise exposure, the fisher information curves 
appear to collapse, both in vertical spread, and the separation of horizontal 
overlap. 
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5.3.6 Conclusions 

HHL inducing noise exposures cause a significant reduction in the amount to 

which units can adapt to their environment. Further, it virtually eliminates the effects of 

meta-adaptation. This results in a severe reduction in coding efficacy of sound intensity, 

particularly in high sound level environments.
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6.1 Effect of Noise Exposure on Auditory Evoked Potentials  

revious studies found that noise exposure intense enough to cause a temporary 

threshold shift, but that recovered after a period of weeks, nonetheless caused 

permanent damage in the cochlear nerve (Kujawa & Liberman 2009). Follow up work in 

humans found that people with a history of noise exposure had subtle, sub-clinical 

changes in their audiometry, with elevations in high frequency audiometric thresholds 

(Liberman et al. 2016). Further, this work showed a change in the electrocochleography 

of subjects with a history of noise exposure; specifically there was a change in the ratio 

between the electrical potential due to inner hair cells (the summating potential, or SP) 

and the electrical potential due to the auditory nerves (the compound action potential, 

or CAP) (Liberman et al. 2016). This relative increase in the ratio of the CAP compared 

to the SP suggests a reduction of the CAP due to a reduction in the number of auditory 

nerve fibres responding to sound, while IHCs remained intact. 

Other work which examined the ABRs of humans who experienced tinnitus 

despite having clinically normal audiograms, found subtle but consistent changes in the 

voltage amplitudes of wave I of the ABR compared to an age, sex, and hearing matched 

control group (Schaette & McAlpine 2011). It also focused on the ratio between wave IV 

and wave I of the ABR, and posited that the lack of change in wave IV amplitudes 

relative to the changes in wave I was due to homeostatic plasticity compensating for the 

reduction in wave I. This second study suggested that the cochlear neuropathy (the loss 

of auditory neurons) or cochlear synaptopathy (the loss of synaptic ribbons in inner hair 

cells) seen after noise exposure in the Kujawa Liberman study (Kujawa & Liberman 

2009), and after ageing in mice (Sergeyenko et al. 2013) or humans (Makary et al. 2011), 

could be a potential cause of tinnitus. Chapter 2 examined the ABRs of mice that 

underwent similar noise exposures to the Kujawa Liberman study, to determine whether 

P 
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the effects seen in Schaette McAlpine were present in the mouse model. There was a 

clear reduction in the amplitudes of wave I when compared to wave IV, and a similar 

ratio change to that of Schaette McAlpine was found. However, the Schaette McAlpine 

only had two ABR intensities (90 and 100 dB SPL) to examine, while this research had 

17 different levels (0 to 80 dB SPL in 5 dB steps), and found that although the change in 

ratio clearly existed, it was not a simple linear adjustment as posited by Schaette 

McAlpine. Both noise exposures caused an elevation in wave ratio (i.e. a reduction in 

the magnitude of wave I compared to wave IV) across all sound levels when compared 

to controls. However, the change in ratio differed depending on the intensity of the 

noise exposure: PTS inducing noise exposure cause a profound elevation in ratio at high 

intensities (above 60dB SPL) but a more moderate one at lower intensities. TTS 

inducing noise exposure instead exhibited the largest increase in ratio at moderate 

intensities (between 30dB and 50dB SPL), which tailed off at the highest intensities. This 

suggests that there is a differential damage caused by TTS and PTS exposures – a 

minimum threshold of sound intensity is necessary to induce PTS types of damage, and 

that there are likely competing mechanisms, with different effects, to compensate for 

TTS and PTS levels of damage.   

Following on from this, although noise exposure causes a preferential damage to 

high threshold auditory nerve fibres (Furman et al. 2013), due to the large changes seen 

in ABR magnitudes after noise exposure, it is unlikely that loss of only high threshold 

fibres is occurring, as there are not enough high threshold fibres to begin with to cause 

the losses seen, and further the contribution of high-threshold fibres to the CAP and to 

ABR wave I might be very small (Bourien et al. 2014). Recent modelling, based on the 

results of the experiments in this thesis, can account for this discrepancy by positing 

that high threshold fibres are preferentially, but not exclusively, damaged, and that mid 
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threshold, and low threshold, fibres are also damaged, albeit it at lower rates (Hesse et al. 

2016). 

Chapter 2 showed that ABR wave I intensities in mice are attenuated after noise 

exposure, and chapter 3 showed a reduction across the cumulative probability 

distribution of these wave intensities when compared to controls. Despite the order of 

magnitude difference in ABR intensities between mice and humans, this reduction 

appears very similar to the reduction seen in human tinnitus subjects when compared to 

non-tinnitus subjects (Schaette & McAlpine 2011). This similarity suggests that HHL 

inducing noise exposure could induce a putative neural correlate of tinnitus, provided 

tinnitus is behaviourally confirmed in these noise exposed animals. Further, sufficiently 

high resolution ABR recordings in human could be used as a diagnostic measure in 

humans. However, even in the mouse data, there is a large overlap between the pre and 

post exposure amplitude distributions, indicating that it might be difficult to develop a 

simple test for individual humans.  

Increases in spontaneous neuronal activity in the auditory pathway has been 

found after acoustic trauma that caused permanent threshold elevations (Mulders & 

Robertson 2009; Mulders et al. 2011; Mulders & Robertson 2013)(Kaltenbach, Zacharek, 

et al. 2004; Manzoor et al. 2013), and suggested as a putative mechanism for tinnitus 

(Koehler & Shore 2013; Kaltenbach, Zacharek, et al. 2004). Further, this increase in 

spontaneous activity has been reported to linearly increase in proportion with the 

hearing threshold increase (Mulders & Robertson 2009; Mulders et al. 2011). However, 

this spontaneous activity has not previously been studied after HHL inducing exposures. 

Chapter 3 compared the spontaneous firing rates of auditory neurons in the 

inferior colliculus after both PTS (105 dB SPL) and TTS (100 dB SPL) inducing noise 

exposures. Spontaneous rates were elevated in both cases, compared to controls, but the 



 

 
185 

Chapter 6: General Discussion 

elevation was not monotonic. That is, higher intensity exposures did not cause larger 

elevations of SFR. In fact, SFR elevations were larger after the quieter, recoverable, noise 

exposure, contradicting the expected linear increase from the previous PTS research 

(Mulders & Robertson 2009; Kaltenbach et al. 1998). Further, there appears to be a 

difference in the SFR elevations dependent on the characteristic frequency of the 

neuronal multiunit cluster. Modelling has found this can be accounted for if the 

proportion of damaged auditory neuron fibres differs after different intensities of noise 

exposure (Hesse et al. 2016). 

All of these results suggest that TTS inducing noise exposure creates a putative 

neural correlate of tinnitus with normal audiograms. 

6.2 Adaptive Coding in Mice 

Neuronal coding adapting to the average intensity of a sound scene has been 

observed in the inferior colliculus of guinea pigs (Dean et al. 2005; Dean et al. 2008) and 

the auditory nerve of cats (Wen et al. 2009; Wen et al. 2012). This Adaptive Coding has 

been suggested as a mechanism that could improve “cocktail party listening” or the 

problem that the dynamic range of individual neurons cannot account for the wide 

dynamic range of the entire auditory system. 

Chapter 4 investigated adaptive coding in the inferior colliculus of mice using a 

switching stimulus similar to that used by Dean et al (Dean et al. 2008). It found that 

mice exhibit adaptive coding similar to that seen in the guinea pig studies. It appears, 

although cannot be confirmed directly without access to a guinea pig data set, that when 

adapting to high sound levels, neurons in the mouse IC exhibit larger shifts in their 

response thresholds than guinea pig IC neurons. However, the different distribution of 

low, medium, and high threshold AN fibres between mice and guinea pigs could 

account for the differences between the adaptive coding behaviours. 
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6.3 Meta-Adaptation 

Unexpectedly, the adaptive coding studied in chapter 4 found that the amount of 

adaptation individual neuronal units exhibited, within each unit, was not static. The 

amount of shift in the threshold of the rate level function was dependent not only on the 

sound intensity of the current environment, but also on the intensity during the 

previous switching period of the stimulus. Specifically, the threshold shifted to a louder 

intensity if the contextual switching stimulus was louder. The total fisher information, 

or the total amount of information encoded by each neuronal unit, is increased by this 

mechanism, suggesting it will be beneficial to encoding dynamic sound environments. 

6.4 Effect of Noise Exposure on Adaptive Coding 

The effects of hidden hearing loss inducing noise exposures on neural activity and 

coding mechanisms in the auditory midbrain have not previously been examined in the 

literature. While adaptive coding still occurs in subjects that have been exposed to HHL 

inducing noise, the average change in threshold is reduced. This reduction appears to be 

sound intensity dependent. Specifically, adaptive coding thresholds appear to be normal 

for the quieter HPRs (44 and 56dB SPL) but is moderately impaired at 68 dB, and 

severely impaired at 80dB. Further, the total fisher information, which is the measure of 

coding efficacy, is also reduced at the higher intensity HPRs. All of this suggests that the 

ability of the neuronal units to adapt to louder average environments is impaired after 

noise exposure. These effects will combine to severely reduce intensity coding accuracy 

in high intensity environments, despite not showing any changes in clinical hearing 

measures. This could explain the reduced ability of some people, particularly those with 

a history of noise exposure, to understand speech in loud or challenging environments, 

despite no clinical markers of hearing impairment. 
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6.5 Effect of Noise Exposure on Meta-Adaptation 

Meta-Adaptation is a newly discovered phenomenon, that has not yet been 

investigated in depth (Robinson et al. 2016). However, due to the nature of the research 

performed in Chapters 4 and 5, the effects of HHL inducing noise exposure can be 

quantified and studied in the same manner as adaptive coding. This meta-adaptation 

effect is severely reduced after HHL exposures. Both the average threshold change and 

the average normalized change in the amount of total fisher information to meta-

adaptation stimuli are reduced. Specifically, while the change in thresholds for 44dB to 

different contextual stimuli is not different after noise exposure, at higher intensity 

HPRs, meta-adaptation disappears entirely, and there is no longer any significant 

difference between different contextual exposures. If meta-adaptation is a cortical 

feedback mechanism that improves the ability of the brain to accurately code sound 

intensity in dynamic environments (Robinson et al. 2016), and accurate sound encoding 

is necessary to understand loud, dynamic sound environments, the loss of meta-

adaptation will further degrade speech-in-noise comprehension, in addition to the 

losses due to adaptive coding impairment and high-threshold fibre loss. 

6.6 Role of HHL on Speech-in-noise and Tinnitus 

Noise exposure which induces temporary threshold shifts in auditory thresholds 

has myriad permanent effects on the auditory pathway. Chapter 2 showed that the 

100dB SPL noise exposure causes a temporary elevation in audiometric thresholds, but 

that these elevations fully recover after 4 weeks. It also showed that this noise exposure 

can cause ratio changes between the peaks of the ABR waveform, similar to those seen 

in tinnitus patients with normal audiograms (Schaette & McAlpine 2011), as well as 

changes in the cumulative probability distribution that again mimics those seen in 
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tinnitus patients with normal audiograms (Schaette & McAlpine 2011; Hesse et al. 

2016). Chapter 3 showed that this same noise exposure causes elevations in the 

spontaneous firing rates of IC neurons. These effects suggest that TTS noise exposure 

can induce a putative neural correlate of tinnitus. This finding thus closes an important 

gap in the understanding of the pathophysiology of tinnitus, as it complements the 

results in tinnitus patients obtained by Schaette and McAlpine (Schaette & McAlpine 

2011) and Gu et al. (Gu et al. 2012) that indicated that even tinnitus patients with 

normal audiograms might have a certain degree of cochlear damage, albeit without 

demonstrating how the “hidden hearing loss” would lead to tinnitus. 

Chapter 4 detailed mechanisms in the IC where neuronal units can adapt to their 

sound environment, to improve their coding efficacy, and thus the ability of the 

auditory pathway to encode the auditory scene. Chapter 5 showed that this noise 

exposure has a significantly detrimental effect on the ability of IC neurons to adapt to 

the current sound environment. It also showed that the beneficial memory effects of 

meta-adaptation are also profoundly impaired by HHL. Combined, there are three 

complementary effects that impair the ability of the brain to accurately encode loud 

environments: the preferential loss of the neurons most effective at encoding high sound 

intensities, impairment of neuronal MUCs to adapt to current sound environments, and 

impairment to cortical feedback that induces meta-adaptation. All of these three effects 

can be caused by moderate, supposedly recoverable, noise exposure, and all of them 

stack on to one another, causing additive impairment for accurate sound encoding in 

loud environments.  

In conclusion, it is likely that noise exposures previously considered to be of a safe, 

or recoverable, intensity and length, can cause permanent impairment of the auditory 

pathway to encode noisy environments, such as in a busy restaurant or in a crowd. 
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Further, putative neural correlates of tinnitus are induced by these levels of noise 

exposure. Finally, this damage and all of these impairments, are currently undetectable 

by standard clinical measures of hearing. 

6.7 Future Work 

6.7.1 Higher Resolution Imagery 

One of the results of this research is the inability of confocal imagery to provide 

sufficient resolution to determine effects of noise exposure on the synaptic ribbons that 

does not result in the loss of the synaptic ribbon. At best, using the highest resolution 

confocal imagery, a synaptic ribbon appears as four total pixels. At this resolution, the 

internal structure of the ribbon cannot be discerned at all, and it can only be stated to 

exist or not to exist. 

Constrained by this resolution, Kujawa and Liberman focused on synaptic ribbon 

counts, and decreed that ribbons that existed and were found in close proximity to post-

synaptic neurons, were considered intact. While noise exposure has a clear effect on the 

total number of synaptic ribbons and pre and post synaptic connections, and it is likely 

that the reduction of these pairs has a profound effect on auditory processing, this does 

not examine the effects on so-called intact ribbons. If the internal structure of a ribbon 

is damaged by noise exposure, it could be providing no information to the neuron, or 

worse, spurious information. 

To study this, one of two approaches could be used. If the functionality of the 

synaptic ribbon can be examined, and its effective encoding quantified, then changes in 

the quality of the neuronal encoding could be measured and contrasted between control 

and noise exposed ears. This examination would entail individual recordings of the 

synaptic ribbons, in vivo, in response to auditory stimuli. 
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Perhaps more readily, electron microscopy can be used to examine the internal 

structure of synaptic ribbons. If intact ribbon / post synaptic density pairs show 

quantifiable changes in noise exposed hair cells, then the integrity of the connection at 

the synaptic ribbons cannot be presumed just because both the ribbon and the neuronal 

post-synaptic density are co-located. 

To facilitate this last avenue of study, cochleae from the adaptive coding 

experiments were harvested and fixed using gluteraldahyde. These cochleae were then 

shared with Dr. Anwen Bullen, and have undergone electron microscopy, the results of 

which will be published in due course. 

6.7.2 Other Animal Models 

Mice have a distinctly different range of frequencies in their hearing to humans, 

where humans range roughly from 20 Hz to 20000 Hz, mice range from 1000 Hz to 

90000 Hz. As such, some frequency specific mechanisms (for example the inter-aural 

time difference, or ITD) that occur only in frequency ranges that mice do not hear 

cannot be studied. Sound localisation is thought to be an important component of 

cocktail party listening (Bronkhorst 2015)and the ITD is a critical component of human 

sound localisation (Middlebrooks & Green 1991). The lab has recently begun using 

gerbils as a new model for these experiments, as their low frequency hearing extends 

down to 100 Hz, and thus encompasses much more of the lower range humans can 

perceive, and is now investigating the effects of hidden hearing loss on the neural 

representation of speech-in-noise in the gerbil IC. 

Mice are the most thoroughly studied model for genetic research. A particular 

strain, c57/black6, has genetic early onset hearing loss and is frequently used to study 

these genetic impairments. While this is not a good model for the effects of noise 

exposure on normal hearing, it is a good model for studying how noise exposure affects 
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genetically compromised hearing. Further, by studying both models, the specific effects 

of noise exposure can be separated from other causes of hearing impairment, a 

potentially critical path for better understanding human hearing loss. To this end, a 

collaboration was implemented with Dr. Jonathan Gale’s lab, who frequently study c57 

mice. A number of c57 mice underwent the same experimental exposure as the 

CBA/CaJ mice used throughout this thesis. The Gale lab was attempting to determine 

whether HHL noise exposure induced stress granules and other morphological changes 

in IHCs. While it currently appears that HHL does induce stress granules in IHCs, this 

research is still ongoing and is not yet published. 

I wrote a grant proposal, in conjunction with Roland Schaette, to study two 

specific effects of HHL inducing noise exposure: aging and genetic hearing loss. 

Originally, this study was to age mice, to specific ages of up to three years after noise 

exposure, and to include both CBA/CaJ mice and c57 mice.  

Action on Hearing Loss funded most of this proposal, and the research is 

currently being undertaken in Dr. Schaette’s lab. AoHL asked for the research to focus 

on the interplay between noise and aging, and to exclude the genetic investigations. 

Therefore, the research goals are to determine how the auditory pathway adjusts after 

noise exposure, and after extended recovery periods, and whether the effects of 

presbycusis can be isolated from those of noise induced HHL. It short, this research will 

attempt to determine how both presbycusis and noise exposure, singly and in 

conjunction, affect the hearing of impaired subjects.  

6.7.3 Complex Stimuli to Investigate Meta-Adaptation 

The unexpected discovery of meta-adaptation created new questions. Although 

the effect appears to be memory driven, the strength of previous stimuli, and more 

critically, for how long this previous stimulus affects the current adaptation properties 
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of the neuronal unit is unknown. Employing a switching stimulus which does not 

simply alternate between two high probability regions should allow these questions to 

be investigated. Particularly, employing a de Bruijn sequence of HPR stimuli should 

allow for more powerful statistical methods to isolate the amount of effect past stimuli 

employ, depending on their distance in time from the current stimulus (Chan et al. 

1982). 

6.7.4 Examination of Frequency Effects 

In chapter 3, we examined the effects of noise exposure on the spontaneous firing 

rate of IC neurons. This examination including determining the characteristic frequency 

of every neuronal unit recorded. One of the clear results of this was an apparent shift in 

the average CF and the distribution of CFs after noise exposure. Both the permanent 

threshold shift inducing 105dB exposure, and the temporary threshold shift inducing 

100dB exposure had similar shifts in their CF distributions. These shifts were not 

significantly different to one another using the Wilcoxon Rank Sum comparison. 

However, the shifts in CF distribution for these two exposures was not identical, and 

was approaching significance.  

It is possible these differences were due to electrode placement, which could skew 

the frequency distribution of the recordings if was very different between the two 

experimental groups. However, it is also possible that these subtle differences were due 

to the differences in the noise exposure. More rigorous statistical methods could 

determine whether the effects on CF of both these exposures are in fact the same or 

whether they are subtly, but significantly, different. It is also possible that an 

electrophysiological study that focused more specifically on the CF distributions in the 

IC would illustrate the effects of noise exposure on CF more clearly. 
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Appendix A:  Methodology 

A-1 Pharmacology 

A number of different drugs were used throughout the different experiments, and 

the details of each drug, how it was prepared, and when it was used are detailed below. 

A table of the complete dosage information is included. 

A-1.1 Anaesthesia 

All experiments detailed in this thesis were performed on mice under anaesthesia. 

In the experiments from chapters 2 and 3, the anaesthetic was administered 

intraperitoneally, and in chapters 4 and 5, it was administered subcutaneously. 

Intraperitoneal injections frequently (approximately 25% of the time, according to the 

UCL Biological Services Unit personnel) result in premature animal death, due 

primarily to accidental misplacement of the injection damaging the internal organs of 

the animal. Injecting subcutaneously was piloted at the beginning of chapter 4, and 

since it was producing excellent results, with fewer animal deaths (approximately 30% of 

the mice were lost during chapters 2 and 3, none were lost due injection trauma in 

chapters 4 and 5, although 3 mice were lost due to a bacterial infection in the BSU) the 

new anaesthesia protocol was maintained. 

Mice underwent two types of anaesthesia: recovery and non-recovery. During the 

pre and 1-day post exposure ABR recordings, as well as the exposure, mice were 

anaesthetised, underwent the procedure, and then were woken up after the experiment 

was concluded. When recovering from the experiment, mice were constantly observed, 

in a safe, warm environment, with ample soft food and water. After the animal began 

eating and drinking, and moving about the environment normally, they were returned 
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to the BSU. During non-recovery experiments, the animal was humanely terminated at 

the conclusion of the experiment using home office schedule 1 methods. 

Mice were anaesthetised using a cocktail of Medetomidine and Ketamine. The 

cocktail was prepared in advance in 5ml batches for multiple experiments. It was kept 

for a maximum of one month, and any excess after that time period was discarded. The 

cocktail was stored in a 5ml syringe, wrapped in foil to shield the mixture from light 

exposure. The cocktail consisted of 0.5 ml of Ketamine 100mg/ml, 0.415 of 

Medetomidine Hydrochloride 1mg/ml, and 4.035 ml of saline. 

 The original initial dose was 0.01ml per gram of mouse body mass. Maintenance 

doses were 0.004ml per gram of mouse body mass. However, due to concerns of 

Medetomidine overdose contributing to the aforementioned 30% animal loss, in 

recovery experiments during the chapter 2/3 experimental run, the dosage was lowered 

to 80% of this amount e.g. 0.16ml for the initial dose for a 20g mouse. This still resulted 

in full anaesthesia, but had no noticeable effect on the experimental results, and 

subjected the animals to less intense doses of the anaesthetic. As such, it was maintained 

for the remainder of the experiments. 

Recovery from anaesthesia was performed using Antisedan, which is 5mg of 

Atipamezole Hydrochloride and 1 mg of Methyloarahydroxybenzoate per millilitre of 

solution. The dosage was 0.02ml per gram of mouse body mass. 

During IC recording experiments, further medications were administered to 

stabilize the animal and prepare it for the longer length of the experiment: 

Dexafort Dexamethasone Phenylpropionate 2.67mg/ml, Dexamethasone Sodium 

Phosphate 1.38mg/ml, Benzyl Alcohol 10.4mg/ml. Dosage was 0.035ml per gram of 

mouse mass. Dexafort reduces brain swelling, allowing for less variability in brain size 

and less blood loss after the craniotomy. 
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Atropine. 1ml 600ug/ml diluted in 9ml of sterile saline. Dosage was 0.001 ml per 

gram of mouse mass. Due to minute quantities of this dosing, as well as the extremely 

low likelihood of overdosing on Atropine, this was amount typically rounded up to the 

nearest 0.01ml. Atropine has a number of physiological effects, but is used here 

primarily to reduce bronchial secretions, thus making breathing easier for an animal on 

a bite bar to breath normally. 

Ringer’s Solution: Sodium Chloride 0.86% w/v, Potassium Chloride 0.03%w/v, 

Calcium Chloride Dihyrdate 0.03% w/v. Dosage was 0.005ml per gram of mouse mass. 

Ringers helps keep the animal well hydrated with well-balanced electrolytes. Ringer’s 

doses were administered frequently, during status checks and at the end of a recovery 

experiment, to maintain animal health and stability. 

IC recordings were always performed after an anaesthesia ABR recording. Rather 

than recover the animal, it was anaesthetized further. In these experiments, Ketamine 

was administered independently of Meditomidine, and Meditomidine was administered 

using boluses during the status check protocol detailed below. The Meditomidine bolus 

mixture was 0.415 of Meditomidine Hydrochloride 1mg/ml, diluted by 2.015 ml of 

saline (which was the same concentration of Meditomidine in the K/M cocktail) and the 

dosage was 1/3 the initial dosage, or 0.01ml per 3g mouse bodyweight. The solution of 

Ketamine was 0.5ml of 100 g/ml diluted in 4.5ml of sterile saline. Further, this ketamine 

was administered intraperitoneally, using an inserted IP line. The Ketamine was also 

administered continuously using a pump, rather than using larger boluses at regular 

intervals. Each 1ml syringe consists of 57mm of driving length. In order to match the 

maintenance doses listed in the table below, the driving rate ranged from 5.7mm/hr for 

a 25g mouse through 6.84mm/hr for a 32g mouse. 
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A-1.2 Status Check 

As detailed in Chapter 2, all mice underwent a status check at the beginning of 

anaesthesia, and at a minimum of once per hour afterwards. This check involved 

performing a withdrawal reflex check to determine the level of anaesthesia, moistening 

the mouse eyes using ointment, an examination of the mouse’s fur to ensure it was not 

ruffled (a sign of distress), a temperature check, and a breathing rate check. If a mouse 

failed the withdrawal check, a maintenance bolus of anaesthetic was administered: KM 

cocktail during recovering experiments, and pure Meditomidine during IC recordings. 

The maintenance dosages are listed in the table below, but are 1/3 the amount of an 

initial dose. Frequently, a bolus of Ringer’s was also administered, sub-cutaneously, 

especially during IC recordings. 

Mice had their eyes moistened using Fucithalmic Vet eye drops. These drops 

consisted of 10mg/g Fusidic Acid, 0.11mg/g Benzalkonium Chloride, and 0.5mg/g 

Disodium Edetate. Dosage was one drop of solution for each eye at each dosing. 

A-1.3 Table of Dosages of Used Pharmaceuticals for Mice by Mass 

Weight 
(g) 

K/M Initial 
(ml) 

K/M 
Maint. 
(ml) 

Ket 
Maint. 
(ml) 

Med. 
Maint. 
(ml) 

D
Dex. 
(ml) 

Atropine 
(ml) 

Ringer
s (ml) 

Antiseda
n (ml) 

20 0.20 0.08 0.13 0.06 
.

0.07 0.02 0.10 0.04 

21 0.21 0.08 0.14 0.06 
0

0.07 0.02 0.11 0.04 

22 0.22 0.08 0.14 0.07 
0

0.07 0.02 0.11 0.04 

23 0.23 0.09 0.15 0.07 
0

0.08 0.02 0.12 0.05 

24 0.24 0.09 0.16 0.07 
0

0.08 0.02 0.12 0.05 

25 0.25 0.09 0.16 0.08 
0

0.08 0.02 0.13 0.05 

26 0.26 0.10 0.17 0.08 
0

0.09 0.02 0.13 0.05 

27 0.27 0.10 0.18 0.08 
0

0.09 0.02 0.14 0.05 

28 0.28 0.11 0.18 0.08 
0

0.09 0.02 0.14 0.06 
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A-2 Open EX 

The electrophysiological recordings from Chapters 2 and 3 were performed using 

Brainware software developed by Jan Schnupp. This software, while very useful, 

particularly for determining FRAs, is not able to generate auditory stimuli of the length 

necessary to perform adaptive coding experiments. Further, adaptive coding stimuli 

29 0.29 0.11 0.19 0.09 
0

0.10 0.02 0.15 0.06 

30 0.30 0.11 0.20 0.09 
0

0.10 0.02 0.15 0.06 

31 0.31 0.12 0.20 0.09 
0

0.10 0.03 0.16 0.06 

32 0.32 0.12 0.21 0.10 
0

0.11 0.03 0.16 0.06 

33 0.33 0.12 0.21 0.10 
0

0.11 0.03 0.17 0.07 

34 0.34 0.13 0.22 0.10 
0

0.11 0.03 0.17 0.07 

35 0.35 0.13 0.23 0.11 
0

0.12 0.03 0.18 0.07 

36 0.36 0.14 0.23 0.11 
0

0.12 0.03 0.18 0.07 

37 0.37 0.14 0.24 0.11 
0

0.12 0.03 0.19 0.07 

38 0.38 0.14 0.25 0.11 
0

0.13 0.03 0.19 0.08 

39 0.39 0.15 0.25 0.12 
0

0.13 0.03 0.20 0.08 

40 0.40 0.15 0.26 0.12 
0

0.13 0.03 0.20 0.08 

41 0.41 0.15 0.27 0.12 
0

0.14 0.03 0.21 0.08 

42 0.42 0.16 0.27 0.13 
0

0.14 0.03 0.21 0.08 

43 0.43 0.16 0.28 0.13 
0

0.14 0.04 0.22 0.09 

44 0.44 0.17 0.29 0.13 
0

0.15 0.04 0.22 0.09 

45 0.45 0.17 0.29 0.14 
0

0.15 0.04 0.23 0.09 

46 0.46 0.17 0.30 0.14 
0

0.15 0.04 0.23 0.09 

47 0.47 0.18 0.31 0.14 
0

0.16 0.04 0.24 0.09 

48 0.48 0.18 0.31 0.14 
0

0.16 0.04 0.24 0.10 

49 0.49 0.18 0.32 0.15 
0

0.16 0.04 0.25 0.10 

50 0.50 0.19 0.33 0.15 
0

0.17 0.04 0.25 0.10 
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require very precise timing and an exact knowledge of what is being played when. 

Brainware's sweeping stimulus design would introduce timing inaccuracies every time 

the stimulus changed, which occurred every 50ms. It is, therefore, inappropriate for 

adaptive coding stimuli. 

Open EX, however, records continuously, which avoids the pitfalls of a stimulus 

based sweep recording, and the stimulus changes are recorded in line in the Open EX 

data files. This allows for precise alignment of the stimulus with the data recording. An 

Open Ex circuit was designed to generate an auditory stimulus based on a sequence of 

intensities, provided from Matlab, in order to generate an adaptive coding stimulus 

similar to that used by Dean et al. The TDT RX-6 does not have a dynamic range 

capable of producing the entire range (24dB SPL through 92dB SPL) on its own, but it 

can selectively send the signal to different PA-5 attenuators. By having a different 

attenuation factor on two different PA-5 attenuators, the dynamic range of the RX-6 

was effectively doubled, and thus the entire dynamic range of the adaptive coding 

stimulus could be presented. 

A properly configured Open EX is therefore capable of generating the sequences 

needed for Adaptive Coding stimulus generation and recording, and the schematic of 

this circuit is included below. 
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A-2.1 Open EX Circuit Diagrams 
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Appendix B:  Statistics 

This appendix contains the complete output of every statistical comparison 

performed during this thesis. Due to the bulk of the content, it is included on the 

attached CD. 
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Appendix C:  Ephemera 

I originally intended to include all my negative results in this section, but feel the 

mass of this thesis is already excessive. So I will instead include my favourite image from 

the Hallowell Davis paper (H. Davis et al. 1950) which involves the deliberate induction 

of temporary threshold shifts in humans, using a giant sized speaker. 

I’m also including a reference to Sir Francis Galton, who published a better way to 

cut a round Christmas cake in Nature (Galton 1906), which is likely the most valuable 

thing anyone reading this thesis will learn, and to Adam Conover, as a reminder to 

actually close read the literature, because just being published doesn’t mean it’s correct, 

peer reviewed, or of any actual value, even if the author is a Nobel laureate like Linus 

Pauling (Conover et al. 2015). Finally, Glenmorangie is the best scotch. 
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Appendix D:  Author Contributions 

D-1 Chapters 2 and 3  

Warren Bakay was involved in the design of the experiment, along with Lara Li 

Hesse and Roland Schaette. He performed all the data acquisition for the 100dB 

exposure group. He also performed all of the ABRs for the 105dB exposure group, and 

was trained to do the IC recordings during the 105dB exposure group. He was also 

trained to perform ABRs on the control group. Lara Li Hesse performed the remaining 

IC recordings during the 105dB exposure group, all of the IC recordings on the control 

group, and the remaining ABRs on the control group. Analysis on this data was 

performed by Warren Bakay, Lara Li Hesse, and Roland Schaette. Cochleae provided to 

the Jonathan Ashmore lab during these experiments were harvested by Warren Bakay, 

while being trained by Anwen Bullen and Prof Andy Forge. Confocal Microscopy was 

performed by Hui Ching Ong, under the supervision of Prof Jonathan Ashmore, and 

the data analysis on the confocal data was performed by Warren Bakay, Roland 

Schaette, Jonathan Ashmore, and Hui Ching Ong. 

D-2 Chapters 4 and 5  

Warren Bakay designed and performed all experiments under the supervision of 

Roland Schaette and David McAlpine. Two days of recordings (ABRs and IC) were 

performed by Lucy Anderson while Warren was on bereavement leave (and my 

everlasting thanks to her for this). All analysis was performed by Warren Bakay under 

the supervision of Roland Schaette and David McAlpine.  
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Appendix E:  Publications Arising From 

This Thesis 

E-1 Chapters 2 and 3 

Chapters 2 and 3 are partially adapted from the following paper. Note that Warren 

Bakay is co-first author.  

Hesse, L.L. et al., 2016. Non-Monotonic Relation Between Noise Exposure Severity and 
Neuronal Hyperactivity in the Auditory Midbrain A. Norena & J. J. Eggermont, eds. 
Frontiers in Neurology, 7, p.13. 

E-2 Chapters 4 and 5 

Adaptive Coding and Meta-Adaptation data and analysis from Chapters 4 and 5 

are currently being prepared for submission as Bakay, McAlpine and Schaette. 

ABR data and analysis and electron microscopy on cochleae harvested during 

Chapters 4 and 5 are currently being prepared for submission as Bakay, Forge, and 

Bullen. 

 

 

 


