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Abstract

Urban road traffic patterns are a product of the behaviours, choices, and
movements of many individual drivers. Realistically capturing and model-
ling the behaviour of these individuals is, as such, central to the accurate
simulation of traffic dynamics. However, many conventional simulation
approaches tend to represent driver behaviour in only a simplistic fash-
ion. Individuals are assumed to consistently select the least travel time
path with consideration of a multitude of possibilities. Research into trav-
eller behaviour would suggest that the human route selection process, in
choosing a route from an origin to a destination, is not so straightforward.

In this thesis, advances are made to improve the representation of indi-
vidual behaviour within traffic simulation, and in doing so improve the
predictive power of traffic simulation more widely. Central to this work is
the development of a range of new models that incorporate human spatial
cognition and bounded rationality into a driver behavioural framework.
In the first instance, a large dataset of observed route selections is pro-
cessed and analysed, extracting a range of novel observations with respect
to route choice behaviour. Following this stage, new approaches towards
the modelling of route choice are developed, building both on these data
analyses and integrating wider observations drawn from the literature.
The influence of heterogeneity in individual perception of space is also
considered, with a model describing variations in spatial knowledge intro-
duced.

These elements are integrated within a framework reflecting realistic het-
erogeneity in motorist behaviour, and then implemented within a large-
scale agent-based model of road transportation around central London,
United Kingdom. Traffic speed and flow datasets are extracted from the
agent-based model and compared against observed traffic data. It is shown
how this new representation of driver behaviour enables a marked im-
provement in the prediction of real-world traffic dynamics than offered by
conventional approaches.
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Chapter 1

Introduction

Urban areas are home to the actions and interactions of thousands, often millions
of individuals. The large scale patterns of activity that are observed in the city
are the product of many autonomous individuals making choices and taking actions.
The results of these behaviours are predominantly positive - cities are drivers of
economic growth and cultural activity, and tend to be more energy efficient than
other configurations of society. But the dense proximity of many individuals can
lead to friction, as people compete for the limited premium space available. This
phenomenon is no more apparent than on the transportation network.

Transportation networks are vital to the smooth running of a city. Yet unlike other
aspects of urban areas, they are not able to respond quickly to growing demand. The
high construction cost and space required for the introduction of new transportation
infrastructure are often prohibitive, and many cities have to work with structures
that were designed and built over a century ago. An issue that is perhaps no more
keenly felt than on congested urban road networks, where often the opportunities to
build above or under the ground are almost non-existent.

The management of urban transportation networks in the future will therefore re-
quire understanding how best to utilise existing resources. This means understanding
in detail how these networks are used, and how usage influences network conditions.
The travel choices and actions made by the individual have a direct impact upon the
efficiency and function of the whole network. Driver behaviours - their choice of travel
time, their origin and destination, and even their driving style - underpin how traffic
dynamics form and change on the road network. Put simply, traffic congestion is the
product of many individuals choosing to use the same section of road at the same
time. Understanding the behaviours that lead to these patterns enables the better
management of the entire transportation network.

20
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Understanding and improving the efficiency of transportation networks has been
an active research topic for over half a century. A wide array of models have been
developed, aiming to describe the relationship between traffic dynamics and network
infrastructure. One important guiding principle of much of this work was laid down
by John Wardrop in 1952, who first formalised how traffic might be expected to
distribute across an urban road network. Wardrop stated that urban traffic dynamics
move toward a state of equilibrium, whereby all drivers have optimised their route
to the extent at which no individual may unilaterally improve their journey time
(Wardrop 1952). According to this Principle of User Equilibrium, by calculating the
distribution of traffic based on these assumptions it is possible to predict the location
of congestion ahead of time, allowing the introduction of measures to alleviate the
problem.

The fundamental limitation of Wardrop’s First Principle - which remains central
to many conventional traffic models - is that it is founded on idealistic assumptions
of human behaviour. It is simplistic to assume that all individuals will want to and
be able to find the least travel time route between their origin and destination. It is
only natural that individuals are diverse in their perceptions, choices and abilities to
carry out different tasks, and it is clear that this translates into how they behave on
the urban road network.

The aim of this thesis is to improve the way in which driver movement decisions
on urban road transport networks are modelled, and in doing so improve predictions
of urban traffic dynamics. This work builds on conceptual underpinnings arising
from the complex systems research domain in recent years. Urban traffic patterns are
predicted by modelling the behaviours of a diverse population of individuals. Global
patterns of traffic are a product of the actions and interactions of individuals (Batty
2007).

In improving how driver behaviour is modelled, this thesis builds on and extends
a sizeable background of research into the complex human cognitive and decision-
making processes that shape movement decisions in urban areas. Of particular in-
terest is conventional research into human spatial cognition and bounded rationality,
elements of behaviour that has been under-utilised in the construction of models of
urban phenomena (Portugali 2011). Behavioural trends extracted from a large data-
set of observed driver route selections will inform the development of a comprehensive
model of driver movement behaviour on the urban road network.

The resulting models will then be integrated within a large-scale simulation en-
vironment, constructed using agent-based modelling. The agent-based modelling
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paradigm enables the simulation of macroscopic phenomena through the behaviours of
a heterogeneous population of autonomous individuals. By modelling the actions and
interactions of a population of motorists, represented according to the behavioural
model developed above, urban traffic dynamics are generated. The final simulation
that will be presented was developed for London, United Kingdom, with resulting
traffic dynamics compared against those generated using conventional approaches,
and evaluated against real-world traffic data.

1.1 Aim and Objectives

The overall aim of this research is to develop an agent-based model of urban road
traffic dynamics, built from a descriptive representation of the behaviour of individual
drivers. In order to achieve this aim, a number of objectives must be met, defined as
follows:

1. Review conventional approaches and methodologies towards the representation
of driver behaviours on urban road networks, drawing from both transportation
and other disciplines. Critically assess the fundamental behavioural assump-
tions inherent in these approaches.

2. Explore the viability of all existing representations of movement behaviours
identified in objective 1, through the quantitative examination of observed route
choice behaviour.

3. Design and develop a model of individual route selection that aligns with find-
ings generated during objective 2 and other conventional research of the cog-
nitive process of navigation in urban areas, including incorporating the role of
subjective knowledge of space.

4. Design and build an agent-based model that incorporates those models of nav-
igation and heterogeneous spatial memory developed during objectives 2 and
3, ensure that the model is scalable to ensure full representation of wide scale
traffic dynamics.

5. Evaluate the agent-based model within a real-world context, comparing pre-
dictions against observed traffic dynamics and those generated by mainstream
traffic modelling approaches.
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1.2 Thesis Organisation

The objectives of the thesis are fulfilled across nine chapters. In this section, a brief
summary of each chapter is provided, indicating the division of the thesis objectives
across the report.

Following this chapter, Chapter 2 constructs the foundation of literature upon
which the remainder of the thesis is based, and tackles objective 1. The chapter is
divided into three sections. In the first section, the current state-of-the-art research in
traffic simulation is described, exploring the range of approaches within the literature
towards the representation of urban traffic dynamics. The second section examines
the models of driver route choice that underpin traffic simulation, and addresses
the role these models play in influencing the prediction of traffic dynamics. The
final area of review moves away from conventional transportation modelling, instead
examining current research into spatial behaviour developed in other domains. This
section explores two core elements of spatial cognition - the existence and nature
of the cognitive map, and its utilisation during the process of navigation in urban
areas. This section concludes in reviewing modern approaches to the modelling of
decision-making, focussing particularly on the treatment of bounded comprehension
of alternatives.

On the basis of the findings identified during Chapter 2, Chapter 3 establishes a
hypothesis and introduces a methodological framework for the integration of the core
facets of behaviour that influence driver movement on the urban road network. The
framework introduced during this chapter describes - in broad terms - the integration
of the different aspects of methodology that will oversee the completion of objectives
2 and 3.

Chapter 4 describes the first core piece of work towards the thesis, namely a data-
driven investigation into the behaviour of motorists within the urban realm. The most
substantial area of work presented in this chapter is the detailed analysis of route
selections observed across almost 700000 private hire cab routes through London,
United Kingdom. The dataset is explored in four ways, initially detailing the trends
and biases inherent within the data, prior to the description of three approaches
towards the understanding of route selection. Throughout this process, particular
interest is paid towards the degree to which patterns within the data correspond to
those existing representations of movement behaviour, outlined during Chapter 2.
The completion of these analyses represents a fulfilment of objective 2. The chapter
closes in presenting a survey-based data collection and analysis process, exploring the



1.2. THESIS ORGANISATION 24

external influences that may affect the route choice behaviours of drivers within the
urban realm.

Chapter 5 moves on to commence the modelling of driver behaviour, focussing on
route choice behaviours. Incorporating the trends identified during Chapter 4 into
the driver behavioural model outlined in Chapter 3, this section begins by develop-
ing a conceptual model of route choice. One core element of this model, defined in
the second section of the chapter, describes the generalised representation of space
to be utilised in the route choice modelling. This representation, upon which sub-
sequent models are founded, is intended to better represent human cognition and
decision-making in urban areas. From this representation three potential models of
route choice are presented. Broadly, each model follows an alternative perspective
towards decision-making - the first, detailing a probabilistic approach, the second, an
econometric model, and the third, a heuristic approach founded in bounded rational-
ity theory. Each subsequent model represents an iterative development on from the
previous approach, although all three are evaluated independently according to the
same methodology. This chapter concludes in discussing the relative benefit of each
approach, including their potential utility in the completion of objective 3.

Chapter 6 addresses how an individual’s subjective knowledge of space may influ-
ence their decision-making process. Building again on the topological representation
of space presented in Chapter 5, this chapter presents a model for the generation of
subjective spatial knowledge, based on the home location of an individual motorist.
Utilising a spatial interaction model to generate activities, simulated individuals, loc-
ated in a given area, learn their local urban environment through repeated exposure.
In conducting these activities, a subjective topological representation of the network
is constructed, with the model varying spatially in the detail to which it is encoded.
The progression of spatial knowledge growth is recorded throughout the learning pro-
cess with increasing knowledge analogous to real-world experience. The limitations
of this approach are laid out, alongside an explanation of why bounded knowledge is
integral to the cognitive representation of movement behaviour. The completion of
this model, in combination with the models presented in Chapter 5, represents work
towards objective 4.

In Chapter 7 the model of driver behaviour, developed during Chapters 4, 5 and 6,
is integrated within an agent-based model, to enable the simulation of traffic dynam-
ics. The construction of the agent-based model is carried out according to a design
framework described within this chapter. A vast array of design considerations are
described within this chapter, including the complete specification of agent behaviour
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and interaction. In constructing the framework particular attention is paid towards
enabling a highly scalable model, capable of efficiently simulating traffic dynamics
across a wide spatial and temporal area. The construction of models and datasets to
facilitate this expansion are outlined. The work expressed in this chapter represents
the completion of objective 4.

Chapter 8 moves on to describe the full evaluation of the agent-based model of
traffic dynamics in London, in fulfilment of objective 5. The evaluation process utilises
mean traffic flow data obtained from Transport for London, which enables the like-
for-like comparison of predicted and observed traffic flow across the road network.
In order to assess the utility of the model framework in contrast to conventional
approaches, the Dynamic Traffic Assignment (DTA) approach towards traffic flow
modelling is also implemented. The two approaches are evaluated together to observe
whether the approaches developed during this thesis represent a progression on from
existing models.

Chapter 9 concludes by summarising the findings and major contributions outlined
during the course of this thesis, critically assessing the progressions made. The relative
successes and limitations of the approaches implemented are described in detail. The
chapter closes by outlining a number of potential routes forward with respect to the
progression of this research.
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Research into the prediction of urban road traffic dynamics has been an active
area of study for over half a century. Understanding the formation and propagation
of traffic patterns is not only of interest to those researching urban phenomena, it
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improve the productivity and functionality of their city. In undertaking research in
this area, understanding the vast swathe of preceding work is of utmost importance.
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In this chapter, a comprehensive review of conventional approaches towards the
modelling of urban road traffic systems will be presented. In the first section, urban
traffic simulation methods originating within the transportation studies domain are
detailed. The review will outline approaches that aim to simulate how traffic dynamics
form and spread through the movements and interactions of vehicles.

In the second area of review, moving away from the focus on physical interactions,
attention is diverted towards the representation of the strategic behaviours of drivers
that shape the distribution of vehicles on urban road networks. This section will ex-
amine how route choice behaviour is represented within conventional traffic simulation
models, and how these approaches play a fundamental role in defining the predictive
power of traffic simulation models. Particular focus will be placed upon examining
the modelling assumptions underpinning the representation of driver behaviour.

In the third and final area of review, research into urban navigation and decision-
making behaviours is explored more widely. The review will detail theories and models
of behaviour developed outside of traditional transportation literature, in fields such
as behavioural geography, cognitive science, behavioural economics, and neuroscience.
As will be demonstrated, the understanding of human behaviour developed within
these domains - particularly in relation to the representation of subjective spatial
knowledge, route preference and decision-making - diverge quite widely from the
behavioural assumptions underpinning conventional traffic models.

The chapter will conclude in assessing the implications that this research may
hold for the future direction of the simulation of urban road traffic dynamics.

2.1 Urban Road Traffic Simulation

Urban road traffic simulation models aim to replicate the flow of traffic across the
road network. They are the final stage of the four-step transport modelling process,
describing the localised effects of wider transportation processes relating to the gen-
eration and distribution of journeys, and the selection of travel modes to complete
journeys1. These processes, modelled using different techniques and additional com-

1An alternative representation of the four-step transport modelling process is activity-based trans-
portation modelling. This process simulates trip generation, mode selection and traffic distribution
from the perspective of the individual traveller (Axhausen (2000)). This contrasts from the four-step
approach that considers trips as separate entities. Activity-based modelling is not covered here as,
where assessed during the initial literature review, it offers no fundamentally new approaches with
respect to the simulation of on-road traffic dynamics. It does, however, appear to offer a potentially
more realistic platform for a more holistic representation of traffic generation than the four-step
approach (Garling & Axhausen (2003)).
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putational processes (Jeannotte et al. 2004 provide an extensive summary of such
tools), feed into the simulation of traffic dynamics, describing the wider systems in-
fluencing traffic flows.

Urban traffic simulation generally, therefore, aim to address the role that inter-
vehicular dynamics play in shaping the performance of the transport network, and
the role that road network infrastructure plays in influencing these dynamics. More
specifically, one assessment (European Commission Directorate-General for Transport
1996) identifies the following key functions for traffic simulation tools:

• Simulation of interactions between vehicles and control mechanisms or inform-
ation systems.

• Short-term forecasting.

• Enabling of more complex traffic assignment models.

• Providing inputs to car driving simulations.

The issue of scale, relating to the level of detail at which vehicles are represented, is
viewed as of greatest importance with respect to the design of a traffic simulation tool.
In this respect, conventional simulation approaches have generally taken one of three
directions. Macroscopic traffic models simulate flows of vehicles in their entirety, en-
capsulating the movements and behaviours of multiple individuals within a collective
entity. Conversely, microscopic models represent individual drivers as distinct entit-
ies, representing higher levels of detail in individual behaviour. Mesoscopic models
sit somewhere between the two, not so exactly defined, borrowing certain elements
from both approaches.

Recent years have seen a new movement towards the simulation of traffic dynam-
ics using agent-based modelling (ABM). This approach focusses on the generation
of macroscopic patterns of behaviour through the actions and interactions of indi-
vidual entities, and is, as such, not limited by the same methodological boundaries
as conventional simulation approaches.

This section of the review will outline the core themes and methodologies involved
in each of these approaches, identifying how far these models take us in describing
real-world urban traffic dynamics.

2.1.1 Macroscopic Simulation

Macroscopic simulation models the movement of vehicles around a road network on a
collective basis, representing them as part of an aggregated traffic flow. Individual in-
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Figure 2.1: Graph demonstrating the idealised ‘fundamental diagram’ relationship
between flow, speed and density on an open track (Gordon & Tighe 2005)

teractions are captured in collective form, excluding the explicit influence of individual
heterogeneity. Macroscopic simulation models make good use of representations of
complex aggregate phenomena described in other scientific disciplines, particularly
physical processes.

Central to these approaches is the fundamental diagram, a foundational principle
in transport modelling. The fundamental diagram represents the relationship between
vehicular density, flow and speed. It describes how the rate of vehicle flow along a
road is dependent upon the density of vehicles currently on the road. The idealised
relationships between density, flow and speed are shown in Figure 2.1, showing how
each roadway holds a maximum level of traffic flow (Vm), that is only achieved by an
optimal vehicle density (Do) and traffic speed (So). Although flow is often shown to
reach near zero as density increases towards Dj, known as jam density, it should be
noted that this phenomena is generally not found in real-world experiments.

The fundamental diagram, in this form, is generally attributed to Greenshield’s
early work in the area (Greenshields et al. 1935), although a range of similar ap-
proaches have since been suggested (most notably Greenberg 1959, Underwood 1961).
More recent developments have suggested that the fundamental diagram may be
expanded to describe traffic dynamics beyond the road-level, potentially describing
patterns across whole regions of the road network (Geroliminis & Daganzo 2007).

Other macroscopic approaches have been developed that utilise models extracted
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from physics to replicate roadway dynamics. Early work in this respect was laid down
by Lighthill and Whitham (Lighthill & Whitham 1955) and Richards (Richards 1956),
who (independently, but concurrently) implemented fluid-dynamic equations in order
to replicate the kinematic-like waves that are observed during stop-start movements
on crowded open roads.

The principles laid down by the LWR (Lighthill-Whitham-Richards) method still
underpin many implementations of macroscopic simulation (Payne 1979, Michalo-
poulos et al. 1984), although with some notable extensions (see Helbing 1995, 2001
and Chowdhury et al. 2000 for an overview). Arguably the most important recent de-
velopment (Feldman & Maher 2002) is Daganzo’s Cell Transmission Model (Daganzo
1994). According to this method, space is divided into cells (usually 25-30 metres in
length), with traffic flow being passed between ‘sender’ and ‘receiver’ cells until no
further flow can be added, indicative of traffic jam density.

2.1.1.1 Advantages and Limitations

Given its ability to describe the behaviour of aggregate traffic flows with remarkable
efficiency, macroscopic simulation tools are most widely used to assess network-wide
changes in traffic flow, particularly in response to altered network conditions. For
example, by using known values of network inflows and outflows an analyst is able to
quickly derive, from macroscopic simulations, what the effect of closing a motorway
lane might be upon the flow, speed and density of traffic. This makes macroscopic
simulation a useful tool in the analysis of network-wide performance issues. Further-
more, the deterministic nature of many of these models enables simple comparison of
scenarios with and without external measures or inventions.

The macroscopic approach to traffic simulation does bring with it a number of
important limitations, however. In aggregating the simulation of multiple individuals,
behaviours are homogenised and the physical interactions between drivers on the
roadway simplified. While some of the more sophisticated approaches advance on the
domain (Helbing 2001), they continue to simplify behaviours and interactions that
are in fact highly complex. As will be demonstrated in the review of microscopic
simulation techniques, some of the most important determinants of traffic flow relate
to the driving decisions made by individuals in space and time. As such, while
macroscopic models may be effective in describing long run traffic flows, they are
unable to describe the influence of the immediate responses made by individuals in
response to route closures or incidents (Benjaafar et al. 1997, Balakrishna & Morgan
2009).
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2.1.2 Microscopic Simulation

Microscopic traffic simulation models represent traffic flow from the individual per-
spective, building flows from the cumulative actions of multiple individual drivers.
Through the representation of vehicles as individual entities, a considerably greater
level of detail describing inter-vehicular interactions may be incorporated into the
modelling of traffic flow than found in aggregated approaches. Therefore, in enabling
a more fine-scale representation of traffic dynamics, these models allow for an im-
proved examination of the role of infrastructure and incidents on the behaviour of
traffic.

One of the key areas of focus in the development of microscopic models of traffic
flow has been addressing how vehicles follow one another. Whereas early approaches
implemented only simplistic consideration for driver reaction times (Gazis et al. 1961,
Newell 1961), later models took the role of individual preference and desire into ac-
count, acknowledging the importance of variations in behaviour among a population
of motorists (Hidas 2002, Treiber et al. 2006). The most widely validated and imple-
mented model, in terms of commercial applications, is Gipps’ model (Gipps 1981),
which incorporates seven variables for each vehicle, including current speed, loca-
tion, desired speed and reaction time of the driver. For a comprehensive account of
conventional car following models see the Panwai & Dia 2005 review.

The second substantial area of research in simulating microscopic traffic behaviour
addresses lane changing behaviour. These models attempt to simulate the conditions
under which an individual may wish to change lanes, whether it be to overtake or
align for an eventual turn. The first of these models, again developed by Gipps (Gipps
1986), considered the necessity, desirability and safety of lane changes. Safety is usu-
ally described as ‘gap acceptance’, a judgement on the part of the individual as to
whether they have enough space to move into another lane. The principles behind
Gipps’ model continue to represent the most widely used in microscopic simulation,
although later models have sought to better incorporate inter-vehicular friction caused
by lane changes, including non-cooperative interactions and forced traffic merges (Hi-
das 2002). Other methods have sought to improve the behavioural framework on
which these models are based, including incorporating utility-based models (Ahmed
et al. 1996) and artificial neural networks (Hunt & Lyons 1994).

The discretisation in the representation of vehicles has meant that microscopic
approaches have been employed in different scenarios to those of macroscopic models.
Microscopic approaches are generally better suited to exploring localised changes
to roadway conditions, describing interactions between vehicles and infrastructure in
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detail, but being too computationally complex for larger scale application. This focus
has played a role in shaping their development, being primarily directed towards the
replication of inter-vehicular dynamics - specifically with respect to car following and
lane changing actions. Despite noted difficulties in calibrating these models (Fox
2008), they are popular in the transportation industry with a number of widely-used
applications available on the market (PTV 2013, Paramics 2013, TSS 2013).

2.1.2.1 Advantages and Limitations

Microscopic simulation models clearly offer a number of important benefits, unful-
filled through macroscopic simulation. Primarily, one is capturing a representation of
road network dynamics closer to real-world phenomena than those indicated through
a flow-based generalisation. Clearly, considerable levels of research have been carried
out into accurately capturing inter-vehicular dynamics, helping to aid understanding
of the relationship between vehicles and roadway structures. The nature of conven-
tional commercial applications mean that engineers and managers alike can observe
the potential impact of their plans prior to implementation.

Yet such models come with a range of important limitations, primarily associated
with scale. Highly detailed representations of inter-vehicular dynamics require higher
computational resources. This severely limits the extent to which these models may
be applied and effectively restricts their application to a few junctions (Jeannotte
et al. 2004). These models furthermore require a considerable amount of paramet-
risation, whereby every element of the road network must be accurately measured
and specified. This process can be extremely time-consuming (Hollander & Liu 2008,
Ratrout & Rahman 2009, Fox 2008), once again limiting its application to only local
areas.

2.1.3 Mesoscopic Simulation

The mesoscopic simulation methods aim to unite microscopic and macroscopic ele-
ments of traffic simulation, by extracting and combining elements from each simu-
lation paradigm. The concept is somewhat ad hoc, with different approaches disag-
gregating various elements of the model framework.

One approach of mesoscopic simulation can be found in its treatment of road
dynamics. While microscopic models simulate individuals on a moment-by-moment
basis, and macroscopic models simulate only traffic flow, mesoscopic models tend to
group vehicles at a spatially aggregate level. One tool kit, CONTRAM, for example,
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models collections of vehicles (called packets) which are themselves simulated using
a macroscopic traffic model (Taylor 2003). In another approach, vehicle speed is
determined by the speed of the cell, the portion of network in which it resides, with
traffic dynamics defined by the fundamental diagram (Ben-Akiva et al. 1998). Other
methods simulate localised traffic dynamics using gas kinetic theories drawn from
physics (Helbing 2001, Hoogendoorn & Bovy 2001). Essentially, these approaches
enable behaviourally more realistic yet also computationally efficient representation
of large-scale traffic flow.

An alternative approach to mesoscopic simulation aims to discretise route selection
behaviours, advancing from the macroscopic route assignment approaches adopted
elsewhere (Burghout 2005). So while losing the ability to observe interactions between
drivers on the roadway, it remains possible to track dynamic changes in route selection
in response to changes in road network conditions.

Although only a few examples of this approach are found in the literature, meso-
scopic approaches towards traffic simulation would appear to offer a useful middle
ground between large-scale yet simplistic macroscopic approaches and behaviourally
more realistic yet inefficient microscopic models.

2.1.4 Agent-based Modelling

Another class of traffic simulation has emerged over recent years, integrating the
agent-based modelling (ABM) paradigm. Agent-based modelling is methodologically
similar to microscopic modelling in that individual vehicles are modelled as distinct
entities. However, agent-based modelling was developed primarily to simulate macro-
scopic patterns as a product of the autonomous behaviours of individual agents. The
distinction between microscopic and macroscopic simulation scales is therefore not
made, and instead both are integrated within this single framework. The application
of this approach is therefore slightly different to that of microscopic traffic simulation,
focusing more on the generation of system-wide dynamics from agent behaviour, or
the detailed replication of autonomous agent behaviours.

The ABM approach originated outside of traditional transportation models, de-
signed to examine how the behaviours of individual entities impact in influencing
global patterns. By enabling the representation of a population of agents, agent-
based modelling allows the exploration of how inter-population heterogeneity can
shape global dynamics. This discretisation of the modelled scenario allows for a richer
representation of the behaviours impacting within a given scenario, and thus enables
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potentially a more detailed examination of system-level outcomes. This approach has
been used in the prediction of a wide number of urban phenomena, notably land-use
dynamics (Matthews et al. 2007), systems of cities (Sanders et al. 1997), housing
(Schelling 1978), crowd movements (Torrens 2012, Johansson et al. 2008, Turner &
Penn 2002) and crime patterns (Malleson et al. 2009). In each of these examples, mac-
roscopic patterns emerge through the interactions of many autonomous constituent
individuals.

The application of ABM within the domain of traffic simulation has developed rap-
idly during the last ten years, enabling an improved connection between individual-
level actions and wider traffic patterns. Yet, with the continuing issue of the compu-
tational complexity of discretised models, the development of ABMs for traffic simu-
lation has broadly followed one of two paths - either the development of large-scale
behaviourally-simplistic models, or behaviourally-rich, small-scale simulations.

Large-scale behaviourally simplistic models represent many aspects of transport-
related behaviours through agent-based representation of a large spatial area. The
most significant developments consist of models that represent whole, multi-modal
transport systems, such the TRANSIMS (Smith et al. 1995) project and more not-
ably MATSim (Balmer et al. 2009). Both of these models simulate trip generation,
transport mode and route selection at the level of the individual agent, rather than
separating or aggregating the processes across a population. Expanding a model
like this to a wide spatial area2 requires significant computational resources, and as
such many models introduce simplifications of agent choice behaviours. Heterogeneity
among the agent population is introduced through random error functions rather than
any explicit consideration for actual population variation (Zheng et al. 2012). These
representations of behaviour, while computationally efficient, are inadequately rep-
resentative of observed behaviours, a point noted by the lead developers of MATSim
(Nagel & Flotterod 2009).

Another subset of agent-based models of traffic dynamics have sought to im-
plement more descriptive representations of individual-level behaviour. Many such
models have sought to incorporate widely-accepted cognitive architectures – such as
BDI (Beliefs-Desires-Intentions) and ACT-R (Adaptive Control of Thought-Rational)
– within a representation of individual behaviour (Rossetti et al. 2002, Wahle et al.
2000, Salvucci et al. 2001, Dia 2002, Radecký & Gajdoš 2008, Klugl & Bazzan 2002).
These implementations have generally concentrated on the detailed representation of

2Such as the MATSim simulation of traffic flows across the whole of Switzerland, representing
some 7.3 million agents (Waraich et al. 2009)
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inter-agent dynamics, such as anticipatory behaviour and norm violation at junctions
(Doniec et al. 2008), car following (Dai & Li 2009), and lane changing behaviours
(Hidas 2002). While these developments are significant in that they approach the
representation of agent behaviour from a more cognitively-realistic perspective, the
representation of all feasible driver behaviour in such detail is computationally very
expensive. This means that these approaches are effectively prohibited from repres-
enting many agents within one simulation, and thus limited to small area represent-
ation of transport dynamics.

Recent developments in agent-based modelling for transportation have demon-
strated that modellers face the familiar challenge of dividing computational resources
between simulation volume and behavioural complexity. The effective simulation of
wide area transport dynamics, however, requires the implementation of both. Agent-
based modelling clearly has a great deal of promise with respect to the representation
of individuals on transport networks, however it is important that computational load
is effectively managed in order to maximise scalability.

2.1.5 Summary of Urban Road Traffic Simulation Literature

This section has aimed to draw together much of the existing research into the sim-
ulation of traffic dynamics. As has been demonstrated, a wealth of research exists
within this domain, with a wide number of different approaches developed to enable
the improved understanding of traffic behaviour.

The approaches outlined during this section are summarised in Table 2.1. As this
summary indicates, the specification of simulation scale extends much further than
pure methodology, it also impacts on application. For instance, while microscopic
models may effectively describe vehicular interactions on a small number of roads,
they are constrained in their application to a wider spatial area due to their compu-
tational complexity and data requirements. Similarly, macroscopic models are useful
in explaining large-scale traffic processes, but make simplistic assumptions about the
behaviours of motorists in doing so. Mesoscopic models combine some of the ad-
vantages of each approach, but also some of the limitations, particularly in their
consideration of driver behaviour. While each approach holds some noted utility - as
demonstrated by the number of applications available on the market - each is limited
in the application to only specific scenarios.

Agent-based models have demonstrated some promise with respect to the abil-
ity to link individual behaviours to wide-scale macroscopic patterns of behaviours.
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Type of Simulation
Macroscopic Mesoscopic Microscopic Agent-based

Primary simulated
unit

Traffic flow Groups of vehicles Individual vehicles Individual vehicles

Fundamental laws of
movement drawn from

Physics,
Mathematics

Physics,
Mathematics

Economics,
Physics, Artificial

Intelligence

Economics,
Physics, Artificial

Intelligence
Input volume of data Low Medium High High
Computational
complexity

Low Medium High High

Stochastic behaviour
Not widely
incorporated

Some, depends on
model

Implemented
within movement

models

Captured in
behavioural model

Model Detail

Vehicular interaction Moderate Moderate High High
Responses to changes
in road conditions

Low Moderate High High

Model Suitability3

Single or Few Roads Poor Medium/Poor Very strong Strong

Neighbourhood or
Local Area

Medium Strong
Too

computationally
intensive

Strong

City or Regional Area Strong Medium
Too

computationally
intensive

Strong

Commercial exposure (Jeannotte et al. 2004)

Commercial
Applications

12 3 35 0

Major Applications
TRANSYT,

FREQ12, Synchro

DYNASMART,
DYNAMIT,
CONTRAM

AIMSUN, VISSIM,
CORSIM,
Paramics

-

Table 2.1: Comparison of traffic simulation approaches

The flexibility of the ABM framework means that it may be applied to any scale of
simulation, introducing as much detail as is deemed necessary. As noted, however,
recent applications of ABM have not yet demonstrated a satisfactory balance between
detailed modelling of driver behaviour and large simulation scale.

The approaches outlined during this section have described how urban traffic dy-
namics may be predicted through the simulation of vehicular interactions. The models
described here do not, however, outline the wider behavioural framework under which
these interactions occur. These interactions arise through the route choices made by
multiple individual drivers. Therefore, in aiming to simulate the formation and move-
ment of traffic dynamics, while vehicular interactions are clearly important, they are
secondary to the route choices made by drivers on the road network. The next sec-
tion will examine conventional approaches towards the representation of driver route
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choice, and identify the degree to which these models adequately replicate the process
of traffic distribution across urban road networks.

2.2 Route Choice Models for Traffic Simulation

In modelling the development and evolution of traffic dynamics, a fundamental design
consideration concerns the modelling of how individuals select a path across the road
network from their origin to their destination. By making a route selection, the
individual increases the demand for a particular section of road space at a particular
time. The simultaneous selections of those sections of the road network with other
individuals may lead to the development of traffic congestion. In aiming to predict
these patterns, it is essential therefore that one holds a strong understanding and
realistic modelled representation of the process of route choice.

In this section, the variation approaches employed in modelling route choice are
explored. In general, route choice modelling approaches may, like traffic simulation,
be distinguished by the scale at which individual behaviour is modelled. This section
will therefore firstly explore macroscopic approaches to route choice modelling, before
moving on to describing the development of disaggregated, microscopic models of
route choice.

2.2.1 Macroscopic Route Choice Models

Macroscopic route choice models aim to simulate the collective route selection be-
haviours of large numbers of individual drivers. Central to many macroscopic ap-
proaches is the concept of route assignment. Route assignment models assert that by
making simple assumptions around how all drivers choose routes, traffic flow can be
effectively assigned to roads, enabling the prediction of congested conditions.

The majority of route assignment approaches follow the principle of User Equi-
librium (UE) as defined in Wardrop (Wardrop 1952). This principle - often known
as Wardrop’s First Principle - states that on a road network loaded with traffic no
single individual may improve their journey time through unilateral action. In other
words, it is assumed that each driver has considered all of their route options, with a
complete knowledge of the road network structure and prevailing flow conditions, and
has subsequently selected their path of least journey time. The network has achieved
this state of equilibrium through each user optimising their route selection.

Wardrop’s Principle is usually implemented using either the all-or-nothing, incre-
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Algorithm 2.1 User Equilibrium method (Nagel & Flotterod 2009)

1. Initial conditions: Compute some initial routes (e.g., best path on empty network for every
OD pair).

2. Iterations: Repeat the following many times.

(a) Network loading: Load the demand on the network along its routes and obtain network
delays (congestion).

(b) Choice set generation: Compute new routes based on the network delays.
(c) Choice: Distribute the demand between the routes based on the network delays.

mental or MSA (Method of Successive Averages) route assignment methods (Sheffi
1985). Although there are slight methodological differences in these approaches, each
approach assigns vehicle flows according to the so-called best route from one zone
to another, assessing all possible routes between locations according to their cost.
Cost is usually taken to be travel time, calculated according a relationship between
traffic flow and reduced travel time, but may incorporate monetary costs relating
to congestion or toll pricing. The method iteratively assigns traffic to the network
(by varying volume where the incremental model is adopted), updating link costs
at each iteration, until equal costs are established across the entire network. Once
equilibrium is established, no single vehicle can feasibly improve their current route,
achieving Wardrop’s First Principle. Sheffi (1985) presented the following algorithmic
representation (Algorithm 2.1) of a generalised UE method (summarised in Nagel &
Flotterod 2009):

In assigning flows this way the UE method assumes perfect knowledge of conditions
on behalf of the driver, and a knowledge of and desire to always take the shortest route.
In response to these limitations, Stochastic User Equilibrium (SUE) was developed
which took account of variability in drivers’ perceptions of travel costs (Daganzo
& Sheffi 1977). Rather than calculating the static best route between origin and
destination at each iteration, this method incorporates a random element into the
route selection process, assigning traffic according to the best perceived route. The
random element is drawn from probability function that shifts users towards a desired
route choice distribution (Nagel & Flotterod 2009). Yet, in spite of a more realistic
network representation, this approach again assumes a homogeneity of response from
all drivers being assigned to the network (Batley & Clegg 2001).

The most popular conventional approach towards macroscopic route assignment
lies with Dynamic Traffic Assignment (DTA). This builds on other assignment models
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by adding a dynamic element, which loads traffic flows according to departure time
(Merchant & Nemhauser 1978, Janson 1991, Heydecker & Addison 2005). Rather than
loading all vehicles at one time, as demonstrated by UE and SUE, network loading is
time-dependent, generating time varying traffic flows across the network. This allows
transport planners to assess how traffic patterns shift with temporal variations in
demand. In addition to a number of macroscopic simulation tools, DTA has also
been implemented in simulating the movement of individuals in microscopic models
of traffic (Taylor 2003, Barcelo et al. 2005, PTV 2013, Paramics 2013, TSS 2013).

2.2.1.1 Advantages and Limitations

Macroscopic route assignment models are clearly highly efficient and scalable repres-
entations of the behaviour of traffic. These simple models describe the movements
of thousands of vehicles and, in combination with a traffic flow model, can simu-
late the formation and propagation of traffic patterns across an urban road network.
However, by summarising the behaviours of a large number of individual drivers,
some simplistic and potentially misleading assumptions around driver behaviour are
embedded.

At the heart of the route assignment approach is the assumption that individuals
form a purely rational preference for the most cost-efficient path, with no considera-
tion for alternative route characteristics. As highlighted by a number of authors, this
assumption represent an unrealistic approach towards describing individual actions
(Garling et al. 1998, Batley & Clegg 2001, Hawas 2004, Liu et al. 2009) and, as will
be explored later in the chapter, runs against much conventional research into not
only route selection behaviours but also decision-making in general.

Route assignment approaches furthermore assume that all individuals will behave
in the same way under equal conditions. While stochastic variation in perceived costs
are implemented, they do not address the influence of partial route knowledge, nor
do they consider how individuals may be restricted or bounded in their behaviour.
As highlighted by Golledge and Garling (2001), this becomes of considerably greater
significance when trying to simulate traffic flow in uncertain environments, where
variations in the perception of route efficiency may vary widely.

These shortcomings suggest a wider limitation of these approaches stretching to
the core of Wardrop’s First Principle. By assuming that an equilibrium is formed
where no individual can improve their travel time, a wider assumption implies that
individuals are capable of selecting a route that optimises their travel time. While the
assumption makes the macroscopic prediction of traffic flows mathematically tractable
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and computationally efficient, there are strong indications that it is fundamentally
incorrect, bringing into question the notion of traffic equilibrium. This conjecture will
be addressed in more detail later once alternative theories of driver behaviour have
been explored.

2.2.2 Microscopic Route Choice Models

Microscopic models of route choice link directly with microscopic traffic models, rep-
resenting behaviour at the level of the individual driver. In discretising the route
choice model, these approaches enable the incorporation of a greater number of factors
that may influence route choice at the individual level and alleviate the problems of
homogeneity experienced with macroscopic techniques. However, for the most part,
microscopic models continue to follow the principles of Wardrop’s First Principle,
being more akin to disaggregated versions of those models developed for route assign-
ment (Nagel & Flotterod 2009).

In the simplest model, that of static route assignment, individual drivers are in-
dividually allocated (rather than collectively assigned) a shortest path across the
road network from an origin to a destination. As it is static, route choice does not
change with varying network conditions. This approach, despite the previously noted
limitations with respect to behavioural realism, features in two of the largest commer-
cial microscopic simulation packages (PTV 2013, Paramics 2013). The microscopic
version of Dynamic Traffic Assignment (DTA), also widely implemented in many
microscopic simulation packages4, introduces temporal variation into the rate of indi-
vidual trip generation. These approaches do not, however, offer any improvement on
the simplistic assumptions around driver behaviour inherent to macroscopic models
of route choice.

Yet, beyond the tool kits offered within conventional microscopic simulation pack-
ages, there has been some movement towards specifically improving representations
of individual route selection. The vast majority of these models focus on examining
route selections on the basis of their attractiveness relative to available alternatives,
predominantly founded in utility theory. Within these models, individuals choose one
option from a set of available alternatives that represents the best use of resources,
or highest utility. The choice process is purely rational, meaning that individuals will
always choose the option that provides them with the greatest utility according to a
number of attributes. This is best expressed in the form of two equations (Andriotti

4Many tool kits offer both static and dynamic assignment methods
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& Klugl 2006):

Ui = Vi + ε

Vi =
∑

aεAttributes

f(β, ai)

Where, for a single individual, Ui the utility of alternative i and ε is an error term
(usually drawn from a statistical distribution) accounting for variations in individual
taste. Vi is a function of measurable attributes concerning a choice (e.g. length, toll
etc.), where β is a set of coefficients describing separately the importance of each
attribute, that are constant across all decision-makers, and a is the value relating
to the option i (Ortuzar & Willumsen 1994). Using the set of coefficients β and
associated values a, the hypothetical utility of an option i may be calculated as Vi,
and through a function incorporating all possible alternatives, a probability will be
drawn that an individual will choose one option ahead of another.

The selection of the function for the estimation of the likelihood of an option being
selected depends on the circumstances of the choice. Multinomial Logit models, the
most widely used set of models, assume no correlation between alternatives, whereas
Nested and Conditional Logit models address ordered selection of choices. More ad-
vanced approaches have recently been developed to address similarity between paths
within the route choice context (Ramming 2002), and broader methodological ad-
vances have sought to address non-linearity in the perceived utility of alternatives
(Kahneman & Tversky 1979).

Discrete choice models have been favoured in transportation for some time, not
only in route-choice but also in representing mode-choice decisions. The approach
enables a link to be made between a quantified representation of alternatives and the
decision process, incorporating heterogeneity within a population of decision makers.
As such, a great deal of research has been carried out into identifying the most in-
fluential factors in route selection decisions. Such attributes can vary widely, from
relatively conventional aspects concerning travel time, distance, scenery and conges-
tion (Ben-Akiva et al. 1984) to others incorporating socio-economic characteristics
(Ramming 2002), route perception (Cascetta et al. 2002), traffic information (Dia
2002), and uncertainty around congestion (de Palma et al. 2008), among others.
More sophisticated approaches towards capturing driver behaviours have been put
forward in recent years, aiming to encapsulate individual responses to real-time in-
formation (Ben-Elia & Shiftan 2010) and changing traffic conditions, where the utility
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of alternative routes is reassessed based on local conditions, addressing explicitly the
roles of risk (Gao et al. 2010) and regret (Ben-Elia et al. 2012) in decision-making.

2.2.2.1 Advantages and Limitations

Microscopic models have been demonstrated to be able to introduce much greater
detail into the route choice process than is possible using macroscopic approaches.
While disaggregated versions of macroscopic models are still widely used in conven-
tional microscopic simulation packages, considerable advances have been made in
recent years with respect to the understanding of individual route selection. Yet,
despite these advances, there remains considerable criticism in the literature with re-
spect to the selection of route attributes, the treatment of behavioural heterogeneity,
and the consideration of decision-making across space.

The majority of microscopic models remain based on a principle that individuals
select routes based solely on the principle of cost minimisation. As described during
the criticism of macroscopic models, there is considerable doubt as to whether this
is the best indicator of how people truly select routes (Garling et al. 1998, Batley &
Clegg 2001, Hawas 2004, Liu et al. 2009), and is clearly a factor that requires further
exploration.

The poor consideration for heterogeneity in individual behaviour has also been
extensively criticised. In considering the routes available to an individual, many ap-
proaches assume the driver holds a complete and unbounded knowledge of the urban
road network, disregarding individual variations in the perception of the environment.
In fact many have suggested that these choices are likely to be shaped by a subjective
and limited knowledge of the road network (Golledge 1995, Avineri & Prashker 2006,
Zhu et al. 2007). There is an additional assumption that choices are made from com-
plete routes, selected during a single procedure at the start of each trip. This does
not account for evidence suggesting that choices are instead made in stages (Allen
1982), a factor that may heavily influence the resulting route selection.

Further criticism of microscopic route choice approaches have identified limitations
with respect to the mechanism through which choices are modelled. Andriotti and
Klugl critique discrete choice models for not accounting for ‘individual evaluation
of attributes and options’, stating that in effect there is ‘no individual behaviour’
(Andriotti & Klugl 2006). Likewise, Bonsall criticises the assumed rationality of
utility-based choices, stating that the assumption of unemotional consideration of
alternatives is unrealistic (Bonsall 2004).

Thus, while microscopic simulation models hold numerous benefits, and disaggreg-
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ated models of route selection demonstrate some considerable promise in relation to
generating realistic traffic flows, there are nonetheless a number of significant limita-
tions. There remains an outstanding requirement for a simulation platform that not
only enables the simulation of multiple individuals across a wide spatial scale, but
also addresses the behavioural shortcomings of existing representations of individual
route selections.

2.2.3 Summary of Route Choice Models for Traffic Simula-
tion

This section of the review examined the core approaches employed in the representa-
tion of route choice behaviours by drivers on urban road networks. The representation
of these behaviours is fundamental to the prediction of traffic dynamics as they define
the spatial and temporal distribution of traffic across the road network.

Although computational power has increased, enabling the richer, more granular
representation of modelled behaviour, there appears to have been little significant
advancement from the assumptions of Wardrop’s First Principle, that all individuals
will optimise the travel time of their route. There are numerous authors who have
written in criticism of this stance. Where there has been progression, there remains
an assumption that route selection is an strictly rational process, that individuals will
all seek to optimise their behaviours according to the attributes of a complete route.
These models have again met criticism in some quarters, being not fully descriptive
of the heterogeneity in behaviour and the role of subjectivity.

There remain, therefore, considerable question marks surrounding the validity of
existing models of route choice behaviour. The remainder of the literature review will
focus on examining alternative theories and models of route choice behaviour within
the urban realm, drawing on literature from outside of the traditional transportation
studies research domain. Through further examination of models of movement in
urban areas an improved understanding of the validity of these current approaches
can be established.

2.3 Human Behaviour and Cognition in Urban Areas

In seeking to model traffic dynamics, the aim is to understand how individuals con-
tribute in shaping the formation and propagation of traffic phenomena across the
urban road network. Conventional traffic simulation approaches have predominantly
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focussed on the replication of vehicular interactions, and the resulting traffic dy-
namics, with lesser consideration for the role of route choice behaviour. There are
strong indications that current approaches do not offer a convincing representation
of movement behaviour on the urban road network, reducing the capability of these
approaches to adequately predict macroscopic patterns of traffic flow.

In view of these highlighted limitations within the existing literature, there remain
a number of important questions about the individual route choice decision process
within the context of urban road networks. Where seeking to describe route choice,
what is known about the decision process? In what ways do route choice behaviours
vary between individuals? And can other disciplines, outside of those conventionally
used within transport simulation, offer any novel insights?

This final stage of the literature review will return to exploring human movement
behaviour from its most elementary position, examining the fundamental processes
that drive the actions of individuals. For this purpose, literature from a range of
sources is examined. Cognitive science and neuroscience provide insight into the
biological and procedural structures that have been identified as central to spatial
cognition and navigation. Behavioural geography describes how individuals remem-
ber and recall different objects in space, and how objects vary in prominence from
person-to-person. Research into robotics offers a range of frameworks for the artificial
capturing and encoding of spatial objects. Finally, behavioural economics provides
a wealth of literature describing decision-making processes within uncertain and un-
known environments. Through the vast volume of research identified within these
different disciplines, it is hoped that new insight can be gained to better understand
and model the route choice decisions of motorists in the urban realm.

2.3.1 Spatial Knowledge and Cognitive Maps

Spatial decision-making is based on a foundational comprehension of space and loc-
ation. Spatial knowledge is formed through experience, be it through exploration of
an area or with the help of a navigation device, such as a map. With this knowledge
of space an individual is able to navigate around a given environment, find their way
to known locations and make informed decisions about the locations of unseen places.
This section of the review presents a summary of research carried out in the area of
spatial cognition in relation to the cognition of space. The core concepts and models
of cognitive space will be described, as will some of the previous work carried out into
the computational representation of the space.
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2.3.1.1 Cognitive Maps

The cognitive psychology of space is dominated by the principle of cognitive maps,
first introduced by Tolman in 1948 (Tolman 1948). While the term encompasses a
wide array of theories and techniques, it can be generally be summarised as a repres-
entation of space within the mind. Anatomically, the individual sense of space has
been identified to exist within all mammals within the hippocampus area of the brain
(O’Keefe & Nadel 1978). This structure consists of place cells (O’Keefe & Dostrovsky
1971) - areas within the hippocampus that activate on visual recognition of a known
location - border cells (Solstad et al. 2008) - cells enabling the recognition of borders
between environments - and grid cells (Hafting et al. 2005) that maintain an orienta-
tion of connections between places. All of which, through their arrangement, help the
individual maintain an understanding of the spatial structure of their environment.
The nature of this structure within the brain has noted influences on behaviour. It
has been highlighted that cognitive maps are subjective and limited in extent, biased
by a range of personal and situational attributes (Downs & Stea 1973, Beck & Wood
1976) and often inaccurate compared to cartographic representations (Passini 1984,
Golledge & Garling 2001, Tversky 1993).

Early work carried out by Kevin Lynch (1960) continues to provide the grounding
principles under which cognitive maps are understood, identifying the idea people nav-
igate their way through cities by mentally segmenting the city into elements. Lynch
identified five elements that would provide a conceptual foundation for subsequent
research into the field:

• Paths: Channels for movement (such as roads, walkways or rail).

• Edges: Boundaries between two phases of city structure (such as the edge of
a housing development, or a river). Particularly important for navigation and
understanding spatial relationships.

• Districts: Medium-to-large areas which are identifiable from the inside.

• Nodes: Junctions or decision-making points in the city, related to paths. Again,
there are an important feature in navigation as they force the individual to make
a decision according to their position and destination.

• Landmarks: Used to provide reference to location. They may be big or small,
but their position has salience with the individual, providing them an under-
standing of their location.
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In addition to these elements, Lynch suggested that elements hold an imageability
rating, relating to their importance and prominence in the mind of the individual.

The geographical elements defined by Lynch remain at the heart of much of the
theory surrounding spatial cognition and navigation5, and helped prompt consider-
able research interest into subjective geography during the 1960s and 1970s. One
advancement from Lynch’s work, introduced by Siegel and White (1975), addresses
the nature by which spatial knowledge is constructed by the individual. This work
identified that cognitive maps are initially founded in landmarks (or point-like fea-
tures), then extended to route knowledge, linking landmarks within a topological
structure (akin to Lynch’s paths), and finally completed through a survey repres-
entation, which encodes the metric relationship between landmarks and routes. This
model of learning and cognitive configuration of spatial knowledge has been supported
within a range of other studies (Tversky 1993, Golledge 1998, Montello 1998).

Other research has identified how cognitive maps are a product of individual
actions, dominated by activity and hierarchical in nature. This was prompted in
part by Horton and Reynolds (1971) who identified the importance of environmental
perception as central to shaping the spatial and temporal profile of individual activity.
Golledge and Spector (1978) built on Horton and Reynolds’ principle of subjective
Activity Space, in suggesting that spatial knowledge is constructed around anchor
points, locations in space - either landmarks or clusters of locations - known to the
individual and linked together by paths, a structure described in Figure 2.2. These
locations may be grouped into areas of functionality, such as those relating to home
or work activity. Later, Couclelis, with Golledge, Gale and Tobler, (Couclelis et al.
1987) placed anchor point theory within a more comprehensive framework – where
anchor points may be generally well-known (recognisable buildings, salient structures
etc.), or personalised, incorporating objects near to an individual’s place of work or
home, for example.

Spatial structures are furthermore organised within a hierarchical structure, whereby
higher-level anchors dominate the cognition of secondary, lower level locations. This
process was first noted by Hirtle and Jonides (1985), who by assessing subjective
landmark knowledge, found that individuals recalled clustered features according to
superordinate features. The principle of hierarchical spatial structure has also been
identified in road networks (Car & Frank 1994, Tomko et al. 2007). Such hierarchies

5Although alternative frameworks have been offered - notably the Point, Line, Area and Surface
geometric definitions by Golledge (1998) - the original definitions by Lynch continue to dominate
the discourse on cognitive mapping. An on-going resilience noted by Portugali (2011).
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Figure 2.2: Anchor point theory of spatial knowledge (Golledge 1998)

are formed according to the influence of certain factors relating to these elements. In
the case of landmarks, characteristics may include prominence, salience and unique-
ness (Winter et al. 2008, Claramunt & Winter 2007). For road hierarchies, Car and
Frank (1994) developed a model that gave preference to Interstate roads first, then
Federal roads, then finally local roads, as an improvement upon the non-hierarchical
Dijkstra’s algorithm of routing. The hierarchical nature of spatial knowledge has
been furthermore noted to hold a cascading impact on error and distortions in spatial
knowledge (Couclelis et al. 1987, Tversky 1993).

2.3.1.2 Modelling Spatial Knowledge

Computational models of spatial knowledge focus on the process of spatial learning
and structure of spatial memory. These models have primarily arisen from the ar-
tificial intelligence and robotics communities, building on cognitive science research
with an aim of replicating the process of spatial learning and encoding.

The first such model to be introduced was the TOUR model (Kuipers 1978,
Kuipers et al. 2003), which sought to represent partial spatial knowledge using Lynch’s
five elements (Lynch 1960). The primary interest of this work was to model the men-
tal processes involved in ‘dead reckoning’ - where an individual infers their location
in the world based on their partial knowledge of their surrounding environment.
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An alternative methodology was introduced in the form of the PLAN model
(Chown et al. 1995), an approach developed to replicate spatial knowledge growth
in robots. This model is based on an arrangement of landmarks captured within a
theoretical gridded environment. Collections of landmarks are grouped into regions,
and the regions integrated within a wider network connected together at locations
known as gateways.

Numerous other approaches, varying in their exact methodology, may be found in
the literature - including Navigator (Gopal et al. 1989), Traveller (Leiser & Zilbershatz
1989) and SPAM (McDermott & Davis 1984) - all, like TOUR and PLAN, focussing
on the implementation of the theorised cognitive processes by which partial spatial
knowledge is encoded and recalled.

Across each approach, considerable attention has been placed upon replicating the
process by which space is encoded and recalled from memory. These models can be
clearly demonstrated to build effectively on evidence introduced from spatial cogni-
tion research. However, the primary focus of these models has been upon capturing
the cognitive process, rather than describing any potential relationship between indi-
viduals and real-world environments. As such, there is no demonstrable link between
these models and spatial data sets, and no implementation of these models within a
wider framework of human behaviour.

2.3.1.3 Summary of Spatial Knowledge and Cognitive Maps Literature

It is clear from the summary of research presented here that cognitive maps represent
an important element in shaping the movement decisions of individuals. In moving
through an environment and encoding spatial locations and associations, an individual
can better recall and navigate through that environment.

Although the relationship between an individual’s cognitive map and the urban
environment can be represented in a number of ways, some clear trends are apparent.
Firstly, cognitive space represents a deconstruction of real-world environments. Spe-
cific features are demonstrated to dominate spatial knowledge, and ‘survey’ knowledge
- the representation closest to real-world space - only develops following the compre-
hension of landmark features and route connectivity. It is apparent from the literature
that the elements described by Lynch represent the most widely accepted definition
of the important features in spatial knowledge. Secondly, the idea that spatial know-
ledge is hierarchical seems to be commonly accepted. Features in cognitive space are
ranked in terms of prominence and importance. These measures may be personal to
the individual or indicate a wider conception of importance, and a number of models
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have been developed to reflect the latter.
In this review, a number of computational models of cognitive map construction

were presented. On the whole these appear to tie well into the conceptual understand-
ings generated elsewhere, with many of the models building on established concepts
from spatial cognition. Despite the comprehensive modelling of cognitive process, of
those approaches identified there appears to be no integration with spatial data, nor
implementation within a wider simulation framework. These models describe effect-
ively the learning of space by robots, but do not sufficiently encapsulate the current
relationships between individuals and real-world urban areas.

The demonstrable importance of the cognitive map in shaping movement decisions
is clear, and should be considered when addressing individual utilisation of space. In
the next section, the process of navigation through space, based on a subjective
representation of that area, is explored in more detail, drawing once again on lessons
learnt in a range of research domains.

2.3.2 Cognitive Route Choice Strategies and Preferences

The natural progression of research into individual conceptions of space is looking at
how people then use that knowledge during navigation, and in many instances the
research into both elements is intertwined. This review will go on to examine two
streams of research - first, proposed heuristics and strategies involved in the selection
of a route, and second, general preference mechanisms guiding route choice.

2.3.2.1 Cognitive Strategies in Route Choice

Route choice strategies and heuristics attempt to describe human navigation processes
in relation to mental conceptions of space. Rather than assuming that route selection
is based purely on the cost efficiency of the road network, these models build on the
understanding of non-linearity and subjectivity in mental representations of space.
As such, these models build on the foundations of cognitive space described by the
likes of Lynch in linking human behaviour to urban structures.

One particularly well-regarded strategy (Spiers & Maguire 2008) was introduced
by Passini, and described how individuals utilised particular locations or landmarks
to guide their way through the city (Passini 1981, 1984). According to this strategy,
derived from verbal reports, individuals will set a route plan based on a number of
locations that they expect to appear along their route, and then will use these loc-
ations as a prompt for an action (e.g. turn left). This process aligns with anchor
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point representation of spatial knowledge (Golledge & Spector 1978, Couclelis et al.
1987), where the individual utilises both salient and personalised decision points to
guide their way through the city. Importantly, Passini also identified a hierarchical
organisation within the decision process, whereby decisions central to the entire route
were made first, with smaller-scale decisions formed later within these overarching
constraints. This process aligns, of course, with conventional thinking on the organ-
isation of cognitive space (Hirtle & Jonides 1985).

The role of hierarchy in spatial decision-making has also been put forward by
Pailhous, in describing taxi driver navigation in Paris (Pailhous 1970). It was noted
during this research that drivers divided the road network into two tiers, one relating
to the major routes through and around Paris, another encompassing the remaining
routes within the city. Drivers were found to first select a route according to the
primary network, and then identify their route to the destination more accurately
using the secondary network. Golledge (Golledge 1992) suggests there may be more
than the two levels of hierarchy suggested by Pailhous involved in navigation.

Two more comprehensive rule-based approaches have been introduced more re-
cently from the domain of cognitive psychology. Building upon the concept of hier-
archies in spatial decision-making, they integrate regionalised representations of the
urban area (Lynch 1960, Hirtle & Jonides 1985). The first of these approaches, known
as the fine-to-coarse heuristic, was based on research that suggested that both coarse,
region-based connectivity, as well as fine, place-based connectivity is taken into ac-
count when planning a route (Wiener & Mallot 2003). Regional connectivity is used
to identify broad routes to distant locations, while place connectivity directs rout-
ing between nearby places. When a route is planned according to this process, a
region-based route is selected first, followed by place-based route that links the selec-
ted regions together. The study is conducted within a simulated environment, and
does not discuss the types of attributes that may prompt the selection of a particular
region or place.

Another approach is the least-decision-load model, which suggests individuals seek
to reduce the complexity of a route (Wiener et al. 2004). The research finds that
when faced with a choice between a number of paths, the individual will choose the
one that minimises the number of movement decisions. During these experiments,
the authors note that the linear combination of least-decision-load, fine-to-coarse
and another heuristic, cluster-strategy, provides a close representation of navigation
behaviour. This latter method suggests that subjects take account of the distribution
of known target locations (places, landmarks etc.), planning their route so it passes



2.3. HUMAN BEHAVIOUR AND COGNITION IN URBAN AREAS 51

through as many of the targets as possible. The authors demonstrate that individuals
generally selected larger clusters of targets thereby reducing route complexity. The
existence of both the least-decision-load and fine-to-coarse decision heuristics have
been identified in another independent study, involving the assessment of the route
selection behaviours of taxi drivers in London (Spiers & Maguire 2008).

It is, finally, important to note that all of these strategies exist along side concur-
rent developments around the neuroscience of navigation. During travel, it has been
found that the brain maintains an estimation of the direction of its target, relative to
the current location and direction of travel (Taube et al. 1990). This interpretation
of location and direction is used by the brain, along side the individual’s knowledge
of space, to plan a route between an origin and unseen destination (Kubie & Fenton
2009, Valerio & Taube 2012).

2.3.2.2 Preferences in Route Choice

Another significant volume of research has focussed on quantifying the criteria by
which routes are selected from origin to destination. With this research, however,
there is considerably less clarity than offered with respect to heuristic interpretations
of route selection. A range of models have been developed that aim to quantify route
selection (particularly those developed in transportation research, detailed in section
2.2.2), though elsewhere there is considerable doubt as to whether such a model exists
(Golledge 1995, Hirtle & Garling 1992).

Perhaps the most significant work within this domain is that of Golledge, in an
assessment of stated versus observed route behaviours (Golledge 1995). Testing walk-
ing navigation within small, simplified environments, Golledge identified that while
individuals did state and utilise a shortest distance path preference most frequently,
the effect was far from uniform. Indeed, it was noted that individuals in fact se-
lected alternative paths depending on their direction of travel, strongly indicating
the influence of environmental configuration. Furthermore, as demonstrated in Table
2.2, discrepancies were identified between observed and stated route preferences, with
the ‘first noticed’ principle actually chosen with far greater frequency than stated by
participants.

Two alternative approaches to that of Golledge have looked at the effectiveness of
angular minimisation methods in predicting route selection within small-scale urban
areas. One important study in this area indicated that individuals aim to minim-
ise angular deviation both between traversed road segments and in reference to the
direction of a destination (Conroy Dalton 2003). Similarly, Hochmair found that,
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Stated Criterion Ranking of STATED
criteria most

frequently used

Ranking of
REVEALED criteria
most frequently used

Shortest path 1 1
Least time 2 6
Fewest turns 3 3
Most scenic 4 9
First noticed 5 2

Longest leg first 6 7
Many curves 7 10
Most turns 8 5

Different from previous route 9 8
Shortest leg first 10 4

Table 2.2: Comparison of stated criterion versus revealed criterion in route selection
(Golledge 1995)

through running simulations to assess route efficiency, taking the least angle strategy
towards the target operates as an effective approach to route selection (Hochmair
2005). Hochmair notes, however, that one-way systems disrupted the efficiency of the
method, suggesting a more complex cognitive mechanism at play.

2.3.2.3 Summary of Cognitive Route Choice Strategies and Preferences

This section has outlined some of the research carried out across a range of different
academic disciplines into the cognitive processes involved in route selection. These
representations, rather than following the traditional transportation paradigm that
route selection is based on road structures, instead organise strategies according to
conventional understandings of mental representations of space.

The heuristics and strategies outlined fit very well with these existing models
of cognitive space. It has been shown repeatedly that individuals rely heavily on
important locations within the urban realm, building on the notion of anchor points.
There are indications too that it is at these points that decisions are made, and
that the route selection process is encoded in these locations. Upon viewing one of
these landmarks, the individual knows they must make a decision. Not only have
these effects been proven in real-world and laboratory environments, they align well
with our current understanding of how space is structured within the brain. Later
models have extended these representations, integrating the role of regions in route
selection. These later models, in integrating a regional representation of space, can
also in theory be aligned with the cognitive model of the city put forward by Lynch.
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Additional insight has been gained in examining measured preferences involved
in route selection. The work of Golledge demonstrates this best, indicating that
while shortest distance paths are generally preferred, counteracting route patterns
between fixed locations indicate a more sophisticated cognitive process at play. The
indication is that individuals do seek to minimise their cost, but the complexities of
their environment and the way in which that environment is encoded in the brain
influence results in the manifestation of alternative behaviours. Work on the ‘least-
angle strategy’ appears to offer some additional insight, demonstrating the importance
of dead reckoning in unknown environments. While least angularity may not apply in
environments that are already known to individuals - where region-based approaches
come into play - it provides some indication of why shortest paths are selected so
widely.

The models discussed during this section of the review provide a potentially new
avenue of research with respect to the modelling of individual movement within the
urban area. No evidence was found in the literature of these models being implemen-
ted within any wider simulation environment of urban behaviour. This gap in the
literature represents a potentially important area for further research.

On a note of caution, however, it is important to highlight the limitations within
these previous studies. In many instances the samples on which they are derived
include only small numbers of individuals. For instance, Golledge only utilises a
sample of 32 individuals (Golledge 1995), while Wiener’s models are derived from
only 26 and 44 participants respectively (Wiener & Mallot 2003, Wiener et al. 2004).
While the abundance of these models, and the common strains that run throughout,
offer a certain degree of validity, this does not completely rule out a systematic bias.
Additionally, in many instances the specification of these models is conducted within
either virtual or strictly controlled real-world environments. Clearly, this reduces the
potential impact of exogenous elements of the environment, but does not detract from
the fact that many of these conceptual representations have not truly experienced
real-world interrogation. As such, another potential area for further research is the
verification of these phenomena within real-world environments incorporating many
more individuals.

2.3.3 Bounded Decision Making

The review of literature on spatial cognition has provided some new insight into the
processes by which individuals select routes through space. However, as there has
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been little actual implementation of these models within a simulation framework, the
fundamental decision-making processes on which these choices are made have been
somewhat neglected. In this section, different interpretations of individual-based
decision-making are examined, with a view to identifying the framework best suited
for the representation of the aforementioned behaviours.

2.3.3.1 Decision Theory

Decision theory involves assessing how individuals select choice from a range of al-
ternatives. In this respect, the domain is highly diverse, covering the full extent of
simplistic and quite complex human behaviour. In general, however, the modelling
process is united by a general principle that a decision can be predicted by weight-
ing the different attributes relating to a range of alternatives based on their relative
importance to the decision-maker. The individual, when faced with a range of altern-
atives, weighted according to their relative value, will then make the choice that best
achieves their requirements.

In its strictest, traditional form, decision theory follows this principle to the letter.
In making a decision, it is assumed that the individual is fully informed of all potential
choices, able to compute with complete accuracy the relative value of each alternative
(known as its utility), and make a choice based solely on these values. This principle
by which a consistent selection is made, based on the same inputs and choice criteria,
is known as economic rationality. Under these traditional approaches to decision
theory, an individual will always seek to maximise their utility, with all factors able
to be incorporated within the utility function. This principle of decision-making
transfers naturally to a mathematical description of choice, and a wide number of
approaches have been developed to mathematically describe this selection process.

In assuming perfect knowledge on the part of the individual, this approach pre-
cludes the principles of subjectivity in mental representations, such as the concept of
the cognitive map described earlier. It furthermore implies that individuals prefer-
ences do not, in principle, deviate from those described within the utility function6.

6In practice, an error function is usually incorporated during the estimation of utility for a given
option. This error term is intended to represent the unknown or unaccounted for variations in
individual perception of utility. Structurally, however, the model does assume a homogeneity in
preference across all decision-makers.
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2.3.3.2 Bounded and Ecological Rationality

The traditional view on rationality has faced considerable criticism within the aca-
demic literature, primarily because of its assumptions about human behaviour. Cri-
tiques of pure rationality claim that when individuals face complex decisions, particu-
larly within uncertain environments, they are effectively unable to assess alternatives
evenly they submit to natural biases, and are unable to make a purely rational de-
cision.

The most important advancement with respect to this debate is the principle of
bounded rationality, introduced by Herbert Simon (1957). This premise suggests that
individuals are limited in their abilities to make rational choices, restricted either by a
cognitive ability to do so or by the limited information that is available to them. Simon
states that individuals, rather than optimising their choices, instead satisfice, meaning
that they select the best option based on their abilities at the time. This principle has
had extremely important repercussions across a number of disciplines, and, indeed
as Golledge and Stimson write, ‘It was largely out of this model of a satisficer that
the behavioural approach to human geography was developed.’ (Golledge & Stimson
1996).

The methodological implementations of bounded rationality have focussed on de-
scribing the cognitive shortcuts, known as heuristics, that individuals take in truly
making a decision. Rather than optimising their decisions, individuals are said to
reduce the cognitive cost associated with a complex decision in favour of a ‘good
enough’ response. Two broad schemas of research require elaboration in this domain.

Cognitive Biases and Dual Process Theory

The first important area of research founded in Simon’s principles addressed the role
of cognitive biases in decision-making. These biases, first identified by Tversky and
Kahneman, are said to systematically influence an individual’s decision-making away
from pure rational behaviour (Tversky & Kahneman 1975). The identification of
the role of these biases has prompted a wealth of research into these subjects, which
includes principles widely-recognised today such as:

• Confirmation Bias - Individuals exhibit a tendency to apply greater weighting
to information that aligns with one’s preconceptions.

• Availability Heuristic - The tendency to overestimate the likelihood of events
occurring if they are fresh in the mind, perhaps because they have occurred
recently or because they have simply been talked about recently.



2.3. HUMAN BEHAVIOUR AND COGNITION IN URBAN AREAS 56

• Distinction Bias - Individuals hold a tendency to view two options as more
dissimilar during comparison than when judging them separately.

• Negativity Bias - Individuals are more likely to apply greater weight to negative
experiences than positive ones.

• Neglecting Probability - Individuals may overweigh the actual risk associated
with very low probabilities events, such as the probability of dying in an plane
crash relative to a car accident (Parker-Pope 2007).

• Anchoring - People tend to place excessive stock in single pieces of information,
rather than assessing all aspects of a decision equally.

Many heuristics have been identified within the literature, with varying relevance to
different decision processes. This area of research has also seen the development of
a number of descriptive models of decision-making, aiming to derive mathematical
representations of decisions within the context of these heuristics. The most promin-
ent of these is the Prospect Theory of decisions (Kahneman & Tversky 1979), which
integrates the variable influence of loss aversion in decision-making. This approach in-
troduces a function that augments the utility of an option, relative to its alternatives,
overweighing the influence of loss and underplaying potential gain.

The role of cognitive biases in decision-making exists within the wider context
of dual process theory, introduced by Sloman (1996). This principle asserts that the
brain processes tasks differently based on their complexity. Some tasks are completed
quickly, automatically and unconsciously, based on intuition; while others require
lengthier consideration and critical examination7. As such, alternative tools - and
indeed different computational models - are required for different types of tasks.

The Adaptive Toolbox and Ecological Rationality

Another important stream of research within the area of bounded rationality in-
volves the relatively recent work of Gert Gigerenzer and colleagues. The crux of this
approach differs from the likes of Kahneman, Tversky, and other working cognitive
biases, in that it does not fundamentally assume that individual’s are rational (Giger-
enzer 2008). Instead, it is said, all decisions, whether simple or complex, are based
on heuristics, logical rule sets structured to achieve good-enough outcomes based on
minimal information.

7Kahneman addresses these as a System 1 and System 2 thinking (Kahneman 2003)
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Core to this approach are the concepts of the adaptive toolbox and ecological
rationality. The adaptive toolbox idea suggests that the brain contains a collection
of simple rule sets that enable the completion of a range of tasks in a fast and frugal
manner. Heuristics are fast in their simplicity and low cognitive computational cost,
and frugal in that they require minimal amounts of information. Heuristics are, as
stated in the principle of ecological rationality, dependent on the scenario within which
a decision is being made, with individuals learning the appropriate settings within
which to apply these heuristics. The important point from the perspective of this work
is that individuals often form decisions on simple yet effective rules. As Gigerenzer
describes, ‘Logic and probability are mathematically beautiful and elegant systems.
But they do not always describe how actual people ... solve problems’ (Gigerenzer
2008).

A number of heuristic rule sets have been identified that simply yet effectively
describe otherwise complex decisions. The Recognition Heuristic, for example, has
demonstrated strong predictive power where assessing the relative sizes and volumes
of barely known quantities, such as identifying the larger population of two cities (Pohl
2006), or higher total number of points scored by ice hockey players (Snook & Cullen
2006). This heuristic operates simply by assessing whether the individual knows of
two options, and when there is a discrepancy in recognition, applying more value to
that option. Just through this simple shortcut, within these certain circumstances,
an accurate estimation can be made.

The Take-The-Best Heuristic deals in differentiating between multifaceted altern-
atives, basing judgement on ranked cues, each describing a separate attribute of each
option. In traversing the set of cues in order, judging between two options, a selection
is made at the point of the first significant deviation between the cue values, stopping
the decision process and selecting the option with the higher cue value. This process
is known as one reason decision making, with the cue acting as an indicator of broader
utility. This simple inferencing process enables the differentiation of complex objects
through only simple factors based on scarce information. Yet simplicity does not
appear to detract from effectiveness, with demonstrable worth across a wide range
of scenarios, including investment decisions (Bröder 2000), court judgements (Dhami
2004) and medical decisions (Dhami & Harries 2001).

The Take-The-Best Heuristic has also been demonstrated to repeatedly match or
outperform multiple regression methods (Czerlinski et al. 1999) and machine learning
algorithms (Brighton 2006). In the former tests, the Take-The-Best Heuristic was
proven better equipped for application across non-trained datasets, and crucially,
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required around a quarter of the information to make the improved estimations. These
trends are intended to demonstrate the power of these techniques in all prediction
scenarios.

2.3.3.3 Summary of Bounded Decision Making Literature

This section of the review has outlined various interpretations on general decision-
making processes. Of primary focus has been the identification of a comprehensive
decision-making framework within which conventional understandings of spatial cog-
nition reside. It is clear from the literature presented here that, considering the
subjective nature of the cognitive map and indications of sub-optimisation in route
choice, route selection behaviours can only be characterised as boundedly rational.
This finding alone runs counter to most of the existing transportation models of route
choice identified earlier in this chapter.

Yet, the notion of bounded rationality offers two clearly deviating perspectives.
The cognitive bias perspective operates under the context that individuals seek but
are unable to attain optimisation in decision-making. Through a range of biases
and errors in human cognition, optimality is effectively lost. On the other hand,
the ecological rationality perspective suggests that all decisions - big or small - are
heuristic, and based on mental shortcuts. The validity of this approach has been
proven (and proven to work better than many alternative methods) in a number
of contexts, in spite of its simplicity, but perhaps lacks the reassurance afforded by
mathematical rigour.

In reviewing these approaches, little was found in relation to their application
within the spatial cognition domain. Yet a connection between these domains would
appear intuitive. Dual process theory would seemingly align with the principles of de-
cision point route planning, both identifying a separation of strategic and automated
elements of decision-making (Passini 1981, 1984). Likewise, strategic route decisions
might easily be made on the basis of a Recognition or Take-The-Best Heuristic, foun-
ded as they are on sparse, subjective interpretations of the urban environment. No
association between these domains has previously been drawn, however, and the im-
plementation of either approach requires further evidence and consideration.

2.3.4 Summary of Behaviour and Cognition Literature

The aim of this section was to identify theories and models of behaviour that might
more effectively describe the actions of individuals on urban road networks. This
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review was conducted in three phases - the first, which described the nature and role of
subjective spatial knowledge; the second, which outlined strategies and preferences in
route selection; and the third, which explored different approaches towards modelling
decision-making in uncertain environments. At each stage, a focus was placed upon
establishing the underlying nature of behaviour that drives individual action.

Although the review drew from quite disparate disciplines - including behavioural
geography, cognitive science, neuroscience, and behavioural economics - there are
some clear areas of overlap, and some potential areas for the advancement of existing
approaches.

It has become clear through this review that an individual’s bounded or uncertain
interpretation of their environment is integral to decision-making. Individuals have
demonstrated repeatedly that they base route selection upon important locations or
landmarks. An individual’s use of such particular locations is dependent on their
prior experience, and the encoding of these locations in the brain. The process of
using only limited information during decision-making links well with literature on
bounded rationality, a field that has long recognised the role of subjectivity and the
importance of mental shortcuts in shaping decision-making.

It it noteworthy too that little evidence was found within the literature that
was supportive of the behavioural models currently implemented within conventional
traffic simulation. In fact, this evidence would suggest that individuals who traverse
the urban road network do not purely favour economic gain, and do not operate with
an unbounded perception of alternatives.

Despite the potential for combination of these approaches, no literature was found
linking these domains. While the bounded rationality approaches offer a methodo-
logical framework for modelling decision-making, these approaches have not been
applied in describing route selection behaviours. Likewise, research into spatial cog-
nition has not been previously captured within a decision-making framework, and
suffers from specifications gained only from limited samples of individuals in small-
scale environments. In light of the substantial research base accompanying both, a
combination of these areas would appear to represent a promising approach towards
the modelling of individual behaviour.

2.4 Chapter Summary

This chapter has sought to outline the state-of-the-art research into the modelling and
simulation of individual movements within the urban realm. Throughout this chapter,
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particular focus has been placed upon establishing the behavioural assumptions at
the foundation of these models, and examining how these definitions proliferate in
shaping the prediction of traffic dynamics.

This review was undertaken in three sections. During the first part of the review,
conventional approaches towards traffic simulation were outlined, focussing on how
traffic dynamics are simulated through vehicular interactions. While considerable
variation was found in the way in which physical interactions are modelled, these
approaches were identified as not completely capturing the fundamental behaviours
that cause the formation of traffic dynamics on urban road networks. Instead, driver
route choice behaviours were identified as central to the distribution of traffic across
the network, and the core influence in shaping vehicular interaction.

The second area of review examined how route choice behaviours are modelled
within conventional traffic simulation models. Although promising approaches were
identified, unrealistic behavioural assumptions were found to be common across the
board. Most approaches assume that individuals will always take the shortest travel
time path from origin to destination, objectively considering all alternative routes
in doing so. Considerable doubt surrounding the veracity of these assumptions was
highlighted.

The final section, in view of the previous areas of work, returned to the fun-
damental theory behind behaviour in the urban realm. This section examined the
literature describing how individuals interact with and navigate through urban areas,
how they encode and utilise spatial knowledge, and how decisions are made under
uncertainty. In summary, the wealth of findings identified during this review high-
light the importance of subjectivity and preference in shaping movement behaviours.
These trends cast further doubt on the reliability of the behavioural principles un-
derlying conventional traffic simulation. It is clear that in seeking to better explain
traffic dynamics, one must understand driver cognition and decision-making, and its
cumulative impact in shaping these phenomena.

Yet, in spite of the wide range of evidence demonstrating the importance of the
role of individual behaviour in shaping traffic patterns, no previous implementation
of these models has been identified. In fact, many of the findings identified during
the final chapter represent only loose strategies or preferences. These approaches are
somewhat contradictory, with few unifying features and no consideration within the
context of decision-making.

The next chapter will focus on how to progress onwards from this current state,
introducing a research framework for the elaboration and incorporation of improved
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models of individual behaviour within a traffic simulation. This process will describe
the stages required to move from the current state of the literature, to a point where
these theories form the basis of an improved representation of simulated traffic flow
dynamics.
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The literature review demonstrated that there exists a need for a reassessment of
the way in which the behaviour of drivers in the urban realm is represented within traf-
fic simulation models. In conducting this review, three areas of research were identified
- namely, route choice preference, spatial knowledge, and bounded decision-making
- to have been neglected within existing traffic simulation models, relative to the
extent of reported research. These findings demonstrate a strong indication that cur-
rent traffic simulation models poorly capture the true complexity of driver behaviour
influencing road traffic dynamics. The review furthermore showed that no existing
framework or approach completely describes the full extent of these behaviours, nor
how they vary among a population of individuals.

In highlighting the discrepancies between traffic simulation approaches and models
of individual behaviour in urban areas, the literature review enables the specification
of a hypothesis on which to build a methodology. The hypothesis that will be adopted
during this thesis is as follows:

By modelling the behaviour of drivers on the road network in more de-
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tail, a more accurate simulation of urban road traffic dynamics may be
achieved.

In order to investigate this hypothesis, in this chapter a new methodological frame-
work is outlined that introduces a more detailed representation of driver behaviour
within a simulation of urban traffic dynamics. Countering the noted weaknesses in
conventional traffic simulation methods, specific focus will rest upon improving how
route choice behaviour on urban road networks is modelled, and simulating how these
behaviours shape road traffic patterns.

The methodological framework introduced here will describe only the integration
of the different phases of work contributing to this aim. The complete methodology
employed during each phase of the work will be introduced across the proceeding four
chapters of the thesis. These stages of work represent the core contributions of the
thesis, contributing in ultimately advancing the state-of-the-art in urban road traffic
simulation.

The framework is composed of two core streams of work. The first stream de-
tails the configuration of the model of driver behaviour - the structure within which
individual routing behaviours may be better represented. The second main section
describes the implementation of this model of behaviour within an agent-based mod-
elling framework, enabling the simulation of urban road traffic dynamics.

3.1 Model of Driver Behaviour

The model of driver behaviour will focus on improving the representation of route
choice. As highlighted in the literature review, there are a number of interacting
elements influencing these actions, all of which should be incorporated within this
model of driver behaviour.

In modelling route choice, one builds on the principles that guide any decision.
Any type of choice decision is based on a concept of preference and an understand-
ing of the alternatives available to that individual, executed according to a decision
process. This same principle applies in route choice. Route preferences describe the
characteristics of a route that an individual finds preferable. The alternatives, in this
case, are the different route options known to that individual, recalled according to
some cognitive representation of space. And the route choice decision process com-
bines the two in order to arrive at a selection. This model of behaviour will aim to
better capture these behaviours, moving on from the simplified assumptions of route
decision making within many existing traffic simulation models.
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Figure 3.1: Model of Driver Behaviour

The model of driver behaviour should equally capture how the route choice deci-
sion process is influenced by external influences and information sources, including
navigation advice and congestion information. The role of these behaviours in shaping
route choice must too be investigated more thoroughly.

The integration of these factors shaping route choice behaviour leads to the model
presented in Figure 3.1. The model outlines how route preference and a representation
of space are combined with external influences within a route choice decision process
constructing a route between an origin and destination. It is thought that this model
- in encapsulating each of these facets of route choice behaviour - is a novel approach
to representing driver behaviour in traffic simulation.

The elaboration of this model will be conducted over the next three chapters,
with a range of approaches applied in order to extract insight into each element of
behaviour. The remainder of this section will provide more detail on the types of
behaviour, identified during the literature review, that will be investigated. Table
3.1 provides an overview of each element of behaviour to be explored during the
next three chapters. This overview also highlights methods and theories that have
not previously been incorporated in the representation of driver behaviour, but have
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been shown, during the literature review, to warrant consideration.

3.1.1 Route Preferences

Route preferences refer to the factors of greatest importance to the individual during
the selection of a route from origin to destination. In examining these preferences, it
is necessary to identify the elements that make one route more attractive relative to
another, prompting its selection.

Preference is likely to vary with factors beyond the route choice decision process.
Aspects relating to the trip‘s purpose may influence the choice of route, yet additional
aspects, such as the prevailing conditions on the road network, or those relating
to the individual‘s personal experience may also play a role. In investigating route
preferences, then, consideration must be given to the full variation of possible choices.

In terms of the specification of preference, previous implementations of this be-
haviour within traffic simulation models have predominantly been constructed on
road-based (e.g. length, travel time) or turn-based (e.g. angular deviation) features.
These approaches consider aspects such as the length of the route, or how many
turns are involved, to be the key factors that influence the selection of a route. Yet,
as was identified during the literature review, the selection of a route may not, in
fact, consider every road and each turn involved in a route. Instead, the individual‘s
preference may be swayed by prominent landmarks in the city, which loom larger in
the mind during selection. The influence of these elements has not been discussed
previously within transportation literature, and has not been implemented within
previous traffic simulation models.

In view of these findings, Chapter 4 will be devoted to exploring the nature of
route preference. Using a large dataset of observed routing behaviours, a range of ap-
proaches towards preference for routes will be explored. The verity of the conventional
road and turn-based measures will be assessed, while the role of spatial hierarchies
and important locations in influencing decision-making will also be explored. The
chapter will also examine how preference may be influenced by information sources,
such as when individuals are faced with unexpected changes to road network condi-
tions. The findings from these analyses will feed into the specification of the route
choice decision process.
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3.1.2 Representation of Space

The representation of space aspect aims to capture the way in which individuals
encode and use space during the course of route planning. As was described during
the literature review, individuals are not thought to make spatial decisions based on
map-like representations of the world, but instead may be influenced by particular
features within the urban realm.

The challenge in capturing this relationship between the individual and the urban
environment is two-fold. In the first instance, a generalised model for representing
space must be developed, capable of capturing the utilisation of space by any indi-
vidual, no matter their experience or level of expertise. A second challenge remains
in modelling how knowledge of this space varies between individuals, capturing the
subjective, bounded nature of spatial knowledge.

In the first stage, the definition of the generalised model of space is presented in
Chapter 5, and is used during the course of defining route choice models. This model
will build on the findings from Chapter 4, where the basis of route choice is investi-
gated. As was identified during the literature review, a range of representations of
cognitive space have been highlighted in the literature - ranging from simply assum-
ing knowledge of the road network, through to relations with neurological structures
- and this work will examine the validity of these representations.

The second stage, addressing subjectivity in the utilisation of this representation,
will be described in Chapter 6. This section will detail how the general representation
of space is restricted, reflecting how individuals can only maintain personal limits in
their knowledge of space. This limitation in knowledge interacts directly with the
route choice decision process, with a driver‘s route selections limited by the extent to
which an area is known by an individual1. Variation in spatial knowledge is examined
in terms of changing driver experience and familiarity with particular locations.

3.1.3 External Influences

There are a number of additional factors, external to the individual‘s own preferences
and knowledge, which may ultimately influence the route choice decision process.
While a vast array of factors may ultimately impact upon an individual‘s route choice
decision process, of perhaps greatest significance here are those information sources
that directly aid route choice. As such, during the investigations into driver behaviour

1The exact process of interaction between the route choice and spatial knowledge models is
outlined in detail in Chapter 6.
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in Chapter 4, attention will be paid towards determining the impact of navigation
guidance (through a satellite navigation device, for example) and traffic news in
shaping route choice. Attempts will be made to identify how often and the extent
to which individuals use these information sources, and the conditions under which
they are used.

3.1.4 Route Choice Decision Process

While the understanding of the role of route preference, a driver‘s representation of
space, and any external influences, can identify how a route may be deemed attractive
to an individual, they do not describe the decision process by which a route is selected
from a range of alternatives. Therefore, additional consideration must be given to
how these different sources of information are used within a route choice decision
process. In exploring the route choice decision process, the aim is to identify how
individuals act on their preferences, how they perceive their environment and how
they use any additional information is used in deciding which route to select.

Traditional approaches to this problem have viewed route choice as an optimising
process, often purely focussed on minimising travel time. More advanced conven-
tional approaches have utilised discrete choice approaches, establishing the relative
influence of a number of factors attributed to an alternative. As was highlighted
earlier, however, bounded rationality decision-making frameworks offer an alternative
perspective on this process. These approaches do not assume an exhaustive consider-
ation of all potential alternatives, recognising the usage of heuristics and biases. As
such, they would appear to philosophically align closely with the skewing influence of
locations and hierarchies described above. Likewise, the large dataset of route choice
observations that is to be used in this project - as will be described in Chapter 4 -
provides the opportunity to develop a probabilistic approach to route choice, based
on prior behaviours. This is again an approach that has not been found within traffic
simulation with relation to route choice, thus warranting exploration at this stage.

Chapter 5 examines the implementation of different route choice processes, draw-
ing on the findings of the route preference analyses presented in Chapter 4. Once
more, conventional approaches will be explored, but will also be compared with those
methods previously not incorporated in traffic simulation models. Each approach will
be measured against its ability to accurately replicate observed route choice.
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3.2 Simulating Urban Road Traffic Dynamics

The modelling of driver behaviours can not alone describe the evolution of urban road
traffic dynamics. The generation of traffic dynamics requires a broader simulation
environment - one that both describes the behaviours and interactions of a modelled
population of drivers, and simulates how these interactions contribute in shaping
macroscopic patterns of behaviour. This environment should fully capture the detail
of autonomous behaviour of individuals as described in the model above, as well as
how these behaviours vary across the population.

Agent-based modelling (ABM) appears to represent the most promising simula-
tion approach in view of these objectives. In comparison to alternative approaches,
only this simulation approach enables the complete encapsulation of the autonomous
decision-making process, while being flexible enough to describe variation in individ-
ual behaviours. The primary focus of ABM is the generation of macroscopic phe-
nomena from individual behaviours and interactions, which aligns with the specific
aims of this stage of the research. This platform will enable the creation of a set
of interacting motorist agents, defined by the behavioural framework detailed above,
simulating the formation and evolution of traffic dynamics. Of the other approaches
examined during the literature review, too little emphasis is observed with relation to
heterogeneity in behaviour. In both microscopic and macroscopic traffic simulation,
individuals are modelled to behave in a homogeneous fashion, with little consideration
for variation in behaviour.

The behavioural model only provides specification of one facet of the broader
agent-based simulation environment. In order to generate interactions from the ac-
tions of a population of agents, it is necessary to define the wider simulation environ-
ment. Primarily, the spatial and temporal extent of the simulation must be specified,
and in view of this, the range of heterogeneity in the behaviour of motorist agents,
by each attribute outlined above, must also be defined. Importantly, in order to ul-
timately generate macroscopic traffic dynamics, such as the formation of congestion,
it is also important to detail how agents will physically interact on the road network.

The simulation environment, and all factors associated with it, is defined in Chap-
ter 7. This chapter will detail the integration of the findings from Chapters 4, 5 and
6 within a simulation based on a real-world environment. In simulating real-world
processes, it is possible to compare directly the output from the model with observed
traffic phenomena. This evaluation stage is conducted in Chapter 8.
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3.3 Chapter Summary

This short chapter has outlined the methodological framework that will be elaborated
upon during the next four chapters of this thesis, moving towards the overall aim of
advancing the research agenda with respect to urban traffic simulation. This process
has been divided into two core streams of work. The first strand aims to advance the
modelling of individual movement behaviours on the road network by better exploring
and modelling the route decision-making process. The second stream aims to simulate
how these models of individual behaviour impact upon the formation and propagation
of traffic flow dynamics.

In defining this framework it has become clear that, although the literature review
provides some guidance with which to proceed, a great deal of work will be required
for its completion. As such, in building towards this framework, it is anticipated that
the thesis will report the following novel research contributions:

• Establishing widespread trends in route preference, including the role of external
information sources in influencing route choice behaviours.

• Modelling of the bounded decision-making process involved in route choice.

• Modelling the variation of spatial knowledge across a population of drivers.

• Developing an agent-based model that improves the prediction of urban road
traffic dynamics on conventional approaches, evaluated using real-world data-
sets.

In building within the framework outlined during this chapter, the aims and objectives
specified in Chapter 1 will be completed. The completion of the programme of work
will validate or invalidate the hypothesis outlined at the start of this chapter. The
final outcomes of this research will be revisited during the summary and conclusions
in Chapter 9.
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The development of a realistic model of driver behaviour, as detailed in the meth-
odological framework, requires a strong, evidence-based understanding of driver be-
haviour. While the literature review provided some insight in this respect, it equally
identified that there remains a great deal of uncertainty around driver movement be-
haviour. In order to cut through this uncertainty, this chapter will employ large-scale
data analyses in order to comprehensively examine driver behaviour on the urban road
network. The findings generated from these analyses, with respect to route choice
preference and the role of external information, will feed directly into the construction
of the model of driver behaviour, to be explored during Chapters 5 and 6.
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In aiming to enhance understanding of driver behaviour, two streams of work are
presented in this chapter. The first involves the analysis of a large data set of route
traces by minicabs in London, United Kingdom. It aims to extract some clear trends
and demonstrable preferences in route preference and choice behaviours, patterns that
can be used in Chapter 5 during the modelling of the route choice decision process.

The second stage of analysis details the results of surveys conducted to provide
some insight into some of the important external factors influencing driver behaviour,
including establishing the importance of information and navigation advice in influ-
encing the route choice decision process. The chapter will conclude in highlighting
the key findings derived from both core investigations, and the role these may hold
for the development of new models of behaviour.

4.1 Route Preference Analysis

The first stage in the analysis of driver behaviour examines route preference. Route
preference is highly important in shaping the movements of individual drivers, and is
a core aspect of the model of driver behaviour devised during the previous chapter.

Much of transport research and modelling expects human behaviour to be un-
boundedly rational, with a dominant preference for minimisation of economic cost.
Alternatively, research from the cognitive science, neuroscience and behavioural geo-
graphy research communities suggest that this decision process is more nuanced,
bounded by experience and limited by cognitive ability. The aim of this phase of
work is to explore what the data can tell us with respect to this debate.

In carrying out this work, a large data set of observed route selections are analysed.
These routes, reflecting the choices of thousands of individuals across hundreds of
thousands of routes, allow us to derive insights into the trends and patterns in route
choice. While it is not possible, using observations of this nature, to extract the entire
route choice process1, it will be possible to better understand the preferences involved
in shaping route choice. The preferences extracted through these analyses will then
be used in the construction of a model of route choice in Chapter 5.

Prior to documenting the analysis of the route data set, a full description of the
data set is offered. This will explore the important trends and biases that must be
considered during all subsequent analyses.

1As described in Chapter 3, this complete choice process encompasses additional elements such
as spatial knowledge and external influences. These are aspects that are not available to the study,
and can not be understood from route choice observations alone.
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Following the description of the data set, three different methods of analysis are
applied, each intended to derive alternative insights into the route preferences of
the individuals. The methods applied during this analysis are described below, also
detailing the purpose for the inclusion of each separate approach:

• Whole Route Correlation - The second stage of analysis moves beyond high
level statistics to begin to investigate the nature of route patterns. In this first
stage of route analysis, the degree of correlation between observed paths and a
range of complete artificial routes are examined. This stage identifies how well
conventional representations of complete routes - including the shortest metric
distance, least travel time, and least angular deviation routes - match actual
route choice.

• Discrete Choice Analysis - Having examined the degree of correlation offered
by complete route models, the third stage focusses on extracting the combin-
ation of attributes that best describe the preferences involved in route choice.
This process uses discrete choice analysis, an established process in transporta-
tion studies for estimating relationships between observed choices and quantit-
ative reasons for doing so. Its utilisation here aims to identify which attributes
of the road network are most widely preferred during the course of route choice.

• Spatial Analysis - The final stage in this investigation explores spatial trends
in route preference, moving away from the aspatial generalisation of route pref-
erences offered by the other approaches. Routes are assessed relative to the
available alternatives that were in fact rejected, identifying deviations in the
spatial patterns of actual route choice in lieu of valid alternatives. Deviations
in counter-flowing route sets are furthermore examined, investigating whether
the switching of an individual’s origin and destination impacts in subsequent
route choice. The section also assesses whether the individual’s time of travel,
whether it be during busy or quiet periods, impacts upon route selection. In
each area of analysis, a range of case studies are presented. Spatial clustering
approaches are employed to highlight the locations of significant deviations in
actual and alternative route sets.

This section will conclude in summarising the various research findings identified
during these analyses, including the implications these hold for further research.
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4.1.1 Data, Trends and Biases

The data set to be utilised in aiming to better understand driver behaviour describes
the route selections of around 3000 minicab drivers. The data was acquired through
an agreement with Addison Lee minicab company, the largest private hire minicab
firm in Europe operating in and around London, United Kingdom. The company
provided Global Positioning System (GPS) point data for each of their vehicles across
a three-month period covering December 2010 to February 2011, equating to around
300 million records. Supporting datasets in the form of job (recording the origin and
destination of each journey) and driver activity data were also provided.

In order to carry out analysis of the route choices within these datasets, a primary
substantial task involved the identification of road segment-based routes from the
observed point-based dataset. Given the large number of records involved, a batch
processing algorithm was developed, able to handle the poor spatial accuracy and
recording rate offered by the GPS-derived data. The process is described in full in
Appendix A. The result of this processing stage was the extraction of 677411 road
segment-based routes.

Prior to the execution of more sophisticated analyses of this dataset, it important
that the higher-level patterns that drive the route distributions are outlined. This sec-
tion explores the nature and role of biases in the spatial and temporal patterns within
this dataset, identifying how representative these trends are of the wider vehicular
movement patterns observed in London, and the potential implications such trends
may have on further analysis. The additional consideration of impact of behavi-
oural and business trends, relating to trip purpose, relative driver experience and the
Addison Lee business model, are also discussed.

4.1.1.1 Spatial Trends

Urban structure and network configuration are highly important factors in the cog-
nitive process of route choice. Understanding, therefore, the spatial context under
which a set of route choice decisions have been made is vital.

In the first instance, one must examine the spatial distributions of the trip origins
and destinations. Starting with trip origins, presented at postcode level in Figure 4.1,
one can clearly see a strong focus of trips within the central and inner London areas2.
The trend is somewhat fractured, but nevertheless one can observe a shift towards
the northern and western areas of inner London, in comparison to similarly central

2For reference, maps indicating regional definitions in London can be found in Appendix B
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Figure 4.1: Trip Origins by Postcode

Figure 4.2: Trip Destinations by Postcode

zones in the east and south. One can also identify a number of additional stand-alone
trip generators outside of central London. On further inspection there are found to
include airports (e.g. Heathrow and City airports), train stations (e.g. Tottenham
Hale station), sporting stadia (e.g. Wembley Stadium) and leisure facilities (e.g.
Wyke Green and Mill Hill Golf courses). A similar spatial pattern is observed where
one examines destination distributions, shown in Figure 4.2, where central and inner
London regions again appear dominant as attractors of trips. Moreover, many of the
same main trip generators identified outside of the inner and central regions feature
as important attractors too.

Consulting the summary statistics one is able to see some clear differences between
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the origin and destination flows. On average, each origin postcode, from where at
least one trip is generated, produces on average 11.31 trips with a standard deviation
of 48.29. In contrast, for each equivalent destination postcode, one see a lower average
number of trips, at 9.07 with a larger standard deviation of 80.62. The indication
here is that across the dataset there is a greater spatial spread in trip destinations
than there is in trip origins.

Further insight is gained when inter-zonal flow counts are considered, according
to the regional definitions described in Appendix B. These flow values are shown in
Table 4.1 below. These data provide explicit confirmation of the trends observed
above, demonstrating that over 80% of the Addison Lee business is generated within
central and inner London zones. Such trends highlight important spatial bias within
the dataset, particularly where one considers that Transport for London report that
journeys in outer London are twice as likely to be taken by car than in inner and
central zones (Transport for London 2011).

Origin Zone Destination Zone Trip Count Percentage of Trips

Central Central 159760 23.57
Central Inner 132435 19.54
Central Outer 27803 4.10
Central Outside 7085 1.04
Inner Central 139254 20.55
Inner Inner 139127 20.53
Inner Outer 21202 3.13
Inner Outside 4296 0.63
Outer Central 14163 2.09
Outer Inner 15711 2.31
Outer Outer 8141 1.20
Outer Outside 1099 0.16
Outside Central 2842 0.42
Outside Inner 2788 0.41
Outside Outer 989 0.15
Outside Outside 716 0.11

Table 4.1: Inter-Zonal Minicab Flow Counts in London

Origin and destination zones only provide a partial insight into the patterns of
behaviour inherent within the dataset, one must further examine the distribution of
routes selected through London too. Figure 4.3 presents a visualisation of minicab
flows along routes through central and inner London, with the most popular routes
indicated in red, with reducing flows indicated in lower intensity reds, then yellow,



4.1. ROUTE PREFERENCE ANALYSIS 77

Figure 4.3: Minicab traffic flows through central London

then white and finally grey. Given that much of the Addison Lee business exists in
central and inner London, the overarching trend in higher usage of roads closer to
the centre of London is not surprising. The more interesting elements to observe
are the exact routes chosen through the central areas. Strong links between central
areas and the Canary Wharf region in east London, with routes between the regions
heavily used. They important so-called ‘corridor’ routes travelling into and out of
central London appear to be heavily used, as is the North Circular inner ring road in
north London. Inside central London, the important thoroughfares of Euston Road,
Embankment and Park Way are mostly highly used, with a fairly broad spread of
traffic across the entire central region.

4.1.1.2 Temporal Trends

The complete routing dataset covers an 82 day time period between 1st December
2010 and 28th February 2011. Although no information is available with respect
to the usual business patterns of Addison Lee, in considering usual seasonal trends
one might reasonably expect to see above average trade during December during the
Christmas party season. The figures appear to support this, with increased numbers
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of trips observed during December 2010, as shown in Table 4.2.

Month Total

December 2010 235064
January 2011 230516
February 2011 211831

TOTAL 677411

Table 4.2: Trips by Month over Study Period

The impact of the Christmas period is probably best seen where observing daily
trip counts over the whole period, as demonstrated in Figure 4.4. While trips appear
to be highest during the early weeks of December, a large dip in activity is clear
over the Christmas period, with New Year, unsurprisingly, bucking the general trend
during that period. A regular inter-hebdomadal fluctuation can also apparent in
Figure 4.4, better demonstrated when we drill down to look at hourly activity during
the course of an average week, as shown in Figure 4.5. This figure clearly demonstrates
a significant decrease in activity over the weekend, with an increasing number of
journeys taken throughout the week prior to a peak on Fridays, with Mondays and
Tuesdays appearing somewhat quieter than other weekdays. This latter point may
be because there were fewer Tuesdays (12) than others (13) during the study period.
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Figure 4.5: Trip Activity by Hour over
Average Week

The weekly-level trip patterns suggest that a more granular level of temporal
variation in activity occurred during the course of the study period. Whereas a
regular pattern of peaks and troughs appears to develop during Monday through to
Thursday, usage patterns appear to change considerably towards the end of the week,
with large spikes in activity on both Friday and Saturday evenings, with relatively very
little activity occurring on Sunday. Exploring average weekday and weekend patterns
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separately, as shown in Figure 4.6, one can more clearly observe the differences in
the temporal activity between the two periods. Weekday patterns appear to remain
relatively consistent through the day, with slight increases falling in line with the
usual two-peak pattern in demand during morning and evening rush hours. Demand
appears to further prolong into the evening, possibly skewed by the heaviest demand
during Friday evenings, indicating that Addison Lee minicabs are used regularly by
people returning from evening activities. Over the weekend, the trends are quite
different, with demand heavily skewed towards the early mornings and evenings as
people return from evenings out. Average use of Addison Lee minicabs during the
weekend daytime is much lower than the volumes observed during the week.
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Figure 4.6: Trip Activity by Hour of Day during Weekdays and Weekends

Temporal trends are important as they enable us to gain insight into the times
at which routing decisions are being made. On picking up a customer at a given
time, the driver must decide, based on current temporal conditions, the route they
should take from origin to destination. The patterns we observe in this dataset, al-
though somewhat skewed in peaks in demand during Friday and Saturday evenings,
do present a regular picture of activity that falls in line with traditional understand-
ings of travel demand. The two-peak pattern, common to travel demand across all
modes, is present, and the majority of travel is seen to take place during weekdays.
Mindful of these predominant patterns, it may be said that the temporal activity
patterns inherent in this dataset do not represent a strong disposition towards or
against more highly congested or uncongested conditions.
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4.1.1.3 Behavioural and Business Trends

The spatial and temporal trends identified above already begin to provide insight
into the Addison Lee business model. The aims and structure of the Addison Lee
business model are, of course, an important determinant of whether this dataset
may be applied in the description of wider traffic dynamics, incorporating the entire
population of motorists in London. Perhaps the most important aspect in this respect
is the behaviour of the Addison Lee drivers, of whose decision making facility we aim
to examine here. What is known of the Addison Lee drivers is discussed below, in
addition to an examination of the nature of the journeys they undertake during the
course of their work.

The dataset contains routing data pertaining to 2945 individual drivers. On aver-
age, therefore, drivers undertook 233 trips during the study period, with a standard
deviation of 94.81. Therefore, while a variation in experience within the driver pop-
ulation is apparent, no significant bias towards a particular subset of the driver pool
is identified.

Drivers starting work with the company are not required to have prior driving
experience or to have passed ‘The Knowledge’ test - a qualification for London’s
Black Cab drivers that requires a detailed knowledge of the layout and connectivity
of large parts of London - however, drivers do undergo comprehensive training and are
required to pass a map test prior to starting work. During the course of their work,
driver location is tracked by GPS, as part of an automated job allocation process,
and, during the study period, drivers were provided with an in-car satellite navigation
device. However, according to the company, a fully integrated satellite navigation,
with the addition of live traffic and incident information, was not fully incorporated
into the job allocation process until beyond the study period. As a result, while
it could not be ascertained the exact extent to drivers utilised navigation devices
in contrast to a cognitive approach, the inherent uncertainty introduced by their
potential influence on route choice necessitates further investigation. This will be
continued during a complete spatial analysis of the routing patterns in 4.1.4.

One important yet less explicit area in which the company business model influ-
ences the nature of the route choice is in terms of the types of work the company
targets and specialises in. There have been indication of these patterns throughout
the analysis of this data, however two further trends, which will be picked up again
where Discrete Choice Modelling is investigated, are those describing trip length in
terms of distance and time. Plotting a histogram of distance with trip frequency, as
has been done in Figure 4.7, one can immediately identify a tendency towards short
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trips. The mean trip length is 8581 metres, with a median of 6901 metres, and stand-
ard deviation of 7068 metres. These values fall in line with the spatial distribution of
trips observed earlier, with many of the trips originating and concluding with central
and inner areas.
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Figure 4.7: Histogram of Trip Distance in Metres for Minicab Dataset

Looking at travel time instead, as shown in Figure 4.8, again we see that short
trips make up the majority of the Addison Lee business model. The mean travel time
is found to be 588 seconds, or around 10 minutes, with a median of 490 seconds,
around 8.2 minutes, and standard deviation of 421 seconds, or 7 minutes.
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4.1.1.4 Trends Summary

The exploration of spatial, temporal and behavioural trends underlying the Addison
Lee route dataset has helped to highlight many of the important and inherent biases
that must be considered during further analysis and utilisation of the data. What
is clear is from this study is that, while the dataset does describe the route choice
behaviours of a large number of individuals in a wide range of real world scenarios,
the applicability of this dataset to the representation of motorist behaviour across the
whole of London is limited. The most significant constraining factor in this regard
is the spatial extent of journeys travelled using Addison Lee minicabs. The vast
majority of trips are shown to take place in central and inner London areas, with
Figure 4.3 demonstrating the quick drop off in trips away from central London, and
of not considerable length in distance or time, as shown in Figures 4.7 and 4.8. While
this does not mean that the dataset cannot be applied outside of more central areas,
considering the reduced sample size, one would have less confidence in any model
derived from such data.

In terms of temporal variation, where comparing usage trends against traditional
understandings of trip generation, a shift towards evening travel, particularly on Fri-
days and Saturdays, is demonstrable. However, although the influence of increased
evening travel should not be discounted where verifying future analyses, the relative
deviation from expected patterns of movement is not as severe as those trends ob-
served spatially. The familiar two-peak trend in travel behaviour is present on each
average weekday, and so one can reasonably assume that the influence of conges-
ted roads, a temporally varying factor, is a consideration during a large sample of
journeys.

The influence of the Addison Lee business model upon the dataset was finally
explored, with a number of clear elements for consideration. Of greatest concern, and
some continuing uncertainty, is the potential role of navigation devices in influencing
driver route choice from origin to destination. As was demonstrated during this
review, a great deal of route choice heterogeneity was identified between pairs of
locations. With no online or temporal influence on any route choice algorithm used by
the majority of drivers, it cannot be said that such patterns are a product of automatic
congestion or incident avoidance. Therefore, it was determined from this stage of the
review, that the majority of drivers must have been routing between origins and
destinations using their personal cognitive mechanism and spatial representation of
the world, thus ensuring the utility of this dataset in building understanding into
the behaviour of all motorists. Nevertheless, the routes chosen by the Addison Lee



4.1. ROUTE PREFERENCE ANALYSIS 83

drivers are, it may be assumed, representative of only the behaviours of individuals
with a detailed level of spatial knowledge. These are individuals that, given the
nature of their jobs, the specification by Addison Lee on new employees, and the
prior training they have received, will have learnt a great deal about the structure
and configuration of central and inner London. The impact of this experience upon
further analysis must therefore be considered.

Further analysis and use of the dataset must henceforth be framed within the
contexts of the lessons learnt here. While initial analyses have confirmed that the
influence of individual behaviour is prevalent in this dataset, there are important
biases that will somewhat restrict the application of the data and findings.

4.1.2 Whole Route Correlation

Whole route specifications of routing behaviour are prevalent within transport mod-
elling methodology. The underlying principle suggesting that an individual will select
a route from origin to destination based on road network weight and configuration
alone. It is important therefore that, in aiming to extract a set of rules that describe
routing behaviour, these methods of route description are carefully examined.

The first stage of this analysis explored the degree of similarity between the ob-
served routes and a set of algorithmically-generated optimal routes. Routing al-
gorithms were developed for a set of 16 routing methodologies, each minimising route
cost according to a specific preference parameter. The aim of this work was to identify
which of these whole route methodologies performed best in predicting behaviour, and
provide some insight into the core principles influencing route choice behaviour. At
this stage, the aim was not, it should be highlighted, to identify a weighted com-
binative model that necessarily accurately described route selection behaviour, such
work would follow in the exploration using Discrete Choice modelling. The artificial
routes implemented during this phase of analysis were selected so as to enable the
exploration of conventional whole-route descriptions of route selection behaviour.

Optimal routes were identified, for each routing mechanism, across a directed
graph representation of the complete road network, as defined within the spatially-
granular Ordnance Survey ITN dataset. For each route model used, a weight, spe-
cifying the cost of traversal, was assigned to each segment. Finally, to ensure that
this model suitably matched the reality of the road network, route regulations and
turn restrictions were implemented according to a dataset provided by Transport for
London. Using this representation of the road network, an optimising graph search
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algorithm3 was implemented to identify optimal routes between any given origin and
destination.

The route models selected for this study are outlined below, with explanation of
the methodology and reasoning behind each model offered where necessary:

• Least free flow travel time - Each road segment assigned travel time according
to speed limit along that road.

• Least distance - Each road segment weighted according to length of segment.

• Least angular deviation - Cost of traversal between two road segments weighted
according to difference in angle between the onward travel direction of origin
segment and the direction of destination segment. The principle of preference
for least angular routes features widely in space syntax and cognitive science
literature (Conroy Dalton 2003, Hillier & Iida 2005, Hochmair 2005).

• Least angular deviation constrained by distance - Cost of traversal between
segments a linear combination of angular deviation and distance cost, averaged
across both segments

• Least angular deviation constrained by time - Cost of traversal between seg-
ments a linear combination of angular deviation and time cost, averaged across
both segments

• Fewest turns constrained by distance - Cost of traversal between two segments,
specified initially as distance, doubled where a turn between two segments is
encountered. Turns are specified as deviations in angularity greater than 60º.
The principle underlying this model is that turns are thought to introduce an
increased cognitive load in the construction of a route (Golledge & Garling 2002,
Jiang & Liu 2011, Duckham & Kulik 2003).

• Fewest turns constrained by time - Cost of traversal between two segments,
specified initially as free flow travel time, doubled where a turn between two
segments is encountered. Turns specified as above.

• Fewest right turns constrained by distance - Cost of traversal between two
segments, specified initially as distance, doubled where a right turn between
two segments is encountered. Turns specified as above, but only turns to the
right (e.g. deviating to the right of a straight line ahead of origin segment

3Dijkstra’s path search algorithm (Dijkstra 1959) used in all cases
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direction) induce the increase in weight. This principle is explored separately
as, in many cases, a right turn will necessitate the crossing of a stream of traffic
travelling in the opposite direction.

• Fewest right turns constrained by time - Cost of traversal between two segments,
specified initially as free flow travel time, doubled where a right turn between
two segments is encountered. Right turns specified as above.

• Lowest descriptor term score constrained by distance - Cost of traversal between
two segments, specified initially as distance, weighted according to a rank by
road type specification, as ascribed by the Department for Transport. According
to this definition, ‘Motorways’ and ‘A Roads’ are given a weight of 1; ‘B Roads’
are weighted as 2; ‘Minor Roads’ and ‘Local Streets’ are weighted with 3; and
all remaining roads (e.g. ‘Private Roads’) weighted with 4.

• Lowest descriptor term score constrained by time - Cost of traversal between
two segments, specified initially as free flow travel time, weighted according to
a rank by road type specification, as described above.

• Lowest descriptor term score constrained by angle - Cost of traversal between
two segments, specified initially as angular deviation, weighted according to a
rank by road type specification, as described above.

• Maximise number of lanes constraining distance - Cost of traversal between
two segments, specified initially as distance, weighted according an average
inverse score of the number of lanes on each of the segments. Lane numbers are
extracted from the definitions within ITN dataset, with motorway and primary
A-roads (assuming uninterrupted dual and triple carriageway) weighted with 1;
non-primary A-road, primary B-roads and primary slip roads and roundabouts
weighted as 2; and all other single-carriageway segments weighted with 3.

• Maximise number of lanes constraining time - Cost of traversal between two seg-
ments, specified initially as free flow travel time, weighted according an average
inverse score of the number of lanes on each of the segments.

• Maximise number of lanes constraining angle - Cost of traversal between two
segments, specified initially as angular deviation, weighted according an average
inverse score of the number of lanes on each of the segments.



4.1. ROUTE PREFERENCE ANALYSIS 86

• Fewest number of links - Each road segment induces a cost of 1, ensuring a least
segment path. This is selected as a control, against which other paths may be
evaluated.

Artificial routes were generated according to each of these specifications for all 677411
of the observed origin-destination pairs, generating an additional 10838576 routes.

As a method of evaluation, for assessing the relative accuracy of each modelled
route in predicting reality, a simple segment matching approach was implemented.
For each artificial path, the number of its segments correctly identified as present
within the equivalent observed path was calculated, yielding a similarity percentage
score. Alternative route similarity measures were investigated, notably Levenshtein
Distance, a widespread technique used in the calculation of string similarity although
also used previously in assessing route similarity (Conroy 2001). However, this ap-
proach was eventually discounted given the large number of distinct spatial objects
involved in the route chain. During this analysis, using the same path matching tech-
nique, a verification of non-similarity between each routing model was carried out
with, as expected, no two route models identified as wholly similar. The full results
from this verification stage can be found in Appendix C.

Route similarity was assessed across the entire dataset, with more in-depth ana-
lysis examining variation by trip length and departure time dimensions. Taking all
data to begin with, as shown in Table 4.3, on average the turn weighted distance model
offered the best representation of the real journey data with an average percentage
similarity score of 42%. Similarly well represented were the road hierarchy weighted
distance model (41.2%) and the pure distance model (39.4%). Scoring poorly with
respect to route similarity were many of the angular deviation models and the fewest
segments routes, which achieved on a 21% match on average.

Yet greater insight can be gleaned from breaking trips into types of journey. One
particularly interesting variation is viewed where different trip lengths are examined.
In the first instance, when we examine the results in Table 4.4, we can see how per-
centage similarity scores reduce significantly as journey length increases. While many
of the algorithms score very favourably at low distances, where fewer routing altern-
atives exist, scoring above 70% accuracy on average, at above journey lengths above
10km the greatest accuracy is observed at 33% on average. The trends are indicat-
ive that whole-route optimising algorithms are not well suited to predicting human
routing behaviour. Certain additional trends are apparent as trip length varies. The
relative accuracy of the road hierarchy weighted model improves as distance increases,
with the distance constrained model proving best at above 10km. This indicates a
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Model Average Standard Deviation

Distance 39.42 27.86

Time 37.78 27.91

Angular Deviation 26.78 25.27

Angular Deviation + Distance 32.56 26.04

Angular Deviation + Time 32.36 26.55

Turns + Distance 42.10 28.78

Turns + Time 39.08 28.59

Right Turns + Distance 39.05 27.52

Right Turns + Time 38.02 27.89

Road Hierarchy + Distance 41.21 29.02

Road Hierarchy + Time 37.88 28.42

Road Hierarchy + Angular Deviation 28.04 26.31

Number of Lanes + Distance 38.55 27.98

Number of Lanes + Time 34.74 27.63

Number of Lanes + Angular Deviation 24.86 25.24

Number of Segments 21.05 19.00

Table 4.3: Average percentage similarity and standard deviation for all journeys by arti-
ficial routing mechanism

higher proportional usage of motorways and A-roads as trip lengths increase. In
contrast to this, the highest relative fall in accuracy from low to high distance jour-
neys is observed with least angular deviation routes. This is suggestive of an angular
minimisation mechanism being more prevalent at shorter journey lengths.

One further way in which this method can be employed to gain some insight is
through examination of temporal variations in prediction accuracy. This analysis
is executed according to the four time periods used by Transport for London in
summarising traffic patterns - morning peak (7am to 10am), inter peak (10am to
4pm), afternoon peak (4pm to 7pm), and evening (7pm to 7am). As one can observe in
Table 4.5, the trends remain fairly linear throughout the daytime periods, suggesting
no significant variation in behaviour throughout the daytime in response to congested
traffic conditions, which are likely more prevalent during peak periods. However,
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during the evening the trend is somewhat different, as the models, particularly those
incorporating distance minimisation, fare considerably better. The explanation for
this apparent change in behaviour may be attributed to two factors. Firstly, reduced
congestion levels enabling the drivers to more regularly follow distance and time
minimising routes. Second, a shift in the spatial distribution of demand, as fewer
centrally-oriented inter-business trips are taken, and demand shifts towards taking
people back home (most likely away from central London). This is demonstrable in
looking at the average lengths of journeys during the respective time periods, where
trips average 7907 metres during the daytime, and increase to 9531 metres during the
evening.

Time Period
Model AM Peak Inter Peak PM Peak Evening

Distance 38.33 38.07 38.26 40.69
Time 35.16 36.01 35.69 39.94
Angular Deviation 26.25 27.73 26.75 26.46
Angular Deviation + Distance 30.89 32.13 31.59 33.49
Angular Deviation + Time 30.31 31.59 30.95 33.68
Turns + Distance 40.31 40.23 40.49 43.94
Turns + Time 36.21 37.19 36.87 41.39
Right Turns + Distance 37.82 37.96 37.98 40.22
Right Turns + Time 35.33 36.27 35.96 40.16
Road Hierarchy + Distance 37.60 37.85 38.10 44.69
Road Hierarchy + Time 34.67 35.53 35.17 40.65
Road Hierarchy + Angular Deviation 26.84 28.48 27.44 28.30
Number of Lanes + Distance 36.50 36.89 36.48 40.49
Number of Lanes + Time 32.33 33.41 32.81 36.58
Number of Lanes + Angular Deviation 24.35 25.95 24.89 24.45
Number of Segments 22.01 22.76 21.74 19.76

Table 4.5: Average percentage similarity journeys during different periods of the day by
artificial routing mechanism.

The path similarity approach has provided some insight into the nature of path
selection under a number of conditions. Certain trends have emerged from this process
and must be tested further. What is of greatest importance here, however, is the
finding that the whole route method of path selection is highly inaccurate, particularly
as trip length increases. This supports previous findings in cognitive science literature
(Passini 1981, 1984, Wiener & Mallot 2003) that a route is not selected all at once,
but rather in a stepwise process. Further analysis will be carried out to test this
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assertion.
The method employed here is not without its flaws. The percentage match process

is inherently non-spatial, and so would, in theory, allow an artificial route to run
continuously near to an observed route without scoring satisfactorily for doing so.
However, given scarcity of locations on the London road network that would allow
such a circumstance to unfold, it is not considered that this is a feasible prospect.
The method does not, more importantly, offer a high degree of explanatory power.
Certain behavioural trends are observed, but the underlying decision process remains
unquantified. In order to enable an improved exploration of this process, Discrete
Choice models are next used for the prediction of a range of contributory variables.

4.1.3 Discrete Choice Analysis

Discrete choice modelling approaches were developed to help identify the relative im-
pact of a range of influential factors upon an individual’s decision making process. Its
utility in the identification of transport behaviour is well-established, with a wealth
of previous literature describing its application in route choice, albeit using smaller
samples of routing data than available in this research (Ramming 2002, Ben-Akiva
& Bierlaire 2003). Unifying the multitude of techniques that constitute the discrete
choice modelling domain is the core purpose of aiming to identify why certain de-
cisions are taken in lieu of a range of rejected alternatives. Choices are modelled as
a set of quantified attributes, and, during the course of the modelling process, the
relative influence of each attribute upon the decision making process is ascertained.
Through the application of these methods to the route choice process, quantification,
in addition to an indication of statistical significance, of the influence of the trends
described in 4.1.2 will be established.

There are three main preparatory stages in the development of a discrete choice
model. Firstly, one must identify the most appropriate model on which to predict,
a selection based on the type of decision being assessed and of data available to the
study. Second, it is necessary to identify a realistic subset of alternative choices rejec-
ted by the individual during the course of making their actual decision. It is against
these alternatives that the nature of the decision-making process will be evaluated.
Finally, the parameters involved in the decision-making process must be specified,
with reasonable hypotheses generated as to their influence upon the subsequent de-
cision, and values of each calculated for every chosen and non-chosen route.
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4.1.3.1 Model Specification

The intention of this stage of analysis was to establish the utility offered by discrete
choice modelling towards understanding route choice behaviour in London. Following
on from the earlier route similarity analysis, the aim of this work was to explore the
whole route decision process, that is the factors involved in making the complete route
choice from origin to destination.

In view of previous work conducted in the area, and the nature of the data on
which route choice would be specified, it was decided that initial work would explore
the estimation of a Multinomial Logit (MNL) model. The process of estimating an
MNL model produces a set of weighted parameters that may be combined linearly
in the assessment of a given choice. Each choice, with its given set of variables,
is weighted according to the predetermined influence of each factor in forming a
decision. The resulting score for each alternative is known as a utility, which may
then be transferred into a probability of selection relative to the alternatives available.
This simplicity of the process of conversion from utility to probability makes MNL
an attractive option where one seeks to model future behaviour.

The process of estimating the weighted influence of each parameter upon the
decision process involves Maximum Likelihood Estimation, an optimisation procedure
that fits a curve for the set of parameters attributed to the actual selection, according
to a probability distribution established according to all alternative options. This
function iterates until an optimal likelihood function is established. For the purposes
of this study, the application Biogeme (Bierlaire 2003) provided parameter estimation
functionality. In addition to conducting the optimisation procedure, Biogeme provides
an indication of overall model fit, the r2 statistic - the inverse of a ratio of the
final log-likelihood against null log-likelihood - and the statistical significance of each
parameter.

The MNL model does come with noted drawbacks. Of particular concern, in the
case of route choice, is the assumption of independence of irrelevant alternatives (IIA).
IIA states that no single option is affected by the presence or absence of an alternative
option, and thus no allowance for collinearity is allowed with the MNL function. The
reality is often more complicated than this, where, with respect to route alternatives,
different options will share the same sections of road, and thus cannot be considered
independent. Numerous efforts have been made to amend this issue (Cascetta et al.
2002, Ben-Akiva & Bierlaire 2003), however, for the purposes of this initial research,
this issue is simply noted for consideration where evaluating output.
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4.1.3.2 Choice Set Generation

The choice set represents an approximation of the alternative options rejected during
the course of making a decision. As such, ensuring that a valid choice set is established
is an important stage in the preparation for discrete choice modelling.

In the prediction of many transport behaviours using discrete choice modelling,
the choice set is generally more readily predictable. For example, in analysing mode
selection, where an individual has chosen to make a journey from an origin to a des-
tination the options will be generally limited to the few nearby available possibilities.
Where route choice is concerned, each of the multitude of paths that connect an origin
and destination through a road network are a potential rejected alternative. There
are a number of ways in which this problem can be broken down (well summarised
in Prato 2009), including ranked shortest paths, segment elimination and stochastic
approaches, for this work, however, the labelling approach was adopted (Ben-Akiva
et al. 1984). The labelling approach to choice set generation requires the establish-
ment of multiple theories of possible routing behaviours. Rather than assuming a
shortest, or close to shortest, distance or time path preference, a range of decision
motivators are introduced, creating a breadth of theoretically reasonable alternatives.

For this study, in line with the labelling approach, the choice set was generated
using the same route preference mechanisms discussed in 4.1.2. These 16 models,
theoretically sound guiding principles of route choice across a range of scenarios, had
demonstrated during earlier verification work, detailed in Appendix C, a satisfactory
degree of differences between alternatives.

4.1.3.3 Parameter Selection

The parameters tested within the model are intended to represent those elements
deemed most likely to affect the decision-making process. In the case of route choice,
the factors selected were drawn from prior theoretical understandings of route pref-
erence, as described during the Literature Review. For each chosen and non-chosen
alternative route, values for each parameter, summarising the complete route, are
required. As such, values for each parameter were calculated for each road segment
within the ITN road network representation for London, later summarised for each
route.

The route parameters selected for this study were as follows, explanation is provided
where necessary:

• Distance - Measured in metres.
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• Free flow travel time - Measured in seconds, calculated using free flow travel
time for a given link.

• Total angular deviation - Measured in total number of degrees turned between
road segments, normalised to a value between 0 (no turn) and 2 (180º) turn in
line with description in Turner (2001).

• Number of left turns - Calculated as a turn greater than 60º to the left away
from current direction of travel.

• Number of right turns - Calculated as a turn greater than 60º to the left away
from current direction of travel.

• Number of turns per kilometre - Calculated as number of turns, to the right or
left, per kilometre.

• Proportion of ‘Motorways’ and ‘A-Roads’ taken - Calculated as a proportion of
the route taking ‘Motorways’ or ‘A-Roads’, as classified within the ITN road
network dataset, in relation to other road types.

• Proportion of ‘B-Roads’ taken - Calculated as a proportion of the route taking
‘B-Roads’, as classified within the ITN road network dataset, in relation to
other road types.

• Proportion of ‘Minor Roads’ and ‘Local Streets’ taken - Calculated as a pro-
portion of the route taking ‘Minor Roads’ or ‘Local Streets’, as classified within
the ITN road network dataset, in relation to other road types.

• Proportion of other roads taken - Calculated as a proportion of the route taking
any other road not specified above, as classified within the ITN road network
dataset, in relation to other road types.

• Proportion of 3-laned roads - Calculated as a proportion of the route taking
3-laned roads, in relation to roads of other width. Using the same specification
method as described in 4.1.2.

• Proportion of 2-laned roads - Calculated as a proportion of the route taking
2-laned roads, in relation to roads of other width.

• Proportion of single-laned roads - Calculated as a proportion of the route taking
single-laned roads, in relation to roads of other width.
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Figure 4.9: Kernel Density Estimation of traffic light density in central London

• Density of traffic lights encountered - Calculated for each road segment accord-
ing to the density of traffic lights within the surrounding region. This data is
specified using a Kernel Density Estimation (KDE) of traffic light point loca-
tions, as shown in Figure 4.9. The intention behind using KDE in this context
is to provide an multiplicative, areal measure of traffic light density, and thus
modelling the ‘spillover effect’ induced by large, complex junctions. For the
purposes of this work a KDE bandwidth of 300 metres was chosen, as a rough
proxy for the distance of influence of a set of traffic lights, with a grid square
granularity of 100 metres.

• Proportion of bus routes taken - Calculated as the proportion of the whole route
on which a bus route is also present.

• Proportion of routes in ‘memorable’ locations - Calculated as the proportion
of the whole route that either runs alongside the River Thames or alongside
an area of parkland. This metric is included as a proxy for ‘memorability’ of
location or, in certain cases, aesthetics of a location, although this is not tested
individually.
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Parameters Included ρ2 Model Improvement?

Distance 0.004 -
Angular Deviation 0.264 Yes
Time 0.00 No
Turns per KM 0.159 No
Angular Deviation + Distance 0.01 No
Angular Deviation + Number of Lanes (Pivot 1) 0.281 Yes
Angular Deviation + Number of Lanes (Pivot 2) 0.281 No
Angular Deviation + Memorable Locations 0.269 No
Angular Deviation + Bus Lanes 0.264 No
Angular Deviation + Number of Lanes (Pivot 1) + Memorable Roads 0.284 Yes
Angular Deviation + Number of Lanes (Pivot 1) + Memorable Roads + Bus Lanes 0.289 Yes
Angular Deviation + Number of Lanes (Pivot 1) + Memorable Roads + Bus Lanes + Distance 0.008 No
Angular Deviation + Number of Lanes (Pivot 1) + Memorable Roads + Bus Lanes + Time 0.290 Yes

Table 4.6: Procedure for iterative selection of parameters for inclusion in discrete choice
model

In selecting these parameters it was not expected that all would contribute in the
formation of the final model, rather that within this set of route characteristics some
understanding of the route choice process may be gleaned.

4.1.3.4 Model Estimation

The estimation of the MNL model of route choice focussed initially on establishing
a model based on the complete dataset, with a sample size of 677411 routes. The
construction of the model was conducted in an iterative fashion, introducing and
removing parameters from the model until the best fit with the data, as described by
the ρ2 statistic, was identified.

The process of model construction continued as shown in Table 4.6. It should be
noted that, within the parameter set some collinearity was identified (for example,
between road classification and number of lanes) and, as such, these parameters were
not employed within the same model. Also, where dependency between parameters
existed, one parameter is removed from the model, to act as a pivot for the attraction
or repulsion of alternative options. For example, the removal of the single-laned roads
parameter as the pivot then identifies the utility or disutility of two- and three-laned
roads relative to single-laned alternatives, this example would be indicated in Table
4.6 with the term Pivot 1.

As Table 4.6 demonstrates, it is immediately apparent that the presence of the
angular deviation parameter within the model - at this point with no reference to the
nature of its influence - produces an improved model fit relative to other parameters.
The addition of other parameters, relating to road width, route memorability and bus
lane presence, further improve the model fit, to a best ρ2 score of 0.29. In contrast,
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the involvement of distance and time parameters, where employed alone, show poor
predictive power, indicating that these metrics are not consistently representative of
behaviour. This particular element, an initially surprising finding from this study,
will be examined in more detail later during model interpretation.

Examining now the parameter specification of the model, with the full description
of the model presented in Table 4.7, one is able to identify a number of interesting
behavioural trends. During the process of model parametrisation, a coefficient (β)
is fitted for each parameter relative to the units in which it is provided. Where
assessing the utility of an alternative, one would multiply each parameter value for
that alternative by its respective coefficient, summing over all parameters involved. In
addition to the parameter estimates, statistical significance testing - where t = β/SE,
with β representing the coefficient of the parameter and SE the Standard Error of that
estimation - confirms that each parameter falls within a standard normal distribution.

Utility Parameter Coefficient (β ) Standard Error (SE) t-test p-value

Angular Deviation 0.151 0.000231 651.17 0.00
Proportion of Memorable Roads 0.0213 0.000148 144.19 0.00
Proportion of three-lane roads -0.0122 0.000372 -32.77 0.00
Proportion of two-lane roads 0.0351 0.000292 120.39 0.00
Proportion on bus lanes 0.0120 0.0001 119.88 0.00

Time -0.00041 0.0000115 -35.66 0.00

Number of Observations: 664794
Initial Log Likelihood: -1883505.232
Final Log Likelihood: -1337696.278
ρ2: 0.29

Table 4.7: MNL model estimation results and significance testing

The model estimations, contrary to initial expectations, identify angular deviation
as holding a positive utility, that is that it is preferable to take more turns in relation to
alternatives available. Further preference is demonstrated towards memorable routes
- those being sections of the road network running alongside either the River Thames
or parkland, a proxy for the boundary effect described by Lynch (1960) - two-laned
roads in preference to single-laned roads, and routes with bus lanes alongside them.
Conversely, disutility in alternatives is identified with respect to three-laned roads, in
relation to the single-laned pivot, and in routes with higher journey times.
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4.1.3.5 Model Interpretation

The model presents a number of interesting - if somewhat surprising - findings that
help build our understanding of routing behaviours inherent within the Addison Lee
dataset. Of primary interest, the model indicates that individuals do not primarily
minimise economic cost, indicating irrationality, in the classical sense, in route choice
behaviour. While travel time reduction is present within the final model, the influence
of alternative parameters are shown to be greater with respect to achieving a model
fit. By the same token, angular deviation is demonstrated to be a slightly preferable
characteristic, suggesting that individuals will select routes with higher numbers of
turns than alternatives. Interpretation of these phenomena may be attributed to
two distinct behavioural traits, both of which have important implications in the
understanding of route choice behaviour.

The nature of the apparent economic irrationality may be attributed to the pres-
ence of path dependence in route selection. Path dependence is a widely observed
(and aptly termed, in this case) process whereby an economically suboptimal equilib-
rium is established due to either non-exhaustive testing of alternatives on the part of
the individual, or additional preference measures making non-economically rational
alternatives more attractive. In the case of route choice, it may be reasonably hypo-
thesised that these individuals do not repeatedly test every conceivable alternative
route between each set of origin and destination, but instead establish a set of thor-
oughfares along which traversal between sets of regions can be satisfactorily achieved.
Such routes, despite not necessarily optimising in terms of economic cost, become
established due to their satisfying some initial principle of preference, thus becoming
reinforced through continued use. This reinforcement process indicates the influ-
ence of the ‘Well Travelled Road’ cognitive bias, whereby perception of travel time
decreases with how familiarity (Allan 1979). Rather than providing insight into the
underlying preference mechanism behind route selection, the estimated model instead
yields insight into the types of route that become established as a result of path de-
pendence. Within this model, the desire to minimise cost is not neglected but rather
it is limited by the intrinsic biases of the individuals and their cognitive ability to
identify least cost routes.

The preference for inter-segment angularity within a route is, again, an initially
confusing finding from the discrete choice process, yet, again, not without reasonable
explanation. In aiming to minimise this parameter - a principle of navigation well-
established within the literature (Hochmair 2005, Conroy Dalton 2003) - unless a
straight road runs directly between origin and destination, an individual will have to
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make turns in order to reach their target. The individual may aim to maintain their
traversal along a straight road for as long as possible, but at some point a turn may
have to be made. If an individual were to follow simply a principle of minimising local
angular deviation, their route would potentially end up being considerably longer as,
without any bounds of distance or time, the individual searches out the route with
the absolute fewest turns. The indication here states therefore that angular deviation
is necessary where achieving a satisfactory route, a route that does not significantly
exceed distance nor time costs, between an origin and destination.

In interpreting the findings of the model estimation phase, one must place the
model description within the context laid out above. Distance minimisation appears
to be restricted by a tendency towards path dependency, reinforced by a cognitive bias
reducing the perceived travel time of well-known routes. Likewise, angularity between
road segments is favourable where the alternatives consist of less direct yet straighter
routes. In examining, furthermore, the additional parameters involved in this model,
it would appear that individuals prefer routes that are more likely to pass along side
salient features in the urban landscape, in addition to those that are two-laned, in
preference to single- or three-laned roads. There is a demonstrated preference for
routes that follow bus lanes, and a slight preference for least costly routes in terms
of travel time. The underlying causation behind the specification of these attributes
requires further investigation, particularly with regard to the spatial distribution of
such routes, to ascertain whether these attributes are drivers of preference or merely
correlated with path dependency. A spatial analysis of route choice will be offered in
4.1.4.

4.1.3.6 Discrete Choice Modelling Summary

The application of discrete choice modelling in analysing the routing dataset has
helped identify a number of behavioural trends. However, rather than identifying cost
minimisation - be it distance, time or angularity - as a dominant factor in shaping
route choice, as might have been expected, the prevalence of economic sub-optimality
is clear. It has been suggested at this initial stage that this is supported by path de-
pendency behaviours, reinforced by cognitive biases. These assertions will be tested
in greater detail in subsequent analyses, however would provide an important indic-
ation of the impact of habit in route formation. In a similar fashion, the role of
angular deviation in route selection has also provided some cause for deeper consid-
eration. Rather than there being a demonstrable preference for route straightness,
more angular routes are preferred, with the hypothesis offered that these routes may
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be generally more directed towards the destination than overly straight alternatives.
Modelling has also indicated a preference for two-laned roads, bus routes and roads
that run alongside natural features, and these again should be investigated in more
detail.

In spite of the overall promising findings during this phase of analysis, it has been
shown that discrete choice modelling does impart a number of methodological and
technical limitations. At its core, there is an inherent assumption of the decision-
maker’s rationality and unbounded comprehension of a choice set. This facet of dis-
crete choice modelling assumes that in making a decision an individual calculates the
utility of all presented options. It furthermore assumes that the choice set of rejected
alternatives fed into the model realistically represents the thought process of that
particular individual. And, while all efforts were taken to ensure that the choice set
used in this study realistically represented an individual’s alternative potential routes,
in reality specification of these whole route alternatives is clearly highly problematic.

An additional factor to highlight is that in modelling decisions at the level of the
complete route - in line with conventional approaches - a further assumption is asser-
ted that individuals make route selections only once and at the start of their journey.
While models are able to represent decisions at a more granular scales (e.g. junction-
based decisions), the requirement of one-size-fits-all specification demonstrates inflex-
ibility, requiring the modeller to foresee the locations at which incremental decisions
are made. This specification of discrete choice modelling becomes more significant
when examining the potential influence of path dependency and route familiarity,
where segments of trips are clustered. It would therefore appear to be limiting to
suggest all such decisions are taken all at once prior to departure.

The limitations of discrete choice modelling have become apparent during this
analysis, where the non-appearance of expected parameters within models of beha-
viour has led to the derivation of new hypotheses explaining non-optimal behaviours.
And, while more advanced models may be tested, and non-linearities explored in these
methods, a more detailed analysis of the data is first required. In the final stages of
data analysis, spatial analyses are employed to more comprehensively identify whether
path dependency, and other hypotheses generated from discrete choice modelling, can
be further observed within the routing dataset.
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4.1.4 Spatial Analysis

With discrete choice modelling, the route decision process is viewed as a set of math-
ematical calculations that assess relative route utility, where each route is represented
by a vector of route attributes. This specification of spatial decision making has been
noted to be problematic, not properly capturing spatial variation in route choice.
During this final stage of analysis, attention is diverted explicitly toward a spatial
analysis of route choice, where one seeks to identify the role of spatial heterogen-
eity - the principle of non-uniformity in the spatial distribution of a property across
a region - in shaping route choice. In averaging over a region, as previous studies
have, the nature of any underlying spatial heterogeneity is lost, and with it the ex-
planatory power available to describe spatial patterns is reduced. Where exploring
spatial heterogeneity, one seeks to both identify the influence and treatment of space
upon the individual, identifying how behaviour varies over space without the need for
aggregation and generalisation.

4.1.4.1 Analysis Methodology

The spatial analyses in this section examine variation in repeated patterns of beha-
viour, namely the repetition of journeys from a single origin to a destination, across a
range of different case studies. Pairs of origins and destinations are extracted across
the London region and the traffic flow patterns- specifically the proportions of Addison
Lee trips selecting each road segment within the study zone - are initially mapped
out.

In addition to testing for spatial heterogeneity, the influence of direction of travel in
influencing route choice is also examined. For each origin-destination pair examined,
so is travel in the opposing direction. Opposing route sets are then compared for sim-
ilarities and dissimilarities, under the assumption that one might expect to observe
bidirectional consistency in route choice (except in cases of route regulations directing
otherwise). Following these spatial analyses, attention will be diverted towards ex-
ploring whether further temporal variation exists within the patterns of route choice,
disaggregating previously examined origin-destination pairs over time.

During previous analyses it has been demonstrated that individuals do not op-
timise according to any standard utility function. It was hypothesised that path
dependence, or certain locations on the road network, may play a role in directing in-
dividuals towards suboptimal routes. Therefore, the final stage of analysis will explore
the spatial relationships between an observed set of routes and a range of simulated
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alternatives. These alternatives are generated automatically in order to extract the
optimal route according to a specific attribute. Through this work, locations causing
deviation from the optimal may be identified.

Across each stage pairs of route sets are compared, requiring methods for visu-
alising and measuring spatial similarity. The difference in size of flow is initially
calculated, then these differences explored in two ways. In the first instance, relative
differences in route flows are visualised according to their magnitude by standard
deviations around the mean difference. Road segments with a considerably greater
traffic flow for one metric than another will be highlighted accordingly. This approach
provides a useful segment-based exploration of the differences in route patterns. This
does not account for changes in flows within an wider area, however.

To enable the exploration of areal changes in routing patterns, a Local Indicator of
Spatial Autocorrelation (LISA) method is utilised (Anselin 1995), identifying localised
clusters of road segments with significantly high flow by either comparable attribute.
Clusters are formed by calculating a localised form of the Moran’s I statistic for each
road segment, assessing the correlation between the segment value and those nearby,
weighted according to their proximity (in each case here, specified by the inverse
of the Euclidean distance from the segment, limited to a maximum extent of 1500
metres). The resulting score can be interpreted to indicate the degree of similarity
by attribute between the road segment and those near to it, with positive values
suggesting similarity and negative values dissimilarity. The local metric may also be
translated into a Z-score, against a null hypothesis of no local correlation (e.g. no
significant difference random local spatial distribution), and a statistical significance
of the difference in flow established. Clusters are extracted where they exceed a 0.05
level threshold, and classified according to significant local similarity or significant
local non-similarity.

In each of the traffic flow and trip distribution maps presented during this section
the Jenk’s Natural Breaks Optimisation categorisation algorithm is implemented. In
separating values in distinct categories (usually for visualisation), this method aims
to maximise homogeneity among categories, minimising inter-category variance while
maximising intra-category variance. The method aims to ensure an even and accurate
distribution of sequentially ordered data across the specified number of categories.
While the flow maps for each region are therefore represented at different scales, all
independently provide an indication of the relative flow on roads between the origin
and destination.
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4.1.4.2 Spatial Patterns

Three case studies are explored during this initial analysis4, exploring spatial variation
in trip patterns. This stage features routes between origins and destinations in and
around the central and inner London, locations selected to ensure a comprehensive
examination of behaviour across different spatial features. Each origin-destination
pair is specified by a postal district code, a spatial unit selected to ensure an ac-
ceptable flow volume while minimising the sizes of the origin and destination areas.
Following the presentation of these case studies a summary is offered assessing the
nature and strength findings emanating from this analysis, and offering hypotheses
as to behavioural traits being exhibited through these datasets.

Case Study 1 - SW11 to NW1

This first case study explores traffic flows between the SW11 and NW1 postal districts,
regions physically separated by the central London region and by the river Thames.
In total, 542 trips were extracted travelling north from SW11 to NW1, with 310 trips
identified as running in the opposite direction. Figure 4.10 demonstrates the location
of these regions, visualised with the spatial distribution of origins and destinations
(by postal zone) within both regions.

4Two additional case studies are presented in Appendix D
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(a) Spatial Trip Distribution from SW11 to
NW1

(b) Spatial Trip Distribution from NW1 to
SW11

Figure 4.10: Locations of SW11 and NW1 postal districts, with spatial distribution of
origins and destinations by direction

Aggregate route sets were extracted for both datasets, and the proportions of
trips using each road segment on the London road network calculated. The spatial
distribution of proportionate flow across the road network, by both directions of
travel, is visualised in Figures 4.11 and 4.12. Examining these distributions it is
immediately clear that a high degree of heterogeneity in route choice can be observed
in both cases. Rather than one dominant route connecting the two locations, the
absence of a single clear pathway is apparent. This degree of heterogeneity would
seem indicative as to why shortest path matching fared poorly during prior route
matching analyses.

Observing northbound travel from SW11 to NW1 more closely, two main routes
appear to connect the two locations - one dominant route along the south bank of
the river Thames (marked in Figure 4.11 with A), and a secondary route along Park
Lane to the east of Hyde Park (marked with B). Where individuals have selected
the river route at least three further pathways are prevalent through central London
to the destination, with a similar distribution of route choice around the Park Lane
region. The spatial distribution of traffic flow in the opposite, southbound direction
is broadly similar, although some striking differences are apparent. Examining trips
southbound, from NW1 to SW11, Park Lane shows a greater relative flow in trips
than was observed northbound, with a higher relative volume of traffic also observed
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Figure 4.11: Proportionate traffic flow of 542 trips from SW11 to NW1
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Figure 4.12: Proportionate traffic flow of 310 trips from NW1 to SW11
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using the Embankment route on the northern bank of the Thames. In neither case,
in neither direction, does it appear that route regulations significantly influence these
processes - both main routes are bidirectional, well used and well integrated into the
rest of the road network. What is also surprising from these results is the lack of
a more direct alternative connecting origin and destination, with these two routes
both travelling around the centre of London rather than through the middle. With
a somewhat shorter distance path available through the centre of the city, it is clear
that individuals are selecting a path based on additional principles of route preference.
Through these visualisations one can also observe that, despite data from hundreds
of thousands of road segments being visualised within these figures, only a relative
few points of route divergence are apparent. These are locations where large splits
in traffic flow can be observed, indicative of these locations being used as a basis for
route decisions.

The indication of asymmetrical spatial behaviour can be explored more deeply
by examining differences in proportions of trips travelling along each route by direc-
tion. In the first instance, simple spatial variance is assessed through a visualisation
demarked by standard deviations around the mean. Examining this representation,
shown in Figure 4.13, it is immediately noticeable that some of the discrepancies
identified within the two flow maps are highlighted, most clearly showing signific-
antly greater proportion of northbound traffic the south bank of the River Thames
(marked A). It is furthermore possible to identify the role of one-way systems and
route restrictions in shaping movement around the region, an aspect particularly ap-
parent at dual carriageways and at complex junctions. It is for this reason too that
this representation remains susceptible to, and somewhat limited by, the physical
definition of road ways. The clearest example of this is at the Park Lane dual car-
riageway (marked B), where a higher volume of southbound flow was hypothesised
during the exploration of the flow maps. To improve the identification of the general
directional trends in route choice, spatial clustering methods are employed to identify
locations with higher overall mono-directional flow. The results from this stage of
analysis are presented in Figure 4.14.

This approach, in taking an areal perspective, provides the clearest indication yet
of asymmetry in route choice between pairs of locations in London. The Park Lane
region, in addition to Marylebone and Euston Road, are identified as significantly
more attractive to southbound traffic than northbound. Also, northbound traffic
is shown to be significantly more drawn towards the south bank route, moving up
towards the destination through the Holborn and Bloomsbury regions.
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Figure 4.13: Standard deviations around mean proportionate traffic flow for Case Study
1, where positive values (green hues) indicate northbound travel and negative values (red
hues) indicate southbound travel
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Figure 4.14: Spatial clustering results for Case Study 1 using LISA indicating significant
areas of high mono-directional traffic flow, with northbound travel indicated by green col-
ouration and southbound travel indicated by red colours. Additional locations of outlying
regions are indicated.
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The presence of outliers within these areas appears to indicate, in certain cases,
the presence of asymmetric attraction to particular routes also. Such cases include the
demonstrable preference for travel along the north bank of the Thames where travel-
ling southbound, in spite of an absence of traffic regulations restricting this movement.
The cause of these differences in flow may be attributed to the simpler connectivity
between the wider road network and these routes where travelling southbound.

The principle of asymmetry provides further support of this notion of path de-
pendency existing in route selection. Rather than a convergence upon a spatially
optimal route uniting travel by either direction (albeit varied slightly by route regu-
lation), certain areas and routes demonstrate greater attraction based on the direction
of travel. The increased relative attractiveness of these locations is indicative by in-
dividuals’ primarily selecting routes in order to travel via these sub goals - perhaps
due to their greater salience, perceived reliability or some other measure - rather than
seeking to optimise any particular overall route characteristic.

Further case studies will seek to further elaborate upon the processes of route
heterogeneity, selection asymmetry and path dependency, aiming to identify these
behaviours occurring at other locations within the environment.

Case Study 2 - EC4 to NW3

The second case study explores travel between the EC4 and NW3 postal districts.
Advancing from the previous case, this combination of regions explores travel into and
out of central London. In total, 226 journeys are examined for the EC4 to NW3 route,
with 229 journeys running in the opposite direction from NW3 to EC4. The locations
of these regions in addition to the distribution of journey origins and destination, by
direction, are shown in Figure 4.15.

Aggregated route sets for travel in each direction are extracted, and visualised in
Figures 4.16 and 4.17. Within these maps, it is clear once again immediately that
considerable heterogeneity is present in route choice, with furthermore notable dis-
crepancies between direction of travel in the spatial distribution of flow. Examining
this heterogeneity primarily, there is a suggestion primarily that the distribution of
trips is much greater where travelling from NW3 to EC4 than in the opposite direc-
tion. Indeed, northbound travel would appear to be considerably more constrained
to a few routes, notably along Farringdon Road (marked A), than is observed in the
opposite direction. Looking at the pure usage of roadway between each route set,
in the northbound direction a total of 4408 segments feature, at a total length of
268039 metres, conversely southbound 6624 segments are used, totalling a consider-
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(a) Spatial Trip Distribution from EC4 to
NW3

(b) Spatial Trip Distribution from NW3 to
EC4

Figure 4.15: Locations of EC4 and NW3 postal districts, with spatial distribution of
origins and destinations by direction

ably greater distance of 417810 metres. It appears that individuals are less consistent
on a route into EC4, and the City of London, than they are in navigating their way
out of the area. In line with the previous Case Study, one can further observe the
importance of a few main locations in shaping the majority of route decision making.

The apparent popularity of Farringdon Road to northbound travel has already
been highlighted, however further exploration of these differences will help identify
any additional trends in spatial behaviour. The deviation map and spatial clustering
tests were once again conducted, and the results of these can be examined in Figures
4.18 and 4.19. Examining the standard deviations to begin with one is able to identify
a number of important one-way systems influencing local route choice, a process
particularly apparent in the Kings Cross and Camden Town regions (marked B).
Farringdon Road does, as indicated above, appear to attract more northbound traffic
relative to southbound selections, despite not being incorporated within a system
of direction regulation, nor demonstrating preferential connectivity with travel in
either direction. One potential cause for this discrepancy may be the proximity of
Farringdon Road to the point of origin, in addition to its convenience in leading
directly towards the destination.

Spatial clustering provides an improved understanding of the more general spatial
patterns inherent between these route sets. Once again, a split in traffic flow by



4.1. ROUTE PREFERENCE ANALYSIS 111

Figure 4.16: Proportionate traffic flow of 226 trips from EC4 to NW3
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Figure 4.17: Proportionate traffic flow of 310 trips from NW3 to EC4
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Figure 4.18: Standard deviations around mean proportionate traffic flow for Case Study
2, where positive values (green hues) indicate northbound travel and negative values (red
hues) indicate southbound travel

direction is observed across different regions in London. Northbound traffic is shown
to dominate routes to the north-east of central London, with sound-bound traffic
more prevalent in south-western areas of the study zone. The cyclical shape of these
route deviations - with northbound trips dominating one pathway, and southbound
dominating in the polar opposite region of the study zone - is in common with the
findings in Case Study 1. Furthermore, in clustering similar route segments, one is
able to identify continuations of routes, where selection of one route segment leads
to selection of another. This trend, also apparent in Case Study 1, is indicative of a
regionalisation of routes used together during navigation between locations.
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Figure 4.19: Spatial clustering results for Case Study 2 using LISA indicating significant
areas of high mono-directional traffic flow, with northbound travel indicated by green col-
ouration and southbound travel indicated by red colours. Additional locations of outlying
regions are indicated.
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Case Study 3 - SW1 to N1

The final case examines how individuals move between central London regions. The
purpose of this final study is to further examine the predominant processes identified
in earlier case studies, namely overall asymmetry in route choice between locations,
with those trends exhibiting a cyclical spatial pattern. This Case Study incorporates
a considerably higher number of trips than observed in the previous examples, with
672 travelling from the SW1 region to N1, and 898 making the journey in the opposite
direction. The regions are presented in Figure 4.20, with their proximity to the dense
road structure configurations in central London clearly observed.

(a) Spatial Trip Distribution from SW1 to
N1

(b) Spatial Trip Distribution from N1 to
SW1

Figure 4.20: Locations of SW1 and N1 postal districts, with spatial distribution of origins
and destinations by direction

The relative distributions of traffic flow between the two regions are shown in Fig-
ures 4.21 and 4.22, where one again begins to immediately observe deviations between
traffic flow in each direction. According to the presentation of the flow maps, a higher
volume of northbound route choice is made towards the Park Lane and Euston Road
pathway, in apparent preference to alternative routes through central London. This
would again appear to provide proof of the influence of immediate attractive locations
in shaping route decision-making. Southbound traffic, conversely, more regularly fol-
lows a direct route from origin to destination through central regions, although with
a sizeable proportion also utilising the Embankment route, on the north of the River
Thames. Once again, considerable heterogeneity in route choice, grounded at a few
clear choice points, is observed in both directions, with multiple routes sharing roughly
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Figure 4.21: Proportionate traffic flow of 672 trips from SW1 to N1

equal proportions of the traffic between locations.
An examination of the deviation analyses once again indicates asymmetry between

directional patterns of travel, as shown in Figures 4.23 and 4.24. Where moving
northbound, the areas to the north of the SW1 district attract considerably more
traffic than in the reverse scenario. Equally, where moving southbound, a significantly
higher volume of southbound traffic is observed in the regions to the south of N1. Only
along the Embankment route, north of the river Thames (marked with A), are no
significantly dominant clusters are found in either direction. The wider patterns,
once again, demonstrate a cyclical nature to the bi-directionality of travel, with little
indication of widespread route regulation playing a significant role. The presence of
numerous outliers, such as the northbound preference for Old Street, are indicative
of a directional preference for particular routes. This preference is in spite of a lack
of restrictive traffic regulations, indicative of factors relating to directional variation
in connectivity of the route influencing selection.

The purpose of this first stage of analysis has been to investigate the role that
space, and the heterogeneity of the urban environment, plays upon shaping routing
behaviour. A number of important trends have been identified during this stage. Of
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Figure 4.22: Proportionate traffic flow of 898 trips from N1 to SW1

greatest interest must be the apparent significant influence of specific locations in
shaping route decisions. In all of the Case Studies examined here, the majority of
routes appear to avoid a more direct alternative route in favour of travel via one of
these locations - locations including routes such as Euston Road, Embankment, and
Park Lane. While a significant amount of spatial heterogeneity is clearly observed in
decision-making, drivers are united by their attraction towards certain locations on
the road network. The reason for their so-called attractiveness would appear to relate
to a number of shared attributes - they are well-integrated into the road network,
they offer a good, reliable throughput of traffic towards the target location, they
are straight and generally wide, and they pass via salient, and thus more memorable,
locations, such as the River Thames, parkland or prominent urban infrastructure. The
role of these locations in shaping decision-making is indicative of path dependence,
as hypothesised during the discrete choice modelling phase, whereby economic sub-
optimality is observed due to the formation of habit. In other words, the idea that if
you want to get to location X, you have to pass via location Y.

The prevalence of asymmetry between route sets running in opposite directions
also offers further evidence for the role of locations in shaping decision making. In
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Figure 4.23: Standard deviations around mean proportionate traffic flow for Case Study
3, where positive values (green hues) indicate northbound travel and negative values (red
hues) indicate southbound travel
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Figure 4.24: Spatial clustering results for Case Study 3 using LISA indicating significant
areas of high mono-directional traffic flow, with northbound travel indicated by green col-
ouration and southbound travel indicated by red colours. Additional locations of outlying
regions are indicated.
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this sense, locations appear to be considered differently depending on which direction
they are approached from. In many of the instances of asymmetry identified here,
the influence of the order of selection is clear. In all Case Studies, asymmetry can be
attributed to a simple selection of the first available attractive location towards the
destination. In making this initial selection, the individual then influences the spatial
nature of their route across the rest of the journey.

Finally, the widespread heterogeneity observed within all route sets is indicative
of this process remaining very much subjective. Individual perceptions appear to
strongly influence the nature of decisions and the points at which decisions are made.
One apparent simplification of this complexity would be the clear role of so-called
decision points in the route choice process - points at which clear route set divergences
can be observed, and where many decisions are clearly made.

All of the findings identified during this analysis will be revisited later, yet despite
their initially promising nature, there do remain a number of unanswered questions
to examine. It is yet to become clear whether these patterns simply represent an
aggregation of temporal variation, for example. This case will be established in the
next phase of analysis, where spatial variation over time will be examined.

4.1.4.3 Spatio-Temporal Patterns

While a number of compelling spatial trends have been identified, it is important to
establish the degree to which the time of travel influences patterns of behaviour. Con-
gestion avoidance is widely considered to be an important influence on route choice,
yet it not clear how much this is prevalent within the routing dataset. Spatio-temporal
variation is examined here in two ways. First, an exploration into the impact of time
of day upon route patterns and clusters will be discussed, with identification of the
locations and extent of temporal variation. Second, route asymmetry in bidirectional
flows is explored solely during the inter-peak period, with a view to reconfirming
asymmetrical trends with minimal bias introduced by dominant patterns in general
traffic flow.

Temporal Variation in Route Patterns

As was established during the previous phase of spatial analysis, considerable vari-
ation in route choice can be observed in trips between fixed origins and destinations.
Individual drivers may be drawn towards one or more points of attraction on the
road network, locations that appear to draw significantly higher volumes of traffic via
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travel in one direction than another. However, what has not yet been established is
whether these trends are not simply facets of a temporal shift in travel habits. This
stage of research looks at two other case studies, exploring trips from SW11 to NW1
(as seen in the earlier analyses) and trips from E1 to W2. The aim to identify whether
any clear temporal variation in behaviour can be observed. During these tests - again,
looking at route heterogeneity and trend deviations - only singular directional travel
is observed, varying analysis by time alone.

Temporal variation is established according to the analysis period definitions
defined by Transport for London and described earlier, namely - AM Peak (7am
to 10am), Inter-Peak (10am to 4pm), PM Peak (4pm to 7pm) and Evening (7pm
to 7am). While an evaluation against known prevailing traffic flows experienced on
each day of this analysis is not possible, temporal shifts should be considered within
the context of general traffic flow. Generally, relatively high volumes of traffic are
observed moving into central areas and around the inner ring road during the morn-
ing peak, with the reverse occurring in the afternoon peak. A mixed picture, with
a reduced inward and outward traffic flow is observed during the inter-peak period.
Travel demand reduces during the evening, with a general outward flow continuing
following the afternoon peak period.

Case Study 1 - SW11 to NW1

The first spatio-temporal study focuses on the 542 route selections between SW11 and
NW1. The trips are differentiated by the time period in which the journey begins,
yielding the set of traffic flow maps shown in 4.25. Simply observing these images,
it is clear that, although some redistribution is demonstrable, there is little evidence
for any wholesale change in route selection between time periods. The largest area
of change, according to these maps, is around the Park Lane area, which appears to
receive its highest proportionate volume of traffic during the morning peak period and
during the evening, reducing considerably during the daytime. Greater heterogeneity
in route choice is observed during the evening period, an aspect particularly apparent
in central London, perhaps caused as individuals feel less inhibited in their choices
by their perception of congestion.

A more explicit inspection of these trends may be afforded by examining clusters
in flow redistributions during each time period, relative to travel during the rest of
the day. The results from the clustering analysis - highlighting areas of significant
difference between traffic flow during each time period and flow at all other times -
are presented in Figure 4.26. The results, although somewhat muddied in areas of
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(a) Trip during AM peak period (b) Trips during inter-peak period

(c) Trips during PM peak period (d) Trips during evening period

Figure 4.25: Proportionate flow maps for trips between SW11 and NW11 by time period
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low sampling, do demonstrate a broad deviation in traffic flow between time periods.
A relative positive shift towards Park Lane can be observed during the morning peak
and evening, with the Embankment route, on the south bank of the Thames, receiv-
ing greater traffic flow during the afternoon peak period. The results can be read as
indicating some congestion avoidance strategy or understanding of general traffic flow
patterns. The Embankment route, for example, may reasonably be expected to be
less congested during the afternoon peak, when it indeed does appear favoured, when
predominant traffic flow run southbound, away from central London. Equally, during
the afternoon and evening periods, central London appears to receive a relatively
greater volume of traffic flow, during the time that predominant flows would be ex-
pected to be running out of these areas. Within the context of the general temporal
trends in traffic flow shown above, however, the influence of congestion avoidance
appears overall relatively minor.

Case Study 2 - E1 to W2

The second example examining spatio-temporal deviations looks at the 378 cross-
London journeys between E1 and W2. As above, the traffic flow by proportion at
each time period is the first point of analysis, these are shown in Figure 4.27. It is
immediately clear, once again, that the inter-period variation is minimal, except for
a small amount of deviation at certain junctures. It is noticeable, for example, that
the greater relative flow along the Embankment route, north of the River Thames,
apparent during other time periods, is clearly much reduced during the morning peak.
Furthermore, morning peak travel appears relatively more consigned to travel along
Euston Road, in preference to the wider range of routes, particularly through central
London, apparent throughout the other time periods.

Spatial clustering applied to this data reveals more clearly some of the patterns
hinted at above, and results are shown in Figure 4.28. These results demonstrate
better this rejection of the Embankment route during the AM peak period, relative
to travel at other times. This may either indicate a rejection of alternatives during
the morning period, or a relative rejection of the Euston Road route during later
times. During the evening peak traffic appears to return back towards Euston Road,
in favour of routes through central London. This may be in response to reduced
travel demand along Euston Road, leading to its greater attractiveness. In summary,
it is again clear that some inter-period heterogeneity exists, with indications that this
is driven by avoidance of congested routes, however, comprehensive shifts in travel
patterns are not widely observed.
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(a) Trip during AM peak period (b) Trips during inter-peak period

(c) Trips during PM peak period (d) Trips during evening period

Figure 4.26: Spatial clustering by time period for trip between SW11 and NW1, where
green hues indicate a relative positive shift in traffic during the time period, and red hues
a relative negative shift
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(a) Trip during AM peak period (b) Trips during inter-peak period

(c) Trips during PM peak period (d) Trips during evening period

Figure 4.27: Proportionate flow maps for trips between E1 and W2 by time period
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(a) Trip during AM peak period (b) Trips during inter-peak period

(c) Trips during PM peak period (d) Trips during evening period

Figure 4.28: Spatial clustering by time period for trip between E1 and W2, where green
hues indicate a relative positive shift in traffic during the time period, and red hues a relative
negative shift
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Temporal Variation in Asymmetrical Flow

While route-choice heterogeneity appears to be susceptible to some temporal vari-
ation, it is not yet clear whether the route choice asymmetry observed during the
spatial analysis is not simply a product of temporal variation. In theory, for example,
areas indicated as preferable for travel in only one direction may simply be a product
of the temporal profile of those trips. The results identified above would suggest that
this is unlikely to be the case, however, two final tests will help establish this trend. In
these tests, using two of the Case Studies where clear asymmetry was observed, travel
in opposing directions is compared during the inter-peak period alone. This period of
travel is selected as it demonstrates little net discrepancy in general directional flow
that may, as described earlier, impact on route choice decisions. In controlling for
general traffic flow in both directions, one can identify whether asymmetry in route
choice continues to prevail.

Case Study 1 - SW11 to NW1

Spatial clustering methods are employed in identifying deviations in directional flow
between SW11 and NW1 during the inter-peak period only. The results are shown
in Figure 4.29, incorporating 134 northbound and 55 southbound trips. Comparing
these trends against those for the complete journey dataset, shown in 4.14, one can
immediately determine that the trends broadly remain the same. Therefore, rather
than demonstrating that directional asymmetry is a product of the time of travel,
one can observe that these trends are a natural product of route choice within this
environment.

Case Study 2 - SW1 to N1

The same analysis was run for the SW1 and N1 journey pairing where here too
considerable asymmetry was observed across all journey data. Stripping this down to
only the 232 northbound and 114 southbound inter-peak journeys, the spatial clusters
identified in Figure 4.30 are yielded. Comparing these trends against those 4.24, one
can again observe that the most significant trends remain despite the removal of data
from other periods.

The analysis of temporal variation in the spatial distribution of route has helped
highlight the role of time in shaping decision-making. While the influence is not
particularly widespread in nature, there is some clear variation between different time
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Figure 4.29: Spatial clustering results for journeys during the inter-peak period between
SW11 and NW1, and reverse, indicating significant areas of high mono-directional traffic
flow. Significant northbound travel is indicated by green colouration and southbound travel
indicated by red colours. Additional locations of outlying regions are indicated.
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Figure 4.30: Spatial clustering results for journeys during the inter-peak period between
SW1 and N1, and reverse, indicating significant areas of high mono-directional traffic flow.
Significant northbound travel is indicated by green colouration and southbound travel in-
dicated by red colours. Additional locations of outlying regions are indicated.
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periods throughout the day. There is an indication, therefore, of some preference by
individuals to avoid certain areas at particular times of the day. However, by the
same token, these trends - particularly those demonstrating the continuing influence
of a place-based decision process - indicate that individuals do not select routes based
solely on travel time alone. Were this to be the case, one would expect to see a
more wide scale shift between time periods and the erosion of asymmetry between
locations.

There does remain one further point of contention, with respect to the range of
rules being drawn up here, which must be investigated. Despite the evidence of in-
dividuals being drawn or attracted to certain locations around the road network, it
is not clear as to whether this may simply be due to a function of the road network,
whereby the potential options a driver can take in travelling from origin to destination
are minimised. The final stage of analysis will therefore concentrate on to examining
spatial deviations between a range of actual route sets, and a set of rejected, yet feas-
ible alternatives, enabling a more thorough understanding of the nature and location
of high flow regions.

4.1.4.4 Spatial Deviation from Optimal Routes

The prevalence of attractive points on the road network has been well established
in prior analyses, with many trips drawn away from direct, shorter paths towards
certain locations on the road network. However, it has not yet been clarified whether
the selection of these locations is simply a product of the road network structure and
regulations. Shorter alternative routes between these origins and destinations may
simply not exist, necessitating the selection of these particular routes. Indications
ascribed by the heterogeneity of route choice in previous examples would indicate
that this isn’t the issue, however, final verification should be carried out. In this
final stage of analysis, further cases are investigated that seek to identify whether the
attraction of these locations is just shaped by the network, or whether they truly do
hold a supplemental unique attractiveness beyond other parts of the road network.

In these analyses, larger origin and destination zone pairs are investigated, provid-
ing a scope for identifying a broad range of points of attractiveness. Against each set
of origin-destination route data - captured in the same way as in previous analyses -
two sets of alternative routes are compared. These alternative route sets, calculated
for each individual trip between the exact origin and destination points, will be cal-
culated to minimise distance and estimated time. The latter of these two incorporates
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real average travel time data at each road segment, obtained by Transport for London
from a fleet of GPS-enabled vehicles. Travel times are disaggregated by time period,
with synthetic routes calculated using data relating to the period in which the actual
journey took place. Where travel time data is unavailable, the kinematic calculations
described in Appendix E are implemented to more realistically capture acceleration
and deceleration around corners, increasing the time it would take an individual to
reach free flow speed on central London roads.

This comparative analysis will identify the areas of the network that are over
used relative to the alternative routes available, improving the specification of points
of high attraction. By the same token, this method will also identify areas of the
network that appear to be underused relative to their accessibility, avoided by drivers
for the most part. Whereas earlier analyses demonstrated the limitations of whole
route choice approaches, these metrics are employed here to provide an indication of
the possible valid and otherwise attractive areas of the network rejected by individuals
in completing their journey.

Case Study - W to E

In the first case, lateral travel across London is explored, with all journeys from west
to east London postcodes extracted. Only those journeys originating outside of the
central postcode zones (e.g. excluding EC and WC postcodes), feasibly passing across
central London, are analysed here to enable the identification of trip attractor (and
repellent) locations in and around central London. In total, data for 9850 journeys is
extracted, with artificial routes by distance and time minimisation generated for all
9850 origin-destination pairs.

Differences in proportional flow between the actual route set and the two artifi-
cially generated route sets were calculated. Figures 4.31 and 4.32 show the spatial
deviations in route set distributions, categorising by standard deviations around the
mean. Both images describe similar scenarios. A number of main routes across cent-
ral London appear to attract considerably greater proportions in traffic flow, in favour
of a number of alternatives of theoretically higher economic utility. The reasons for
these discrepancies appears to lie partly in their relative shape and configuration. In
spite of there being shorter or quicker routes across the city, these appear to generally
involve high numbers of turns and use mostly minor roads. It is therefore apparent
that individuals reject these alternative routes either because they do not know them
- indicative of the influence of bounded spatial knowledge in decision-making - or are
deemed too complicated for the relative gain in time or distance they provide.
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Figure 4.31: Standard deviations around mean differences between observed traffic flows
and alternatives calculated using an optimal distance metric between W and E postcodes,
where higher relative observed flows indicated in green hues and higher artificial flows
indicated through red colouration

Figure 4.32: Standard deviations around mean differences between observed traffic flows
and alternatives calculated using an optimal travel time metric between W and E postcodes,
where higher observed flows indicated in green hues and higher artificial flows indicated
through red colouration
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In terms of those locations deemed more attractive, it is interesting to note that
there is no wholesale avoidance of central London. Rather one can observe that route
selection is frequently consigned to straighter sections of the road network, such as the
Old Street to Holborn pathway (marked A in Figure 4.32). This attraction towards
straighter, continuous sections of the road network appears to reach outside of central
areas, with routes around central London appearing proportionately more attractive.
Furthermore, the attractiveness of certain locations appears to cause significant spa-
tial shifts in traffic patterns, as routes divert away from more direct connections
between origin and destination towards these locations. This effect is particularly
apparent in the regions surrounding Park Lane and Kings Cross, where significant
widespread positive shifts in traffic can be observed. These processes continue to
support the notion of stage-based planning, whereby certain locations are used as
intermediary locations en route to a destination - a process that ultimately produces
an economically suboptimal outcome.

Case Study - N to SE

In the second example, 3210 trips were extracted covering trips from all northern
postcodes to all SE region postcodes. These routes must traverse the eastern edge of
central London and the River Thames, therefore providing an additional opportunity
to identify further instances of regions of trip attraction and repulsion. The trip
distributions of the real and artificially-generated routes are shown in Figures 4.33
and 4.34.

Examining the proportionate flows across the actual and synthetic route sets, it
is immediately apparent that the focus region itself represents a simpler environment
within which to navigate than that observed in the previous example. Whereas in
travelling laterally across central London, distance and time optimising routes were
required to take numerous turns in order to achieve maximum utility, within this
environment five main north-to-south running routes appear to more directly connect
northern and south-eastern areas. As such, it is across these routes on which many of
the actual and, at least, distance minimising routes are spread. Conversely, however,
with improved clarity towards to rejected alternatives, this makes the identification
of supplementary areas of deviation more revealing and demonstrates effectively the
prevalence of behavioural heterogeneity in route choice.

In comparing route choice against both distance and time minimising routes, some
common areas of attraction relative to both metrics can be observed. In moving from
north London into central areas, three main routes - Kingsland Road, New North
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Figure 4.33: Standard deviations around mean differences between observed traffic flows
and alternatives calculated using an optimal distance metric between N and SE postcodes,
where higher observed flows indicated in green hues and higher artificial flows indicated
through red colouration
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Figure 4.34: Standard deviations around mean differences between observed traffic flows
and alternatives calculated using an optimal travel time metric between N and SE postcodes,
where higher observed flows indicated in green hues and higher artificial flows indicated
through red colouration
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Road and York Way - all demonstrate relatively higher attraction for real routing.
These routes, while direct and continuous in linking to central London, would not
appear to always represent the most economically rational route to select. Within
the central zone, higher proportionate volumes of traffic are clearly identified along
the inner ring road section, continuing from Kings Cross around the eastern side of
central London to Tower Bridge. There are further interesting common discrepancies
with respect to the selection of bridges to cross the River Thames, where Tower,
Blackfriars, Waterloo and Westminster Bridges all appear more popular alternatives
relative to distance and time minimising routes. Finally, once beyond the Thames, an
areal attraction in trips towards Elephant and Castle and Old Kent Road roundabouts
is clear, possibly once again highlighting these elements as points of trip attraction.

In essence, despite the relative simplicity of this environment, one continues to
observe high heterogeneity in route choice, dominated by certain areas of the net-
work. Straighter, simple routes through the region are clearly favoured once again,
with additional discrepancies observable at other features in the road network too,
specifically particular bridges and roundabouts.

This final stage of analysis has helped solidify a number of important trends
observed in early analyses. Of greatest importance is the demonstrable influence of
certain regions of the road network in shaping route patterns. While identifying the
exact nature of these elements is problematic - after all, a ‘base case’ for route choice
is unknown - these tests have helped determine that preference may be particularly
found in straight, continuous sections of the road network. There have been further
indications that certain other features, particularly specific bridges and roundabouts,
may equally act as attractors toward route choice. The formalisation of these regions
will be addressed later, however, these tests have provided an indication of the types
of regions that one must seek to specify.

4.1.4.5 Summary of Spatial Analysis Findings

The purpose of this stage of analysis was to investigate the role that space holds on
shaping routing behaviour. It was noted in respect to previous analyses that, while
the influence of certain factors was indicated, the lack of consideration for spatial
heterogeneity - the variation of behaviour over space - meant that a more complete
understanding could not be yielded. This analysis has helped expand upon these
initial findings, presenting a number of important additional trends with respect to
spatial routing behaviour.
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• Choice Heterogeneity - A certain degree of heterogeneity in choice would be
expected where observing routes between origin-destination pairs. However, in
many of the case studies examined, no dominant path - no clear shortest dis-
tance, nor shortest time path - was identified. Demand was often split across
multiple alternatives, clustered only at the aforementioned specific locations.
The trend appears indicative of the role of subjectivity in route choice, specific-
ally towards the estimation of locations and their utility for selection as part
of a route. These trends would also appear to indicate the lack of significant
influence from satellite navigation devices which, it is presumed, would not or-
dinarily instruct drivers to such a varied extent, particularly considering the
lack of influence from live traffic data. This factor stresses the importance,
therefore, that in establishing a model of behaviour, one considers the role of
bounded rationality and heterogeneous representations of spatial knowledge.

• Directional Asymmetry - Another potentially important finding from this
study was the prevalence of asymmetry in route choice between locations. This
element of navigation has been previously raised in the literature but never
documented on such a widespread scale, nor within the urban environment.
Two types of asymmetry were identified, both of which provide insight into the
nature of route choice in the London context.

– Areal Asymmetry - Clear patterns of areal asymmetry were identified in
a number of the Case Studies, as widespread areas were identified as more
attractive to travel from one direction than the opposite. The nature of
this asymmetry appears to relate to the proximity of the origin to its first
target location. In each of the case studies examined here, one can identify
how the predominant directional flow appears to move initially towards the
nearest attractive location en route to the destination. Naturally, where
the origin and destination are some distance apart, the first selection from
one direction may not match the final selection from the opposite. An
additional influence may furthermore relate to a variation in way locations
are viewed from different directions. Many locations are asymmetrical in
their connectivity with the surrounding road network, and asymmetrical
in their physical appearance. The way in which such locations are viewed
or thought of will then change according to the direction from which they
are evaluated. The presence of asymmetry would therefore suggest that,
while location-oriented routing is prevalent, that this is no linear process.
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Locations are selected according to a direction-dependent understanding
of salience.

– Path Asymmetry - As identified during the spatial analyses, it was clear
that certain individual routes appear more attractive travelling from one
direction than another, in spite of unregulated access from both directions.
It is suggested that this imbalance is associated with an asymmetry in its
connectivity with the rest of the road network, where a route appears more
easily accessed from one direction than another. Examples were identified
in the cases of particularly outliers identified in Case Studies 1 and 3 . This
slight imbalance in the simplicity of access - or how immediately available
a route is - would appear to lead individuals to select alternative routes
instead.

• Spatial Hierarchy - One particularly compelling finding identified here was
the prevalence of certain locations to attract many more individuals than may
have been otherwise expected. Over numerous Case Studies, it was observed
how certain locations received considerably larger relative volumes of traffic
between origins and destinations than many other proximal routes. These loc-
ations - such as Euston Road, Embankment and Park Lane - appear to draw in
traffic, represented in the form of significant clusters in the road network, then
redistribute it across a number of alternative connecting routes. The indication
is that these particular locations sit at the top of a spatial hierarchy.

• Decision Nodes - Whereas certain important locations appear to represent
a basis for guiding route choice, much of the aforementioned heterogeneity ap-
pears to be constrained to decisions made at only specific nodes in the road
network. These junctions may be recognised as those demonstrating significant
splits in traffic flow, where an incoming flow is redistributed across one or more
out flowing links. These are locations where individuals are drawn into a de-
cision about their route choice, points where they must decide which upcoming
route best contributes towards their aim of reaching their destination. It is
apparent from these trends that individuals select a route towards one of these
locations, then select a route onwards, according to a step-wise selection process.
This indication offers further evidence of the decision point routing method de-
scribed by Passini (Passini 1981, 1984), who described how specific locations
and landmarks are central in route choice. It may more broadly offer indica-
tion of dual process behaviours (Sloman 1996), suggestive of individuals using
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specific elements en-route for strategic navigation decisions, with node-to-node
traversal taking on a more automated procedure.

• Directness and Distance Minimisation - While previous analyses have
demonstrated that route choice does not generally follow the least distance
path from origin to destination, spatial analyses have demonstrated that routes
consistently follow a broadly direct route. These results indicate that individu-
als, while moving from node-to-node and influenced by factors outlined above,
aim to broadly minimise their deviation from the most direct route to their
destination. In a similar way to the principle of directness, from these analyses
it is clear that individuals do not generally aim to extend the distance of their
journeys beyond what is necessary. As has been shown, however, individuals
are bounded in their abilities to optimise their route according to either of these
conditions.

• Congestion Avoidance - Clearly time of day plays a highly important role in
shaping route choice, as individuals presumably seek to minimise their costs en
route to their destination. However, while broadly direct routes - incorporating
the aforementioned heterogeneity - were observed between discrete origins and
destinations, only small displacements in route choice were observed between
different time periods. These inter-period variations were not shown to have a
wholesale influence on reshaping traffic flows between origins and destinations,
however there a number of instances were identified of routes being avoided
where congested conditions might have been expected. This would be indicative
of a route choice process not based on travel time, but rather on achieving a
broadly direct link to a destination while avoiding badly congested areas en
route. This latter factor, naturally, will vary with the individual’s perception
of that location, and thus provides further insight with respect to the nature of
the observed selection heterogeneity.

Drawing all of these trends together, one can begin to build a picture of how routes
are selected through the city. It is firstly apparent that routes are selected according
to a step-based process, rather than through the optimisation of a vector of route
attributes. Individuals identify locations en route to their destination, locations where
they know they can navigate to without too much difficulty. There is heterogeneity in
this choice process, but certain locations appear more widely attractive than others.
The result of travelling to these locations as a priority means that the resulting
routes do not often constitute the quickest or shortest paths. Although this broad
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process of point-to-point route choice has been identified within the cognitive science
literature (Golledge 1995, Wiener & Mallot 2003), this is the first known instance of
its identification using large-scale datasets.

The asymmetry in route choice found between discrete origins and destinations
offers further insight into the way in which subgoals are chosen. In many of the cases
examined here, the nearest favourable route towards the target is selected first. Where
the distance between origin and destination is large enough this naturally leads to the
observed shift in route symmetry, as the subsequent stages in route choice become a
product of previous selections.

The aim of this stage of analysis has been to identify trends in route choice beha-
viour. To that end, some interesting spatial patterns have been extracted and these
fall broadly in line with conventional thinking on navigation in cognitive science. In
exploring the spatial element of route choice, heterogeneity in the way that space is
treated has become clear. While the discrete choice modelling phase helped indicate
a role of path dependence, only by visualising the data and establishing the locations
of biases has this been formalised.

4.1.5 Summary of Route Preference Analysis

This section has offered a varied exploration of route choice behaviours identified
within the Addison Lee dataset. A range of alternative approaches have been detailed,
investigating selections not only in terms of their quantitative properties but also how
they deviate spatially. It is notable that this final area of assessment, relatively novel
in its application to route choice, has provided the most promising insights into the
choice process. In this respect, not only has this analysis process provided insight
into route selection behaviour, it has also highlighted advantages and disadvantages
associated with a range of methodologies.

Putting aside the findings to begin with, perhaps the most significant finding
presented here is the recognition that the understanding of route choice process should
not be approached from the perspective of the complete route. It has been indicated
throughout this assessment process - be it through the poor whole route correlations
and discrete choice modelling, or the demonstrable route heterogeneity clearly driven
by location-based decisions - that routes are not chosen in their entirety. Routes, as
such, cannot be assessed in the same way as picking the bus, car or bicycle, as if they
are a single selection. They in fact represent a multitude of decisions. This has been
suggested in the cognitive science literature surrounding navigation for years, as laid
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out in Chapter 2, where it is known that navigation decisions are complex, consisting
of multiple, often point-to-point decisions. Yet whole route approaches persist within
transportation studies and, as has been demonstrated in their application during
sections 4.1.2 and 4.1.3, do not effectively describe route choice behaviours.

The recognition of the flaws with this methodology helped highlight the need for
an assessment of spatial patterns in route choice, something that was examined in
detail in section 4.1.4. The findings generated through this approach have highlighted
a number of important trends in spatial behaviour that would otherwise be difficult
to capture solely through an attribute representation of that choice. For, it is feasible
that two routes of the similar characteristics - be it of length, travel time or any other
attribute one wished to consider - may follow completely different paths through the
road network. Only by expanding this analysis to explicitly exploring the spatial
distribution in route patterns has it been possible to identify asymmetries and het-
erogeneity in path selections between pairs of locations. This spatial analysis process
has furthermore highlighted the important role that specific locations hold in shaping
route decisions. Numerous important areas of the road network were identified as
clearly offering a higher attraction for route selections, beyond what might otherwise
be anticipated from their attributes alone.

The findings presented within this section are not, however, without limitation.
The spatial analysis, despite the consistency of the trends, was only limited to a
number of case studies, and while these were selected to provide as broad a spatial and
temporal coverage as possible, the approach cannot be deemed wholly comprehensive.
During the construction of a mode of route choice an improved formalisation of these
trends will be required.

It is also conceivable that certain attributes influencing route choice have not
been considered during this process. One prominent example is the incorporation of
the perception of risk, in relation to the potential reliability of a route for providing
efficient throughput. Likewise, the consideration of travel time was limited by the
limited extent of available datasets, and the role of variation in driver experience on
shaping choices not incorporated. However, without available datasets providing firm
indications of these elements, their incorporation would require a significant amount
of additional work that, given the strength of the findings relating to the spatial
heterogeneity of routes, would appear unwarranted at this stage.

The indications presented here, of course, must be understood within the contexts
outlined during the high-level assessment of the data in section 4.1.1. It was noted
during this work how the dataset exhibits strong spatial and temporal patterns, with
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a strong domination of journeys through central London. While, during the spatial
analyses, attention was given towards the role of time in influencing behaviour, the
majority of case studies focussed only upon behaviour in and around central areas,
due to the constraints of sample size. The trends identified here cannot be stated,
with complete certainty, to occur outside of these locations. Equally important is the
fact that the drivers considered during this analysis are cab drivers, a topic discussed
in some detail in section 4.1.1.3. While the spatial analyses provided evidence that
these drivers are not consistently reliant upon navigation device guidance, indicating
widespread heterogeneity in path selection, these drivers may be expected to hold a
more detailed understanding of the configuration of the road network than the average
driver.

During the next chapter, the trends in behaviour identified during these analyses
will be revisited as a model of route choice is developed. It is clear, however, from the
assessments carried out here that current approaches towards route choice - where
individuals are broadly assumed to select the shortest distance or least travel time
path, without consideration for variation in spatial knowledge - are insufficient at
describing real-world behaviours. A new model must account for how individuals
break up the route choice process, using significant locations as cues for decision-
making, and moving beyond the whole route paradigm. An important challenge of
this work, however, remains in addressing how these findings may be translated into
a model that is reflective of the behaviour of all motorists, not just Addison Lee cab
drivers.

4.2 The Role of External Influences on Route Choice

While route choice is an integral constituent in shaping the nature of traffic flow,
a whole range of subsidiary preferences and behaviours can influence the actions of
an individual. Some of these elements can be obtained and easily quantified using
existing datasets. However, in many instances, an understanding of the attributes
affecting individual actions is either missing or hard to obtain.

It was identified that four elements of individual behaviour, all highly influential
in determining route choice, required particular consideration for the purposes of
building a more holistic model of route choice. These aspects were as follows:

• Extent of the usage of navigation devices and their role in influencing route
choice.
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• Behaviour around unexpected congestion, road closures and events

• Extent of advanced knowledge of road closures and congestion

• Personal interpretation of route preference

Each of these facets of behaviour are capable of strongly influencing individual route
choice during both normal and abnormal conditions, therefore their role within a
population of drivers will ultimately influence distribution of traffic across a road
network. Little detailed research on these aspects was identified in the existing liter-
ature base, thus it was decided that primary research would be required in order to
gain a thorough insight into these behaviours.

In this section, research is described pertaining to the estimation of a range of
attributes considered important in shaping individual behaviours. The section will
detail the process of questionnaire development and dissemination, before moving
onto the analysis of the responses and discussion as to what can be drawn from these
results.

4.2.1 Development, Dissemination and Response

This section covers the process and reasoning behind the development of the driver
behaviour questionnaire, in addition to how it was subsequently disseminated. It sum-
marises the responses received, and assesses any possible bias within the respondent
sample.

4.2.1.1 Question Setting

The broad objective during questionnaire design was to effectively cover the four
topics of interest, described above, while minimising the commitment required by
the participant, and thus increasing the chance of a higher yield in responses. As
such, only eleven questions were incorporated into the survey covering the three top-
ics. An additional eleven shorter questions were introduced to provide background
information on the respondents.

On the role of navigation devices, two multiple choice questions addressed how
often the participant used navigation devices during their journeys, and how much
of those journeys the individual relied upon the navigation device. Those individuals
responding that navigation devices were not used on every journey were asked to then
additionally describe, through text entry, the circumstances under which a device
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would be used. Through these questions it was hoped that insight would be gained
into how widely navigation devices are used across the wider population.

In examining the influence of congestion on route choice, the role of a driver’s
spatial knowledge was explored. In this case, it was first asked how long an indi-
vidual would wait within an area of congested traffic before seeking a new route. The
question was differentiated according to the individual’s knowledge of the surrounding
area, be it a well-known or poorly-known areas of the road network. Participants were
provided with five periods of time from which to make a selection, yielding a distribu-
tion in acceptable waiting times at congested areas of the network, differentiated by
knowledge of the network. Following this specification, individuals were asked, again
differentiated by knowledge of the surrounding area, the method by which they would
plan a new route. In this instance, individuals were offered three options - finding the
route themselves, using a navigation device or map, or to follow the general flow of
traffic. These latter questions would provide insight into the role of spatial knowledge
in influencing route choice, particularly around congested areas of the network.

In the third set of substantial questions, individuals were asked three questions
on the influence of advanced traffic information on shaping their route choices. First,
individuals were asked to select the types of information source they used to access
such information, with radio, television, friends and family, the internet, and other
offered as options. Individuals were also able to select ‘None’ if they did not generally
access traffic information. Respondents were then asked how often they used such
information in planning a journey, specifying according to a predefined set of general
frequencies. Finally, individuals were asked whether they felt they were generally well
informed in advance of unexpected incidents on the road network, answering simply
yes or no. This third set of questions would provide insight to the extent and role of
traffic information sources in shaping travel decisions.

The final set of questions asked individuals to specify the method by which they
selected routes from an origin to a destination, with participants being asked to
rank seven routing strategies in order of importance. The purpose of this stage
was to identify the importance of different overarching strategies that individuals
employ in selecting routes, regardless of whether they are able to select the optimal
route pertaining to these preferences. The seven strategies offered for ranking in this
question were: least turns, least right turns (e.g. turns that cross opposite-running
traffic streams), least journey time, straightest route towards target, shortest distance,
mostly A-road and motorways, and avoiding congested areas.

By way of contextual information, individuals were asked to further provide in-
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formation on their age and sex, in additional to the length of their stay in London,
how often they drive in London and for what purposes, the usual times at which they
drive, and the areas of London in which they most regularly drive. These were incor-
porated to gain insight into any biases they may exist within the responses gathered.

4.2.1.2 Dissemination

The questionnaire was designed for completion online in order to reach as wide an
audience as possible. After examining a number of platforms on which to host the
questionnaire, the Google Docs survey tool was selected for this purpose, providing
a flexible framework for question design and no limitations on usage or number of
responses (as identified on alternative platforms).

The questionnaire was disseminated through two primary routes - firstly, through
an email on the 17th May 2012 to all students at University College London, and
second, distributed through various sources on Twitter, the online microblogging plat-
form. The email distribution list contains around 25000 individuals, while through
Twitter, following retweets by multiple individuals (including the widely followed
Transport for London Traffic News) may have been expected to reach a maximum
audience of 75000 individuals.

4.2.1.3 Responses and Respondent Profiles

In total, following the dissemination of the survey through the aforementioned sources,
a total of 228 complete responses were received. While information is not available
on the specific source through which the respondents found the survey, according to
visitor information collected at the survey website, the vast majority - 87.6% - of
visitors to the website clicked through via the email. In total, 91% of responses were
filed within four days of the email being sent.

In assessing the profiles of the respondents, the most significant bias identified in
the sample was associated with age, a likely product of the dissemination process of
the questionnaire. In total, 71% of respondents identified themselves as being aged
between 20 and 34 years old, significantly higher than the 2011 census estimates
for this population in London, at around 28%. In the same respect, only 8% of
respondents were identified as above 45 years of age. Nevertheless, this did not reflect
necessarily in the general experience of London reported by respondents, where 46%
reported as having lived in London for longer than 10 years, with two-thirds of this
group exceeding 20 years in London. There was a roughly equal split between male
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and female respondents, at 54% and 46% respectively.
In terms of general car usage, participants widely highlighted ‘Leisure’ and ‘Shop-

ping’ as two primary reasons for driving, with the two achieving 74% and 61% agree-
ment respectively. Only 28% of respondents stated that they used their a vehicle
for ‘Commuting’, and only a further 14% reporting usage for ‘Education’, possibly
indicative of many respondents working at UCL, a central London location and thus
unlikely to be reached by car (parking licences around campus are not available to
students). The time of usage appeared to vary between weekdays and weekends, al-
though introduce no significant bias, with evenings dominating the former group with
an even spread observed at weekends. Likewise, a broadly even spread in the areas
across London driven by respondents areas is reported.

4.2.2 Analysis of External Influences

The responses from the questionnaire provide evidence of how external influences and
information sources influence the route choice decision process. The trends generated
from this stage of the questionnaire will be used in defining driver behaviour in line
with the model outlined in Chapter 3, to be incorporated into the ABM framework
in Chapter 7. The complete selection of results can be found in Appendix F.

4.2.2.1 Navigation Device Usage

In examining the usage of navigation devices, the clearest and most important finding
was the indication that navigation devices are most widely used where the individual
is unsure of the location of their destination. This trend was widely indicated where
individuals were asked to specify the situations under which they would use a nav-
igation device. In this section, of the 112 responses given, 65 of these, the majority,
described situations of travel outside of London or to unfamiliar locations. Otherwise,
reported usage appeared to be fairly low, with only 20% of participants indicating us-
age of the devices on ‘Every’ or ‘Most’ journeys, and the majority, at 62%, indicating
that they use navigation devices either on ‘Few’ journeys or ‘Very Rarely or Never’.

It was furthermore found that where navigation devices are used, they are not
necessarily used to guide the complete journey. Only 8% of respondents indicated
they relied completely on their navigation device, with individuals indicating that
guided routing only contributed ‘Most’, ‘Part’ or ‘Little’ towards their route plan, in
roughly equal measure.

This section of the questionnaire has helped identify that navigation devices are
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not widely relied upon within the sampled population. Rather they become a much
more attractive option when the individual is uncertain of the route towards their
location. In this sense, where spatial knowledge reduces the likelihood that an indi-
vidual will use a navigation device increases. It may, of course, be argued that the
responses in this aspect of the results are skewed by the surveyed demographic - a
younger than average group, that may not be able to afford modern SatNav units.
However, considering the increasing proliferation of cheap or free navigation applica-
tions for smart phones, it may be expected that most respondents can gain access to
such information if required.

4.2.2.2 Responses to Incidents

In this section, individuals were asked to describe their responses to very slow moving
traffic, both in terms of how long they would wait before seeking a new route, and
on doing so, the method they use in doing so. Participants were firstly asked to
describe their reactions in areas of the city they know well. In terms of wait times,
the mode response was 5-10 minutes, selected by 32% of respondents, falling to 27%
stating that they would wait 2-5 minutes and 20% 10-15 minutes. Only 3% stated
they would wait over 25 minutes in congestion in an area of the city they know well.
On deciding to change route, in this type of region, 75% stated they would do so
according to their own interpretation of the nearby road network configuration, with
only 18% stating they would use a navigation device.

The picture changes considerably where individuals are asked to consider their
actions in less well-known areas of the city. Instead, a tolerance towards longer waiting
times is observed, with 62% of the participants indicating they would be willing to
wait over 10 minutes in congested conditions in such areas, with over a third of this
group indicating a willingness to wait more than 25 minutes. Only 2% would wait less
than 2 minutes before seeking a new route. Likewise a significant shift in route choice
method is observed, with navigation devices becoming much more widely preferred
under such scenarios. In these cases, 66% of respondents would state they would now
use a navigation device to work out a new route, with only 17% indicating they would
find their own route, and a further 12% stating they would follow the general flow of
traffic.

These large discrepancies in behaviour between well known and less known areas
of the network demonstrate the important influence of spatial knowledge in shaping
driver behaviours. Not only are individuals more likely to wait for longer in congestion
in poorly known areas of the city, when they do have to eventually find a new route,
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they’re much more likely to rely on external information. The increased usage of
navigation devices under only these specific conditions offers additional evidence to
the earlier indications that the majority of travel is conducted by individuals according
to their own knowledge. Navigation devices become much more useful where spatial
knowledge is reduced. Thus, more broadly, it may be said that the responses of
a population of drivers to an area of congestion is defined by the knowledge and
experience of the drivers encountering those areas.

4.2.2.3 Advanced Traffic Information

The third main section of the survey examined the influence of traffic information in
shaping driver behaviours, exploring the role of different sources of information and
their likely influence on the drivers. In terms of information sources, radio and the
internet, selected by 62% and 59% of respondents respectively, were reported as the
most widely used sources, with friends and family providing information regularly to
21% of the participants. However, the influence of this information was reportedly
mixed, with 30% stating that they ‘Always’ or ‘Mostly’ used travel information in
journey planning, and another 37% stating they ‘Rarely’ or ‘Never’ used such inform-
ation. Less mixed results were indicated where individuals were asked as to whether
they felt such information regularly provided them with advanced information of in-
cidents. To this only 28% agreed, with 72% stating they did not feel they generally
had advanced knowledge of unexpected incidents on the road network.

Although these results provide some insight into the role of travel information in
shaping driver decisions, the influence of the aforementioned skews in the participant
sample should not be discounted. It might be reasonably assumed, for example, that
professional drivers, as well as those individuals more likely to commute to work
during peak periods, will be more likely to be more conscious of and receptive to
sources of travel information.

4.2.3 Analysis of Stated Route Preference

The final section of questions asked individuals to specify their interpretation of route
choice, identifying the key preference by which people aim to plan their route. In-
dividuals were asked to rank from one to seven their ordered preference in respect
to seven different strategies. Unfortunately, unrestrained by the limitations of the
survey application used, some individuals ranked some strategies on a par with each
other, seemingly treating the ranking as a relative score of importance.
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Rank Strategy Weighted Sum

1 Least Journey Time 353
2 Avoiding Congested Areas 518
3 Shortest Distance 607
4 Straightest Route towards Target 848
5 Mostly A-Roads and Motorways 940
6 Fewest Turns 1318
7 Fewest Right Turns 1352

Table 4.8: Weighted sum route choice strategy

Although, as a result of these problems, only a rough understanding can be drawn
from these trends, some clear patterns are discernible. The ‘least journey time’
strategy was ranked as the most important strategy by 75% of individuals, with
38% selected ‘avoiding congested areas’ as most important, showing that individuals
predominantly wish to reduce their travel time as much as is possible. Of least im-
portance were by far the turn-related strategies, with 43% ranking ‘fewest turns’ and
54% ranking ‘fewest right turns’ as the least important strategies for route selection.

By way of generating a summary of specified route strategies, each method is
scored according to the weighted sum of rankings, where highest ranking are scored
1, and lowest ranking selections score 7. These results are presented in Table 4.8.
These results confirm much of the trends indicated by the distribution of highest
and lowest ratings, but furthermore shows the relative worth placed on those middle-
ranking strategies. These trends, although personal interpretations of route selection,
will help inform route choice modelling in the next section.

4.2.4 Summary of Survey Findings

The survey of 228 London drivers has provided some insight into a range of factors
influencing movement behaviours across the London road network. In particular, the
role of navigation devices has been addressed in some detail, with there being clear
evidence as to the increased usage of such devices in uncertain and unknown en-
vironments. Conversely, usage of navigation devices is demonstrably reduced where
individuals have strong knowledge of their surroundings. The role of travel inform-
ation was furthermore addressed, and some solid indications are now available as to
how likely an individual is to have advanced knowledge of an incident on the road
network. The strategies by which individuals aim to select routes by was examined,
finding that individuals generally aim to minimise their travel time.
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Despite these findings, and a decent sample size from which they are drawn, the
influence of probable skew influencing these results should not be ignored. At this
initial stage, however, no attempt has been made to model the data, rather this will
be addressed in Chapter 7 when this information will be used in the construction of
a population of agents.

4.3 Chapter Summary

This chapter has focussed on examining the behaviour of individuals as they move
around London. Through this better understanding it is hoped that an improved
model of these behaviours may be derived, something that will contribute to the
improved simulation of city-wide traffic dynamics.

Of particular interest, in line with the objectives of the project, during this chapter
has been how individuals are observed to select routes from origin to destination. The
analyses conducted using the large volume of cab driver routes have provided some
insight into this process, detailing with some certainty that this process is more com-
plicated than simply assuming the selection of the shortest or least time path. The
findings drawn out from the spatial analyses, in particular, support some of the re-
search findings identified during Chapter 2, with respect to the nature of route choice.
The identification of large-scale route choice asymmetries and the observed higher at-
traction of certain parts of the urban network represent novel research findings. The
demonstration of many of these behaviours across a wide spatial scale and backed
by the observed behaviours of many individuals, represent compelling findings with
a potentially significantly wide impact.

Yet this chapter has not only focussed on route choice data treatment and analysis,
it has also sought to gather information pertaining to the alternative aspects of urban
movement. Through the surveying of the population, it has been possible to gain
additional understanding with respect to navigation device usage, behaviour around
congestion, access to travel information, and thought patterns with respect to route
choice. These results provide a wider contextual basis upon which a comprehensive
model of behaviour in the city may be derived.

In view of these findings, the next chapter will describe how these route choice
trends identified both over these analyses and during the literature review in Chapter
2, are integrated within a comprehensive model of route choice behaviour. It is hoped
that, by integrating these observed behaviours, one can derive a more accurate model
of route choice behaviour than is currently offered within conventional simulation
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approaches.
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The analyses of route selection behaviours in Chapter 4 offer strong quantitative
evidence, contrary to many conventional principles in traffic simulation, that indi-
viduals do not optimise route selection according to distance or travel time metrics.
It was indicated through these analyses that, while individuals may intend to min-
imise the travel time or distance of their journey, the route choice process is skewed
by particular locations and features on the road network. It is identified that, rather
than considering route choice as a single process - where a whole route is chosen from
a collection of alternatives - one must consider how locations impact on breaking up
this process, ultimately leading to the sub-optimality with respect to distance and
travel time.

The findings generated during Chapter 4 are highly important in the development
of the improved model of driver behaviour. During this chapter, these findings are
used in constructing a new model of route choice. In line with the model of driver
behaviour specified in the methodological framework, the route choice model is defined
by three core elements - the representation of space, route preference, and the route
choice strategy.

The first section of this chapter will introduce a conceptual model for route choice.
This integrates the findings established during Chapter 4 into a model for route choice,
developed in line with the driver behaviour model specified in Chapter 3.

The second section builds on the conceptual model, defining the representation
of space at which route choices are made. In line with the framework outlined in
Chapter 3, at this stage only a generalised representation of space is presented. In
doing so, the influence of subjective knowledge of space is ignored, an aspect to be
fully addressed in Chapter 6.

The remainder of the chapter addresses the utilisation of this representation of
space within a route choice decision process. Three alternative models of route choice
are presented, each constructed according to the conceptual model of route choice.
The construction of these models is laid out in incremental fashion, allowing the reader
insight into the incremental development process. The approaches draw from diverse
research paradigms - beginning with a probabilistic approach, constructed solely from
observations of previous behaviour; then moving to a data-driven, discrete choice
model; before finally outlining a rule-based method, less dependent upon behaviours
derived directly from the data.

The chapter will conclude in summarising the relative benefits of each approach,
with the most favourable being selected for implementation within the wider model
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of driver behaviour.

5.1 Conceptual Model

The three models to be developed during this chapter build upon a single conceptual
model of route choice. This model begins the construction of the driver behaviour
model outlined in Chapter 3, outlining how the observed route preferences derived
during Chapter 4 are integrated with a representation of space within a route choice
decision process.

The conceptual model of route choice builds on the findings established during
Chapter 4. During these analyses it was identified how route choice can not be attrib-
uted to the minimisation of any particular route attribute (as demonstrated during
section 4.1.2) nor to a combination of attributes (as shown in 4.1.3), as indicated
in many conventional transportation models, but instead represents a more complex
cognitive process (as demonstrated in 4.1.4). The conceptual model of route choice
will capture the complexity of these process, within the structure of the model of
driver behaviour outlined in Chapter 3.

5.1.1 Representation of Space

The representation of space refers to the model of the road network on which route
choice decisions are made. In this model of route choice, a topological representation
of space will be adopted. In this topology, nodes will represent the locations on the
road network at which route decisions are made, with directed edges representing the
connections between consecutive decision nodes. Routes will be constructed from
node-to-node, across the topological structure.

This specification builds on the findings in 4.1.4 that suggested the majority of
route decisions could be attributed to only a few important locations on the road
network. It is a principle well supported in the literature too, with a raft of evidence
suggesting navigation decisions and spatial knowledge are formed around node-like
features (Siegel & White 1975, Lynch 1960, Golledge 1998, Montello 1998, Passini
1981, 1984, O’Keefe & Nadel 1978). This approach moves away from conventional
approaches that base choice on road-based characteristics. Instead road segment
traversal is viewed as more like an automated procedure, not generating the same
level of cognitive deliberation that node-to-node route planning engenders.

The representation of topological space is ordered hierarchically, reflecting the
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variable prominence of locations on the road network. As established during 4.1.4 and
noted in the literature (Hirtle & Jonides 1985, Winter et al. 2008), certain locations
on the road network attract considerably more route selections that may otherwise
be expected.

The representation of space will aim to encode the observed locations of route
decisions explicitly, capturing too their relative prominence on the road network.
These features will be used as the central component within the route choice models.
The description of the construction of this representation will be outlined in 5.2.

5.1.2 Route Preferences

Having established that the route choice decision process will be based upon a topolo-
gical representation of space, route preferences define the characteristics that can be
expected to prompt node-to-node selection. These principles draw once more from the
findings established during 4.1.4, and are further supported by the stated intentions
of participants in the driver survey detailed in 4.2.3.

Primarily, the model must demonstrate how individuals seek to minimise their de-
viation from the most direct path from their origin towards their destination. Second,
and in a similar fashion to path directness, individuals can be expected to aim to
minimise route distance, although will be bounded in identifying the optimal dis-
tance route. Third, the influence of the delay minimisation will be incorporated
in influencing route choice. This principle will reflect how individuals aim to reduce
delay by avoiding areas of the road network that they perceive to be congested during
certain times of day.

Each route choice decision process must aim to explicitly capture these preferences.
The exact specification by which these values are configured will be defined within
the route choice processes detailed in sections 5.3, 5.4, and 5.5.

5.1.3 Route Choice Decision Process

The third element of the conceptual model refers to the process by which node-to-node
route choices are made, incorporating principles of preference and the representation
of space in the construction of a route. Three alternative route choice approaches will
be outlined during this chapter, each once more incorporating the principles of route
preference derived in 4.1.4.

First, the route choice decision process must incorporate a non-deterministic ele-
ment, reflective of the realistic heterogeneity in route choice among the population.
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Second, the choice model will capture asymmetry in route selection between two loc-
ations. Through modelling the route choice decision process on a node-by-node basis,
asymmetry may arise in opposite running journeys between two given locations.

Different approaches towards capturing these elements within the route choice
decision process are outlined during sections 5.3, 5.4, and 5.5, each building on the
topological representation of space.

5.2 Generalised Representation of Space

The first stage in the development of the new route choice models involves the de-
velopment of a topological representation of space. This representation must aim to
capture the process by which node-to-node decision-making takes place.

As discussed during Chapter 3, there are two sides to the development of this
representation - a generalised and subjective representation of space. The generalised
model aims to establish a representation of the urban environment that captures the
utilisation of space by any individual, regardless of their experience. The subjective
model places a restriction on this general representation, limited according to the
individual’s prior experiences. In this section, the generalised model is introduced
to enable the development of route choice models built on this representation; in
Chapter 6, the subjective model of space is developed.

In developing a topological representation of space, a node-like object is required
as a basis for the construction of the network. Previous literature has suggested that
these locations generally represent visually or subjectively salient locations (Hirtle &
Jonides 1985, Winter et al. 2008), however, indications from the analyses in Chapter
4 identified that road network junctions too, through their repeated usage or prom-
inence in the road network, may equally represent a reasonable set of decision points
for motorist navigating through the city.

Support for the use of junctions as a foundation of route choice decisions is readily
found in the literature. Lynch (Lynch 1960) stated that junctions hold ‘compelling
importance for the city observer. Because decisions must be made at junctions,
people heighten their attention at such places and perceive nearby elements with
more clarity’. This process of route planning and movement at certain nodes was also
identified by Passini (1981). The nature of junctions furthermore lend themselves to a
natural hierarchicalisation as their proximity to certain routes determines their likely
prominence upon the road network. In building a topological representation of the
road network therefore, it is the relationship between junctions that is incorporated.



5.2. GENERALISED REPRESENTATION OF SPACE 157

5.2.1 Model Development

The topological network representation was prepared using the Ordnance Survey ITN
dataset, a GIS dataset that contains representations of all UK roads to a fine level of
detail. In this dataset, individual road segments are constructed as sections of road
traversing two road junctions. Junctions are modelled as separate node entities and
two or more road segments may be connected via a shared node. It is through these
nodes that the network topology will be constructed.

The ITN road network does provide, as was explained during Chapter 4, a hier-
archy of road classification. This hierarchy presents an opportunity to introduce an
inter-nodal variation with respect to the prominence of a specific junction. Variation
in this respect is important, as it has already been established that certain nodes
attract more traffic, and by virtue a greater number of routing decisions, than others.
This ranking also provides a reasonable pathway for a generalisation of heterogeneity
in spatial knowledge - whereby major junctions may be more likely to be known by
individuals than less prominent junctions.

As nodes are not ranked themselves according to any specific classification, a
node classification is formed based on the ranking of connecting roads. This ranking
takes a four-level hierarchy as shown below, defined according to the incoming and
outgoing road segment classifications. In order to capture only the most important
features on the road network, only the highest ranking classifications are considered
within this representation. All remaining nodes - for example, those linking only
to Local Streets or Alleys - are not considered explicitly within this topology. This
choice is formed under the assumption that they are not used explicitly during the
route choice decision process. As will be demonstrated later, however, this does not
preclude movement along these streets.

1. Junctions between only Motorways and A-Roads

2. Junctions linking B-Roads to Motorways or A-Roads

3. Junctions between B-Roads

4. Junctions between Minor Roads and Motorways, A-Roads or B-Roads

The node entity itself does not, however, provide a suitable object on which to build
a conceptual topology of route choice. As one can observe in Figure 5.1, where those
nodes ranked according to the above definitions are shown, in present form there
remain too many distinct objects. Individuals may be deemed unlikely to base selec-
tions upon this volume and density of objects, especially considering their somewhat
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Figure 5.1: Example of all junction nodes classified within the four-level hierarchy

arbitrary nature as simply elements within a GIS dataset. Individuals are more likely
to base decisions on the fuzzy location of the junction, something that these node
entities can help to capture.

To move towards a simpler representation of fuzzy decision point locations, junc-
tions nodes are clustered according to their similarity in classification and proximity.
This process consists of a bespoke two-stage spatial clustering method - iterating
through each feature, forming clusters on the satisfaction of certain rules, then gen-
eralising the location of that cluster.

During the first stage, nodes are checked for their proximity of other nodes of the
same ranking classification. Where a matching node is identified within a 250-metre
radius, the node is designated to be clustered with the search node. The process of
clustering is dependent on the current cluster status of the matching point. Where a
matching point is not already attached to a cluster, a new cluster is created between
the two points. The tentative location of that cluster is defined as the coordinate
equidistant between the two clustered points. Where the matching node is already
attached to a cluster, the search node is added to that cluster, and the centroid being
recalculated for all points.

This first stage represents only a tentative clustering of nodes, with a second stage
introduced to optimise the location and classification of clusters. Iterating through the
node set, nodes are tested again, this time according to their proximity (again within
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Figure 5.2: Spatially clustered nodes (shown in green) formed from junction nodes (in-
dicated in grey)

a 250-metre radius) and classification against the centroids of the cluster generated
during the first stage. Where a more favourable clustering is found, the node is moved
to that cluster and the cluster centroids recalculated. The process continues until all
nodes have been checked. The process continues iteratively, traversing all points at
each stage, until no further amendments to the locations of any clusters are made.
Figure 5.2 presents a snapshot of the centroid locations of finalised clusters, focussing
on the same area shown in Figure 5.1.

This node creation process was conducted on the London road network. The
formation of the node clusters was complete after six iterations, establishing a total
of 3087 clusters for the entire London road network. Of these, 816 nodes were classified
at level 1 ranking, 475 at level 2, 110 at level 3 and 1686 at level 4. The distribution
of nodes and their associated classifications is shown in Figure 5.3 for the central
London region.

The models of route choice to be presented in sections 5.3, 5.4, and 5.5 will build on
this representation of space. In outlining these models it will be described how nodes
are connected, and how the modelled decision-making process leads to node-to-node
traversal.
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Figure 5.3: Topological representation of space in central London with nodes indicated
by classification

5.3 Probabilistic Route Choice Modelling

The approach incorporated here is a conditional probabilistic model, derived from the
connectivity patterns inherent within the routing dataset. This framework - which
builds on the conceptual model of route choice outlined in 5.1 - centres around a
modified Markov Chain Monte Carlo (MCMC) model, whereby decisions, and thus
the driver’s movement across the road network, are probabilistically determined by
their current location, previous decisions and the location of the destination. In this
section, the MCMC approach will firstly be described before the specification and
application of the approach towards modelling route choice are outlined.

5.3.1 Markov Chain Monte Carlo

The Markov Chain Monte Carlo (MCMC) method is a statistical approach to the
modelling and prediction of probability distributions. Through MCMC, rather than
specifying a set of parameters and making predictions on the relative contribution of
each in determining behaviour, prior actions – described through data – are used to
make predictions on future behaviours. Once this chain has been constructed, a prob-
ability distribution of outcomes can be modelled through the execution of multiple
random walks. The nature of these walks through this state-space are determined
according to the transition probabilities identified in the data. The MCMC approach
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Figure 5.4: Markov Chain network structure, where i represents the previous state, j is
the current state and kn an array of potential future states. Transition probabilities between
states j and k are defined by vector T .

represents a popular domain-neutral technique, and has been used across a number
of fields, including computational biology, social science and economics.

The MCMC model is, in many ways, analogous to route choice by agents through
the road network. The state-space model may be replaced by a road network topology,
the random walks through the space are agents selecting a route, probabilistically from
origin to destination. While the approach does not offer explicit explanatory power
in describing route choice, it does enable the improved statistical description of the
full heterogeneity of choice among a population of individual travellers.

The modified MCMC approach utilised during this research, however, features a
number of important amendments to improve the realism of the random walk process.
The general structure of this approach may be best described graphically, as it is in
Figure 5.4. In this model, we examine both the previous and current states (conven-
tional MCMC models only consider the current state) i, j and an array of potential
future states, kn. The connectivity between the current state of j and any of the fu-
ture possible states kn is determined by a transition probability, a probability that is
dependent upon selection of the previous states i and j. So, examining this example,
given i one is left with a vector of transition probabilities T , through which the next
step in the random walk is determined. The walk progresses iteratively through the
state-space until an exit condition is met. The supplementary consideration of node
i in specifying the probability of connection between j and kn captures the sense of
continuity along the direction of travel.

Conventional Monte Carlo walk processes consider only the probabilities connect-
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ing states within the Markov Chain, where humans are concerned, however, as has
been observed earlier, this search process is clearly directed towards the destination.
Applying a walk process to the complete network without this goal directed element
will, naturally, lead to unrealistic results. Thus, all transition probabilities, which will
now be called T p, are multiplied by an additional vector of deviation probabilities, T d.
This second vector describes the probability to selecting any given node based on its
deviation from the straight line angle to the destination node. The exact derivation
of these values for this case is detailed later. The probability, therefore, of selecting
ki now becomes:

Pi = P p
i P

d
i∑

j P
p
j P

d
j

Where i and j are potential future nodes, P p represents the transition probability
to that node, and P d represents the probability of deviating towards that node with
respect to the direction of the destination.

A final amendment to the MCMC approach is introduced for the handling of
large geographic features, where few points of traversal exist (such as rivers and
parkland). Navigation across these features is an intrinsic element of route choice,
and may be preventative for an individual seeking to minimise angular deviation
towards their destination. In having to traverse a river, for example, in order to reach
their destination, the individual will have to select a crossing point first. Within the
amended MCMC model, therefore, a sub-goal routine is integrated whereby an initial
target destination is set as the river crossing point. The individual navigates to the
crossing point, guided by an angular minimisation principle, and then, once that sub-
goal is complete, onwards towards their destination. Crossing points are also selected
probabilistically, although aside from the modified MCMC model. The method by
which these probabilities are drawn is specified later.

5.3.2 Model Specification

The specification of the modified MCMC model within the London topology consists
of three stages. First, and of most importance, one must calculate the probability
of inter-nodal connectivity across the complete network. Second, the probability of
an individual deviating from the least direct path towards their destination must
be ascertained. And third, the likelihood of the selection of river crossing points,
by direction of travel, must be assessed (where appropriate). Once this probabilistic
network structure is derived, one is then able to seek to generate sets of routes between
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locations across the network.

5.3.2.1 Inter-Nodal Probability Calculation

The probability of connections between junction nodes are drawn from the route
choice behaviours comprised within the routes dataset explored during Chapter 4.
Routes are analysed with respect to their movement across the topological network,
and inter-nodal connectivity calculated in terms of movements via triplets of nodes.
The route set utilised in the construction of the model represents a calibration set
containing 80% of the complete route dataset, some 552020 journeys in total. The
other remaining 20% of journeys are maintained for validation purposes.

For any given path, where the individual is observed traversing the network from
node i to node j to k1, this observation contributes towards establishing the likelihood
of movement to all kn given previous and current nodes i and j (please refer back to
Figure 5.4 for node structure). In other words, in a given situation where movement
from i to j is observed, one derives from the data a set of probabilities T p describing
the chances of future movements. Node-to-node connections is calculated for each
level of the node hierarchy described in 5.2.

Connectivity is furthermore differentiated by the temporal period, with connectiv-
ity calculated separately for journeys taking place during the daytime (7am to 7pm)
or evening (7pm to 7am) hours. This distinction aims to capture temporal deviations
in movement patterns borne through congestion avoidance at certain times of the
day.

Once all inter-nodal connections are constructed, a final phase of network pruning
is undertaken. During this phase, all connections with a lower than 0.025 probability
are removed from the network structure. This is to reduce the potential influence of
erroneous connections persisting within the datasets, and increase the overall speed
of route computation.

5.3.2.2 Destination Attraction

The probability of selecting a node that deviates away from the direction of the
destination is again derived from the route dataset. Assessing once more the con-
nectivity between nodes across each journey, the deviation that the selection of that
node represents, relative to the direction of the destination, is calculated. Running
this process for all node-to-node selections across the entire dataset, one is able to
derive the frequency distribution for node selection by degree of deviation. A discrete
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Figure 5.5: Discrete probability distribution of node selection based on deviation from
destination location

probability distribution is simply derived from this data for each 0.9º shift, generat-
ing 200 categories for all deviations up to 180º. The derived distribution is shown in
Figure 5.5.

5.3.2.3 Crossing Point Selection

For cases where an origin and destination are divided by a waterway, a final set
of estimations is extracted to establish the probability of the traversal of available
crossing points over waterways in London. Referring once again to the route dataset,
journeys are extracted that are shown to traverse any two river banks, as defined by
the two main waterways - the River Thames (running east to west) and Lea Valley
(running north to south, in eastern London). The cross-river journeys are further
segmented by origin and destination locations, defined at postal sector granularity, to
link the geography of the route to the likelihood of the selection of range of bridges.

In examining each journey between an origin-destination pair, the popularity of
each bridge, in linking the two regions, can be ascertained, and a probability of
selecting any specific crossing point derived. These estimates are calculated separately
for both day (7am to 7pm) and evening (7pm to 7am) hours. So, for example,
where moving from region W1 to SE16, there exists a 0.35 probability of taking
Westminster Bridge, a 0.25 chance of taking London Bridge and a 0.183 chance of
selecting Blackfriars Bridge.
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5.3.2.4 Node Selection

With the MCMC model calibrated to the London road network according to these
methods, route selection may be predicted between an origin and destination location
(specified as a coordinate). The selection of nodes runs in a stepwise fashion, moving
from node-to-node, calculating onward selections at each. The route continues until
the destination node is found. This specific process implemented in achieving this
route proceeds as follows:

1. Load the topological representation of space describing the individual’s know-
ledge of the road network. Only those nodes identified within this topology may
be used in navigation.

2. Identify a node from where to begin the journey. Specified as the nearest known
node to the origin location falling within a maximum 45º each-way deviation
from the straight line angle between origin and destination locations.

3. Identify a destination node. Identified as the nearest known node to the des-
tination coordinate.

4. Establish whether origin and destination nodes are on separate river banks.
If so, identify a crossing point in line with the description in 5.3.2.3, set the
crossing point as an initial destination point on route.

5. Identify second node from potential connections from origin node. Given that a
previous node has yet to be specified (enabling a probabilistic node selection),
this node is selected according to its deviation from the straight line distance
between origin and destination nodes. The utility of each node is specifically
calculated as the inverse of the deviation. Move to highest utility node, set
origin node as the previous node.

6. Start iterative route choice process. At each node, identify probabilities of
successive nodes based on current and previous node selections. Calculate an-
gular deviation towards each node away from straight line towards destination,
identify corresponding probability of selection from table described in 5.3.2.2.
Calculate overall likelihood of selection of each option based on 5.3.1. Assigning
the probabilities as a weighting for each option, draw a uniform random num-
ber and select option corresponding to the random variable. Move to selected
node, assign current node as previous. Continue process until destination node
is found.
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The output from this process is a list of nodes for traversal between origin and des-
tination.

5.3.2.5 Segment Selection

As has been highlighted, the focus of this route choice model is upon node-to-node
selection, without explicit consideration for the roads that connect the decision points.
However, over the relatively short distances between nodes it may be assumed that
individuals are able to more effectively minimise distance than they would over longer
distances, as the clarity of the spatial environment becomes less clear. The reduced
inter-nodal distance furthermore reduces the potential route options that may be
available to an individual in traversing the two locations.

Examining again the results from the path correlation stage documented in 4.1.2,
some confirmation of this is process is identified. Refining the analysis to explore only
journeys of distances less than 1km in distance - approximately the maximum distance
identified between nodes - a 79.8% path correlation is found against optimal distance
routes. Significantly, however, over the same distance range, high correlation is also
observed between shortest distance routes and other alternatives - including least time
(90.40%), lane-weighted time (87.97%) and turn-weighted distance (91.64%) paths -
indicating that over short distances only a limited number of paths are generally
available. Given these findings, a shortest distance path assumption is employed in
identifying paths between selected nodes.

Node-to-node routes are generated using a modified version of the A* network
search algorithm. The A* search approach incorporates a Euclidean distance heur-
istic into a network search to, primarily, improve the efficiency of shortest path gen-
eration. Rather than searching the entire road network for the optimal route between
origin and destination, the minimisation of straight line distance away from the target
location effectively reduces the search space, speeding up path calculation. A small
modification is introduced into the method whereby the node location is specified as
the target coordinate, and all roads within a 100-metre radius of that point (indicat-
ive of the bounds of the effective view shed around the node) specified as potential
destination roads. The path search terminates on arrival at one of these destination
roads.
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5.3.3 Model Results and Validation

The validation of this approach towards modelling route choice involves not only an
assessment of its ability to correctly predict real-world decisions, but furthermore in
its potential applicability within the context of a large-scale agent-based model. As
such, the validation of this method incorporates three main stages of assessment - first,
exploring the accuracy of independent node-to-node selection predictions; second,
examining how representative a complete modelled route set is of a sampled set of
real routes; and finally, third, examining the speed by which predictions are computed.

For the purposes of this assessment, the route selections observed within the val-
idation dataset - the remaining 20% of routes not included during model definition,
encompassing 138009 routes - are predicted using the MCMC approach. Any samples
within this dataset falling below 500 metres in route length are excluded, as to not
artificially increment the accuracy of the modelling approach.

Route predictions are generated equally across each level of the topological hier-
archy, yielding 34502 predicted journeys at each of the four levels. This factor is
introduced to account for unknown distributions of spatial knowledge and experience
across the population of drivers initially generating these route sets. Predictions are
generated based on the probabilities for day or evening travel, based on the time at
which the original journey took place.

Although the model is naturally stochastic, the large sample sizes employed here
may be expected to generate a broadly replicable representation overall of route choice
behaviours.

5.3.3.1 Node Selection

The accuracy of the node selection process is explored by simply observing how often
real-world selections are replicated by the model. In this way, for each sampled
journey, the origin, destination and node selections, in addition to any intermediate
crossing point selections, are initially extracted. Then for each observed node-to-node
selection, a comparable prediction is generated by the model, indicating the selection
the model would have made within the same scenario. This modelling process is
assessed in two ways - firstly, whether the node predicted matches that actually
selected; and second, the probability of the selected node being chosen, according
to the probabilities generated by the model, regardless of whether it was ultimately
selected. In total, 784453 actual node selections were observed within the 138009
journeys, with these journeys split evenly across the four levels of the topological
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Figure 5.6: Histogram showing the probability of selecting an actual selected node using
the MCMC modelling approach

hierarchy.
Across the entire dataset, the model correctly predicted the real node selection

on 437463 instances, indicating that the model correctly predicts the actual choices
of individuals on 55.76% of occasions. However, given the stochastic nature of this
model, this indicator alone is not completely representative of how accurately the
model predicts next node selection. To gain a little deeper insight into this, the
probability of selecting the actual selected node should also be examined. Within
this range, the mean probability falls at 0.53, however, as can be observed in Figure
5.6, the observed selections generally maintain a high probability of selection, with
53% of actual selections falling within the probability range 0.6 to 1.0. These results
offer further indication that the MCMC approach provides a useful method for the
specification of inter-nodal connectivity. It is worth noting the prominence of the
zero probability group, representative of 36680 selections (approximately 4.6% of all
selections) being made by drivers without the MCMC model considering the actual
selection as a valid option. This element is a product of the network pruning process
described in 5.3.2.1, whereby connections with a probabilities of less than 0.025 are
removed. Although clearly this represents missed selections, it is anticipated that any
reintegration of these values within the network structure would reduce the overall
accuracy of the model.

In summary, the model demonstrates an ability to predict route selections on
55.76% of occasions, which, where considering that selections are drawn from mul-



5.3. PROBABILISTIC ROUTE CHOICE MODELLING 169

tiple alternatives, is indicative of a good representation of behaviour. It has been
demonstrated, furthermore, through examination of the selection probability of ac-
tual selected nodes, that the derived framework of inter-nodal connectivity, integrated
with destination and sub-goal weightings, represents an adequate picture of how nodes
are selected. The relative utility of this approach for the prediction of node selections
will become more apparent as alternative approaches are explored later.

5.3.3.2 Computation Time

The second element involved in assessing the utility of this modelling approach is the
speed at which routes are constructed. The route choice model under development
here is ultimately intended for incorporation within a large-scale agent-based simu-
lation, it is thus imperative that in order to enable the swift prediction of thousands
of individual agents, the model is efficient in route generation. For the purposes of
this assessment, the length of time required to generate each of the 138009 routes
described above was extracted.

In the interests of comparability, for this and each of the other models described
below, the same computer1 was used to generate these results, using the same Java-
based application framework to do so.

On average, complete route generation was completed in 779 milliseconds, with
a standard deviation of 1817 milliseconds. Around 88% of all routes were generated
within 500 milliseconds, however a number took considerably longer to produce. This
processing time does appear to be quite slow, particularly where one considers that
the routes of 50000 vehicle agents would require close to 11 hours of computation
time. The most probable reason for this slow computation time would appear to be
the requirement of loading inter-nodal connection data from a database held on disk.
This dataset consists of almost 3.9 million unique records, each containing eight fields
of data, thus it is infeasible that it might be loaded into memory for the improvement
of processing speeds. All measures have been taken to make querying this dataset
as efficient as possible, with multiple indices specified on regularly queried fields, yet
these limitations in processing speed remain. These results will be examined again
within the context of the efficiency of other results, described later.

1Dell Desktop PC with Intel Core2 Due CPU, Windows 7 Enterprise 64-bit Operating System
and 8GB RAM. Left unused during the generation of results.
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5.3.3.3 Route Set Similarity

Node selection predictions provide only a case-by-case indication of model quality,
however, without exploring how well a complete route, a combination of modelling
selections, might be predicted. The complete modelling process is now explored,
comparing the route distribution within the sample dataset with a modelled rep-
resentation of the same routes. At this stage, the complete modelling process is
incorporated, therefore further to predicting a path of nodes towards a destination,
without any further information than simply origin and destination, the roads selec-
ted between nodes are modelled too. This process yields a route set that may be
directly compared to the actual routes chosen within the sample dataset, an analysis
carried out through assessment of both statistical and spatial variation.

Statistical Variation

Statistical variation between real and modelled route sets is carried out through a
comparison of aggregated representations of flow and a statistical assessment of vari-
ation between distributions. Beginning with the high-level indicators, the MCMC
modelled route set encompasses a total of 127493 road segments, with a mean route
flow of 246.57 trips along each link. The standard deviation is 684.70, with a max-
imum count of 11374. In total, the 138009 modelled routes sum to total distance of
1.842 billion metres, at an average of 13347 metres each trip. In comparison, the val-
idation dataset is represented over 144596 road segments, with a considerably lower
mean flow of 125.151, a standard deviation of 387.21, and reaching a maximum at
7745. The total distance of this set of real journeys is lower again, at 1.086 billion
metres, averaging 7869.81 metres per trip, a distance significantly shorter than that
modelled using the MCMC approach.

Similarities in route distributions are assessed through plotting a simple linear re-
gression between the two real and modelled datasets, and calculation of the goodness-
of-fit between the modelled and real distributions. During this process, the best fitting
line was identified between the observed route counts y and the modelled data x as
falling along the line y = 2.324+0.529x. The coefficient of determination R2 - defined
as one minus the ratio between the sum of squared residuals between data points and
sum of squared variation of observed values from the mean - calculated at 0.788.
These indicators would suggest a strong overall prediction of variation within the real
data by the modelled representation. The strength of this fit can be observed in the
plot between modelled and real values, shown with the line of best fit, in Figure 5.7.
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Figure 5.7: Plot of observed versus modelled flow using MCMC approach

While the model may effectively predict observed variations in traffic flow across
the network, the differences in scales indicated in 5.7, in addition to the large dis-
crepancies in total journey lengths, would suggest there is, in fact, a lack of direct
similarity between the real and modelled data. This is assessed through exploring
differences between segment flows across the network. Across the entire route set, the
mean difference, where observed flows are subtracted from modelled flows, arrives
at 85.02, indicating a significantly higher general flow for modelled routes than real
ones. Where unsigned deviation is calculated, the mean absolute deviation comes out
at 109.85, with a mean absolute standard deviation of 338.76. Thus it would appear
that, despite some promising indications with respect to modelled traffic distribution,
there remains a large systematic deviation in traffic flow between the two data sets.

Spatial Variation

It is plain from the statistical assessment that a broad similarity in distribution exists
between the two sets of routes, however, the large increases in overall flows within
the modelled data can not be ignored. Spatial variation in traffic flow can provide
alternative insight into what might be happening here.

In the first instance, it is important to simply examine the spatial distribution of
trips produced by the MCMC approach for the entire 138009 journeys, as is presented
in Figure 5.8. These modelled traffic flows appear to demonstrate a high degree of



5.3. PROBABILISTIC ROUTE CHOICE MODELLING 172

Figure 5.8: Route set of 138009 journeys modelled using MCMC approach

commonality with the spatial distribution of all routes, as detailed previously in Figure
4.3, further backing up the statistical analysis. In line with these trends, higher flows
are demonstrable along routes earlier identified as prominent, such as Euston Road,
Park Lane and Embankment. While these results are promising, this representation
does not, however, indicate the cause of the wide scale deviations within the modelled
route set. In view of these underlying issues, the spatial distributions of the two
datasets will not be compared directly.

To gain an insight into this process, a number of sample routes were examined indi-
vidually. While the majority of observed routes corresponded to what one might deem
a reasonable representation, a few instances were identified of considerably longer and
apparently unlikely routes generated by the model. Through further examination of
these instances, an issue appeared to be associated with the process of multiple node
selections. The effect is demonstrated in Figure 5.9. In this example, the modelled
driver is travelling north and arriving at node A ready to make a decision about their
next move. At this point there are two options, turn west towards their destination,
marked C - taking the dotted blue line - or travel north towards node B. In this
case, contrary to intuition, the northern option is selected, a selection that ultimately
leads, through the subsequent set of decisions taken, to the route passing north, far
from the target.
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Figure 5.9: Erroneous route choice behaviours in MCMC approach

These types of issues, where just a single selection precipitates a swathe of actions
that lead to an overall poor representation, were observed on numerous occasions. The
underlying causes of this issue are two-fold. Firstly, it is suggestive of an unrealistic
approach towards decision-making. Although the selection of option B may well
maintain a small probability, it is more likely that the option is ignored as it does not
fit within any particular bounds of acceptability. Second, there are indications that,
in some cases, a priori connectivity between nodes overrides a wider requirement to
narrow in on the destination. Take the Figure 5.9 example again, where travelling
north towards node A, it is likely, given the distribution of trips, that an overall more
likely move would be the selection of node B, but this should not prevent moves to
location C from taking place. This principle is reflected at numerous points across
the network where overall high flow between two nodes is observed within the original
dataset. As described earlier, these relationships are all drawn directly from observed
behaviours, there is an indication therefore that in extracting these behaviours in
sum, the relevance of the local context is missed.

In summary, while some considerable issues have been noted with respect to some
routes, it is interesting to note the overall similarity in spatial distribution the model
offers relative to the validation dataset. The framework, incorporating prior node-
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level selections, amended by a range of additional attributes, does show some initial
promise. Some overarching concern remains, however, particularly in relation to the
influence of tight inter-nodal relationships and low probabilities in decision-making.

5.3.4 Discussion

The purpose of this model was to explore the value and validity of a probability-
based route-choice approach, twinned with a topological representation of the road
network. Core to this approach is the concept that sets of nodes can be coupled to
reflect local movements and local interactions on the road network. By selecting two
nodes sequentially, the individual is providing an indication of their next choice. The
focus upon inter-nodal relationships within this modelling framework demonstrably
brings with it some significant benefits, but equally significant drawbacks.

Of the beneficial findings, the model demonstrated a reasonable accuracy in node
selection prediction, while furthermore indicating a strong ability to describe the
chunking of space and its influence in shaping movement patterns. Observing the
route patterns created using this method, some of the same regions identified as
attractors of movement in Chapter 4 are prominent again. It is indicative that by
coupling sets of nodes based on their common usage, it is possible to model the
role of these important locations in shaping movement patterns. The probabilistic
nature of this model furthermore yields a representation incorporating a high degree
of behavioural heterogeneity, intrinsically representative of the additional range of
environmental attributes that impact upon route selection across the population.

The same advantageous attributes of this approach that afford the useful identific-
ation of coupled regions on the road network equally presents a significant drawback
to this approach. It is clear that, in spite of the shaping influence of an attraction
towards the destination, inherent spatial distribution of trips in the underlying data
set excessively shape the nature of route choice. It is demonstrable that along certain
routes of high throughput, such as Euston Road and Embankment, the dominance
of a pattern of continuous movement patterns means deviation from these routes is
identified with low probability. As a result, reasonable paths towards a destination
may be passed over due to the continuing attraction towards one route, relative to
the weight of destination attraction.

At the heart of this issue is the dichotomy between global and local patterns of
movement. In coupling regions of nodes in this way, the model fails to explicitly
frame these interactions within the context of wider patterns of movement. While
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the inclusion of a previous node does provide some additional context with respect
to an individual’s general movement, the impact of overall trip distribution and the
dominance of certain routes appears to carry a more significant influence. It is demon-
strated that, as a result of these wider trends, overly tight coupling is generated
between nodes, preventing the realistic representation of routes between less common
origin-destination pairs.

It may be argued that the problems inherent within this model may be alleviated
by the implementation of a mechanism for preventing the generation of these so-called
rogue routes. Equally, one might argue that these routes be excluded on detection,
and results regenerated. Yet this does not entirely represent a satisfactory response
to the problem. In developing a model of the cognitive process of urban navigation,
one seeks to identify a comprehensive approach that does not require monitoring by
external quality control measures. In any case, in view of the natural randomness in
route choice that one wishes to instil, and varying configuration of the road network,
establishing an accurate set of rules that ensure the quality of route would appear to
represent a significant, if not futile, challenge.

5.4 Discrete Route Choice Modelling

While the MCMC probabilistic approach introduces a novel way of generalising the
route choice decision process, some fundamental issues were identified with respect
to the over-dependence upon the existing dataset. While the identification of clusters
of nodes was a positive outcome of this approach, this specification of connectiv-
ity remains overly susceptible to the spatial biases inherent within the Addison Lee
dataset. This work has demonstrated that in aiming to predict the behaviour of a
heterogeneous population of motorists, a model should not be too strongly tied to a
previous set of behaviours by a subset of this population.

The second approach therefore seeks to produce a more general, utility-based
model, aiming to estimate a set of weights that describes the relative attractiveness
of certain attributes in directing movement. Discrete choice modelling is utilised in a
similar way to it was in 4.1.3, yet this time within the context of the conceptual model
of route choice outlined in 5.1. By switching the representation at which decisions are
made - from complete route-based decisions to node-based decisions - it is hoped that
this approach will hold greater explanatory power than was derived during Chapter
4.
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5.4.1 Model Specification

This discrete choice process incorporates again the Multinomial Logit (MNL) model
utilised during 4.1.3.1, bringing too the same limitations and requirements as docu-
mented earlier. The difference in this case, however, is that prediction is conducted
over a different range of attributes, only those associated with node-to-node move-
ments. The first stage of this process was therefore the identification of a range of
attributes that would describe the node-to-node selection process. Those attributes
thought to play a role in this selection were outlined as follows, incorporating lessons
learnt from the trends identified during Chapter 4:

• Angular deviation from destination - Calculated as the angular deviation away
from the straight line towards the target location, the same metric as described
in 5.3.2.2. This metric is indicative of an overarching guiding attraction towards
the destination.

• Angular deviation in current direction - Calculated as the deviation towards
the option node away from current direction of travel. In principle, one would
expect a desire to maintain a minimally angular node route.

• Node hierarchy - The level of the node within the network hierarchy described
in 5.2. A preference for higher ranked, and thus node more prominently located
within the road network, to be weighted more favourably.

• Distance - The Euclidean distance between the decision point and the option
node. One would expect individuals to favour closer nodes than those further
away.

In selecting these attributes, the need to address the issue of destination targeting,
as implemented in the previous model, is removed. The selection of crossing points
over waterways is furthermore negated for the purposes of this model. The addi-
tional inclusion of a travel time or delay-related variable was considered, however,
was discarded in view of a lack of reliable and extensive data relating to each node.

With the relevant attributes chosen, the second major aspect in the formation of
the MNL model is the specification of the choice set generator. Unlike in the original
route choice analysis described in 4.1.3.1, and due to the novelty of this particular
approach, no established methods for specifying the choice set in node selection beha-
viour were available. Indeed, the specification of the choice set is far from trivial. The
non-uniformity of node distribution means that proximity-related searches may pro-
duce too many or too few choices, while any limit on the angular deviation away from
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the destination may restrict consideration of temporary enforced or preferable angu-
lar movement. Such approaches would furthermore not necessarily make allowances
for road regulations and restrictions. Ultimately, the most reliable approach toward
this issue was the incorporation of the node-to-node connections derived during the
development of the MCMC model. In not explicitly incorporating the strength of
connections between nodes, this approach provides simply the broad indication of
the proximity and connectivity between nodes required at this stage. This approach
therefore reduces the negative impact of overly strong inter-nodal connections iden-
tified within the MCMC approach. In order to counter any residual error within
the topology, very low probability connections, of less than 0.025 probability, were
excluded from choice sets.

While this method of choice set generation does represent the most reliable ap-
proach for capturing the rejected alternatives within these scenarios, it is not without
issue. For, even where estimating the model, even on a different portion of the data-
set, the study continues to sample across the same set of individuals. Therefore,
this form of choice set generation may exclude normally valid alternatives that have
simply been excluded by the habits of this particular population. This limitation
provides important context to the validity the results presented here.

5.4.2 Model Estimation

The MNL model was estimated according to the same methodology described in
4.1.3.1, albeit incorporating differences according to the aforementioned model spe-
cification and choice set generation process. The model was estimated using the same
calibration dataset utilised in 5.3.2, incorporating node selections across all 552020
journeys. Routes are examined for the nodes through which they pass en route to their
destination, with the aforementioned attributes and relevant choice sets extracted at
each decision point.

The process is executed separately for each of the four levels of the node hierarchy,
estimating different parameter weights for decisions made at each level. At each level,
higher level nodes are added into the assessed topology. In total, 1920580 decisions are
evaluated for level 1 nodes, 2816808 decisions are evaluated at level 2 (incorporating
both level 1 and level 2 nodes), 2924220 decisions evaluated at level 3 (considering
nodes from levels 1, 2 and 3), and 4192008 decisions evaluated at level 4, at which
point all nodes are under consideration.

Given the extremely large dataset made available for this estimation of the model,
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an additional validation step was incorporated. At each level, the dataset was split
into four partitions, each encompassing one quarter of decision point selections. The
model was then estimated separately using each partition of the dataset. In doing so,
providing an indication of the underlying systematic variation in the datasets.

In line with the methodology described in 4.1.3.1, a range of different combinations
of attributes were tested on each partition of the dataset, with a view to identifying
the best model. Ultimately, it was determined that the model performing best ac-
cording to the r2 statistic, across all partitions, incorporated all four of the attributes
described earlier. The most favourable estimations generated at each level may be
found in Table 5.1. Within this table, the best performing model for each of the four
levels of the node hierarchy is outlined, represented by weights (u) derived for each
attribute.

Where initially assessing variation among estimates at each partition, as can be
seen from the full results documented in Appendix G, very little variation is found
in the definition of each attribute. Furthermore, between partitions variation in the
r2 statistic is limited to only fractional changes. One can be confident of there being
little wide scale variation between the trends analysed within each partition.

In assessing variation between the best models identified for each level, while one
can begin to observe variations as the granularity of nodes increases, overall there is a
similarity in the decision processes observed. All models demonstrate that increasing
values across all attributes represent a disutility. Therefore individuals generally aim
to reduce their angular deviation generally, travel towards their target, reduce their
distance from the target, and, prefer to pass via more prominent nodes than those
lower down the nodal hierarchy. As lower level nodes are incorporated, some small
shifts can be observed. While, in all cases angular deviation away from the target
represents a far greater disutility than any deviation from the current direction of
travel, this effect is reduced as a higher spatial granularity of nodes is introduced.
In addition, a disutility of selecting a node further away from the target than a
given alternative reduces as more nodes are introduced. Overall, however, the broad
decision processes appear to remain the same.

While the inclusion of each attribute within each of the models is deemed stat-
istically significant, it is perhaps important to finally note that, during the model
selection process, by far the greatest explanatory power was generated by the in-
clusion of the angular deviation from target attribute, which, where assessed alone,
achieves r2 metrics of 0.297, 0.298, 0.3 and 0.297 respectively.
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Parameter
Node levels incorporated within model

1 1 to 2 1 to 3 1 to 4

Angular Deviation from
Destination

u -3.08 -2.99 -2.98 -2.81
p 0.00 0.00 0.00 0.00

Angular Deviation from
Current Direction

u -0.331 -0.408 -0.396 -0.560
p 0.00 0.00 0.00 0.00

Distance from Target
u -0.000622 -0.000630 -0.000605 -0.00101
p 0.00 0.00 0.00 0.00

Node hierarchy
u -0.521 -0.421 -0.221
p 0.00 0.00 0.00

Observations 480145 704200 731055 1048202
r

2 0.334 0.336 0.335 0.341

Table 5.1: Best fitting models from MNL estimations across four levels of nodal hierarchy,
where u represents the attribute coefficient and p the associated probability

5.4.3 Model Implementation

The coefficients estimated during this process provide a route for establishing the
relative attractiveness of nodes en route to a destination. Using these weights, at
each node along the journey, the decision-maker selects the next node towards which
to travel in order to complete their journey. This process of selection involves three
stages - first, establishing the relative utility of each potential node, second, forming
a probability that represents the likelihood of each option being selected, and finally,
third, making the selection based on these probabilities.

Identifying the utility of each option from a given point involves a relatively simple
calculation. The attributes included in the model are calculated for each option, then
simply multiplied by the coefficient estimated for that parameter. The overall utility
of a given node represents the sum of these calculations. Utilities are calculated for
all connecting nodes, identified in the same way as during the model estimation stage,
forming the choice set.

The probability of selecting a given node is assessed as its utility relative to the
alternatives available. One important amendment is made at this stage, however.
Rather than incorporating all elements of the choice set at this stage, only the five
(or fewer, where appropriate) highest utility options are considered for selection, with
others being discounted. The reason for limiting the choice set is two-fold. First,
it mimics the tendency of an individual to reduce the complexity of a decision, by
focussing only on the most attractive options. Whereas second, in making multiple
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choices between options during the course of a single journey, it prevents the selection
of very low probability alternatives that may reduce the quality of the entire route.
This secondary element will be examined in more detail during the discussion of this
methodology later on.

The probability (Pj) of each option being selected are calculated according to the
following,

Pj = exp(Vj)∑J
k=1 exp(Vk)

Where j and k represent optional nodes in choice set J , and Vj and Vk the total
utility of each option. The final selection is made through uniform random selec-
tion. This process, used similarly within the MCMC model, proceeds whereby the
probabilities of each option are summed in a stepwise fashion until the sum exceeds
a randomly generated number, drawn from a uniform distribution. The most recent
option to have been added at this point is selected as the next node.

5.4.4 Model Results and Validation

The validation of the discrete choice model of node selection undertook the same
process as that used in the assessment of the Markov Chain approach towards route
choice modelling. Once again the 784453 node selection decisions observed within the
138009 routes of the validation dataset were predicted, splitting the route set equally
between the four levels of hierarchy within the node topology. At each level of the
hierarchy the appropriate utility estimations were used. Short routes, of less than 500
metres, were again removed from the validation process, as to negate the influence
of limited choice. Inter-nodal connectivity, incorporated to establish a choice set on
which a decision is made, was extracted according to whether the trip was conducted
during the daytime or evening. It is important to note that the inherent stochasticity
within the model means these results are only indicative of its overall utility, however,
considering the sample size assessed, it is thought that the work will not suffer from
any significant sampling bias.

5.4.4.1 Node Selection

Node selections were predicted according to the same method utilised during the
validation of the MCMC approach, whereby the ability of the model to replicate
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Figure 5.10: Histogram showing the probability of selecting an actual selected node using
the discrete choice modelling approach

observed node-to-node selections was explored. These predictions are measured both
in the frequency in which the real selection was predicted by the model, and by the
probability of selecting the actual chosen node.

In terms of actually matching the real selection, the discrete choice model per-
formed considerably better than the Markov Chain model, achieving a prediction
accuracy rate of 61.95%. This result again, however, must be considered within the
context of the underlying stochasticity inherent in each node selection. Additional
insight can be gained again by examining the probability of the actual chosen node
being selected during any given decision, a trend shown in Figure 5.10. Within this
distribution, the model again is shown to efficiently predict real world selections,
achieving a mean probability for the chosen node of 0.611.

This distribution demonstrates a stark difference to that described during the
validation of the Markov Chain approach. In this instance, by far the largest category
represents instances where the actual chosen node was assigned a probability of 1 by
the discrete choice model. This is demonstrated to occur on 18% of decisions made
within this model. The primary reason for this is the removal of low probability
alternatives, which, in many instances, will leave only one potential choice - based on
the prior and current nodes - remaining. When worked through the discrete choice
model the resulting probability will always be 1.
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Overall it is interesting to observe that the discrete choice model performs better
at predicting the behaviour of Addison Lee drivers than a purely probabilistic ap-
proach. This is likely a product of this model not incorporating so strictly a priori
clustering between nodes, that was demonstrated to be problematic in certain in-
stances within the MCMC approach. With a relatively high prediction rate, there is
an indication that the model developed here represents a useful description of node
selection behaviours. The next section will investigate additionally whether it holds
any utility in predicting routes completely.

5.4.4.2 Computation Time

In terms of computation time, the discrete choice approach represents an improvement
on the MCMC model, with the mean time required to produce a route down to 300
milliseconds. However, this remains, it would seem, a considerable length of time,
particularly where one considers the simulation of thousands of agents. Using again
the example offered before, 50000 agents, in this case, would require over four hours
of computation time for route choice alone. This does not appear to be a particularly
efficient use of resources.

The issue remains, with respect to this model, with the continuing requirement of
an external data source (specifically to allow inclusion of previous-current-next node
selections). Although, at each decision point, the database is only accessed once (in
constructing the choice set), and thus improves upon the MCMC approach in this
respect, the continuing need for on disk data sources is problematic.

5.4.4.3 Route Set Similarity

The node prediction rates indicate that the model is able to effectively identify future
predictions given previous decisions, what remains is a thorough analysis of the entire
route construction algorithm. This section follows the structure of the evaluation
offered for the MCMC approach, examining predictions through a statistical analysis
then through its spatial distribution.

Statistical Variation

Examining the summary statistics of the routes generated, the results appear to be
broadly similar to those produced by the MCMC approach. Overall, 127334 road
segments are covered, with a mean flow of 246.35 and standard deviation of 681.84.
These are strikingly similar results to the MCMC approach, and thus once again far



5.4. DISCRETE ROUTE CHOICE MODELLING 183

higher than those trends indicated within the validation dataset. Where the total
route distances are observed, the same effect described within the MCMC model is
indicated, with the total trip distance summing to 1.839 billion metres, or 13327
metres on average for each journey - far greater than the journey distances observed
in the validation dataset. Where differences between the modelled routes and ob-
served routes are calculated, again there is an indication of higher overall flow on the
modelled routes, with the mean difference arriving at 105.08, with a standard devi-
ation of 377.96. Where the absolute deviations are calculated between the datasets,
the mean arrives at 133.81 and standard deviation at 368.81. These results, in terms
of trip distribution, appear slightly poorer than those within the MCMC model, but
primarily are clearly suffering from some of the same issues. The issues causing these
trends will be examined in more detail where the spatial variations are explored.

Despite experiencing some of the same difficulties as the MCMC approach, the
discrete choice performs similarly well with respect to its representation of the real
distribution of trips. Calculating the linear regression between the datasets, the
relationship between observed route counts y and the modelled data x is identified as
y = 2.274+0.531x. Calculating the R2 for this line arrives at 0.788, exactly the same
as that observed within the MCMC model. Once again, therefore, the model performs
well in predicting the overall shape of the distribution, while questions remain about
the lengths of trips generated.

Spatial Variation

The first aspect to examine is the spatial distribution generated by the modelled
dataset. These results are visualised in Figure 5.11 and, once again, similar trends
to those observed within the MCMC approach are found, with a concentration of
journeys along some of the most important routes through the city. The results
thus again show a striking similarity with the overall trends described in Figure
4.3. However, in view of the aforementioned problems associated with this approach,
while the distribution may appear broadly representative, further investigations are
required into the exact nature of the routes produced via this method.

As indicated by the average lengths of the modelled trips, some of the same
problems experienced under the MCMC approach are inherent here within this model
also. In assessing a number of the routes, one again observes the generation of lengthy
and unlikely journeys from given origins to destinations. Yet once again, this issue
appears to be related to the role of ‘rogue’ decisions during the construction of the
route. For, as demonstrated above, on a node-by-node basis a reasonable estimation
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Figure 5.11: Route set of 138009 journeys modelled using discrete choice approach

may be made of an individual’s next move, it is when decisions are strung together
that problems may occur.

Under this approach, with the influence of tight inter-nodal coupling now removed,
the issue of the selection of low probability outcomes appears to remain. It is apparent
that, during the construction of some routes, a low probability decision is taken that,
given the underlying structure of the choice set, negatively influences the shape of
the rest of the route. An example of this process is shown in Figure 5.12. In this
example, where selecting a next step from node A, node B is chosen ahead of node C,
despite its apparently lower overall utility, leading to a route that heads westwards
far from the actual target. It is clear that despite the inclusion of a strong utility
for the minimisation of deviation from the target, some decisions will be taken that
reflect a near opposite spirit to this preference.

The issues reflected here appears to indicate a wider methodological problem. The
discrete choice approach introduces an expected level of variation in behaviour across
the population, but in applying this to a node-to-node choice process, outside of any
wider shaping framework, introduces clear issues. It would appear therefore that the
decision-making mechanism should be couched within a wider framework, limiting
the selection of nodes to those deemed ‘reasonable’. This factor will be explored in
more detail later.
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Figure 5.12: Erroneous route choice behaviours in discrete choice approach
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5.4.5 Discussion

In developing the discrete choice approach towards node selections, it has been pos-
sible to effectively capture inter-nodal relationships using an assessment of attrib-
utes. It has been demonstrated that this approach is highly effective in modelling
the distribution of trips across the road network, while furthermore predicting node
selections on a reasonably high frequency. In carrying out this process, moving on
from the purely probabilistic Markov Chain approach described earlier, a stronger
understanding of the attributes that shape process of node-to-node movement has
been developed. This process has indicated quite strongly how individuals minimise
the angular deviation from their destination during the selection of nodes. There are
indications also that, in general shorter and straighter routes are preferred. These
indications support some of the broader findings identified during Chapter 4.

Within the approach there remain some significant issues that, like that observed
during the evaluation of the Markov Chain approach, are detrimental during the
construction of a complete route from origin to destination. The problem of ‘rogue’
route selections was highlighted above. This issue may be attributed to the fre-
quency at which route choice decisions are made. In this model, as the number of
nodes traversed increases, the chance of the individual deviating away from the target
through the selection of a low probability option increases too. There is no overarch-
ing guide, ensuring that individuals reach a target in a reasonable fashion, preventing
such ‘rogue’ decisions being taken. Thus, although there remains reasonable evid-
ence - both gathered during this work and from previous studies - to support the
node-based nature of route decision-making, there remain serious questions about
how these decisions may be constrained in reference to the wider context of reaching
a destination.

This problem is furthermore compounded by the compensatory nature of the
discrete choice modelling approach. Compensatory models allow for the acceptance
of a lower utility by one attribute for a higher utility in another. The model represents
a sum of the utilities, whether positive or negative. It has become clear during this
process that route choice is not a compensatory process. In reality, an individual will
not realistically accept an option, despite its relative utility by proximity or salience,
if it runs in the opposite direction to the destination. Even where these options are
assigned low probabilities based on their overall low utility, such alternatives have
been selected on occasion, precipitating a string of erroneous route selections.

From this work there is an indication that a wider framework, shaping decision
point selections, is required externally from the topological representation. Decisions
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are made within a broader context, where individuals are conscious of the contribu-
tion a nodal selection makes towards a broader strategy. Within this approach, a
regional structure is defined that enables a continued heterogeneity in route choice,
but contained selections within reasonable bounds.

Whereas the integration of a regional structure represents one development, con-
sideration must also be passed on the type of model used to represent behaviours. It
has been indicated that discrete choice modelling, in its compensatory nature, may
not represent a realistic framework for selections in this context. The inclusion of a
bounding area for decision-making may improve matters, but fundamentally issues
are likely to remain while compensatory assessment is applied to decision-making in
this context.

5.5 Heuristic Route Choice Modelling

The discrete choice and probabilistic models developed during this chapter have in-
troduced novel insight into the modelling of route choice. Both have sought to better
incorporate some of the observations of behaviour noted in Chapter 4, capturing the
node-by-node selection process. Both, however, have also experienced problems with
respect to the prediction of a complete model of route choice. In this final model,
therefore, an approach is put forward that seeks to move beyond these current prob-
lems, and better capture some of the behaviours observed on the road network.

The development of this model will seek to move beyond a strict reliance upon the
Addison Lee dataset. This dataset is, as was described in Chapter 4, representative
of only a small sample of individuals, biased by certain trends in activity. It is
therefore preferable, where developing a model to reflect the behaviour of an entire
population of drivers, to not rely completely upon this dataset for defining the route
choice model. This final model therefore introduces a heuristic-based design, based
on rules rather than optimised parameters or probabilities derived directly from the
data. Conceptually, this moves the model design towards the bounded rationality
approaches described in Chapter 2. Practically, this increases the emphasis on the
development of an intuitive, explainable, and more widely applicable model, while
also reduces the risk of model overfit.

The development of this model furthermore introduces a new treatment of space.
One of the major advantages introduced within the MCMC approach was the captur-
ing of clustering between nodes. In this final iteration of model design, the aim will
be to capture these relationships again, but without the same inflexibility experienced
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within the MCMC model. In order to do so, an additional, higher representation of
space is developed, whereby nodes are grouped together, and considered collectively
in route planning. These groups will be reflective of how certain nodes are often
accessed together, and the regions forming the highest level in a hierarchy of space.

This section will proceed in first describing in detail the conceptual structure of
the model, prior to an exploration of the technical specification of this approach.
Validation and discussion of this approach is offered in conclusion of this section.

5.5.1 Conceptual Model Development

The development of the third model of route choice, moves away from an approach
where behaviour is derived directly from observed behaviour towards one based pre-
dominantly on an extended conceptual model of route choice behaviour. This change
in model structure demands some justification of the new concepts integrated within
this approach. This section describes the justification of the use of a heuristic ap-
proach to decision-making, as well as an extension of the representation of space
through implementing regional definitions.

5.5.1.1 Heuristic Decision-Making

The integration of heuristic models of decision-making, in place of a probabilistic or
discrete choice method, is done for two reasons. Firstly, by moving away from an
optimised solution, where a model is derived that matches observed behaviour, one is
less at risk of influence from the biases inherent within the observed dataset. While
validation will again be carried out against the observed behaviours, the heuristic
method allows for a separation between the decision model and the environment.
Heuristics allow the modeller to know exactly what is being included within a model.

More importantly, however, the heuristic approach would appear to fit - theoret-
ically, at least - with the decision-making process involved in route choice. Heuristics
are a central concept of bounded rationality, which recognises that the capabilities of
human decision-making are limited, biased by habit, preconception and prior exper-
ience. The heuristic approaches towards decision-making developed in recent years
are intended to capture behaviours in complex, uncertain environments (Gigerenzer
2008, Tversky & Kahneman 1975). They are designed to better describe individu-
als when they are required to make quick, ‘good enough’ decisions based on partial
information.

This is what is happening when individuals make decisions on the road network.
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Road network conditions are inherently uncertain, and, as has been demonstrated, in-
dividuals possess only a limited, subjective comprehension of the urban area. Driving
in the city, individuals do not have the opportunity to weigh up a set of alternatives,
according to their weighted attributes, as discrete choice would assert. The bounded
rationality approaches to decision-making would appear better suited to reflecting
the environment within which urban route choices are made.

5.5.1.2 Extending the Representation of Space

The heuristic model of route choice advances the conceptual model introduced in 5.1
by incorporating a regionalised structure within the representation of space. These
regional definitions aims to overcome the noted limitations associated with previous
route choice models, in constraining movement to a given set of regions. This section
will specify how the regional model will integrate within other representations of
space, and how it will fit within the heuristic decision making process.

Regions

A region represents the most strategic and spatially the largest element on which route
choice is made. It is at this level where a broad route plan towards a destination is
established. The individual uses the rough specification of the route to make more
refined selections relating to the nodes and roads to be traversed.

These entities consist of homogeneous areas of the network, over which some kind
of generalisation can be made. Little work has been carried out into the nature of how
individuals remember regions, but some insight was gained in Chapter 4, a number
of locations on the road network were identified as appearing to attract drivers more
than may have otherwise been expected. It has been suggested that these regions
sit at the head of the spatial hierarchy (Wiener & Mallot 2003, Wiener et al. 2004),
employed more commonly during the construction of a route plan. In defining regions
for this route choice model, as will be done in 5.5.2, one will seek to recreate these
regions as distinct entities with which a route is planned.

Nodes

A node-to-node route, now driven by a higher level of spatial decision making, rep-
resents movement across a shorter spatial scale, connecting only selected regions. As
was demonstrated during 5.4.2, by far the most important preferential attribute was
shown to be minimisation of deviation from the target destination. Over this reduced
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spatial scale, where errors in estimation will naturally decrease, one can expect this
attribute to be strongly deterministic in nodal selection.

Nodal paths within a region are thus specified according to a simple principle of
minimal angular deviation towards an entry node to the next selected region. Other,
demonstrably less influential properties are rejected here in favour of overall model
simplicity and potential portability.

Road Segments

Once more, the traversal of individual road segments is viewed as a more automatic
and less deliberative cognitive process. However, in this case, as the individual tra-
verses the route, the individual maintains the option to make amendments based on
their immediate perceptions. This final level of route execution therefore addresses
two elements - primarily, a node-to-node segment selection process, but additionally,
the monitoring of immediate levels of congestion, framed within expected roadway
conditions.

With respect to the actual path selection, as was shown earlier in 5.3.2.5, over
short distances with few viable options, many of the potential strategies are the same.
For the purposes of this model, therefore, the shortest path assumption is maintained,
again fulfilling broader aims of model explainability and portability. As the individual
traverses this path, areas of higher-than-expected delay will prompt the recalibration
of the overall route strategy. The specification of this process will be described in more
detail in 7.5.1.3, where the process of route reselection within the wider agent-based
framework is implemented.

This overall process of route choice can be summarised as in Table 5.2, highlighting
the objectives and criteria involved at each level of the hierarchy.

5.5.2 Model Implementation

The implementation of this model involves four core streams of work. First, a method
for the regionalisation of space is described. Second, the rules defining how region-
based route selections are made, using decision heuristics. Third, the integration of
node and segment based routing is outlined in view of these definitions. And, finally,
fourth, the role of behavioural heterogeneity is discussed.
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Hierarchical Level Objective Criteria

Upper Region

Angular Deviation;
Distance;

Delay minimisation;
Speed.

Middle Nodes Angular Minimisation.

Lower Road Segments
Distance;

Minimisation of encountered
delay.

Table 5.2: Hierarchical planning process detailing criteria involved in route choice at
different spatial scales

5.5.2.1 Regionalisation for Vehicular Navigation

In considering how to divide an urban environment into regions, a great number of
factors might be considered important. Aspects including architectural form, no-
menclature, physical barriers, and areal function (Lynch 1960), may all influence the
definition of a region. It is reasonable to assume, however, that the recognition of
a region alters too with respect to the task at hand - shifting according to whether
one is walking or driving through the city, for example. At lower speeds, a greater
need for finite regionalisation may be required for navigation, a level of detail that
may be unnecessary for travel at higher speeds or greater distances. Although not
previously noted in the literature, it may be assumed that, in generating a route for
these separate tasks, different regional representations are imagined. With respect to
the use of regions in vehicular route choice then, one is seeking to regionalise based
on the usage of space by the driver.

In exploring a segmentation of space with respect to vehicular navigation, one is
aiming to capture the clear impact of spatial regionalisation observed during analyses
of route choice in 4.1.4. During these studies, prominent areas of attraction were
identified on the road network, locations through which many trips appears to favour
ahead of valid alternatives. Some of the locations identified during the case-by-case
analysis included Euston Road, Park Lane and Embankment, all regions with strong
vehicular throughput, well integrated within the wider network and of increased local
areal salience. It is thus a reasonable expectation that these regions should be iden-
tified as distinct modules within any regionalisation efforts with respect to vehicular
navigation.

The topological representation of the road network, as described during this
chapter, provides a platform on which to identify regionalisation of space. In tak-
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ing these nodes as indicative of decision points, one can begin to identify highly
coupled locations, where selection of one node often leads the selection of another.
The common selection of two nodes together, over multiple journeys and multiple
individuals, demonstrates clustering of areas across space, indicative of a form of
functional regionalisation.

One important method for the identification of clusters on topological networks
is through community detection. Community detection methods were developed to
identify areas of topological networks exhibiting high local connectivity relative to
the configuration identified in wider network structure. The identification of these
clusters is of interest across a range of domains, perhaps most widely in the detection
of cliques and friendship groups within social networks. It is these same trends in
high inter-nodal clustering that one seeks to detect in specifying the regionalisation
of the topological representation of space for the purposes of vehicular navigation.

Community Detection Techniques

Numerous methods for the detection of communities on networks have been de-
veloped, each trading off attributes relating to scalability, computational complexity,
accuracy and hierarchy specification. The most popular methods (Fortunato 2010)
aim to optimise a value of modularity, a metric that indicates the extent of localised
clustering throughout the network, indicated by dense inter-module connections and
with sparse connections between modules. The modularity metric itself is a frac-
tion of the connectivity between nodes against an expected connectivity of nodes,
based on a randomised representation of the network with the same degree distri-
bution (Newman & Girvan 2004). During community detection, nodes are moved
between communities with a view to optimising overall modularity, indicative of the
best possible modularisation of the network.

The Louvain Method for community detection (Blondel et al. 2008) builds com-
munities by agglomerating nodes to maximise modularity. Nodes are checked iter-
atively as to whether their inclusion within an alternative connected module will
improve overall modularity. If a positive outcome on modularity is observed then
the node is reassigned to the new module. This process introduces stochasticity, as a
node will always be reassigned to the first module to improve the overall modularity
metric. Across a random distribution of connections, this will lead to small deviations
in module definitions between runs, particularly around the borders between dense
collections of nodes. This approach has been criticised in the literature (Fortunato
2010).
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The process continues until no further improvement to the modularity measure
can be made. The addition of a tunable resolution parameter to the modularity
metric is furthermore influential in achieving this, enabling a broad specification of
the size of modules sought from the process. For example, by reducing the modularity
calculation at each iteration, a lower resolution score (lower than 1, indicative of the
standard Louvain model) will ensure larger numbers of communities will be identified.

In spite of the aforementioned limitations of this approach, the Louvain method
is adopted for its simplicity and efficiency. The definition of spatial regions can
never be an exact science - regions are fuzzy in nature and influenced variably by
factors including individual perception, experience and direction of travel. Thus, at
this stage, the aim is limited to simply identifying an encapsulation of space that
includes the detection of certain noted regions of clustered activity. Multiple such
representations may exist, and other community detection approaches may generate
deterministic outcomes, yet it is argued that any relative gain would be minimal in
this context. The following section, as such, details the implementation of the Louvain
Method.

Identification of Functional Regions

The specified aim of the region detection phase was the automated identification of
homogeneous regions, potentially employed during the course of vehicular navigation.
With no data available for validation, and an inherent uncertainty and heterogeneity
surrounding the exact boundaries of such regions, the broad aim of this generation was
to generate representations that identified the locations of attractive regions within
the road network, as indicated during the spatial analyses in Chapter 4.

The Louvain community detection algorithm was applied to a network topology
constructed according to the specification described earlier in 5.2. Edge weights were
specified according to the number of trips passing between all 3087 nodes (removing
again the low probability and low sampled links described in 5.4.1), providing the
required indication of strength of inter-nodal connectivity. The specification of the
network, structured in this way according to prior inter-nodal connectivity, represents
the most explicit implementation of the Addison Lee dataset within this modelling
framework.

The regionalisation of the network using the Louvain Method was initiated through
an exploration of the input parameters and their impact on module formation. As
stated above, the method incorporates an inherent stochasticity, therefore each exe-
cution of the model will generate a different specification of modularity. The specific-
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Resolution
Test 1 Test 2 Test 3 Test 4 Test 5

Mod Clusters Mod Clusters Mod Clusters Mod Clusters Mod Clusters

1.0 0.785 80 0.788 77 0.786 77 0.785 79 0.786 79
0.8 0.787 81 0.781 80 0.786 80 0.779 81 0.789 81
0.6 0.783 85 0.778 86 0.778 86 0.789 82 0.779 84
0.4 0.768 94 0.766 93 0.770 92 0.765 91 0.767 92
0.2 0.732 113 0.733 112 0.733 110 0.735 109 0.736 110

Table 5.3: Resolution value exploration

ation of a regionalised model of this topology was executed according to a two-stage
exploration, first identifying a setting for the resolution parameter to best reproduce
some of the regionalisation noted during prior analyses, and second, identifying the
spatial variation in modules created at each execution of the model.

The exploration of the resolution parameter involved a sweep through a range
of values, identifying its impact on modularisation. The execution of the Louvain
Method yields a final, maximised modularity score, in addition to the specification
of clusters. Following an initial exploration of the scale of resolution parameters
demonstrating viability, five settings were specified for further exploration - 1.0 (rep-
resentative of the standard Louvain model), 0.8, 0.6, 0.4 and 0.2. Tests for each
of these values were executed five times each, producing the modularity scores and
cluster counts described in Table 5.3.

Overall the results would suggest strong modularity is achieved at each resolution
on this network. A consistent modularity is furthermore identified across iterations
of the same resolution level, with consistency generally spanning too across different
levels of resolution. Increased differences in overall modularity appear to occur at an
increased rate as resolution decreases, while very little variation is apparent between
resolution scores 1.0 and 0.8.

In view of the overall similarities in modularisation metric identified at different
resolution levels, spatial distributions in module definition are explored with a view
to identifying the best classification of regions. For this stage, sample representations
of the communities detected at each resolution are presented. These representations
are visualised in Figure 5.13, where clusters are grouped by colour. Efforts have been
made to ensure similar colours, where representative of separate clusters, do not fall
proximate to each other.

Overall, across all resolution values remarkable similarity in the spatial extents
of modules is observed. Throughout each model, clear clustering along various seg-
ments around the M25 and North Circular ring roads is apparent, as is the clarity in
specification of certain key routes (including the A2, M3, M4, A20 and A40) into and
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(a) Resolution 1.0 (b) Resolution 0.8

(c) Resolution 0.6 (d) Resolution 0.4

(e) Resolution 0.2

Figure 5.13: Visualisations of topological clustering at different resolutions
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out of central London. The trends are indicative of a hierarchy in the regionalisation
of space, whereby larger regions are broken down into smaller areas as resolution
decreases. This spatial granularity in cluster size is demonstrably higher once the
resolution falls to the 0.2 level. At these levels, while many of the broader area defin-
itions remain, a more refined segmentation of routes is identified, specifically around
central London. It is, indeed, only at this level where the previously noted attractive
locations become markedly distinguished as distinct entities.

In view of these initial trends, and the previously noted spatial bias in trip data
within the central London region, attention was shifted towards exploring the spatial
distribution of modularisation at the 0.2 resolution level within the central regions.
The clusters identified at this level are shown in Figure 5.14, and it is apparent that
many of the previously-noted attractors are indeed well-defined within this represent-
ation. Euston Road, Park Lane, Embankment, and other routes running south along
the River Thames, all identified during the analyses in Chapter 4, are designated
as unique modules (these locations have been labelled on Figure 5.14. Meanwhile, a
range of additional functional regions, otherwise not identified during earlier analyses,
are furthermore extracted. These include continuous sections of the road network -
such as Edgware Road, Westway, the A3 and A13 - and homogeneous areas of London
- including Soho, the City of London, Whitehall, Knightsbridge, Camden and Kings
Cross. Areas of the network, whether routes or areas, closely linked through their
common usage, are well differentiated by this representation of functional regions.

Despite the promising results generated from this model, the drawbacks of this
approach should be highlighted. The model represents only one execution of the
community detection algorithm, at a non-optimised and relatively ad-hoc level of res-
olution. And, while repeated executions of this model and the exploration of other
resolutions may yield other equally valid representations, without any validation data-
set there is no clear way via which a more ‘realistic’ representation can be specified.

In view of these inherent difficulties, the implementation of the region definitions
only provides a broad structure under which route choice is made, indicative of indi-
viduals recalling associations between areas of the network. As will be explained next
during the full description of the region selection rules, regions simply shape route
choice, not necessitating their complete traversal.

5.5.2.2 Region Selection Heuristics

The selection of regions towards a destination represents the most strategic level of
the route planning model. At this level, an approximate path is specified, made up of
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Figure 5.14: Focus on modularity in Central London at resolution level 0.2

regions within which more specific elements of the route will be selected. As described
earlier, at this stage, a simple set of heuristics are developed to satisfactorily represent
this process of selecting a region-based route to a destination.

The region selection process is conducted in a step-by-step fashion, moving from
region-to-region until the destination is found. This selection process consists of two
stages - first, an identification of regions adjacent to the current one that satisfy
certain heuristics, then following that, identification of the most favourable region
from the subset of valid alternatives, based on a Take-The-Best heuristic.

Stage 1 - Specification of Alternatives

Regions are connected via gateways - connections between two nodes that span re-
gional boundaries. Theoretically, in connecting two distinct regions, these gateway
locations may be deemed additionally salient as they mark the transition between
two memorably different locations. This principle aligns with the importance Lynch
placed in regional boundaries (Lynch 1960), and is similar to principle of gateways
used within the PLAN model of spatial knowledge (Chown et al. 1995).

In the case of this model, gateways indicate an initial point of entry towards a
potential next region, and it on these locations that the initial, quick judgements as to
the suitability of a region are made. Should a gateway be deemed attractive according
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to the heuristics in place, the entire region will be considered within a secondary and
more comprehensive assessment.

The heuristics employed at this stage are non-compensatory, meaning that at-
tributes associated with each option are assessed independently and not traded off
against each other. This approach ensures that should an option appear satisfactory
according to one attribute but does not satisfy the minimum requirements of another
then the option will rejected. In many other computational methodologies, attributes
are weighed against each other according to a set of coefficients, and with the option
achieving the best combination favoured.

Gateways are only deemed attractive if they fulfil all of the following characteristics
- if they fail even on one count then they are not passed through to the next selection
stage, they are effectively ignored. The initial selection is made from the origin
location, then subsequently from the selected gateway location until the destination
region is located.

• Deviation from Target Rule - If the angle between the current location and the
potential next gateway is no greater than 90º above the angle between current
location and the destination.

• Distance Rule - If the distance between the gateway and destination point is no
greater than the distance between the current location and destination.

• Gateway Direction Rule - If the direction of the gateway, from current region
to next region, runs at no greater than 90º above the angle between current
location and the destination.

It is clear that these rules represent a wide specification of the types of region deemed
suitable for traversal towards a target. They are, in other words, simply those that
fall within the general direction of the target. This initial sifting process highlights
the regions, and connections to those regions, deemed suitable in this respect, to be
assessed according to a secondary set of criteria.

Stage 2 - Take-The-Best Region Selection

The second phase of decision-making aims to identify a single stand out candidate
region from those preselected, one that is markedly more preferable than any of the
alternatives. This process follows the Take-The-Best (TTB) heuristic (Gigerenzer
2008, Bröder 2000), whereby the attributes of an array of ranked alternatives are
compared until the first significant distinction is identified. This heuristic, despite its
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simplicity, has been demonstrated to accurately replicate selections between altern-
atives in a range of uncertain environments (as outlined in 2.3.3), thus it is thought
to be potentially highly suitable within this context.

The TTB heuristic operates according to a very simple process of binary compar-
isons between alternatives. The comparisons are made according to a set of attributes
that have been ranked in order of importance. If a distinction is identified between
two alternatives, then the one scoring more favourably is carried forward and the
other rejected from further consideration. Where no distinction is found between two
or more nodes via the first attribute, a second comparison is made using a secondary
attribute. The process may continue, while no distinction is found, through all spe-
cified attributes. Should there remain a lack of distinction between two alternatives
following a comparison between all attributes then one option is chosen at random.

The TTB process is described as frugal, meaning that rather than computing
which option represents the optimal selection, it only considers the attributes as cues
indicative of high overall utility. The highest ranked attribute considered during this
process represents the most effective cue for judging the overall favourability of an
option. Once a clearly better cue is identified the decision is made. An important
stage in the definition of this model is therefore the derivation of the order of cues, a
process carried out through an exploration of the calibration data.

Cue Specification

In assessing alternative regions, the least angular nodal path through that region to
the prospective gateway is calculated. For each node-to-node pair a range of metrics
are calculated, providing in summary cue values for each region. It is these summary
values that are passed through for the region comparison stage.

The cues to be implemented within the TTB model are based upon the principles
of route preference described in 5.1. The specific implementation of each of these cues
is described in Table 5.4, alongside the method by which these metrics are calculated.
All cue values are specified on a node-by-node basis.

Where historical datasets are utilised (in the case of travel time estimation), value
estimation once again draws on the behaviours observed across the 552020 journeys
of the estimation dataset. Taking each trip individually, the nodes traversed during
the journey are extracted in order. This process is carried out four times for each
trip, across each level of the node hierarchy. Where assessing journeys at level 1, only
level 1 node-to-node travel times are recorded, whereas at level 4, traversal between
all nodes are recorded.
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Cue Method of Implementation

Least Total Deviation from
Gateway

For each node-to-node traversal the angular deviation between the target
node and region gateway is calculated. These deviations are summed for the

complete route to provide this cue value.
Least Total Distance Given the absence of certainty with respect to the exact travelled distance

between nodes - with a naturally wide variation of routes available between
pairs of nodes - inter-nodal distances are calculated as the Euclidean distance
between nodes. Inter-nodal distances are summed for the region path to yield

the cue value.
Least Time Calculated using travel times observed within the estimation dataset. For

each observed node-to-node traversal the travel time is extracted. Travel
times between all nodes are summed and the mean calculated for all trips.
Mean values are summed for the entire region path to provide the cue value.

Fastest Mean Speed Calculated for the complete region path as the mean travel time over the
total Euclidean distance between node-to-node pairs.

Least Distance from Target Calculated as the Euclidean distance between the gateway exit point and the
destination target location.

Table 5.4: Implementation of cues used in selecting between regions within TTB model

Cue Ordering An assessment of the importance of different cues in making regional
selections was carried out using the calibration dataset of 552020 journeys. Trips were
split equally across the spatial hierarchy, as has been done during the calibration
phases of the other route-choice models - assigning 138005 trips to each level in the
hierarchy - generating a rule set incorporating both coarse (level 1) and fine (level
4) spatial representations. In identifying the cues utilised during each journey, the
following steps are carried out:

1. Identify the order of regions traversed en route to the destination.

2. Iterating through each region, identify a range of potential next regions accord-
ing to the pre-selection process detailed above. Limit number of regions under
consideration to two, but allowing multiple gateways into region.

3. Construct a node-to-node path to each potential next region based on a principle
of minimising the angular deviation from the target gateway (as defined in
5.5.1.2). For each path extract the full range of attributes according to the
methodology above.

4. Rank all regions according to their utility with respect to each assessed attrib-
ute.

5. Check rankings to see whether the observed selected region is ranked highest
according to any of the attributes, and where it is, the instance is recorded. A
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Rank Cue Observed
Selections

1 Least Total Deviation from Gateway 259470
2 Least Total Distance 212101
3 Least Time 203944
4 Fastest Mean Speed 141843
5 Least Distance from Target 103194
6 Random -

Table 5.5: Cue order derived from region selections during 552020 journeys

region can be ranked first according to more than one attribute, in all instances
these are counted.

Through an assessment of all regional selections, a ranking is derived as to the most
popular reasons for the selection of a region. The results from this process are shown
in Table 5.5.

In reviewing this order, it must be noted that each selection is made from a set of
alternatives already deemed to be en route towards the individual’s destination. This
secondary stage determines only the subsequent parameters that are used to differen-
tiate between these validated alternatives. The calibration process overall indicates
that individuals appear to select regions primarily based on a minimisation of angular
deviation in travelling to a potential next region. These results provide a suggestion,
therefore, that individuals view the least angular path as the best indicator of overall
utility. Distance and travel time minimisation are considered important also in dif-
ferentiating between alternatives. It is important to note that the ordering of these
cues does not necessarily indicate that a region is selected based on these principles,
rather that they act as a cue for the overall utility of an option. For example, the
primary preference for a least angular path may be additionally associated with its
shared utility of a reduced travel time and distance.

Selection Process With the utilisation of cues defined, the selection of a region
proceeds by selecting according to these cues until only one option remains. The
process is similar to that adopted during the cue ordering - potential next regions are
first preselected, and then ranked according to each cue - the difference lies in step
5, where differentiating between alternatives. At this stage, instead one option that
is clearly better than the alternatives is sought.

This assessment is first made using the top ranked cue - total route angular de-
viation - and if a clear difference is not found between two or more options, the
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next ranked cue is used to differentiate between those remaining options. A clear
difference is ascertained according to whether a considered alternative represents a
specified percentage improvement on the current best option. For this attribute, three
specifications will be tested during the validation phase, necessitating a 10%, 20% or
30% improvement for selection. An improvement is classed as a reduction where
travel time, angular deviation and distance are concerned, or an increase in the case
of the speed cue. For example, if one option holds an expected travel time of 200
seconds, and another of 178 seconds, the second option would be narrowly accepted
as it falls outside of the 10% threshold of the alternative (180 seconds).

The assessment passes through until only one option remains. If this is not achiev-
able using the five separate cues then an option is selected at random from those that
remain. The region selection process then restarts, taking that last selected as the
first region in the next iteration. This process continues until the destination region
is found.

5.5.2.3 Node and Road Selection

The regional route decision-making process generates a broad spatial framework
through which a more specific route is crafted. This secondary process takes place
in two stages - a traversal of a region based on nodes, and a road segment selection
between nodes. These processes, in taking place across shorter spatial scales, are
deemed less strategic operations and thus involve less cognitive effort in generating a
solution. As such, the rule sets utilised during these stages are somewhat simpler.

For each region, a nodal connection is crafted that links the opening gateway
to the exit gateway to the next region. The nodes are connected via a route that
minimises the angular deviation away from the exit gateway, the local target. Once
the nodal path has been established, these nodes are connected via a least distance
segment path. This method follows exactly the one described in 5.3.2.5. Within the
final region, this path will be established to the destination segment.

5.5.2.4 Behavioural Heterogeneity

The model described thus far is deterministic. Given a fixed set of regions, nodes
and segments, the same route will be selected each time between a given origin and
destination. This was not the case with respect to the other models presented during
this chapter, where a degree of stochasticity was inherent, indicative of the unknown.
The view taken with respect to selection heterogeneity in this model is that it is gen-
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erated by two variants in behaviour - one, referring to an individual’s ability to reason
accurately over space, and second, the bounding introduced by an individual’s spatial
knowledge. The final element of this model therefore examines the incorporation of
these aspects of behaviour in shaping macroscopic outcomes in route choice.

Estimation Error

Throughout this model, the decision-maker is described as making a number of judge-
ments relating to the quantitative attributes of a given alternative. These decisions
are made in relation to unseen objects, and thus naturally based on subjective in-
terpretation. It was been widely noted that the estimation of attributes referring to
an unseen alternative are inherently erroneous. Thus in prescribing a deterministic
representation of behaviour, one must reconsider the role of error in estimation across
a population of decision-makers.

Estimation, in the case of this route choice framework, is incorporated in the
estimation of angular deviation, distance, speed and travel time between locations.
Previous literature provides some context on which bounds in error estimation can
be established.

Numerous studies have been previously carried out into individual ability to es-
timate the direction of unseen locations. Such studies usually explore these errors by
asking individuals to point towards unseen locations, within a small-scale learned en-
vironment. In one such study, Barber and Lederman identified an unsigned mean error
estimation in sighted individuals of 18.8º with a 12.5º standard deviation (Barber &
Lederman 1988). Klatzky furthermore demonstrated how errors increase with the size
of the angle, producing the results shown in Table 5.6 (Klatzky et al. 1990). Similar
distributions, although variable with the spatial configuration of the origin location,
are identified by Montello within the urban environment.

In view of the richness of the dataset available, the Klatzky definitions are imple-
mented. These errors are implemented within the calculation of nodal path angularity
within a region, adding error specifically into the calculation of the angular deviation
between two nodes. Errors are drawn from a normal distribution, where the mean
is extracted from the error estimations in Table 5.6 according to the angular bound
within which the angle lies (e.g. all angles below 60º are designated a mean error of
11º, below 90º drawn with 12º mean error). The standard deviation of the distri-
bution is specified as sv/2 (in view of this data being unavailable). The error value
is drawn from the distribution then signed either positive or negative (according to
a random uniform draw), and added to the actual angle specification. The value
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Angle Approximate
Average

Unsigned Error

60º 11º
90º 12º
135º 18º
180º 15º
225º 23º
270º 28º
300º 29º

Table 5.6: Error in estimation of angular direction of target location

is utilised as any other calculation of angular deviation would be, within the region
selection process.

Estimates for error within the remaining attributes are less forthcoming within
existing literature, with little research conducted into these processes, and nothing
identified that is set within the urban context. As such, it was decided that a Gaus-
sian distribution would be utilised to represent errors in estimation for each of the
remaining attributes. Gaussian distributions have been noted to widely correspond
to a range of psychological and biological processes (Haslam & McGarty 2003), thus
would appear to represent a reasonable expectation for distribution of error around
a value.

Errors relating to distance, speed and travel time are all drawn from a Gaussian
distribution with a mean of 0 and standard deviation defined as a percentage, in-
dicative of a percentage variation around the actual value. This standard deviation
value will be tested at both 10% and 20%, indicative of the anticipated error vari-
ation around the real value. An error term is calculated separately for each of the
attributes, then added to the total value in each case.

It may be noted that these error terms are not integrated within estimations of
node or road traversal. This is because these actions are considered to be based
upon local cues, rather than mental interpretations of spatial relations. In being
proximate to the locations being traversed, an individual able to better understand
the relationship between locations, reducing the potential for error in estimation.
These cues are not usually available, within the urban context, when strategising
about a route plan.
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Spatial Knowledge

Spatial knowledge refers to an individual’s memory of the spatial configuration of
the environment around them. This knowledge is driven by prior experiences, with
regular interaction with areas of space leading to more comprehensive mental repres-
entations of that area. These experiences thus lead to a variation in the accuracy
of an individual’s knowledge across space, where some areas are very well known
and others hardly known at all. This knowledge will influence the decision-making
abilities of the individual.

During the construction of the node topology, a natural hierarchy in node defin-
itions was identified (see 5.2). It may be reasonably hypothesised - and this is an
aspect that will be explored in more detail in Chapter 6 - that individuals, in increas-
ing their experience of an area, progress from a knowledge of only major junctions
initially to a knowledge of all junctions in that area. In other words, as they exper-
ience an area more, their ability to navigate through that space improves, and their
ability to craft more finite routes is developed.

In incorporating heterogeneous spatial knowledge within this model of route choice,
whereby individuals only select routes based on the nodes they hold knowledge of, a
relationship is established between individual heterogeneity and their cumulative im-
pact in shaping traffic dynamics. This relationship will naturally vary over space, and
its consideration merely as a random element of behaviour would appear misguided.
Modelling spatial knowledge across a population of individuals will be discussed in
full detail in Chapter 6, during this initial stage of validation all individuals will be
assumed to hold complete knowledge of the road network.

5.5.3 Model Results and Validation

The hierarchical model is assessed in much the same way as the previous models
were. A set of 138009 routes are generated for the entire validation set, with trips
split equally across the spatial hierarchy. Once more, short routes (of 500 metres or
less) were removed from the subsequent analysis. Connections between nodes were
assessed, again, on the basis of whether the original journey was taken during the
daytime or evening.

In integrating a higher level of space, and additional decision processes, the evalu-
ation of this model incorporates a few extra stages relative to steps described during
the assessment of the discrete choice and MCMC models. In the first instance, the
validation therefore examines performance separately with respect to prediction of
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choices across the range of spatial representations and decision processes incorpor-
ated within the model, before moving on to taking account of computational efficiency
and complete route set similarity.

In assessing this model, its sensitivity to the specification of a range of attributes
must also be explored. Specifically, it is important to understand the influence of
variation in the percentage difference required between alternatives where comparing
cues, and in how the specification of the standard deviation in errors impact upon
route choice. Attributes will be tested according to the ranges described earlier during
the explanation of the model. The influence of these attributes will be assessed during
the first validation stage, where node selection accuracy is described, helping identify
the best performing model. The selection model will then be evaluated with respect
to its performance in reflecting route set trends and its computational efficiency.

5.5.3.1 Region Selection Accuracy

In assessing how well the model predicts observed selections requires an evaluation of
both the region and node selection processes. Region selections are assessed in three
ways - firstly, correct identification during the pre-selection phase; second, correct
selection of region during Take-The-Best phase; and third, correct prediction of the
gateway selected between two regions. During the second phase of region selections a
range of models are tested, exploring the model’s sensitivity to variation in attribute
assignment.

Pre-selection of Regions At the pre-selection phase, two regions are carried for-
ward for further assessment, incorporating all valid connections between the regions
that are found. Validation journeys are compared region-by-region, with the presence
or otherwise of the next region following pre-selection is recorded. For all trips, it was
found that the actual next selected region was identified within the top two options on
86.5% of occasions. This indicates that the pre-selection model functions effectively
in identifying potential next regions.

Selection of Region and Gateway from Alternatives Following the pre-selection
of two potential next regions, the Take-The-Best heuristic sorts between all possible
gateways into the potential next regions. The next validation step therefore identifies
whether the next region is correctly estimated. The model is tested using different
implementations of the similarity sensitivity measure (e.g. how different regions must
be to prompt a selection) and the error standard deviation (e.g. how much error is
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Model Model Attributes Percentage Correct
Next Region
Selected

Next Region
and Gateway

Selected

A Similarity 10%; Error 10% 60.29 38.65
B Similarity 20%; Error 10% 60.31 39.02
C Similarity 30%; Error 10% 60.37 39.25
D Similarity 10%; Error 20% 60.25 38.60
E Similarity 20%; Error 20% 60.31 38.90
F Similarity 30%; Error 20% 60.35 38.98

Table 5.7: Model Performance according to Region and Gateway Selection by Model type

introduced at each selection). A range of values for these attributes are tested to
provide an insight into the sensitivity of the model. The scores associated with each
implementation are shown in Table 5.7.

As one may observe from Table 5.7, each model exhibits a reasonable ability to
predict the next selected region. Each model, furthermore, demonstrates an adequate
performance in relation to its selection of the correct gateway towards the chosen re-
gion, particularly where one considers that two regions may be connected by multiple
potential gateways (particularly where more nodes are considered). However, it is fur-
ther apparent that variations in both the similarity and error scatter metrics impact
very little on model performance, with each model performing similarly across both
indicators. This trend is indicative of there often existing a single option that clearly
stands out above alternatives during the selection process. As such, whether a 10%,
20% or 30% difference is utilised, one particular option will usually be selected. By
the same token, variation in error overall makes little impact upon the selection of the
option, only playing a role where a small difference exists between two alternatives.

It should be recalled in interpreting these results that route heterogeneity, par-
ticularly in terms of regional selections, was noted as an important factor during the
analyses of Chapter 4. As such, in recalling that the selected region is narrowed down
to two alternatives on 86.5% of occasions, one may be positive that selections made
by the model produce a reasonable heterogeneity in route choice. The implementa-
tion of regional bounding, furthermore, ensures the same erroneous route selections
observed within the MCMC and discrete choice approaches are not experienced here.

In view of the results presented in Table5.7, it was decided that Model C would be
adopted for further testing. This selection was made due to performing better than
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Rank Cue Taken
Selections

Percentage
Selected

1 Least Total Deviation from Destination 210580 68.78
2 Least Total Distance 48527 15.85
3 Least Time 25921 8.46
4 Fastest Mean Speed 15459 5.05
5 Least Distance from Target 5650 1.85
6 Random 30098 9.83

Table 5.8: Cues used for differentiation during 138009 modelled journeys

any of the alternative models, albeit with only minimal improvement. This model
will be used in reporting all further test results.

Cue Utilisation Exploring the result for Model C in more detail, during the
process the cue used to determine the selection of a region and gateway was recorded.
These results are shown in Table 5.8, demonstrating a high utilisation of the least total
deviation cue, with most of the additional cues barely utilised. This does suggest an
over-reliance upon the least deviation cue, relative to its selections identified during
the ranking process, representing a possible limitation to this approach.

Selection of Route Through Region Beyond regional selections, node-to-node
selection processes are of significant importance too, and provide a route into com-
paring this modelling approach against those presented earlier. In this instance, node
selections are modelled within the context of the region they are within. Given an
individual traversing a particular region, en route to a gateway into another region,
a path is constructed that minimises the deviation from that gateway. Next node
selections are made on the basis of the success rate of predicting a subsequent node,
based on the observed current node, minimising deviation from the observed gateway
node.

The model indicates a prediction success rate in this respect of 81.5%. This is
significantly higher than the rates observed for the previous models, and does demon-
strate the importance of regional encapsulation. In breaking the route into chunks,
and computing journeys based on those chunks, one observes markedly improve pre-
diction rates. The method by which those chunks are identified is, however, notedly
difficult to ascertain.
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5.5.3.2 Computation Time

The importance of model efficiency has been stressed earlier, with its implementation
intended within an agent-based model incorporating many decision-making agents.
A marked advantage of this model, relative to those presented earlier, is its lesser
requirement for access to external data sources. This model requires only a broad
representation of network connectivity directly between nodes, and thus can be effi-
ciently uploaded to disk during the modelling process. The additional limitations set
through the regionalisation process furthermore reduces the option requiring consid-
eration at each stage, reducing the complexity of the model.

As a result of these efficiency savings, the mean computation time for this model
is reduced to 39 milliseconds. In this instance, the routes for 50000 agents may be
expected to require around 32 minutes of processing time, a large reduction on those
models presented previously. This represents another important benefit of adopting
this the heuristic approach within the wider agent-based modelling framework.

5.5.3.3 Route Set Similarity

Route similarity testing again takes on much the same methodology as observed dur-
ing previous rounds of testing. As will be described, however, the improved function of
the model, in restricting the extent of modelled paths to only selected regions, means
that the assessment of spatial variation can be explored in more detail than previous
models. Throughout this round of testing, the model refers to the specification of
Model C, as described in 5.5.3.1.

Statistical Variation

With the regionalisation element reducing the potential for error in route generation,
the model performed considerably better than previous models with respect to route
distribution. Through this approach 128442 road segments were covered - as expec-
ted, very similar numbers to the other models - with a mean flow of 151.195 and
standard deviation of 454.551. This represents a much closer spread of route flow to
the validation results that indicate a mean of 121.15 across all links. Where the total
distances are observed, the model again performs well against observed data. Over-
all, the routes generated reach a total distance of 1.115 billion metres, which equals
8028.163 metres per journey, just slightly longer than the observed mean distance of
7869.81 metres. Addressing the mean differences in flow between each dataset, better
overall fits are observed here also. The mean difference in flow on all links between
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the modelled and observed datasets is found to be 8.465, with a standard deviation
of 211.077, indicating no discernible over bias in the same way experienced earlier.
Where the absolute error is calculated, the Mean Absolute Error is found to be 60.37,
with standard deviation 202.43. It is clear from these results that not only are the
previous issues associated with route generation removed, but the model appears to
suitably reflect trip lengths and broader distribution.

Looking more specifically into the accuracy of trip distribution, once again linear
regression is carried out between the two datasets on a road-by-road basis. In this
case, a slightly different fit is found in comparison to the other models, with the line
of regression passing along y = 4.543 + 0.784x, where y represents the real flows on
each road and x the modelled flow. This model indicates a slightly reduced fit with
respect to the overall distribution, with the R2 falling slightly to 0.759. While these
results do indicate a slightly reduced fit relative to the previous models, they should
equally be read in the context that the model is intended to reflect a more flexible
fit with the data, not being as strictly parametrised using the calibration datasets as
carried out in the development of earlier models.

Spatial Variation

In examining the spatial variation in route distributions displayed in Figure 5.15,
one can once again observe similar trends to those actual trends visualised by the
validation dataset in Figure 4.3. Higher traffic flow is indicated once again along many
of the main routes, including Euston Road, Park Lane and Embankment. Moreover,
many of the most used route appear to be those straighter, continuous portions of the
road network. This effect is clearest in the City of London region, and to the south
of Hyde Park, where the increased attraction of straight routes is strong. This aspect
of the model would appear to align well with the findings from the spatial analyses
in Chapter 4.

The introduction of the region-based selection stage, and the subsequent preven-
tion alleviation of the rogue routing issue, allows a direct comparison between the
modelled and validation route set. These results are presented in Figure 5.16, de-
scribing flow deviations between the two route sets2. The LISA clustering technique
has been applied to the flow differences counts in Figure 5.17, using the same method-
ology as detailed in 4.1.4.1. This process enables the exploration of regional patterns

2The higher volume of routes involved, as well as the wider spatial extent of the route sets, mean
this approach is slightly less clear than shown in the examples in Chapter 4, but nevertheless provide
some indication of the relative trends in route choice.
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Figure 5.15: Route set of 138009 journeys modelled using discrete choice approach

of flow, describing the wider areas of the network where significantly higher traffic
flow, according to either the modelled or is identified.

One interesting pattern is indicated in the area south of Hyde Park. Here one can
identify a number of routes experiencing significantly higher modelled flow, relative
to the actual flow. Nearby, in contrast, the Chelsea Embankment route experiences
a strong reduction in route choice where modelled, compared to actual choices. It
would appear that the current model does not completely capture preference for the
continuity offered by the Embankment route. It is indicative that the routes through
Knightsbridge attract higher levels of traffic, relative to the Chelsea Embankment
route, because of their significantly greater overall directness towards targets in central
London. In reality, it may be hypothesised that individuals relax their preference
for straighter routes towards the target, in favour of the continuous nature of the
Chelsea Embankment route. This effect appears to continue to the Embankment
route, indicative of lower modelled flow relative to observed preferences.

Another important area of deviation between the route sets is found around the
Soho area of central London, an area that receives far higher modelled flow than
indicated within the dataset. This would again appear to indicate again an over-
specification of the preference for straightness towards a target. Rather than choosing
the Euston Road region, in certain cases modelled individuals appear to find signi-
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Figure 5.16: Standard deviations around the mean difference in traffic flow between actual
and modelled route sets, green hues indicate higher modelled flows with red hues locating
areas of higher actual flows.

Figure 5.17: Regions of spatial clustering identified using the LISA technique
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ficantly greater favour in the more direct routes through central London. In these
instances, Euston Road routes are judged to be too far away from the direct route to
the target to warrant selection.

The identification of these particular cases, where higher modelled flow is observed
compared to actual route selections, indicates an interesting phenomenon. Despite
the order of region selection preferences being drawn directly from the estimation
dataset, it is apparent that this process is not applied in all situations, two of which
have been outlined here.

Yet, rather than indicating that the overall approach outlined here is a poor
indicator of behaviour, it rather instead reinforces the notion that certain areas on
the road network require special treatment. These regions are neglected by the current
model because they represent extreme cases outside of the normal selection process,
more attractive in certain cases than may be represented by a generalised model. The
regionalisation approach implemented here was intended to, and does to an extent,
capture this process. However, other than modelling these entities separately - not a
preferable option considering the loss in model portability and generality - it would
appear difficult to exactly capture the non-linear preference for these regions within
a general model of behaviour.

5.5.4 Discussion

This final model of route choice has sought to extend the representation of both
decision-making and spatial cognition during the route decision process. The model
builds on a wealth of literature and research findings from a range of disciplines,
and while it is conceptually quite complex, the model is constructed according to
only a simple decision process, with only simple broad indicators driving movement.
According to the range of literature reviewed during the development of this model,
this appears more in line with how human decision-making truly evolves.

One of the core developments within this model, in contrast to the discrete choice
and Markov Chain approaches, is the implementation of regional level spatial defini-
tions. The reasons for doing so are both conceptual and technical. The role of regions
in shaping spatial thinking has been well observed, with many researchers in the area
noting their importance in encapsulating areas of the network to enable generalised
decision-making. Recent findings with respect to navigation have furthermore de-
scribed how regions are integral to this process, showing how individuals consider
zones in their entirety before making more refined decisions (Wiener & Mallot 2003,
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Wiener et al. 2004). Yet, furthermore, the previous models of route choice developed
during this chapter have indicated how there may exist an additional higher level of
spatial decision-making, constraining routes within an acceptable deviation from the
target. Thus, in integrating the regional definitions, one better captures how these
regions are utilised to guide the underlying processes of route decision-making.

The specification of regional definitions is, however, not without fundamental un-
certainty. In many urban areas, neighbourhoods are a highly ephemeral concept,
based on subjectivity and experience, and have been proven difficult to completely
and accurately encapsulate (Dalton 2007). The working theory within the context of
this work, however, is that during the act of navigation on urban roads, these neigh-
bourhoods become something different. Instead, this regionalisation process captures
different parts of the road network. Much in the same way allowing individuals to
generate plans based on clusters of the region, rather than requiring the planning of
a highly specified route. The community detection algorithms utilised here appear to
fit with the requirements of this process, capturing homogeneous and united regions
of the road network. In doing so, one observed the encapsulation of the important re-
gions identified during the spatial analyses in Chapter 4. The process is not without
issues, however. Given its random nature and variable resolution, it has been ne-
cessary to selection a single representation, one that corresponds broadly with those
trends previously identified. The specification of this single model in turn rejects all
other potential representations of communities within the road network.

The second important development within this model is that of the implementa-
tion of decision-making heuristics. This approach arrives from the field of bounded
rationality research, and in view of the additional implementation of subjective spatial
knowledge (to be detailed in the next chapter), appear to represent a better overall
fit with the intended nature of the decision-making process. These models have been
proven to function most effectively within uncertain environments, where the attrib-
utes of different alternatives are ambiguous. Their implementation here within the
spatial choice context represents the first attempt of its kind. Yet, additionally, this
approach enables a simplified representation of decision-making. Rather than para-
metrising a model to work only within a single context, this approach is intended for
simple reapplication within additional urban environments. The overall aim has been
to capture how individuals more realistically reach decisions based on only subjective
indications of the supposed best selection.

Essentially, the model is shown to generally perform well, and certainly merits is
further implementation within a wider agent-based modelling framework. The route
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set generated represents a reasonable reflection of reality, while, given the repres-
entation of space, and the effectual elimination of complete regions during decision-
making, the model performs extremely efficiently in comparison to alternatives. While
the model appears to fair less well in certain areas of the network, it is difficult to
conclusively state whether this is a fault of the model or associated with the range
of important aspects ignored within these tests, such as variations in driver spatial
knowledge, experience or the role of navigation devices. These elements will be com-
prehensively explored during the development of the ABM framework during the next
two chapters.

5.6 Chapter Summary

This chapter has introduced three novel interpretations of driver route choice process,
building on the lessons learnt from Chapters 2 and 4. Through the formation of spatial
representations that better align with the observed selection and utilisation of space
by individuals, route choice is shifted away from a focus on road-to-road connectivity,
to considering the importance of routing via key locations.

In exploring the three different models of decision-making, drawing once more from
alternative disciplines, this chapter has observed an incremental progression towards
a promising solution. The application of the adjusted Markov Chain approach to
the problem, through its flaws, demonstrated that one can not rely simply upon
prior behaviours to generate a representation of future behaviours. The macroscopic
distribution of routes may well have matched well the reality, but the individual route
selections themselves were clearly problematic. Similarly, through the application
of discrete choice modelling, while an understanding of the attributes involved in
node-to-node selections was ascertained (predominantly involving the minimisation of
angular deviation from the destination), its lack of constraint within a wider selection
process was clear.

As result of these previous iterations of model development, the introduction of
a regional representation of space only became clear over the course of this process.
The regionalisation constraints ensure that node-to-node selections are made within
a wider consideration for the direction of the destination. The heuristic decision-
making mechanism reduces the complexity of the rule set and brings with it an
ability to better model bounded rationality. This leaves the model better suited for
its application outside of solely modelling minicab movements.

The model, despite its generally positive evaluation during this chapter, requires
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application within the driver behaviour model in order to completely assess its utility.
The ad-hoc specification of knowledge variation (assigning a quarter of the sample
to each level of knowledge) during the evaluations offered here is clearly limited.
Route choice preference furthermore, as outlined in the methodological framework
in Chapter 3, represents only one part of the whole navigation process. The model
developed during this phase must integrate with a subjective representation of space,
a space that bounds the decision-making ability of the individual. The next chapter
will address the development of a model for the synthetic generation of subjective
spatial knowledge.
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As was described in the methodological framework, the development of a model
of driver behaviour should not only consider the route choice strategy, but also how
limited knowledge of space impacts upon the decision process. As was established
earlier, individuals are incapable of a complete memory of their environment, being
limited in the amount of spatial information they can draw upon during the course
of making a decision. A result of this natural limitation is that the selection of a
route will be heavily influenced by the individual’s prior knowledge of an area. In
building a more detailed model of driver behaviour, this chapter develops a model for
the estimation of limited spatial knowledge.
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Modelling an individual’s spatial knowledge or the process by which an individuals
builds their knowledge is, however, a fundamentally complex task. In accurately
predicting an individuals spatial knowledge, it would be necessary to have a full
record of an individual’s prior spatial experiences, including all of the trips they have
ever made, before being able to begin to model it. Furthermore, despite a raft of
strong theory and advances in neuroscience, the nature of spatial knowledge and the
way it is stored and processed remains relatively ill-defined.

In spite of these inherent limitations, the view is taken that while an exact predic-
tion of an individual’s spatial knowledge is not feasible, broad estimates with regard
to the shape and extents of knowledge may be predicted. It is considered that the
benefits bought by estimating the limits of spatial knowledge, and so building a more
detailed model of driver behaviour, outweighing the additional uncertainties intro-
duced.

In this chapter, a novel approach towards the modelling subjective spatial know-
ledge is outlined. Spatial knowledge is estimated by predicting a distribution of
activities that may prompt travel and, in doing so, prompt learning of space. The
model builds on the generalised topological representation of space developed during
Chapter 5, limiting the extent to which an individual can use this representation in
constructing a route. This limitation on knowledge aims to replicate the process by
which an individual has access to subjective spatial information when making a route
decision. The model is executed for all areas of London, and the resulting represent-
ations evaluated. By way of an example, the integration of the route choice model
with a subjective knowledge of space is outlined. The chapter is concluded with a
discussion of the relative advantages and limitations of the approaches described here.

6.1 Model Development

The generation of spatial knowledge is a product of human activity. Individuals,
prompted by a need or desire to carry out activities near to their home location,
navigate towards various locations to carry out different activities. These might be
activities associated with work, leisure, shopping, or maybe the need to take the
children to school. The nature of these various activities will cause the individual to
travel around the city, and in carrying out more and more of these trips, individuals
will naturally build upon their knowledge of their environment.

This process of exploration and learning involves two main stages, both of which
will be captured by the modelling process. These are briefly summarised as follows:
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Activity Estimation In the first instance, a set of trips must be modelled, that
are reflective of an individual’s regular activities. This process should capture how
individuals, situated in a given region, are attracted to certain local areas for the
completion of these activities. The model should aim to capture how this relation-
ship alters spatially, particularly how different locations become attractive to indi-
viduals depending on their home location. Through this stage, sets of journeys are
constructed that reasonably reflect activities at different locations within the urban
environment.

Spatial Learning and Experience The second stage involves modelling the exe-
cution of these generated trips, and the subsequent spatial learning that is undertaken
in doing so. During this stage, simply put, for a hypothetical individual at a given
location, a trip to another location is planned (according to the trips generated during
the previous stage), a journey route is generated, and the individual learns during
the completion of that journey. This process builds directly on the developments
made in the previous chapter, with individuals building their knowledge of the to-
pological representation of space. A spatial learning process is employed to reflect
how spatial knowledge increases and expands, based on the experience of increasing
journeys. Through this process, the more an individual has experienced a location,
the more detailed their knowledge of that region will be. The final result will be a set
of representations of spatial knowledge, varying by origin location and by the number
of trips undertaken. These representations aim to capture the full heterogeneity of
the modelled population.

The following sections will describe the methods employed in modelling activity
and spatial learning for individuals living across London. While the approaches will
inevitably fall short of completely describing any individual’s complete knowledge of
space, the resulting representations should adequately describe patterns of spatial
and experiential variation in spatial knowledge.

6.1.1 Activity Estimation

Individuals gain a great deal of their spatial knowledge through necessity. In their
day-to-day activities, individuals must travel to certain locations to carry out these
activities, predominantly including activities such as shopping, socialising and work-
ing. Location plays an important role in this process, individuals will travel to differ-
ent locations to carry out various activities, but they will generally not seek to travel
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too far from their home location to do so. In identifying the activities of individuals
at a given location, one must therefore understand the attraction exhibited by nearby
locations, for a range of tasks. This relationship is achieved - in lieu of a comprehens-
ive data set describing such activity - through spatial interaction modelling.

6.1.1.1 Town Centre Attraction

Spatial interaction models are an established technique for the identification of inter-
zonal spatial relationships. By modelling some concept of zonal attractiveness, relat-
ive to the travel cost between the zones, one is able to build a broad understanding of
how much interaction between two zones there is likely to be. Within the implement-
ation of spatial interaction models here, four different types of zonal attractiveness
are incorporated, each relating to the utility of an area for a specific type of activity.
As such, in assessing the likelihood of interaction between zones, the model imple-
mented here incorporates an additional element indicating the type of activity being
undertaken. This amended model of spatial interaction therefore takes the following
form (Harris & Wilson 1978):

Aijk = Fαk
jk exp(−βkdij)

Where Aijk is the attraction from locationi to zone j for a given activity k, Fjk
is the area of floorspace in zone j relating to activity k, and dij is the travel cost
between location i and zone j, and αk and βk are parameters relating to the relative
influence of F and d in decision making around activity k. Calibration of these latter
parameters, and how they vary with relation to each activity, is discussed in detail
in 6.1.1.2. Given that only vehicular travel is considered within this representation
of spatial interaction, the travel cost value utilised for this work is calculated simple
road network distance.

Given an attraction value of Aijk for each location by activity, one can then
estimate the number of trips, from a complete set of trips for activity k, that will
be attracted to this location. This is a simple proportional calculation, taking the
following form:

Tijk = Ti.k
Aijk∑
j Ajk
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Figure 6.1: Locations of Town Centres in London

Where Tijk represents all trips between locations i and j for activity k, and Ti.k
represents all trips from i for activity k.

The set of origin zones i utilised within this model consist of the 822 wards of Lon-
don, with the attractor locations j designated as the 166 ‘Town Centres’ of London.
These locations, indicated in Figure 6.1, specified by the Greater London Authority
(GLA) represent areas of clustered commercial activity1, and are a central feature
in strategic planning for various organisational bodies in London (including Trans-
port for London, London borough councils and the Mayor’s Office). Along side these
spatial definitions is survey data relating to the commercial capacity and activity of
each Town Centre are provided additionally by Experian, working on behalf of the
GLA. Within these data are floorspace estimates for a range of activities at each
Town Centre, and it is these data that are incorporated within the model of spatial
interaction, and constitute Fjk.

For each Town Centre, floorspace estimates relating to four types of commercial
activity are extracted from the Experian data sets. These data are equated to the
relative attraction of each zone for the purposes of completing each of the following
leisure activities, as specified by Experian:

1They do not incorporate large scale private enterprises, however, such as shopping centres.
Therefore, the role of large attractors such as Brent Cross, Westfield and Bluewater shopping centres
are not considered here.
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• Convenience goods shopping - This activity consists of shopping for day-to-
day items such as food produce, drinks, tobacco, newspapers and non-durable
household goods. It is hypothesised that individuals take these trips regularly,
with a higher preference for nearby retail locations rather than necessarily high
floorspace (indicative of greater range).

• Comparison goods shopping - Shopping for items bought less regularly, includ-
ing items such as clothing, homeware, jewellery, books, music, electricals and
furniture. Individuals would be expected to be willing to travel further for these
types of item, to areas with higher floorspace of outlets selling comparison goods,
so naturally exhibiting a greater range of choice.

• Commercial leisure - Activities relating to trips to the cinema, theatre or sports
venues. Again, individuals are likely to engage in these activities less regularly
than convenience goods shopping, however, it is unlikely that larger retail zones
represent a positive utility in selecting a region. It is expected that individuals
are more likely to favour nearby locations for these types of activity.

• Eating and drinking leisure - These activities refer to trips to locations with
higher concentrations of food and drink outlets. Individuals are again, it is
considered, less likely to visit regularly, but are more likely to prefer nearby
locations with a reasonable range of options.

These classifications broadly encompass most types of individual retail-based activity,
and are classes that have been widely employed in other studies of commercial beha-
viour. The calibration of the model to estimate the role of floorspace and distance in
selecting locations for each of these activities is described below in 6.1.1.2.

It should be noted at this point that, clearly, the activities described here do
not represent all types of individual travel behaviour. One particularly prominent
absence from this model being work-driven activity. Inter-zonal relationships in this
respect are less straight-forward than commercial activities, with varying distributions
of workplace and worker types across zones leading to a more complicated linkages.
Likewise, the model is unable to capture the influence of non-commercial leisure and
socialising activities without a higher level of model complexity that is unnecessary at
this stage. These limitations are discussed in more detail later during 6.3. It is expec-
ted, however, that in including four different types of readily predictable activities,
that a considerable extent of regional interactions can be detected nevertheless.
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6.1.1.2 Parameter Specification

As described above, each activity undertaken by an individual will encompass vary-
ing preferences with respect to a willingness to travel or an attraction to larger, more
diverse Town Centres. The diversity of these activities will see individuals move to
different parts of their environment, extending their knowledge of space. These pref-
erences are captured within the spatial interaction model by the α and β parameters,
and during this section the process of calibration and validation of these parameters,
for each activity, is detailed.

The parametrisation process utilises household survey data relating to retail and
leisure activity within two London boroughs. The studies relate to Hackney and
Camden boroughs, and both were carried out on behalf of the borough councils by
Roger Tym and Partners, a town planning and development economics consultancy,
in 2005 and 2008 respectively. These surveys - that, from the reports’ descriptions,
appear to follow the same methodology - investigate the attractiveness of various
locations for different activities, differentiated into the same four behaviours - namely,
convenience retail, comparison retail, commercial leisure, and eating and drinking -
described above. Within each borough a subset of the population were surveyed with
respect to their preference for different areas in carrying out these four activities.
In Hackney, the study surveyed 1200 individuals, in Camden, 1001 individuals were
questioned, with an equal spread between spatial zones (representing clusters of two
or three wards) within each borough.

Questions focussed on asking individuals to pick their most preferred option, for
each activity, from a range of locations. For the most part, these locations either
corresponded directly with Town Centre definitions, or could be manually matched
based on close proximity (e.g. ‘Hackney Tesco, Morning Lane, Hackney Central’
assigned to the Mare Street region). Where matches were not possible (in the case
of large, standalone supermarkets) these locations were recorded in an additional
category of ‘Others’.

Calibration

The initial calibration of α and β parameters was established through a comprehensive
sweep of parameter combinations. A wide range of potential pairs of parameters
were combined, implemented within the spatial interaction model described above,
and their ability to predict the attractiveness of different locations derived. This
process was repeated separately for each activity. At this initial phase, only matches
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with the Hackney data set were explored, leaving the Camden data set for validation
purposes. The application of this model aimed to replicate the process utilised during
the Hackney study process. As such, the borough was divided into the same 12
spatial areas utilised during the study, with 100 trips generated - representing the 100
surveyed individuals in that zone - from each location. These trips were distributed
within these zones between constituent wards, totalling 26 areas, yielding an even
spatial spread of trips within each zone. For each activity, this process generated
1200 trips across the entire borough region, representing an equivalent data set for
comparison against the survey results.

Following an initial investigation into parameter ranges, two subsets were selected
that aimed to cover the full possible range of parameter combinations. For the α
parameter, these were bounded from 0.1 to 2.0, with a 0.1 interval, yielding 20 values.
For the β parameter, again 20 values were tested, ranging from 0.0001 to 0.002 with
an interval of 0.0001. The comprehensive combination of these ranges of parameters
yielded 400 combinations. These 400 combinations of parameters were applied across
the 26 study wards, assessing the attractiveness of each of the 166 Town Centres for
each of the four activities. The process in total generated the calculation of a total
of 6.905 million spatial interaction estimates.

The assessment of the parameter combination was carried out simply through
a direct comparison of the model estimates and the findings from the study. A
cumulative difference was established between the model output and surveyed data,
and the three best performing models by this measure established. This process was
conducted separately for each of the four activities. These models were then passed
forward for further assessment during the validation phase.

Full details of the twelve best performing models can be found in Appendix H.

Validation

During the second stage of model development, the twelve best performing models
identified through the calibration of the Hackney data set were applied to the Camden
data set. Again, in line with the calibration stage, trips were disaggregated across the
wards within the borough, with the 1001 individuals involved in this study distributed
evenly across the 25 wards within the Camden region. The spatial interaction models
were executed using each of the best performing parameter pairs derived during the
calibration phase, and trips distributed accordingly. Trip distributions are derived
from this process, as executed during the calibration phase, and once again compared
through cumulative difference with the survey results, in this case relating to Camden.
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Activity α β

Convenience Goods Shopping 0.1 0.001
Comparison Goods Shopping 1.2 0.0004

Commercial Leisure 1.1 0.0006
Eating and Drinking 1.1 0.0005

Table 6.1: Selected parameter combinations following calibration and validation phases

Full details of the differences observed between the model and survey estimates
derived during this secondary process may be found in Appendix H. In terms of the
ultimate selection of the models to be implemented, the choice was quite straight-
forward. Across each activity, the single best performing model identified during the
calibration process were once again identified as most favourable within the Camden
assessment. The parameters making up these models are presented in Table 6.1.

In summary the weights derived for each activity appear to fall in line with the
hypotheses outlined earlier. Convenience Retail behaviour received a considerably
lower α score and much higher β value than observed for other activities, suggestive
of individual’s preference for nearby retail zones, without major consideration for
floorspace. In terms of the remaining activities, preference values appear to be broadly
similar. Floorspace is of a greater concern during this selection process, indicative of
a greater available selection, while individuals are shown to be more willing to travel
longer distances for the right places, relative to those trends identified in Convenience
Goods shopping. It is apparent that in many cases, particular Town Centres will serve
a triple purpose in terms of their provisions for Comparison Goods shopping along
side Commercial Leisure and Eating and Drinking establishments.

6.1.1.3 Trip Generation

With a model established for estimating the attraction of Town Centres for different
types of activity, one must furthermore estimate the frequency of each type of activity,
and so how each contributes to the formation of the cognitive map. This aspect
represents the Tik element of the spatial interaction model. These estimates are
derived from existing data sets describing trip frequencies and purpose.

In this regard, the most reliable and London-specific data set identified was the
London Travel Demand Survey (LTDS) for 2011 provided by Transport for London,
which details trip purposes for all journeys taken in London. These data indicates that
the majority of trips are made for the purpose of ‘Shopping and personal business’ or
‘Leisure’, contributing 29.1% and 27.6% respectively; other categories include ‘Com-
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Trip Purpose Proportion

Convenience Goods Shopping 0.41
Comparison Goods Shopping 0.10

Commercial Leisure 0.19
Eating and Drinking 0.29

Table 6.2: Purpose proportions utilised in trip generation

muting’ (at 16.7%), ‘Education’ (8.3%), ‘Other Work’ (6.3%) and ‘Other (including
Escort)’ (11.9%). These results are indicative of the prominence of shopping and
leisure trips, in constituting 56.7% of all journeys, in shaping individual conceptions
of their environment.

There is, however, little direct information was identified with respect to the
splits in trip purpose within these categories. In this regard, only broad estimates
can be implemented. Of the shopping trips taken by an average individual, 80% of
these trips are assumed to constitute convenience shopping, with the remaining 20%
representing trips for comparison goods. For leisure trips, a 60-40 split is introduced,
with ‘eating and drinking’ trips expected to be taken on a slightly more frequent
basis than ‘commercial leisure’ trips. Splitting these proportions within the broader
category splits, yields the final trip proportions for all journeys described in Table
6.2. Clearly, the rough specification of these trip proportions, in view of the lack of
a reliable data source, is disadvantageous. However, in carrying out this work, one
simply seeks a reasonable expectation of the local spatial spread of journeys around
an origin zone. Further advances upon this approach, incorporating geodemographic
variation, for example, may offer more accurate representations of the spatial spread
of trips, but for little expected added value in this case.

Using these proportions a given set of trips may be split by function, and their
distribution modelled separately according to the parameters described in 6.1.1.2 for
each trip type.

6.1.2 Spatial Learning Process and Experience

The process by which spatial knowledge is generated is based upon the way by which
an individual may go about learning their environment in reality. From a given home
location, an individual carries out daily trips to local Town Centres, for the completion
of a range of tasks. As they complete more trips to that particular location, the
inclination to explore and improve upon their route increases. As they travel more
regularly towards this location, the individual identifies more preferable routes, those
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that they might not have noticed during their first few journeys. And so, following
a given number of journeys to the same place, the individual will have worked out
the ‘good’ and ‘bad’ ways of travelling there, with their locations broadly recorded
within their personal cognitive map.

This process of learning has been integrated within the model of spatial knowledge
generation. Space is learnt progressively as increasing numbers of trips are conducted,
as new, more efficient routes to a range of destinations are constructed. For each
defined area of the city, the spatial knowledge of an individual inhabiting that zone
can be built upwards from highly basic knowledge, structured around their increasing
activity in the area. This gradual growth in spatial knowledge is analogous of an
individual’s increasing experience of a region.

Spatial knowledge is constructed according to the hierarchical topological repres-
entation of the city, as defined in 5.2. As individuals increase their experience of
an area, they increase the depth of the hierarchy to which their knowledge extends.
As was previously highlighted, the existence of anchor or decision points is central
to many conventional theories of spatial knowledge (Couclelis et al. 1987, Golledge
& Garling 2002), it is therefore this approximation of these locations that are adop-
ted for the purposes of defining spatial knowledge. Clearly, these are biased in their
construction toward vehicular travel, ignoring the role of knowledge derived through
other means of transport, but they do provide a central structure upon which these
representations of knowledge may be built.

Within the model developed here, spatial knowledge is differentiated by ward
areas. Ward definitions yield a spatially granular variation in knowledge, ensuring
not too much nor too little generalisation across population knowledge, and, given
their historical nature, more accurately encompass syntactically or structurally homo-
geneous regions. Thus, in adopting this model, one assumes a homogeneity in spatial
knowledge across each ward, an assumption that will be discussed in more detail in
6.3.

The procedure by which spatial knowledge is built proceeds as follows, and is
repeated once only for each ward within the London region. The parametrisation of
the model is discussed in more detail in 6.2.

1. Using the Spatial Interaction models defined in 6.1.1, generate 20000 trips,
the maximum number of trips that will be taken from each ward during the
generation process, to Town Centre destinations.

2. Assign all Level 1 hierarchy nodes within the road network as known. The a
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priori incorporation of these nodes is indicative of a broad structural knowledge
of the individual’s environment, a knowledge that enables a rough location in
space.

3. Assign all nodes, which ever level of hierarchy they are assigned, within the
ward region as known. This measure is indicative of high levels of knowledge
at the very local level.

4. Repeat for all trips generated at Step 1:

(a) Select a single trip at random from trip set.

(b) Construct route to trip destination using the hierarchical route strategy
model defined in 5.5, using the current Experience Level attributed to the
destination region on which to base the route. For example, if a region is
currently assigned an Experience Level of 2, only those nodes ranked in
either Level 1 or 2 may be incorporated into the route plan.

(c) If node in route plan previously unknown, add to known nodes.

(d) Add all nodes within Town Centre region to known nodes, if not already
included.

(e) Increment trip count to destination region by 1.

(f) Reassess experience level for trip destination as follows, based on number
of trips to destination. Should the number of trips to a destination exceed
current experience level then increment level (allowing the construction of
a spatially more specific route to the destination to be constructed during
Step 4b).

i. If Trip Count < 5 Then Experience Level = 1
ii. If Trip Count >= 5 and Trip Count < 15 Then Experience Level = 2
iii. If Trip Count >= 15 and Trip Count < 30 Then Experience Level =

3
iv. If Trip Count >= 30 Then Experience Level = 4

5. Complete spatial knowledge construction once all trips have been generated.

As the number of trips increase during the course of this process, as trip destina-
tions are discovered and visited, the individual’s knowledge of space extends. This
process therefore naturally enables the extraction of knowledge at different levels of
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experience. Thus, at predefined points during the construction of spatial knowledge,
known node representations are extracted, representative of spatial knowledge at a
progressive levels of experience.

For the purposes of the London region, a new spatial representation is extracted
after every 250 trips. This value is derived from Transport for London activity data
that states that, on average, individuals take 0.7 shopping journeys per day, and 0.66
leisure trips per day, equating to 1.36 trips per day, or 248.2 trips per half year. The
figure is rounded to 250 for simplicity. Thus, very broadly, one would hypothesise that
1000 simulated trips would be indicative of an individual having lived in a location
for two years, and likewise 7500 trips indicative of knowledge generated over 15 years.
Over the full 20000 journeys generated through this process, one therefore extracts
representations of spatial knowledge indicative of 40 years of experience. Clearly,
any such prediction over a 40 year period is highly problematic, incorporating a vast
swathe of assumptions, the nature and implications of these will be detailed more
thoroughly in the discussion later.

6.2 Model Application and Results

The generation of representations of spatial knowledge was carried out for 822 wards
in London. For each ward, 20000 trips were generated and modelled, leading to the
modelling of a total of 16.44 million journeys2, and node knowledge data extracted
every 250 trips. This process leads to the extraction of 65760 effective profiles by
which spatial knowledge may be modelled.

Five case study wards are examined in this section, chosen to provide a wide
examination of trends in spatial knowledge generation across the city. The regions
under examination are South Bermondsey (in south London), Clissold (in north-east
London), Headstone North (in outer north-west London), Wimbledon Park (in south-
west London), Fulham Reach (in west-central London).

6.2.1 Temporal Growth

The first aspect to explore is the rate by which spatial knowledge is extended as
experience increases, and any variations one observes across each scenario. The rate
at which nodes are experienced is shown in Figure 6.2 for each of the five case study

2This process was again conducted using the Legion distributed computing environment at UCL
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Figure 6.2: Growth in numbers of known nodes over time for five case study regions

regions (Level 1 nodes that have not yet been visited during the simulation are not
included here).

As one may observe in Figure 6.2, the number of known nodes increases rapidly
during the early stages of the modelling process, with the learning rate then decreasing
substantially beyond 10000 trips. Considering that any elements of memory loss
are not considered within this model, this is broadly in line with what might be
expected. An individual encountering a region for the first time is considerably more
likely to find new, previously undiscovered areas of space than any individual who has
travelled the area for a number of years. Examining, additionally, one can observe how
increasing experience leads to a considerably more detailed knowledge of space. For
Clissold alone, an individual having explored the surrounding region for six months
may be expected to have knowledge of 88 nearby nodes, after ten years this may have
reached 216 nodes. Thus while growth in spatial knowledge is initially very quick,
prolonged exposure continues to lead to its significant extension.

6.2.2 Spatial Growth

While temporal growth provides some insight into the spatial learning mechanism, it
is vital that, in examining the generation of spatial knowledge, one examines in detail
its manifestation across space. This analysis can be explored both at the local level
and in how variations are observed across the entire space.
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6.2.2.1 Granular Patterns

Examining local patterns allows one to observe how spatial knowledge spreads over
space, and how ultimately representations of knowledge of individuals from different
areas of the city may be considerably different. Two case studies are detailed here, to
provide an indication of these elements - Clissold, located in north-east London, and
Wimbledon Park, in south-west London.

Clissold

The spatial knowledge representations generated for Clissold after 250, 1000, 2500
and 10000 trips are shown in Figure 6.3. These intervals are selected to demonstrate
how knowledge of space grows rapidly during initial stages before reaching its stable
state beyond 10000 trips. Again, these representations only show those nodes that
have been encountered during the modelling process.

As one can observe from the results for Clissold, the generation of spatial know-
ledge over time follows the attraction towards nearby destinations. Knowledge ex-
tends as destinations are visited and the topology constructed, not arbitrarily taking
on an even or smoothed structure. As one can already see after 250 trips, knowledge
construction is skewed towards central London (marked A in Figure 6.3a), with an
increased clustering of nodes apparent within these zones and on the various routes
towards them. Once one reaches 2500 trips, it is clear that many of the destinations
that will be visited by the simulated individual have already been done so, form-
ing the broad boundaries of knowledge for an individual inhabiting that region. At
10000 trips, while the spatial extents of the knowledge have again widened slightly, a
greater growth is appears to be upon the increased specification of knowledge around
and towards already visited areas, as more refined routes towards regularly visited
destinations are generated. It is this process of increasing specification of knowledge
that replicates how increased experience can enable a more considered treatment of
space, and the construction of more efficient routes.

Wimbledon Park

Likewise to the trends shown in Clissold, one can examine how spatial knowledge
grows around the Wimbledon Park region, in south-west London. Known node pat-
terns generated for this region are shown in Figure 6.4, again after 250, 1000, 2500
and 10000 trips.

The Wimbledon Park spatial knowledge representation appears to demonstrate
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(a) Known nodes after 250 trips (b) Known nodes after 1000 trips

(c) Known nodes after 2500 trips (d) Known nodes after 10000 trips

Figure 6.3: Growth in spatial knowledge over time in Clissold
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(a) Known nodes after 250 trips (b) Known nodes after 1000 trips

(c) Known nodes after 2500 trips (d) Known nodes after 10000 trips

Figure 6.4: Growth in spatial knowledge over time in Wimbledon
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many of the same patterns of development as observed around Clissold, albeit on
a slightly wider spatial scale. Once again one can observe how a number of main
attractive destinations form a framework early on, which is then ‘filled in’ as increasing
numbers of trips are carried out. The reduced density of the urban area around
Wimbledon (influenced by the location of Richmond Park, marked A in Figure 6.4a)
furthermore helps demonstrate the increasing specification of knowledge over time. As
one can observe, after 250 trips the individual has already visited the Kingston Town
Centre (denoted B in Figure 6.4) to the direct west of Wimbledon Park. However, it
is not until after 2500 trips that a detailed knowledge of the route between the two
locations is established.

The local trends demonstrated in both case studies describe how the formation
of spatial knowledge is shaped by destinations, the routes towards these locations,
and the decisions that must be made en-route towards the target. During the early
stages of the simulation, route choices are made naively, based on only a broad un-
derstanding of the road network, and to only a few highly prominent destinations.
As increasing numbers of trips occur, the extent of this knowledge is widened and
deepened, allowing the individual to select more refined routes towards their des-
tinations. It was demonstrated that after 10000 trips, or around 20 years of trips
originating from one location, a detailed regional knowledge is established. The dis-
tinctions in spatial knowledge influenced by experience, as demonstrated within these
two examples, may be implemented in defining more sophisticated representations of
driver behaviour across different areas of the road network.

6.2.2.2 Regional Trends

Although local structures of spatial knowledge are central, at a broader level, it is
furthermore interesting to observe the wider trends in relative differences between
representations of spatial knowledge. As was shown in Figure 6.2, the extent and
rate of growth of knowledge by an individual in South Bermondsey is expected to
vastly exceed that of the equivalent individual inhabiting Headstone North. The
reasons for these deviations might be accounted to two factors - the spatial structure
of the surrounding areas, and the proximity and attraction of nearby Town Centres.
On the first point, it is clear that central London consists of a considerably denser in
urban structure than outer London regions, and thus it may be reasonably expected
that such an area requires a more spatially granular interpretation in order to enable
efficient navigation. On the whole, more central regions - such as Clissold and South
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Figure 6.5: Number of known nodes by ward after 10000 simulated trips

Bermondsey - demonstrate a higher specificity of spatial knowledge. However, as is
clear from the example of Fulham Reach, this effect is not continuous.

It would appear that, as one moves closer towards central London, with the in-
creasing attraction to the West End and other large nearby leisure and retail regions,
the necessity or desire to explore other regions reduces. As such, the spatial know-
ledge of an individual in central London may be considerably lower than an equivalent
individual living slightly outside of this area. This effect is demonstrated in Figure
6.5, which visualises the number of known nodes by ward after 10000 trips from each
region. One can observe a reduction in the degree of spatial knowledge in both cent-
ral London and outer London. It is noticeable from this representation too, that one
observes similar effects nearby to prominent Town Centres in outer London, such as
Kingston, Shepherd’s Bush and Wood Green, denoted A, B and C respectively in
Figure 6.5.

6.3 Discussion

The approaches described during this chapter detail methods developed that allow
for the broad estimation of variations in spatial knowledge across a population of
individuals. As has been described widely within the literature, and backed up ad-
ditionally by primary research carried out in this thesis (described in Chapter 4),
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spatial knowledge is central to the majority of planned routes. It is thus clear that
understanding this representation, and the way it shifts across space from highly ac-
curate to only quite broad comprehensions, is central to better understanding how
individuals will plan their routes in the future.

Getting to this point, however, is clearly not simple. The models presented here,
as was stated earlier and should be highlighted again, represent only very rough
representations of how spatial knowledge might develop over time within an individual
inhabiting a particular location. They demonstrate how spatial knowledge reduces
as an individual moves away from their home location, not simply by distance decay,
but influenced by the locations of important destinations and the configuration of the
road network. Furthermore, considerable attention has been paid to ensure that these
models are based on sound theoretical principles, implementing models of how spatial
knowledge is learned and structured within the brain. While conventional models of
spatial interaction have been implemented and calibrated on survey data, aiming to
accurately describe the relationship between individuals and nearby destinations, for
a range of different purposes. In these respects, the models developed here may well
represent very broad but reasonable representations of how spatial knowledge does
realistically vary within individuals across the city.

There is no doubting, however, that such models can not represent any one in-
dividual’s complete reality. Spatial knowledge is considerably subjective, based on
a range of additional influences and attributes not fully considered here. These ele-
ments may be distinguished by those that maybe theoretically integrated effectively
at some point, and those that can not be, at least within the foreseeable future.

Examining what is achievable first, it is clear that, despite the introduction of a
spatial disaggregation in knowledge representation, a significant degree of unrealistic
homogeneity exists within the model. Variation is grouped at the ward level, with all
trips and trip costs generated from the centroid of each ward polygon, an approxim-
ation that may be reasonably deemed unrealistic in some of the larger wards. Two
improvements in this respect may be achieved through simply increasing the granu-
larity of the spatial representation, or better by focussing on inter-regional variation,
particularly in terms of geodemographics. It is clear that a significant degree of vari-
ation in an individual’s movement can be described more effectively by considering
demographic as well as spatial variation. What may be deemed attractive to one
demographic existing within a particular area, may not seem compelling to another
group within the same area.

Where one considers variations among populations, one furthermore must ques-
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tion the applicability of the trip generation model to effectively describe attraction
to particular regions. One particularly compelling approach would see the incorpora-
tion of an activity-based modelling approach, whereby trips are planned and chained
together, based on the perceived need of the specific individual. In this way, one
begins to model the patterns by which regions become associated within the minds
of individuals, and not treated as disassociated objects as they are within the current
approach.

Two final additional elements of behaviour that clearly influence movement in
London are that of work (and education) related travel, and the role of different
transport modes. Work trips constitute 0.40 trips per day and education-related trips
another 0.20 trips per day, according to the Transport for London Travel Demand
Survey, and so while less important than shopping and leisure trips (representing 0.77
and 0.6 trips per day respectively), their implementation may improve the breadth of
the model. In a similar sense, the influence of public transport routes, in particular
their role in shaping the attractiveness of different destinations, may be investigated
more thoroughly in subsequent iterations of this model. The approach detailed here
assumes road based travel, incorporating a road network-based distance weighting
approach. Clearly in London, the role of the Underground, train and bus routes play
an important role in shaping where individuals deem attractive or otherwise.

Up to this point, the models detailed here remain unvalidated. A number of reas-
ons for this exist - the inherent and complex issues associated with externalising and
recording individual’s spatial knowledge, the infeasibly large number of participants
that would be required for such a large-scale assessment, and the simple fact that
too many of the facets that might accurately describe an individual’s knowledge of
space remain missing. On this final point, while the aforementioned elements will,
given the additional time to allow their integration, move these models closer to a
realistic representation, fundamentally any model will remain only a broad estimate
of any individual’s knowledge of space. Spatial knowledge is influenced by personal
histories - such as where someone used to live, or where they used to work, or where
their partner lives or lived - there are many, many realms by which an individual’s
knowledge of space might vary. Capturing these behaviours is near impossible for the
vast majority of the population.

Much in the same way, our understanding of the cognitive processes behind spatial
knowledge construction remain uncertain. A particular type of knowledge - topolo-
gical - has been modelled during this particular study, using a fixed interpretation
of the types of locations that might be cognised by the individual. These locations
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are simply learnt and recorded, with no variation in subjective interpretation of these
or other locations, nor the potential role of memory loss in reducing the quality of
spatial memory. The role of different types of knowledge remains unimplemented,
with the usage of other types of spatial memory - most obviously those pertaining to
survey and route knowledge - not currently incorporated.

Despite many of the criticisms that can be laid towards the model of spatial know-
ledge presented here, the resulting representations do, nevertheless, appear to offer
some utility. The consideration of heterogeneity within a model of driver behaviour
has not been attempted previously, and while limits bestowed upon the representa-
tions generated here remain fairly broad (all individuals continue to possess a high
level knowledge of the entire road network, for example), spatial variations in in-
dividual treatment of different parts of the city are intuitive. In this respect, the
approaches described here mark a new route forward in the integration of bounded
rationality within geospatial simulation.

The process of developing a model of spatial knowledge furthermore, in light
of the discussion on the feasibility of this purpose, generates questions around the
purpose of modelling. The integration of a multitude of additional factors - relating
to demographics or work-related trips or other transport models - may theoretically
improve the model in some respects, but to what overall gain? These questions remain
unanswered due to the limited purview of this particular part of the project, but will
be discussed again during the conclusions in Chapter 9.

6.4 Integration of Spatial Knowledge and Route
Choice Models

The model of spatial knowledge developed during this chapter is intended to indicate
the subjective representation of space on which a route selection is made. Now that
both the model of subjective spatial knowledge and the model of route choice across
this space have been defined, this brief section will describe their full integration.
The examples described earlier are employed once more in describing a walkthrough
of how a route is selected across a subjective representation of space.

6.4.1 Region and Node Selection

The route choice model defined in Chapter 5 described how a route may be con-
structed across a generalised topological representation of space. In integrating the
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subjective spatial knowledge representation of space, the limited nature of decision
making is made explicit. This demonstrates how bounded rationality is integral to
the definition of driver behaviour.

During the definition of the route choice model, it was descried how nodes may
be clustered together to form functional regions of the road network. A model for the
generation of regions from nodes was outlined, and the integration of these regional
representations within a hierarchical route choice model described. In moving to a
subjective representation of space, the same regional definitions are maintained. How-
ever, only the known nodes - those that are found within that individual’s cognitive
map - are considered during the execution of route selection. So, the rule sets utilised
in making region-based decisions will consider only those nodes that are known by the
individual, disregarding all unknown nodes. This will naturally alter the way in which
different regions are interpreted by individuals, altering too their likely involvement
within a route plan.

Node selection, the second level within the route choice framework, is conducted
according to a least angular deviation principle. Once more, only those nodes that
are within the individual’s cognitive map are considered during this process, with
all other nodes ignored during the process. Reduced knowledge at this phase will
potentially result in the reduced ability, on the part of an individual, to select the
optimally least angular deviation route between an origin and destination.

6.4.2 Scenario

To better demonstrate the integration between the spatial knowledge and route choice
models, a walkthrough example for a hypothetical individual living in Wimbledon
Park will now be outlined. For this scenario, a route is planned for a trip between
Wimbledon Park and King’s Cross station, in central London. The individual in this
case is assumed to have 20 years experience of living in London, and thus the cognitive
map is generated through execution of 10000 journeys.

The route plan is constructed according to the individual’s knowledge of space.
Figure 6.6a shows the nodes known - indicated in light blue - and unknown - shown in
dark blue - to the individual, and indicates the nodes that may be employed during
route selection. Figure 6.6b shows how nodes are separated into distinct regions,
according to the definitions outlined in Chapter 5. For clarity, boundaries are drawn
around groups of nodes to show the extents of each region (although these boundaries
play no role within the route selection process). The green and red dots in each image
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(a) ’Known’ and ‘Unknown’ nodes in cognitive
map

(b) Hypothetical boundaries between regions of
nodes, showing ‘known’ and ‘unknown’ nodes

Figure 6.6: Subjective representations of space of the Wimbledon Park inhabitant, with
green and red dots indicating journey origin and destination

respectively indicate the start and end points of the journey.
In line with the framework outlined in Chapter 5, the first stage of route choice

model identifies the regions to be traversed en route to the destination. The regions
selected according to this process are indicated in Figure 6.7a. The scores for each
region (e.g. time to traverse, angular deviation across region) are calculated using
only those nodes within the individual’s cognitive map.

Within the extents of these regional selections, the nodes are then chosen. This
is carried out according to the least angular deviation metric, linking the connections
between regions. Again, this process only involves those nodes known to the indi-
vidual. The resulting nodes chosen according to this process are shown in Figure
6.7b. The route is completed by selecting the road segments, through the generation
shortest distance path between each node.

6.5 Chapter Summary

The development of a technique for the generation of subjective spatial knowledge, as
offered during this chapter, represents the second core element of the individual route
selection process. In integrating this representation with the models developed during
the previous chapter, the development of a model of driver behaviour, as outlined in
Chapter 3, has been completed. A model that can now be incorporated within a
wider agent-based modelling framework.
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(a) Selection of Regions (b) Selection of Nodes within Region Selections

Figure 6.7: Route selection process from Wimbledon Park to King’s Cross

The model developed during this chapter simulates the process by which an in-
dividual, living at a given location, learns their surroundings. Trips are generated
using a spatial interaction model, calibrated and validated with survey data, and
completed using the topological representation of space developed during Chapter
5. As increasing numbers of trips are completed, the individual increases the extent
and detail of their personal knowledge of space. The process aims to capture how an
individual forms a skeletal knowledge of space initially, as suggested in the literature,
before refining this knowledge over time.

The model of subjective spatial knowledge is not, as has been discussed, without
its limitations. However, the model roughly shapes rather than strictly defines the
extents of an individual’s spatial knowledge. This specification of knowledge will not
prevent an individual from travelling to any part of the city, it simply indicates where
more fine-detailed knowledge may exist. If the individual is familiar with an area,
they are more likely to maintain a comprehensive knowledge of its structure. If not,
they may only have a broad understanding of the main routes through the region.

The comprehensive model of driver behaviour aims to replicate the process by
which individuals relate subjectively with space. It aims to capture the bounded
cognitive process of utilising certain locations on the road network, locations that are
familiar to that individual, in selecting a route between origin and destination. The
next chapter will focus on the integration of the complete driver behaviour model -
encompassing the route choice and spatial knowledge models - within a wider traffic
simulation context. Agent-based modelling, as will be described, provides the ideal
foundation for the construction of the model of driver behaviour, enabling the cap-
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turing of the full heterogeneity in behaviour inherent on urban road networks.
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Much of the attention of the thesis has, to this point, focussed on the analysis
and modelling of driver behaviour. Yet as the methodological framework outlined
in Chapter 3 states, this element only represents one strand of the research to be
conducted here. In simulating urban traffic dynamics, one must capture how indi-
vidual drivers behave and interact, and how these interactions lead to the formation
of macroscopic patterns of traffic flow. In doing so, attention is now turned towards
the development of an agent-based model of urban road transportation.

Agent-based modelling is founded on the general principle that relates microscopic
actions to macroscopic outcomes. This principle instils the notion that small changes
in the constituent elements making up a system, although perhaps seemingly trivial
at an individual level, can lead to a significant shift in the global properties of a
system. Examples of these relationships are everywhere, spanning many different
disciplines - from the termites that, acting individually without hierarchical instruc-
tion, act together to form beautiful and intricate nest structures; to people, alone in
their everyday decisions, but contributing to the formation or status quo of social,
political and economic systems; and even to individual businesses, functioning alone
but competing globally, influencing the flow of funds and goods around the world.
These systems exist in their current state at the due to the behaviours of their con-
stituent entities. Changes to these systems must be led from the bottom-up, and
thus in this way, can not be effectively predicted or modelled through a simplistic
consideration of a system’s global properties alone. One must actively consider the
role of the individual in contributing towards the formation of systemic properties. It
is this relationship, central to the agent-based modelling approach, that will link the
developed model of driver behaviour with macroscopic patterns in urban traffic.

The following chapter outlines the development of an agent-based model (ABM)
for the simulation of traffic dynamics on urban road networks. The ABM introduces
the wider simulation environment in which the model of driver behaviour - developed
during the previous three chapters - may be implemented. Prior to the description of
the model itself, however, it is important to first define the broader framework under
which the model will be developed. Thus, the first section of this chapter will describe
a novel framework for the development of an ABM. This framework will thereafter
be implemented in describing the construction of the ABM of road traffic dynamics
in the urban environment.
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7.1 A Framework for Agent-based Model Design

In designing an agent-based model, it is important to initially outline the framework
within which all behaviour may be defined. While a wide number of approaches
towards this endeavour are to be found within the literature, many appear to be
bounded within the discipline in which they are presented (Gilbert 2007, Castle &
Crooks 2006, Balmer et al. 2006), formed within predetermined constraints on con-
ceptions of behaviour. Where cross-disciplinary frameworks are outlined, they are
usually intertwined with the presentation of a software framework (Resnick 1997,
Macal & North 2005, Railsback & Grimm 2011), highly useful but again limited in
their applicability to the wider audience.

In this section, a new framework is outlined that aims to holistically describe the
design of any agent-based model. Focussing primarily on the system of interest, one
does not seek to limit exploration to the reproduction of a particular process within
this system, but rather completely capture the environment within which the system
exists. Within this process, agent design is therefore considered only after the agent’s
role within its wider context has been fully and explicitly defined. This process aims
to be not only generic and widely applicable, but exhaustive and completely inclusive
of all potential behaviour and phenomena.

The design process proceeds hierarchically and is outlined as follows, at each stage
in the design process a number of questions must be answered.

The Observer

The Observer refers everything that exists outside of the simulation environment.
These are the constructs within which the simulation exists, including the theoretical
constructs, in addition to the noted role of the modeller, and the environment within
which the simulation will be developed. It is important that all aspects of design
are considered prior to continuing with model development, and should ensure the
modeller is taking the right steps in choosing to develop an ABM in lieu of other
approaches.

In outlining the Observer, one should consider each of the following elements,
answering each associated question, noting particularly where inherent uncertainty
exists.

• Mission Statement: What is the fundamental process one is seeking to
model? Why is ABM being used to simulate this process? Do alternative
models exist that ABM will demonstrate a significant advantage over?
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• Measuring Accuracy: How is the process under investigation ordinarily
measured? Over what distribution and variance do these measurements lie?
What are the accuracy of these existing measurements? In view of existing
measures of the process, what outputs will be generated during the simula-
tion process? How will the simulation outputs be related directly to real-world
measures? What statistical tests will be carried out to measure model accuracy?

• Software: Which software package will be used for the construction of the
simulation? Can the model be developed using generic terms or is a modelling
framework required? If so, which specific features are sought from a modelling
framework? What are the modeller’s existing programming skill set? How
feasible is an extension of this skill set within the time frame allowed for the
development of this model?

• Visualisation: Who is the audience for this model? Is the real-time visual-
isation of results important? What purpose does the visualisation hold? How
much increased computation will the visualisation require (particularly where
one is considering 3D animation)?

• Bias: From what perspective is the model being developed? What is the
background of the modeller? What are the natural assumptions being built
into the model? How can the influence of modeller bias be removed from the
approach, to the greatest extent possible?

The World

The World refers to the modelled environment within which the simulation will take
place. The World does not only encompass the physical constraints of the model,
but also the global rules that define the behaviour of all objects within it. This
definition should only be made in relation to the specifications made during the
Observer definitions, and not with respect to Agent design.

Once more, a number of design aspects must be considered at this stage, only
within the context of those design decisions made during the Observer specification.
Each design aspects again presents a number of questions that must be answered.

• External Systems: Are there any interacting systems that interact with the
process in question, but will not be modelled explicitly? What are the nature
of these interactions? How will these external systems be encapsulated and
represented within the model?
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• Space: Are spatial interactions important within the process being examined?
If so, within what kind of space do these interactions occur - geographic, continu-
ous, gridded, topological? Which data sets are required to aid in the definition
of the space?

• Time: Over what time period will the process be analysed? How long will one
time step represent? Will a time step correspond to a real-world description of
time?

• Physical Rules: What physical rules shaping the actions of all within the
World require explicit definition?

The Interactions

The specification of the Interactions does not refer to defining of agents themselves,
but rather how Agent-to-Agent interaction occurs. These definitions refer to the
physical and collective rule sets that organise interactions. It is the manifestation
of these interactions within the simulation, that may form the representation of the
process under examination, thus any definitions must be made within the contexts
described during the Observer and World definitions.

The elements of Interactions design are as follows, with the relevant design ques-
tions outlined. References to higher level definitions are made where necessary con-
sideration is required.

• Physical Interactions: Do the agents physically interact across the space
defined within the World? Under what circumstances do these interactions
occur? What is the impact of these physical interactions? Is there a product of
the interaction? How do such interactions impact upon the agents themselves or
upon other external systems? Are there any specific social constraints governing
these interactions? What are the temporal considerations of these interactions
in relation to the time definitions made within the World? How are these
interactions recorded?

• Communication: Is there communication between agents? How do these
communications occur? Through which medium? Are there any additional
communications between agents and external systems? Are there any particular
social rules governing communication? What are the temporal considerations
of these interactions in relation to the time definitions made within the World?
How are these interactions logged?
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• Resource Exchange: Do agents exchange resources in any way? How do these
interaction occur? What is lost and what is gained by through each interaction?
How do these interactions manifest themselves over space and time? How are
these interactions recorded?

The Agent

The design of the Agent is all about capturing the characteristics, actions, and de-
cisions that influence their interactions with other agents and the wider environment.
It is ultimately these behaviours that shape how the overall process is modelled, and
how it evolves over space and time. It is therefore vital that, only once each level
within the design hierarchy is completely specified - once all higher level entities have
been fully understood, broken down and incorporated within the model - should the
modeller start explicitly considering the Agent design process. For only within the
context of the prior specifications, outlining completely the environment and condi-
tions in which the Agent exists, can an Agent be fully described.

Once one has defined this environment, the definition of the Interactions involved
in the simulation should proceed naturally. During this final process, the following
design considerations should be examined in detail.

• Characteristics: What are the characteristics of the agents? Can agents be
assigned to different profiles? What are the core traits that are required for
specification of an agent’s actions? How do these properties vary across the
population of agents?

• Decisions: What decisions are made by the agent (or type of agent) during
the course of the simulation? What information sources are used during the
formation of this decision? Through which type of mechanism are these de-
cisions formed? How long do decisions take to make? Are decisions formed in
consultation with other agents over a framework of communication?

• Actions: What actions does an agent, or type of agent, conduct during the
simulation? How are these actions influenced by the agent’s characteristics?
Are these actions directly relevant in simulating the process one wishes to ex-
amine? How are these manifested across the simulation space? How often do
these actions take place relative to the temporal evolution of the simulation?
Under what wider constraints (e.g. physical, moral framework) are these actions
shaped?
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It is clear from the framework that has been presented that the development of an
agent-based model is a non-trivial process. Their development requires a considera-
tion for a great deal of influencing elements and factors. The framework presented
here aims to lay out the process of development within a generic, yet comprehensive
structure. Where followed hierarchically - from Observer definitions, through to the
specification of Interactions - the approach extracts completely the range of wider
elements impacting upon the individual agent’s actions within the simulation.

The following sections will describe the implementation of this framework within
the context of predicting traffic dynamics on urban road networks.

7.2 The Observer

In outlining the nature of the Observer, one specifies all aspects relating to design
that sit outside of the actual simulation. Of perhaps most importance is the first
question of why the simulation is being carried out, a principle that must guide all
subsequent design decisions. This stage furthermore defines the technical architecture
within which the ABM will be developed.

7.2.1 Mission Statement

The purpose of this model is to explore how traffic dynamics evolve over space and
time, within the context of the urban environment. In contrast to previous models
examining this phenomenon, agents will be designed that reflect sophisticated con-
ceptions of cognition and behaviour. Agent-based modelling represents an extremely
useful modelling technique for the purpose of this simulation by enabling the incor-
poration of the behavioural heterogeneity, right down to the individual driver agent,
which is central to the formation and evolution of traffic patterns.

The model will explicitly describe traffic dynamics on the London road network,
derived from the behaviour of driver agents. The will be to incorporate a considerable
spatial and temporal extent, modelling the behaviours of a large number of individual
agents, to reflect the interconnectedness of the entire road network and its evolution
over time. Any decisions made from the point of the Observer, must thus consider
the practical restrictions of simulating within such a context.
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7.2.2 Measuring Accuracy

The performance of the road traffic network is typically measured in terms of three
alternative metrics - speed, flow and density. Speed metrics usually take the form of
travel time observations, referring to the time taken to completely traverse a measured
section of the roadway. Travel times are usually normalised by distance to account
for the varying length of measured road sections, thereby enabling comparisons to be
drawn across the network. Traffic flow data refers to a simple count of vehicles passing
a given point on the road network. Generally, where resources allow, measurement
points are installed with a high granularity, enabling the measure of vehicles between
junctions. Traffic flow along a road segment may increase until a point of reaching
saturation, whereby the maximum number of vehicles that may reasonably pass along
a road at a given time, is reached. At higher saturation in traffic flow, travel times
will generally reduce as drivers seek to reduce the risk of collision. Finally, traffic
density refers to the number of vehicles on a link at a given point in time, and
represents a useful measure of congestion. For numerous reasons associated with
the reliable tracking of density along a road segment (reliable vehicle detectors are
required at each junction), traffic density is usually calculated from flow and travel
time recordings.

The flexibility of the ABM approach means that each of these measures may
be extracted during the course of the simulation, and at a fine temporal resolution.
Simply by tracking each vehicle agent around the network, one can gather information
relating to speed, flow and density along each segment of road, unrestricted by the
types of practical issues associated with real-world measures of traffic conditions.
Thus, the metrics one might extract from the simulation are instead restricted by
the real-world data sets available for validation, in this case, those available on the
London road network.

A number of data sources were made available to the project by Transport for
London for the purposes of model validation, these may be broadly characterised as
follows:

• Automatic Number Plate Recognition (ANPR) data: Vehicle travel time cap-
tured with high reliability by number plate recognition cameras, averaged for
every five minute period. Data set recorded on spatially variable network, sparse
in places with links of considerable variation in length.

• Loop detector data: Traffic density measures recorded through loop detectors
under the road surface, recorded at fine spatial and temporal resolution. How-
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ever, measurements lack any reliability metric, despite known issues relating to
detection accuracy.

• Traffic Count data: Highly reliable traffic flow data recorded through manual
counts. Counts last taken during 2011. Spatial coverage good, covering com-
pletely the Transport for London Network of Interest (NoI), representing the
main routes in London

• Traffic Master Floating Car data: Travel time data recorded via the tracking
of multiple vehicles with installed GPS devices. Data aggregated during May
2011 to the Transport for London Network of Interest. Temporally aggregated
for each hour of the day, for weekdays only.

In view of their wide spatial coverage, the traffic count and floating car travel time
data will be utilised during the process of model evaluation. The combination of
these datasets will enable the multifaceted evaluation of the model to predict traffic
dynamics. Each dataset furthermore, in providing averaged representations across
reasonable sample sizes, appears to provide a good broad estimation for the reliable
judgement of model accuracy. For the selected areas of the network for which these
data are available, goodness-of-fit measurements will be used to compare simulation
predictions against recorded averages. Spatial variation in accuracy will furthermore
be examined across the network, identifying where the simulation performs well and
where it performs poorly.

Predicting real routing patterns is, of course, inherently complex. A massive
range of factors influence these patterns, a great deal of which will be modelled
using external representations, outside the purview of this work, and thus subject to
potential inaccuracies. As such, it is important that the ABM approach is compared
against a valid alternative on a level platform. For this purpose, along side the ABM,
a conventional traffic simulation approach is implemented within the same bounding
framework (same Observer and World definitions), enabling a direct comparison of
traffic patterns generated through both approaches. A description of this model will
be detailed during the implementation stages in Chapter 8.

7.2.3 Software

In some ways agent-based modelling may be seen as analogous to Object-Oriented
Programming (OOP) approaches, whereby the most important entities interacting
within an application are modelled as modularised classes. Thus, where prior skill
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sets exist, one route into ABM development can include its construction from scratch
using an OOP language such as Java, C++ or C#. However, a range of applications
and frameworks exist for the specific development of ABMs, incorporating funda-
mental structures for the construction of a model that would otherwise have to be
developed anew (e.g. task scheduler, time step generator). These frameworks range
in complexity, with some based within bespoke interfaces and others simply offering a
loose collection of APIs. Their role in shaping the construction of the ABM can thus
vary from the highly flexible to being quite rigid. Many are generally well supported
with strong documentation, tutorials and active user groups.

For the purposes of this project, in view of the benefits offered in adopting these
tool sets, two of the most popular ABM development tool kits - NetLogo and Repast
Simphony - were investigated. NetLogo offers an application interface and bespoke
language for the flexible development of ABMs. The tool is well established and
perhaps the most widely used ABM tool available, with a wealth of support available
to aid in application development. Repast Simphony, alternatively, offers a Java-
based framework, incorporating a range of tools to aid in the construction, operation
and visualisation of an ABM. The Java-based nature of this approach means that it
naturally offers a greater flexibility than NetLogo, able to access and utilise any Java
APIs. However, with this increased flexibility, and direct development with Java, the
construction of a Repast-based ABM is considerably more time-consuming, with a
greater requirement placed upon the programmer’s skill set.

Following initial investigations with both approaches, it was decided that Repast
Simphony would be adopted as the core framework in the development of an ABM.
The fundamental reason for this was its improved flexibility and adaptivity, partic-
ularly with respect to its ability to access the a range of tools for the handling and
processing of geospatial data. Its integration with the Geotools API - an open-source
Java tool kit that enables handling of a range of GIS-related data sets - means work-
ing with GIS data is considerably easier than it is within NetLogo. This improved
flexibility furthermore appears to offer greater promise with respect to the construc-
tion of a large-scale simulation. Development in Java, additionally, was unhindered
by existing skill sets, whereas large-scale development in NetLogo would necessitate
the in-depth learning of a new, non-transferable programming language.
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7.2.4 Visualisation

Choices relating to the visualisation of an ABM are highly important. Attractive
visualisations will engage the observer, effectively conveying the impact of individual
behaviours in shaping collective phenomena in real time. Poor visualisations can po-
tentially serve the opposite purpose, making the viewer lose trust in an approach,
or not fully appreciate the complexity or accuracy underlying the model. It is note-
worthy that many of the most widely used microscopic traffic simulation platforms
(including PTV 2013, TSS 2013, Paramics 2013) place significant focus on highly
detailed dynamic 3D visualisations, incorporating realistic-looking buildings, vehicles
and people moving through a modelled 3D environment. It is these types of visualisa-
tion that attract decision-makers, instilling confidence that the underlying approaches
effectively represent the modelled reality.

While effective dynamic visualisation is indeed an highly important aspect, their
integration comes with a significant computation burden. The graphical relocation
of tens or hundreds of thousands of agents at every time step of a simulation is a
particularly computationally intensive task. Thus its inclusion must be tempered
against the potential losses elsewhere in terms of the number of agents that might be
simulated over a reasonable length of time.

In terms of this development process, it was decided that dynamic visualisation
would not be included within the final model. The reasoning being that the funda-
mental focus of the model are the macroscopic results generated from the interaction
of the agents, data that can be readily generated and exported throughout the simu-
lation. Any range of visualisation with this data may be carried out offline, but real-
time visualisation, in this instance, appears superfluous. Visualisations were utilised,
however, during the course of the development, for verifying agent behaviours and
output data generation.

7.2.5 Bias

Examining one’s own biases is clearly not an easy process, but it is one that help
explain some of the design decisions made during the construction of a simulation.
In this case, speaking personally, my background lies in computing and latterly geo-
graphy, and thus in contrast to many conventional simulations of traffic dynamics, my
orientation is not from the transport studies perspective. Indeed, my early examina-
tions of transport studies left me feeling many of the core approaches are ill-founded in
terms of representations of human behaviour, with a poor track record in representing
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real world phenomena. Thus, my natural bias is to prove this theory correct.

7.3 The World

In defining the World in the context of this simulation, one specifies the extent in
space and time that the simulation will seek to represent within the simulation. One
must furthermore consider how the model of traffic dynamics sits within the wider
context of other systems, not explicitly modelled within this particular simulation,
that play an important role in shaping dynamics nevertheless.

7.3.1 External Systems

Despite only manifesting themselves in the form of vehicles passing along a road,
traffic flow dynamics are influenced by a vast web of intertwined external systems.
Political, economic, social and technological systems all play a role in shaping the
method by which individual’s decide to travel, at what time and to where. Thus,
in defining the bounds of the World in which a simulation exists, one must consider
whether and how each of these aspects will be represented. In examining road traffic
dynamics, however, one only explores variation over a short temporal period. As
such, the involvement of many wider systems, that are generally slower moving, is
negated. A number persist, however.

The road regulation framework and traffic engineering designed into the road
network, including the role of the Congestion Charge Zone that enforces a toll for
travel through central London, are important external factors involved in shaping
route selections. Data sets pertaining to these regulations were made available by
Transport for London, accurate to the time period during which the validation data
sets fall over.

Of perhaps of wider importance, are the underlying origin-destination (OD) flows
that shape travel between areas in London, shaped by wider socio-economic trends.
Data describing these flows was not made available for this work, and so instead mod-
elled flows, derived through trip distribution modelling carried out at Transport for
London, were utilised. This dataset is derived following the other transport modelling
phases of the ‘four-step process’, involving the generation of trips and the allocation
of those trips to different transport modes. The trip distribution data utilised here
is intended to describe only the flow of road vehicular traffic between different areas
in and around London during a typical weekday morning peak period, running from
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7am to 10am, modelled for travel during 2011. Trips are distributed between Traffic
Analysis Zones (TAZs), areas of the road network varying in size depending on their
activity in relation to London. The whole of the UK is covered through this repres-
entation, although TAZs encompassing areas far outside of the city are considerably
larger than those representing areas of central London. Trip flows are further dis-
aggregated across four profiles - private vehicles, light goods vehicles (LGVs), heavy
goods vehicles (HGVs) and taxis. These profiles will be revisited in more detail later
during the definition of the Agents.

Despite the detail inherent within this data set, the lack of real data describing
this highly important external system is clearly a potentially significant shortfall in
relation to any modelled results that one wishes to compare against real-world traffic
flows. The impact this data set has on representing flows will be thoroughly assessed
during Chapter 8 and discussed in more depth during chapter 9.

7.3.2 Space

Within the context of this simulation, one is clearly dealing with geographic space. In
defining this exact space one must consider both the spatial extent of the simulation
and then specifically how this space will be represented within in.

In addressing extent initially, clearly, the focus of this model will be placed upon
London. For the purposes of the work, Transport for London made a version of the
ITN data set available - a spatially fine-grained representation of the road network,
covering a large extent of the south-eastern region of the UK. Compatible data sets
containing road speed classifications and regulations were made available also for the
entire region. However, in view of the prohibitory size of this area, the smaller, more
self-contained region of central London was selected for the purposes of this model.
This reduces the role of traffic traversing the simulation space, an aspect that would
require route choice simulation but not necessarily an agent’s involvement within the
simulation space itself. Considering the volume of agents that would potentially have
to be considered given this additional consideration1, it was deemed more realistic to
concentrate on a smaller spatial area with less impact from cross-flowing traffic.

The area selected incorporates 70761 road segments in total, with 217141 direc-
tional road segment connections. Opposite movements along road segments is handled
separately, thus all bidirectional routes are effectively modelled twice. This area is
shown in Figure 7.1.

1The entire trip distribution model contains over one million journeys for the entire region, many
of which may have had to been considered for participation within the simulated area.
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Figure 7.1: Spatial extent of the ABM

Where understanding traffic dynamics, one primarily seeks to identify regions of
the network where traffic demand exceeds supply, conditions that might lead to the
formation of congestion via over-saturation, as described in 7.2.2. Data relating to
road network supply was not, however, made available by Transport for London for
the entire region. Instead a novel approach towards capacity estimation was developed
incorporating available traffic and geographic data sets.

7.3.2.1 Capacity Estimation

Road capacity refers to the maximum number of vehicles that may fluidly pass along
a road at any given point in time. As the rate of traffic flow onto a road increases, the
density of vehicles on that road will so too increase, with this increased density leading
to reduced speeds, as drivers slow down to avoid the risk of collision. According to
this relationship, traffic flow may increase along this route until the point of ‘jam
density’, at which traffic density has reached such a point that no additional vehicles
may pass along the roadway, and the absolute capacity has been identified. It is
this relationship between traffic flow, vehicle density and ensuing travel times, that
is utilised in the development of an approach for capacity estimation.
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The approach utilises two of the data sets described in 7.2.2 - the floating car
travel time data and the manual count data. These data sets are the most spatially
granular available, recorded in reference to the same spatial data set, and thus enable
the estimation of capacity across a considerable area of the network. Both data sets
are extracted during the same time period - over the course of 2011 - although are both
averaged, thus any capacity estimates will refer to average conditions. Measurements
are both recorded at an hourly temporal granularity.

The method works on the premise that, through variations in travel time one can
derive the point at which traffic saturation has occurred on a route, with the manual
count data providing a reliable corresponding measure of traffic flow that leads to
route saturation. These calculations are made for each road segment within the two
data sets. The method, for each road, takes the following form:

1. Free Flow Travel Time Calculation: Free flow travel time is assumed to
be observed on all roads between 12am and 6am, when demand is typically at
its lowest. Prior to the calculation of a mean free flow travel time, Peirce’s
Criterion is applied to the data to remove any possible outliers from the data
set that might skew results. This approach works by specifying a limit on the
maximum allowable deviation from the sample mean relative to its standard
deviation, based on an assumed Gaussian distribution of measures. This value
is calculated as σR, where R is obtained from a lookup table corresponding to
the number of observations and expected number of errors, and σ represents
the standard deviation of the complete sample. Should a data value exceed
the limits implied by this measure it is removed from the data set. The limit
is recalculated, on this occasion drawing from a table assuming two errors in
observation, and the data set checked again, iterating until no further errors
are found. Once outliers are removed a mean free flow travel time (TT 0

a ) if
calculated.

2. Saturation Point Travel Time Calculation: Once the free flow travel time
has been calculated, one can make estimates as to the travel time at traffic
saturation point. This estimation is made according to the BPR (Bureau of
Public Roads) volume-delay function, a standard measure of the relationship
between travel time and roadway saturation, taking the form:

TT Sa = TT 0
a (1 + α(Sa)β)

where TT Sa is the calculated saturated travel time on link a, TT 0
a is the free
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flow travel time on link a, Sa the current saturation ratio on link a, and α

andβ parameters calibrated for the specific road network. Values for α andβ are
assigned the values 1 and 2 respectively, as estimated by modellers at Transport
for London. In calculating saturation point travel time, one simply assigns
a high road saturation value to Sa and calculates TT Sa accordingly. For the
purposes of these calculations, a value of 0.9 is assigned to Sa, indicative of
near saturation conditions. It should be noted that Sa is not assigned a value
of 1 - indicative of complete saturation - as this would potentially be negatively
impacted by traffic jam dynamics (e.g. stop-start waves), that cause oscillations
in traffic flow and would thus negatively impact estimation of absolute capacity.

3. Identify Point of Saturation: Proceed through the travel times relating to
the roadway, identify the first point in time at which the measured travel time,
TT na , exceeds the estimated saturation travel time, TT Sa .

4. Extract Saturation Flow: For the time period identified at step 3, extract
the corresponding manually counted traffic flow. This count represents an es-
timation of absolute road capacity, of vehicles per hour, at flow saturation point.

Given the near saturation of much of the road network in London, this method
works quite efficiently, generating capacity estimations for much of the Transport for
London Network of Interest, covering the main roads in London (equating 75039 road
segments). The map of the variations in capacity estimates can be found in Figure
7.2.

Validation, with no directly comparable data set available, is difficult, so simple
sense checking was employed to verify the results. Primarily, from Figure 7.2, one can
observe higher capacity estimates where expected, such as around the M25 ring road
and the various motorways travelling towards the centre of the city. One furthermore
can identify the prominence of the North Circular ring road, in north London, that
is known to attract a great deal of cross-flowing traffic. Examining mean road capa-
cities differentiated by various road classifications, as demonstrated in Table 7.1, one
can once more observe patterns that broadly match expectations. Motorways demon-
strated to be able to hold considerably more traffic than other types of road, with
dual carriageways (incorporating some A-Roads and B-Roads) offering reassuringly
higher capacity, on average, than single carriageway routes.

There remain, clearly, a considerably larger number of road segments, roughly
235000 road segments, without estimations of capacity. These routes refer mainly to
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Figure 7.2: Road capacity estimates on the London road network

Road Classification Mean Road Capacity

Motorway 4253 veh/hr
A-Road 829 veh/hr
B-Road 631 veh/hr

Dual Carriageway 1632 veh/hr
Single Carriageway 673 veh/hr

Table 7.1: Road capacity estimates by road classification
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UK Government
Classification

ITN Classification Road Capacity

UAP1 A-Road/Dual Carriageway 2800 veh/hr

UAP2
A-Road/Single Carriageway;
B-Road/Dual Carriageway

1650 veh/hr

UAP3 B-Road/Single Carriageway 1300 veh/hr
UAP4 Minor Road 900 veh/hr

Table 7.2: Additional assigned road capacities by road classification

the Minor Roads and Local Street definitions of the ITN road network, relating to res-
idential and neighbourhood-level routes, not considered of wider strategic importance.
Estimates for these remaining routes are drawn from the ‘Determination of Urban
Road Capacity’ document, produced by the UK Government (The Highways Agency
1999). This document details generalised capacity estimates for a range of road types.
These classifications have been matched to corresponding descriptions within the ITN
data sets, and capacities extracted for the remaining routes not covered during the
first round of capacity estimation. The results from this secondary process are shown
in Table 7.2.

While this document provides capacities for the majority of the remaining routes,
it does not cover those deemed non-strategic, falling below the UAP4 rating. These
roads incorporate primarily those classed as Local Streets within the ITN data set,
but also including other restricted access roads. With no viable data sets pertaining
to these road types, it was decided that the original set of capacity estimations would
be used to fill in this gap. Within those estimates are 823 segments relating to roads
classed as Local Streets. The mean capacity within this data set is 581 vehicles per
hour, which is, as one would expect, indicated as slightly lower capacity compared
to the Minor Road class. Through this set of final classifications, all roads within
the ITN data set are assigned an estimated capacity, yielding a representation of the
geographic space upon which agents will interact.

7.3.3 Time

Where one considers time, one may again, like where defining space, differentiate
between extent and representation. In both cases, the model is restricted by pre-
vious definitions, specifically in relation to the trip generation process, described in
7.3.1. As previously described, the trip generation data focuses on average morning
peak period journeys, thus already limiting the potential temporal horizon of the
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simulation to a maximum of three real-world hours. Across the complete period, the
trip generator indicates that a total of 691200 trips should be generated during this
period. Assuming a uniform distribution of these trips across the period - with no
alternative data set to indicate otherwise - one can assume that at any given second,
within the real-world, 32 trips are generated.

In view of these trip rates, and the number of agents that would be required
within the simulation, it was decided that the temporal extent would be limited to a
30 minute period, consisting a 7.5 minute warm-up phase, whereby the road network
would be allowed to be populated with agents, and a 20 minute analysis phase. The
extents of this limitation lead to the generation of 115200 agents during the 30-minute
period, at the rate of 32 agents produced per simulated second.

Given the temporal extents defined for the simulation, it was decided that one time
step within the simulation would be assigned to 0.5 seconds of real-world time. This
does not only spread agent production over a more granular scale, but furthermore
enables the extraction of fine-level data sets. The entire 30-minute period therefore
is expected to require 3600 simulation time steps for completion.

7.3.4 Physical Rules

There are no specific rules of physics that require explicit definition within the simu-
lation. In restricting drivers agents to movement within a geographical 2D plane, the
model intrinsically incorporates laws of gravity.

7.4 The Interactions

Where discussing Interactions, one examines how agents relate to and interact with
each other. Within the context of traffic simulation, it is these types of relation-
ships that ultimately contribute to the formation of the traffic dynamics of interest.
Central within this scenario is a competition for space on the roadway, thus physical
interactions are of significant importance in this simulation. In this section, these
relationships will be described, detailing, in particular, a novel approach towards the
efficient representation of physical interactions within an ABM.

7.4.1 Physical Interactions

Up to this point, the design of the ABM has focussed on describing traffic dynamics
across a large spatial and temporal extent, with an aim of incorporating over 115200
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driver agents. It is clear that the computation required to generate the actions and
interactions of this volume of individuals will represent a significant computational
cost. As such, it is important, in any situation such as this, for the modeller to
identify areas of the simulation where computation may be reduced without the loss
of an understanding of the wider picture. In this instance, in line with the Mission
Statement, the focus of the simulation has always been to explore how sophistic-
ated models of agent cognition influence traffic patterns, and thus must remain the
priority with respect to computation. On the other hand, as described during the
review of microscopic traffic simulation tools during Chapter 2, the simulation of
vehicular interaction is computationally intensive, effectively limiting the spatial ex-
tent to which a microscopic simulation may cover. This issue has been noted to
represent a wider design problem for ABM design in general (Crooks et al. 2008),
where research has typically either focused on large-scale behaviourally-simplistic
representations, or small-scale behaviourally-rich models. Both approaches are per-
fectly acceptable in different scenarios, but can not be deemed suitable here given the
broader specifications of the model. It was decided that the computational complexity
of physical movement would be reduced, to enable the development of a large-scale,
behaviourally-rich ABM of urban traffic dynamics.

This section lays out the novel framework developed to maintain the ability to
simulate the complex behaviours of many individual agents, across a wide spatial
scale, whilst retaining computational efficiency. This is achieved through the hybrid-
isation of an agent-based model of behaviour with a segment-level macroscopic model
of traffic flow, constraining agent behaviour according to prevailing conditions on the
roadway.

7.4.1.1 Hybrid Model: Specification

Within many conventional agent-based models, the movement of individual agents
is modelled explicitly. Simulating agent interactions and movement behaviours can
become, over a large number of individuals, costly. Macroscopic models of traffic flow
have been shown to significantly reduce the computational load of this process. In
the case of the hybrid simulation platform, traffic dynamics occurring on each link (a
link, or segment, of road consists of the single directed stretch of road between two
junctions) of the road are instead governed by macroscopic principles of traffic flow
describing the relationship between traffic volume and delay. Rather than calculating
the movements and dependencies between multiple agents, a simple calculation is
made at the roadway level and applied to all affected agents.
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Despite the considerable volume of recent research investigating disaggregated
vehicular interactions on the roadway, models of physical traffic interaction along the
roadway can effectively describe the link between vehicle density and local congestion
formation. Such approaches utilise widely established relationships between traffic
flow, density and speed (Lighthill & Whitham 1955, Richards 1956), and through
these relationships one is able to derive a volume-delay function, that describes the
pattern by which traffic delay along a route increases with rising traffic volume. This
relationship represents a mathematically simple method for linking between on-route
demand and subsequent traffic flow throughput on the roadway.

The macroscopic model implemented within the hybrid approach represents a
similar relationship, that being between traffic saturation - that being the proportion
of current traffic flow relative to the maximum allowed traffic flow - and resulting
journey time along a section of road. It based upon that simple premise that an
individual’s travel time along a link is reduced when others are also trying to do the
same.

A number of models are available for the representation of this relationship. For
the purpose of this model, it was decided that the BPR (Bureau of Public Roads)
volume-delay function, that used previously too during capacity estimation, would
be adopted. This model is not only one of the most widely used and accepted repres-
entations of this relationship, but is furthermore the model currently implemented by
Transport for London within their macroscopic simulations of traffic flow in London.
According to this formulation, travel time is calculated as follows:

ta = t0a(1 + α( qa
Ca

)β)

where ta is the calculated travel time on link a, t0a is the free flow travel time on
link a (lengtha/speedlimit0a), qa the current traffic flow on link a, Ca is the maximum
inflow capacity on link a, and α andβ parameters calibrated for the specific road
network.

In effect, travel time becomes a function of present traffic saturation, the propor-
tion of current traffic flow (qa) in relation to maximum allowable inflow (Ca). So travel
time increases above free flow as saturation approaches unity. Figure 7.3 presents this
function and variations according to the specification of theβ parameter, demonstrat-
ing the rates at which travel time increases along a link as it becomes saturated.

Where saturation exceeds 1, the formula is modified to include an additional
element, increasing the influence of over-saturated traffic flow:
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Figure 7.3: BPR function relating traffic saturation to travel time, specified according to
multiple values of β

ta = t0a(1 + α( qa
Ca

)β) + ( qa
Ca

) · δ

where δ is a parameter calibrated for the specific road network. In the instance of
the London road network, the parameters for this model were calibrated by Transport
for London. As such, these parameters were defined as α = 1, β = 2 and δ = 4.

Where one considers the movement of traffic across the network according to these
calculations, the introduction of an absolute road capacity (Q) may be used as a cap
for the maximum number of vehicles that may access a link at any given time (e.g.
bumper-to-bumper). Although often saturation levels above 2 will lead to effectively
impassable conditions.

A range of advice is available for the specification of the parameters utilised within
this model, although, considering varying nature of transport networks, these para-
meters are usually calculated through a process of calibration carried out by the
appropriate local transport authority.

7.4.1.2 Hybrid Model: Integration

The two models – the first, agent based, describing drivers’ behaviour, the second
describing segment-wide traffic dynamics – are integrated within an encompassing
agent-based modelling framework. The model is essentially driven by the behaviour
of driver agents, with their intentions to move across the road network and to com-
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plete their journey driving the simulation. Driver agents select a route between their
origin and destination, and attempt to complete this journey. Driver movement is
controlled by the characteristics of the road network. With respect to the constraint of
movement, road segments are modelled as virtual agents – independent in controlling
local dynamics, yet connected within a network of other road segment agents. During
the simulation, the segment agent will accept a driver (providing there is available
capacity) and prevent its progression to its next destination segment based on ensu-
ing local dynamics. In this sense, road segments constrain the progression of driver
agents across that stretch of road, according to the traffic rules governing travel time
and saturation.

The nature of the interactions between driver and road segment agents is outlined
below. During the course of a journey, drivers make numerous autonomous decisions,
yet their progression is effectively dependent upon a number of road agents. Interac-
tions are generated initially in accordance with an external origin to destination trip
matrix, with trip departure time spread linearly across the time period specified by
the trip matrix. The processes involved, described below, are checked for execution
at each simulation time step.

1. Driver Creation: Driver agent created and assigned an origin and destination,
a departure time, a level of spatial knowledge, route preference mechanism
and any additional parameters that are being incorporated at the level of the
individual driver.

2. Route Selection: At the departure time, a driver agent is activated at its
origin location. A route is selected from origin to destination and stored by that
agent. The route selection process may take any form (i.e. shortest distance,
least turns, or least time path) and is discussed in more detail in the next
section.

3. Joining a Road: Driver requests to join the initial road. If the road is not at
absolute capacity (e.g. maximum number of vehicles that may be contained on
that road) then driver joins road and is added to end of road segment agent’s
driver list. Road traffic inflow (calculated as traffic inflow during the previous
minute) is incremented, saturation recalculated based on new conditions, and
the arriving driver is provided with a travel time calculated according to cur-
rent conditions using the formulae presented in 7.4.1.1. This time specifies the
expected time of departure, based on the current conditions on the road seg-
ment ahead of them, from the current road segment. The individual driver will



7.4. THE INTERACTIONS 266

then remain on this segment until their departure time is reached. No further
calculations pertaining to the agent’s movement across the link are made until
the agent’s departure time.

4. Road Handover: When the driver’s road travel time has expired (i.e. it has
reached the next junction), the driver seeks to move between its current and
next road (as defined within its route plan). These requests to move between
roads are handled in the order that the driver initially arrived on the segment,
maintaining a queuing structure. If agent’s next road segment is uncongested
and available then they will join it at the next simulation time step, following the
procedure detailed in step 3 for that road segment. In congested environments,
when a driver at the front of the queue is unable to make the transition to
the next road due to it being at absolute capacity (e.g. the road segment is
fully congested and may accept no further vehicles), then they must wait on
the current road. This causes all other agents behind them in the queue to be
delayed, as no traffic may leave the roadway until the vehicle at the front of the
queue leaves first. In these situations, a queue will then build on this roadway
until the absolute road capacity (Q) is reached at which point no further vehicles
will be allowed to join the traffic queue. It is through this principle that road
congestion propagates across the road network. In view of the lack of a reliable
dataset describing these features, no traffic signalling or priority rules will be
implemented within this simulation. The limitations of this aspect are discussed
during Chapter 8.

5. Trip Completion: This process iterates until the driver agent reaches their
destination road, thus completing their planned journey. Simulation ends when
all agents have completed their journeys.

The broad structure defined here can be amended to incorporate additional behavi-
oural heterogeneity at both the level of the driver and the road itself. For example, a
maximum allowable waiting period may be employed to prompt agents to identify new
routes around congested areas, or amendments to the route capacity may be made to
account for different types of junction. These elements have not been implemented
within this model at this stage.

In terms of theoretical model complexity, the hybridisation of the agent-based
model represents a significant decrease in required computational resource. Within
this model, with movement of potentially numerous individuals encapsulated within
a single road segment, one observes a decrease in the number of operations required



7.4. THE INTERACTIONS 267

at each simulation step. Rather than each agent calculating the movements required
within one time step, at each stage of the simulation, the movements of all agents are
calculated only once, on the arrival of the agent on the roadway. These calculations
are furthermore made a maximum of only once at each simulation time step, and only
on road segments where driver agents are present. An alternative purely agent-based
approach would incur potentially multiple movement calculations for each agent at
each time step. This arrangement ensures that the hybrid model always performs
more efficiently than the purely agent-based approach.

7.4.1.3 Hybrid Model: Case Study

In the following section, a real-world proof-of-concept application of the hybridised
approach towards agent-based simulation is explored. During this investigation, an
example of the implementation of the hybridised version of the ABM is examined.
At this stage, only a simplified version of the overall ABM framework is implemented
(although with some features shared with the complete framework), with the focus of
this work upon the improvements in computational efficiency offered by the hybridised
approach relative to alternative ABM approaches.

By way of comparison, the performance of this framework is compared against a
non-hybridised version of the agent-based model, where agent movements and phys-
ical interactions is modelled individually, rather than grouped within a macroscopic
model. All other parameters are maintained across each modelling approach. The
two approaches are assessed for computational performance, and comment provided
as to the relative gains and drawbacks introduced through the hybridisation process.

ABM Parameters

The integrated modelling framework is applied within a test area in central London.
For the purposes of testing, all spatial and thematic data relating to the complete road
network, regulations (including toll charge zones, route directions, turn restrictions
and speed limits) and road vehicle capacities are provided by the local transport
agency, Transport for London. This simulation environment is therefore intended to
represent a realistic replication of the real world road network. In total, 62230 road
segments are incorporated within this simulation.

For the generation of vehicular agents, a modelled trip matrix representing vehicu-
lar flows between locations in and around the study zone, averaged for a weekday
morning, is provided by Transport for London. The trip matrix describes four types
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of drivers – private vehicle drivers, taxi drivers, light goods vehicle (LGV) drivers and
heavy goods vehicle (HGV) drivers. The proportion of each of these agents generated
within each origin zone of the trip matrix varies considerably across space, across
the entire simulation, however, private vehicles represent 55.7% of all agents, taxis
represent 26%, LGVs 13.6% and HGVs around 4.7%.

The model is run for a total of simulated 20 minutes, thus represents traffic flows
through this area of London for a 20 minute period during an average weekday morn-
ing. The simulation time step is set to represent 0.5 seconds of real time, enabling the
capture of highly granular changes in the system over time. At this stage, considering
the lack of more specific information, vehicles are introduced at a uniform rate during
this time period. In line with these timings, and the volumes indicated in the trip
matrix, at each time step 32 agents are introduced into the simulation environment.

In terms of the representation of movement behaviours, clearly a split exists
between the two modelling approaches. Within the hybridised model, the volume-
density function is parametrised with values also provided by Transport for London
(as described in 7.4.1.1), estimated for the case study area of the network. At each
time step all requested road link transitions are handled and volume-delay functions
updated accordingly. The visualisation – representative of link level dynamics – dis-
plays current link saturation and is updated at each time step.

By alternative, the ‘pure’ agent-based model incorporates the exact same simula-
tion setup, but instead replacing the hybridised calculation of traffic flow on individual
road segments with a physical interaction model. Within this approach, agent move-
ment, in terms of speed and progression across the network, is constrained by the
presence of other agents. The approach proceeds whereby at each time step agents
individually calculate the coordinates through which they intend to traverse along
the road way. The extent of the coordinates identified at each step represents the
maximum distance the individual would travel on an empty road given the speed
limit regulations. The agent’s traversal of these coordinates during the time step
is dependent upon the presence of other agents ahead of them. Agents are moved
individually in the order in which they arrived on the link, and if an agent is delayed
at a junction, due to the presence of other agents on the routes ahead, others further
back in the queue will be delayed too. Likewise in the hybridised model, agents are
unable to overtake other agents.

The model is implemented using the Java-based Repast Simphony framework
(Collier 2003). This platform grants the required level of flexibility with respect to
agent design, in addition to a strong set of tools for integration and handling of GIS
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data sets.

Agent Behaviour Parameters

Agent behaviour is specified according to one of the four profiles described in 7.4.1.3,
with each profile incorporating a different set of behaviours. As described earlier,
agent behaviours may be broadly segmented according to a specified extent of spatial
knowledge, a route selection algorithm and additional behaviours that may influence
route selection. The implementation of these behaviours varies across each agent
profile, taking the following form.

Spatial Knowledge Within these models, all professional drivers – consisting of
taxi, LGV and HGV drivers – are assumed to have a complete knowledge of the road
network. This knowledge may be assumed to be manifested either as a high level
of prior experience in driving in the area (in the case of taxi drivers), or access to a
satellite navigation device (in the case of LGV and HGV drivers), displacing the need
for personal spatial knowledge.

All private vehicular drivers are considered to hold a reduced, partial spatial know-
ledge. This knowledge is restricted according to their origin and destination locations.
Around each location, a 500-metre buffer region is specified within which the agent
has complete knowledge of the road network, analogous of local knowledge. Between
locations knowledge is limited to only major roads (those specified as Motorways or
A-Roads by Transport for London, and generally of greater capacity and promin-
ence on the road network). This specification in spatial knowledge limits the choices
available to the individual, indicative of limited experience.

Route Choice Route selection varies slightly between individuals, each broadly
indicative of heterogeneity in the behaviour of different individuals. LGV and HGV
drivers are assumed to take a least distance path, indicative on their usage of a
navigation device. Taxi drivers are assumed to take a least travel time path, based
on current road conditions, demonstrative of their knowledge of patterns of congestion
across the road network. While private vehicle drivers are assumed to take a least
angular, or straightest, path towards their destination, in line with assertions in parts
of the literature that these routes (Conroy 2001, Hochmair 2005). Private vehicle
drivers will base this route only upon their limited, subjective spatial knowledge.

All paths are generated using Dijkstra’s shortest path algorithm (Dijkstra 1959)
applied to the directed road network of 62230 road segment nodes, using the selected
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metrics as weights between nodes. Paths are calculated for each agent upon activation;
therefore at each time step in the simulation 32 routes are generated for each activated
agent. On generation, paths are recorded on disk to reduce the memory load of the
simulation.

External Influences Although little data is available on its relative usage, it is
thought that few drivers utilise the Congestion Charge Zone, an area of the road
network in central London where the driver must pay a toll to enter. It is considered
in this case that professional drivers will again utilise this zone, with the fee exempted
(in the case of taxi drivers) or paid for by their employer. For the purposes of
this study, only those private vehicle drivers with origins or destinations within the
charging zone are assumed to be willing to pay the fee. All other drivers will route
around the region.

7.4.1.4 Hybrid Model: Performance Assessment

In assessing the performance of the hybridised version of the agent-based model,
one aims to understand the relative benefits gained in terms of computational effi-
ciency relative to the purely agent-based approach. This is measured according to
the processing time required for both simulations. Additional indicators, including
agent activity and trip completion rates across each simulation, are further presented,
providing assurance of similarity between the two models. These tests were conducted
non-concurrently on an otherwise unused Dell Precision M4500 computer, running a
Windows 7 64-bit operating system with 8GB of RAM.

Processing time is measured for both simulations at each time step. As described
in 7.4.1.2, it is at this point that the roadway traffic flow calculations are made.
Likewise, within the pure agent-based approach, movements are calculated for each
time step on an agent-by-agent basis. The progression of time step processing time
across both simulations is presented in Figure 7.4.

As can be immediately observed in Figure 7.4, the processing speed of the hybrid
model maintains a stable processing speed throughout the simulation. In contrast,
during the pure agent-based simulation, as the numbers of agents increase the pro-
cessing time reduces significantly. By 600 time steps, or five minutes of simulated
time, the processing speeds at each time step have doubled to around 14000 milli-
seconds, whereas the hybrid model continues to simulate each time step at around
8000 milliseconds. Across the entire simulation, the hybrid model achieves a mean
processing time of 7290 milliseconds, while the purely agent-based approach reaches a
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Figure 7.4: Processing time at each simulation step by model type

mean processing time of 17136 milliseconds. The result of these time deviations means
that the hybrid model completes in 4 hours 51 minutes, with the purely agent-based
approach finishes in 11 hours 24 minutes.

Yet the benefits offered in terms of speed improvements are not the only marker
by which the hybrid model should be assessed, the approach should furthermore
demonstrate similar traffic dynamics as those demonstrated in the pure agent-based
approach. In some respects a direct comparison between models is not straight for-
ward, discrepancies between the microscopic and macroscopic approaches are inevit-
able (these will be discussed in more detail in the next section), and the randomised
introduction of agents will cause temporal dissimilarities in on-road dynamics. How-
ever, the models may be compared according to their processing of agents, in terms
of the volumes being processed at each time step and how quickly the agents com-
plete their journeys across both simulations. These measures, and their variation
throughout both simulations, can be observed in Figure 7.5.

The two models demonstrate clear similarities in their processing of agents through-
out each simulation, demonstrating broadly consistent agent trip completion rates.
Not only do they demonstrate that both models were processing similar volumes of
agents throughout the simulations, thus validating the computation time assessments,
but further that agents completed their journeys at a broadly similar rate.

It is apparent from these results that the hybrid approach represents a more sus-
tainable method for the generation of simulations across large populations of agents
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Figure 7.5: Number of active and completed agents during course of simulation by model
type

and wide spatio-temporal scales. As the numbers of agents increase throughout the
simulation, the hybrid model demonstrates consistent processing speed throughout.
It is shown that this approach does not suffer the same lags in processing speed exper-
ienced by the traditional agent-based modelling approach. While neither approach
yet achieves anywhere near real-time results – both are hamstrung by the speed of the
shortest path generation for each agent – the hybrid approach clearly offers a more
feasible route for the execution of large-scale agent-based simulations.

7.4.2 Communication

Other than the implicit communication bought about through physical interactions,
communication between agents is not considered relevant within this simulation.

7.4.3 Resource Exchange

There are no exchanges of resources between agents within this particular ABM.

7.5 The Agent

Specifying agent behaviour is perhaps the most important stage in the development of
any agent-based model. It is these behaviours that ultimately shape any predictions
derived by the model. Nevertheless, once one reaches the stage of defining agent
behaviour, many of the important design choices have either already been made or are
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significantly constrained by definitions made at higher levels of the design framework.
Thus, agent design consists of filling in the remaining detail around what has already
been defined.

In specifying the behaviour of agents within this model, many aspects of behaviour
have already been specified. The model of driver behaviour outlined in Chapter 3,
and developed during Chapters 4, 5, and 6, describe how individuals move between
an origin and destination. This section will finalise the development of the driver
behaviour model, integrating findings relating to external influences derived during
Chapter 4, in addition to the specification of heterogeneity among the population of
driver agents.

7.5.1 Characteristics

Broad differentiations in the characteristics of agents can be identified within earlier
definitions in the ABM framework. The external models of trip distribution integrated
at the World level, provide a rough categorisation of agents into four profiles - private
vehicles, light goods vans (LGVs), heavy goods vans (HGVs) and taxis. Given this
higher level information, and the clear importance of these definitions - one would
naturally wish to differentiate between the behaviours of taxis and private vehicles,
for example - this represents a good starting point for distinguishing variation among
agents’ behaviours.

Within each of these four profiles, one must consider how to represent a range
of behaviours. Each of these behaviours are contributory to the generation of wider
traffic dynamics, thus specifically relate to an agent’s route selection. In the interests
of model simplicity, all additional factors (of which one might hold data) not impacting
upon the process under investigation are removed.

In a number of these variables, definitions are made at higher levels of the ABM
framework. At the World level, agents are generated according to proportions that
suggest the agent’s profile, their origin and destination locations, and are generated at
a given departure time, defined by an agent production rate. Yet there are a range of
additional factors of considerable importance to the shaping of wider traffic patterns
that must be considered. These factors are laid out as follows with their reasons for
inclusion, the nature of their definition within the ABM, and any variations within
the population of agents described in detail. All factors relating to decision-making
specifically will be described in 7.5.2.
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7.5.1.1 Satellite Navigation Device Usage

In spite of the evidence and models detailed during previous chapters, if an individual
chooses to use a satellite navigation device to route them from origin to destination,
the nature of their spatial cognitive process becomes irrelevant. It is therefore im-
portant that one understands reasonably well the extent to which these devices will
be used, and under what circumstances.

Primarily, one may reasonably assume significant variation in usage of navigation
devices among the predefined agent profiles. Taxis, well-known for maintaining a
detailed spatial knowledge of the road network, are highly unlikely to use such a
device, and are thus assumed not to within this simulation. Conversely, where one
considers the type of work carried out by LGV and HGV drivers, in travelling between
multiple unfamiliar locations, it may be assumed that their usage of navigation devices
is high, relative to the rest of the population. For the purposes of this simulation, all
LGV and HGV drivers are assumed to utilise a navigation device. For the remaining
majority, private vehicles, previous survey results are drawn upon.

The survey results described in 4.2 provide some insight into these behaviours, and
without additional literature or data found elsewhere, these findings are implemented
within these agent behaviour definitions. Where one considers SatNav usage, the
question asked within the survey of greatest utility is that relating to how often an
individual uses such a device. In general, these results indicated a generally low
probability of device use, with the most widely selected category being ‘Very rarely
or never used’. Responses provided to a later question, where individuals were asked
to describe the circumstances under which they would use a navigation device, the
majority answered that they’d only do so when travelling to unfamiliar environments,
potentially offering some explanation as to the low probability of general use.

In extracting these trends within a model of agent behaviour, one is thus faced
with a choice of how to treat these findings. Either one takes the data relating to
likelihood of use directly, or one considers whether a given journey may be familiar
to that individual or not, adjusting probability of use accordingly. For the purposes
of this work, without information pertaining to trip purpose, one adopts the prior
approach, wary of its potential limitations.

Given the statements of individual likelihood of usage, the second element within
the specification of this behaviour defines whether the newly created agent does end
up using the navigation device. In order to estimate this, a probability of usage
is assigned to each qualitative answer. So given a prior inclination of whether or
not to use a satellite navigation device, this secondary probability states whether the
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Given Response P(Inclination) P(Usage|Inclination)

Every Journey 0.07 1.0
Most Journeys 0.13 0.75
Half of Journeys 0.18 0.5
Few Journeys 0.30 0.25

Very Rarely or Never Used 0.32 0.05

Table 7.3: Probability of satellite navigation device usage

device is used on a given trip. The limitations of this approach, in relating qualitative
responses to quantified metrics, are noted, but in considering the restrictions implicit
in the available data sets, this is considered the most satisfactory route forward.
Table 7.3 presents the complete set of probabilities, both those relating to how often
a device is used and those relating to whether the device is used on a given journey.

Satellite navigation led routes are assumed to travel a least travel time path,
derived from current travel times across the road network. This is design is broadly
in line with the most advanced current navigation devices on the market.

7.5.1.2 Advanced Traffic Information Access

Where one considers access to traffic information, of greatest concern is whether
the individual has heard in advance about disruption on the route towards their
destination. Thus, the responses to the survey in 4.2 provided in relation to exactly
that within the driver survey provides indication of this. In view of these responses,
the model specifies that, should an incident be applied to the simulation scenario,
all will hold a 0.28 probability of having heard about that incident, allowing them
the chance to re-plan their route should that be necessary. All other individuals will
maintain their journey, along their preselected route.

The situation is, however, different for those agents using satellite navigation
devices. These devices are assumed to provide individuals with up-to-date travel
advice, re-routing their journeys around affected areas.

7.5.1.3 Behaviour Change around Unexpected Congestion

Results from the survey, furthermore, provide some insight into the way individuals
behave around incidents they meet on the road network. This group consists of the
remaining individuals, albeit the majority, who, without advanced traffic data nor
satellite navigation, are simply relying on their own knowledge to guide their way
around the network. Within this context, two important decisions are made - first,
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to decide how long to wait at unexpected congestion, and, second, how to navigate
around the disruption. When participants were questioned on this during the survey,
a clear distinction was made between decisions taken in well known areas of the
network and others taken in unfamiliar areas of the network. The representation of
this behaviour is subsequently distinguished in this fashion too.

In defining ‘known’ areas of the network, one refers to an agent’s predefined know-
ledge of space. This knowledge, assigned to the individual (according to the approach
to be described in 7.5.2) based on their origin location, provides indication of likely
familiarity with an area. As may be recalled from the description of the spatial
knowledge construction process detailed in Chapter 6, all agents are granted a high
level knowledge of the road network, incorporating all level 1 nodes, in line with the
definition of network topology offered in 5.2. Advanced spatial knowledge is only
built through repeated experience, and through this experience, lower level nodes
are integrated within the individual’s cognitive map. As such, one classifies ‘known’
areas of the network simply as those that are learnt through the development of an
individual’s cognitive map, and not simply constituent of their wider structure know-
ledge. An individual can be considered to be routing within ‘known’ areas if they are
navigating between two nodes on the network that are within their cognitive map.

With the definitions of what known and unknown means to a particular agent,
one must then identify rules that describe behaviours within an incident scenario in
both types of location. The survey results in 4.2 provides useful insight into this
process, clearly indicating distinctions in behaviour in both situations. Primarily,
the survey provides a direct indication of the amount of time an individual would be
willing to wait beyond what they consider to be expected, within both known and un-
familiar territory. This distribution of responses can be directly implemented within
the model, generating the set of probabilities described in Table 7.4. In assigning a
specific maximum waiting time to an agent, a time is drawn randomly from within
the category assigned to the individual, except in the case of ‘Over 15 minutes’ where
a value is drawn from 15 to 30 minutes.

Yet, within this framework, one must also define a notion of expected travel time.
For this purpose, the inter-nodal travel times - those calculated during Chapter 5,
during the construction of the route selection model - are adopted. Within these
definitions, the first standard deviation above the mean is drawn as an indicator the
maximum expected travel time between two nodes. Where an individual’s journey
time between two nodes exceeds this expected maximum travel time, the agent’s
congested waiting time, that defined above, commences. The agent will continue along
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Waiting Time P(Known Area) P(Unknown Area)

0 to 2 minutes 0.18 0.02
2 to 5 minutes 0.27 0.13
5 to 10 minutes 0.32 0.23
10 to 15 minutes 0.2 0.4
Over 15 minutes 0.03 0.22

Table 7.4: Maximum waiting times across known and unknown areas of the network

Re-planning Method P(Known Area) P(Unknown Area)

Personal Plan 0.8 0.2
Guided Plan 0.2 0.8

Table 7.5: Probability of route re-planning process, within unacceptably congested condi-
tions, by familiarity with an area

their route until their own maximum allowable waiting period is exceeded. During
this state, however, the agent will not re-plan their journey until they reach, or are
already within, a congested area of the network - a point at which they are unable
to join their intended route due to congested conditions. If this situation occurs -
that their maximum waiting time, beyond the maximum expected time between two
nodes, is exceeded, and they are within congested conditions - the agent will then
seek to re-plan their journey from their current location.

The process of route re-planning itself is again drawn from the survey results,
differentiated by an agent’s familiarity with their surrounding region. In extracting
the responses from the survey, only the two most widely selected options are modelled
- namely either the agent selecting their own route, or planning a route with navig-
ation assistance. The generated probabilities of reaction are described in Table 7.5.
The personal route planning process follows the individual’s standard route selection
methodology, with the guided route plan assuming utilisation of a satellite navigation
device, thereby selecting the least travel time route from the current location to the
agent’s destination.

7.5.1.4 Congestion Charge Zone Avoidance

The Congestion Charge Zone (CCZ) is a tolled area of the road network in central
London. All private vehicles entering the zone, unless a resident, must pay a daily
charge of £10 (accurate as of July 2013) to access it. Although the area does cover a
large section of central London, it is usually not necessary to traverse it if travelling
near to central London, with a range of alternative routes available around it.
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No data sets could be found describing individuals’ behaviour around the CCZ.
It will be assumed that, unless necessary, an individual will not traverse the area. As
such, all private vehicle agents will not enter the CCZ during their route unless their
origin or destination is within the area. Roads and nodes within this region will be
excluded from the decision process. Taxis, LGVs and HGVs will, however, access the
area, being covered either by exemption (in the case of taxi drivers) or, theoretically,
by business expenses.

7.5.2 Decisions

The driver behaviour model - outlined in Chapter 3, and developed during Chapter
4, 5 and 6 - aimed to represent the process by which individuals decide on a route
between an origin and destination. It is at this point where this model of behaviour
is implemented within the wider agent-based modelling framework.

The process of implementing the behavioural model is somewhat guided by earlier
specifications of the overall agent-based model design. In the first instance, the model
is employed in only generating routes for those agents without navigation advice
(e.g. private vehicles). These agents are generated at specific locations within the
simulated region, according to the trip generation model, as described in 7.3.1. The
spatial knowledge of these agents is defined, in line with the method described in
Chapter 6, by assuming that these agents live at their point of origin. The route
selection process follows that description detailed in 5.5, with route decisions based
on their limited spatial knowledge.

There does remain a level of undefined heterogeneity within these models, however,
specifically associated with the agent’s experience. An agent’s experience impacts
upon the detail of their spatial knowledge relative to their origin location. As defined
in Chapter 6, the extent of their knowledge may be related to the length of time
they have spent at that location, with the spatial knowledge generator intended to
replicate the temporal process of cognitive map generation. In defining experience,
one must maintain a grasp on the distribution of experience within the population of
agents in London.

Gaining access to such information is not, however, without difficulty. Primarily,
no mainstream indicators nor descriptions of these trends were found. In addition,
while a question on this subject was asked during the survey of drivers, these responses
are expected to be of particular susceptibility to sampling bias, given that the majority
of participants involved in the study came from the university, indicative of a greater



7.5. THE AGENT 279

Figure 7.6: Normal probability distribution of agent experience

tendency for recent immigration to the area. As a result of a lack of data in this
respect, it was decided that the specification of experience across the population is
drawn from a broad probability distribution. For this purpose, a normal distribution
seemed a reasonable assumption, considering its applicability toward a range of social
phenomena.

The normal distribution was specified over a 40 year period, covering the variations
in spatial knowledge defined earlier. Without prior evidence, the mean and standard
deviation were estimated as 10 years in both instances. This distribution generates a
fairly even spread of experience among the population, slightly skewed towards lower
lengths of time spent in a given location, indicative of the transient nature of the
city. The resulting distribution is shown in Table 7.6, with agent experience drawn
according to this function.

7.5.3 Actions

With all movement actions handled at the Interactions level, and the agent’s decision
processes described separately above, no further actions require specification.
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7.6 Chapter Summary

In building a comprehensive agent-based model of urban traffic dynamics, this chapter
has integrated the model of driver behaviour, developed during the course of this
thesis, within a wider simulation environment. In reaching this point, the meth-
odological framework outlined during Chapter 3 has been achieved. An advanced
model of driver behaviour - integrating elements of spatial cognition and bounded
rationality - has been implemented within a traffic simulation model. It remains to
be seen whether this model configuration represents a practical advancement upon
conventional simulation approaches.

In reaching this process, a design framework, for the specification and construction
of an agent-based model, has been introduced. This framework aims to capture the
most important facets involved in the design of an agent-based model, remaining
broadly applicable across a range of disciplines.

The framework has been applied here to the development of the agent-based model
of urban traffic dynamics. In developing this simulation, a number of additional
methodological advances were required. The introduction of a hybridised method for
agent-based simulation was described, focussing model development towards the most
important aspects of design - in this case, route selection decisions - in order to enable
large-scale expansion. The hybrid methods introduced here have been demonstrated
to be of considerably greater computational efficiency than alternative approaches.
The capacity estimation methods developed here too, in establishing route capacity
from patterns in traffic data, represents an important advancement too. Without
these auxiliary developments, the execution of the complete agent-based model would
have been restricted.

Yet, clearly, the most important aspect of any agent-based model lies in the defin-
ition of agent behaviour. Within this model, a range of agent profiles are designed,
each designed to behave in different ways. Of greatest importance, due to their
highest volume, are those agents utilising the route selection mechanisms developed
during Chapters 5 and 6. The integration of these models, along with a raft of ad-
ditional attributes, mostly drawn from the survey stage described in Chapter 4, has
been detailed at length. The population of agents derived from the behavioural rules
described during this chapter is intended to fall as close to real-world patterns of
behaviour as possible.

With the completion of the agent-based model, the next and final stage of this
thesis involves its full evaluation. Only at this point it will be determined whether the
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integration of more sophisticated models of agent behaviour translate to an demon-
strable improvement upon conventional predictions of traffic dynamics.
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During this, the final substantive chapter, the full evaluation of the agent-based
modelling framework developed during the course of this thesis is described. Through
this detailed exploration it will be determined how accurately the model represents
real-world traffic dynamics. This stage of the work represents the final piece in the
jigsaw with respect to model development. While considerable efforts have been made
to develop a model well-founded in both navigation research and observed behaviours,
only full evaluation of the model against real-world phenomena can completely judge
the efficacy of this approach.

As George Box helpfully reminds us - ‘Essentially, all models are wrong, but some
are useful’ (Box & Draper 1987, p. 424) - and so where developing a model, one must
remain prescient to the fact that many human systems - particularly those involving
choice and subjectivity - will always remain unpredictable to a certain degree. Where
modelling a system, while striving for a strong fit with reality, more realistically one

282
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instead seeks to minimise the overall error between predicted and observed behaviours.
In view of this point, in assessing the value of this particular model, it is more
pertinent to examine how well it performs relative to alternative approaches. Asking
the question as to whether the approach represents a better fit with reality than
other leading methods. This is particularly important in this case, where the model,
as described in Chapter 7, sits at the base of a modelling process, incorporating
exogenous trip generation, modal choice and trip distribution models. Controlling
for these external representations, and the range of additional intricacies that are
impossible to fully capture within a model, one can examine the relative improvements
offered by each different approach.

Within this chapter, therefore, the predominant focus is placed upon evaluating
the relative benefits offered by this approach relative to alternatives. The chapter
will begin, therefore, in describing the alternative models to be implemented along
side the complete framework. The real-world averaged datasets to be used as a basis
for comparison will be outlined, with the methods by which the comparison is made.
The chapter will then address full evaluation of the ABM according to this evaluation
framework. The chapter concludes with a discussion of the evaluation results.

8.1 Evaluation Methodology

This short section on methodology outlines the framework within which the model
evaluation will be undertaken. It outlines the bases by which the complete modelling
framework will be judged - first, describing the alternative models against which the
evaluation will be based, then second, outlining the real-world datasets to be used in
evaluation. This section will also outline some of the technical elements associated
with the execution of the evaluation, aspects that introduce constraints upon the
extent of the evaluation process.

8.1.1 Comparative Models

In addition to the complete model framework, implemented as designed in Chapter 7,
two amended designs are additionally considered for purposes of comparison during
the evaluation.

The first design replaces the complete driver decision process - consisting of the
route choice mechanism, bounded by a cognitive knowledge of space - with a model
extracted from conventional transportation literature. For this evaluation, a discret-
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ised version of the Dynamic Traffic Assignment (DTA) model was implemented. This
model was selected as it is widely accepted within the transportation domain, in-
corporated within the most popular road transport simulation packages (PTV 2013,
Paramics 2013, TSS 2013). It may be executed in both aggregate and disaggregate
form, allowing comparison across simulation scale, and is furthermore currently used
by Transport for London within its traffic flow simulation models.

The approach, as was discussed during in 2.2.1, assumes all individuals select
the least travel time route from their origin to their destination, based on prevailing
conditions on the road network. The route choice of the individual is based on the
conditions on the road network at their time of departure (Chiu et al. 2010). Its
implementation with the wider ABM framework is therefore relatively simple. Route
selection is based on a Dijkstra’s shortest path algorithm (Dijkstra (1959)) across the
road network, using the current travel time as an edge weight. Thus, as the simulation
proceeds, and road travel times alter, the shortest path from a given origin-destination
pair will change too. All agents are thus assumed to have complete knowledge of the
road network, and of the conditions upon the road network, in advance of planning
their route. All other elements of agent behaviour and overall design remain the same.

The second alternative model makes only a simple change to the agent behaviour
modelled within the complete framework. In order to evaluate the significance of the
role of the cognitive map element of the model, within this second representation
this aspect of behaviour is excluded. All motorists are assumed to hold complete
knowledge of the road network. Agents will continue to utilise the route selection
model developed in Chapter 5, but all heterogeneity in spatial knowledge will be
removed. All other aspects of the agent and general model design are as detailed
within the Chapter 7 framework.

8.1.2 Evaluation Tools

The evaluation process is undertaken in two stages - first, examining the overall
statistical fit that each model offers with reality, then second, through an exploration
of deviations in spatial distribution of trips with reality.

In undertaking the first stage of evaluation, four widely-used statistical approaches
are employed, each of which provide an alternative insight into the performance of
each model. Through implementation of these tests the identification of the overall
best performing model, regardless of exogenous factors, can be achieved. The tests
to be used during this phase, and their reason for inclusion, are as follows:
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• Mean Absolute Error (MAE) - MAE measures the magnitude in error in pre-
diction regardless of its positive or negative direction. In this case the absolute
difference between observed and predicted behaviours is calculated for each road
segment, and a mean across the entire road network extracted. A result is re-
turned in the original units in which the metric was calculated. The lower the
MAE, the better the model fits with observed behaviours.

• Root Mean Squared Error (RMSE) - RMSE is derived by firstly squaring the
prediction error for each road segment, then calculating the mean of the entire
sample, before finally taking the square root of this mean. This approach, in
contrast to MAE which averages out all error, indicates the magnitude of errors,
accentuating the larger differences between observed and modelled behaviours.
A considerably greater RMSE value above the MAE would indicate a large
variance in error.

• Mean Absolute Percentage Error (MAPE) - MAPE offers an alternative view-
point on absolute error, calculating the percentage that the MAE accounts for
relative to observed data. This is calculated once more across all road segments
and a mean taken. Importantly, this approach is scale-free, not represented
in its original units as MAE is, and so enables cross-model and cross-attribute
comparisons.

• Mean Error (ME) - In contrast to MAE, the mean error is a signed indicator
of difference between the modelled and observed datasets. In taking this mean,
one can identify whether there exists any systematic skew within the error
distribution, something that may be indicative of wider issues. An unskewed
distribution of signed errors will attract a mean of around zero. In all cases
these are calculated as the modelled value minus the observed value.

Following the establishment of the best performing model according to these meas-
ures, spatial analyses - like those used in Chapter 4 - will be utilised to examine dis-
tributions and residuals in modelled flow. This stage will, as has been demonstrated
previously during this thesis, help in identifying locations of significant deviation,
providing an improved explanation of the relative performance of each model. In
contrasting each approach too, one can identify fully how these models differ in their
spatial manifestation, as opposed to simply theoretically. The spatial analyses will
furthermore examine temporal variation in traffic dynamics, identifying how patterns
change over time according to each approach.
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8.1.3 Evaluation Datasets

Two real-world datasets are employed to evaluate the performance of each agent-
based model, both targeting separate element of the model performance. Of greatest
importance is an assessment of traffic flow. The predominant focus of the complete
ABM framework developed across this thesis has been upon improving the repres-
entation of route selection behaviours. These behaviours are best reflected in the
overall traffic flow distributions predicted by the model, and thus its correlation with
real-world traffic flow represents the most important stage of evaluation.

The second dataset employed in evaluating these models addresses correlations
with real-world travel speed, providing an indication of the formation of congestion.
A travel speed ratio is utilised, providing a relative indicator of observed travel speed
in relation to free flow speeds on each road segment. The ability of the model to
accurately reflect actual travel speeds is expected to be somewhat less convincing
than traffic flow results, however, mainly due to the focus of model development.
Of particular significance is the absence of the complete representation of the traffic
infrastructure, particularly traffic lights and priority junctions. Inter-lane friction is
furthermore ignored, an important element at certain junctions. Thus, travel speed
variations will demonstrate there there is friction between agents at junctions, but
may be not be fully predictive of wider trends in travel speed.

8.1.3.1 Traffic Flow Dataset Preparation

The traffic flow evaluation stage utilises a dataset of traffic counts, recorded during
the course of 2011, provided by Transport for London. This dataset, while spatially
the most detailed traffic flow dataset available, only provides data for 16729 road
segments of the 70761 segments within the study zone, representing movements along
only the main roads in the area. Although these routes can be expected to pick up
the majority of flow through the study zone, in view of this limitation, during the
evaluation each model, the traffic flow modelled on and outside this network will be
detailed.

The flow data is provided for each segment on an averaged hourly basis, by travel
period. As will be recalled from 7.3.3, the trip distribution model utilised for this work
described trips generated during a weekday morning peak period, and so traffic flow
data relating to this same period is used. Average hourly flows during the morning
peak period for each road segment are extracted and, in order to align these directly
with the simulation, divided to represent averaged flows over just 22.5 minutes of this
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Figure 8.1: Available traffic flow counts on 16729 road segments within study zone, across
an averaged 22.5 minute period during a weekday morning

period. For example, an average flow of 200 vehicles per hour would be reduced to 75
vehicles. Traffic flow across each link is extracted during the course of the simulation,
deriving a directly comparable value.

Figure 8.1 presents the a spatial distribution of traffic flow on the select 16729 road
segments within the study zone, for the comparable 22.5 minute time period. Areas
of the network indicated in grey are indicative of where no traffic flow data exists.
Through this representation one can observe how the the most voluminous flow of
traffic is observed to along the wide-spanning arterial routes around the outside of
central London. The routes to the east of central London, particularly the A12, A13
and Blackwall tunnel areas, indicate the highest levels of traffic flow, while to the west,
the A40 and A4 routes appear to attract the most significant levels of traffic flow. In
central London, one can once more observe how the previously identified ‘attractor’
locations of Euston Road, Park Lane and Embankment pick up large proportions of
centrally bound traffic flow.
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8.1.3.2 Travel Speed Dataset Preparation

Travel speed data is derived from GPS floating car movements during the course
of May 2011, provided again by Transport for London. This dataset is again finely
grained spatially, but only within a limited extent of the road network. In this case,
the dataset is limited to 16102 road segments, consisting once more of the main routes
through central London. It is thought, however, like with the traffic flow data, that
this network represents the majority of movement through the study zone, something
that will be tested for during the evaluation.

The original dataset is provided in the form of averaged travel times at each road
segment by hour of day. For the purposes of this work, in view of the modelled
trips being generated during the morning peak period, data pertaining to the first
hour of this period - namely, 7am to 8am - is extracted. Using this dataset along
with the given lengths of each road segment, the average speed during the traversal
each segment can be simply calculated. Finally, to counteract variations in speed
limits across the network, from the averaged speeds a relative speed ratio is derived,
consisting of the observed speed over the free flow speed (taken as the speed limit).
Speed ratios are derived in the same way within the simulation and compared against
these data.

Figure 8.2 shows the areas covered by the travel speed dataset, along with vari-
ations in derived speed ratio data. Once more, areas coloured in grey are indicative
of where no comparable data exists. Through this representation one can observe the
lowest relative speeds falling around central areas, particularly along Euston Road
and Park Lane in central London. Many of the arterial routes into central areas are
also observed to experience the worst reductions in speed away from free flow. It
is noticeable also that the well-known morning bottlenecks to the north and south
of Blackwall tunnel are demonstrable. Speed reductions are furthermore apparent
around many intersections between major routes.

8.1.4 Model Execution

The development of the ABM followed the conceptual framework outlined during
Chapter 7. Implementing this model within the Repast Simphony framework, how-
ever, required a number of additional technical considerations beyond those planned
within the framework.

Of primary concern was an issue of how to handle the vast scale of the model. The
modelling over 100000 distinct agent entities requires the handling of a large volume of
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Figure 8.2: Available averaged speed ratio data for 16102 road segments within the study
zone, for a weekday period between 7am and 8am

data, produced on-the-fly and to which access is required throughout the simulation.
Each driver agent is not only granted a wide range of attributes, they maintain an
individual node-based representations of their environment, and a current route plan.
It is the recording of the cognitive map and route plan of many individuals that
represented the greatest challenge during model execution, with each representing
arrays of potentially hundreds of string-based identifiers, and thus requiring a great
deal of disk space.

Three approaches were tested towards the handling of the cognitive map and
route plan data. The first involved recording these data with the simulation itself,
and therefore within the RAM allocated for the model. The volume of RAM re-
quired for this approach was identified to be insufficient given the restrictions of the
computational resources available to the project, slowing the model down to unac-
ceptable levels. The second approach investigated the use of an external database
for the recording of these data. This solved the space problem in principle, but in
reality, the speed of the read-write mechanisms involved in database access, even
where utilising a fully indexed database table, were far too slow given the volume
of operations required. As such, the final approach employed towards this issue in-
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volved the recording of these data ‘on-the-fly’ to local hard disk. In employing this
approach, at the creation of each simulation, agent cognitive map and route plan data
were written to local text files. On requiring access to this data, this file would be
accessed and parsed for the information. It was found that while this approach re-
quires a significant amount of disk space (around 10 Gigabytes of hard disk space for
each simulation), the read-write times were significantly better than those required
for external database access.

The second important challenge raised during the evaluation process was the re-
quirement of model replicability. Given the stochasticity inherent within the model,
multiple executions of the model would be required to fully explore the complete vari-
ation within the approach. Given the large memory requirements of the simulation,
the model was executed in parallel using the UCL Legion distributed computing envir-
onment, enabling the simultaneous execution of the model using multiple standalone
machines. This amendment to the implementation, away from the simple desktop
environment, introduced additional complications. Of particular significance was the
data read-write process described above. It was identified that the concurrent execu-
tion of multiple instances of the simulation placed considerable strain on the server
disk space where the cognitive map and route plan data was stored. Through re-
peated experimentation, it was found that only a maximum of ten simulations could
be executed simultaneously while maintaining an acceptable simulation speed1. In
view of these restrictions, each model was executed ten times, with a view to utilising
the averaged results for comparison against real-world traffic patterns.

8.2 Model Evaluation

The three alternative implementations of the agent-based model - one incorporating
the complete behavioural framework, the second assuming dynamic user equilibrium,
and the third, excluding subjective cognitive maps - were evaluated according to the
framework outlined above.

8.2.1 Traffic Flow

As was described earlier, the assessment of traffic flow distributions represents the
most important stage of model evaluation. The complete modelling framework de-

1The Legion server specifies a maximum processing time of three days, preventing an acceptance
of the additional data processing speeds
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veloped during this thesis has been done so with a view to improving the status quo
in road transportation modelling towards the representation of behaviour. As such,
the performance of this model in relation to the ‘representative’ of these alternatives,
namely Dynamic Traffic Assignment, will be central to this evaluation process. Like-
wise, in testing this framework, it is important to test its sensitivity of the model
to the presence or otherwise of heterogeneous spatial knowledge, one significant, yet
unvalidated aspect of the overall framework.

Averaged representations of both observed and modelled traffic flow data are used,
drawing from spatial representations and equivalent temporal extents. As discussed
earlier, the spatial extent of the observation data makes up only a limited extent of the
entire simulated road network. These routes do, however, represent the main routes
within the study zone and it was hypothesised that they attract on average high
volumes of traffic. Extracting the mean traffic flow on both the evaluated and non-
evaluated portions of the road network, as shown in Table 8.1, it would appear that
this is indeed the case. It is important to note, however, that the relative difference
is reduced, however, where one also considers the total traffic flow on the respective
sub-networks. This illustrates that these minor roads still play an important role in
shaping overall traffic flows.

Model Description
Evaluated Network Non-Evaluated Network

Mean Flow Sum Flow Mean Flow Sum Flow

Complete Model 243.361 4.072 million 21.839 1.180 million
DTA Model 267.543 4.477 million 18.797 1.016 million
No Cognitive Map Model 271.802 4.549 million 24.617 1.329 million

Table 8.1: Mean and sum traffic flow on the evaluated 16735 and non-evaluated 54026
road segments

8.2.1.1 Statistical Analysis

The statistical analysis phase of the evaluation quantifies the degree to which each
model replicates real-world traffic flows according to the four tests outlined in 8.1.
The results for each of the tests, for each model, are shown in Table 8.2.
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Model Description
Evaluation Measure

MAE RMSE MAPE ME

Complete Model 195.878 271.769 66.037% -118.066
DTA Model 227.979 306.630 76.906% -93.876
No Cognitive Map Model 200.055 279.138 69.648% -89.619

Table 8.2: Evaluation measures of model performance by traffic flow prediction

Taking the Mean Absolute Error (MAE) results to begin with - providing a direct
indication of the error in traffic flow prediction - one can observe that the com-
plete model framework performs better than both alternative approaches. Relative
to the DTA approach, the complete model represents a 14.08% reduction in mean
error across the entire model, indicative of a significant improvement on the DTA
approach towards modelling traffic distribution. Removing the heterogeneity in spa-
tial knowledge, assuming a complete knowledge of the road network topology, mean
error increases slightly, by 2.13%. While this trend may only be indicative of only
the minimal influence from the introduction of heterogeneous spatial knowledge, it
is important to recall that it is outside of the main routes structure, those involved
in this assessment, where one would expect to observe the greatest gains in accuracy
from the inclusion of knowledge heterogeneity. Its incorporation, after all, aims to
capture the treatment of spaces local to the individual in a more detailed way. Simil-
arly, in focussing largely on non-residential areas of London, the study zone will not
fully capture large discrepancies in local movement behaviours, as many agents drive
to central London location from outside of these zones.

Model performance in terms of Root Mean Square Error (RMSE) should be con-
sidered in relation to MAE. Primarily, its higher value indicates there is a variation
in errors within the model, something entirely expected, however in being consist-
ently only slightly higher than MAE it is indicated that there are few extremely high
errors within each model. With its lower overall error, these results are again indic-
ative of the complete model framework offering a better representation of real-world
phenomena than alternative representations.

The Mean Absolute Percentage Error (MAPE) results provide additional indica-
tion of the trends highlighted so far, namely that the complete modelling framework
introduces less error than alternative representations. These figures do, however,
provide an insight into the extent of the gap from reality that remains. A certain
level of error will always continue to exist, but this indicator provides a comparat-
ive basis from which further improvements (e.g. to the cognitive map generation
algorithm, or trip distribution model) may be made.
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The final measure of signed Mean Error (ME) does produce one additional in-
teresting trend, indicative of a systematic difference in modelled and observed traffic
flow. The consistently negative scores suggest that traffic flow is under-predicted in
each simulation. While this effect is not observed to impact any particular model
more than any other, it is demonstrable of a wider systematic issue. The cause of this
may be attributed to two factors, both associated with the trip distribution model.
First, and likely of greatest significance, within this simulation, only trips starting or
ending within the simulation study zone are generated. The reasons for doing so were
discussed earlier, but this measure would reduce a considerable portion of through
movements across this space. This effect is likely to be particularly strong around
the Blackwall Tunnel region, which offers final road crossing of the River Thames
in east London before the M25, and may be expected to attract trips starting and
ending outside of the study zone. A secondary reason for this discrepancy may be
associated with the trip distribution model itself. This model is the product of a
wider modelling process with its own behavioural limitations. Further investigations
would be required to fully determine the nature of the discrepancies inherent in this
model, a factor outside of the remit of this project.

In summary, the statistical analysis has demonstrated that the complete model
of driver behaviour, designed during this thesis, translates to an improved prediction
of traffic flow relative to alternative modelling approaches. The inclusion of hetero-
geneous spatial knowledge is determined, through this process, to offer only limited
benefit towards the prediction of traffic flow. There are indications that the influence
of this addition may not be fully captured on the limited sub-network available for
evaluation. While notable issues have been identified with respect to the wider mod-
elling framework, the results, at least from the perspective of entire model fit, appear
promising.

8.2.1.2 Spatial Analysis

The analysis of spatial variation in traffic flow distribution represents an additional
highly important aspect of model assessment. While the statistical approach provides
a summary measure of model fit, only by mapping traffic flows and differences can
one explore the reasons behind these trends. This process is approached from two
perspectives. Firstly, overall traffic flow patterns are explored, both in terms of the
distribution of flow and of the spatial differences between modelled and observed
datasets. Following this, dynamic variation in traffic flow patterns are explored,
describing how traffic flow changes over time during the course of the simulation.
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Figure 8.3: Simulated traffic flow distributions, using cognitive modelling approach

Overall Traffic Flow

Spatial distributions in traffic flow over the complete course of the simulation provide
an insight into the types of areas deemed most attractive according to each beha-
vioural model. In this section, the traffic flow trends produced by each model are
explored, before spatial deviations between these representations and with the ob-
served traffic flow data are detailed.

Simulated Traffic Flow In examining first the simple traffic flow distributions
generated through each modelling approach, one can observe some similarities across
each representation. These visualisations are shown in Figures 8.3, 8.4, and 8.5, with
each adopting the same colour scaling to enable comparison. It may be observed
that the largest concentrations in traffic flow, in each case, are shown to utilise the
routes circling central London, as well as some of the straight corridors moving into
central London. There are broad indications, from these representations, that the
wider systems of trip distribution play an important role in shaping traffic patterns.
Through their distribution limiting somewhat the options available.

It is apparent in each model that, relative to the observed traffic flows detailed in
Figure 8.1, these approaches neglect movements on some of the main routes in and
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Figure 8.4: Simulated traffic flow distributions, using DTA modelling approach

Figure 8.5: Simulated traffic flow distributions, without heterogeneity in spatial knowledge
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around central London. Compared to observed trends, traffic flow would appear to
be reduced along the A1203 and A13 corridors to the east (labelled A in Figure 8.3),
and the A4 and A404 routes to the west (labelled B and C in Figure 8.3). This would
appear to provide a reason for the skew in Mean Error observed earlier, and align
with the reasoning presented there, namely that not enough of through-flow of traffic
is captured within the study zone.

Around the common patterns in traffic flow, some interesting deviations between
models are noticeable elsewhere. It is clear that, particularly outside of the very
central areas, the DTA approach simulates a considerably reduced distribution along
minor routes than indicated by the complete framework approach. It is indicated
through these representations that the DTA approach models individuals utilising
the main routes on a much greater scale than the approach developed during this
thesis.

Deviations from Data In order to explore the deviations between the modelled
datasets and observed trends, a better visualisation approach is required. In Figures
8.6, 8.7, and 8.8, these deviations between observed traffic flow and those modelled
through each alternative approach are highlighted, pinpointing the exact locations of
highest discrepancy.

Each model demonstrates a similar picture, with there being indication once more
of the significant role of the trip distribution model. Each model is indicated to
over-predict traffic flow around central London, while under-predicting traffic flow
along the corridors to the east and west. This follows the indications highlighted
above. Beyond this, interestingly, each model furthermore demonstrates a deficit of
movement along the Embankment route to the south of central London (labelled
A in Figure 8.6), instead modelling traffic flow passing along routes through central
London. Being in a location less susceptible to the influence of through-moving traffic,
this may be an indication of a limitation with respect to the model of route selection.
It is interestingly, however, a limitation shared by each approach.

Deviations between Models Considering the clear and consistent influence of
the trip distribution model in shaping the predominant patterns of movement, it
is perhaps more compelling to address deviations between each modelling approach.
While all models do express demonstrable similarities in overall traffic flow, important
deviations may be observed away from the highest flowing routes.

It was noted earlier, in detailing the broader differences in traffic flow between
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Figure 8.6: Spatial deviations between observed and modelled traffic flow, using the
cognitive modelling approach, where green hues indicate higher modelled flow, red hues
indicate higher observed flow

Figure 8.7: Spatial deviations between observed and modelled traffic flow, using the DTA
modelling approach, where green hues indicate higher modelled flow, red hues indicate
higher observed flow
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Figure 8.8: Spatial deviations between observed and modelled traffic flow, without the
inclusion of heterogeneous spatial knowledge, where green hues indicate higher modelled
flow, red hues indicate higher observed flow

the complete framework and the DTA approach, that the former approach modelled
a greater volume of traffic along some of the minor routes within the study zone.
In visualising these differences, as demonstrated in Figure 8.9, this effect is very
clear. Although strong similarities can be observed in central London, across the
study zone the DTA approach models much more movement along major routes,
with the complete approach more comprehensively distributing traffic onto a range
of alternative routes.

In view of the overall efficacy of the approaches outlined earlier, it can be concluded
that in distributing traffic flow in this way, the complete framework better represents
traffic flow across the entire road network. While movements outside of the main
routes may represent a smaller fraction of the overall traffic flow, it is important
not to underestimate their role in shaping the wider transport dynamics. Traffic
flow along minor routes does not only draw traffic away from the main routes, but
furthermore introduces new frictions at junctions with main routes. These trends
would otherwise be neglected through alternative modelling methodologies.

Moving over to comparing the role of complete versus partial models of spatial
knowledge, as shown in Figure 8.10, substantially less overall deviation is observed.
In removing partial spatial knowledge, however, one does observe a consistent shift
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Figure 8.9: Spatial deviations in traffic flow distributions between the cognitive framework
and DTA modelling approaches, where green hues indicate higher traffic flow according to
the cognitive model, and red hues indicate higher flows according to the DTA approach

towards many of the main routes. This would appear somewhat contrary to expect-
ations given that agents, with their complete topological knowledge, may feasibly be
more likely to take shortcuts away from main routes than those with restricted know-
ledge. It would appear, instead, that in many cases these routes represent the most
efficient paths from origin to destination, regardless of variations in spatial knowledge.

The influence of restricted spatial knowledge is clear in certain locations, however,
where alternative ‘known’ routes are otherwise considered attractive. Of particular
note is the area around the Rotherhithe tunnel (labelled A in Figure 8.10), which,
to agents with complete spatial knowledge, this does not feature as an attractive
selection. Similarly, the influence of reduced knowledge of routes is demonstrable
along certain routes to the north-west and north-east of the study region, where
‘better’ routes presumably exist for agents that know of them.

Overall, therefore, the effect of limiting spatial knowledge appear to be localised.
However, local effects remain important and, once more, in view of the wider model fit,
this addition may be viewed as positively contributing towards the overall prediction
of traffic flow distribution.
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Figure 8.10: Spatial deviations in traffic flow distributions between models with and
without subjective models of spatial knowledge, where green hues indicate higher traffic
flow according to the cognitive model, and red hues indicate higher flows according where
subjective cognitive mapping is removed

Dynamic Traffic Flow

Static representations of traffic flow only indicate distributions following the whole
of the simulation. Extracting data at different points throughout the simulation can
provide an additional insights into traffic patterns. In the case of traffic flow, one can
observe how flow increases and decreases over time across the study zone, indicative
of slowing traffic speeds or of changes in demand. Given its limited temporal scope
of this simulation, while some change in demand may be observed at the local level,
large scale shifts are more likely to be associated with a drop in throughput resulting
from slowing travel speeds.

To investigate patterns in changing traffic flow, comparative visualisations are
drawn up that highlight the largest deviations in flow at different points during the
simulation. During the course of the simulation, following a warm-up period, traffic
data was collected over five-minute periods for the remainder of the simulation. The
time periods utilised for data collection purposes were defined as follows:

• T1 - Collected from minute 10 until minute 15.

• T2 - Collected from minute 15 until minute 20.
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• T3 - Collected from minute 20 until minute 25.

• T4 - Collected from minute 25 until minute 30.

For the purposes of this work, changes in traffic flow between each pair of successive
time periods are assessed. During this section of the evaluation, given the minimal
influence of cognitive map removal, only the complete framework approach and DTA
model are examined.

Within the visualisations developed for this analysis, deviations in flow are indic-
ated by colouration, with green tones suggesting increasing flow from one period to
the next, and red tones indicating decreasing flow. Strong greens and reds indicate
change above 2.5 standard deviations from the mean change.

Cognitive Model Traffic Flow Dynamics Figure 8.11 presents the changes in
traffic flow between the each pair of time periods. As one can observe from the first
figure, describing changes between T1 and T2, there appears to be a general increase
in traffic flow across the entire study zone, with a particularly high increase on routes
surrounding central London. The trend is not universal, however, with indications
of a slight decrease in flow in the region to the east of central London, north of the
Blackwall tunnel.

Moving to the next figure, describing deviations in flow between T2 and T3, it is
striking to observe a solidification of the reduction in traffic flow around the Blackwall
tunnel area (indicated with A in Figure 8.11b). Traffic flow decreases are significantly
greater around this area, and have seemingly spread across the network to encompass
nearby roads too, leading all the way into central London.

The final figure suggests that traffic flow decreases further where moving from T3
to T4, although at a somewhat reduced rate. The demonstrable issues around the
Blackwall tunnel region have not improved, but do not see additional large decreases
either. Conditions in central London have, however, seemingly deteriorated relative
to traffic flow during T3.

DTA Model Traffic Flow Dynamics Examining the averaged traffic flow dy-
namics within the DTA model enables an examination of how this alternative rep-
resentation of behaviour is manifested through dynamic changes in traffic flow. The
visualisations of these deviations between time periods are shown in Figure 8.12, and
follow the same conventions as described above.

In the first deviation map, describing changes in traffic flow between T1 and T2,
one can observe similar trends that described by the cognitive model. Traffic flow is
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(a) Deviations betweenT1 and T2 (b) Deviations betweenT2 and T3

(c) Deviations between T3 and T4

Figure 8.11: Deviations in traffic flow between time periods during cognitive model sim-
ulation
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(a) Deviations betweenT1 and T2 (b) Deviations betweenT2 and T3

(c) Deviations between T3 and T4

Figure 8.12: Deviations in traffic flow between time periods during DTA simulation
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shown to increase in central London, while large decreases are observed again around
the Blackwall tunnel junction to the east. By comparison, however, these reductions
in flow are clearly greater around this region, indicating a faster reduction in traffic
throughput associated with congestion within the region. Other large reductions are
also observed to the north-west of the region, across a number of main routes in the
region. These more immediate reductions in traffic flow may be indicative of the
higher utilisation of these main routes by the DTA drivers, as indicated too in Figure
8.9.

Moving onto the second deviation map, between T2 and T3, in contrast to the
same period observed above, a decreased rate of traffic flow reduction is observed
across the map. Indeed, further reductions are observed around Blackwall tunnel,
with higher reductions around central London, but these do not carry the same relat-
ive drops as observed within the cognitive model at the same stage. Large increases in
traffic flow are, conversely, observed along some west London routes. While it is not
clear from the available data, these increases may be indicative of drivers respond-
ing to congested route conditions on certain roads. Driver agents within the DTA
simulation do, as was detailed earlier, maintain a complete knowledge of prevailing
network conditions during route selection.

Into the final deviation map, describing changes between T3 and T4, one once
more observes a reduction in flow along some of the main routes. Central London
appears particularly badly affected at this stage, with the north side of the Black-
wall tunnel appearing furthermore badly affected. Relative to the cognitive model
approach at the same stage, traffic flow appears to be fairing significantly worse in
north-west London.

It was indicated earlier how simulations generated through both the cognitive and
DTA approaches towards driver behaviour lead to the generation of similar trends
in overall traffic flow. As has been shown within these analyses, however, these
similarities in trends do not appear to hold consistently throughout the simulation.
Consistent temporal variation in traffic flow can be observed between each approach.
This viewpoint therefore better demonstrates the importance of the underlying model
of behaviour - defined in one way, one observes certain patterns at one time, defined
in another way, matching trends may occur at a significantly earlier or later time
period. Small deviations, such as these, can be vitally important in planning network
interventions over time, and thus it is important they are captured correctly. Unfor-
tunately, available traffic flow datasets are not available at a fine enough temporal
scale to offer insight into the applicability of each model in this respect.
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8.2.2 Travel Speeds

The prediction of travel speeds represents an alternative way of evaluating the verity of
each simulation approach. Interactions between vehicles lead to a reduction in travel
speed and eventually, given the right conditions, to the formation of congestion. In
assessing travel speeds in this evaluation, patterns of congestion formation will be
extracted for each simulation and compared against real-world travel speed data. It
will be possible to establish, according to each approach, its ability to capture actual
travel speed patterns across the road network.

This stage of evaluation is presented, however, with certain important caveats.
One important factor in shaping real-world travel speed is transport infrastructure,
specifically traffic control measures. Within this simulation, traffic lights and priority
junctions are not integrated. Instead, junctions are treated as ordered queues, where
drivers act completely cooperatively in ensuring the individual that arrived first at the
junction also leaves first. Transitions between junctions are, furthermore, assigned
a maximum time cost of 0.5 seconds, considerably less than might be reasonable
expected. These elements is clearly not representative of actual on-road dynamics,
but are a design necessity through lack of data relating to traffic control infrastructure
and junction type. Nevertheless, junction interactions will cause delays as the over-
saturation of traffic prevents the traversal of individuals from road segment to another.

In view of these issues, and of the general greater focus of the thesis on predicting
traffic flow, travel speed evaluation is afforded lesser significance during this evaluation
phase. The assessment process adopted during the evaluation of traffic flow will,
however, be broadly followed once more.

8.2.2.1 Statistical Analysis

The four statistical tests of model error between the simulation predictions and actual
patterns of travel speed are detailed in Table 8.3. These tests indicate that each model
follows a very similar pattern, with some sizeable differences in between observed and
modelled results. The MAE and RMSE results demonstrate a consistent yet large
error from observed results, shared across each modelling approach. The MAPE
results demonstrate further the extent of this error, falling considerably far from the
observed data.
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Model Description
Evaluation Measure

MAE RMSE MAPE ME

Complete Model 0.478 0.533 179.143 0.471
DTA Model 0.478 0.533 179.005 0.473
No Cognitive Map Model 0.479 0.534 179.823 0.474

Table 8.3: Evaluation measures of model performance by speed ratio prediction

Only the Mean Error (ME) tests provide some serious insight here, demonstrating
that a clear skew exists in results across the board. The positive value in errors
produced here shows that travel time ratios are over-predicted within the model,
indicating that travel times are modelled as considerably quicker than they are in
reality. This issue is indicative of the absence in traffic infrastructure, noted above,
that would naturally reduce travel speeds below free flow speed across the network.

Clearly, where such considerable overall skews in modelled datasets exist, the
relative benefits of each approach may not be expressed at this scale. Spatial analyses,
in this respect, will highlight the positive local trends and deviations within each
modelling approach.

8.2.2.2 Spatial Analysis

Spatial analyses of speed data is aimed at providing a better indication of variations
in speeds across the network, according to each modelling approach. As was outlined
during the assessment of traffic flow data, the method by which the individual is
represented not only reflects their route selection, but furthermore the evolution of
macroscopic traffic dynamics. In this section, therefore, a greater focus will be placed
upon understanding how each approach shapes the reduction in speed across the
network and, where appropriate, the formation of congested conditions.

Given the dynamic nature of travel speed variation, compared to that of route
selection, spatial patterns are assessed in their changes over the course of the simu-
lation. As such, no comparable real-world dataset is available for evaluation for this
stage. However, relative differences between the full cognitive model and alternative
representations are once again of key focus.

Travel speed ratios provide an indication of the speed on each road segment relative
to the free flow travel speed. A decrease, therefore, away from one would indicate
a reduction in travel speed, and the indication of high inter-vehicular friction. In
exploring these patterns, average travel times for each road segment are captured at
five different points throughout the simulation. These extraction points correspond
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to 10, 15, 20, 25 and 30 minutes of simulation time. The progression of travel speeds
across each period is intended to provide insight into the evolution of travel speeds
within the simulation, and how these vary across the study zone.

Cognitive Model Travel Speed Dynamics Figure 8.13 presents visualisations
of travel speeds at each time point according to a fixed colour scale. The lower the
value of the speed ratio, the slower the relative travel speed is along that section of
road.

Examining the variation across each image, one can begin to extract some com-
pelling trends. The reductions in flow identified around to the north of the Blackwall
tunnel, in particular, are matched by a reduction in speeds as the simulation pro-
gresses. It is demonstrable that these reductions in speed spread across the network,
building outwards from one junction only. After ten minutes, only a small reduction
in local speeds can be seen, but twenty minutes later, these speeds have reduced
around the local area, spreading up across the A12, to the north, and A13, to the
east of the initial point of friction (labelled A in Figure 8.13e).

This spreading effect of congestion is observed elsewhere too. These locations
appear indicative of ‘pinch points’, where high volumes of traffic converge on a single
location, reducing the viable throughput of the junction. Of particular interest is
the southern entrance to the Blackwall tunnel, a known point of heavy congestion
during the morning peak period. In addition, certain junctions in central London
appear particularly susceptible to congestion, causing its extension to nearby routes.
Holborn Circus (labelled B in in Figure 8.13e), Bank and the Bishopsgate junction
with Wormwood Street (labelled C) appear to perform particularly poorly in central
London, causing a sweeping congested effect across the City area. Elsewhere, other
localised congested conditions appear at the Hammersmith roundabout (labelled D)
in west London, and in Fortune Green in north-west London (labelled E), at the
junction between the A41 and A598. In these instances, delays begin at these main
junctions then spread outwards to surrounding areas.

Addressing the wider trends, reduced travel speeds are apparent across many of
the main routes around central London too. Slower speeds are shown along many of
the busiest routes, particularly those too heading in and out of central areas. Lower
speeds appear to be more associated at interactions with minor roads, where other
traffic attempts to merge in. This is indicative of the role that minor routes play
in shaping wider traffic dynamics, being suggestive of the importance of maintaining
these routes within the wider simulation.
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(a) Relative travel speeds after 10 minutes of
simulated time

(b) Relative travel speeds after 15 minutes of
simulated time

(c) Relative travel speeds after 20 minutes of
simulated time

(d) Relative travel speeds after 25 minutes of
simulated time

(e) Relative travel speeds after 30 minutes of
simulated time

Figure 8.13: Average travel speed during simulation, using cognitive modelling approach
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DTA Model Travel Speed Dynamics The DTA approach generates a somewhat
different set of travel speed dynamics to that of the cognitive model, and are presented
in Figure 8.14. Primarily, in their noticeable differences, this is a demonstration of
the importance of evaluating the spatial patterns within these trends, in addition to
summary statistics.

One can observe from these results that, once again, this process of congestion
spreading from particular ‘pinch points’ is once again an important factor shaping
travel speeds. Once more, travel times are shown to reduce around the Blackwall
tunnel early on into the simulation, with the effect spreading out onto nearby roads
as the simulation progresses. Unlike the cognitive approach, however, this effect is
also viewed strongly in the north-west of the study area, at the junction between the
A41 and the A598 (labelled A in Figure 8.14e). While this effect was observed within
the cognitive model, the effect is considerably stronger here, with a much wider spread
of congestion during the course of the simulation. This trend is once more indicative
of the importance of the behavioural model in shaping traffic dynamics.

Yet in spite of these localised areas of congestion, one does not appear to observe
the same levels of congestion spread in central London. While travel times do appear
to reduce in general, the heavy loading of particular junctions is not as apparent as
it was with the cognitive model. This effect is most likely to be associated with the
nature of behavioural definitions. Given that, according to the DTA model, individu-
als make a route selection based on travel times at their point of departure, these
individuals can avoid locations with increasing congestion. This effect, while inherent
across the entire simulation, is perhaps more apparent here given the vast number
of alternative routes afforded by the density of street connectivity in central London.
In this sense, individuals mitigate against congestion through their knowledge of pre-
vailing travel times. As discussed earlier, this does not, however, reflect a realistic
representation of how individuals truly select their routes. It is, therefore, another
compelling example of how the definition of individual behaviour can influence the
dynamics of traffic patterns.

Examining, finally, the explicit differences in travel times between the cognitive
model and the DTA approach - as shown in Figure 8.15 - one can pick up on some of
the same trends identified here. Greater levels of congested traffic speeds are observed
within the cognitive model approach in central London, but furthermore around both
approaches into the Blackwall tunnel. The DTA model demonstrates significantly
lower average travel speeds at the A41/A598 junction, an area noted earlier as having
high levels of congestion. Across the entire study area, as one observes how reduced
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(a) Relative travel speeds after 10 minutes of
simulated time

(b) Relative travel speeds after 15 minutes of
simulated time

(c) Relative travel speeds after 20 minutes of
simulated time

(d) Relative travel speeds after 25 minutes of
simulated time

(e) Relative travel speeds after 30 minutes of
simulated time

Figure 8.14: Average travel speed during simulation, using DTA modelling approach
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Figure 8.15: Deviations in travel speeds between cognitive model and DTA models

speeds are predominantly associated with the cognitive modelling approach, there
exists further indication of the influence of DTA-led drivers responding to negative
conditions during the course of the simulation.

No Cognitive Model Travel Speed Dynamics The removal of heterogeneity
in spatial knowledge offers an additional perspective on the influence that behaviour
holds on shaping dynamics. While many of the trends in speeds associated with
model take on a familiar shape, as can be observed across the images in Figure 8.16,
there are some important differences from the full cognitive model.

The most significant deviation between the two representations is that, without
the cognitive map element, there appear to be generally lower levels of congestion
across the map, and reduced spread away from problem areas. Indeed, while similar
patterns are noted around Blackwall tunnel (labelled A in Figure 8.16e), Hammer-
smith roundabout (labelled B), at the A41/A598 junction (labelled C), and in central
London, the severity of these problems appears somewhat reduced. One does not ob-
serve, at all, the same levels of congestion in central London, as observed within the
full implementation of the cognitive model.

The shapes of these differences do, however, appear to run contrary to the dif-
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(a) Relative travel speeds after 10 minutes of
simulated time

(b) Relative travel speeds after 15 minutes of
simulated time

(c) Relative travel speeds after 20 minutes of
simulated time

(d) Relative travel speeds after 25 minutes of
simulated time

(e) Relative travel speeds after 30 minutes of
simulated time

Figure 8.16: Average travel speed during simulation, without heterogeneity in spatial
knowledge
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Figure 8.17: Deviations in travel speeds between bounded and unbounded agent-based
models

ferences observed with respect to traffic flow. There is noted that, by removing the
spatial knowledge element, an increased flow of traffic was observed in central Lon-
don, above that of the complete model. Here we observe that this increase in traffic
does not correspond with a likewise reduction in travel speeds. In moving once more
to directly comparing deviations between the model outputs, as is shown in Figure
8.17, one can more clearly observe how travel speeds are significantly lower across
central London where heterogeneous spatial knowledge is incorporated, in spite of
the reduced traffic flow.

While one can not fully discount sampling issues where comparing the two data-
sets, the consistent nature of this trend, in spreading across central London, does
warrant contemplation. As has been discussed, integrating limited levels of spatial
knowledge, limits the agent in their ability to select routes. These agents will be
restricted to certain pathways only running between high level nodes. Conversely,
agents with a complete knowledge of the network, may pick any combination of nodal
pairs in reaching their destination. This wider range leads naturally to wider spread
of routes among agents. This allowance of the selection of more meandering routes
through central London may result in an increased general traffic flow, but reduce the
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friction at major junctions. This is dynamic of traffic that bounded agents, in being
restricted to only a few paths, are unable to avoid.

8.3 Chapter Summary and Discussion

The purpose of this evaluation has been to assess the advantages and disadvantages of
the models of driver behaviour developed during the course of this thesis. The primary
interests of this evaluation has lied in identifying the relative benefits (or limitations)
of this approach relative to an alternative conventional model, and examining the role
of major elements of this approach. The assessment has been approached through a
comparison with real-world averaged datasets, relating to both traffic flow and travel
speeds, providing indication of the fit according to each approach.

Of primary interest throughout this analysis was the prediction of traffic flow. It
is therefore important to first of all note the significant improvement in performance
of the cognitive model in relation to the established DTA approach with relation
to this measure. Within the context of a highly influential spatial arrangement of
trips enforced by the trip distribution model, a 14% reduction in error from the real-
world dataset represents an important improvement. This confirms one important
expectation of the model, in that, by better modelling the human navigation process,
one can better capture unfolding patterns in traffic flow.

In the same way, the role of integrating heterogeneity in spatial knowledge within
the agent model cognition was assessed. The argument for the integration of element
of behaviour did not appear to be so compelling, with only a 2% improvement on flow
prediction achieved through its introduction. However, in later exploring travel speed
patterns, it was raised how this unbounded model of behaviour may allow the selec-
tion of unrealistic, over-specified routes, contributing to traffic flow counts, but not
realistically representing the movement of vehicles along certain pathways. The large
mix of route selections allowed according to this unbounded model instead ensured an
overall reduction in inter-vehicular friction, and so reduced levels of congested traffic
flow. This factor has not been fully verified, due to a lack of dataset for evaluation.

Naturally, there remain a number of areas of concern with respect to the complete
agent-based model. The low traffic flow simulated along the Embankment route
in central London is of particular note, with too great a flow seemingly indicated
through central London routes in preference. This would highlight the apparent deficit
of consideration for congested road conditions at certain times. The Embankment
route, for instance, generally represents a significantly quicker passage through central
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London than those routes favoured to the north. However, many of the largest errors
were found along some of the main through routes, known to allow vehicles to pass
across the study zone. As discussed, the configuration of the model will not capture
these important journeys, thus further work is required to address this aspect.

One limitation of the whole evaluation process was that relating to speed vari-
ations. It was clear from this stage that each model failed to fully predict widespread
patterns in travel speeds, vastly under-predicting delay on the network. The reasons
for this may be attributed to the trip distribution model or the macroscopic simula-
tion of roadway dynamics, but are most likely associated with the absence of traffic
control structures. Future work must focus on better representing the role of these
features in determining traffic speeds.

In spite of the limitations of this approach, a range of interesting patterns were
drawn from this stage of the analysis. Of greatest significance, both to this model
and more widely, was the demonstration of how small changes in the specification of
driver route selection does not only influence the flow of traffic, as would be expected,
but furthermore the nature of unfolding patterns of congestion. While deviations in
traffic flow were naturally expected from a change in driver behaviour, the strength
of deviations in travel speeds were not. It was also notable that, due to the scale of
these trends, being only localised, that their significance only became apparent when
considered spatially. At which point, the strength of differences between each model
approach became clear.

In the event, the complete cognitive model of behaviour was demonstrated to per-
form well, predicting the emergence of congestion in central London and at known
‘pinch points’ across the network. Of these locations, the complete cognitive model
was the sole approach able to identify the formation of queuing at the southern en-
trance to the Blackwall tunnel, a renowned problem area during the morning peak
period. This approach was furthermore the sole approach able to capture the forma-
tion of congestion at some of the important junction in central London, such as Hol-
born Circus and Bank junction. Alternative approaches appeared to enable improved
mitigation of congestion, whether it be via the adaptation to prevailing conditions,
in the case of DTA, or a greater heterogeneity in route selection, where unbounded
agents were used. An important next stage must involve establishing a reliable data-
set, offering high enough spatial and temporal granularity to ensure a fuller evaluation
of these patterns.

In summary, the complete model of driver cognition does, one can state from the
tests undergone during this evaluation, generate a better overall representation of
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traffic flow than the DTA method. The influence of spatial knowledge within this
model is questionable, with only marginal gains achieved, but wider improvements
could well be made through the integration of a more advanced, validated repres-
entation of cognitive space. One limitation of the evaluation process has been its
limitation to only a subset of the entire road network. It might be expected that the
bounded nature of spatial knowledge may play a more important role in areas away
from major routes, where some individuals hold local knowledge and others do not.
This is a factor that can not be tested using the available datasets, however.

One final important aspect that has not been discussed thus far, however, is how
one judges the qualitative nature of the model. From one perspective, the complete
model of driver cognition may represent an over-complication of behaviour. It may
be said that a DTA-derived route, or similar, in spite of its noted limitations, repres-
ents a good enough representation of behaviour, but with a simpler implementation
process. Alternatively, one might view the model as a more intuitive representation
of behaviour, more reflective of actual preference and bounded knowledge, based on
a number of simple rules. This perspective may point to the fact that demonstrably
small changes in behaviour do lead to significant changes in local conditions. In
fact, it is these small gains that allow the better prediction of the important outly-
ing phenomena that define a system. While, furthermore, the 14% improvement in
prediction error represents a significant enough improvement to warrant further ex-
ploration using this modelling framework. On this, the reader may decide which side
of the argument they lie.
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This thesis has sought to introduce a fresh perspective on the subject of simulating
urban road traffic dynamics. While the area has a long and rich history in transport-
ation studies, the work introduced during this thesis demonstrates that there remains
considerable scope for the advancement of this field of research. Through a combin-
ation of data analyses and the incorporation of research into human behaviour from
across a range of academic disciplines, a model of urban traffic dynamics has been
developed that represents a clear advancement upon conventional approaches.

During this final chapter, a summary of the most important findings of the thesis
will be detailed, highlighting the implications these findings may hold for future re-
search. The major contributions to research introduced during the thesis are then
summarised, along side the numerous novel methodological contributions that have
enabled the completion of this work. A critique of the methodology employed during
the course of this work will then be offered, outlining how things might have been
done differently. Following this, ripe areas for future research within this area will be
explored, before the final conclusion of the thesis.
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9.1 Review of Thesis Findings

The stated overall aim of the project, as outlined in Chapter 1, sought to develop an
agent-based model of urban road traffic dynamics, built from a descriptive represent-
ation of the behaviour of individual drivers. The achievement of this aim required
the completion of five objectives. In this section, the research findings and wider
implications associated with each objective are described.

Objective 1: Review conventional approaches and methodologies towards the repres-
entation of movement behaviours on urban road networks, drawing from both trans-
portation and other disciplines. Critically assess the fundamental behavioural assump-
tions inherent in these approaches.

The achievement of objective 1 was described during the literature review in Chapter
2. The review explored conventional approaches towards the modelling of traffic dy-
namics emerging from both traditional transportation studies and alternative research
domains.

In assessing the state-of-the-art in urban road traffic simulation, it was highlighted
how many existing approaches towards the representation of traffic movement relied
on a principle of Wardrop’s First Principle of traffic (1952). This theory, and accom-
panying modelling approaches, asserts that traffic forms an equilibrium in travel time
through the unilateral route choices of multiple individuals. Intertwined within this
principle, and thus implemented within many subsequent models of route choice, lies
the assumption that individuals maintain a complete knowledge of the road network,
are fully knowledgeable of prevailing travel times, and base route choice solely on
the basis of minimising economic cost. A number of authors were identified to have
raised concerns around the assumptions of driver behaviour inherent within these
approaches.

The second area of research sought to identify the conventional research around
the cognition of space and behaviour in urban areas. It was shown how a wealth of
research has stressed the importance of bounded representations of spatial knowledge
in shaping decisions and movements in the city. Other research has sought to describe
how mental constructs of space influence route choice. Behavioural evidence and
accompanying conceptual representations of decision point-based routing have been
described by a number of authors (Pailhous 1970, Kuipers 1978, Passini 1981, Gopal
et al. 1989), with an indicative that hierarchies in spatial representations shape these
decisions (Hirtle & Jonides 1985). More recent research has identified the role of
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regionalisation in urban areas in shaping route choices within virtual environments
(Wiener & Mallot 2003, Wiener et al. 2004).

Although convincing and potentially useful with respect to this thesis, a range of
limitations were identified with these interpretations of behaviour. One significant
limitation lies in the sparse practical implementation of these principles within the
urban context, with no descriptions were found linking representations of knowledge
and behaviour to real-world datasets. Another limitation was highlighted in that
many of the experiments from which these principles were derived utilised only small
samples of individuals, usually conducted within controlled or virtual environments,
again raising questions of its applicability within the urban context. Both of these
obstacles would have to be overcome in implementing these models within a simulation
of urban movement.

One final existing limitation was identified with respect to the absence of any
link between models of spatial behaviour and conventional interpretations of human
decision-making under uncertainty. In view of this final point, the final section of
review introduced literature pertaining to general theories of utility and decision-
making. This section focussed particularly on how limited knowledge and uncertainty
can cause an individual to deviate widely from optimal decision-making. With the
considerable wealth of evidence behind these approaches, it was suggested that these
approaches may too form a basis for describing decision-making within the urban
realm.

The review of literature outlined during the completion of objective 1 highlighted
deficits in existing models of individual movement. It is on the basis of the findings
from this review that the methodological framework, presented in Chapter 3, for the
execution of the rest of the thesis was developed.

Objective 2: Explore the viability of all existing representations of movement be-
haviours identified in objective 1, through the quantitative examination of observed
routing behaviour.

The completion of objective 2 was described in full during Chapter 4, where a sub-
stantial volume of observed route choices were utilised in establishing the accuracy
of those models identified during objective 1. The achievement of this objective in-
volved applying multiple data analysis techniques to the route choice patterns in
nearly 700000 polyline-based routes across London, United Kingdom.

This research began by exploring correlation between these observed behaviours
and those assumed behaviours identified during Chapter 2. By comparing observed
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routes against a range of optimal routing algorithms that individuals do not consist-
ently select the least distance or least travel time route. In view of these results, with
no single, clear methodology driving route choice, discrete choice modelling was em-
ployed to establish the combination of attributes that an individual may optimise in
route choice. Through this approach an array of weighted attributes were extracted,
with weights established to best describe the properties of selected routes, relative
to a set of alternatives. This process was not, however, wholly successful, with a
model generated with a relatively poor fit with observed data, incorporating attrib-
utes not expected to feature strongly in route choice. In view of the ambiguity created
through this process it was identified that an alternative approach to understanding
route choice was required.

The greatest progression with respect to the completion of objective 2 was achieved
through the spatial analysis of route choice. While these analyses demonstrated
that individuals do generally seek a direct route from origin to destination, it was
highlighted that particular locations exert an unexpected influence in shaping route
patterns. It was indicated that these locations form the basis for route choice, and
appear to be the cause of the sub-optimality in route choice described earlier. The
influence of urban structure was further demonstrated by observed asymmetry in
route choice, influenced by the direction of travel between two given locations. Unlike
many conventional understandings of route choice, a large level of heterogeneity in
choice was also noted, driven by the selection of certain features within the urban
realm.

The findings generated during the completion of this objective yielded the com-
prehensive set of preferences that would be required during subsequent route choice
model development.

Objective 3: Design and develop a model of individual route choice that aligns with
findings generated during objective 2 and other conventional research of the cognitive
process of navigation in urban areas, including the incorporating the role of subjective
knowledge of space.

The model of route choice was developed during Chapter 5 and 6, in line with the
model of driver behaviour outlined in Chapter 3. This research built on the findings
generated during the completion of objective 3. This model of driver behaviour asserts
that individual route choice behaviour is led by a route choice decision process, based
on a set of preferences and subjective understanding of the urban road network. In
subjectifying the route choice process, this model aligned with the bounded rationality
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perspective with respect to choice behaviour.
The development of the models of route choice, as described in Chapter 5, reshaped

the perspective from which route choices are made. Based on the findings generated
during Chapters 2 and 4, a hierarchical, topological representation of the road network
was developed. This model, based on a junction hierarchy, and the first identified
in the literature to be derived from real-world GIS datasets, sought to capture the
key points at which choices are made during route choice. The development of this
representation shifted route choice from a road-to-road basis to one that considers
node-to-node traversal.

Three models of route choice were developed during Chapter 5, focussing on the
process by which node-to-node route choices are undertaken. Each model represented
an incremental improvement upon the previous approach. The approaches developed
as part of this work can be conceptually summarised as, firstly, probabilistic, second,
econometric, and then finally, third, heuristic. In the development of each model, a
strong model fit with an evaluation subset of the routing data utilised during Chapter
2 was sought.

While the probabilistic and econometric approaches realistically replicated inter-
nodal coupling, the strength of these connections too often skewed the entire route
choice process. Node-to-node movement, it was observed, often weighed too strongly
in preference to achieving the overall aim of reaching a trip destination. It was
determined that route choice must be constrained within a regional definition, shaping
node-to-node movement within a wider spatial structure.

This additional process was incorporated through the generation of functional
regions on the road network. Utilising observed routing patterns between nodes, a
community detection mechanism was utilised to derive a set of regions within the
topological network. The regions generated through this process, it was noted, effect-
ively encapsulated the important locations utilised during route choice, as identified
during the analyses in objective 2. The final route choice mechanism therefore integ-
rated this regionalised representation of the road network, using it to broadly shape
subsequent stages of route choice. This final model of route choice therefore focussed
on the selection of regions connecting origins to destinations, where, it was found,
only a few simple rules, known as heuristics, could predict effectively the majority
of region-to-region selections. It was decided that this final model, representing the
first known implementation of bounded rationality methodology within a route choice
model, would be incorporated within the broader agent-based modelling framework,
representing individual route choice.
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Route choice preferences only represent, however, one aspect of the model of driver
behaviour. Chapter 6 detailed an approach towards the modelling of heterogeneous
spatial knowledge, representing how routing decisions are bounded by subjective un-
derstanding of the world. For this purpose, a model was developed that modelled
how an individual might build a mental construction of the urban environment. This
model sought to predict how an individual’s knowledge of space is influenced by their
home location, the nature of their activities and their experience of living in a given
location. This model of spatial knowledge was based on the generalised topological
representation of the road network utilised in route choice models.

The final result of this process was a set of spatially constrained representations
of spatial knowledge, based on the topological representation of the road network.
These restrictions in knowledge were intended to shape the decision-making ability of
individuals, describing how individuals make different choices based on their previous
experiences. The limitations of the approach developed at this phase of research were
noted, and will be highlighted further in 9.3, but were deemed a necessary factor for
truly understanding behavioural heterogeneity of individuals within the road network.

Objective 4: Design and build an agent-based model that incorporates those models
of navigation and heterogeneous spatial memory developed during objectives 2 and 3,
ensure that the model is scalable to ensure full representation of wide scale traffic
dynamics.

Objective 4 bought together the various strands of research detailed over the course of
the thesis, within an encompassing agent-based modelling framework. As described
during Chapter 7, to support the development of this model, a framework for agent-
based model design was outlined, before being propagated with the case of the large-
scale urban road traffic simulation.

At the broadest level, the process of defining the agent-based model considers its
spatial and temporal extents, in addition to its position and interaction with external
systems. Therefore, during this stage the spatial area of the simulation was set, in
addition to its temporal limit. In line with the specifications of this objective, the
spatial area defined covered a considerable area of London, incorporating all road
segments within this region. The model’s utilisation of a predefined trip distribution
model was also detailed, describing its representation of traffic flow between areas
during a weekday morning peak period. The disaggregation of trip distributions
into four broad types of individual motorist was discussed, and the definition of the
behaviours of these different types of agent outlined.
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The definition of agent behaviour, naturally, represents a highly important ele-
ment of the design of the agent-based model. Thus, significant attention rested upon
the integration of the model of driver behaviour, outlined in Chapter 3, within the
agent-based modelling environment. The utilisation of the driver behaviour model
for each type of agent was outlined. Along side these models were definitions of
behaviour relating to external influences, such as navigation device usage, advanced
traffic information and re-routing procedures - definitions informed through survey
data described in Chapter 4.

Yet, in addition to the definition of agent behaviour, a number of important addi-
tional elements of design must furthermore be considered, incorporating elements that
support the construction of the entire agent-based model. Given that one facet of this
objective was to ensure that the model covered a wide area, a novel approach towards
the hybridisation of the agent-based model was introduced. This combines detailed
representations of agent cognition with a road segment-based generalisation of traffic
dynamics. This significantly reduces the computational power required from the sim-
ulation, enabling the expansion of the model to cover a substantial area of central
London. This representation, furthermore, required data pertaining to the maximum
capacity of each road segment. This dataset was not available to the project, and so a
novel method was presented for the calculation of these estimates through utilisation
of traffic flow and travel time data. Both this model of capacity estimation, and that
relating to the hybridisation of the agent-based model, represent model elements that
may potentially carry utility in conceptual or practical application elsewhere.

Objective 5: Evaluate the agent-based model within a real-world context, compar-
ing predictions against observed traffic dynamics and those generated by mainstream
traffic modelling approaches.

The completion of objective 5 was detailed during Chapter 8, where the full imple-
mentation and evaluation of the agent-based modelling framework outlined in Chapter
7 was described. Of particular focus during the execution of this objective was the
performance of the model against conventional simulation models of traffic flow. As
such, during the course of the evaluation, a mainstream approach drawn from trans-
portation studies - namely, Dynamic Traffic Assignment (DTA) - was implemented
for comparative purposes. In order to furthermore address the sensitivity of the com-
plete behavioural framework, a third agent-based model was implemented, granting
agents unrestricted knowledge of space, and so removing this element of heterogeneous
spatial knowledge from agent behaviour.



9.1. REVIEW OF THESIS FINDINGS 324

Each of the three models were evaluated according to their ability to predict
real-world traffic flow and travel speed dynamics on the London road network. For
this purpose, averaged datasets were prepared for comparison on a matching subset
of the modelled road network. Each model was then evaluated, by both measures,
according to the degree of error from the observed behaviours indicated at the end of
the simulated period.

Considering the focus of the model, with regard to the specification of an improved
route choice mechanism, greater stock was placed in the traffic flow evaluation results.
From this phase of tests, it was identified that the complete modelling framework,
incorporating the descriptions of routing behaviours developed in Chapters 6 and 7,
generated 14.08% less error than the DTA representation. This indicated a significant
improvement by the new framework in comparison to conventional approaches. The
removal of heterogeneity in spatial knowledge demonstrated a 2.13% increase in error,
suggesting the negligible influence of this facet of the model, with respect to traffic
flow. However, it was suggested that the inclusion of this element of the model is
more likely to manifest in local, neighbourhood-level dynamics in traffic flow. An
assessment of changes in traffic flow during the course of each simulation was also
offered, through the extraction of data at different intervals during the simulation.
This phase demonstrated how flow varied considerably over time, indicating how the
changes in the behavioural model not only impact aggregate patterns, but furthermore
influence the nature of dynamic variation.

Each simulation was demonstrated to consistently over-predict the speed of traffic
within the simulated region. The most likely reason for this, it was suggested, was
the lack of implementation of traffic control infrastructure, such as traffic lights and
priority junctions. As a result, correlations with real-world datasets generally fared
poorly. Nevertheless, it was possible to extract some interesting meaning from each
approach where dynamic patterns were observed. It was demonstrated how consider-
able differences in modelled travel speeds could be identified in localised areas of the
road network across each model. While a summary comparison with travel speed data
does not offer much differentiation between models, local conditions continue to vary
widely. Interpretations of these deviations were discussed, with, it being noted, the
complete framework offering seemingly more realistic distribution of congested traffic
speeds, compared to alternative representations. This finding, although not quant-
itatively confirmed, goes some way to justifying the inclusion of spatial knowledge
heterogeneity within the model of agent behaviour.

In summary of the evaluation, it was concluded that the inclusion of the more de-
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scriptive models of driver behaviour, developed during the course of this thesis, repres-
ents an improvement upon existing approaches towards traffic simulation. Whether it
demonstrated through a statistical assessment of error or spatial examination of local
dynamics, it has been shown that through representing driver agents according to the
framework outlined in Chapter 3 an improved fit with real-world traffic dynamics is
achieved. Improvements on this method, naturally, can still be made - and these will
be outlined later in this chapter - but the results of the evaluation generated at this
stage indicate that this approach carries considerable promise.

In Chapter 3, in view of the findings generated during the literature review, the
following hypothesis was defined.

By modelling the behaviour of drivers on the road network in more detail, a
more accurate simulation of urban road traffic dynamics may be achieved.

As outlined above, during the thesis a more detailed representation of driver behaviour
was developed, aiming to better reflect the bounded nature of routing decisions on the
road network. This model of driver behaviour was integrated within an agent-based
modelling framework, and traffic dynamics generated through the actions and inter-
action of thousands of driver agents. As determined during the course of completing
objective 5, the traffic patterns generated through the agent-based model incorporat-
ing the new model of driver behaviour represented an improvement on conventional
approaches. As a result of these findings, it may be concluded that the hypothesis
has been proven correct.

9.2 Thesis Contributions

In Chapter 3, in outlining the methodological framework on which the thesis would
be completed, a number of elements of the model were identified as potentially novel
contributions to research. Following the successful completion of this framework, it
may be concluded that these contributions were successfully delivered.

By way of summary, these contributions are outlined below, with reference to
the point in the thesis at which these elements were completed. In addition to these
major contributions to research, the thesis made an additional range of methodological
contributions. These minor contributions, representing either novel developments or
new applications of existing methodology, and their position within the thesis are also
described below.
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• Chapter 4: Establishing new trends in route preference and identifying the role
of external information sources in influencing driver behaviour.

– Appendix A: Development of novel methodology for route estimation from
spatially and temporally sparse GPS points. Error handling conducted
through rule-based methodology.

– Section 4.1.4: Application of spatial analyses to the identification of route
choice behaviours.

– Section 4.2: Investigation of external factors influencing behaviours on
urban road networks, with results used in the definition of behaviour within
the agent-based model.

• Chapter 5: Development of a model of the bounded decision-making process
involved in route choice.

– Section 5.2: Development of a hierarchy node-based representation for
route choice, based on existing GIS data sets. Hierarchy intended to rep-
licate the degree of prominence of each junction in road network.

– Section 5.3: Development of spatially-adjusted Markov Chain Monte Carlo
(MCMC) approach for the modelling of route choice.

– Section 5.4: Application of discrete choice modelling for route choice upon
a node-based representation of space.

– Section 5.5: Development of a heuristic approach to the modelling of route
choice, building on conventional theories of bounded rationality.

– Section 5.5.2: Application of community detection methodologies to the
identification of functional regions of activity on the London road network.
Methodology captures areas of the road network used together.

• Chapter 6: Development of a model capturing variation in spatial knowledge
across a population of drivers.

– Section 6.1.1: Application of spatial interaction modelling to identification
of attraction towards local leisure regions, calibrated and validated using
survey data.

– Section 6.1.2: Development of methodology for replication of spatial learn-
ing through repeated exposure to node-based representation of space.
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• Chapters 7 and 8: Development of a large-scale agent-based model that im-
proves the prediction of urban road traffic dynamics on conventional approaches,
evaluated using real-world datasets.

– Section 7.1: Creation of a framework for the design and development of
an agent-based model.

– Section 7.3.2.1: Development of methodology for road capacity estimation
by combining travel time and traffic flow data sets.

– Section 7.4.1.1: Integration of agent-based modelling with macroscopic
traffic flow models, forming a hybrid approach to agent-based modelling
of traffic dynamics. Approach enables more scalable simulation, operating
with consistent levels of efficiency.

9.3 Critique of Methodology

It has been demonstrated how the work presented during this thesis has introduced a
number of novel and potentially important contributions towards the current literat-
ure base. Criticisms may, nevertheless, be drawn with respect to a number of aspects
of the execution of this work. These aspects will be highlighted here.

Representations of Space

Two novel representations of space were introduced during the development of the
route choice model in Chapter 5. The topological representation of space, derived
from the junction hierarchy within the Ordnance Survey ITN dataset, was intended
to replicate the process by which individual’s decisions and interpretations of urban
space are influenced by certain locations. The identification of communities within
this structure formed, latterly, the basis for the regionalisation of urban space, based
on the inter-connectivity of nodes indicated within route choice data.

The definition of each of these datasets could have been approached quite differ-
ently. The utilisation of junctions as a point on which all spatial decisions are made
is clearly limited. Other spatial elements - such as Lynch’s landmarks and bound-
aries, for example - are known to play a role in shaping decisions too, but have not
been integrated here. The hierarchicalisation indicated within the junction hierarchy
does not provide any firm indication of salience, and thus can not be proven to relate
directly with cognition of space.
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The regionalisation of the topological representation of space, although generating
some intuitive distinctions within the network, equally lacks a comprehensive associ-
ation with the true cognition of space. Regional definitions are likely to vary more
widely between individuals, being more fuzzy in exact definition. The method by
which these are generated contains a stochastic element, the model utilised through-
out this process only represents a single run using this process. These definitions are
furthermore formed based on the routing structure within the Addison Lee dataset.
This not only structures this representation towards the routing biases identified dur-
ing Chapter 2, but furthermore leads to a higher granularity of regional definitions in
central London than in outer London areas.

In addition, numerous other limitations associated with the methods by which
subjective spatial knowledge was synthetically generated were discussed in full in 6.3.

Route Choice Model

The route choice model incorporated within the overall framework of agent behaviour
utilised a heuristic model of preference, drawn from literature in bounded rationality.
One criticism of this approach may be drawn in that the nature of these models, being
structured through simple rules designed by the modeller, do not allow for the optim-
isation of the rule set. This, of course, aligns with the paradigm in which these models
were developed - namely that individuals are unable to make optimal decisions, being
bounded in their ability to do so. However, it is possible that other configurations of
similar rule sets may offer an improved representation of these selection behaviours
than those offered here.

Model Environment

While the representation of the road network utilised within the agent-based model
encompassed all road segments within the study area, it did not capture all features
accurately. As was demonstrated during Chapter 8, the absence of traffic lights
and priority junctions severely affected the prediction of travel speeds across the
network. Likewise, only a simple - albeit computationally efficient - model of vehicular
interaction was implemented, with certain aspects, such as interactions on multi-
laned roads, missing entirely. This design decision enabled the expansion of the
modelled area, but may have been detrimental to the accurate representation of on-
road dynamics.

The estimations of route capacity, derived through a method introduced during
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Chapter 7, may also represent a limitation of the overall model framework. While
based on observed trends in data, these estimates have not been fully validated,
given the absence of comparable datasets. Furthermore, given the spatial limitation
of the datasets utilised during this process, the capacity of many of the minor routes
within the study area were generated through simplistic assumptions. As such, while
deviations from reality may be relatively small, there are likely to remain errors within
this representation.

Derivation and Sensitivity of Minor Factors

During the description of agent behaviour in Chapter 7, a number of behavioural
factors beyond route choice were described. These related to aspects such as the
treatment of expected and unexpected congestion, usage of advanced traffic informa-
tion, and satellite navigation device usage. The evidence for these particular aspects
was derived from surveys detailed in Chapter 4. However, given only a sample of
just over 200 participants, and a potential sampling bias towards individuals based
at UCL (the majority of participants were alerted to the survey by an email to all
UCL students and staff), one may be dubious as to the wider applicability of these
results. The inclusion of another aspects - that of the agent’s experience of London -
was derived without consultation with any data, namely because no data existed on
the subject. This furthermore draws into question the suitability of these definitions.

During the evaluation stage, the influence of these factors was not investigated.
This was mainly due to the limitations in computational resources available to the
project, as described in Chapter 7, but also due to the scale of analyses that would
have been necessary to comprehensively test the sensitivity of each attribute. The
evaluation process did not relate solely to establishing the model fit with a single
evaluation variable, and thus such a large-scale process would have been highly time
consuming. It is thought that these factors would, however, only play a minor role in
shaping over traffic dynamics, in comparison to the tested factors, but, nevertheless,
this stands as a noted criticism of the work conducted.

Spatial Limitation

The framework presented here towards the simulation of traffic dynamics has only
focussed on the London case study. While many datasets were derived from existing
nationwide GIS datasets, that would enable their application to, at least, other UK
cities, the derivation of others would require datasets referring to new locations. As
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such, in its present state, the model may not be easily tested in other environments.

Trip Generation

The trip generation mechanism used within the modelling framework was provided by
Transport for London, representing the results from the third phase of the four-step
transport modelling process. The validity of any subsystem - such as the agent-based
model developed here - rests upon the validity of its super-system. This validity was
not ascertained during this work, and may, as is unclear at this point, represent a
cause of a large degree of the error in relation to real-world dynamics. The extent of
this effect was not determined during the thesis.

9.4 Areas of Future Work

The modelling framework presented throughout this thesis should only represent the
first stage of further research. There are a number of ripe areas of research clearly
open to further exploration, given the progress made so far. These areas of future
work are aligned with the two core models developed during the thesis - the modelling
of driver behaviour and the simulation of urban road traffic dynamics.

9.4.1 Modelling Driver Behaviour

Beyond the improvements on the existing model of driver behaviour, outlined above,
a number of potentially interesting extensions of this model should be considered in
future stages.

Incident Response

One clear further application of the simulation model developed here may lie in in-
cident and road closure analysis. Given the demonstrably strong behavioural model
developed during this work, it would be interesting to explore how traffic dynamics
evolve following road closures, using this modelling approach. There are, however,
further extensions of the model that would have to be considered. The individual per-
ception of the extent and prospective behaviours of others, in view of the perceived
location of the incident, would require some detailed consideration. The influence of
an individual’s perception of the behaviour of others represents an important aspect
of these phenomena.
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Risk perception

One important element seemingly missing from the existing models is the role of risk
perception on the part of the individual. Individuals are likely to account for the
risk of running into congestion along a road where structuring their overall route,
avoiding areas of high perceived congestion. As was observed during the evaluation
phase, a clear example of the absence of this factor was identified in central London,
where individuals selected routes through the riskier central London region, ahead
the reliable Embankment route to the south. An improved implementation of the
route choice model would account for the perceived riskiness of a region, based on
the experience the individual has with the location.

Regionalisation of Space

The limitations of the regionalisation method have been discussed in part earlier
on. But a clear progression one might wish to incorporate is the variability within
the modules generated during the community detection process. Through capturing
the full range of modules created across different iterations of the model, either an
averaged representation of regions may be attained, or a fuzzy boundary utilised,
enabling variations in perceptions of regions across the population.

The regions developed to this point do, however, only refer to on-road dynamics.
It would be interesting to explore how individuals mentally encapsulate real-world
regions, and how these are utilised during route choice. There has been little written
within the literature about how travel mode impacts upon the perception of a region.
By the same token, the influence of time, and how perceptions of regions or their
utilisation change over time, represents another ripe area for research.

9.4.2 Simulating Traffic Dynamics

There are a number of avenues by which the agent-based model of traffic dynamics,
developed during this thesis, may be enhanced and extended.

Traffic Infrastructure

Clearly, one important next development will involve the incorporation of traffic sig-
nals (including both fixed cycle and responsive signalling systems), priority junctions
and multi-lane routes. Reliable datasets are required, however, before these elements
may be attempted.
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It may, furthermore, be interesting to investigate the role of different behaviours at
traffic infrastructure. While the definition of many junctions will carry traffic priority
regulations, where these are not incorporated it may be interesting to investigate the
role of cooperative and non-cooperative behaviours, and their impact upon resulting
traffic flow.

On-Road Dynamics

To this point only limited models of on-road traffic dynamics have been explored. It
would be potentially interesting to explore other models within this domain, particu-
larly those that aim to capture some of the more sophisticated macroscopic patterns
in traffic behaviour (e.g. stop-start traffic waves), that play an important role in
determining route throughput.

Spatial-Temporal Extent

It is important that future iterations of this model strive to extent upon the current
spatial and temporal extents defined during Chapter 7. The more expansive the region
and more agents incorporated, potentially the greater the impact of heterogeneity in
spatial knowledge will be.

Additional Urban Environments

As mentioned earlier, one limitation of the approaches outlined during this thesis
are their reliance upon London solely as a case study. It is therefore important that
future work looks to other cities, not only for the purposes of further validation,
but also to explore how different urban structures impact on route decision-making
processes. While some elements of this model would have to be recreated for other
cities - including the node and region-based representations of space - most aspects
of the model can simply be applied within any other urban environment.

9.5 Final Conclusion

This thesis has sought to advance the behavioural representations of individual mo-
torists within the urban realm. In integrating better representations of the underlying
cognitive and behavioural processes that influence route choice, the aim has been to
improve the overall representation of traffic dynamics. In this respect, the results
have been very positive. Not only does the new model demonstrate a better overall
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fit with the real-world than alternative measures, it also appears to perform better in
predicting local patterns in traffic flow and congestion. As has been identified, there
remain a number of areas on which progress and improvement can be made, areas
which will preoccupy research activities over the coming years. It is hoped, however,
that the essential modelling approach, in addition to the numerous methodological
advances introduced during this thesis contribute decisively to the existing literature.
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Appendix A

Route Data Processing

The following appendix details the bespoke methods developed for the handling of
the Addison Lee data set. This stage of work sought to convert the original GPS
point data into segment-based routes, on which further analyses could be made. A
novel rule-based methodology was developed in order to handle the errors inherent
to this data set.

The main objective behind the processing of the raw movement data was the
extraction of accurate and reliable route selection data. Given the sizeable volume
of route records made available for the purposes of this analysis, in addition to the
noted inherent uncertainty associated with GPS-derived data sources, the focus of
this work was on establishing high quality output at the expense of guaranteeing a
high yield. The desired output from this work was the generation of a contiguous
collection of road line segments from the original set of movement data.

The raw datasets required for the extraction of a route from origin to destination
were originally provided in three separate tables, as described in Figure A.1. The
data was provided for the three-month period covering December 2010 to February
2011. During this time, Addison Lee executed 1.5 million jobs (origin to destination
journeys), generating over 300 million GPS point records and an additional 8.6 million
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Figure A.1: Raw data structures provided by Addison Lee, with indication of record
number relationships between tables
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records pertaining to driver activity. All three of these datasets were made available
to the project. The transition from these datasets to a processed set of routes followed
a two stage process, outlined below and summarised in Figure A.2:

1. Identify individual trips within the GPS dataset, using trip record data and
driver activity updates to identify the start and end points of each journey.

2. For each identified job, identify the most likely polyline-based route according
to the extracted sample of points. Carrying out error handling where necessary.

Road segment data was drawn from the Integrated Transport Network (ITN) road
dataset. This is the most comprehensive road dataset available in the UK, with all
roads recorded to high level of spatial accuracy. Within this dataset a segment is
created for each junction-to-junction road segment. A range of metadata was also
made available by Transport for London, including those describing road regulations,
tunnel and bridge locations, and road names. This data was integrated into the road
network representation to ensure the identification of valid routes.

A.1 Identification of Trips

The identification of trips within the GPS records table required the identification
of start and end points. The link between job records and the GPS points was
established through the driver status table. Statuses are updated by drivers using an
in-car device which communicates with the base depot. The intention of this is to
tell dispatchers whether the driver is available for or occupied with a job. The driver
is also able to indicate how near they are to finishing their current job. This system
appears to be followed by many drivers, but there are clear reliability issues with
respect to self-reporting issues, and so some uncertainty is inherent in this process.

As a result of this uncertainty, the status records were only employed in providing
a broad indication of temporal activity. On the first mention of a new job within the
status table, a wide-spanning time bracket was generated covering 2 hours either side
of the specified time, that it was estimated the job took place. Then, extracting the
origin and destination postcode from the address data for the specified job, the GPS
points at which the driver entered the origin and destination postcode regions were
identified. These points, marking the start and end of the journey, and points within
that time bracket, were marked with the job ID. This process was completed for each
job in the database.
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(a) Raw GPS Point Data

(b) Identification of Jobs

(c) Route Generated for each Job Undertaken

Figure A.2: Example of GPS route data processing for a single driver



A.2. ROUTES FROM GPS POINTS 352

(a) Demonstration of large variations in spa-
tial accuracy in built-up areas and at busy
junctions

(b) Demonstration of temporal recording ir-
regularity

Figure A.3: Two examples of data quality issues associated with GPS data, both satis-
factorily handled using rule set generated for data processing

Two key issues were identified with relation to data quality, at this stage. Firstly,
a number of jobs lacked a complete origin or destination address, specifically with
regard to postcode information. Considering the previously specified objectives for
this process, and the time required to identify origin and destination points, these jobs
were discarded at this stage. Secondly, other jobs were not referenced at all within
the status data table, thus breaking the link between job data and GPS data. Again,
the only option at this stage was to discard these jobs. The final number of complete
jobs made available, following this initial processing stage, was roughly 1.15 million,
with each job averaging 84.96 GPS points, with a standard deviation of 117.52.

A.2 Routes from GPS Points

The second stage of data processing focussed on the extraction of route line data
for each job set of GPS points. This stage of work presented a number of signi-
ficant technical challenges. Most importantly, movement data was provided with a
low temporal frequency, with GPS points recorded – at best – on an epoch of every
30 seconds, with lower frequency collection rates also regularly observed. Addition-
ally, as is common with GPS data obtained within the urban environment, the data
suffered from a variable degree of spatial accuracy, with points often observed tens
or hundreds of metres from the expected actual position. The effect of these issues is
best demonstrated through FigureA.3, which highlights examples of the spatial and
temporal inaccuracy identified within the GPS dataset.
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Despite the wealth of research on the subject of map matching - that is identifica-
tion of route data from a set of points - little research was found in the literature that
described established methods for managing point data with low frequency and high
spatial inaccuracy within an urban environment. Many current approaches rely on
high temporal granularity, using geometric approaches in establishing a path (Qud-
dus et al. 2007) through a spatially sparse road network. Of the relevant literature
identified, Yang (Yang et al. 2005) described a method that linked temporally sparse
points through a shortest distance path, with point-to-road segment snapping estab-
lished through proximity alone. This method, although not without merit, would
appear limited with respect to the Addison Lee data, relying on the assumption that
shortest distance paths are taken between points, while only applying a simplistic
point snapping procedure, an issue of greater significance where dense urban road
networks are involved. This latter drawback is the focus of other work, where the
issue of dense urban road networks is addressed (Ochieng et al. 2009, Marchal et al.
2004). However, such approaches rely on significantly lower temporal sparsity, using
geometric relations between points to establish similarity with road geometry, and are
thus of little use here. Without a clear and decisive approach towards this problem
already existing, it was decided that a new method for establishing the routes from
the GPS point data would be developed.

To handle the significant amount of processing required at this stage, a Java
application was developed for the batch processing of all jobs. The application was
designed to execute each job in three stages - initial point snapping, rule-based snap
verification and route construction. To ensure fast processing times, all GIS data
sources were loaded into spatially indexed memory locations.

A.2.1 Initial Point Snapping

The first stage of processing involves the identification of road line segments near to
each point. This process involves the loading of the raw GPS data for the given job,
creation of points at each coordinate and identification of the nearest road segments
surrounding each point. All roads within a 30 metre radius of the point are recorded
as potentially valid snap locations, with the nearest road specified as the primary
point to be inspected during the verification process.
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A.2.2 Rule-based Snap Verification

The secondary stage of processing introduces a rule-based approach to verification of
the proximity-based point snapping procedure. The rule set generated to handle this
process aims to eliminate many of the common errors identified within the dataset,
building on the context provided by previously verified portions of the journey data
(e.g. points verified prior to the point that is being assessed). Where the rules are
broken an amendment procedure is launched, described below, that aims to generate
an alternative snapping solution that fits within the parameters of the rule set. The
rules used during this process are as follows; they are executed in consecutive order
and operate on verifying the snap of the current point, n:

• Point Clustering Rule: If previous (n − 1) and next (n + 1) points snapped to
same road line segment, where point n is not.

• Angular Deviation Rule: If point n falls outside expected angular deviation
between previous (n− 1) and subsequent two points (n+ 1 and n+ 2).

• Road Name Rule: If point n does not share the common road name or number
as indicated by points n − 1, n + 1 and n + 2 (all nearby roads assessed for
unverified points).

• Counter One Way Rule: If point n snapped to road segment where designated
traffic flow runs in a counter direction of travel compared to travel angle between
n− 1 and n+ 1.

• Reversal Rule: If point n snapped to road segment where any subsequent move-
ment (towards point n+ 1) would have required the driver to turn around and
travel back in the opposite direction.

Where any of these rules are broken by the initial snapping action, the road segment
is disregarded and a snap is established with the next closest road segment. These
rules are then executed again, with the process repeating until a verified snap has
been established. Each amendment made in this way is counted and recorded along
with the route data. Where no amendment is possible (e.g. no valid snap can be
made), then point n is discarded.

During the course of the processing, the average number of amendments made to
jobs was 15.63, with a standard deviation of 13.24.
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A.2.3 Route Construction

The final stage of the process establishes the complete road line route between veri-
fied road segments. Connecting routes are established according to a principle of least
angular deviation, using a directed depth-first search approach (similar to that em-
ployed in the A* search algorithm), a specification selected for two reasons. Firstly,
with respect to the network weights, as highlighted during Chapter 2, angularity has
been said to represent a more realistic routing strategy than least distance routing.
Second, with respect to the search algorithm, a directed link-by-link route selection
strategy is computationally more efficient than one requiring repeated whole (or,
at least partial) network evaluation. This selection is particularly important where
dealing with large volumes of data processing.

During the route construction phase, a final verification mechanism is employed,
ensuring a reasonable route is constructed between verified segments. A path distance
limiter ensures that no path between two segments should exceed three times the
length of the Euclidean distance between the points. Should the identified path
exceed this, it is assumed that the point snapping process has failed. In such cases, the
snapping process, described above, is revisited, with the originally selected segment
eliminated from further consideration. Once a new snap has been made then the
route construction process will continue.

The nature of both verification stages means that, under certain circumstances,
attaining a complete path is not possible. In instances where there is a failure to
establish multiple verified point snaps, usually as a result of the aforementioned spatial
and temporal data quality issues, then the route construction algorithm will fail to
achieve a complete route. This loss of data although unfortunate, remains in line
with the primary objectives of achieving high quality results, above guaranteed yield.

The processing of the 1.15 million jobs was carried out using batch processing
within a distributed computing environment. The Legion cluster at UCL , a com-
puting cluster of over 5680 CPU cores, was utilised for the completion of this work.
This environment reduced processing time from a projected 2.5 years, if run serially
on a desktop PC, to around one week of processing time. The total number of routes
generated following this process, including the removal of erroneous jobs, was 690029.
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A.3 Validation

The process of deriving route data from the dataset of GPS points is not, as has
been shown, a simple exercise. The nature of the dataset, temporally sparse and
often spatially inaccurate, twinned with a snapping exercise within a compact urban
environment, required the development of a collection of novel techniques to ensure
a valuable output.

Validation of the resulting data is, however, problematic considering the lack of
ground truth on which to base any sort of statistical analysis. One does not hold an
exact representation of the route the driver took – the best that can be achieved is
a probable route. To provide some indication of the effectiveness of this technique,
further to the verification measures employed during the development of the route
construction algorithm, 50 routes and their original GPS point data were randomly
selected. Each of these routes were mapped and a visual evaluation carried out.
The constructed routes were assessed against the route indicated by the original
GPS points according to visual inspection. A route construction was deemed to be
acceptable where 95% of the journey was satisfactorily described by the route, with
no more than 5% of the total segments included erroneously. Instances of erroneous
selection were scored where road segments appeared in the path that would not have
been expected according to visual evaluation.

On observing these results, 48 of the 50 routes passed this benchmark for accuracy.
Of the two routes failing this test, it was noted the ratio between the number of
corrections made to the point data during the second stage of the processing, as a
fraction of the total number of segments was higher for the failing paths than those
others observed. Following the identification of this trend, further observation work
was carried out into this relationship between visual route quality and the correction
ratio. In total, a further 20 routes were reviewed for the quality of route construction,
with a ratio value of 0.4 identified as a suitable cut off point for safeguarding against
poorly constructed routes. All routes with a correction ratio above 0.4 were removed
from further analysis, reducing the total sample by a further 12618 to 677411.



Appendix B

London Regional Definitions

This section provides further detail with respect to the London regional definitions
as described during Chapter 4. This is intended for those who are unfamiliar with
the geography of London. Central zones are defined as those within the EC and WC
postal zones, inner and outer London are those areas defined by the Greater London
Authority (GLA), and all other regions are class as outside of London.
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Appendix C

Optimal Route Similarity Results

This appendix provides details regarding the degree of similarity between optimal
routes generated for analyses during Chapter 4. The main table making up this
section provides the mean percentage match between one generated route and all
other artificially generated routes, across all 677411 origin-destination pairs.

The figures in the table refer to the following optimising route generation methods.
These methods are fully described in 4.1.2.

1. Least distance.

2. Least free flow travel time.

3. Least angular deviation.

4. Least angular deviation constrained by distance.

5. Least angular deviation constrained by time.

6. Fewest turns constrained by distance.

7. Fewest right turns constrained by distance.

8. Fewest number of links.

9. Lowest descriptor term score constrained by distance.

10. Lowest descriptor term score constrained by time.

11. Lowest descriptor term score constrained by angle.

12. Maximise number of lanes constraining distance.

13. Maximise number of lanes constraining time.
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14. Maximise number of lanes constraining angle.

15. Fewest turns constrained by time.

16. Fewest right turns constrained by time.



Appendix D

Additional Spatial Analysis Case
Studies

This appendix presents two additional Case Studies that help form the findings of
the spatial analyses of route selection in 4.1.4.

Case Study D1 - SW3 to NW3

The case studies presented in Chapter 4 examined traffic flows between zones without
clear or direct connectivity. In this example, the two regions involved, SW3 and NW3,
are well connected via the Park Lane pathway and associated routes. The region
between these zones is subject to a number of route regulations that will necessitate
deviations in directional route flow, however, in examining this area, one seeks to
identify the extent to which heterogeneity continues to be observed. The SW3 and
NW3 regions are indicated in D.1, with the set of north-to-south running routes,
including Park Lane to the east of Hyde Park, clearly connecting the two districts.
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(a) Spatial Trip Distribution from SW3 to
NW3

(b) Spatial Trip Distribution from NW3 to
SW3

Figure D.1: Locations of SW3 and NW3 postal districts, with spatial distribution of
origins and destinations by direction

Examining the flow maps for travel in both directions, shown in Figures D.2
and D.3, in spite of the apparent direct connectivity of the two regions, one does
continue to observe heterogeneity within route selection in both directions. While the
two route sets spread out to a similarly-sized spatial extent, directional differences
continue, where heterogeneity appears more prevalent in southbound travel, where
two dominant routes running towards the Park Lane region are highlighted. However,
journeys in both directions appear to generally favour a longer, less direct route than
is potentially available, a similar process as observed in Case Study 1. In not taking
the path across the middle of Hyde Park, these individuals - for a reason still to
be determined - appear to behave sub-optimally with respect to simple distance or
travel time considerations. This process offers further evidence of the role of path
dependence, as identified during the discrete choice modelling phase, with the role of
certain elements on the network overriding any additional reasoning on route selection.

The standard deviations and clustering visualisations, shown in Figures D.4 and
D.5, predominantly indicate the locations of the one-way routing on Park Lane and



364

Figure D.2: Proportionate traffic flow of 146 trips from SW3 to NW3
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Figure D.3: Proportionate traffic flow of 157 trips from NW3 to SW3
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routes through Marylebone region (marked AD.4), however, other areas of import-
ant, unregulated deviation can be observed also. Most notable is the Lisson Grove
and Seymour Place pathway (marked B) in that shows greater southbound traffic
than northbound. The cause for this distinction may be due to an asymmetry of
connectivity to each region, where the route appears well integrated within the road
network to the west of Regents Park, but considerably less so in the region north
of Park Lane. Indeed, in order to select this route where travelling northbound, the
individual would have to take a number of additional turns in order to find it. The
effort, or cognitive process, involved in selecting this route when travelling northwards
would appear to make it locally unpopular.

Case Study D2 - E1 to W2

The second additional case study focusses on cross-London travel, from eastern to
western regions. These locations are, theoretically, again well-connected via the inner
ring road system around central London, thus one aim of this case study to identify
the degree to which these routes dominate this direction of movement. The locations
of the regions are presented in Figure D.6, with the Euston Road spanning east-
to-west across the northern extent of central London, forming a strong connection
between the zones.

(a) Spatial Trip Distribution from E1 to W2 (b) Spatial Trip Distribution from W2 to E1

Figure D.6: Locations of E1 and W2 postal districts, with spatial distribution of origins
and destinations by direction

In total, 378 trips were extracted running westbound from E1 to W2, with 263
travelling in the opposite direction. Examining the flows between these regions, shown
in Figures D.7 and D.8, one can clearly observe the ascendance of the east-west
running Euston Road as the main route linking the two regions. This route, although
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Figure D.4: Standard deviations around mean proportionate traffic flow for Case Study
D1, where positive values (green hues) indicate northbound travel and negative values (red
hues) indicate southbound travel
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Figure D.5: Spatial clustering results for Case Study D1 using LISA indicating significant
areas of high mono-directional traffic flow, with northbound travel is indicated by green
colouration and southbound travel indicated by red colours. Additional locations of outlying
regions are indicated.
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Figure D.7: Proportionate traffic flow of 378 trips from E1 to W2

it represents a simple and straight path between origin and destination, is clearly
again not the most direct or lowest distance alternative, demonstrating again the
role of path dependency driven by location attraction. Outside this main pathway, a
range of other routes remain popular, with some considerable variation - by direction
- in the popularity of different routes. The role of specific locations on the network in
shaping many of these alternative decisions is again prevalent here. In this Case Study
too, one can begin to observe how local traffic regulations impact upon wider traffic
patterns, a point that may be better elaborated upon through directional analysis.

In examining the directional route differences in Figures D.9 and D.10, one can im-
mediately see that Euston Road (indicated A in D.9) attracts a considerable amount
of the traffic equally in both directions, with neither direction established as a domin-
ant cluster. However, what is perhaps more interesting is to observe the asymmetrical
impact of the complex junction system at Kings Cross (marked with B). It is this
area that connects Euston Road with the eastern areas of central London. Where
approaching from the west, one is able to, at this point, either continue along the ring
road or move more directly southwards through central London. It is clear that indi-
viduals predominantly shun this latter route, despite ample opportunities to pursue
it. Conversely, during travel in the opposite direction, a greater volume of traffic is
observed moving northwards to towards the junction through central London, prior
to joining Euston Road. The reason for this pattern may be another local example,
also identified in Case Study D1, of asymmetry in route connectivity, where, in spite
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Figure D.8: Proportionate traffic flow of 263 trips from W2 to E1

of non-regulatory integration into the network, the route structure appears more at-
tractive from one direction than other. This process would be again indicative of the
immediacy of locations to shape decisions, as the proximity of this region to the point
of origin. This phenomenon perhaps represents an indication of an underlying process
of path dependency, where sub-optimality becomes embedded through a preference
for continuation along the established route, in this case one that would appear to be
the most immediately prominent.
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Figure D.9: Standard deviations around mean proportionate traffic flow for Case Study
D2, where positive values (green hues) indicate westbound travel and negative values (red
hues) indicate eastbound travel

Figure D.10: Spatial clustering results for Case Study D2 using LISA indicating significant
areas of high mono-directional traffic flow, with westbound travel is indicated by green
colouration and eastbound travel indicated by red colours. Additional locations of outlying
regions are indicated.



Appendix E

Travel Time Kinematic
Calculations

This appendix outlines the kinematic equations used in the calculation of travel speed
on roads where no historic travel time data was available. The aim was to capture how
acceleration and deceleration around corners increases travel time along a segment of
road1.

Let vobe the cornering speed, Vobe the free flow speed, a the acceleration and b
the deceleration. The following relationships are known for speed and displacement:

v(t) = vo + at

s(t) = vot+ 1
2at

2

The distance travelled in attaining freeflow speed can be calculated as:

L = V 2
o − v2

o

2a
The breaking distance can be calculated too by replacing a with b, yielding the

relationship for establishing the minimum distance required to achieve freeflow speed,
L0:

L0 = V 2
o − v2

o

2a + V 2
o − v2

o

2b
Where the length of a road segment is less than L0, the travel time will always

1Assistance in deriving these formula was provided by Dr Puff Addison.
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remain less than freeflow travel time. For links where L > L0 there will be an
acceleration time of ta and a deceleration time of tb. The period of acceleration is
calculated as follows:

ta =
−v0 +

√
v2

0 + 2( ab
a+b)L

a

The travel time for this link becomes:

tL = (a+ b

b
)ta

Where L > L0 then a free flow element is added following the period of accelera-
tion:

tL = (V0 − v0)(
a+ b

b
) + L− L0

V0

In calculating these values, the following assumptions were adopted. These assume
a cornering speed of around 5 miles per hours, and a moderate acceleration rate
(whereby 0 to 60 miles per hour would be achieved in 11.51 seconds). Vo was assumed
to correspond to the speed limit of the road segment.

vo= 2.22 metres per second
a = 2.33 metres per second2
b = 4.66 metres per second2



Appendix F

Questionnaire Results Summary

This appendix provides a full description of the responses received from the driver
behaviour questionnaire, described in 4.2. The order of questions outlined here does
not correspond with the presentation within the questionnaire.

F.1 Respondent Profiles

How long have you lived in London?

Response Count Percent

Less than one year 10 4

1 - 3 years 39 17

3 - 6 years 33 14

6 - 10 years 34 15

10 - 20 years 35 15

More than 20 years 71 31

I do not live in London but often drive in London 6 3
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F.1. RESPONDENT PROFILES 375

For how long have you owned a car in London?

Response Count Percent

Less than one year 50 22

1 - 3 years 63 28

3 - 6 years 56 24

6 - 10 years 28 12

10 - 20 years 12 5

More than 20 years 19 8

And for what purposes do you usually use your vehicle1?

Response Count Percent

Commuting 64 28

Work (not including commuting) 42 18

Shopping 140 61

Education 31 14

Leisure 168 74

Other 19 8

How old are you?

Response Count Percent

17 - 19 years 10 4

20 - 24 years 77 34

25 - 34 years 84 37

35 - 44 years 39 17

45 - 59 years 15 7

60 - 64 years 2 1

Over 65 years 1 0

What is your gender?

Response Count Percent

Male 122 53

Female 106 46

1People may select more than one checkbox, so percentages may add up to more than 100%.



F.2. NAVIGATION DEVICE USAGE 376

F.2 Navigation Device Usage

Please select the option below that best describes how often you use a navigation (or
GPS) device to find your route between two locations.

Response Count Percent

Every Journey 16 7

Most Journeys 30 13

Half of Journeys 41 18

Few Journeys 69 30

Very rarely or never used 72 31

Please select the option below that best describes how much of an average journey
you will rely on the navigation (or GPS) device to guide you between locations.

Response Count Percent

Whole of journey 18 8

Most of journey 48 21

Part of journey 64 28

Little of journey 45 20

None of journey 53 23

F.3 Responses to Incidents

Imagine that, during a typical journey, you arrive at a very slow moving traffic queue
in an area of London on a road that you know very well. You also know that it is
usually less congested in this part of the network than at present. How long will you
wait in the queues before trying to find another route?

Response Count Percent

0 - 2 minutes 40 17

2 - 5 minutes 62 27

5 - 10 minutes 73 32

10 - 15 minutes 46 20

Over 25 minutes 7 3



F.3. RESPONSES TO INCIDENTS 377

In this situation, when deciding to then find a route around this problem, what
method will you usually use to identify your new directions?

Response Count Percent

Find own route 171 75

Use SatNav/GPS device or map to find route 42 18

Follow general flow of traffic 11 5

Other 5 2

Now imagine that you arrive at a different congested part of the network, in an area
that you do not know very well. You have no idea if the congestion levels are normal
or different than average. How long will you generally wait in the queues here before
deciding to find an alternative path around the congestion?

Response Count Percent

0 - 2 minutes 4 2

2 - 5 minutes 29 13

5 - 10 minutes 53 23

10 - 15 minutes 91 40

Over 25 minutes 51 22

Again, on deciding to find a route around this problem – in this fairly unknown area
of the network – what method will you generally choose in order to identify your new
directions?

Response Count Percent

Find own route 39 17

Use SatNav/GPS device or map to find route 152 66

Follow general flow of traffic 28 12

Other 10 4



F.4. ADVANCED TRAFFIC INFORMATION 378

F.4 Advanced Traffic Information

Through which channels do you acquire information about the location and extent of
problems on the road network2?

Response Count Percent

Radio 141 62

Television 19 8

Family or friends 47 21

Internet 134 59

None 24 11

Other 22 10

How often do you use travel information during the course of planning a journey?

Response Count Percent

Always 13 6%

Often 56 24%

Sometimes 75 33%

Rarely 68 30%

Never 16 7%

Do you feel that, in general, you are well informed in advance of most unexpected
incidents on the road network?

Response Count Percent

Yes 63 28

No 165 72

2People may select more than one checkbox, so percentages may add up to more than 100%.



Appendix G

Multinomial Logit Partitioned
Results

During the development of the multinomial logit route choice model in 5.4, it was
described how data describing observed node-to-node choices was divided into par-
titions for processing. These partitions were made for each level of the topological
representation of space.

In this appendix, the full results for the model estimation for each partition at
each level of the hierarchy are presented. As is demonstrated, there is little observed
variation between the estimates generated within each partition. In each table, the
coefficients selected for implementation within the route choice model are indicated
with an asterisk (as detailed in Table 5.1).
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G.1. LEVEL 1 PARTITIONS 380

G.1 Level 1 Partitions

Parameter
Partition

1 2* 3 4

Angular Deviation from
Destination

-3.06 -3.08 -3.07 -3.06
p 0.00 0.00 0.00 0.00

Angular Deviation from
Current Direction

-0.304 -0.331 -0.307 -0.304
p 0.00 0.00 0.00 0.00

Distance from Target
-0.000601 -0.000622 -0.000612 -0.000603

p 0.00 0.00 0.00 0.00

Observations 480144 480144 480144 480144
r

2 0.328 0.334 0.333 0.330

Table G.1: MNL estimations generated for each partition incorporating level 1 nodes

G.2 Level 2 Partitions

Parameter
Partition

1 2* 3 4

Angular Deviation from
Destination

-3.00 -2.99 -2.98 -2.98
p 0.00 0.00 0.00 0.00

Angular Deviation from
Current Direction

-0.401 -0.408 -0.414 -0.410
p 0.00 0.00 0.00 0.00

Distance from Target
-0.000628 -0.000630 -0.000606 -0.000609

p 0.00 0.00 0.00 0.00

Node hierarchy
-0.516 -0.521 -0.512 -0.513

p 0.00 0.00 0.00 0.00

Observations 704200 704200 704200 704200
r

2 0.336 0.336 0.333 0.334

Table G.2: MNL estimations generated for each partition incorporating level 1 and 2
nodes



G.3. LEVEL 3 PARTITIONS 381

G.3 Level 3 Partitions

Parameter
Partition

1* 2 3 4

Angular Deviation from
Destination

-2.98 -2.98 -2.96 -2.97
p 0.00 0.00 0.00 0.00

Angular Deviation from
Current Direction

-0.421 -0.402 -0.406 -0.401
p 0.00 0.00 0.00 0.00

Distance from Target
-0.000605 -0.000606 -0.000584 -0.000586

p 0.00 0.00 0.00 0.00

Node hierarchy
-0.421 -0.420 -0.410 -0.415

p 0.00 0.00 0.00 0.00

Observations 731053 731053 731053 731053
r

2 0.335 0.334 0.331 0.332

Table G.3: MNL estimations generated for each partition incorporating level 1, 2 and 3
nodes

G.4 Level 4 Partitions

Parameter
Partition

1 2* 3 4

Angular Deviation from
Destination

-2.79 -2.81 -2.81 -2.80
p 0.00 0.00 0.00 0.00

Angular Deviation from
Current Direction

-0.530 -0.560 -0.551 -0.523
p 0.00 0.00 0.00 0.00

Distance from Target
-0.000986 -0.00101 -0.00101 -0.000996

p 0.00 0.00 0.00 0.00

Node hierarchy
-0.206 -0.221 -0.218 -0.204

p 0.00 0.00 0.00 0.00

Observations 1048000 1048000 1048000 1048000
r

2 0.335 0.341 0.341 0.335

Table G.4: MNL estimations generated for each partition incorporating all nodes



Appendix H

Calibration and Validation of
Spatial Interaction Model

This appendix outlines, in full, the calibration and validation results generated during
the construction of the spatial interaction model in Chapter 6. These tables document
the three best activity estimation models identified across two survey data sets. The
final selection of the model, accounting for performance in both stages, is discussed
in 6.1.1.2.

H.1 Calibration using Hackney Ward Data

Town Centre Observed
Model A Model B Model C
α= 0.1

β = 0.0009

α= 0.1

β = 0.001

α= 0.05

β = 0.001

Mare Street 23 18 18 18
Dalston 16 18 18 18
Stoke Newington 10 16 17 17
Angel 9 6 6 6
Green Lanes 6 4 4 4
Nags Head 5 2 2 2
Bethnal Green 4 8 8 8
Whitechapel 1 1 1 1
Others 21 27 26 26
Total Difference
from Observed

0 31 31 31

Table H.1: Best Performing Models for Convenience Retail in Hackney
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H.1. CALIBRATION USING HACKNEY WARD DATA 383

Town Centre Observed
Model A Model B Model C
α= 1.2

β = 0.0004

α= 1.3

β = 0.0005

α= 1.1

β = 0.0004

West End 39 42 39 34
Dalston 11 10 13 11
Mare Street 9 5 7 6
Wood Green 7 5 5 5
Angel 5 5 5 6
Stoke Newington 2 4 5 5
Nags Head 2 3 3 3
Stratford 1 1 1 1
Finsbury Park 1 2 2 2
Walthamstow 1 2 1 2
Others 21 20 17 20
Total Difference
from Observed

0 16 16 18

Table H.2: Best Performing Models for Comparison Retail in Hackney

Town Centre Observed
Model A Model B Model C
α= 1.0

β = 0.0006

α= 1.1

β = 0.0006

α= 1.1

β = 0.0005

West End 17 11 11 13
Angel 12 6 8 7
Dalston 7 4 8 7
Mare Street 4 3 6 5
Stoke Newington 2 3 5 5
Stratford 2 1 1 1
Finsbury Park 1 2 3 3
Camden Town 1 2 1 1
Others 20 30 19 22
Doesn’t go out 36 36 36 36
Total Difference
from Observed

0 30 20 18

Table H.3: Best Performing Models for Commercial Leisure in Hackney



H.2. VALIDATION USING CAMDEN WARD DATA 384

Town Centre Observed
Model A Model B Model C
α= 0.8

β = 0.0003

α= 1.2

β = 0.0006

α= 1.1

β= 0.0005

Stoke Newington 15 7 7 5
Angel 12 9 9 9
West End 11 7 10 15
Mare Street 7 9 8 6
Dalston 7 11 10 8
Liverpool Street 1 2 1 1
Others 23 33 34 31
Doesn’t go out 23 23 23 23
Total Difference
from Observed

0 32 27 27

Table H.4: Best Performing Models for Eating and Drinking in Hackney

H.2 Validation using Camden Ward Data

Town Centre Observed
Model A Model B Model C
α= 0.1

β = 0.0009

α= 0.1

β = 0.001

α= 0.05

β = 0.001

Camden Town 23 10 20 10
Swiss Cottage 17 9 16 9
West End 11 2 10 2
Kilburn 8 8 14 8
Angel 3 4 4 3
Kentish Town 2 11 6 12
Hampstead 1 7 3 7
Cricklewood 1 4 4 4
Nags Head 1 2 4 2
Others 34 39 19 40
Total Difference
from Observed

0 55 39 56

Table H.5: Best Performing Models for Convenience Retail in Camden
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Town Centre Observed
Model A Model B Model C
α= 1.2

β = 0.0004

α= 1.3

β = 0.0005

α= 1.1

β = 0.0004

West End 49 65 69 58
Camden Town 7 3 3 4
Kilburn 5 3 4 4
Hampstead 4 1 1 2
Angel 2 1 1 2
Swiss Cottage 1 3 3 4
Cricklewood 1 1 1 1
Nags Head 1 2 2 2
Wood Green 1 1 0 1
Kentish Town 1 0 1 1
Others 28 14 11 21
Total Difference
from Observed

0 44 50 26

Table H.6: Best Performing Models for Comparison Retail in Camden

Town Centre Observed
Model A Model B Model C
α= 0.8

β = 0.0003

α= 1.2

β = 0.0006

α= 1.1

β = 0.0005

West End 36 31 48 46
Swiss Cottage 24 6 8 7
Camden Town 12 7 9 8
Hampstead 7 2 2 2
Kilburn 2 6 10 8
Angel 2 4 3 3
Cricklewood 2 1 2 1
West Hampstead 1 2 2 2
Nags Head 1 2 2 2
Wood Green 1 1 0 0
Others 12 35 14 17
Total Difference
from Observed

0 65 50 52

Table H.7: Best Performing Models for Commercial Leisure in Camden
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Town Centre Observed
Model A Model B Model C
α= 1.0

β = 0.0006

α= 1.1

β = 0.0006

α= 1.1

β = 0.0005

West End 41 34 41 39
Camden Town 11 10 9 9
Hampstead 9 3 2 2
Swiss Cottage 4 9 9 8
Kilburn 4 10 10 9
Kentish Town 2 3 2 2
West Hampstead 2 4 3 3
Angel 1 4 3 4
Cricklewood 1 2 2 2
Nags Head 1 2 2 2
Others 23 15 13 18
Total Difference
from Observed

0 41 35 31

Table H.8: Best Performing Models for Eating and Drinking in Camden
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